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Ultra-Wideband Receiver Implementation Using Analog 
Correlators 

 

1. Introduction 

 

1.1. Motivation 

 

A transmission system with a bandwidth more than 20% of its center 

frequency or exceeding 500MHz is defined as Ultra-Wideband (UWB) by the 

FCC [1], [7].  Despite the fact that the technology has been around for quite some 

time, interest in UWB transmission is growing due to demand by consumer 

electronics for ever faster wireless data transmission and by innovations in chip 

design that make UWB design challenges more tractable.  In addition to its use 

for data transmission, UWB can also be used in radar and sensing applications.  

This new interest led the FCC to issue a First Report and Order in 2002 allowing 

manufacturers to market and operate a first generation of products incorporating 

UWB technology. 

Due to its large bandwidth, UWB can be realized by transmitting 

extremely short electromagnetic pulses.  These short pulses can be used to carry 

digital information at a high rate or to provide precise positioning information in a 

sensing system.  The spectrum allotted by the FCC for communications systems 

using UWB is from 3.1 GHz to 10.6 GHz.  This band resides inside the super high 

frequency (SHF) band, which is home to various satellite and microwave users.  

UWB signals must be of very low power such that they do not interfere with 
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existing narrowband systems using the same band.  The FCC has ruled that UWB 

systems must have a bandwidth of at least 500 MHz [4] and cap maximum peak 

and average power. 

 Many UWB systems have been designed and implemented successfully 

since the FCC gave its First Report and Order in 2002.  This thesis will propose a 

novel scheme for improving upon existing receiver designs.   

Due to the new direction this design is taking, there was difficulty in 

locating relevant literature.  There was sufficient literature available on channel 

modeling, but very little available on practical receiver design.  There was no 

literature available concerning the use of analog correlators for UWB reception 

specifically or in the frequency of interest.  Consequently, the result of the 

majority of the research for this thesis was to find out there was no preexisting 

research in relevant areas.  Given this lack of reading material, the topics covered 

in the listed references served only to provide a foundation of knowledge upon 

which to design the new receiver.  As a result, this thesis is based upon relatively 

few papers.  By building upon the framework provided by the listed references, 

the design itself is almost entirely based upon textbook communications and 

digital design concepts.   

 

1.2. Scope and Organization 

 

The goal of this thesis is to improve upon the kinds of all-digital UWB 

receivers currently being proposed and used.  The receiver proposed here is 
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intended to make improvements in the areas of down conversion, power 

consumption, and RAKE reception.  This architecture is also intended to be 

flexible enough to be adapted to a single or multiband UWB scheme. 

This thesis consists of five chapters.  Chapter two discusses some of the main 

design challenges faced in designing any UWB receiver including multipath 

fading and sampling.  Chapter two is concluded with an overview of how current 

all-digital architectures are implemented.  Chapter three gives a detailed 

description of how the new architecture is intended to function.  Chapter four 

provides a description of the simulation of the receiver in Simulink and discusses 

some of the problems and challenges that it revealed.  Chapter five provides a 

conclusion for the thesis. 
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2. Background 

 

2.1. Introduction 

 

 This section seeks to provide background on some of the challenges UWB 

systems must overcome and some of the methods theoretical and practical 

systems use to overcome them.   

 

2.2. Channel 

 

 The transmission channel created by the types of indoor environments UWB 

equipped consumer electronics will be operating in must be considered before a 

viable transmission system can be devised. 

A variety of mathematical models of the UWB channel have been 

proposed as in [3], [4] and [5].   The channel is mainly characterized by models 

that delay and scale a transmitted signal such that a finite number of scaled and 

time delayed and replicas arrive at the receiver.  This is intended to model a 

channel where a transmitted signal travels to the receiver by many different paths.  

Mathematical channel models pick time delay and amplitude distributions to 

approximate the impulse response of the indoor channel.  These distributions are 

applied to the following basic impulse train model:   
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The path amplitudes, (Ai) the path delays (
i
! ) and the multiplicity of paths 

(n) can be chosen based on a multitude of statistical modeling techniques.   

 

2.3. Multipath Fading 

 

The short pulses used by UWB systems make them more effective in 

indoor environments compared to narrowband systems when transmitting at high 

data rates.  Besides the higher data rates made possible by using a larger 

bandwidth, short pulses help overcome unfortunate circumstances created by 

indoor environments.  These environments create situations where transmitted 

energy reaches the receiver via many different paths.  The shorter the time 

duration of the transmitted pulses, the less inter-path interference will be 

experienced.  

Given the current rules governing the use of the radio spectrum, wireless 

communications systems with progressively higher data rates will require 

progressively higher center frequencies to accommodate greater and greater 

bandwidth needs.  As center frequency rises, the wavelength of the transmitted 

signals shrinks.  For signals in the gigahertz range like those of UWB systems, the 

wavelength shrinks to the extent that it is on par with the path length differences 

experienced by indoor wireless systems.  For narrowband systems, these path 

length differences are manifested as random phase offsets between the waveforms 

observed at the receiver.  This can cause the paths to sum constructively or it can 

cause destructive cancellation.  Thus, multiple paths can hurt overall system 
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performance depending on whether they add constructively or destructively.  This 

phenomena is called multipath fading.  

Since wavelength varies with frequency, the phase difference between 

paths and thus the amount of fading will vary with frequency.  In a narrowband 

system, all of the transmitted signal energy is concentrated in a small frequency 

band.  Multipath fading can be very problematic for such a system.  If the system 

is positioned such that an unfortunate multipath environment is created, the 

receiver my not function even though plenty of signal paths carrying plenty of 

energy are reaching it.  In an indoor environment, signal paths are strongly 

affected by physical movement.  Thus, path disruptions caused by the movement 

of people can cause narrowband systems to perform erratically.  When a 

transmission scheme requiring a carrier signal with full duty cycle is used, all of 

the paths sum together based on their phases regardless of how large the 

difference between path travel times is. 

Pulsed UWB systems, on the other hand, spread their transmitted energy 

across an “Ultra-wide” swath of the electromagnetic spectrum that is over 

500MHz wide by using short duration pulses.  In a pulsed system, pulse echoes 

only interfere with one another when the difference between their travel times is 

less then the pulse duration, or they originate from different symbols.  UWB 

channel modeling has shown that the multipath span of an indoor setting can 

extend as long as 100ns.  This may cause inter-symbol interference for high speed 

communications.  Naturally as the signal travel time gets larger, the intensity of 

the received echo decreases, so the strong echoes used to gather signal 
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information are the first to arrive leaving only much weaker echoes to carry over 

into subsequent bits.    

 

2.4. Sampling and Down-Conversion 

 

For a digitally implemented ultra-wideband receiver system, the Nyquist 

sampling rate for the incoming signal can be as high as 21.2GHz.  Since the 

incoming signal is bandpass, some designers have suggested using sub-sampling 

methods to avoid sampling at the Nyquist rate.  Sampling a bandpass signal at an 

integer factor of its center frequency (that is larger than the bandwidth of the 

original signal) causes a replica of the signal to appear at baseband.  This is called 

sub-sampling.  Sub-sampling incurs fading penalties though.   

When samples are taken at a rate that is an integer factor of the center 

frequency, they are taken at points on the mixing sinusoid that have identical 

phase.  This way, the shape of the baseband pulse is all that is revealed in the 

resultant samples.  Unfortunately the pulse will suffer fading due to sampling 

phase offset.  The fading is equal to the cosine of the sampling phase offset from 

ideal.      
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Figure 2.1:  Effects of sampling phase offset on a sub-sampled UWB pulse. 

 

The above graph illustrates the how sub-sampling fading occurs.  The 

solid line represents the pulse that is being sampled, and the sets of markers 

represent the sampling times for three different offsets given identical sampling 

frequencies of half the frequency of the mixing sinusoid.  The ‘x’ markers denote 

the set of samples with an ideal offset since they occur at the peaks of the mixing 

sinusoid.  The ‘o’ markers show a sample set with an imperfect offset.  The pulse 

is faded, but is still recognizable.  The ‘+’ markers illustrate that an unfortunate 

offset can cause the sub-sampled pulse to be completely nulled out. 



 9 

Using sub-sampling, an ADC must be able to sample the incoming signal 

at a rate equal to at least the bandwidth of the bandpass signal.  Under a multi-

band UWB scheme, a transmitted pulse could have a passband bandwidth of 

500MHz and a center frequency between 3.35 and 10.35GHz.  If such a pulse 

were to be sub-sampled, a sampling rate of at least 500MHz (twice baseband 

bandwidth) would be needed to avoid aliasing.  From a sampling perspective, this 

scheme is much more tractable than using the entire 7.5GHz UWB range, and 

sub-sampling at 7.5GHz. 

The problem with down-converting the received signal via sub-sampling 

or analog multiplication and filtering is the problem of phase mismatch.  For 

perfect analog down-conversion, the phase of the analog sinusoid must be exactly 

that of the sinusoid used to mix the baseband pulse.  For perfect sub-sampling, the 

sampling offset must be such that each sample is taken at a peak of the mixing 

sinusoid.   

In narrowband systems, it is possible to overcome phase mismatches by 

locking onto the phase of a carrier signal with appropriate adaptive hardware.  For 

a pulsed UWB system, there is not a constantly present signal to lock onto.  

Instead, the received signal consists of a number of pulse echoes, all of which 

have differing carrier phases.  If all these pulses are to be down-converted without 

phase mismatch fading, they all must be down-converted individually. This is not 

feasible.   

Without down-conversion of some means, the ADC sampling rate gains 

made from choosing a multiband scheme are lost, and the center frequency is now 
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the dominant factor in determining the sampling rate.  Thus, barring the use of 

sub-sampling, an all-digital receiver must sample the incoming signal at 

approximately twice the frequency of the mixing sinusoid.  For center frequencies 

from 3.1-10.6GHz, an ADC will consume a prohibitively large amount of power 

in order to sample at the necessary 6.2-21.2GHz if such a rate is even possible.   

 

2.5. Digital Receiver Overview 

 

The existing papers that have dealt with practical implementation of 

digital UWB receivers [6] have focused on baseband systems, and ignored how 

FCC spectral mask conforming pulses would be down-converted.  Although 

sometimes neglected, the effects of jitter can be quite problematic especially on 

sub-sampling systems.  Jitter caused by dynamically varying phase offsets 

between the clocks driving the transmitter and the receiver will cause the amount 

of sub-sampling fading to vary over time.  Bearing in mind that this fading can 

completely null or invert the received pulses during sampling, this issue is not a 

trivial one since it will cause the system to be entirely at the mercy of a random 

process.  

One paper [6] that sought to design a baseband UWB receiver proposed 

using a sampling rate of approximately 1 GHz with one bit resolution to acquire 

the signal.  This adds a great deal of quantization noise to the rest of the system.  

Higher speed and resolution are possible, but large power consumption and chip 

area penalties are paid for it.  It is difficult to operate a data link between an ADC 
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and a digital backend at such high speeds, so a bit period of signal samples are 

buffered and sent to the digital backend all at once.  This is essentially a serial 

versus parallel tradeoff that alleviates speed problems at the expense of additional 

hardware. 

After buffering, each window of samples is sent to a bank of N time offset 

matched FIR filters in order to generate a vector of correlation estimates.  The N 

correlation estimates represent the likelihood that a pulse arrived during the time 

interval covered by each matched filter.  Each of the intervals covered by the 

matched filters overlap with adjacent intervals and together cover one bit period.  

(See figure below.)  The sequence of correlation estimates will peak (high or low) 

when a pulse echo arrives during the interval most closely matching an interval 

covered by the filter. 

Despite some of the omissions and practical challenges left unsolved, this 

sort of digital receiver provides a good framework upon which to base the design 

of an improved system. 

 

2.6. Modulation Schemes 

 

Pulsed UWB systems can use one of several modulation schemes to carry 

information through the channel.  Common schemes include Pulse Amplitude 

Modulation (PAM), Pulse Position Modulation (PPM), and On-Off Keying 

(OOK).   
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PAM encodes data by altering the amplitude of the transmitted pulse.  M-

PAM uses M different signal levels in order to transmit log2(M) bits per pulse.  

Setting M to 2 and using symmetric PAM creates a scheme identical to Binary-

Phase Shift Keying. (BPSK)  In order to minimize the transmitted power while 

maintaining the best signal constellation, symmetric PAM is always favored. 

PPM encodes data by varying the arrival times of the pulses.  For use in 

UWB, PPM could be more difficult to implement due to the nature of the 

multipath environment.  Since the transmitted pulses will be received as a series 

of echoes that span multiple bit intervals, differentiating between the M possible 

arrival times could be quite difficult. 

OOK encodes data by varying the presence and absence of a pulse.  In this 

way it can be seen as a variant of 2-PAM where one of the signal levels is set to 

zero.  Despite the drop in SNR performance over that of symmetric 2-PAM, OOK 

has some practical advantages.  Under an OOK scheme, the received signal can 

be squared and lowpass filtered to perform down conversion since the pulse 

orientation is of no concern.  The pulse echoes will then appear rectified and at 

baseband, and can be sampled at the Nyquist rate of the baseband pulse instead of 

the Nyquist rate of the passband pulse.  Because of this important advantage and 

its ramifications on required sampling rates, many preliminary UWB evaluation 

devices employ an OOK scheme.      
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3. System Design 

 

3.1. Purpose and Scope 

 

If it were possible to implement parts of the system (i.e. the matched 

filtering) with analog components rather than digital components, sampling and 

power consumption problems experienced by all digital systems could be 

avoided.  Design of such a system is explored in this thesis.  The main goal of the 

system is to introduce the possibility of power savings by doing away with the 

signal acquisition ADC and instead sampling at the symbol rate with single bit 

resolution to record the value of each bit.  This way, use of fast sampled and 

power hungry signal acquisition ADCs can be avoided.  Power calculations for 

the substituted analog components are beyond the scope of thesis, so no definitive 

power savings claims can be made.  However, the new system does away with the 

main power consumer from the all digital system, which introduces the possibility 

of substantial power savings.  In addition, there will be no sub-sampling or analog 

down conversion, so the signal losses associated with them will be avoided as 

well.  Without down-conversion fading, collecting signal energy over multiple 

pulse echoes will function much better, so RAKE reception will be attempted as 

well. 

  The system explored here will first use analog correlators to gain knowledge 

of the arrival times of the largest pulse echoes so that one or more analog 

correlators can operate over the appropriate intervals within the bit period to 
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collect as much energy as possible from the pulse echoes.  The correlator outputs 

will then be summed and sampled before they are reset for the next bit period.  

The resultant samples can then be processed in the same ways other UWB 

systems perform their processing.   

It is a goal that the new system will perform comparably to an all-digital 

system without using signal acquisition sampling.   However, by eliminating 

sampling rate and bit resolution constraints imposed by use of real world ADCs 

and the associated quantization noise and signaling scheme requirements, it is 

hoped that the system will exceed the BER performance of an all-digital system. 

The system design undertaken below will be for a generalized BPSK 

system.  The simulation to follow will be carried out using the previously outlined 

system using specific parameters.  Rather than providing an overview of design of 

UWB receivers using analog correlators under various modulation schemes, this 

paper will focus on design of a single system using a single modulation scheme as 

a ‘proof of concept’ that such a system could work. 
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3.2. Overview 
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Figure 3.1:  Block diagram of receiver at top level. 

 

The figure above depicts the general architecture of the system that will be 

designed here.  The signal enters the system through the antenna, and is passed 

through a gain stage so that the received signal will fill the dynamic range of the 

receiver.  After amplification, the signal is bandpass filtered to eliminate out of 

band noise.  These three components are common to the front end of all-digital 

systems as well.  After eliminating out of band noise, the signal is passed to a 

bank of correlators.  Depending on whether the system is in acquisition mode or 

data reception mode, the correlator bank will by triggered by the correlator bank 

controller in different ways.  The correlators operate in one of two capacities.  The 

first capacity is to generate a model of the arrival times of pulse echoes.  The 

second is to use that model to receive data.     

The main hurdle to get over in designing a partially analog system is to 

perform timing acquisition.  For a BPSK system, the transmitter will be sending 
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pulses through the channel that are equally spaced in time, which will create an 

echo sequence at the receiver due to multipath echoes.  Given BPSK signaling, 

the absolute value of the subsequent echo sequence will be periodic with a period 

equal to the bit period.  The transmitted signal can be modeled as follows: 

!
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In the above function, Tb is the bit period and Bi is assigned to be positive 

or negative one depending on the value of the transmitted bit.  The function m(t) 

is the modulated pulse which is modeled as follows: 

)2cos()()( !" += cftptm  

Here, p(t) is the baseband pulse shape, fc is the center frequency of the 

modulated pulse and !  is a phase offset used to insure the peak of p(t) occurs at a 

maximum in the mixing cosine.  As previously stated, the impulse response of the 

channel is: 
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The received signal can in turn be given as: 
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The above expression for r(t) is valid for only a short period of time during 

which the channel (and thus the echo pattern) is more or less constant.  This 

receiver is dependent on the assumption that the channel varies slowly enough 

with respect to the bit period that a model of a period of the echo sequence will be 

valid long enough to be used to collect data.  From the model, the system can tell 
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when to start, stop and dump a set of analog correlators in order to collect energy 

from the pulse echoes and receive data.   

The analog correlators will be used to perform matched filtering by 

correlating the received signal with a locally generated pulse replica.  The 

correlators must be triggered at times corresponding to the arrival times of each 

pulse echo.  The values generated by the correlators are expressed as: 

dttrtmc
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The value Tp is called the correlation interval and is equal to the pulse 

duration.  Since it is the goal of the correlators to collect energy from discrete 

pulse echoes within the received sequence, it is informative to express the energy 

collected from such an echo as a function of the timing error of the correlator.  

This is nothing more than the auto-correlation sequence of the pulse and can be 

expressed as: 
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Performing the task of timing acquisition occurs in three steps.  The first 

step is to determine the relative timing between the received pulse echoes, the 

second step is to determine which of the detected pulses will be used to gather 

energy for each bit, and the third step is to determine when one bit stops and next 

begins so the correlators can be sampled and reset at the appropriate time. 

The transmitting and receiving antennas do not have ideal frequency 

responses and neither will the collection of transmission paths the pulses travel 

over.  The received pulses will thus be distorted.  Channel distortion and antenna 
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response are beyond the scope of this thesis.  For the purposes of this thesis, the 

received pulse is assumed to be identical to the transmitted pulse. 

 

3.3. Relative Echo Timing 

 

Before data can be received, the system must first be trained to obtain the 

multipath profile of the channel.  The receiver must sort through the received 

pulse echoes and determine which ones will be used to gather signal energy.  The 

first step in doing this is for the system to generate a model that represents the 

likelihood a pulse has arrived during certain time intervals.  This model consists 

of a set of N correlation estimates that cover one bit interval (Tb) with time 

resolution Tb/N. 

In order to generate the correlation model of a bit period, the analog 

correlators will need to correlate over N overlapping intervals within a bit period.  

The goal here is to generate an N point set of correlation estimates representing 

one period of the periodic echo sequence.  These N points will be analyzed to 

determine the magnitude and arrival times of the pulse echoes.   

The all-digital system did not have to rely on the relative stability of the 

multipath environment because it used a bank of matched filters to accumulate the 

entire set of N estimates within each and every bit period.  Illustrated below is a 

diagram that illustrates the timing of the intervals for each of the correlation 

estimates of a contrived system.   Each correlation estimate is taken over a time 

interval equal to the pulse duration.  The N overlapping correlation estimation 
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intervals are spaced in time by Tb/N seconds.  Each of the estimation points are 

obtained from an analog correlator that correlates the received signal with a 

locally generated pulse replica during one of the N intervals. 

If a pulse echo arrives during an interval matching (or close to matching) 

one of the N correlation intervals, that point in the N point set will be 

comparatively large, thus signifying a pulse arrival. 

It can be seen from the figure below that each correlation interval overlaps 

with a number of other correlation intervals equal to Tp*N/Tb where Tp is the 

pulse duration and minimum correlation interval size.  To implement the 

accumulation of correlation estimates as pictured, the analog system must have a 

number of correlators equal to at least Tp*N/Tb since at any given time Tp*N/Tb 

correlations are taking place.  The system would also require an ADC sampled 

every N/Tb seconds (during the timing acquisition phase) to record all of the 

estimates in succession as pictured. 
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Figure 3.2:  Correlation interval layout for a contrived system using a pulse duration of 4ns, 
a bit period of 16ns and a timing resolution factor of 16. 

 

3.4. Channel Stability 

 

Since we plan to take advantage of the short-term stability of the UWB 

channel, we can take advantage of the periodic nature of the echo sequence and 

spread the accumulation of correlation estimates over multiple bits.  This is 

illustrated in the above figure where intervals 17 through 25 are identical to 

intervals 1 through 9.  When the transmitter transmits periodic pulses it supplies 

the channel with a periodic input.  For the purposes of this thesis, the channel’s 

impulse response is essentially a decaying impulse train that can be considered 
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stable over a short time period.  When the input to this channel is periodic, the 

output of the channel at the receiver will be periodic as well. 

Utilizing periodicity allows for use of a smaller number of correlators and 

a smaller sampling rate for the ADCs that have to sample them.  In deciding on a 

scheme for accumulating the correlation estimates, it must be decided if a training 

sequence can be used, the timing resolution factor N must be chosen, the 

maximum sampling rate for the quasi-ADC must be chosen and it must be 

decided how often to update the correlation estimates. 

 

3.5. Training Sequence 

 

Since we are only concerned with the relative timing between pulse 

echoes, the correlation estimates can be rectified before they are passed to the 

peak detector.  This means that the estimate accumulation could take place over 

the course of a random sequence of bits.  However, since some echoes result from 

inverting reflections, this method requires some way to determine the orientation 

of each of the echoes before data reception can begin. 

A simpler solution is to use a training sequence consisting of series of bits 

of identical values.  This way, when the correlation estimates are accumulated, 

their orientations (relative to one another) will be revealed.  Their true orientation 

(relative to the true bit value) can then be determined with knowledge of the value 

of the bits used in the training sequence. 
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If an averaging routine is going to be used, good gains can be made by 

using a training sequence and operating on un-rectified data.  This method causes 

noise to cancel.  Averaging rectified data still gives better results than un-

averaged rectified data, but the improvement is not as significant as with un-

rectified data.   

Unfortunately, clock jitter makes averaging difficult to implement.  

Effects from jitter cause the assumption of periodicity in the echo sequence (as it 

is analyzed by the receiver) to become invalid over time.  The added time needed 

to collect extra data for averaging would negate averaging’s positive effects   

It may be possible to collect multiple sets of N correlation points and then 

match them up by shifting them forward or backward in time to eliminate jitter 

errors, but such an algorithm is not explored here.  The receiver must begin 

receiving data as soon as possible after accumulating the correlation estimates 

because of jitter.  A ‘matching’ algorithm could also take too long to run.  

It should also be noted that due to the shape of the auto-correlation 

sequence (ACS) of the received pulses, using a training sequence and (thus un-

rectified data) will require less ADC resolution for the correlation estimates than 

using rectified data. 

 

3.6. Timing Resolution 

 

The choice of resolution factor N depends on the center frequency of the 

transmitted pulse and the bit period the system is using.  N must be set such that 
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each echo in the received pulse sequence is guaranteed to produce a suitably high 

peak stemming from the main lobe of the pulse ACS regardless of the sampling 

phase of the correlation estimates.  The correlation estimation phase essentially 

produces a sampled cross correlation sequence between the received echo 

sequence and the pulse replica generated at the receiver.  This sequence consists 

of offset versions of the auto-correlation sequence of the transmitted pulse 

sampled with different phases and scaled by the amplitude of the received echoes.  

So, the effective sampling rate of the ACS determined by N must be high enough 

that a peak detector can find the peak of the ACS given a random sampling phase. 

When the system performs timing acquisition, it will pick the points in the 

sampled auto-correlation sequence (SACS) that are the best guesses at the peaks 

of the individual ACSs for each of the pulse echoes.  The continuous time ACSs 

themselves represent how much energy can be collected from a pulse given a 

certain mistiming.  With all of the ACS peaks chosen, the system can be seen as 

‘operating’ at a point on the continuous time ACS curve.  The timing the system 

has chosen averaged over all the detected echoes will thus put the operating point 

near the peak of the ACS curve when data reception begins.  The system has the 

option of operating at certain equally spaced points on the ACS curve.  The 

number of points is determined by N and their offset drifts over time due to jitter.  

As jitter causes the system’s operating point to drift toward one of the 

nulls on either side of the main lobe, one of the other potential operating points 

approaches the peak of the main lobe.  When the adjacent potential operating 

point becomes larger than the current operating point, the system will shift to the 
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better point.  N must be set such that the point closest to the center peak is always 

the largest. 

 

 

Figure 3.3:  System operating point diagrams for adequate timing resolution (top) and 
inadequate timing resolution. (bottom) 

 

Above is an example of an adequate and inadequate choice for N.  In the 

top graph, the points marked by crosses show the potential operating points given 

an ideal offset.  The ideal offset causes the system to be able to operate at a point 

exactly at the peak of the ACS.  The points marked by circles show the system 

operating points where jitter has caused the receiver to trigger the correlators too 

early.  Instead of operating at the peak of the ACS, the operating point moved to 
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the right so far that the next operating point to the left has now become the largest 

in magnitude.  The system will shift points in this case and trigger the correlators 

one Tb/N time interval later to correct for mistiming. 

The bottom graph shows a similar case, but this time N is chosen to be too 

low.  Again, the circle points note how the system timing has drifted from the 

ideal offset denoted by the cross points.  After only a small timing drift, the point 

that is largest in magnitude is not the point closest to the peak of the ACS.  This 

will cause the system to shift to the wrong operating point and the system will 

cease proper operation. 

To insure that the best operating point is always the largest, the effective 

ACS sampling frequency needs to meet two criteria.  First, it should be set to a 

value at least four times the center frequency of the pulse.  This will insure that 

when the current operating point drifts to one of the nulls, another available point 

will be near the peak of the ACS for the system to switch to.  Second, the 

effective ACS sampling frequency should be set to a multiple of twice the center 

frequency of the pulse.  This insures that the operating point closest to the peak of 

the ACS will always be the largest.  This is insured by enforcing that each 

operating point will have a corresponding point on the main lobe that has the 

same phase with respect to the center frequency of the ACS.  This in turn insures 

that the magnitude of the corresponding point on the main lobe will be larger, and 

thus the largest magnitude operating point will be on the main lobe.  

Longer bit periods stretch the N correlation samples out over a longer 

period, thus reducing the effective sampling rate and reducing the system’s timing 
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resolution.  So, using a high bit rate and a low center frequency keeps N low, and 

reduces the number of correlators needed.  This condition makes construction of 

this type of system more difficult for a multiband UWB using a low bandwidth 

and low bit rate.  For example, a 500MHz bandwidth system centered at 10.1GHz 

and operating at 25 Mbit/s would need N to be set greater than 

4*(10.1GHz)/(25MHz) = 1616.  This setting could be prohibitively large given 

the added hardware needed to take that many correlation estimates in a timely 

fashion. 

 

3.7. Model Construction 

 

After choosing N, the next step is to choose a rational number M that 

represents the period at which each correlator is reset and sampled (during the 

correlation accumulation phase) as a fraction of the bit period.  Each correlator 

will be reset and sampled every Tb*M seconds.  The value M is set as a multiple 

of 1/N so that all the intervals that the correlator will operate over will always fall 

on one of the N correlation intervals that we desire to generate estimates for.  The 

value M can also determine how many correlators are needed.  M can be set so 

that a single correlator will eventually integrate over each of the N intervals, or so 

it only integrates over a subset of the N intervals.  If a single correlator integrates 

over N/C of the N intervals before it repeats the same sequence of N/C intervals 

again, the system will require C correlators.  Given M and N, the system will 
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require N*M/LCM(1,M) correlators and LCM(1,M) + 1bits to accumulate the 

entire set of correlation estimates. 

 

 

 

Figure 3.4   Timing diagram for an example system under assumption of a stable channel.  
Horizontal bars represent correlation intervals.  Vertical arrows represent sampling 
instants. 

   
 

Above is a diagram of how the correlation and sample timing would play 

out for an example system.  In the above system, the correlators are offset by 

Tb/N seconds.  This does not have to be the case, but it is the most convenient for 

implementation and for combating jitter since the estimates are taken in ordered 

blocks that are themselves ordered.  Using this method, no reordering must be 

done, and since there will be the smallest possible delay between the times that 

each of the samples are taken, the set of estimates will maintain the most cohesion 

in the face of clock jitter. 

In order to make all the estimates arrive in order, M is chosen such that its 

numerator is one more than its denominator, and the time offset between the 
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correlators is set to be Tb/N.  This appears to be the simplest and best method, but 

it should be noted that this is not the only method.   

The value M determines the sampling rate of the quasi-ADCs needed to 

sample the output of each of the C correlators.  If the system is constructed to 

have the timing above, the system can easily use single or multiple quasi-ADCs.  

 

M CORRELATORS REQUIRED BIT PERIODS 

3/2 128 4 

5/4 64 6 

9/8 32 10 

17/16 16 18 

33/32 8 34 

65/64 4 66 

Table 3.5  Table of needed correlators and bit periods for various values of M with timing 
resolution factor N set to 256. 

 

3.8. Modified ADC 

 

During the correlation estimate accumulation phase, an ADC (or a number 

of ADCs) sample the outputs of a bank of analog correlators.  The quicker the 

ADC can do this, the better.  For signal acquisition purposes, ADCs are assumed 

to be sampling a signal that varies rapidly with respect their sampling rates.  To 

accomplish this, they are equipped with a sample and hold circuit.  Since we need 

to sample a signal that is already being held constant by a correlator, we can leave 
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the sample and hold circuit out of the ADC.  This saves power, and can allow the 

ADC to sample quicker.  Thus, the term quasi-ADC is used to describe the device 

used here.   

 

3.9. Physical Timing 

 

It is important to take physical timing considerations into account.  When 

a practical method for timing the correlation estimate accumulation phase is 

developed, it must be remembered that the timing system is going to be used to 

turn correlators on and off during the data reception phase as well.  If a single 

correlator were to be used to collect all the energy from the pulse echoes, a clock 

period of Tb/N seconds would be needed in order to be able start and stop 

correlation during any of the N correlation intervals.  A clock this fast is not 

feasible for systems that fully utilize the transmission speed of UWB.  However, 

using more correlators to collect the energy alleviates this problem.  In fact, it is 

useful to utilize the same hardware used for the data reception phase in the 

correlation model construction phase. 

  Thus far in the timing acquisition phase, the correlators are able to be driven 

by pulse trains with period Tb*M and Tp/(Tb*M) duty cycle.  This means that 

each correlator is only capable of operating during a single interval during each 

Tb*M period. The set of C correlators is thus only able to correlate over C 

intervals (instead of the necessary N*M intervals) during each Tb*M period.  We 
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need the set of correlators to be able to correlate over an arbitrary set of the N 

intervals during each bit period. 

One way to do this is to first round pulse duration Tp up to the nearest 

multiple of Tb/N that is also an even factor of Tb.  This value will be called Tpe.  

Using a clock with a period equal to Tpe (or a multiple of Tpe if such a frequency 

is too high) and logic, a correlator can be activated over the same Tb/Tpe intervals 

during each bit period.  The previously chosen value for M will need to be 

rounded up so that Tb*M is an even multiple of Tpe.  Rather than the previously 

computed number, this setup will require C=Tpe/(Tb/N) correlators due to the 

change in M. 

To generate the clocks needed to drive each correlator, a master clock can 

be delayed C-1 times using digital inverters to create C clock signals with 

uniformly distributed phases.  Using separate clocks for each correlator gives the 

receiver the time resolution needed without having to clock the system with an 

impossibly fast clock.   

 

3.10. Peak Detection 

 

Once the entire set of N correlation estimates has been accumulated, the 

sequence is passed through a peak detection algorithm to find the points where the 

sequence peaks and thus when each pulse echo is arriving.  These peaks represent 

the points where the correlators should begin integrating to collect the maximum 

amount of energy from each pulse echo. 
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Figure 3.6:  Continuous time echo sequence (top) with corresponding continuous time 
correlation model. (bottom) 

 

The top graph of the figure above shows an example period of the 

received echo sequence.  The bottom pane shows the continuous time version of 

the correlation model.  As can be seen, the ACS replicas in the correlation model 

peak at times where correlation should begin to collect the most energy from each 

pulse echo and their polarities reveal the orientation of the pulse echoes.  The 

pattern recognizer operates on a sampled version of this sequence. 

Since pulse echoes can be inverted when they are reflected, received pulse 

echoes can have positive or negative polarity with respect to the true pulse 

orientation.  However, since we are only concerned with the spacing between 

pulses at this point, the peak detection algorithm (as discussed above) can operate 
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on a rectified correlation estimate sequence if desired.  If a rectified sequence is 

used, the actual orientation of the data is recorded so that when peaks are found, 

the system can go back and determine what the pulse polarity was.   

The peak detection algorithm can be implemented in a multitude of ways 

that vary in accuracy and required quantization resolution.  For example, methods 

involving lowpass filtering a rectified sequence will require a fine quantization 

resolution and give poor performance. 

It is important to note that a pulse echo will create a pattern (rather than a 

single high value) in the sequence of correlation estimates, so another method of 

finding peaks (or where peaks should be) in the presence of noise is to implement 

a pattern recognizer.  Again there are many ways to do this.  The main problem to 

overcome with a pattern recognizer is the fact that the correlation pattern can look 

different depending on the resolution N/Tb and the offset of the correlation 

intervals with respect to the true pulse.   

The peak detection algorithm must also be able to operate very quickly.  

From the time the first correlation estimate is taken to the time data reception 

begins, clock jitter is causing the validity of the timing information to decay.  If 

the peak detector takes too long to run, the system can become too mistimed at the 

outset that it can’t properly adapt to jitter effects.  When data reception begins, the 

systems must not be mistimed by more than 2 intervals of Tb/N seconds.  If this 

occurs, the true ‘on time’ interval will be outside of the early and late intervals, 

and the system will not be able to adapt to the mistiming.  Thus, a highly parallel 
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scheme should be used to implement the peak detector so it executes quickly and 

allows little time for clock jitter to accumulate. 

 

3.11. Jitter  

 

For this application it is imperative to address clock jitter.  If not managed 

properly, clock jitter can cause the system not to function.  For this application we 

are concerned only with the clock’s cycle-to-cycle jitter.  The period of each clock 

cycle is assumed to be normally distributed about its average.  The standard 

deviation (sometime listed as 3 times the standard deviation) of this distribution is 

known as the cycle-to-cycle jitter. 

As the clock runs, the clock period’s deviations from average accumulate.  

To combat this, it is important to construct the correlation model as quickly as 

possible since accumulated jitter causes the periodicity assumption of the received 

echo sequence to be violated.  After correlation model construction, the system 

will intermittently need to re-time itself.  Although the correlation model is still 

valid, if the accumulated jitter exceeds Tb/(N*2) seconds, the system will need to 

trigger all of the correlators one Tb/N time interval earlier or later in time.  This is 

a simple operation, but detecting when to do it requires two additional sets of 

correlators to compute the values corresponding to the early and late timings.  The 

early, late and on-time values are compared after every bit to determine if a re-

timing should be done.  A similar early, late and on-time scheme is also used in 

the all-digital architecture described in [6].   
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Since 2*C additional correlators are needed to implement the early and 

late sets, they can be incorporated into the correlation estimation scheme to 

construct the correlation model faster.  Incidentally, this too will help combat 

jitter effects by allowing the correlation model to be constructed faster.   

 

3.12. Bit divide 

 

After the correlation model has been put through the peak detector, we 

have a model of the echo sequence, but we do not know where the echoes from 

one bit stop and the echoes from the next bit begin.   

To make this calculation, one method is to start the data reception phase 

without a reset signal for the correlators.  Immediately following the first part of 

the training sequence is a series of alternating bits.  The system can then sample 

the waveform resulting from summing the correlators.  The system will generate 

N/C samples and find peaks and troughs in the sample sequence.  The waveform 

will reach its highest magnitude right after the last peak from a given bit arrives.  

This will cause a peak as the opposing pulse echoes decrease the magnitude of the 

values held in the correlators.  When the system sees one of these peaks, it knows 

when to reset the correlators. 

Another method is to rely on the assumption that the largest detected peak 

in the correlation model is the one corresponding to the direct path, and will thus 

be the first echo received from each bit.  The receiver will then reset the 

correlators just before the system expects to receive the largest echo. 
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3.13. Analog Correlator Issues 

 

One important area in which insufficient information was available is the 

area of analog correlators.  Obviously these components are central to the design 

of this system.  Despite the fact that analog multipliers and integrators are devices 

that exist, no applications could be found that operate these components in the 

frequency range needed for the receiver outlined above.  Examining the 

capabilities of analog components is beyond the scope of this paper.  In their more 

simple incarnations, multipliers and integrators are made from very few 

components.  Subsequently, it is suspected that a correlator based receiver will 

consume much less power than a comparable system requiring signal acquisition 

sampling.  Unfortunately, since examinations of the analog components required 

for a correlator based system are not performed, definitive power consumption 

claims cannot be substantiated. 

After multiplying the received signal with the reference pulse, there is a 

replica of the squared pulse at baseband and a replica of the squared pulse at twice 

the passband pulse’s center frequency.  When integrated, the high frequency 

replica contributes nothing to the result.  If the high frequency replica interferes 

with the integrator, it can be filtered out, otherwise it can be ignored.  The portion 

that matters is the replica of the squared pulse at baseband.  This replica has a 

bandwidth equal to the bandwidth of the original passband pulse.  So, the 

multipliers must be able to operate on signals up to 10.6 GHz, but the integrators 

need only operate on signals at a maximum of 3.75GHz. 
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3.14. Pulse Generator 

 

Up to this point, discussion of the reference pulse generator has been 

neglected.  Since the needed pulses are successfully generated by the transmitter, 

clearly the pulse generators will also be available in the receiver.  What is not 

clear is the relative size of the pulse generators and their power consumption.  In 

this design, each correlator will need its own reference pulse generator.  If pulse 

generators are too large and complex, the receiver will not be able to use as many 

correlators as is necessary.  Concerning circuit design, all but the most obvious 

and intuitive determinations are considered to be beyond the scope of this thesis.  

As such, an investigation of pulse generator sizes is not carried out.  

 

3.15. Training Sequence Acquisition 

 

Another important point that has been left out so far is how the receiver 

will know when a training sequence will occur so the system can begin timing 

acquisition.  The receiver solves this problem by performing timing acquisition in 

a preliminary mode when the receiver first powers on, or when the signal is 

completely lost.   

Without the use of a training sequence, the receiver can accumulate the set 

of correlation estimates as long as the transmitter is sending pulses.  It can then 

rectify them in order to find the largest peak.  The receiver can then begin 

receiving data using only a single echo.  The data will be received with a much 
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higher bit error rate, but this is not problematic since it is only in a preliminary 

mode.  The receiver will then attempt to lock onto a framing scheme so it can 

detect and utilize the next training sequence sent from the transmitter to perform 

full timing acquisition.   
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4. Simulation 

  

4.1. Introduction 

Now that a generalized system has been proposed, a simulation is 

attempted that will incorporate specific settings.  This section will discuss how the 

receiver is implemented in Simulink and will be accompanied by graphs from an 

example run.  The flow chart for the simulation is as follows: 

Signal Setup
(MATLAB)

Correlation 

Estimate 
Accumulation

(SIMULINK)

Sampling Ordering\

Peak Detection

(MATLAB)

Data Reception
(SIMULINK)

 

Figure 4.1:  Simulation flowchart. 

 

Since simulation is being carried out in Simulink, which is not well suited 

for easily changing and debugging complex control logic, it proved to be much 

simpler to perform the correlation model construction and data reception 

separately using different simulation files.  Furthermore, the pattern recognizer 

would have been painful to construct and test using Simulink blocks, so it was 

implemented in MATLAB code.  It is run after correlation model construction 

and before the data reception phase.  The received waveform and the master clock 

would be impossible to create in Simulink, so they are generated using MATLAB 

code as well. 
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4.2. Settings and Assumptions 

 

Before the simulation can be constructed, the system parameters need to 

be determined.  The simulation will be implemented using a 100 Mbit/s bit rate 

and a 0.5ns pulse duration.  A 0.5ns pulse has a large effective bandwidth, so the 

center frequency must be set close to the center of the UWB band which occurs at 

6.85GHz.  It was stated in chapter three that N/Tb (the timing resolution) must be 

at least four times the center frequency of the pulse.  So, N must be at least 

4*(6.85 GHz) * 10^(-9) = 274.  The system will be easiest to implement if N is set 

to a power of two.  Since 274 is close to 2^8 = 256, the center frequency of the 

pulse can be lowered to 6.4 GHz so setting N to 256 will result in proper timing 

resolution.   

The next step is to determine Tpe, which is the systems clock period.  

Recall that Tpe is Tp rounded up to a multiple of Tb/N that is also a factor of Tb 

so that the clock period is a multiple of the timing resolution and an even number 

of clock cycles occur within a bit period.  With Tp set to 0.5 ns, Tpe is set to 

0.625ns or one sixteenth of a bit period.  From this we know that each correlator 

will be responsible for 16 of the 256 correlation intervals and 16 correlators will 

be needed.  For convenience, M is chosen to be 17/16 so that all the correlation 

samples will arrive in order.  If a single set of 16 correlators is used it would take 

18 bits for all the samples to be taken.  However, the system has two additional 
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sets of correlators (early and late) to work with, so the 48 total correlators can 

construct the correlation model in 7 bits.   

Using the sort of timing discussed above, the receiver will collect 16 

blocks of 16 correlation estimates.  Because of the choice of M, each of these 

blocks will contain ordered estimates. The first set of correlators will cover blocks 

1, 2, 3, 4, 5 and 6.  The second set will cover 7, 8 ,9 ,10 and 11.  The third set will 

cover blocks 12, 13, 14 ,15 and 16.  The blocks will be taken in the following 

order by the three sets of correlators: 1, 7, 12, 2, 8, 13, 3, 9, 14, 4, 10, 15, 5, 11, 

16, 6.  Each block will cover the estimates from (block-1)*16+1 to (block-

1)*16+17. 

 

4.3. Signal and Timing Setup 

 

Although it is certain that transmitted pulses will undergo distortion as 

they are sent through the channel, it is unclear how this distortion can be modeled.  

For this simulation, the pulse echoes are assumed to be scaled replicas of the 

original transmitted pulse.  In an actual system, the locally generated pulse would 

take into account the transmitting and receiving antennas as well as the expected 

distortion caused from the channel. 

Since we are assuming the pulse arrives at the receiver distortion-free, the 

received signal can be constructed by first creating a base echo sequence by 

arbitrarily spacing and scaling (including inversion) a number of pulse replicas 

that will represent the relative path delays and amplitudes.  This base sequence is 
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then repeated with polarities corresponding to the bit values.  To simulate jitter, 

two sequences of normally distributed random variables are generated to simulate 

the driving clock’s deviations from average at the transmitter and receiver.  When 

the period deviations at the transmitter accumulate to a time greater in magnitude 

than the simulation’s sample period, a sample is added or subtracted from in 

between two repetitions of the base sequence to simulate the jitter effects.  The 

clock at the receiver is generated similarly by adding or subtracting samples from 

receiver’s clock.  

 

Figure 4.2:  Accumulated jitter divergence between transmitter and receiver (top) and the 
divergence’s manifestation in samples in the simulation.  (bottom) 

 

It should be noted that it is the difference in accumulated deviations from 

the average period between the transmitter and receiver clocks that adversely 

affects the system.  If both clocks jittered in exactly the same way, no timing 

mismatch would occur.  The top pane of the above graph shows the difference in 
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the accumulated deviation between the transmitter and receiver over time.  The 

bottom pane shows how this pattern this is manifested in added and subtracted 

samples in the received signal and in the receiver’s clock.  The sampling rate of 

the simulation happens to be four times the timing resolution of the system, so 

from the above graph, one can guess when the system will retime itself. 

After jitter implementation, white Gaussian noise is added to the received 

signal.  Because the simulation is carried out in separate parts, the band-limiting 

filter is applied to the received signal during setup to avoid timing problems 

resulting from filter delays.  

Because of the importance of effects from jitter, no absolute timing is used 

in the system.  Instead, all of the system components are triggered from the jittery 

clock created in the setup script.  The calculation that the system takes seven bits 

to construct the correlation model is rounded up from the 6.375 bits it actually 

takes.  As the correlation estimates are sampled, the peak detector could 

theoretically begin operating before all the estimates are taken if the samples 

arrive in some kind of order.  After all the samples are accumulated 6.375 bits 

into the model construction phase, there will be (7-6.375)/(1/16) = 10 clock cycles 

to finish peak detection and initialize the data reception phase so it can begin at 

the seventh bit.  To simulate this, model construction stops after 16*7 clock 

cycles, after which the peak detection script is run.  Since model construction is 

carried on longer than necessary, some unneeded estimate samples are discarded.  

After the peak detection script, the data reception simulation picks up at the exact 
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point in the received signal and input clock that the model construction simulation 

left off. 

 

4.4. Correlation Model Construction Phase Architecture 

Clock 
Distribution

Early Correlators

On-Time 

Correlators

Late Correlators

Jittery Clock

Received Signal 

(From MATLAB)

Received Signal 

(From MATLAB)

Received Signal 
(From MATLAB)

Early Controller

On-Time Controller

Late Controller

Output Channel 1

Output Channel 2

Output Channel 3

 

Figure 4.3:  Top level diagram of the correlation  estimate accumulation phase. 

 

The above figure is the top level view of the correlation accumulation 

phase.  The noisy and jittery bandpass filtered signal enters the system and is 

passed to the three correlator banks.  The clock signal enters the system, and is 

distributed to generate 16 phase offset clocks.  The subsequent clock set is then 

used to drive the correlator control blocks.  Each of the control blocks consists of 

counters and logic that are used to provide the control signals for each set of 

correlators and the ADCs that sample them.  Each control block will have sixteen 

outputs.  Each output will control one correlator.  Each output will simply supply 
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a square pulse for one clock period to trigger the corresponding correlator at the 

appropriate time. 

In a real system, there may need to be more than three quasi-ADCs to be 

able to record all the correlation estimates from the three correlator blocks fast 

enough, but in the context of this simulation, the number of quasi-ADCs is 

irrelevant. 

Since a jittery clock will cause non-uniform sampling, the control signals 

that would drive each of the three quasi-ADCs is sent to the workspace.  Simulink 

does not incorporate any means to conduct non-uniform sampling.  Before the 

peak detector operates, positive edges are found in the control signals, and the 

corresponding samples in the each output channel are saved and reordered to form 

the correlation model. 

 The structure of each correlator bank is very simple.  They consists of the 

appropriate number of correlators, with all their outputs sent to a multiplexer.  

The correlators themselves are relatively simple as well.  Each one consists of a 

dumpable integrator, a multiplier and a triggered reference.  Simulink makes 

controlling the correlators simple.  The only signal needed to drive a correlator is 

a square pulse that goes high when integration is to occur.  The integrator will 

dump, and the reference will be triggered on the positive edge, and integration 

will continue while the control pulse is high. 
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Figure 4.4:  Block diagram for an analog correlator in Simulink. 

 

The above figure shows how each correlator is implemented in Simulink.  

In the context of this simulation, there are some redundant inputs.  In reality three 

signals would be needed to overcome hardware delays.  Other than that, the 

correlator simply multiplies the input with a triggered reference and integrates the 

product. 

 

4.5. Peak Detector 

 

When run, the peak detector will operate on a sequence much like the one 

seen in Figure 4.6 below.  From the figure, it is easy to see that there are four 

discernible pulse echoes.  However, due to the fact that misinterpreting a small (or 

false) echo can hurt system performance more than correct detection would help, 

if an echo is below a certain threshold, it is ignored.  After the peaks are detected, 

they are recorded in a set of sixteen by sixteen matrices as 1s and -1s with all 

other entries set to zero.  Each correlator has one of these matrices associated with 
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it.  The control matrices can be visualized as sets of sixteen barrel shifters of 

length sixteen that are controlled by one of the sixteen phase offset clocks.  As the 

system’s timing changes, a correlator will switch amongst the outputs of the 

barrel shifters to get its control pulses.   

 

 

Figure 4.5:  Sampled auto-correlation sequence of a 0.5ns pulse of arbitrary energy centered 
at 6.4 GHz using various sampling offsets.  All plots are sampled at 4*6.4 GHz = 25.6 GHz. 

 

The above graph shows the SACS of the pulse using different sampling 

offsets.  The graphs go from optimal offset (upper left) to the worst case offset. 

(lower left)  Since pulses can and will appear in the correlation model in any of 
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the above forms, the peak detector must be able to detect a pulse given any 

sampling phase offset.    

 

 

Figure 4.6:  256 point correlation model created during the example run. 

 

In this particular sequence, the peak detector correctly found the first, 

second and third echoes, and ignored the fourth.  The sum of the three detected 

peaks is 4.8*10^-11 J.  By looking at the shape of the first and second pulses (the 

ones from which the most energy is collected) and comparing to the SACS graphs 

above, we can see that the available correlation intervals have come quite close to 

the optimal correlation intervals.  Thus, the peaks are suffering little degradation 

from phase offset, and their sum can be treated as the optimal case.  This means 
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during data reception we expect to be able to collect no more than 4.8*10^-11 J 

from the pulse echoes. 

 

4.6. Data Reception Phase 

 

During the data reception phase, the receiver will know the relative 

spacing between pulses.  It will begin reception using the absolute timing used in 

the construction of the correlation model and a bit divide determined by finding 

the largest peak and assuming the first echo to arrive corresponds to the direct 

path. 
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Figure 4.7:  Top level diagram of the data reception phase as would be implemented  in 
Simulink. 
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The above figure is the top level of the data reception phase.  During this 

stage, the correlator banks are equipped with the relative timing of the pulse 

echoes obtained from the peak detector.  A feedback system will intermittently 

realign the system’s absolute timing with respect to the master clock in order to 

adapt to decay in the system’s absolute timing.   

The analog comparison block determines which of the three available 

timings produces the largest magnitude response and not only outputs that value, 

but also adjusts the system (if necessary) so that the best of the three timings will 

serve as the on-time timing during the next bit. 

 

4.7. Results 

 

The results seen over the course of many runs of the simulation are what 

was expected to be seen.  It was surprising how effects from jitter were more 

severe than noise effects.  In the beginning, it was expected that averaging 

routines would be used to obtain better timing in the presence of noise, but effects 

from jitter proved to be so much more severe that the averaging routines were 

scrapped. 
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Figure 4.8:  System retiming characteristic (top) and output waveform. (bottom) 

 

This graph shows the receiver’s re-timing characteristic and output 

waveform during the data reception phase.  The output waveform looks exactly 

like expected, and reflects the alternating bit pattern sent out after the training 

sequence. 
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Figure 4.9:  Accumulated jitter divergence between transmitter and receiver (top) and the 
divergence’s manifestation in samples in the simulation (bottom) during the data reception 
phase only. 

 

The bottom above graph shows the jitter sequence experienced by the 

system during the data reception phase, and how it is manifested in samples in the 

simulation during the same time. 

The re-timing characteristic charts the changes in the receiver’s timing 

over the course of the data reception phase.  This chart shows which of the 256 

possible absolute timings the system is using.  The receiver’s simulated timing 

resolution has a width of four samples.  So, the receiver can be expected to re-

time itself every time the jitter characteristic deviates approximately four samples 

from 0.   

Due to the correlation model being constructed under the influence of 

jitter, the system will not behave exactly this way.  Looking back to the figure 

showing the full jitter characteristic during model construction and data reception, 
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it can be seen that for the first 70ns during which the correlation model is 

constructed, the system is operating with a timing deviation of about +1 sample.  

Based on this, we can expect the system to re-time with every 4 sample deviation 

from +1 samples instead of 0 samples. 

The graphs above show roughly the re-timings that are expected.  When 

the jitter drops four samples from +1 to –3, the receiver shifts its timing alignment 

from 1 to 256.  As the jitter characteristic continues to drop, the receiver again 

shifts its timing alignment from 256 to 255 before shifting back to 256 as the jitter 

characteristic rises. 

It is also expected that the output characteristic will be lower in the 

vicinity of re-timings, which is witnessed in the output waveform.  This is 

expected because close to re-timings, the system’s best available operating points 

are equally spaced on either side of the optimal point, causing the system’s worst 

possible performance with respect to jitter.  For the pulse used in this simulation, 

the worst possible timing causes about a 20% drop in collected energy.  It was 

calculated during peak detection that the most energy the system can expect to 

collect is 4.8*10^-11 J.  The output waveform agrees with this.  A 20% drop in 

energy would cause the collected energy to drop to 3.84*10^-11 J, which also 

matches the output waveform. 
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4.8. Comparison with All-Digital Systems 

 

The all-digital systems that this receiver attempts to improve upon have 

only attempted to collect energy from a single pulse echo.  In order to compare 

apples to apples, we must assume that the receiver only operates on the largest 

pulse echo.  In this case, the system’s only advantages are use of antipodal PAM 

instead of OOK and avoidance of quantization noise.  If reception of multiple 

echoes is considered, the receiver should definitely surpass an all-digital system in 

energy collection performance.  As mentioned above, this system offers the 

possibility of power large power savings over an all digital system by virtue of 

elimination of signal acquisition sampling. 

 

4.9. Improvements and Remaining issues 

 

In the event that the receiver suffers a large timing deviation from the 

transmitter due to jitter in a single bit period, it is possible that the system’s 

operating point moves so far onto one of the side-lobes of the ACS that the early 

and late correlators will accumulate small values while the on-time value will 

remain relatively large.  This tricks the receiver into tracking the side-lobe instead 

of the main-lobe of the ACS.  The system will then invert all the received bits.  If 

a framing system is used, the receiver should be able to detect if this happens.  If 

such a detection occurs, the system could perform a resynchronization algorithm 

or simply restart the reception process from the beginning. 
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5. Conclusion 

 

This thesis presents a new architecture for implementing an UWB 

receiver.  This new receiver architecture is designed around analog correlators in 

order to eliminate signal acquisition sampling and create the possibility of power 

savings. Some of the main design challenges facing UWB systems were 

introduced and their discussion was extended to generalized design of the new 

receiver architecture.  The major design concepts concerning this new architecture 

were systematically discussed and governing equations derived.  After completion 

of the generalized design, a simulation was built in Simulink to demonstrate the 

new architecture.  

  Since some of the major design issues faced by this architecture concern 

design of analog components themselves, rather than their use, the viability of this 

architecture cannot be fully verified nor can any power consumption claims be 

made with respect to an all digital system.  To be certain, design of the pulse 

generators and analog correlators must be fully explored with respect to the type 

of UWB receiver suggested here. 

Provided that the needed analog components are available and are 

practical for this design, this architecture holds the potential of providing superior 

power consumption performance by sidestepping use of signal acquisition ADCs.  

Although, designs based on digital signal acquisition are far simpler to understand 

conceptually, they suffer design tradeoffs in order to keep the acquisition 
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sampling rate manageable.  The system proposed here had the added benefit of 

escaping these tradeoffs by avoiding digital signal acquisition. 
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