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Successful software systems evolve over their lifetimes through the cumulative

changes made by software maintainers. As software evolves, the problems resulting

from software change worsen, exacerbated by increased system size and complex-

ity, lack of program understanding, amount of effort required to make changes, and

number of personnel involved. Experience shows that software changes made with-

out visibility into their effects can lead to poor effort estimates, delays in release

schedules, degraded software design, unreliable software products, increased costs,

and premature retirement of the software system.

Software change impact analysis,impact analysis, is a software maintenance

technique meant to address these problems, by assessing the effects of changes

made to a software system. While impact analysis is frequently cited as a motivation

or a potential application for program analysis and software maintenance research,

research specific to the task of impact analysis has languished for more than 10

years. In addition, few researchers have examined the empirical factors underlying



common impact analysis techniques or the tradeoffs inherent in known techniques,

and none have performed empirical studies comparing impact analysis techniques.

In this dissertation we introduce a new impact analysis approach, named

PathImpact , that addresses a set of tradeoffs not addressed by any current im-

pact analysis approach. Ours is the first fully-dynamic impact analysis approach.

PathImpact uses light-weight instrumentation to record program execution at

the level of procedure calls and returns, then efficiently builds a compressed repre-

sentation that can be directly used to estimate change impact.

We next extendPathImpact to accomodate system evolution yielding a tech-

nique we callEvolveImpact . EvolveImpact updates the impact represen-

tation after a system change, whereasPathImpact requires a complete recom-

pution. In addition, we show how our approaches can be extended to a large class

of emerging software architectures, including Java component-based systems and

large-scale systems.

Finally, we discuss the implementation of our approaches, present the first cost

models for impact analysis techniques, and report the results of the first empirical

studies that compare impact analysis techniques. We also empirically examine the

performance of our approaches and the factors affecting the use of our techniques in

practice. We found that our approach has linear time and space complexity (in the

size of the dynamic information collected) and achieved a mean compression value

of 0.955 on the subjects we used in our experiments. Our investigation of program

evolution across multiple versions of three of our subject programs showed that,

depending on the level of change activity,EvolveImpact can update the impact

representation more efficiently than recomputing it in a majority of cases.
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Path-Based Dynamic Impact Analysis

CHAPTER 1

INTRODUCTION

A frequent problem with software is that changes to a system, however small,

may have unintended, expensive, or even disastrous effects [140]. Software change

impact analysis, often called simplyimpact analysis, is a family of approaches for

addressing this problem [10, 30, 144, 178, 223].

As software evolves, the problems resulting from change worsen, exacerbated

by increased system complexity, lack of program understanding, amount of effort

required to make changes, and number of personnel involved [178]. Impact analy-

sis also becomes more difficult as systems evolve because the increasing number of

software entities and interactions requires extensive tool support [18]. Experience

shows that software changes made without visibility into their effects can lead to

poor effort estimates, delays in release schedules, degraded software design, unre-

liable software products, increased costs, and premature retirement of the software

system [11, 23, 130, 216]. The Year-2000 date change problem is an example of

poor insight into the effects of change [9, 29, 222].

The primary goal of impact analysis is the identification of software objects

affected (or possibly affected) by proposed changes, or that require revalidation

due to completed changes. Identification of affected objects due to proposed

changes is calledpredictive impact analysis. From this identification of affected

objects the software maintainer constructs resource estimates that are used to guide
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maintenance activities. Impact analysis has three primary benefits for a software

maintainer: improved accuracy of resource estimates, and thus better maintenance

scheduling and reduced change cost; a reduction in the amount of corrective main-

tenance because of fewer introduced errors; and improved software quality [157].

Software maintenance dominates the life-cycle costs of successful software[178],

and approximately 40% of maintenance costs involve rework [28], an activity that

can directly benefit from impact analysis, so the benefits of impact analysis can be

widely felt.

Potential cost savings are widely seen as sufficient motivation for using impact

analysis in software engineering practice [10, 11, 17, 128]. Despite such strong

motivation, research literature on impact analysis is scarce, practical experience is

lacking, and software engineering curricula (reflected in current textbooks [79, 178,

213]) barely mention the subject. We are aware of only one example of research

into the integration of software engineering environments and impact analysis [91].

Similarly, we are aware of only one case study of impact analysis in practical use

[183], one case study of the accuracy of an impact analysis technique [139], and

one commercial software engineering environment which offers an impact analysis

function [184]. There are no case studies or controlled experiments described in

the literature that examine the actual costs and benefits of using impact analysis.

We return to the question of cost-benefit analysis in Chapter 7, where we present

empirical results from experiments using a new impact analysis technique that we

present in this thesis.
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1.1 The Change Impact Problem

Impact analysis starts with a set of changed objects1 in a software system, called

thechange set, and attempts to identify a possibly larger set of objects, theimpact

set, that require attention or maintenance effort due to these changes [30]. The true,

or actual, impact set is usually not known with certainty, as we will discuss in Sec-

tion 2.1. In most cases the termactual impact setrefers to the parts of the system

that actually were required to be changed, revalidated, or otherwise attended to dur-

ing the course of maintenance activities. Due to errors by software maintainers, an

identified impact setmay potentially include objects that did not need to be modi-

fied, reworked, or attended to and exclude objects that should have been modified,

reworked, or attended to. Both situations create unnecessary maintenance work

and/or increase the chance of creating bugs and requiring additional unnecessary

future maintenance work. From the software maintainer’s view, in the best case an

identified impact set is equivalent to the actual impact set, meaning no affected parts

of the system go unconsidered, and no unaffected part are considered. In the worst

case the identified impact set equals all the objects in the software system.

Different impact analysis techniques may identify different impact sets. Figure

1.1 displays a Venn diagram showing the impact set possibilities for two impact

analysis techniques, Technique A and Technique B, in reference to the actual impact

set of some change applied to software systemS. The change set would include

1 We use the termobjectin a general rather than any specific sense since impact analysis can be
applied to various types of artifacts during the software lifecycle. We will introduce more specific
examples of what may serve as an object later.
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FIGURE 1.1:Impact set possibilities in practice.

some, or all, of the objects in the area of the diagram labeled 2 since they are known

beforehand and should be identified as changed by all techniques. Now suppose

Technique A consists of a software engineer who is assigned to examine source code

in Sand estimate the potential impact of a change. Further, suppose this engineer

identifies an impact set that contains methods in areas 2, 3, 4, and 6 ofS. Then,

suppose Technique B is an automated impact analysis (IA) technique that estimates

an impact set composed of methods in areas 2, 3, 5, and 7. Suppose that after the

change is completed, it is found that the actual impact set contains methods in areas
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1, 2, 6, and 7. The sets defined by areas of the graph in Figure 1.1 are explained as

follows:

1. Area 1: actually impacted, but not identified as impacted by either the soft-

ware engineer or the IA technique used.

2. Area 2: actually impacted, and correctly identified by both the engineer and

the IA technique.

3. Area 3: actually not impacted and incorrectly identified by both the engineer

and the IA technique.

4. Area 4: actually not impacted, incorrectly identified by the engineer, and

correctly identified by the IA technique.

5. Area 5: actually not impacted, correctly identified by the engineer, and incor-

rectly identified by the IA technique.

6. Area 6: actually impacted, correctly identified by the engineer, and incor-

rectly identified by the IA technique.

7. Area 7: actually impacted, incorrectly identified by the engineer, and cor-

rectly identified by the IA technique.

8. Area 8: actually not impacted, and correctly identified by both the engineer

and the IA technique.

In practice, any of the above sets may be empty. The same comparison may also

be made between other IA techniques such as those based on static and dynamic

slicing, that we discuss in Section 2.2. Our definition of these sets is consistent with

the literature on impact analysis, for example [10]. Two other common, but usually

informally defined terms used in IA aresafetyandprecision. Safetymeans that all



6

the members of the actual impact set are included in the identified impact set. IA

techniques that exhibit safety are often said to beconservative. Precisionis when

the identified impact set includes the actual impact set without including objects

not in the actual impact set. For example, suppose a software system is composed

of 100 objects and the actual impact set using some IA technique is 20 of these

objects. If the EIS includes all 20 of the actually impacted objects, the IA technique

used issafe. If the identified impact set includes the 20 actually impacted objects

and no additional objects, the IA technique isprecise. If the identified impact set

includes the 20 actually impacted objects plus 20 additional objects, it is safe, but

not precise.

It is important to realize that each of the areas delimited by the ellipses in Figure

1.1 potentially influences software maintenance costs. Some areas influence costs

by causing maintainers to spend time examining parts of the system where there is

no impact, and some by directing maintainers to ignore areas where there is impact,

possibly causing bugs and increasing future maintenance costs. In addition, neces-

sary maintenance incurs direct costs in performing the maintenance and potential

costs for errors that may be introduced by performing the maintenance. We exam-

ine some of these considerations further in Section 7.2 when we discuss process and

cost models for the techniques we introduce in Section 1.2.1.

1.2 Change Impact Approaches

Traditionally, impact analysis is something software engineers perform in their

heads based on previous experience (also called expert judgement), or based on
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a cursory examination of the system (code inspection).2 While sufficient in many

cases for small systems, in large systems a software engineer may not be aware

of the construction, use, or maintenance procedures appropriate to large numbers

of objects in the system, and the subtle interactions between them. In addition,

expert judgment and code inspection are not easily automated. Moreover, expert

predictions of the extent of change impact have been shown to be frequently in-

correct [139], and performing impact analysis by inspecting source code can be

prohibitively expensive [178].

Given the problems with manual impact analysis techniques, many attempts

have been made to automate the task. Automated impact analysis techniques can

been partitioned into two general classes: traceability analysis and dependence anal-

ysis [30]. Traceability analysis refers to the ability to define, trace, and document

relationships between software lifecycle objects such as requirements, design doc-

uments, source code, and other documentation [61]. For an example of the applica-

tion and evaluation of traceability analysis techniques see Reference [47].

Impact analysis techniques based on dependence analysis attempt to assess the

affects of change on semantic dependences between program entities, typically by

identifying the syntactic dependences (chains of data and control dependences) that

may signal the presence of such semantic dependences [181]. The two most cited

dependence-based techniques are static slicing [98, 197, 232, 233] and dynamic

2 Past the point where it becomes impossible for a software engineer, or team of engineers, to read
all the code of interest in a system within the amount of time they are required to make the impact
estimation, every examination is necessarily cursory. In other words, successful software systems
quickly grow to the size where code inspection is unworkable as an impact analysis technique.
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slicing [2, 13, 63, 83, 114, 115, 116, 238]. Both slicing techniques are primarily

low-level and source code-based. Transitive closure on program call graphs is a

third fundamental technique for predicting change impact [30]. The call graph of a

program uses a summarization of control flow relationships to overestimate depen-

dences. In this dissertation we focus on dependence-based techniques.

The three dependence-based impact analysis techniques just mentioned have

advantages and disadvantages:

� Transitive closure on call graphs is relatively inexpensive; however, it can be

highly inaccurate, identifying impact where none exists and failing to identify

impact where it does exist. (See Section 2.2.1 for further discussion of the in-

adequacy of transitive closure on call graphs as an impact analysis technique.)

� Static slicing-based impact analysis techniques (see Section 2.2.2 for a sum-

mary and discussion) can predict change impact conservatively (safely); how-

ever, by accounting for all possible program behaviors, they may return im-

pact sets that are too large, or too imprecise relative to the expected opera-

tional profile [161] of a system, to be useful for maintainers.

� Dynamic slicing-based impact analysis techniques (see Section 2.2.3 for a

summary and discussion) can predict impact relative to specific program ex-

ecutions or operational profiles; however, while this may be useful for many

maintenance tasks, these techniques sacrifice safety in the resulting impact

assessment.

� Static and dynamic slicing techniques are relatively computationally expen-

sive, requiring data dependence, control dependence, and alias analysis com-
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putations, whereas call graph based analysis is comparatively inexpensive,

but may fail to capture some meaningful dependences and may infer depen-

dences where none exist.

� Static and dynamic slicing techniques usually identify dependences at a low

level (typically at the statement or block level). While call graph-based tech-

niques work at a higher level (typically the procedure or method level), they

frequently indentify dependences incorrectly.

� Dynamic slicing techniques may generate unmanageable amounts of informa-

tion that must be efficiently stored and searched to perform impact analysis.

� All three approaches rely on access to source code to determine the static

calling structure or dependences in that code, and require a relatively large

amount of effort to recompute the information needed to assess impact on

subsequent releases of a software system.

As this list suggests, all dependence-based impact analysis techniques have ben-

efits and drawbacks. There are currently no existing impact analysis techniques that

do not require dependence calculation or access to the source code of the system,

that can be used in situations where safety is not required and where system mainte-

nance activities (and, therefore, impact determinations) are frequent, and that iden-

tify impact at a higher level, such as the level of procedures, methods, or modules.

1.2.1 PathImpact Approach

In this dissertation, we present a new approach for performing impact analysis based

on whole path profiling[122]. Our approach, collectively calledPathImpact ,
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uses relatively low-cost instrumentation to obtain dynamic information about sys-

tem execution, and from this information builds a representation of the system’s

behavior that it uses to estimate impact.

The PathImpact approach provides a different set of cost-benefit tradeoffs

than the techniques outlined in Section 1.2 – a set that can potentially be beneficial

for a neglected class of impact analysis tasks. The approach is dynamic, requiring

no static analysis of the system. The resulting impact estimate is thus not safe, but

because it is drawn only on operational behavior, it can be used in cases where safety

is not required to provide more precise information relative to a specific operational

profile or set of executions than static analysis. The approach is call-based, and thus

identifies impact at a coarser level than that provided by fine-grained analyses, but

it is much more precise than call graph based analysis, and requires no dependence

analysis. The instrumentation on which the approach is based has a relatively low

overhead and can be performed on binaries, so the approach does not require access

to source code. This approach can also be extended at relatively low cost to accom-

modate system evolution, yielding a technique calledEvolveImpact , which we

introduce in Chapter 4. The instrumentation and associated data collection used by

our approach also enables us to extend the range of software systems that can be an-

alyzed to include several types of component-based systems as we show in Chapter

5.
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1.2.2 Organization of the Thesis

In the next chapter of this dissertation we examine the foundations of existing

dependence-based impact analysis techniques and use this examination to show

the environment and the set of trade-offs that our approach,PathImpact and

its extensionEvolveImpact , address. In Chapter 3 we present the details of

thePathImpact algorithms and a feasibility study conducted to verify its poten-

tial for predicting impact analysis sets relative to two other commonly used impact

analysis techniques. Then, in Chapter 4 we present theEvolveImpact algo-

rithms that extendPathImpact to accomodate system evolution and a second

feasibility study to investigate the costs of evolution versus those of recreating the

impact analysis information. In Chapter 5 we show howEvolveImpact can

be further extended to address the large and growing category of Java, component-

based systems. We have created a C++ prototype implementation ofPathImpact

andEvolveImpact , which we present the details of in Chapter 6. In Chapter 7

we present the results of two empirical studies undertaken to examine the cost-

effectiveness ofPathImpact and EvolveImpact in use on actual software

systems. Finally, we end with a discussion of the contributions of our work and

an outline of future work.
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CHAPTER 2

DEPENDENCE-BASED IMPACT ANALYSIS TECHNIQUES

In this chapter we first discuss the relation of program dependences to impact

analysis, then we discuss dependence-based impact analysis techniques in general

and three common dependence-based impact analysis techniques.

2.1 Program Dependences and Impact Analysis

Informally, thepotentialfor information flow between two statements in a program

is reflected by the control structures and the use of variables in the program’s code.

These features are called program dependences, and the process of finding them

is called dependence analysis. A rigorous foundation for the understanding of the

program dependences we discuss can be found in Podgurski [180].

Impact analysis is concerned with the “meaning” of statements in a program.

When the meaning of program statementA is dependent on the meaning of pro-

gram statementB, a change toB may affect the behavior ofA, and we say thatA

is semantically dependenton B. Therefore, the goal of dependence-based impact

analysis is to determine thesemantic dependencesin a program, and thus determine

which statements may change their behavior in response to program maintenance.

Unfortunately, precisely determining semantic dependence is undecidable in
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general [180]. However, other (decidable) dependences between statements in a

program can be used to place a bound on semantic dependences.

Reconsidering the abovepotentialfor information flow between program state-

ments,data flow dependenceoccurs through assignments of data values to the vari-

ables in the program code.Strong control dependencerefers to the relationship

between statements inside a conditional block to the predicate of that block and the

relationship of statements inside a loop body to the loop predicate.Weak control

dependenceis the condition whereby a loop predicate controls the execution of the

statements following a loop body by controlling whether the loop terminates or not.

Two generalizations of control and data flow dependence areweak syntactic depen-

denceandstrong syntactic dependence. Weak syntactic dependence is the transitive

closure of the union of weak control and data flow dependence. Strong syntactic

dependence is the transitive closure of the union of strong control and data flow

dependence. Figure 2.1 shows the relationships between these sets and the set of

semantic dependences.1

One of the primary results of Podgurski [180] is that while weak syntactic de-

pendence is anecessarycondition for semantic dependence, none of weak syntactic

dependence, strong syntactic dependence, weak control dependence, strong control

dependence, or data flow dependence aresufficientconditions for semantic depen-

dence. Therefore, semantic dependence is bounded by, but not equivalent to, weak

1 We omit some smaller subsets of these dependence sets that are not of interest for our analysis,
namely direct data flow, direct strong control, pre-condition, cyclic-condition, exit, and direct
weak control. See Podgurski [180] for details.
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Data
Flow

Strong
Control

Weak ControlSemantic

Strong Syntactic

All Program Dependencies

Weak Syntactic

FIGURE 2.1:Relationship of dependence sets, derived from [180].

syntactic dependence. Computing the weak syntactic dependence set can be done

in O(n3) time, wheren is the number of arcs in the program’s dependence graph,

since the cost of computing the transitive closure dominates [180].
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2.2 Dependence-based Impact Analysis Techniques

Dependence-based impact analysis techniques attempt to assess the affects of

change on semantic dependences between program entities, by identifying the

syntactic dependences that may signal the presence of such semantic dependences.

In general, a dependence analysis tool is used to identify syntactic dependences in

the program code for later use. The syntactic set identified may vary according to

the algorithms used by the tool and the priorities followed by the implementation.

For example, some tools may place a higher priority on intraprocedural or strong

syntactic dependences in search of low-level program faults and ignore weak con-

trol dependence and some interprocedural dependences. Alternatively, other tools

may place a higher priority on interprocedural dependence or alias analysis.

A tool designed to find the most complete set of dependences would attempt

to identify the weak syntactic dependence set in Figure 2.1. Dependence analysis

tools typically call this set thestatic dependenceset, since it is the result of a static

analysis of program code that takes into account all possible dependences that may

be observed from all possible inputs to the program. In contrast, dynamic analysis

techniques are concerned with only those dependences (dynamic dependences) that

are actually exercised during the execution of the program for some specific set of

inputs. Other tools approximate dependences by identifying specific relationships

such as procedure or method calls. For example, transitive closure on call graphs

and dynamic call-level methods may identify dependences where none exist and

omit dependences where they do exist. Figure 2.2 shows the relationship of these

sets to the set of semantic dependences from Figure 2.1.
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Transitive Closure
on Call−Graphs

All Program Dependencies

Dynamic Dependence

Semantic Dependence

Static Dependence

Dynamic Call−Level
Dependence

FIGURE 2.2:Dependence sets for dependence-based impact analysis techniques.

Impact analysis is concerned with tracing dependences from a specific point

of interest in the program. The techniques used to identify which syntactic de-

pendences are of interest typically include static and/or dynamic slicing techniques

[96, 108, 220, 225]. Other techniques, such as using transitive closure on call graphs

[30], attempt to approximate slicing-based techniques, while avoiding the costs of

the dependence analyses that underlie those techniques.
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2.2.1 Transitive Closure-based Impact Analysis Techniques

Call graphs are commonly used by programmers to estimate the potential impact

of software change [30]. The underlying assumption is that a change in some pro-

cedurep in programP has a potential change impact on any node reachable from

p in P ’s call graphG. The transitive closure ofG calculates all potential impact

relationships between procedures inP under this assumption.

Call graphs are well understood and relatively easily constructed (apart from

considerations involving function pointers) [160], and transitive closure on call

graphs is simple to perform. However, calling behavior is much more complex

than call graphs are capable of representing. Calling behavior may include entering

and exiting a procedure without calling any other procedures; entering a procedure,

calling one other procedure and exiting; or entering a procedure and making any

number of calls to many other procedures in any order. A call graph captures the

local structure of potential calls by a single procedure, but ignores these other as-

pects of calls. As a result, call graph based analysis can lead to imprecise impact

sets. For example, the call graph in Figure 2.3 indicates that procedureM has the

potentialto transitively call all the other procedures in the program. However, we

cannot determine from the call graph what conditions cause propagation of change

impact fromM to other procedures, or if, in fact,M actually calls any of them.

Another limitation of the call graph is that it does not capture impact propagation

due to procedure returns. Suppose we propose to change procedureE in Figure 2.3.

The effects of the change could propagate through returns toC, B, A, andM. A

typical call graph has no information on returns, and inferring such information
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FIGURE 2.3:Example call graph. An arc from nodeM to nodeA denotes that procedure
M may call procedureA; the dashed arc denotes a back-edge in the call graph and signals
the presence of recursion.

may cause errors. For example, we can infer thatE returns toC; however, we

cannot infer whether, following the return toC, impact propagates intoA, B, both,

or neither.

Call order and call returns have a profound affect on impact propagation. For

instance, suppose procedureC calls procedureD and then procedureE. If we change

D, change impact could propagate through the return toC and intoE. If the call

order is reversed (C calls E and then callsD), no impact could propagate fromD

to E. However, since a standard call graph does not model call order or returns, it

cannot capture their effect on the propagation of impact.

2.2.2 Static Slicing-based Impact Analysis Techniques

In contrast to call-graph based techniques, techniques based on static slicing [126,

127, 132] rely on calculation of, and transitive closure on, fine-grained control and

data dependence relationships. Static slicing is conservative (safe); it accounts for
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all possible program inputs and behaviors. When safety is required, this conser-

vatism is important; however, impact analyses that rely on the results may return

large impact sets of little use to maintainers. More important, these sets may claim

the existence of impacts that do not occur relative to the expected operational pro-

file of the system; for non-safety-critical systems, it may be more cost-effective to

consider impact relative to expected usage.

2.2.3 Dynamic Slicing-Based Impact Analysis Techniques

Dynamic slicing uses transitive closure on the fine-grained control and data depen-

dences that are exercised during program execution to determine impact. Impact

analysis techniques based on dynamic slicing [84, 239] overcome the drawbacks

of static slicing by focusing only on static dependences that have been involved in

program execution, at the potential cost of safety. Dynamic slicing uses the same

dependences that are used in static slicing; however, since not all of the depen-

dences may be exercised at run time, a dynamic slice is a subset of the static slice

for that program. Both dynamic slicing and static slicing, however, require fine-

grained dependence analysis entailing additional expense in computational support

and instrumentation. An additional criticism is that low-level dynamic techniques

can easily generate unmanageably large amounts of dynamic data.
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2.2.4 Hybrid Dependence Analysis-Based Impact Analysis Techniques

A few hybrid program slicing techniques – techniques that use both static and dy-

namic information – have been explored [90, 89, 189]; however, they are low-level

techniques that have not been applied to impact analysis. Subsequent to the intro-

duction ofPathImpact [124], a hybrid impact analysis technique, namedCov-

erageImpact was presented in Reference [175].CoverageImpact uses static

dependences and dynamic coverage information to estimate the impact of a change.

In this context, coverage information is a boolean information record indicating

whether a procedure was called at any time during program execution. Lightweight

instrumentation collects this coverage information, thenCoverageImpact cal-

culates a static forward slice at the procedure or method level. The impact set is the

intersection of the coverage set and the static slice set.

CoverageImpact has the advantage of requiring less storage space for dy-

namic information thanPathImpact , sinceCoverageImpact stores only a

bit-vector. However,CoverageImpact has the following disadvantages: it re-

quires pre-computing and storing static dependences, it requires full access to the

subject program’s source code, it requires computing a static forward slice for each

impact analysis, and it is insensitive to the order of calls during program execution

leading to potential overstatements of the impact set. For an empirical comparison

of CoverageImpact andPathImpact , see Reference [176].
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2.3 Additional Discussion

The preceding sections reveal several shortcomings with current impact analysis

approaches. In addition to these drawbacks, fine-grained analysis of dependences

may be inappropriate in many predictive impact analysis situations. Predictive im-

pact analysis requires maintainers to specify the approximate location of changes,

but knowing the precise statements that will require modification, and the precise

variables that will be involved in those modifications, may not be practical. Further,

when modifications involve deleting code, it may not be obvious what slicing crite-

rion to invoke, at the fine-grained level, to predict potential impact. Working at the

coarser-grained level of functions or methods simplifies the impact analysis task,

because it requires maintainers to determine only a set of functions or methods that

will be changed, and not the precise syntax of the required changes. This suggests

that analysis at the level of calls may be more appropriate in practice.

Finally, call-graph based and slicing-based approaches all rely on access to

source code to determine the static calling structure of or dependences in that code.

In practice, systems often contain or consist primarily of components for which

source code is not available. Approaches for analyzing binaries may lessen this

problem. However, another alternative is not to analyze them at all, but simply to

instrument them, and it is this alternative that we consider.
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CHAPTER 3

BASIC PATH PROFILE-BASED DYNAMIC IMPACT ANALYSIS

In this chapter we present our basic path profile-based dynamic impact algo-

rithm, namedPathImpact , and a feasibility study we conducted to compare its

performance to two well known impact analysis techniques.1

3.1 Program Path Profiling

The use of dynamic path information collected at the level of procedure calls helps

address the problems discussed in Section 2.3. Our approach can be summarized as

follows: if we change or propose to change procedurep, we concern ourselves only

with impact that may propagate down any (and only) dynamic paths that have been

observed to pass throughp. Therefore, any procedure that is called afterp, and any

procedure that is on the call stack afterp returns, is included in the set of potentially

impacted procedures.

By examining program paths, yet limiting impact to observed call orders and

call-return sequences, we can improve considerably on the precision of the more

simple call graph based techniques, while also approaching the accuracy of more

1 Much of the material presented in this chapter previously appeared in Reference [124].
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M B r A C D r E r r r r x

FIGURE 3.1:Single execution trace.

expensive techniques based on static and dynamic slicing. Also, since program

binaries can be instrumented [46, 214, 224, 228], we can avoid requiring program

source code availability. While this approach remains subject to the limitations of

dynamic information (it is not safe), it can yield impact sets that are more accurate

relative to a specific set of inputs or operational profiles.

As an example, suppose we have a single execution trace, shown by the string

of letters in Figure 3.1, for the program whose call graph appeared in Figure 2.3.

Function returns are represented in this string byr, and program exit byx. Infor-

mally, if we propose to change procedureE, we can estimate the dynamic impact of

the change relative to this execution by searchingforward in the trace to find proce-

dures that are called directly or indirectly byE and procedures that are called after

E returns. By searchingbackwardin the trace we can discover the proceduresE

returns into. In the case of this trace,E makes no calls, butE returns intoC, A, and

M. E cannot return intoD sinceD is immediately followed by a return, and likewise

for B. Therefore, we can conclude that the set of potentially impacted procedures

due to a change inE is f M, A, C, E g.

A small amount of bookkeeping is necessary to reconstruct the behavior of the

program from a trace such as that given in Figure 3.1. Unbalanced function returns

encountered in the trace determine which procedures are returned into. For exam-
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FIGURE 3.2:Multiple execution traces.

ple, counting forward fromE we encounter three more returns (r) than procedure

names (includingE). This indicates that three functions were returned into. (Con-

sider the effect of encountering a program exit symbol,x, immediately afterE in the

trace. We could conclude thatE did not make any calls and did not return into any

other procedure.) Searching backwards we pair the three unmatched returns with

any procedure names that do not have associated returns. For instance, searching

backward fromE we look for three procedure names, but skipD andB because we

encounter a return immediately before each of them indicating that they returned

beforeE was called. (An alternative approach uses instrumentation that explicitly

identifies the procedure responsible for each return. In this case impact can be es-

timated solely by searching forward in the trace. However, this has disadvantages

that we discuss in Section 3.2.3.)

Multiple execution traces can be processed by concatenating traces, and pro-

ceeding in the same manner as for a single trace, but not crossing the termination

symbol while searching either forwards or backwards. For example, Figure 3.2

shows a series of execution traces. If we propose to changeG, the potentially im-

pacted procedures areG, B, andM. If we propose to changeC the potentially im-

pacted set isf M, A, B, C, Eg from the first trace andf M, B, C, Fg from the third

trace, giving a union off M, A, B, C, E, Fg.
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An obvious difficulty with this approach involves tracking executed paths, since

in general paths may be unbounded in length. Therefore, any practical technique

must restrict the length of traces to be viable. In the next section we show how

compressing traces can be used to greatly reduce the size of the dynamic infor-

mation by constructing a directed acyclic graph representation called a whole path

DAG [122]. Then we present algorithms that calculate impact directly from the

whole path DAG. In Chapter 4 we further show how this DAG can be incrementally

updated, facilitating its continued use for impact analysis as the program and its

operational profile evolve.

3.2 Algorithms

Our technique requires programs to be instrumented at procedure (or method) entry

and exit. This produces a trace containing procedure names, function returns, and

program exits in the order in which they occur across multiple executions. The

SEQUITURdata compression algorithm [169] is used to reduce the size of the

trace that is collected, generating a grammar. The whole path DAG representa-

tion developed by Larus [122] is used to represent the grammar. We next review the

SEQUITURdata compression algorithm focusing on its application in our context,

and its representation as a whole path DAG; then, in Section 3.2.3 we present our

dynamic impact algorithms.
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3.2.1 SEQUITURData Compression Algorithm

We use theSEQUITURalgorithm to examine a trace generated by our program

instrumentation and remove redundancies in the observed sequence of events by

creating a grammar that canexactlyregenerate the original trace. The trace may

contain loops and backedges (recursion).SEQUITURis an online algorithm – this

means it can process traces as they are generated, rather than requiring that the

entire trace be available. TheSEQUITURgrammar is stored in the form of a di-

rected acyclic graph (DAG), described below. Estimates of impact analysis can be

calculated by traversing this DAG. First we review theSEQUITURalgorithm and

then we present a recursive algorithm namedPathImpact that estimates change

impact by traversing the DAG created bySEQUITUR.

Algorithm 1 shows theSEQUITURalgorithm.2 The algorithm constructs a

grammar by appending each token seen to the end of ruleT and searching for a

redundancy. If the tail ofT matches any of the production rules in the grammarG

the appropriate substitution is made. Then, if any redundancy is found inT a new

production rule is created and substituted for the redundancies inT . The algorithm

also checks each time a replacement is made inT to ensure that each production

rule is used more than once. If any rule is used only once its production is substi-

tuted where it is used and the rule is removed from the grammar. This prevents the

retention of rules that do not contribute to compression.

2 We present the algorithm given in [169]; in [122] Larus introduces a modification to theSE-
QUITURalgorithm that we have not used.
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ALGORITHM 1 SEQUITURalgorithm.
SEQUITUR( S )
Input: Execution TraceS
Output: GrammarG

GrammarG
RuleT
for all s 2 S do

Appends at end ofT
if duplicate digramd occurrsthen

if d matches ruleg 2 G then
Replaced with g

else
Createg 2 G, whereg! d
Replace both occurrences ofd with g

end if
end if
if h 2 G is used only oncethen

Replaceh with production ofh
Removeh fromG

end if
end for
returnG

In thePathImpact approach, we apply this algorithm to a set of one or more

concatenated traces, each consisting of tokens indicating calls and returns, as shown

in Figure 3.2. Each individual trace is terminated by a special symbolx, generated

by the instrumented program on exit. For an example of theSEQUITURalgorithm’s

operation, consider the trace shown in Figure 3.2. The ruleT is initially empty:

T !

Using the program trace shown in Figure 3.2 the algorithm begins appending sym-

bols, starting withM and continuing until it finds a duplicate digram:

T !MBrACDrErrrr

At each step the algorithm checks to see if the last two tokens (a digram) in the string

are duplicated (without overlap). In this caserr appears twice, so the algorithm
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constructs a grammar rule and applies it toT (we use numbers as tokens to denote

production rules, to distinguish them from the tokens in the execution traces):

T !MBrACDrE11

1! rr

After applying the new rule the algorithm continues appending tokens and seeking

redundancies. In this case another redundancy,MB, is found, and a second rule is

created:

T ! 2rACDrE11x2

1! rr

2!MB

The grammar is complete when there are no more tokens to process; in this case the

result is:

T ! 2rACDrE113G43CF4rx

1! rr

2!MB

3! x2

4! 1r

Following processing, the resulting grammar for these traces contains terminals

(function names,r, andx) and rules, that can contain both terminals and other rules.

Additional tokens may be added at any time. Note that aSEQUITURgrammar may

not be unique.
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The SEQUITURalgorithm runs in timeO(N), whereN is the trace length,

assuming there is a bound on how far back you look in the trace. The size of

the compressed trace isO(N) worst case (no compression possible) andO(logN)

best case [169]. Programs containing loops may generate extremely long traces;

however, loops will introduce redundancies thatSEQUITURtakes advantage of. A

loop of lengthm procedures requiresO(i � logm) space to represent, wherei is the

number of loop iterations.

3.2.2 Whole Path DAG

TheSEQUITURgrammar can be stored as it is constructed in the form of awhole

path DAG[122]. Each node in the whole path DAG is a rule in theSEQUITUR

grammar. A directed acyclic graph is constructed by connecting the members of

each production rule to their rule or terminal node. The whole path DAG for the

previousSEQUITURgrammar is shown in Figure 3.3. Note that the outgoing edges

from any node are ordered by the members of the production rule. The size of the

whole path DAG is equal to the size of theSEQUITURgrammar plus the sum of

the lengths of the production rules, since each DAG node represents a grammar rule

and the sum of the lengths of the production rules equals the number of DAG edges.

This results from there being one edge in the DAG for each entry in each production

rule (see Figure 3.3).
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FIGURE 3.3:Whole path DAG.

3.2.3 PathImpact Algorithm

ThePathImpact algorithm for estimating impact is shown in Algorithm 2. One

way to visualize its operation is to consider beginning at a procedure node in the

DAG, and ascending through the DAG performing recursive forward and backward

in-order traversals at each node, stopping when any trace termination symbol is

found. Since theSEQUITURgrammar canexactlyreproduce the original trace,

traversing the DAG in this manner yields an impact set equivalent to the set that

would result by traversing the uncompressed traces.

Each node in the DAG contains a rule name and a production containing other
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ALGORITHM 2 PathImpact algorithm.
PathImpact ( G, c )
Input: Whole Path DAGG

Changed Procedurec
Output: Impact SetI

struct Action contains:
integer skip initially 0
integer retn initially 0
integer stat initially 0

SetI set of potentially impacted procedures, initially empty.
boolean fwd initially true.
boolean bwd initially true.
Action act.
if nodec exists inG then

addc to I
for all nodesp whose production containsc do

up(p, c, fwd, bwd, act )
end for

end if

rules (that may or may not be procedure names), with the exception ofT which

cannot appear in any other rules. Procedures are rules having the name of the pro-

cedure as the rule name and an empty production. (We can thus determine if any

rule represents a procedure by checking whether the length of the production is

zero, exclusive of the special symbolsr andx .)

Any changed procedure must be a terminal node, soPathImpact begins at

that node, ascending upwards in the DAG searching forward for procedures that

were called after the changed procedure, and searching backward for procedures

that are returned into. This is implemented in the functionup shown in Algorithm

3. The integeract.statis used to signal the end of an execution trace and set the

Boolean values offwdandbwdaccordingly.Up uses two functions,forward and

backward , to search for terminals in the grammar that should be added to the

impact setI; these functions are shown in Algorithms 4 and 5, respectively.

The integersact.retnandact.skipperform the necessary bookkeeping functions
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ALGORITHM 3 Up function used inPathImpact .
up(p, c, fwd, bwd, act )
Input: Nodep

Nodec
boolean fwd
boolean bwd
Action act

Output: Action

Nodet
if fwd == truethen
t c
while t has a successor in prod rule ofp do
t successor oft
act forward( t, act )
if act.stat == -1then

fwd false
break

end if
end while

end if
if bwd == truethen
t c
while t has a predecessor in prod rule ofp do
t predecessor oft
act backward(t, act )
if act.stat == -1then

bwd false
break

end if
end while

end if
if fwd == false AND bwd == falsethen

act.stat -1
return act

end if
for all nodeq whose production containsp do

up(q, p, fwd, bwd, act )
end for

while searching forward, governing which functions are returned into while search-

ing backward.Forward matches function names and returns, and passes the num-

ber of unmatched returns tobackward in the structure namedact and variable

namedretn. For example, if the call stack is relatively deep at the time procedurec

is executed, each procedure on the stack would be returned into if the program runs

to a normal termination. However, if a program exit were encountered immediately

after execution ofc none of the procedures on the stack should be included in the

impact set.



33

ALGORITHM 4 Forward function used inPathImpact .
forward ( g, act )
Input: Nodeg

Action act
Output: Action

Nodet
if g is a procedurethen

if g is a program exitthen
act.stat -1
return act

end if
if g is a function returnthen

act.retn act.retn + 1
return act

end if
addg to I
act.retn act.retn - 1
return act

end if
t first element of production rule ofg
act forward( t, act )
if act.stat == DONEthen

return act
end if
while t has a successor in prod rule ofg do
t successor oft
act forward(t, act )
if act.stat == DONEthen

return act
end if

end while
return act

Backward usesact.retnto determine how many procedures to include in the

impact set. WhenBackward has added a number of procedures equal toact.retn,

the search backwards in this trace can stop.Backward must also match function

returns and names while searching backwards, since functions that return before the

changed function is executed cannot be returned into. The variableskipcontrols this

by incrementing when a return is encountered and decrementing when a procedure

name is found. Procedures are added toI whenskip is zero.

Since theSEQUITURgrammar forms a DAG, and a DAG has no cycles, the

traversal performed byPathImpact must terminate. It is relatively easy to verify

that PathImpact is correct for an uncompressed trace represented as a whole
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ALGORITHM 5 Backward function used inPathImpact .
backward ( g, act )
Input: Nodeg

Action act
Output: Action

Nodet
if g is a procedurethen

if g is a program exitthen
act.stat -1
return act

end if
if g is a procedure returnthen

act.skip act.skip +1
return act

end if
if act.skip> 0 then

act.skip act.skip - 1
return act

end if
if act.retn> 0 then

addg to I
act.retn act.skip - 1
return act

end if
end if
t last element of production rule ofg
act backward(t, act )
if act.stat == DONEthen

return act
end if
while t has a predecessor in prod rule ofg do
t predecessor oft
act backward(t, act )
if act.stat == DONEthen

return act
end if

end while
return act

path DAG, such as the one given in Figure 3.2. Since theSEQUITURgrammar

exactly reproduces the uncompressed trace, the introduction of intermediate nodes

in the DAG due to the formation of grammar rules does not affect our ability to

reconstruct the trace via the graph traversal. Since each trace records a sequence

of actual calls and returns, the calling context is always preserved. As long as the

trace termination symbols are always appended to the end of each execution, and as

long as they are honored while searching,PathImpact computes the predictive

impact set outlined in Section 3.1.
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Applying PathImpact(E) to the whole path DAG in Figure 3.3 for a pro-

posed change in procedureE, the algorithm first addsE to the impact set,I. Next,

since the only rule whose production containsE is the ruleT , PathImpact calls

up( T ,E,true,true,act) . Procedureup searches forward to find procedures

directly and transitively called byE. The immediate successor ofE in rule T is

1, thereforeup calls forward(1,act) . Forward searches recursively for the

end-of-trace symbol,x, and counts returns. The production rule for1 results in

two calls offorward(r,act) . The value ofact.retnafter these two calls is 2.

Then control returns toup in rule T , where the next successor ofE is considered.

Since the next successor is another1, another call offorward(1,act) and two

more calls offorward(r,act) result, and the value ofact.retnis 4. The next

successor in the production rule forT is 3. Forward(3,act) causes a call to

forward(x,act) . Sincex is the end-of-trace symbol,forward setsact.statto

�1 and returns. The value ofact.statcausesup to break out of the forward search-

ing loop, set the value offwd to false, and begin searching backwards for procedures

thatE returns into.

Backward uses the value ofact.retnand its own count of return symbols en-

countered,act.skip, to determine which procedures in the trace are actually returned

into. The search starts by callingbackward(r,act) sincer is the immediate

predecessor ofE in the production for ruleT . Sincer is a procedure returnBack-

ward increments the value ofact.skip. The subsequent call,backward(D,act) ,

decrementsact.skiprather than addingD to the impact setI. The next predeces-

sor in the production for ruleT is the procedureC. Execution of the callback-
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ward(C,act) adds procedureC to the impact set and decrementsact.retn. Subse-

quent calls tobackward(2,act) result in the addition ofA andM to the impact

setI and the decrementing ofact.retnto 1. An execution that terminated abnormally

would count fewer returns inact.retnand, consequently, causebackward to ter-

minate sooner. In this example, since there is no next predecessor, the algorithm

ends. The resulting impact set forPathImpact(E) is f M, A, C, E g.

Similarly, PathImpact(G) results in the impact setf M, B, G g andPath-

Impact(F) results in the setf M, B, C, F g. The worst-case running time of

PathImpact is O(N), whereN is the uncompressed length of the concatenated

traces. Other than the variables it declares,PathImpact does not require addi-

tional space above that required by the whole path DAG.

Finally, we return to a point raised in Section 3.1, where we mentioned the

possibility of altering the instrumentation to explicitly identify returning procedures

rather than returning a common symbol. Doing so can reduce the cost of searching

the DAG, since we then need to search only in a forward direction. However, doing

so would also approximately double the size of the traces considered, since each

return would require a procedure name plus a special character to indicate a return.

Also, pairs of returns (the sequencer r ), would no longer match other pairs of

returns unless they were associated with returns from the same two procedures, in

the same order, reducing the possibilities for compression.

Therefore, a tradeoff exists between the cost of searching and the amount of

compression obtainable. TheSEQUITURgrammars generated in our feasibility

study (see Section 3.3) were reduced to approximately one fifth of the average trace
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size of 1 MB. Larus reports reducing a 2GB trace to approximately 100 MB [122].

In our later experiments with larger trace sizes (see Section 7.5.2) the greatest com-

pression observed was from approximately 1.7 GB of traces to a 1.9 MB DAG. We

would intuitively expectSEQUITURto achieve better compression on larger traces.

Due to the large number ofSEQUITURgrammars generated in our experiments we

have chosen to emphasize possible compression over a reduction in searching in our

initial implementation. Since our implementation may, in the worst-case, have to

search the entire compressed trace each time a symbol is appended, the worst-case

time to construct the DAG isO(n2), wheren is the size of the dynamic information

input.

3.3 Feasibility Study

To explore some of the costs and benefits of usingPathImpact we conducted a

study. The research questions we wish to investigate are whetherPathImpact

computes an appropriate impact set relative to a specific operational profile or set

of dynamic executions, and how that impact set compares to those computed by

dependence-based impact analysis algorithms. To investigate these questions we

performed an experiment comparing the impact sets calculated byPathImpact

to those calculated by approaches based on transitive closure on the call graph and

function-level static slicing.
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3.3.1 Experiment Materials

As a subject for our experiment we used a program developed for the European

Space Agency; we refer to this program asspace . Space is an interpreter for

an antenna array definition language (ADL).Space has approximately 6200 non-

blank, non-comment lines of C code and 136 functions. The developers ofspace

found 33 faults during the program’s development. Subsequent researchers found

five additional faults [195]. We created 38 single fault versions, each containing one

of the known faults. We excluded two versions that could not be analyzed by our

tools.3 The remaining 36 versions served as our experiment subjects, allowing us to

model a process of performing predictive impact analysis on a function in which a

fault is about to be corrected.

To provide input sets for use in determining dynamic behavior, we used test

cases created forspace for earlier experiments [195]. These test cases consisted

of 10,000 randomly generated test cases and 3,585 test cases generated by hand

to ensure coverage of every branch in the program by at least 30 test cases. This

pool of test cases was used to generate 1000 branch coverage adequate test suites

containing on average approximately 150 test cases each. We randomly selected 50

of these test suites. The selected test suites in aggregate contained 7773 test cases

including 2886 duplicates. To examine impact on single executions, we eliminated

the duplicate test cases to obtain another set of 4887 individual test cases. We

3 On one version, the fault causedspace to crash on nearly all executions, so no usable traces
were produced. On a second version, the static slicing tool was unable to calculate accurate
dependences for a large array.
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collected execution trace information for the individual test cases and for the test

suites.

3.3.2 Experiment Methodology

In this section we present the measures, impact analysis techniques, and threats to

validity used in our feasiblity experiment.

3.3.2.1 Measures

As discussed in Sections 2.2.1 and 2.2.2, the transitive closure and static dependence-

based slicing techniques for impact analysis may over- or underestimate change

impact, relative to a specific set of program behaviors as captured in an operational

profile, a specific execution, or a test suite. As Section 1.1 illustrates, overesti-

mates force maintainers to spend additional, unneeded time investigating potential

impacts; underestimates may cause maintainers to omit, in their investigations,

important potential impacts.

Thus, in this study, we examine these over- and under-estimates. To do this, we

compare the relative size and contents of the impact sets computed by transitive clo-

sure,PathImpact for single program executions,PathImpact for test suites,

and function-level static slicing, for each of the faulty versions ofspace .
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3.3.2.2 Impact Analysis Techniques

To calculate static function-level slices for each version we used theCodesurfer

tool by GrammaTech.4 In Codesurfer a function-level static forward slice

uses all the dependences identified by data and control dependence analysis in

the changed procedure or procedures to identify dependent functions. We con-

structed a call graph forspace by hand and checked it against the call graph

display of Codesurfer . We implemented the algorithm for impact analysis

based on transitive closure, and we implemented thePathImpact algorithm. Our

implementation reads one or more trace files generated by executions ofspace ,

constructs theSEQUITURgrammar and whole path DAG, stores and retrieves

grammar files, and calculates impact using thePathImpact algorithm. To obtain

trace files, we instrumented versions ofspace at each procedure entrance and

return, and program exit.

3.3.2.3 Design

In this experiment, the three impact analysis techniques are our independent vari-

ables. Our dependent variables are the sets of functions identified as impacted by

each technique.

We applied each impact analysis technique to each version ofspace , calcu-

lating the number of functions that would be returned as potentially impacted by

4 Available from: GrammaTech, Inc. 317 North Aurora Street Ithaca, NY 14850, or
http://www.grammatech.com.
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correction of the faulty function. For the transitive closure and function-level slice

techniques this calculation was performed only once per version, since they are

static and not dependent on test executions. For thePathImpact algorithm, we

applied the algorithm once for each of the 4887 tests for each version. From the

impact set resulting from each test, we calculated the differences between impact

sets. The results for suites is based on the DAG created by concatenating all the

executions from tests in a suite, including duplicates.

3.3.2.4 Threats to Validity

Like any controlled experiment, this experiment faces threats to validity, and these

must be controlled for, or accounted for, when interpreting results.

Threats to internal validity concern our ability to properly draw conclusions

about the connections between our independent and dependent variables. In this

experiment, our primary concern involves instrumentation effects, such as errors in

our algorithm implementations or measurement tools, which could affect outcomes.

To control for these threats we carefully validated these implementations and tools

on known examples.

Threats to external validity concern our ability to generalize our results to larger

classes of subjects. We have studied only one program and set of changes, and

we cannot claim that these are representative of programs and changes generally.

Also, our tests do not represent operational profiles, and the test suites we use rep-

resent only one type of suite that could be found in practice. Additional studies of

other programs, change distributions, and types of inputs are needed to address such
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threats to external validity. However,space is a “real world” program, its faults

are actual faults, and its test suites constitute one type of suite that could be used in

practice.

Finally, an additional threat to external validity is that we have considered only

one static slicing implementation; other implementations may obtain different re-

sults. Also, we have not yet compared our technique to dynamic slicing techniques.

Threats to construct validity involve our measures of impact. We would like

to know how the impact sets returned by our algorithm correlate with “actual” dy-

namic impact sets over the test suites. Such a measure would be difficult to ob-

tain, however, given the general undecidability of precisely determining impact, and

would most likely have to be accomplished at least partially through expensive and

error-prone human calculations. However, our comparisons of the sets returned by

various impact analysis techniques provide important perspective on their relative

power.

3.3.3 Analysis and Results

We now present our results, beginning by presenting and discussing data. Section

3.3.4 discusses implications.

3.3.3.1 Data

Tables 3.1 and 3.2 provide a view of the data we collected. Column one lists the

version ofspace . Column 2 (TC) shows the size of the impact set resulting from
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TABLE 3.1: Versions 1 through 18: impact sets and their relationships calculated in the
experiment.

Individual Traces Test Suites

PI/ PI- TC- PI/ PI- FS- PI/ PI- TC- PI/ PI- FS-

Vers TC TC TC PI PI FS FS PI TC TC PI PI FS FS PI FS

1 3 14.8 41.6 0.0 44.6 0.45 1.0 55.4 33.0 96.0 0.0 99.0 1.00 1.0 1.0 99

2 3 16.6 46.8 0.0 49.8 0.44 1.0 64.2 36.5 106.4 0.0 109.4 0.97 1.0 4.6 113

3 2 22.4 42.8 0.0 44.8 0.37 1.0 76.2 56.5 111.0 0.0 113.0 0.94 1.0 8.0 120

4 3 6.0 14.9 0.0 13.0 0.18 1.0 82.1 6.3 16.0 6.3 19.0 0.19 1.0 81.0 99

5 3 4.6 10.9 0.0 13.9 0.18 1.0 100.1 7.0 18.0 0.0 21.0 0.18 1.0 93.0 113

6 2 8.0 14.0 0.0 16.0 0.13 1.0 105.0 15.5 28.6 0.0 30.6 0.26 1.0 90.4 120

7 4 1.8 5.4 2.2 7.3 0.40 0.5 11.2 4.1 13.3 1.0 16.3 0.90 1.0 2.7 18

8 3 1.7 3.2 1.2 5.0 0.72 0.5 2.5 2.7 5.0 0.0 8.0 1.14 1.0 0.0 7

9 6 2.9 14.0 2.6 17.4 0.51 0.7 17.3 5.4 27.7 1.0 32.7 0.96 1.0 2.3 34

10 4 4.1 14.4 2.1 16.4 0.48 0.6 18.2 7.0 25.0 1.0 28.0 0.82 1.0 7.0 34

11 5 3.2 13.0 2.0 16.0 0.47 0.4 18.4 6.4 28.1 1.0 32.1 0.94 1.0 2.9 34

12 4 3.4 12.6 3.0 13.6 0.52 0.5 12.9 3.6 13.6 3.0 14.6 0.56 0.7 12.1 26

13 14 1.6 13.4 5.0 22.4 0.55 0.7 19.3 2.9 29.0 2.0 41.0 1.00 2.0 2.0 41

14 6 4.5 21.3 0.2 27.1 0.40 1.0 41.9 10.9 59.7 0.0 65.7 0.96 1.0 3.3 68

15 6 3.2 14.0 0.6 19.4 0.31 1.0 44.6 7.7 40.4 0.0 46.4 0.74 1.0 17.6 63

16 7 0.9 3.7 4.4 6.3 0.57 0.5 5.3 1.6 5.0 1.0 11.0 1.00 1.0 1.0 11

17 6 3.7 17.2 1.0 22.2 0.52 0.6 21.4 6.9 36.2 1.0 41.2 0.96 1.0 2.8 43

18 4 3.8 12.6 1.0 15.6 0.56 0.5 12.9 4.2 13.6 1.0 16.6 0.59 0.7 12.1 28

transitive closure. The columns under the heading “Individual Traces” list mea-

sures of the impact set calculated by thePathImpact algorithm relative to the
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TABLE 3.2: Versions 19 through 38: impact sets and their relationships calculated in the
experiment.

Individual Traces Test Suites

PI/ PI- TC- PI/ PI- FS- PI/ PI- TC- PI/ PI- FS-

Vers TC TC TC PI PI FS FS PI TC TC PI PI FS FS PI FS

19 1 4.0 3.0 0.0 4.0 1.33 1.0 0.0 1.3 3.0 0.0 4.0 1.33 1.0 0.0 3

20 1 7.0 6.0 0.0 7.0 1.17 1.0 0.0 6.9 5.9 0.0 6.9 1.14 1.0 0.1 6

21 1 7.0 6.0 0.0 7.0 1.17 1.0 0.0 6.9 5.9 0.0 6.9 1.14 1.0 0.1 6

22 5 1.7 4.8 1.4 8.4 0.93 1.8 2.4 1.9 5.5 1.0 9.5 1.05 2.0 1.5 9

23 1 10.7 9.7 0.0 10.8 0.60 1.0 8.2 16.4 15.4 0.0 16.4 0.91 1.0 2.6 18

24 14 1.6 13.2 5.0 22.3 0.52 0.6 21.3 3.0 29.0 1.0 42.0 0.98 1.0 2.0 43

25 6 1.1 5.0 4.3 6.8 0.21 0.2 25.5 4.8 25.8 3.0 28.8 0.90 1.0 4.2 32

26 18 2.0 26.3 8.4 35.9 0.40 0.9 55.0 5.0 72.9 1.0 89.9 1.00 1.0 1.1 90

27 7 0.9 3.7 4.4 6.3 0.57 0.6 5.3 1.6 5.0 1.0 11.0 1.00 1.0 1.0 11

28 17 1.9 20.5 4.7 32.8 0.42 1.0 47.2 3.9 50.0 0.0 67.0 0.85 1.0 13.0 79

30 16 0.4 0.0 10.2 5.8 0.07 0.0 73.2 0.8 0.0 3.5 12.5 0.16 0.0 66.5 79

31 12 2.1 17.0 4.1 24.9 0.23 1.0 85.1 7.7 81.7 1.0 92.7 0.85 1.0 17.3 109

32 3 2.6 5.9 1.2 7.7 0.48 0.8 9.1 5.3 13.8 1.0 15.8 0.99 1.0 1.2 16

33 3 3.0 7.0 1.0 9.0 1.00 1.0 1.0 3.0 7.0 1.0 9.0 1.00 1.0 1.0 9

35 5 1.3 4.5 3.2 6.4 0.35 0.5 12.1 3.3 12.5 1.0 16.5 0.91 1.0 2.5 18

36 1 7.0 6.0 0.0 7.0 0.12 1.0 50.0 49.0 48.0 0.0 49.0 0.88 3.0 10.0 56

37 13 1.3 10.8 6.4 17.4 0.51 0.6 17.2 2.6 22.0 1.0 34.0 1.00 1.0 1.0 34

38 13 1.4 11.2 6.3 17.9 0.52 0.6 16.8 2.6 22.0 1.0 34.0 1.00 1.0 1.0 34

Avg 4.56 0.51 9.51 0.87

Std Dev 4.78 0.29 13.12 0.27
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size and contents of the transitive closure set and static slicing set using individ-

ual program executions. The columns under the heading “Test Suites” show the

same for executions of entire test suites. The column headingPI/TC is the average

ratio of the size of thePathImpact set to the size of the transitive closure set.

PI-TC is the average number of functions that are members of thePathImpact

set, but not members of the transitive closure impact set. Likewise,TC-PI is the

average number of functions that are members of the transitive closure impact set,

but not members of thePathImpact set. PI/FS is the average ratio of the size

of the PathImpact set to the size of the static slicing impact set.PI-FS is the

average number of functions that are members of thePathImpact set, but are not

members of the static slicing impact set. Similarly,FS-PI is the average number of

functions that are members of the static slicing impact set, but not members of the

PathImpact set. All of the average measures are obtained across either the sets

of individual test executions, or the sets of test suites. We have calculated ratios so

that the results can be compared across versions and test suites.

3.3.3.2 Analysis of Impact Sets

As Tables 3.1 and 3.2 show, the transitive closure sets included far fewer procedures

than those of the other two impact analysis approaches. This is due to the locations

of the changed procedures in the call graph, most of which were relatively “deep”

in the call graph (with the exception of version 30). The impact set calculated using

PathImpact generally included (on average) many more procedures, and the set

calculated using function-level static slicing contained the most.
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Figure 3.4 contains a scatter-plot comparing sizes of thePathImpact sets to

the sizes of the corresponding function-level static slice sets, for both test suite and

individual test executions. Most of the data points lie on or below thex = y line,

with the exception of some of the cases involving versions 19, 20, and 21, that we

discuss below. This graphically shows thatPathImpact using single program

executions calculates generally smaller sets than function-level static slicing with

an increasing difference in the set sizes as the set size gets larger.PathImpact

sets using test suite execution displayed a somewhat wider range of differences,

with maximums approximately equal to the size of the static slicing impact sets.

We calculated pairedt-test statistics between each of the four impact sets. In

each of the comparisons thet-statistic was outside of the 95% confidence interval,

the p-value was zero, and the null hypothesis (that the sets had the same mean) was

rejected.5

To directly compare the size of thePI sets with the size of theTC andFS sets

across program versions we expressed the size ofPI as a percent ofTC or FS for

each of the single execution impact sets and for the 50 test suites. Columns 3, 7, 10,

and 14 in Figures 3.1 and 3.2 show the average relative size ofPI for each version.

The PI sets were considerably larger than theTC sets, four and a half times

larger in the case of single traces and nine and a half times larger for the test suites,

and displayed a large standard deviation. Averaged across all the versions thePI

5 TC andPI with single traces: t=-220.TC andPI with test suites: t=-42.TC andFS: t=-440.PI
with single traces andPI with test suites: t=-31.PI with single traces andFS: t=-314. PI with
test suites andFS: t=-20.
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FIGURE 3.4: Impact set size comparison. Single traces are shown as “+”, suites are
shown as “�”.

impact sets were about one half (51%) of the size of theFS impact sets using single

executions and 87% of their size using test suites. In the case of versions 19, 20,

and 21,PI was larger thanFS by one function. On inspection we found that in

every case the additional function was the same. This extra function executes near

the end of nearly every test and has no static dependences (its purpose is simply to

pause program execution after displaying output to the screen). Since the function

nearly always executes it is nearly always included inPI, but since it has no static

dependences it is never included inFS. In practice, maintainers familiar with the
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system could cause it to be excluded from future impact consideration.

3.3.4 Discussion

Our goal in this feasibility study was to compare the impact sets calculated by our

four target approaches when performing predictive impact analysis relative to a spe-

cific set of program behaviors captured by a specific input set. We now comment

on some of the implications of our results.

The sets shown in Tables 3.1 and 3.2 show thatPathImpact caught a large

number of procedures that would be missed by transitive closure, but did not include

as many procedures as function-level static slicing. This is good on both counts

since it is moderated by the fact that the included proceduresactuallyexecuted, and

thus could have propagated actual impact.

The impact sets observed for transitive closure were unreliable, having more

to do with the location of the change in the call graph than the behavior of the

program. This reinforces the notion that impact propagation is more dependent on

the behavior of the program than the program’s structure.PathImpact moderates

the results of transitive closure and static slicing in cases where we have an interest

in specific program behavior embodied in an operational profile or a specific set of

tests.

Function-level static slicing is also, in some sense, a reflection of the program’s

structure. Static slices represent every possible behavior rather than actual behav-

ior. In our experiments, this sometimes led to overestimation of change impact

using static slicing. However, the test suites used, while showing considerable vari-
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ation, often came remarkably close to agreement with the static slicing impact sets.

Further, cases in whichPathImpact overestimated impact were fewer, and the

amount of over-estimation was less, than with static slicing.

Of course, the extent to which the estimate fromPathImpact matches actual

impact is entirely dependent on the appropriateness of the operational profile or set

of tests used. But it is these situations, where that appropriateness holds, that are

our focus.

We have not presented execution time or slow-down statistics since our ini-

tial implementation processes stored traces with Java programs, rather than using a

fully online implementation. A fully online implementation would build the DAG

as the instrumentation executes and not save the uncompressed traces, and would be

considerably more efficient than this initial prototype. In Section 6 we present the

architecture and implementation of an online, C++ version of thePathImpact

DAG builder, and in Section 7.5 we present the results of several experiments using

this improved version. Nonetheless, the simulation times we observed in this feasi-

blity study using the initial Java prototype were relatively small. The time required

to generate the DAG was less than one minute per test suite, and the time required

to calculate an impact set was at most several seconds. We felt that the effort of

an online implementation was unnecessary until we investigated these preliminary

issues of precision and applicability.
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3.4 Conclusions

In this chapter we have introduced a new approach to function-level impact analysis

calledPathImpact . PathImpact targets a specific set of cost-benefit tradeoffs

that we outlined in Section 1.2.1. ThePathImpact approach uses dynamic infor-

mation obtained through relatively simple program instrumentation. Our approach

does not rely on availability of program source code and does not require static

dependence calculations. In our approach, dynamic information is compressed us-

ing theSEQUITURdata compression algorithm [169], and a directed acyclic graph

(DAG) is constructed following Larus [122]. We then use thePathImpact algo-

rithm presented in Section 3.2.3 to predict dynamic change impact.

The results of our experiment show thatPathImpact can overcome the struc-

tural limitations of common call graph-based methods without requiring the detailed

dependence analysis calculations needed by static slicing techniques and most cur-

rent dynamic slicing techniques.PathImpact may also provide potentially more

useful predictions of change impact than function-level static slicing in situations

where specific program behavior is the focus and where safety is not a requirement.
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CHAPTER 4

EVOLUTION OF PROGRAMS AND TEST SUITES

Successful software systems evolve, and as they evolve, the information needed

to conduct impact analysis on them becomes outdated. The usual approach in such

situations is to start from scratch and recreate the required information. As systems

become larger and are modified more often, however, the effort needed to recreate

that information on subsequent versions increases.

Impact analysis can be expensive in terms of time and computational effort.

PathImpact is lower-cost than many other impact analysis techniques due to

its focus on relatively high-level execution information. Even so, following system

modifications, time constraints may make it difficult to re-collect the data needed by

the algorithm, even after only small modifications to code and test suites have been

made. To employPathImpact cost-effectively across entire system lifetimes,

techniques are needed to efficiently update the data required by the the algorithm as

those systems evolve.

In this chapter we present such techniques.1 Our approaches take the form of re-

cursive graph algorithms, that together handle the various types of program and test

suite modifications that need to be accommodated to keep the data required for the

1 Much of the material presented in this chapter previously appeared in Reference [123].
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application ofPathImpact up-to-date without resorting to complete recomputa-

tion from scratch. We refer to these algorithms collectively asEvolveImpact .

Specifically, these algorithms respond to the addition, modification, or deletion of

test cases from the system’s test suite, and to the addition, modification, or deletion

of system components. We present the results of a feasibility study in the form of a

controlled experiment investigating the costs and benefits of using this incremental

approach, relative to the alternative approach of completely recomputing prerequi-

site data, that illustrates the tradeoffs between the approaches.

4.1 Incremental, Dynamic Whole Program Path-Based Impact Analysis

We begin this section with a high-level overview of program evolution and the prob-

lems and requirments for theEvolveImpact approach. Then, in the sections that

follow, we present the details of our algorithms.

When a software system is modified, the execution traces collected for the previ-

ous version of the system, and any impact-analysis-facilitating representation built

from those traces, may become incorrect. Even with lightweight instrumentation,

the effort required to regenerate dynamic information, in cases where this means re-

executing all the tests and building a completely new impact representation, can ex-

ceed available resources. In such cases it may be preferable to identify the outdated

or incorrect information, remove it, and incrementally generate new information

where required.

In more specific terms, we are interested in the ability to incrementally update

a whole path DAG as a program and its operational profile evolve. Adding a trace
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to the whole path DAG can be easily accomplished due to the on-line nature of

theSEQUITURalgorithm. Removing a trace simply involves deleting a section of

the compressed trace and associated edges and adjusting the grammar. Adjusting

traces in response to a deleted procedure requires removing traces containing that

procedure from the whole path DAG. This can be accomplished by starting at the

procedure that has been removed from the system and searching upwards, forwards,

and backwards, locating the traces where the procedure occurs and then removing

each trace from the DAG. Addition of a procedure requires identification of traces

containing procedures changed to call that procedure; these can then be deleted per

the foregoing approach, collected again, and new versions inserted as above. After

any traces are removed we check that each rule in the grammar is used more than

once. If a rule is only used once its production is substituted where the rule is used

and the rule is removed.

After traces are removed, it is possible that additional redundancies may be

present in the compressed trace; it could be expensive to check for these since the

entire compressed trace would need to be examined for each trace removed. How-

ever, this is not essential since the DAG remains a valid, searchable representation

of the dynamic information collected. While this may result in a compressed trace

that is not as short as it could possibly be, it avoids some computational effort.

To create such an incremental approach for ourPathImpact technique, we

need to consider two possible sources of modifications that can be made to the

software system and its related information: changes to the test suite, and changes

to system components. We use the term “components” generically to refer to parts
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of any software system rather than specifically in the sense of reusable code or

COTS components.

Where changes to the test suite are concerned, when maintainers remove a test

case, the trace resulting from the execution of that test must be removed from the

DAG. Likewise, if a test case is modified, the existing trace must be removed from

the DAG, the test case must be reexecuted, and a new trace must be added to the

DAG. Finally, traces for any new test cases must also be added to the DAG.

Next, consider changes to system components. Changes to components may

involve component removal, source code changes, configuration changes, environ-

mental changes, or other changes that affect the runtime behavior of the component.

If a component is removed from the system, each trace that includes that compo-

nent must be removed from the DAG. If a component is modified, or changes are

made that may affect a component’s behavior, each trace that could be affected by

that modification (as a conservative approximation, each test case that executes the

component) must be removed. In both of these cases, test cases must be re-executed

and their new traces added to the DAG. Finally, addition of new components must

also be accommodated.

Two of the foregoing cases can be handled relatively easily. First, addition of

new traces, or traces obtained from re-executing test cases, to an existing DAG

is easily performed using theSEQUITURalgorithm described in Section 3.1, by

simply concatenating the new traces to the end of the existing whole-path DAG.

Note further that these existing algorithms ensure that this process is correct even

when the new trace contains procedures not previously encountered in the DAG.
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Second, addition of new system components affects only traces that reach calls

to added procedures. Such traces can be identified by the handling of code modi-

fications and through identification of new invocations of those components (these

may be invocations of new components, as well as invocations of components that

themselves, transitively, invoke other new components).

Our approach to incremental updating requires tagging individual test execu-

tions with unique keys. These keys appear at the beginning of each execution trace,

while each execution trace ends with a system exit symbol. Any number of such

traces can be concatenated and processed byModSEQUITUR, a modified version

of theSEQUITURalgorithm, that we present in Section 4.2.1.

Given these unique execution keys, individual traces for deleted or modified test

cases can be removed from the whole-path DAG using the algorithm we present in

Section 4.2.2. Test cases that have simply been modified are then reexecuted and

their traces added to the DAG using the process for handling new test cases.

The remaining problem is how to accommodate deletions or modifications of

system components. If a component is removed from the system, each execution

trace containing that component must be removed from the DAG. If a component

is modified, each trace containing that component must be removed, each test cor-

responding to a removed trace must be reexecuted, and the new traces must then be

added to the DAG.

Our method of removing traces is to determine which traces contain that com-

ponent, and then remove these traces from the DAG. In this manner, a change to a

component in the system can be reduced to a collection of test case deletions and
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additions. In Section 4.2.3 we present the algorithm for determining the appropriate

execution keys related to a system change.

4.2 Algorithms

We now present our algorithms, which we refer to collectively by the name

EvolveImpact , to distinguish them from ourPathImpact algorithms that

did not accommodate updates to the DAG. First, we provide the details of a modi-

fication of theSEQUITURdata compression algorithm [169], which we callMod-

SEQUITUR. The purpose ofModSEQUITURis to reduce the size of the traces

that are collected (as before) and store the required test execution keys that allow

updating of the DAG. Then, in the following sections we present our algorithms for

handling test case removal and procedure removal from the whole-path DAG.

4.2.1 TheModSEQUITURAlgorithm

ModSEQUITUR, shown in Algorithm 6, uses two hash tables for each grammar rule

to store the end point of each trace. The end of each trace is marked by a unique

test key encountered at the beginning of each trace. One hash table (TEnd) stores

the link in the rule’s production where a test ends, using the test identifier as a key.

The other hash table (TLink) stores a list of test identifiers, using the link in the

production where the test ends as the key. A list must be stored inTLink because

compression may cause multiple test cases to map to the same link in a production

rule. Both hashes are necessary, since our algorithms must be able to both efficiently
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ALGORITHM 6 ModSEQUITURalgorithm.
ModSEQUITUR( S )
Input: Execution TraceS
Output: GrammarG

GrammarG
RuleT
Test Keytkey
Hash TableTEnd, key testkey, value tlink
Hash TableTLink, key link, value list
for all s 2 S do

if s is a Test Keythen
tkey  token
continue

end if
Appends at end ofT
if s == systemexit then

Storetkey; currlink in TEnd
Gettlist from TLink usingkey currlink
Appendtkey to end oftlist
Storecurrlink; tlist in TLink

end if
if duplicate digramd occurrsthen

if d matches ruleg 2 G then
Replaced with g

else
Createg 2 G, whereg! d
Replace both occurrences ofd with g

end if
end if
if h 2 G is used only oncethen

Replaceh with production ofh
Removeh fromG

end if
end for
returnG

look up where a test ends and check whether a given link has any tests ending at that

link. The test key tokens must be unique and must be easily distinguishable from

the execution trace tokens that follow it.

Using the trace shown in Figure 4.1, the resultingEvolveImpact DAG is

shown in Figure 4.2. (In the figure, execution keys are preceded by the “[” char-

acter. Empty hash tables are not shown.) SinceModSEQUITURdiffers fromSE-

QUITURonly in constant time operations, it runs in timeO(N), whereN is the

uncompressed trace length [169]. The two hash tables grow with the number of

traces rather than the length of the traces. Therefore, the size of the compressed
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FIGURE 4.1:Multiple execution traces with test keys.

4G311ErDCAr2 3

M xrGFEDCBA

4 −> 1 r3 −> x 22 −> M B1 −> r r

T −> x4 rFC

(<*−x−2>, [a), (<*−x−2>, [b)TLink:

([a, <*−x−2>), ([b, <*−x−2>)TEnd:

(<1−3−G>, [a), (<4−3−C>, [b), (<r−x−*>, [c)

([a, <1−3−G>), ([b, <4−3−C>), ([c, <r−x−*>)

TLink:

TEnd:

FIGURE 4.2:EvolveImpact DAG.

trace is stillO(N) worst case (no compression possible) andO(logN) best case

[169].
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4.2.2 Test Removal Algorithm

The Remove-test algorithm (Figure 7) is used to remove a test with keytkey

from the DAG.Remove-test works by finding the location of the end of the

execution with keytkey in TEnd and then selectively expanding (T ), and (if nec-

essary) expanding the symbol at the beginning of the trace that will be removed.

Expand (Figure 8) is used to expand a single symbol in the top level rule. After

Expand creates the expanded representation of a symbol,Insert (Figure 9) is

used to replace the symbol inT with the expansion. If the list of tests obtained

from TLink contains a predecessor totkey we know that the entire trace is com-

pressed into this one symbol inT . In this case there is only one symbol to expand;

after that we can delete the trace fromT . If there is no predecessor in the list, the

algorithm searches backwards inT until it finds the end of the preceding trace and

expands this symbol also.

Once the beginning and end of the trace have been located and expanded, the

trace is deleted byRemove-trace (Figure 10) that starts at the end symbol and

deletes predecessors inT until a system exit is encountered. The intervening sym-

bols are known to be in the trace we are deleting due to the traversal that established

the end of the preceding trace. Therefore, we can delete the intervening symbols in

the production ofT without any deeper traversal of the DAG.

Expanding a symbol may require traversing the entire DAG, in the worst case.

Traversing the entire DAG is equivalent to traversing the uncompressed trace, in

O(N) steps, whereN is the uncompressed trace length. In the best case, expanding

a symbol would requireO(logN) steps. Insert has comparable running time
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ALGORITHM 7 Remove-test algorithm.
Remove-test ( E, tkey )
Input: DAG E

Test Keytkey
Output: DAG E

SequenceExp
List ExpTestList
Gettlink from TEnd usingkey  tkey.
Gettlist from TLink usingkey currlink
ExpTestList tlist
Removetkey from TEnd hash table.
Removetlink from TLink hash table.
Find tkey in tlist.
Exp Expand(tlink; tkey )
Insert(tlink;Exp )
if tkey has a predecessor in tlistthen

Remove-trace(tkey )
return;

else
plink predecessor oftlink
while plink existsdo

Getplist from TLink usingplink
if plist is not emptythen

break
else
plink predecessor ofplink

end if
Add plist to beginning ofExpTestList
Exp Expand(plink; tkey )
Insert(plink;Exp )
Remove-trace(tkey )

end while
end if
while any rule with zero uses existsdo

Remove the zero use rule
end while

since it may be called on to insert an expansion of the entire DAG. Likewise, then

Remove-trace would have to traverse the fully expanded DAG. Therefore the

running time forRemove-test is O(N), and may requireO(N) space. Since

most program paths exhibit some regularity [122], the worst case behavior is un-

likely.

As an example, consider removing test key “[b” from the DAG in Figure 4.2.

FromTEnd we find thattlink points to< 4� 3� C >. Expanding the symbol3

givesx M B. Inserting givesT ! 2rACDrE113G4xMBCF4rx.
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ALGORITHM 8 Expand algorithm used inRemove-test .
Expand ( expLink, tkey )
input Link expLink

Stringtkey
output List ExpList

List ExpList, global, static
Stringelem
Link elink; tlink
List tlist
Grammar Ruleirule
irule rule pointed to by expLink
if irule is a terminal then

Appendirule to end ofExpList.
return

end if
elem first symbol in production ofirule.
elink link in irule production containingelem
if elem == system exit then

Appendelem to end ofExpList.
elink link in ExpList pointing toelem
Removetkey from TEnd and TLink for irule.

else
Removetkey from TEnd andTLink for irule.
Expand(elink; tkey )

end if
while elem has a successor in productiondo
elem successor ofelem in production ofirule
elink link in irule production containingelem
if elem == system exit then

Appendelem to end ofExpList
Removetkey from TEnd andTLink for irule.

else
Expand(elink; tkey )

end if
end while
returnExpList

T ! 2rACDrE113G4xMBCF4rx

Since there is no predecessor intlist (line 8 in Remove-test ), we must search

backwards for the end of the previous trace. Moving backwards inT one symbol at

a time, we check for the presense of a non-emptytlist in theTLink hash table. We

find a non-empty list at the link< 1 � 3 � G >. Expanding3 and inserting gives

the uncompressed trace, from which the trace with key “[b” is easily removed. The

last two lines ofRemove-test attempt to clean up the grammar by removing any

rules that are no longer used. However, since a symbol in the grammar may expand
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ALGORITHM 9 Insert algorithm used inRemove-test .
Insert ( inslink,ExpList,ExpTestList )
Input: Link inslink

List ExpList
List ExpTestList

List tmplist
Stringtmpprod
Stringtmptest
while ExpList is not emptydo
tmpprod Remove first element ofExpList
Inserttmpprod after inslink
Move inslink to tmpprod
if tmpprod == system exit then
tmplist new List
tmptest Remove first element ofExpTestList
Add tmptest to tmplist
Storetmptest; inslink in TEnd for T
Storeinslink; tmplist in TLink for T

end if
end while

ALGORITHM 10 Remove-trace algorithm.
Remove-trace ( T , tkey )
Input: RuleT

Stringtkey
Output: RuleT

List dlist
Link dlink
StringcurrentSymbol
Getdlink from TEnd for T usingtkey
Removetkey from T TEnd hash table.
Removedlink from T TLink hash table.
currentSymbol symbol pointed to bydlink
while currentSymbol is not asystem exit do

RemovecurrentSymbol from T production
end while
returnT

into many symbols when inserted, deleting traces generally results in a larger DAG

(some loss in compression) after the deletions.

4.2.3 Procedure Removal Algorithm

When a procedure is changed or removed from the program we useFind-Key-

List , Algorithm 11, to find the test keys corresponding to the traces that this proce-
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ALGORITHM 11 Find-Key-List algorithm.
Find-Key-List ( procedure )
input Stringprocedure
output List TKeyList

List TKeyList, global, static
for all rule whereprocedure appears in the productiondo

Move-up(rule, link )
end for
returnTKeyList

dure occurs in.Find-Key-List begins at the terminal in the DAG representing

the procedure or component and callsMove-up to move upwards in the DAG to

each rule that uses the component. In each rule,Move-up searches forward in

each production rule for test keys and adds them toTKeyList. If no keys are found

in the production,Move-up usesDescend to recursively search subtrees in the

DAG for test keys. After the test keys are found the corresponding traces are re-

moved usingRemove-test , described in the previous section. The worst case

running time ofFind-Key-List is alsoO(N), whereN is the uncompressed

trace length, since it may also result in traversing the entire DAG.

Consider the effect of modifying procedureF in the DAG in Figure 4.2.Find-

Key-List would useMove-up to examine each rule that hasF in its production,

in this caseT . Move-up usesDescend to recursively search forward inT , exam-

ining 4, 1, andr, before findingx and encountering a non-emptytlist containing

the key “[c”. Then,F can be removed from the DAG by removing test key “[c”

usingRemove-test .
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ALGORITHM 12 Move-up algorithm.
Move-up ( rule, link )
input Rulerule

Link link

List nlist
Stringproc
Booleankeeplooking
proc symbollink points to in production
while proc has a successordo
proc proc successor
nlink link in rule production containingproc)
Getnlist from TLink usingnlink
if nlist is not empty then

Appendnlist to TKeyList
returnfalse

else
keeplooking descend(proc )
if keeplooking == false then

returnfalse
end if

end if
end while
for all rule whereproc appears in the productiondo

move-up(rule, link )
end for

ALGORITHM 13 Descend algorithm.
Descend ( rule )
input Rulerule

Stringproc
List tlist
Link tlink
if rule a terminal then

returntrue
else
proc first element of production
tlink link in production containingproc
Gettlist from TLink usingtlink
if tlist is not empty then

Appendtlist to TKeyList
returnfalse

else
if descend(proc ) == false then

returnfalse
end if
while proc has a successor in productiondo
proc proc successor in production )
if descend(proc ) == false then

returnfalse
end if

end while
end if

end if
returntrue
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4.3 Feasibility Study

Where the operation ofEvolveImpact is concerned, the primary research ques-

tion we wish to investigate is whether incrementally computing impact analysis in-

formation with theEvolveImpact algorithms is more efficient than recomputing

that information from scratch. We also wish to determine whether this relationship

changes with the number of program and test changes.

We thus performed a controlled experiment comparing the time required to up-

date an initialEvolveImpact DAG using our algorithms to remove and add

traces to the time required to completely rebuild anEvolveImpact DAG, af-

ter various numbers of test suite or program changes. We also compared the sizes

of the resulting DAGs and traces.

4.3.1 Experiment Materials

As a subject we used thespace program used in the previous feasibility study,

described in Section 3.3. The input sets for our study used the same 50 test suites

randomly selected from the total available pool of test cases forspace , as de-

scribed in Section 3.3.

We implemented theEvolveImpact algorithms in Java, using the earlier

PathImpact implementation as a starting point. TheEvolveImpact imple-

mentation consists of 35 classes and approximately 9700 lines of non-comment

code.
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4.3.2 Experiment Methodology

In this section we describe the methodology of experiment used, including our mea-

sures, the experiment design, and the threats to validity.

4.3.2.1 Measures

To measure the efficiency of the various algorithms, we collected measures of (1)

the time required to collect an initial set of traces and build an initial DAG, (2) the

time required to re-execute the changed program or test suite and rebuild another

DAG from scratch, and (3) the time required to incrementally update the initial

DAG by removing and adding traces using theEvolveImpact algorithms. When

testing theEvolveImpact algorithms with program modifications, we recorded

how may test keys were removed and subsequently added when updating the initial

DAG. We also collected the size in bytes of each trace and each resulting DAG.

All measures were collected on five identical Sun Ultra 5 workstations. Each

workstation had a 360MHz SPARC processor, 256 MBytes of main memory, 1

GByte of swap space, and used 100 MBit ethernet attached storage. There were

no other users on the machines during the course of gathering information for this

experiment.

Elapsed time information was collected using the standard Java library system

function that returns the current system time in milliseconds. The sizes of the traces

and the DAGs were measured after the trace or the DAG had been stored in a disk

file.
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4.3.2.2 Design

In this experiment, the three measures of time in milliseconds and six measures

of size in bytes are our independent variables. Our dependent variables are the

technique applied (rebuild from scratch versus incremental update), and either the

number of changes in the test suite or the number of procedures in the program that

were modified.

We ran the experiment in two stages. The first stage examined the effect of

changes in test suites. For each test suiteT in our set of 50 test suites, we built

the initial DAG for T . We then chose a random number,k, between one and half

the number of test cases inT , and then,k times, chose randomly whether to add or

delete a test case to or fromT . Added test cases were randomly drawn from the pool

of available test cases, and deleted test cases were randomly extracted from the test

cases currently remaining inT , excluding any of the tests just added. The resulting

modified test suite was then used to rebuild a DAG from scratch. The updated DAG

was created by deleting the tests that were removed from the test suite from the

initial DAG, executing the added tests to create a trace file, and then adding this

trace to the updated DAG. We performed this sequence of operations 15 times for

each of our 50 test suites.

In the second stage of the experiment we examined the effect of making changes

to procedures inspace . For each of our test suitesT , after building the initial DAG

for T , we randomly selected a random number of procedures inspace (between

one and four), found the list of test cases in the DAG containing these procedures

usingFind-Key-List , removed the listed test cases from the DAG, re-executed
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the test cases, and added the new traces to the DAG. We also rebuilt the DAG from

scratch, as in the previous stage. Note that in this case, since the test suite was un-

changed, and there were no actual modifications made tospace , the rebuilt DAG

exactly recreated the initial DAG. While this would not always be the case in prac-

tice (changes to procedures may or may not alter test traces) when procedures have

been modified, this process provided a necessary experimental control, allowing us

to avoid conflating the effects of procedure changes with the associated test case

change effects. We also used the rebuilt DAG to provide a comparison and consis-

tency check against the initial DAG. As in the first stage, we repeated this sequence

15 times for each test suite.

4.3.2.3 Threats to Validity

This feasibility study shares threats to internal and external validity with our previ-

ous feasibility study described in Section 3.3.2.4.

Additional threats to construct validity in this feasibility study concern the ap-

propriateness of our measures for capturing our dependent variables. Our measures

of time and space capture one aspect of these variables, but other factors (e.g. the

amount of memory rather than disk consumed) may be important in particular sit-

uations. For example,space executes very quickly, and its execution time con-

tributes little to the initial, rebuild, and update times. This causes the run time of

EvolveImpact to play a larger role in comparisons than it would for a program

exhibiting longer execution times. Longer execution times, however, would be ex-

pected in general to increase the benefit gained by using incremental algorithms.
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4.3.3 Analysis and Results

We now present our results, beginning by presenting and discussing the data we

collected. Section 4.3.4 discusses implications.

4.3.3.1 Data

In the first stage of our experiment, over each of the 50 test suites, we collected three

times in milliseconds, six sizes in bytes, and the number of changes made to the test

suite. The time needed to build the initial DAG was collected as an experimental

control and consistency check. Since the initial DAG would be created in practice

regardless of the decision to rebuild or update the DAG after changes, its creation

time and size have no effect on the research question we are investigating.

The graph in Figure 4.3 provides a view of the rebuild and update time measure-

ments collected during the test suite modification stage. Each data point represents

the average time in milliseconds for 15 trials for each number of random test suite

modifications.

Stage two of our experiment simulated changes to procedures inspace . The

number of program modifications was randomly chosen between one and four, in-

clusive. However, since the number of program modifications is transformed into

a list of tests to remove, we reasoned that the number of tests removed from the

DAG was a more reliable indicator of the extent of changes made during each trial.

We refer to the number of tests that were removed, reexecuted, and added to the

updated DAG as the “Test Change Factor”, or TCF. Figure 4.4 shows a box plot of

the number of modifications to the program compared to the observed TCF for 750
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FIGURE 4.3:Rebuild times and update times in milliseconds for suite modifications. The
average time to rebuild the DAG for each number of modifications is represented using an
“x”. The average update time is shown as a circle.

trials. In general, the more procedures that were modified, the more tests in the test

suite were affected. However, it was not uncommon for modification of a single

procedure to impact the majority of tests in a test suite.

Figure 4.5 shows TCF versus the rebuild and update times for the procedure

modification stage of the experiment.
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FIGURE 4.4:Number of program modifications versus Test Change Factor (TCF).

4.3.3.2 Analysis of Time Differences

When undergoing test suite modifications the average time needed to update the

DAG is below the average time needed to rebuild the DAG throughout the range of

test suite modifications. The average rebuild time was 958,156 milliseconds with

a standard deviation of 172,616 milliseconds. The computational effort required to

update a DAG after test suite modifications appears to be linear in the number of
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FIGURE 4.5:Rebuild times versus update times in milliseconds by TCF. The average time
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tests removed from the DAG under the circumstances in which we collected our

data.

The DAG update times after procedure modifications show a more complex re-

lationship to the rebuild times. The average rebuild time was 830,417 milliseconds

with a standard deviation of 95,340 milliseconds. For program modifications that

affect fewer than approximately 25 tests in the DAG, updating the DAG took less

time than recomputing the DAG. For large TCF values, the computational effort
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appears relatively equal. Between a TCF of 25 and approximately 145, the results

were quite variable; however, updating the DAG was consistently (with one outlier,

a TCF of 33 having an average update time of 668,389 milliseconds versus an av-

erage rebuild time of 830,653 milliseconds) less efficient than recomputation. The

variation in this TCF range may be due to variation in the internal compression of

the traces in the DAG. In areas of high compression, less graph traversal would be

required when searching for the appropriate test keys.

4.3.3.3 Analysis of Size Differences

We present the size measurements for the test suite modification stage of our exper-

iment first, followed by the size measurements for the program modification stage.

The average size of the initial traces generated by the test suites during the first

stage of the experiment was 982,460 bytes, with a standard deviation of 49,221

bytes. The average size of the initial DAG was 80,685, with a standard deviation

of 3,967 bytes. The average size of the initial DAG relative to the initial trace was

7.78%. The standard deviation was 0.57%.

The recomputed DAGs in the first stage had an average size of 81,906 bytes,

and standard deviation of 5,197 bytes. The traces used to rebuild the DAGs were on

average 1,039,282 bytes and had a standard deviation of 90,874 bytes. The relative

size of the DAG compared to its corresponding trace was 7.74%, with a standard

deviation of 0.56%.

Updated DAGs had an average size of 92,832 bytes with a deviation of 8,220

bytes. The updated DAG was on average 1.13 times the size of the rebuilt DAG,
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with a standard deviation of 0.085 times. Since the size of the corresponding trace

reflects only tests that were added, a better relative comparison of the compression

obtained can be obtained by observing the size of the updated DAG in relation to

the size of the traces used to rebuild the DAG. In this case the updated DAG was

8.44% the size of the traces used to rebuild the DAG, and had a standard deviation

of 0.72%.

For our experiments with program modifications, the average size of the initial

DAG was 80,651 bytes, and had a standard deviation of 4,407 bytes. The average

size of the initial traces was 982,461 bytes with a deviation of 49,221 bytes. On

average the size of the DAG was 7.80% the size of the trace, with a deviation of

0.57%.

The traces used to recompute DAGs, and the recomputed DAGs, exactly

matched the size and variation of the initial traces and DAGs, since they were

based on the same test suite and the run-time behavior ofspace did not change.

The updated DAGs had an average size of 103,623 bytes and a standard devia-

tion of 23,833 bytes. In comparison to the recomputed DAGs, the updated DAGs

were 1.28 times larger, with a deviation of 0.290 times. The updated DAGs were

10.0% the size of the traces used to create the recomputed DAGs, with a standard

deviation of 2.4%.

4.3.4 Discussion

Our primary goal in this study was to compare the time required to update the

DAG to the time required to recalculate the DAG. In all observed cases, it appears
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more efficient to update a DAG than to regenerate it when the program’s test suite

was modified. The computational effort measured by elapsed time grows slowly

with the number of changes made to the test suite, becoming comparable to the

recomputation effort only when a large number of tests in the suite are modified.

When a procedure or procedures in the program were modified, an important

factor appears to be the number of tests whose execution traces contain the modified

procedures. Inspace it is not uncommon for a modification in one procedure

to impact a majority of the tests. The computational effort to update the DAG

is less than the effort of recomputation only for program modifications that affect

approximately 25 tests or fewer. One possible explanation for this inefficiency is

thatFind-Key-List may perform more graph traversal than we expected, or the

traversal may be more computationally expensive than was apparent.

An additional goal of our experiments was to measure the absolute and relative

sizes of the tracesspace generated and theEvolveImpact DAGs constructed

from them. The sizes of the traces and DAGs was consistent and showed little

variation. A compression factor of approximately 10 was consistently observed.

Updating the whole-path DAGs caused only minor loss of compression.

4.4 Conclusions

In this chapter, we have presented algorithms that allow ourPathImpact ap-

proach to dynamic impact analysis to be applied incrementally as a system evolves,

processing the set of test case or procedure modifications made to a program, and

avoiding the overhead of completely recomputing the information.
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Our empirical study of these algorithms suggests that changes in a test suite can

be accommodated more efficiently usingEvolveImpact than by rebuilding the

DAG from scratch. The results also suggest that when procedures are changed, the

cost-effectiveness of the approach will vary depending on the number of test cases

that reach those changed procedures. After a system change inspace , it becomes

more efficient to rebuild the DAG than to use theEvolveImpact algorithms for a

relatively small number of affected tests. This may be due to the behavior ofspace

and the particular test cases we used in our experiment.

There are unresolved issues such as how to integrateEvolveImpact algo-

rithms with software maintenance and whether this approach has any value in prac-

tice. However, at this point we leave these to future work (as detailed in Sec-

tion 8.2) and turn to the question of broadening the application of our approach

to component-based software systems.
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CHAPTER 5

BROADENING APPLICATION

In the previous chapters we have presented a dynamic impact analysis technique

that uses light-weight instrumentation to summarize potential impact relationships

at the procedure level, and an associated technique for updating, rather than recom-

puting, the collected information. We have also presented the results of two feasibil-

ity studies of these techniques focusing on a conventional, monolithic C-language

program namedspace . While programs likespace are common in practice, we

would like to extendPathImpact and EvolveImpact to a large and grow-

ing class of contemporary software applications that are collectively described as

component-based software systems.

Component-based software is widely seen as a major, perhaps necessary, step

towards creating, testing, and maintaining the vastly more complex software of the

future and meeting the challenges of reliability, maintainability, and shortened time-

to-market that face software engineers [20, 25, 33, 49, 81, 86, 101, 112, 142, 145,

153, 170, 171, 172, 182, 185, 204, 210, 227].

Component-based software systems were first proposed in 1968 [168] and have

since been widely studied. However, the term “component” has frequently been

reinvented, to the extent that theFirst Workshop on the Foundations of Component-

Based Systemswas only held in September 1997 [125]. The idea of a software com-
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ponent is broadly defined in component literature (e.g. [55, 94, 218]), but it is most

generally taken to mean some part of a software system that has some identifiable

function and is relatively independent of other parts of the system. The objective

most frequently cited for using software components is reuse. Reuse aims to build

software applications from existing software “parts”, which may be components.

Software reuse is intuitively assumed to reduce the cost of software development

and maintenance.

Reuse has implications for impact analysis. For example, systemS may reuse

componentC. Changes toS may propagate impact intoC, and changes toC (for

instance, adaptive modifications, a new version of the component, or bug fixes) may

propagate impact intoS. Impact analysis can be used to identify components and

parts of systemS that need testing, validation, or rework. As an example, the loss

of the Ariane 5 launch vehicle in July 1996 was caused by the reuse of, and sub-

sequent failure to test, a software component from the Ariane 4 inertial reference

system [140]. Impact analysis potentially could have identified that the reused com-

ponent needed testing and avoided the loss of a launch vehicle and payload that cost

hundreds of millions of dollars. Therefore, we would like to adapt our techniques

to component-based systems since they could potentially have a large influence on

the cost of real systems.

Current component-based software systems are largely, but not exclusively, con-

structed with object-oriented technologies.1 Object oriented technologies match

1 The MIT X Window System “widgets” are examples of components implemented in the C lan-
guage.
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many software engineers’ intuitive sense of what a component is. Another advan-

tage of many object oriented approaches from the software engineer’s and the de-

veloper’s point of view is the built-in handling of concurrency and distribution. We

focus on object-oriented component-based software systems.

There are several characteristics of software systems generally that are partic-

ularly prevalent in, and must be considered, in order to apply impact analysis to

component-based systems. These characteristics may include:

� Presence of arbitrary control flow and exceptions

� Distributed architectures

� Concurrent and multithreaded execution

� Event-based architectures

� Access restrictions

� Complex structure

� Large size

In the rest of this section we briefly overview these issues. Then, in the following

sections we discuss the difficulties posed by each of these characteristics and the re-

quired methods for adaptingPathImpact andEvolveImpact to accommodate

them.

The first obstacles involve handling arbitrary control flow and exceptions. For

the purposes of our research, arbitrary control flow can be defined generally as any

interprocedural transfer of control other than normal calls and returns. The causes

could include language statements (such asgoto ), system exit instructions, or other

language-dependent behavior. Arbitrary control flow must be accounted for or it can
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make the analyses required for instrumentation, and the dynamic information sup-

plied by the instrumentation, incorrect. Exception handling constructs are found

in several widely used languages used to build component-based applications and

are frequently found in fielded software [206]. Exceptions can also introduce in-

accuracies in the instrumentation of programs, and resulting dynamic information,

if they are not analyzed correctly. In Section 5.1 we show howPathImpact can

be used on most programs containing arbitrary control flow and exception handling

constructs.

The emergence of computer networks has allowed the construction of increas-

ingly complex distributed computer systems [54, 159, 219]. Distributed systems

are composed of distinct processors that work together to accomplish some goal.

They coordinate their efforts by communicating with each other, usually over a net-

work. The primary problem for applying our dynamic IA techniques to distributed

systems involves capturing the ordering of disparate and concurrent events. Since

our techniques rely on accurate ordering of calls and returns, this problem must be

solved for our techniques to be applicable.

A concern similar to distributed systems involves the creation and use of concur-

rent and multithreaded software systems. Concurrent and multithreaded features of

languages such as Java are becoming widely used. These language features can be

expected to see increased usage in the future due to the wide availability of multi-

processor systems and multi-core CPUs. The problems we encounter in concurrent

and multithreaded software are similar to the problems found in distributed systems.

In Section 5.2 we present techniques for adaptingPathImpact andEvolveIm-
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pact to accommodate the problems encountered in distributed systems and con-

current and mulithreaded software.

Event-based software has become common with the development of complex

and extensive graphical use interfaces (GUI). Other examples of event-based ap-

plications include component-ware systems (such as Java Beans [45, 156, 229],

Active-X [38, 45], and OpenDoc [8]), tool abstraction systems [78], process-

centered environments [16], data and program visualization systems [34, 37], and

multiple-view systems [152, 187]. While event-based applications can be com-

posed in most languages (such as hand-coding an event-loop in a GUI), event-based

applications frequently make use of toolkits that hide some of the complexity of

event-based application development from the programmer. This has the effect of

“hiding” application characteristics thatPathImpact might need to know about.

In addition, event-based systems frequently make use of concurrency to avoid

blocking and enhance responsiveness. In Section 5.3 we discuss the implications

these development practices and application structures have for our techniques, and

ways to accommodate them.

Using software components may entail source code restrictions, license restric-

tions, and usage restrictions. We refer to these collectively asaccess restrictions. So

far, our techniques have instrumented the entire software system and collected all

available information. This may not be necessary, or even possible, in a component-

based system. Therefore, if the instrumentation and data collection could be man-

aged selectively the processing requirements of our algorithms could be reduced,

their scope of application could be increased, and the potential value to software
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engineers could be increased. To address access restrictions in component-based

systems, we introduce two techniques, selective instrumentation and selective data

collection, in Section 5.4.

The remaining obstacle we wish to address is one of system scale. In Section 5.5

we describe the difficulties inherent in handling large-scale systems and the com-

plications imposed by using components. Then, we discuss methods for mitigating

these difficulties.

5.1 Arbitrary Control Flow and Exceptions

Arbitrary control flow is problematic forPathImpact andEvolveImpact be-

cause it can interfere with accurate recording of the entrance and exit of procedures

or methods. Exceptions can cause similar problems with the recording of exits

from procedures and methods. In the two subsections that follow we discuss these

problems and present methodologies for ensuring that our instrumentation correctly

handles these characteristics of contemporary software systems.

5.1.1 Arbitrary Control Flow

Arbitrary control flow has been defined differently in the literature depending on

the context, often in relation to the particular behavior under study. For instance,

Sinha’s [208] definition of arbitrary control flow is primarily concerned withexit()

statements, and defines an arbitrary transfer of control as any transfer of control

that causes a procedure or method to return to a point other than the original call
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site. Our definition is more general and refers to any interprocedural transfer of

control outside the normal call/return sequence. Statements that can cause arbitrary

interprocedural control flow exist in widely used languages such as C, C++, Ada,

COBOL, BASIC, FORTRAN, and Java. For example, C and C++ programs can use

setjmp()and longjmp()to return to some defined point in the program (sometimes

calledstack-unwinding), signal to asynchronously transfer execution to blocks of

signal handling code,exit() to immediately exit from the program, andgototo cause

an arbitrary transfer control within a procedure or method. Sinha also showed that

it is relatively common for programmers to use these statements in practice [208].

While COBOL, BASIC, FORTRAN, and other languages can use various mech-

anisms to arbitrarily change the execution flow, we will restrict the languages we

consider in this section to C++ and Java; languages commonly used to implement

object-oriented, component-based systems.

PathImpact and EvolveImpact rely on accurate notification by the in-

strumentation of when execution enters and leaves a procedure. Arbitrary interpro-

cedural control flow can potentially cause errors in this notification if not accounted

for. For the purposes of our analysis we divide arbitrary transfers of control into two

categories: forward transfers of control and backward transfers of control. Forward

transfers move execution into code that is not currently accounted for on the call

stack. Such arbitrary transfers can, in general, be due to use of thegoto statement.

In practice, forward transfers are rare as we discuss below. Backward transfers ef-

fectively “rewind” execution to an earlier point in the program execution, in the

process popping any intervening procedures or methods off of the call-stack. An
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example of this type of transfer is to use of the C++ language statementssetjmp()

andlongjmp(). Figure 5.1 shows examples of both forward and backward transfers

of control. In the following analysis we discuss each category of transfer separately

and then apply our analysis to Java programs.

A B C

return return return

1

2

J1B

J2

begin

x

FIGURE 5.1:MethodsA, B, andC, with arbitrary transfers of controlJ1, from method
B forward to some point in methodC, andJ2, from from methodB backwardto some
point in previous execution, shown in dark lines. Dotted lines 1 and 2 show alternative
interpretations of a return fromC after an arbitrary forward transfer of control.

Arbitrary forward transfers of control. Arbitrary interprocedural forward trans-

fers of control are not possible in the C++ and Java languages for reasons we explain

below. In the interests of generality we describe a general solution; however we are

not aware of any current languages used to implement object-oriented component-

based systems that allow such general interprocedural forward transfers of control.
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Suppose we have a hypothetical situation where an arbitrary forward transfer

of control causes execution to leave one procedure or method without correct in-

strumentation and enter a second method without correct instrumentation. As an

illustration, suppose we have the three methods shown in Figure 5.1. MethodA

calls methodB, B has an arbitrary forward transfer of control (J1) to locationx in

methodC, then there is a return fromC followed by a return fromA (program exit).

The potential statements in a language that could cause an arbitrary transfer of con-

trol, if executed, can be easily identified. Similarly, the entry toC can be identified

relatively easily since the destination of the transfer must be known.2 The transfer

from B to C can be viewed as effectively making the executed code inC part of

procedureB. However, for the purposes of calculating impact we must record an

entry toC. If we do not record the entry toC, the impact calculation will omitC

from the impact set.

Different traces could conceivably be recorded, depending on the semantics of

the return fromC (whether an observed return is understood to represent the return

labeled1 or the return labeled2 in Figure 5.1). The generally defined action of a

return is to pop a procedure or method off the call stack. Therefore, if the transfer

toC causes a stack frame forC to be pushed on the call stack, we expect the return

at the end ofC to return toB. However, if no stack frame forC was added to

the call stack, we expect a return toA. We are not aware of any discussion of the

potential specification of such potential returns in any language specifications or in

2 We are not aware of any computer languages that allow completely arbitrary (random) transfers
of control.
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the literature. Perhaps this not surprising since we are not aware of any languages

that implement interprocedural forward transfers. As an example of the potential

errors, the instrumentation may record either one of the following traces:

A B C r

A B r

The first trace would occur if an entry ofC is recorded. The second case occurs

when the instrumentation fails to record an entry toC. Both of these trace sequences

are syntactically legal, but each indicates a different sequence of events. In the first

it appears thatC returns toB, and in the second thatC is never called. Potential

impacts cannot be determined since the two traces are ambiguous.

In addition, both of the traces shown above are wrong. The first trace is in-

complete, failing to show a return intoA, and the second trace excludesC, part of

which actually executed. Provided the entry toC is instrumented correctly, and the

exit fromB is recorded whenB is removed from the call stack, the resulting trace

should be:

A B C r r r

This trace accurately records the sequence of execution that would be required for

correct impact calculations byPathImpact andEvolveImpact . Instrumenta-

tion that records sequences of arbitrary control transfers can be arranged by count-

ing the transfers (in this case, one) and recording that number of returns (one) when

the next actual return is executed. As an additional example, supposeC in Figure
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5.1 transfers control to a procedureD that is not shown. IfB jumps toC (the first

jump),C jumps toD (the second of two jumps), thenD returns, we should record

two returns for the two jumps and the actual return at the end of execution ofD.

The resulting trace would be:

A B C D r r r r

In practice, the execution of an arbitrary transfer of control to some forward

execution point in the program is controlled by the specifications of the language.

The primary feature used in languages to implement a forward transfer is thegoto

label statement, wherelabel is the location of the landing point of the control

transfer. The implementation of labels in a language generally aids the type of in-

strumentationPathImpact andEvolveImpact require, rather than hindering

it. There are two reasons for this. The first is that the label must be a static location

in the code, making it easily identifiable, and thus, relatively easy to instrument for

procedure or method entry. The second reason is due to the condition that a label

must be visible within the scope of thegoto statement that references it. This

means that languages that only allow local (as opposed to global) scope for labels

effectively limit the arbitrary transfers of control caused bygoto to a local scope.

For instance, both C++ and Java restrict the scope of a label to the procedure or

method in which it occurs. This means thatgoto label can cause a forward

transfer of control only within the current procedure or method. This effectively

eliminates the need to consider arbitrary forward transfers of control for C++ and

Java. However, as we have shown above, such transfers are not difficult to handle

in the general case.
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A simple resolution is possible for the asynchronous transfers of control caused

by such mechanisms as the C and C++signal construct. While such transfers

may take place at any point in the program, they behave exactly like a procedure

call/return sequence and can be instrumented and recorded as such without affecting

our algorithms.

Arbitrary backward transfers of control. Similar instrumentation and record-

ing problems occur when a jump transfers control to code that has been previously

executed, such as with jumpJ2 in Figure 5.1. The C and C++ languagesetjmp

and longjmp constructs are examples of this type of arbitrary transfer of con-

trol. The essential problem for jumpJ2 is that the exit fromB must be recorded

correctly and not get neglected or mistaken for any subsequent calls toB or other

procedure/method calls.

Instrumentation for backward jumps works by counting the number of proce-

dure or method calls made after execution has passed the return point (the location

of thesetjmp statement in C or C++). When the return is performed (at the loca-

tion of thelongjmp statement), the instrumentation should simply emit a number

of returns equal to the number of procedure or method calls, since this is equal to

the number of regular returns that are being skipped. Both the point returned from

and the point returned to are easily found since they are implemented by language-

specific statments. For example, when jumpJ2 occurs, the instrumentation emits

oner symbol, since one call has been made after the return point inA.
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Application to Java language programs. The Java language specification [102]

does not contain any statements, at the source code level, that can cause arbitrary

interprocedural control flow.3 However, Java bytecodes can cause several kinds of

arbitrary control flow if not restricted. The bytecode for the currently executing

method is commonly held in an array, and control transfer instructions, such as

goto , cannot point to a location outside of the currently executing code array[137].

The only way in Java that control can transfer from one method to another

method is through a method call. There are four Java bytecode instructions that

implement method calls. The names of the four Java bytecode instructions for in-

voking a method are:

� invokeinterface - call a method using an interface reference.

� invokespecial - call private instance methods, and final instance methods.

� invokestatic - call a static method.

� invokevirtual - call a non-final instance method.

Since all interprocedural transfers of control in Java must pass through the entry

point of the method we are assured that all method entries are recorded correctly.

Since all other Java transfers of control in the bytecode are constrained to trans-

fers within the currently executing method [137], there is no possiblity of arbitrary

interprocedural control flow that could cause the recording of invalid traces.

There are several statements in Java source code that can cause the execution

3 Some arbitraryintra-proceduralcontrol flow is possible, but does not affect our algorithms.



90

of a method to stop: returns, exits, and errors. We have previously shown how to

account for returns and exits. We defer discussion of program errors (exceptions) to

Section 5.1.2.

Summary. So far, our techniques accurately record only transfers of control that

occur due to calls, returns from a procedure or method, and program exits. Lan-

guage statements or machine code that can cause transfers of control outside of the

currently executing procedure or method can be readily identified by parsing. In

general, a solution to the problems created by arbitrary interprocedural control can

be accounted for by simply counting calls and transfers, and balancing these counts

by inserting an appropriate number of returns into the instrumentation information.

A similar analysis would have to be undertaken for other languages to which we

wish to apply our technique. In the case where we wish to instrument machine

code, the analysis would depend on the specific instruction set architecture.

5.1.2 Exception Handling

An exception occurs when a program determines that a semantic constraint of the

language has been violated or when the program explicitly raises, orthrows, an

exception to signal the need for special handling of data or control [82]. In gen-

eral, exception handling constructs operate on blocks of code. Typically program

code that may generate an exception is guarded by atry block. Any exceptions

that occur are handled by code in acatch block. Multiple catch blocks may

be provided to handle different exceptions that may occur in onetry block. Af-
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ter executing or attempting to execute the code in thetry block, then handling

exceptions that occur (if any) in anycatch blocks (if any), afinally block

may be supplied that will be executed before continuing. Any exception that is not

matched by acatch block is called anuncaughtexception. Uncaught exceptions

propagate up the call stack until a matchingcatch block is found or, if no match-

ing catch block is found, until handled by the run-time environment or operating

system. Uncaught exceptions cause a form of arbitrary control flow that can result

in errors in our algorithms if not accounted for since they bypass normal method

return mechanisms.

Exceptions can besynchronousor asynchronous. Synchronousexceptions oc-

cur at particular points in the program code in response to expression evaluation,

statement evaluation, or explicit language statements (such asthrow in Java, or

raise in Ada). Asynchronousexceptions can occur at any point in the program

in response to software or hardware system faults or system events. Both types of

exceptions are of concern for our algorithms.

Many researchers have investigated the effects of exception handling constructs

on computation of data and control flow [190, 206, 207, 208]. Since the Java lan-

guage follows exception handling conventions standard to many widely used lan-

guages, we will restrict the following discussion to Java.

Sinha [206] provides a representative explanation of the control flow in Java,

with and without exception handling constructs, and for control flow in nested ex-

ception handling constructs. Figure 5.2 shows a model of exception handling con-

trol flow in a Java program taken from Reference [206]. The model in Figure 5.2 is
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incomplete because there is no edge in the figure for an unhandled exception when

no catch or finally block is specified. However, it is clear from this model

that an unhandled exception propagates back (returns) to the caller of the method or

procedure.

Normal Exit Exceptional Exit

Finally Block

(exception)(normal)

Finally Block

CatchTry

Exceptional
EndEnd

Normal

Method or enclosing Try

Try

Unhandled Exception

2

3

4

5

6
7

8 9 10

12

11
1. No exceptions raised in try block.

2. Exception raised in try block;

12. Unhandled exception from nested block;
no catch block; finally block specified.

11. Unhandled exception from nested block;
catch block specified.

10. Finally block propagate previous exception
or raises another exception.

9. Exception raised in finally block.

8. No exceptions raised in finally block.

5. Exception handled; no finally block specified.

6. Exception not handled; finally block specified.

4. Exception handled; finally block specified.

3. Exception raised in try block;

no catch block specified.

catch block specified.

7. Exception not handled;
no finally block specified.

1

FIGURE 5.2: Control flow in Java exception handling. This figure is reproduced from
Reference [206].

The danger that exceptions pose, from the standpoint ofPathImpact , is that

this backward propagation of exceptions (that has the same effect as a function
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return) may not be recorded, leading to errors in recording dynamic information,

and subsequently in calculating the impact set.

Models of exception handling control flow frequently indicate that every method

or procedure “returns” to the caller regardless of whether an exception was raised or

not. This is not always true in practice. One method of optimizing exception han-

dling code is to register exception handling code separately and, when an exception

occurs, have control “jump” directly to the exception handler code, bypassing any

of the usual method return code [173]. This could result in a failure of our instru-

mentation to correctly record method exits.

Any general solution to the problems raised bysynchronousandasynchronous

exceptions must allow our instrumentation to accurately record any exit from any

procedure, whether the exit is exceptional or normal (such as a method return).

There are several approaches that could be considered:

1. Ignore exception handling constructs and hope the degradation of impact

analysis results is acceptable, or that it can be accounted for later.

2. Change the exception handling process to supply the information we need.

3. Augment the standard exception handling constructs to supply the informa-

tion we need.

4. Perform more detailed analysis of possible control flow under exception han-

dling and add additional instrumentation to correctly capture the required in-

formation.

5. Use the standard exception handling constructs, where possible, to provide

the notification that our algorithms require.
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Clearly, the last approach would be preferable, if the necessary language con-

structs are available. Therefore, we concentrate on using the standard exception

handling constructs to our advantage.

In the Java language, this algorithmically troublesome behavior concerning ex-

ceptions can be constrained by the declaration of an additionalfinally block.

Then, the code in the newfinally block will be executed before the exception

handler executes. Thus instrumentation can be placed in thefinally block and

we can be assured that the instrumentation will execute at the proper time since

the finally block will be executed whether an exception is thrown or not. If

we add newfinally blocks to all the instrumented methods, then returns will

be recorded correctly even if an exception propagates all the way up the call stack.

Therefore, we add a newtry block at the beginning of each method or procedure

and a newfinally block at the end of each method or procedure to catch any

return (whether exceptional or not) and perform the proper instrumentation, (see

Figure 5.3). We have also corrected Figure 5.2 by adding an edge to Figure 5.3,

labeled13, to show control flow when there is an exception and no corresponding

catch or finally block.

Thetry – finally addition described above is guaranteed by the Java virtual ma-

chine to catch all exceptions, whether synchronous or asynchronous. An example

of the use of this technique can be seen in the way that many Java compilers insert

syntheticfinally blocks to ensure the release of any synchronization locks. Thus, a

“catch-all” handler inserted by the instrumentor can be designed expressly for this

purpose – to witness all exits from methods caused by asynchronous exceptions.
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Finally Block

(exception)(normal)

Finally Block

CatchTry

Exceptional
EndEnd

Normal

Try (existing)

Unhandled Exception

Method

New Try Block

Block

New Finally

Normal Exit Exceptional Exit

13

All Entries

All Exits

FIGURE 5.3: Modified control flow with new Try and Finally blocks. The new edge,
number 13, represents flow when no original try/catch/finally constructs were declared in
the method.

The prototype implementation we discuss in Chapter 6 incorporates this modifi-

cation to correctly instrument and record exceptions for our empirical studies in

Chapter 7 which use subjects containing exceptions.

In this way, the structure of Java byte code and the Java Virtual Machine spec-



96

ifications make tracing exceptions dynamically through instrumentation relatively

easy for instrumentation that acts at the method level. An additional factor in favor

of the techniques above is that they are relatively easy to implement for instrument-

ing Java bytecode rather than source code. This is a simpler solution, since many

potential ambiguities and difficult analyses will have been resolved by the byte-

code compiler. Bytecode (and machine code) is, in general, considerably simpler to

instrument than source code [46, 214].

While the analysis may differ for other commonly used component implemen-

tation languages that use exception handling constructs, many points will remain

the same. It is likely that any language that implements thetry – finally construct

and provides a specific guarantee that thefinally block will be executed regardless

of exceptional conditions, would be amenable to the solution we describe for Java.

For two overviews of the analysis problems and possible resolutions for problems

with exception handling mechanisms in object-oriented software see [75, 154].

5.2 Distributed Systems and Concurrent and Multithreaded Software

Availability of reliable computer networks encouraged the introduction of dis-

tributed software system architectures. One intuition behind building distributed

systems was that by dividing a computational task amongst many systems, the

work would be completed sooner, computations could take place where they would

be most efficient, or usage of resources could be maximized. Distributed systems

can be generally characterized by asynchronous, concurrent action of the individ-

ual processors in the system and coordination through message-passing [70, 150].
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Synchronous message passing (for example, Remote Procedure Call (RPC) [26]

and Java RMI [62]) generally simplifies the ordering of events in a distributed

system since it may effectively exclude concurrency. Additional characteristics

of distributed systems that cause problems for techniques that rely on collecting

dynamic information include distributed control and global state, non-determinism,

and sensitivity to monitoring [103].

Concurrent and multithreaded software shares many of the characteristics and

problems of distributed software. Concurrent software has more than one section of

code executing at the same time. Multithreaded software may execute sections of

code concurrently, interleave the execution of sections of code, or both.

In general, the primary difficulties with accurately capturing dynamic informa-

tion in a distributed environment involve recording the correct order in which events

in separate systems occur, the potential non-determinism of events, and concurrent

execution of instructions on separate systems. Two ways that non-determinism can

be introduced in a distributed system are by parallelism and by communication de-

lays between parts of the system.

Where our specific techniques are concerned, if the instrumentation our tech-

niques rely on is to accurately record dynamic information for impact analysis, we

must know for certain that events in each section of executing code are recorded

correctly and not dropped, interleaved, scrambled, or otherwise corrupted. A naive

solution might be to record each distributed or concurrent execution of code sep-

arately. However, without information indicating the interrelationships of these

blocks of dynamic information we cannot infer impact.
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There are two general methods of dealing with non-determinism in distributed

systems. The first set of techniques use static analysis to capture the control and data

dependences such that the order of an event can always be determined in relation to

other events. Several dynamic slicing techniques that rely on static analysis infor-

mation have been demonstrated for distributed systems [19, 63, 76, 109, 113]. In

addition, static dependence-based slicing of concurrent and multithreaded systems

is also well established [40, 41, 51, 52, 53, 110, 167, 198, 240, 241, 242], but is

expensive [117]. For an overview of dependence analysis techniques in distributed

and concurrent environments see [42].

The second set of techniques relies on algorithms for the partial ordering of

distributed events using logical clocks. One of the goals of our research which we

stated in Section 1.2.1 is to investigate techniques that do not rely on information

from static analysis. Therefore, we focus on this second set of techniques, which do

not require such information.

The initial work on partial ordering algorithms for events in distributed systems

is due to Lamport [119]. Lamport’s work used a single integer or real value to as-

sign an unambiguous logical timestamp to each interaction in a distributed system.

Lamport developed this technique for synchronous distributed systems, ones with-

out concurrency. By assigning a logical timestamp to operations as they happened

it is possible to tell which event “happened before” another event. Lamport was

primarily concerned with the divergence of clocks in distributed systems, and the

primary results of his paper ([119]) are several theorems for the maximum allowable

divergence between clocks that can be tolerated while preserving the ability to de-
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cide which event “happened before” another event. For an example of a monitoring

system for distributed systems based on Lamport’s algorithms, see [103]. Accurate

timekeeping is now widely available through Internet time synchronization proto-

cols such as NTP [155] and GPS systems [97]. For examples of the simplifications

possible when synchronized clocks are available in a synchronous distributed sys-

tem see Liskov [141].

In asynchronous distributed systems, systems that have concurrent execution, a

single integer or real value does not provide enough information for techniques such

as ours to reliably find a partial ordering of events across the distributed system.

Since more than one block of code can be executing at the same time, the same

logical timestamp could be assigned to two different operations. If two operations

report the same logical timestamp it is impossible to determine which happened

first, and consequently it is impossible to determine which event’s execution might

potentially impact the other’s execution. To overcome these limitations, Lamport’s

integer timestamps have been extended to techniques that use a vector of timestamps

[22, 70, 150].

Vector timestamps manage a collection of logical timestamps, one for each inde-

pendently executing part of the distributed system. These techniques remain subject

to the same limitations on clock divergence as earlier work. Vector timestamp tech-

niques are regularly used in practice to dynamically monitor distributed systems

[230] and maintain web-based enterprise applications [5].4 (Given our discussion

4 While Reference [5] describes a combination of static and dynamic analysis techniques, its usage
of purely dynamic techniques can stand alone both as motivation and an example of use.
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in the previous section of exception handling constructs and the prevalence of their

use, see [191] for the concerns and resolutions regarding exception handling in dis-

tributed object-oriented software systems.)

Using vector timestamps, distributed, concurrent, and multithreaded software

systems can be instrumented and accurate dynamic information about the order of

execution within and between procedures or methods can be collected [71, 205].

While this solves the problems of collecting information for testing, debugging,

and other maintenance activities, we would like to use the information to perform

impact analysis in distributed, concurrent, and multithreaded Java software.

Fortunately, we can draw on the practical experience of previous researchers in

constructing dynamic analysis environments and toolsets for concurrent Java [21].

We also can draw on recent (2003) work on an implementation for Java [56].
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FIGURE 5.4:Multiple processes in a distributed system. Processesc andd are concurrent
with processesa andb. Also, d is concurrent withc, but a andb are distributed (run on
different machines), and are not concurrent with each other.
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Consider the distributed, concurrent system whose operations are modeled in

Figure 5.4. Suppose a change is made to the system and we wish to assess its impact.

Depending on the location of the change, different dynamic information may need

to be searched to determine impact. For example, if the change is to a method or

procedure located at the point markedJ in Figure 5.4, dynamic information from

processesa, b, c andd will need to be searched. Similarly, if the change is at the

point markedL, dynamic information from only part of processc and from process

d will need to be searched.

Concurrent processes represent a problem for our previous linear, sequential

ordering of traces with a simple trace termination symbol. Suppose the dynamic

information from each process containsn items. Including the end of execution

symbol,x, used previously, the information from groupa would be as follows:

a1; a2; :::; aJ ; :::; aw; :::; aK; :::; av; :::; ay; :::; an�1; an; x

Since the tokenaw represents the point when execution in processc begins we

could consider embedding the dynamic information from processc within the dy-

namic information for processa, and subsequently embedding information from

processd in the dynamic information from processc, as follows:

a1; a2; :::; aJ ; :::; aw;

c1; c2; :::; cL; :::; cz;

d1; d2; :::; dn�1; dn;

:::; cM ; :::; cn�1; cn;

:::; aK ; :::; av; :::; ay; :::; an�1; an; x
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While, in theory, such a partial ordering of events can always be established, in

practice a partial ordering may be difficult to find, the order may not be distinct, and

it may rely on static analysis information. In addition, considerable effort might be

required to reorder the events correctly as the information was received from the

instrumentation. Also, since execution is concurrent, this approach could involve a

large amount of information buffering,5 or additional complexity, while one process

finishes so that information from the rest of the original process can be put in logical

order.

Instead of expanding and reordering all of the information, our approach main-

tains the dynamic information for each process separately and links them by in-

cluding a distinct symbol indicating a linked group of information. This additional

information is generated relatively easily by the instrumentation, since the begin-

ning and end of a new computation is relatively easy for an instrumenter to find.

For example, in Java, the creation of any object of the classThread , or any of

its sub-classes, indicates the beginning of a potentially concurrent section of code.

Likewise, each object of typeThread will have an explicit end indicated by a

return, exit, or exception.

Suppose we use the symbol “j” immediately followed by a reference name to

indicate the beginning of a distributed or concurrent section of code in a trace. These

reference names can be managed in much the same way as the test identification

5 Since there is no guarantee that either process will ever terminate, the theoretical maximum
amount of buffering required is unbounded. This also applies to the potential size of the dynamic
information without buffering.
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keys used byEvolveImpact in Section 4.1. Using Figure 5.4 as an example, the

information for processa would be as follows:

a1; a2; :::; aJ ; :::; aw; jc; :::; aK; :::; av; jb; :::; ay; :::; an�1; an; x

Similarly, the rest of the processes in Figure 5.4 appears as follows:

b1; b2; :::; bn�1; bn; x

c1; c2; :::; cL; :::; cz; jd; :::; cM ; :::; cn�1; cn; x

d1; d2; :::; dn�1; dn; x

There are several advantages to managing the dynamic information from differ-

ent processes separately:

1. There is no need for execution precedence calculations that might require

significant static analysis to obtain.

2. There is no need for buffering information from one process while other pro-

cesses finish.

3. The dynamic information can be stored locally.

4. There is no need for reordering dynamic information.

5. There is no chokepoint where all the information is collected, leading to better

scalability.

6. Since dynamic information collection is distributed and concurrent, the

PathImpact DAG-building process take advantage of distributed and con-

current processing also.
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7. The separatePathImpact DAGs can be searched in parallel to calculate

the impact set.

Implementation of this approach requires modifying the instrumentation of the

subject software to insert the directive to search additional traces, via the “jname”

directive used above. We must also coordinate multiple executions of thePathIm-

pact DAG builder and modify thePathImpact impact analysis algorithm to

follow the new directive.

Current toolsets for collecting dynamic information rely on storing traces for

later processing. This is primarily due to the extensive post-processing typically

required for the visualization and debugging of distributed and concurrent software

using low-level instrumentation.PathImpact DAG processing requirements are

likely to be smaller and done at a higher level, but it is not known at this time

if we can continue to process dynamic information on-line, or if we will need to

post-process the information also.

In summary, by this approach, not only do we extendPathImpact to handle

distributed, concurrent, and multithreaded software systems, we take advantage of

distribution and concurrent processing to speed up the building ofPathImpact

DAGs and the calculation of impact analysis sets.

5.3 Event-based Systems

Event-based software is software whose processing is driven by “events” rather

than by data or control. Events may be generated by any change in the state of
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the software or hardware system, by the user, or by external changes. Events can

also be generated concurrently. Event-based systems can have many interdependent

components and exhibit complex event propagation due to both internal and exter-

nal event triggers. They can also be implemented with, or include concurrent and

distributed software components. For an overview of event-based software architec-

tures, see [212]. For an overview of the general problems and issues with analyzing

event-based software, see [87].

Consider the event-based component system shown in Figure 5.5. Suppose the

GUI and Component 1 are local to the user, and that Component 2 and Component 3

are distributed, concurrent components located remotely and accessed by a network.

Suppose the event loop is hidden from the programmer (for example, by inclusion

in a toolkit). Provided all the components are accessible, performing the required

instrumentation to support impact analysis is relatively simple. As we established

in Section 5.2, previous researchers have solved the problems of tracing program

execution in concurrent and distributed software. However, impact analysis raises

new questions.

The essential difficulty for impact analysis on event-based systems is not in ac-

curately tracing system activity, but in determining what is a valid trace for impact

analysis purposes, and what is not. For instance, in the component system in Figure

5.5, it can be difficult to determine where a trace starts and ends for the purposes of

impact analysis. In some cases, such as for short execution times, the entire trace

from startup to exit of the application may be a valid trace. However, if the appli-

cation runs for long periods of time, the full trace may represent many independent
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FIGURE 5.5:Event-based component system.

program executions from an impact analysis standpoint. For example, suppose the

user of an event-based system opens a file, performs some actions, and then closes

the file. This could be regarded as the beginning and end of a logical trace, even if

the program is still running. On the other hand, if the user opens a second file and

performs some additional actions, this could either be the beginning of a second log-

ical trace or a continuation of the first trace. It is possible that there is a dependence

between the two user action sequences that would propagate impact from one area

of the application to another across both of the execution sequences, but not within

one of the sequences. More specifically, using Figure 5.5 as an example, assume

that we have instrumented the procedures or methodsA throughR in Components
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1, 2, and 3. Then, suppose we record the following traces:

A C r I J r K r r r

D F r r

L N r r

Q P r R r r

G K r r

These five traces could be independent sequences of user interactions. On the other

hand, there may be dependences between them that could propagate impact from

one component to another.

There are several possible solutions to determining the logical start and end

points of traces for impact analysis.

1. The programmer of the application can supply information on logical start

and end points of traces.

2. The software engineer performing the instrumentation of the source code or

binaries can determine the logical start and end points of traces.

3. The start and end points of traces can be determined from test cases.

4. The start and end points of traces can be determined from use cases.

5. Software reliability engineering can determine which program functions are

most likely to be linked, or correlated, based on operational profiles.

6. Empirical comparisons with actual (observed) impact sets can be used to re-

fine the logical start and end points of traces.

In the paragraphs that follow we discuss each of these alternative decision making

methods.
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When a programmer creates or modifies the program, her understanding of the

internals of the program may allow her to determine the most logical start and end

points for traces. For example, if she observes that all program paths end in a

few methods or components, she may conclude that these are intelligent end points

for traces of system activity. Clearly this decision method will work reliably only

in cases where the programmer’s understanding of the software is both correct and

relatively complete, and when the programmer is willing to invest the time required.

As we have noted in Section 1.2, most successful software quickly grows to the size

that this level of application knowledge (or time investment) is too expensive, even

for a team of programmers. In particular, with component-based systems, it is even

less likely that programmers will be familiar with the entire software system, since

one of the goals of component-based software is to relieve them of the requirements

for having detailed knowledge of the entire system.

A software engineer performing dynamic analysis of a component-based sys-

tem may have a higher-level understanding of the system’s structure and function,

and less low-level understanding of the code, than the programmers who wrote

the application. This may make the decisions rendered by the software engineer

during analysis more useful, or useful on larger systems, than a programmer’s deci-

sions, however, the software engineer’s knowledge is also ultimately limited in the

same ways as the programmer’s and similarly conflicts with some of the goals of

component-based software.

In cases where impact analysis information is gathered during testing, the most

reliable start and end points for traces can be the execution end points of the tests – at
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least when tests are desired to exercise specific features or paths in the system. This

approach relies completely on the use of representative tests to determine which

parts of the software system are tested. While test case generation is time consuming

and difficult, it is usually required in development and maintenance and, thereafter,

the tests are available for additional tasks, such as impact analysis.

Use cases, or scenarios of potential user interactions with the system, may indi-

cate representative sequences of actions users may perform. These sequences may

indicate likely begin and end points for traces. While use cases may be easier to

generate than test cases, they must ultimately be mapped to specific functions in

the system representing the start and end points of dynamic traces. This mapping

process may be subject to the limitations of human judgement, and can also be time

consuming.

Software reliability engineering [164, 165] is a well-developed industry practice

for quantitatively planning and guiding software development, maintenance, and

testing through the use of an operational profile [161, 162]. An operational profile

quantitatively measures the most important usage patterns with regard to reliability

and availability. An operational profile can be used to identify the parts of a system

that have the highest impact on development and/or maintenance goals in order to

focus engineering effort. Once these areas are identified, an objective ordering of

the most important system activity is available to guide the decisions on logical end

points for traces. However, the objective ordering of activty that software reliability

engineering provides is still subject to subjective mapping onto the source code or

executables, and to the effort of test case generation.
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Comparing actual impact sets (the actual changes made) with the impact sets

previously calculated byPathImpact and EvolveImpact offers a potential

chance to iteratively identify the best logical end points for traces. Procedures or

methods in the calculated impact set that are not in the actual impact set may indi-

cate that we have passed a logical trace end point. As an example, suppose we have

the following trace:

A r B r C r D r E r F r G r

Further, suppose we have the calculated impact setf A, B, C, D, E, F, Gg, and

the actual impact setf A, B, C, D, Eg. We might conclude thatE is the logical

endpoint of the trace.

Unfortunately, there are several difficulties with this process. First, one of the

above techniques would need to be used to define initial trace endpoints in order

to start the comparison process. We would have no way of knowing whether these

initial endpoints provided a reasonable set of start and end points or not. Second,

it could be potentially time consuming to find the best trace end points and would

require the development or adaptation of optimization algorithms. Third, the pro-

cess of collecting the actual impact sets is time consuming and poorly understood.

Fourth, as the software system evolves the best set of endpoints may change, requir-

ing us to start over.

One problem common to all the methods just described is that they are incom-

plete. No programmer, software engineer, or collection of test suites, use cases, or

operational profiles can capture every possible sequence of user interaction. Any

actual sequence of events may diverge unexpectedly from any previously recorded
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trace and defy previous interpretations of where a trace starts and ends. Addition-

ally, all of the methods may degrade to finding appropriate test cases, since all the

techniques involve mapping actions to an actual beginning and ending of execution

in the actual application.

Each of the above methods has advantages and disadvantages, depending on the

goals of the impact analysis and the types of information and the tool support that

are available. One factor they hold in common is the assumption that a proper trace

is defined by the standard flow of data and control, having a unambiguous begin-

ning and end that are always initiated by a human user of the software, whether this

is a programmer, a software engineer, a software tester, or an end-user. The larger

problem in an event-based system is that traces may be initiated by elements in the

software environment out of the user’s knowledge or control. A few examples of

such elements could include actions by remote users, hardware and software fail-

ures or actions, local or remote timers, and external environmental events generated

through sensors.

An event-based software environment requires additional support for collecting

dynamic information. The most critical need is for a method of generating synthetic

events during testing, since some of the potential event inputs may be rare or not

amenable to direct manipulation. For example, it may be prohibitively expensive

to actually make the appropriate event happen purely for the purposes of testing

or information gathering. However, a synthetic event generator would supply the

software with the event notification as many times as needed without requiring the

actual occurrence of the event. By collecting dynamic information from synthetic
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events and user input (for example, from test cases, use cases, or operational pro-

files) the start and endpoints of most traces can be determined by observation. While

this involves creating additional infrastructure for event-based systems, this will be

necessary to collect representative dynamic information from such systems.

Using the event-based system example in Figure 5.5, we can see we need syn-

thetic event generators for the events labelleds, t, uandx, y, andz. A combination

of user inputs from the GUI and the synthetic events allows testing and collection of

dynamic data. For example, suppose thex event were generated and the following

dynamic trace was recorded.

Q P r r I r K r x

We have appended anx to the end of the trace since we can infer that the execu-

tion of these procedures or methods are related. By incorporating the synthetic event

into the testing input for the system, valid dynamic traces and logical endpoints can

be generated for use byPathImpact andEvolveImpact .

Given suitable instrumentation in an event-based system, the most practical of

the tracing methods discussed above, and the approach that we select, is to use test

cases to drive execution of the system and determine trace begin and end points.

Since test cases are frequently available due to previous development and mainte-

nance activity, this allows reuse of prior effort and provides a consistent means of

identifying the beginning and end of traces provided test design restrictions are met.
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5.4 Access Restrictions

Software components may come with many restrictions: with all, some, or none

of their source code (and with various restrictions on using the source code if it is

available); with license restrictions (possibly including prohibitions on modification

or reverse-engineering); varying quality and quantity of documentation (including

useless and none); and physical location restrictions (the component may be phys-

ically inaccessible, for example it may be located on a vendor’s system and only

allow network connections or respond to events). We refer to these collectively as

access restrictions. So far our techniques have instrumented the entire software sys-

tem and collected all the information possible. However, depending on the compo-

nents we use, instrumenting the entire system may be improper, inadvisable, illegal,

impractical, or simply impossible.

A second limitation can be seen in a typical way software engineers interact with

a software system. Software engineers usually determine through experience which

parts of the software system are troublesome and which are more predictable, or

understandable. At a practical level, those parts that are more easily understood

usually receive less attention if, in the software engineer’s judgement, changes

there are likely to be less costly or are less likely to affect the operation of the

system. This suggests that in areas of the system where impact relationships are

relatively predictable, some or all of the information collected byPathImpact

andEvolveImpact may be either ignored or rarely used by software engineers.

Unfortunately, the subjective judgement of software engineers is frequently unreli-

able [139]. Therefore, this process would need to be managed objectively. If the
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process of selecting which parts of the system need close attention, and thus, which

parts of the system dynamic information should be collected from, could be man-

aged objectively, the processing requirements of our algorithms could be reduced

and the potential value to software engineers could be increased.

In this section we introduce two key ideas that allowPathImpact and

EvolveImpact to contribute to solving the challenges of component-based sys-

tems that we have just described. These ideas are selective instrumentation of the

subject system and selective data collection. In Subsection 5.4.1 we demonstrate

how selective instrumentation may be accomplished and discuss some if its uses. In

Subsection 5.4.2 we discuss selective data collection. We mentioned the necessity

of finding an intelligent way to manage the selectivity process: this is necessary

since the subjective judgement of software engineers may be in error. Therefore, in

Subsection 5.4.3 we show three ways to manage the selectivity process using well

established, and less subjective, considerations.

5.4.1 Selective Instrumentation

As an example, consider the component-based system shown in Figure 5.6. The

system contains three major components, each with several parts. Suppose Compo-

nent 1 has four entry points and consists of seven discernable subsystems (labeled

A throughG) that can all be instrumented. Suppose we also have complete source

code for Component 1 and the rights to modify it. Suppose Component 2 in the

figure is supplied without source code and has licensing restrictions that prevent ex-

ploring it’s internal structure or instrumenting it. Finally, suppose Component 3 is
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supplied in the form of compiled machine code, and that we have permission from

the supplier to instrument this machine code. The connections between components

could be configured at installation or run-time.

A

B

C

E

G

H

I

J

Component 3

D

F

K

Component 1

Component 2

x

FIGURE 5.6:A component-based system with three components.

Suppose a software engineer has been assigned to maintain this component-

based system. She may instrument the parts she has access to, partsA throughK.

Then, she may test it by supplying test inputs to the interfacesA, B, C, andD and

collecting dynamic data in the form of aPathImpact DAG. Suppose one of the

traces in the DAG is as follows.

A E H J r r r r
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It is not clear from this trace whether Component 2 was involved in the execution

or not, since it was not instrumented. Thus, the first problem our software engineer

faces is that she needs dynamic information from a part of the system, but she can

not obtain it.

One way to resolve the ambiguity in the above trace is by creating a proxy at

x that contains the necessary instrumentation and therefore indicates when Compo-

nent 2 is entered and exited. This would give the above trace when Component 2

was not used, and the following trace when Component 2 was used.

A E 2 H J r r r r r

Creating such a proxy is not unreasonable, since component-based systems fre-

quently require “glue code” between components. A proxy would be a simple addi-

tion to any glue code that might be needed. Although Figure 5.6 showsx as a part

of Component 2, it would need to be implemented separately due to the licensing

restrictions.

It is also possible to view Figure 5.6 as the diagram of a far larger component-

based system. The promise of component-based software development is that large

applications can be quickly constructed by “plugging in” many pre-made compo-

nents. Suppose each of the parts of Components 1 and 3 were large component

systems themselves. Such a system might be beyond the complete understanding of

any software engineer. Instrumenting all of the internal parts of all the components

in such a large system may result in so much dynamic data that it is impractical to

analyze.
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Another potential concern for our engineer is that a few of the components in

Figure 5.6 may generate extremely large amounts of dynamic information. It may

be that the relationship between these troublesome components that generate so

much information and the other components in the system, and the impact rela-

tionships between these components and the other components in the system, is

well understood. Thus, our engineer may face a second problem: too much useless

information.

The essence of the selective instrumentation approach is that only parts of a

system, rather than the entire system, need to be instrumented. In practice, many

analysis schemes ignore library calls for various reasons (the source code is not

available, there is no maintenance responsibility, or they are unchanged from ver-

sion to version). In the same manner, sections of a software system may be ignored

if they are well-defined (such as sub-systems), if they do not change often, if they

are known to be less “risky”, or if access is restricted.

In the context of component-based systems, only certain components, not all,

may need to be instrumented, or alternatively, only certain sub-systems of a com-

ponent may need to be instrumented. Component-based systems can be selectively

instrumented to cope with access restrictions, time limitations, or foreknowledge of

impact relationships.

5.4.2 Selective Data Collection

Even if all the parts of a large system are instrumented, not all of the dynamic

data may need to be collected or processed in order to make useful impact analysis
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calculations. Information from selected parts of the component system could be

selectively processed or selectively ignored depending of the resources available,

the current impact analysis goals, or knowledge of special conditions present in

the system. Selectively collecting and processing dynamic data would potentially

reduce the processing and storage load even on a fully-intrumented software system.

For example, suppose we have instrumented componentsA throughK in Figure

5.6. Then, suppose we configure the instrumentation at componentsH andI to

issuex rather thanr when they return, and ignore any other dynamic information

received from other components in the system. We might record traces such as the

following:

H J r x

H J r J r x

I K r J K r r x

I J K H r r r x

These are valid partial traces and could be combined later with traces originating

in Component 1 to yield full system traces. However, if we were interested only in

calculating impact relationships in Component 3, analyzing traces from Component

1 is an unnecesary expense. The fact that the above traces represent dynamic infor-

mation from only a part of the system does not change the operation or correctness

of PathImpact or EvolveImpact .

PathImpact will compute a consistent (if incomplete) impact set even for

partial traces. In other words,PathImpact may exclude procedures or meth-

ods from the dynamic impact set if they were executed but did not get recorded.
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However, procedures or methods must have actually executed to be included in the

impact set, meaning the impact set can underestimate but never overestimate the

impact set. This can be valuable in situations where software maintainers wish to

limit their consideration to specific parts of a component system. By substituting an

x for the usualr after any selected components, a partial trace can be recorded that

will result in PathImpact calculating a partial impact set. Complete and partial

traces can also be mixed in a DAG as long as the end of trace marks are preserved.

Each trace, whether complete or partial, will be viewed and searched and the results

combined into one impact set that will be consistent in comparison to a DAG that

contains only complete traces.

As an example, suppose we instrument Component 1 and Component 3, create

the proxyx for Component 2, and then record the following trace:

A E I J K H r r r r r x

Instead, if we had instrumented only Component 3, for the same inputs,6 we would

record the following partial trace:

I J K H r r r x

Any impact calculation on this last trace would calculate the correct subset of the

impact calculation on the full trace, above.

6 We assume deterministic execution of the program for this example.
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In the above example, the software engineer was interested in dynamic infor-

mation only from Component 3. Therefore, she instrumented only Component 3,

and not the other two components in Figure 5.6. In this case, managing the selec-

tivity was simple: instrument only those parts you are interested in and where you

have permission. Other situations may be more complex. For example, our soft-

ware engineer may be interested in the entire system, but she may have to forego

instrumenting Component 2 due to licensing restrictions. Or, she may not have the

time or computational power to collect and process information from both Compo-

nent 1 and Component 3. This situation calls for more sophisticated techniques of

managing the selective process. We discuss a few of those techniques next.

5.4.3 Managing Selectivity

In this section we describe management methods by whichPathImpact can

be extended to support selective instrumentation and selective data collection for

maintenance of component-based software systems. We discuss one management

method, sampling techniques, in detail and introduce two other methods, metrics-

directed analysis and interactive analysis, that could be the basis for future research.

Sampling techniques. In general, the longer a system executes code, either using

test inputs or during live operation, the more dynamic information will be produced.

Even summarizing this information at the procedure or method level, asPathIm-

pact does, may result in unmanageable amounts of information to process. This

suggests that statistical sampling techniques could be used to reduce the amount of
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information collected and limit the processing time.

The sampling of traces is in distinct contrast with program profiling [85, 186].

Program profiling counts the number of times a procedure or method is entered and

the cumulative time spent in the procedure or method and its callees. No informa-

tion on the order of execution is generally collected, making program profilers of

no use for collecting the kind of informationPathImpact andEvolveImpact

rely on.

Statistical sampling techniques have been used to reduce processing require-

ments in several other areas of computer science research: sampling cache traces

[111], network traffic sampling [48], and simulation [211].7 We are aware of only

one software maintenance task where sampling techniques have been investigated:

debugging memory errors [136, 149].

Trace sampling for debugging memory errors relies heavily on the experience

of computer architecture research, which frequently relies on simulation. Since

implementing prototype hardware is expensive, many new designs are compared

by simulation rather than actual testing. Simulations of fast processors with large

cache memories generate large amounts of trace data. Reference traces on the order

of billions of addresses have been used [31]. Since the miss rate of the cache mem-

ory is often critical to the overall performance of a fast processor [95], computer

7 Sampling is also used in Monte Carlo simulations [107]; however, we are interested in the use
of sampling techniques where the purpose is to efficiently reduce large volumes of data where
processing all the data would otherwise be impossible. Specifically, Smith, et al. [211] use im-
portance sampling [80] to speed up simulations which, themselves, generate large amounts of
information.
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architecture researchers have developed methods to sample the trace data generated

and still reliably determine cache design information. The sampling techniques they

use can also be of use in sampling our dynamic information for impact analysis.

We would like the sampling to be uniformly random (over the areas we choose

to sample) and efficient (it should yield as much useful information as possible).

We discuss each of these issues separately.

Recall our software engineer from Section 5.4.1. If she reduces the scale of

trace collection by limiting intrumentation and collection to Component 3 in Figure

5.6, she may be able to collect and process all the dynamic information. How-

ever, if this limited instrumentation of the system still generates too much data for

PathImpact to analyze, she may consider sampling. One of the simplest sam-

pling methods would be to record random traces that originate and teminate at the

entrances to Component 3, methodsH andI. One problem with this scheme is

that we need to know all of the potential entrances to Component 3. Information on

potential entrance points to Component 3 could be determined by static analysis, or

by examination of a wide range of full traces of Component 3, however, this raises

the level of effort required by an already large system and conflicts with our goal

of reducing the analysis and processing overhead. It would be more manageable if

collection of dynamic information could start and end at random points, to avoid

the requirement for additional analysis. While this may add to the complexity of

the instrumentation, the control required is restricted to Component 3.

If our software engineer implements random sampling of dynamic information

as just described, turning on collection at a random time and turning off collection
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after a random duration, she may collect traces which have limited usefulness. For

example, suppose she collects the following trace fragments.

H I r J r K x

K J r x

I J K H r x

Suppose we use this dynamic information to create aPathImpact DAG and cal-

culate impact analysis estimates. Depending on which method is included in the

change set, we find that various parts of the traces are unreachable and cannot con-

tribute to our impact analysis. For example, if our change set is the methodK, our

impact set isK, plus the following:

1. Nothing from the first trace.

2. J from the second trace.

3. H from the third trace.

The start and end points of random traces such as these are not consistent. This leads

to the situation where, depending on our change set, parts of some of the traces are

not useful despite the effort of collecting and processing them. While this could be

overcome by collecting more random traces, if the traces had begin and end points

that were consistent, we obtain information that would be useful for impact analysis

calculations regardless of the change set. This is what we mean by efficiency – all

the information collected is useful for impact analysis calculations.

We can collect dynamic information with consistent begin and end points by

turning collection off only when execution returns to the starting point of the trace.
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For example, if tracing begins at methodI in Figure 5.6, we continue to collect in-

formation until methodI returns. Likewise, if collection began withK we continue

collection untilK returns. In contrast to the above traces, honoring the requirement

for consistent endpoints might yield traces such as the following:

H I r J r K r x

K r J r x

I J K H r r r x

All three of these traces can be fully searched for impact relationships, regard-

less of the change set.

Other techniques. We briefly discuss two other techniques that may be useful in

managing selectivity: software metrics and user interaction.

Software metrics are widely applied in software development and maintenance

[69, 143]. Software metrics have also been applied to the problem of program evo-

lution [129] and impact analysis [179]. In addition, several researchers [17, 35, 106,

131, 133] have found that complexity and size are a likely indicator of time and ef-

fort for maintenance activity. This suggests that areas of systems that have higher

complexity should have more data collected from them. It also suggests that large

software systems can benefit more from techniques such as impact analysis that can

be used to direct maintenance activities and manage their application. Other metrics

could be experimentally correlated with impact analysis estimates and actual main-

tenance effort in the future. They could be used to prioritize the areas of a large

application for selective analysis.
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Unfortunately, the metrics references related to software maintenance cited so

far in this discussion ([17, 35, 106, 131, 133, 179]) were published in 1987 through

1993 and concerned legacy systems created from the 1970’s through late 1980’s.

Software has changed considerably since 1993. A software maintainer would wish

for examinations of the correlation between metrics and maintenance effort (and

particularly impact analysis) in Java component-based software systems. While

metrics are still a current research topic, most of the investigation in Java-language

systems concerns issues related to design (for example [217]) or performance (for

example [64]). As Java systems mature and become old enough to be regarded as

“legacy systems”, the research questions in Java metrics may shift to maintenance-

related issues. Component-based metrics have so far concentrated on quality [203]

and reuse [72, 73] metrics.

User interaction may, in some cases, be useful in guiding the collection and anal-

ysis of dynamic information.PathImpact might be run on operational (“live”)

systems. An operational system would have the potential disadvantage of produc-

ing large amounts of data. However, live operation would open the way to con-

tinuous, but limited, data collection and interactive data collection. Areas of the

system could be turned on or turned off forPathImpact data collection, allowing

the users to direct what areas of the system dynamic data is collected from. This

process could potentially be done interactively in the manner of program steering

[88, 158].

The disadvantages of allowing users to direct the collection of information are

that user judgement is not necessarily a reliable method of directing maintenance
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activity, users generally would not know when too little or too much information

has been collected without additional tool support, the impact on the performance

of the software system may be severe, and the complexity of implementing such a

scheme could outweigh any efficiency gain.

5.5 Scalable Analysis in Large Software Systems

Practical research on the scalability of maintenance tasks in large software systems

has been limited. We are aware of only one explicit attempt to build practical soft-

ware maintenance tools for a large system. In 1996 Atkinson and Griswold [12]

built a suite of ad-hoc tools to analyze a one million line hospital management sys-

tem written in the MUMPS programming language. This work resulted in some

initial investigations of analysis tradeoffs. However, to our knowledge, this work

has not been continued by the authors or extended by other researchers.

Creating and maintaining large software systems is difficult [39]. Most large

systems do not start large, they grow large [177]. Successful software systems grow

markedly as they age. By some observations, the size of a software system can be

exponential in the age of the system [128].

In general, large software systems have many characteristics that make them

more difficult to analyze than smaller systems. These characteristics are: long life-

times, continuing growth, declining quality, more personnel involved in mainte-

nance, greater environmental dependences, and more complex internal and external

structure [130, 216]. All these characteristics raise the costs and risks of software

maintenance in large software systems. Based on these considerations, we believe
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more research effort should be directed towards explicit investigations of the factors

involved in scaling maintenance techniques, such as impact analysis, to current and

future large software systems. While the cost of maintenance grows with the size

of the software system, so do the potential savings due to impact analysis.

In the previous sections we discussed techniques that allowed us to adapt

PathImpact and EvolveImpact to many aspects of component-based sys-

tems. One of the goals of component-based development is to allow creation of

larger and more complex systems than are presently viable [218]. Therefore, many

of the techniques we have presented in this chapter have a bearing on the use of

PathImpact andEvolveImpact in large-scale systems. For example:

� Our techniques for distributed, concurrent, and multithreaded systems will

allow us to divide the collection and processing of dynamic information, and

thus should allow us to perform impact analysis on larger software systems

than previously possible.

� Since large-scale software systems are more likely to have many different

types of interaction, more asynchronous communication, and generally more

complex behavior, our exploration of event-based systems can be used to ex-

tend the range of our techniques to a wider range of large software systems.

� The potential access restrictions found in component-based systems moti-

vated us to develop methods of selectively applying our techniques based on

various criteria including access, maintainer interest, and relative importance.

Selective analysis can also be used to further extend the usefulness of impact

analysis in large-scale systems.
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Together these techniques give us a variety of methods for extending impact

analysis to large-scale software systems, systems where impact analysis may sig-

nificantly reduce the costs and mitigate the risks of software maintenance activities.

A demonstration of the practical use of our techniques in a large-scale software

system would require a suitable large-scale subject. In general, it is difficult to find

or create subjects for software maintenance research. Large-scale subjects would

require even more effort. It will be necessary to address the application of our tech-

niques to large-scale software systems in future research, but our implementation

and studies detailed in Chapters 6 and 7 begin the process and define empirical

strategies that can be used.
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CHAPTER 6

PROTOTYPE IMPLEMENTATION

To empirically evaluate our impact analysis technique we need suitable imple-

mentations of our algorithms and an appropriate software environment to support

their operation. For our feasibility studies in Chapters 3 and 4 we used an initial Java

implementation. This chapter describes the requirements, design, and implementa-

tion of a C++ version of thePathImpact andEvolveImpact algorithms, and

of the software system required to support impact analysis and perform the empiri-

cal investigations in Chapter 7.

6.1 Prototype System Implementation Requirements

A software system to support our impact analysis research requires the following

components:

1. Utilities for instrumenting Java subject programs.

2. Tools for collecting dynamic data from subject programs during execution.

3. An implementation of theSEQUITURdata compression algorithm.

4. An implementation of thePathImpact impact set calculation algorithms.

5. An implementation of theModSEQUITURdata compression algorithm.

6. An implementation of theEvolveImpact DAG evolution algorithms.
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7. Utilities for storing and retrieving Whole Path DAGs.

8. Utilities for storing and retrieving impact sets.

9. Utilities for checking the consistency and accuracy of the Whole Path DAG

structure.

10. Utilities and scripts for controlling our experiments.

11. Utilities to perform data formatting and statistical analysis for our experi-

ments.

Since we have chosen to focus our research effort on Java-language, component-

based software systems our first requirement, a program instrumenter, must be able

to instrument Java programs. More detailed requirements for our Java program

instrumenter include the following:

1. Since the source code may not always be available, the instrumenter must be

able to instrument Java byte-code.

2. Since some classes in the system may have access restrictions, the instru-

menter must be able to selectively instrument Java classes.

3. The instrumenter must be able to instrument distributed programs and work

in a distributed environment,

4. The instrumenter must be able to work in scripts, since systems may be large

and otherwise the interaction required of a software engineer or researcher

would be too great,

5. The instrumented programs need not execute outside the instrumentation en-

vironment.
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The architecture of our prototype system is shown in Figure 6.1. The program

instrumenter transforms the subject programP into the instrumented programP 0

by inserting Java bytecodes at the entrance and exit and as required in the body

of each method in each Java class. The Oregon State Software Engineering Re-

search Group developed theGalileo system [74], which fullfils the above program

instrumentation requirements. We participated in the requirements planning, de-



132

sign, and testing ofGalileo, but not in its development. The current implementation

of Galileo includes working implementations of the techniques for handling arbi-

trary control flow, exceptions, tags for distributed operation, and configurability that

we discussed in Chapter 5.

The dynamic information from instrumented programP 0 is the input to the

Whole Path DAG builder using either theSEQUITURor ModSEQUITURcom-

pression algorithm. Our previous Java prototype WholePath DAG builder collected

information using synchronous method calls inserted in the bytecode of the sub-

ject program. The C++ DAG builder we describe in this chapter records dynamic

information through a TCP/IP socket connection from the instrumentation in a sub-

ject program. By using TCP/IP sockets, the effort of information generation and

information processing are de-coupled, allowing flexible operation in distributed

environments. After the DAG is constructed it can be stored in a file on disk or used

as input for thePathImpact or EvolveImpact subsystems.

The previous Java implementation ofSEQUITURand the Whole Path DAG

builder was intended to achieve maximum compression of dynamic program in-

formation by exhaustively searching for repetition. This made the implementa-

tion slow1 for large or long running programs. This new implementation ofSE-

QUITURin C++ was intended to have linear time complexity, as shown in the the-

oretical work forSEQUITUR[169]. In previous experiments usingSEQUITUR

[122, 123, 124, 176], linear time implementations were consistently traded for the

1 Worst-caseO(n2). See Section 3.2.3.
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possiblity of achieving higher compression. For some of our studies we felt that

running time may be a greater practical constraint than storage space, since we ob-

served relatively good compression results (usually better than 20:1, or 95% com-

pression). Therefore, we wanted to see if a practical linear time implementation

was possible, whether it scaled well enough to allow analysis of large collections of

dynamic information, and whether it retained good compression performance. See

Chapter 7 for empirical examinations of these issues and the results.

TheSEQUITURandModSEQUITURalgorithms are linear time (O(n), where

n is the length of the dynamic information stream) only if the search length is fixed.

The search length is the number of symbols at the end of the compressed trace that

SEQUITURchecks when looking for a duplication. The longer the search length is,

the longer the duplicate sequences that can be identified, and the greater the com-

pression that should be observed. The minimum search length is two, since this

is the shortest substitution that results in a savings of space. The longest possible

search length would be the length of the compressed trace (the case in our ini-

tial Java implementation). Since our analysis suggested a tradeoff between search

length and time to build the DAG, the C++ implementation is parameterized by the

search length so that we might investigate this tradeoff. See Section 7.5.2 for the

results of our empirical investigation of the influence of search length on time and

space requirements for DAG building.

Our initial Java implementation required approximately 5,300 lines of code for

theSEQUITURand WholePath DAG builder, utility functions,PathImpact algo-

rithm,ModSEQUITUR, andEvolveImpact algorithm. The C++ implementation
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of the SEQUITURand ModSEQUITURcompression algorithms, the WholePath

DAG builder,EvolveImpact , and utility functions required 6,900 lines of code.

An additional 8,000 lines of Java source code were written for checking the DAG

structure, checking dynamic trace and DAG correspondence, data formatting, sta-

tistical analysis, and experiment control.
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CHAPTER 7

EMPIRICAL STUDIES

7.1 Introduction

Our goal is to create a practical dynamic impact analysis technique, therefore the

critical questions our studies examine involve the cost-effectiveness ofPathIm-

pact andEvolveImpact applied to actual software systems. Ideally we would

like to examine the value of our impact analysis estimates to software engineers us-

ing our techniques in practice, and compare the value of our estimate to that of pre-

vious techniques. Making such an evaluation ofPathImpact andEvolveIm-

pact , however, would involve studies of relatively large populations of human and

program subjects, which would be expensive and time consuming, in particular due

to lack of suitable program subjects, infrastructure, and implementations of com-

parable impact analysis techniques. More importantly, we have not yet presented

evidence thatPathImpact andEvolveImpact function efficiently enough to

justify the expense of human experiments, nor have we investigated the effects of

parameters (such as search cutoff length) that would be involved in conducting such

experiments. Until these fundamental issues are investigated, there may be no rea-

son to pursue more expensive human studies.

Moreover, as we mentioned in Chapter 1, controlled experiments on the cost-

effectiveness of impact analysis techniques have not been reported in the litera-



136

ture. Therefore, any basic examination of the costs and factors affecting the cost-

effectiveness of an impact analysis approach is a worthwhile contribution.

In the feasibility study in Chapter 3 we applied several impact analysis tech-

niques to a monolithic C-language program namedspace . Since this study sug-

gested thatPathImpact compares favorably with two common impact analysis

techniques, we chose to focus on broadening the application of our approach to

other types of software systems. The comparison made in that earlier work can-

not be replicated at this time due to our use of Java-language subjects for the ex-

periments in this chapter;1 however, similar (and even more extensive) studies are

possible.

Informally, we would like to answer several broad questions about the cost-

effectiveness of our algorithms, such as, how accurate are the impact estimates

generated byPathImpact , and how cost-effective is updating the DAG using

EvolveImpact relative to recreating the DAG? However, we narrow the exami-

nation and identify several more specific variants of these questions that we examine

in this chapter.

We begin by stating two informal research questions regarding the evaluation of

PathImpact andEvolveImpact :

1. What are the performance characteristics of thePathImpact algorithms in

practice? This question has three parts:

1 Specifically, there are no static slicing tools for Java available.
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(a) What are the time and space performance characteristics of thePath-

Impact DAG builder?

(b) What compression is obtained by thePathImpact DAG builder?

(c) What is the slow-down experienced by a program instrumented to sup-

portPathImpact ?

2. Is DAG evolution usingEvolveImpact efficient over a sequence of ver-

sions compared to recreating the DAG for each version?

To examine these questions we require appropriate metrics, and these require us

to have an appropriate process model ofPathImpact within the engineering pro-

cess. Previous impact analysis research provides no cost models to build on; there-

fore, we have developed one. Thus, we begin this section by presenting a process

model ofPathImpact without considering DAG updating, and then developing

models of the time and space costs required for the technique’s use in practice. After

consideringPathImpact without DAG updating, we extend the process model to

includeEvolveImpact DAG update, and present extended time and space cost

models. Having completed these preliminaries, we present the design, execution,

and results of two empirical studies we conducted examining our questions relative

to these models.

7.2 Process Model

Dynamic impact analysis techniques such as ours require interaction among several

systems: the subject system, the instrumentation system, the run-time data collec-
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tion system, and the impact analysis system. Figure 7.1 shows a process model of

the use ofPathImpact in an IA process, that includes these subsystems. Parts of

the process shown above the dotted horizontal line are performed once per version

of the software, thus they are indicated as “One-time Costs”. Parts of the process

shown below the horizontal dotted line are performed only once for each impact

analysis calculation, thus they are indicated as “Per Impact Analysis Costs”. After

building the DAG, any number of impact analysis calculations can be performed.

We have omitted from our model the possibility of storing dynamic execution

data in the form of execution traces, even though this could be done in practice. One

primary criticism of dynamic IA techniques has been that such information may be

too large to make the technique practical. Also,PathImpact does not require

storing this information, either theoretically or in practice, as our experiments show.

7.2.1 Time Cost Model

Given the process model in Figure 7.1, the time cost model for our technique has

several components. Here we show the time cost model and discuss how these

costs may be measured. We also discuss the components related to measuring the

compression of the dynamic information.

We consider costs associated with using our technique in common practice. Let

P be a program andT be a test suite or operational profile forP . We define the

following variables (numbers in parentheses refer to numbered boxes in Figure 7.1):

� Cinstr(P ) – cost of instrumenting P (1).

� Cexec(T ) – cost of executing T (2).
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� Cdag(T ) – cost of DAG construction (3).

� Cia(DAG) – cost of calculating an impact analysis estimate (4).

Therefore, the total cost to build the DAG is:

Cbuild(DAG) = Cinstr(P ) + Cexec(T ) + Cdag(T ) (7.1)

The total cost of performingN impact analysis estimates using thePathIm-

pact algorithms is then:

CIA = Cbuild(DAG) +
NX

j=1

Cia(DAG) (7.2)

The cost of making changes to a programP ,Cchg(P ), includes the costs related

to the maintenance work performed. As we discussed at the end of Section 1.1,

these costs may include both desirable and undesirable components. In the case

of changes toP , this could include constructive changes (and the costs of bugs in-

troduced by making these changes), unnecessary changes, and destructive changes.

If the maintenance work required involves testing, the work required may include

needed testing, retesting, and unnecessary testing. ConsequentlyCchg(P ) can be

divided into three parts:

Cchg(P ) = Cconstructive(P ) + Cunnecessary(P ) + Cdestructive(P ) (7.3)

where the components ofCchg(P ) are defined as follows:

� Cconstructive(P ) – cost to perform the constructive or desired maintenance

work and the future cost of bugs introduced by these changes.
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� Cunnecessary(P ) – cost of unnecessary maintenance work due to false posi-

tives.

� Cdestructive(P ) – cost of necessary maintenance work missed due to false neg-

atives.

In order for the expense ofPathImpact to be worthwhile the total cost of per-

forming the impact analysis,CIA, must be less then the undesirable costs incurred

by the impact analysis .

CIA < Cunnecessary(P ) + Cdestructive(P ) (7.4)

7.2.2 Space Cost Model

In constrast to time costs, the space costs ofPathImpact are relatively simple

to characterize. (In this model we have treated memory and disk space costs as

equivalent, however, they could be treated separately.) We define the space costs as

follows:

� Smem(P ) – space required in memory to execute programP .

� Smem(DAG) – space required in memory to construct the DAG for test suite

T .

� Sdisk(DAG) – space required to store the DAG on disk (or other persistent

storage).
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Therefore, the total space requirements are:

Stotal = Smem(P ) + Smem(DAG) + Sdisk(DAG) (7.5)

7.2.3 Compression

SincePathImpact avoids storing program traces on disk, we have omitted con-

sideration of the space taken up by traces. However, one important measure of

the effectiveness ofPathImpact is the compression it achieves of the data in the

dynamic traces. We measure this by calculating the compression factor as follows:

Compression = 1�
DAGSize

TraceSize
(7.6)

whereDAGSize is the size in bytes of thePathImpact DAG when stored on

disk, andTraceSize is the size in bytes of the dynamic information generated by

a program instrumented for impact analysis.TraceSize can be measured as the

DAG is constructed without storing the trace.

7.3 Measurements

We now discuss the measures of the performance ofPathImpact that we use to

conduct our studies.

7.3.1 Time Costs

Our first set of empirical studies are primarily concerned with two questions regard-

ing the time requirements ofPathImpact in practice. The first question is, how
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long does it take to build a DAG? The second is, how much does the DAG building

slow down the subject program? In Section 7.2.1 we presented a model of time

costs. Here we show how we measure the costs in the model.

Based on previous experiments [60, 176], we know that the cost of instrument-

ing a subject programP , Cinstr(P ) in Equation 7.1, is comparable to the time re-

quired to compileP . In our empirical studies this never exceeded 20 minutes, as

opposed to the execution time for a test suite, which is on the order of hours. There-

fore, we ignore the instrumentation cost, and Equation 7.1 reduces to:

Cbuild = Cexec(T ) + Cdag(T ) (7.7)

To measure the costs involved in practice we must isolate the runtime behavior

of the subject program from that ofPathImpact . If PathImpact is to per-

form well for arbitrary subject programs it is essential that the time cost due to

PathImpact be as small as possible.2 To accomplish this we separated our time

measurements into two parts. The first part measures the time required to build

DAGs from stored traces from our subject programs. We did this to gain better con-

trol of timekeeping, even though our techniques do not require stored traces. Also,

this methodology saved the execution time of the subject programs and allowed us

to build a far larger population of DAGs than otherwise. Since the time is measured

entirely within thePathImpact DAG builder, the time required to read traces

from disk is not included. The beginning time is the time when data begins arriving

2 Applying any IA technique to a subject program that has exponential time and space requirements
will be expensive. However, this is not a failing of the IA technique.
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at the socket in the DAG builder, and the end time is when the DAG is finished.

We ignore any possible effects due to network buffering. See Section 7.5.2 for the

specifics of how we built this population of DAGs.

For the second part, we measured the running time of the uninstrumented pro-

gram and the running time of the combined subject system and thePathImpact

DAG builder without storing traces. By comparing the difference between these

times we can find the amount of slowdown experienced by the subject program. We

define theslowdown factoras follows:

Slowdown =
InstrumentedT ime� UninstrumentedT ime

UninstrumentedT ime
(7.8)

The slowdown factor indicates how much slower the instrumented program ran

compared to the uninstrumented program. For example, a slowdown factor of 0

would indicate that the instrumented program took the same time to execute as the

uninstrumented time. A slowdown factor of 1.0 would indicate the the additional

time required to execute the instrumented version was equal to the time required to

execute the uninstrumented version: in other words, the instrumented version took

twice as long as the uninstrumented version.

From these two sets of measurements we can answer our first two informal

research questions concerning the time requirements forPathImpact and the

slowdown experienced by our subject programs.
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7.3.2 Space Costs

We measure the last two space costs in Equation 7.5: memory required to con-

struct the DAG and disk space required to store the DAG. The first space cost in

the equation, memory required to execute the subject program, is ignored. Memory

consumption of the subject program is under the control of the developers and main-

tainers of the program, and does not affect the memory used byPathImpact . The

insertion of instrumentation has a negligible effect on the subject program’s mem-

ory consumption since none of the dynamic data from the instrumentation is stored

by the subject program.

7.3.3 Compression Achieved

A critical question concerning the practicality ofPathImpact is how much the

dynamic data generated by program instrumentation can be compressed. The mea-

sures necessary to characterize compression are easily obtained in the course of

taking our other measurements. We measure the length of the dynamic trace gener-

ated by the program instrumentation and the size of the DAG on disk, then calculate

compression achieved using Equation 7.6.

In practice some instrumentors map tokens (usually the fully qualified proce-

dure or method names) to integer identifiers. This reduces the amount of dynamic

infomation to transmit, but represents a form of compression that must be taken

into account when making comparisons in the entirePathImpact process. The

primary effect of using integer identifiers rather than the full method or procedure

names would be to reduce the amount of information that needs to be transmit-
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ted from the instrumented program to the DAG builder. It is not clear whether the

expense of token mapping is justified since our experience has shown that the infor-

mation transmission time is small compared to the DAG building time, and, as we

show, the full tokens compress quite well. For these reasons we ignore this practice

for the experiments reported here.

7.4 DAG Evolution

The process of updating the DAG in response to software system changes has two

components: changes made to the program and changes made to the test suite. First

we discuss program changes, then test suite changes.

Program changes. Changes to the program require reinstrumenting of the pro-

gram (or reinstrumenting parts of the program) and re-execution of those tests in

the test suite that traverse any modification of the program since the dynamic be-

havior of the program may have changed. In Section 7.2 we considered re-executing

the entire test suite and building an entirely new DAG. Here we consider updating

the DAG instead.

Updating the DAG requires removing any path from the DAG that traversed

a modified or removed method in the program. Since the program modifications

may have changed the dynamic path followed by the program, these paths must

be removed and new paths recorded by re-executing the tests that traversed the

modification.
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Test suite changes. The second requirement when updating the DAG involves

changes made to the test suites and/or operational profiles. We consider the case of

changed test suites. The test suite may change due to engineers developing new tests

or removing unused (or unwanted) tests. Although we do not specifically consider

the case where operational profiles are used, our techniques can be applied in such

cases without modification.

Changes to the test suite can take the form of additions and deletions of tests.

Modification of a test can be treated as a removal and an addition. In order to update

the DAG, we must remove each path in the DAG that corresponds to a removed test.

New tests must be executed and the dynamic information added to the DAG using

the DAG construction algorithm.

7.4.1 Evolution Model

Our process model associated with the evolution of a DAG due to changes in the

program, test suite, and/or operational profile is shown in Figure 7.2. We require an

initial DAG to update. This initial DAG is created one time (thus it is a “one-time

cost”) from the first version of the program usingModSEQUITUR. Building this

initial DAG corresponds to the part of the process above and to the left of the thick

dotted line in Figure 7.2. Parts of the update process shown above and to the right of

the thick dotted lines in Figure 7.2 are performed once per version of the software or

once each time the software is changed, thus they are labelled “Per Version/Change

Costs”. Parts of the process below the thick dotted line are incurred once for each

impact analysis calculation.
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Let P 0 be a modified version ofP , and letT 0 be a modified version of test suite

T . LetDAG0 be the updated version ofDAG. The cost model for DAG evolution

includes the following components (numbers refer to Figure 7.2):

� Cinstr(P
0) – cost of instrumentingP 0 (1).

� Cexec(T
0) – cost of executingT 0 (2).

� Cdag(T
0) – cost of incrementally updating theDAG creatingDAG0 (3).

� Cia(DAG
0) – cost of an impact analysis estimate (4).

We could update the DAG by removing all the paths and executingT 0, however

this would be equivalent to recreating the DAG plus removing all the paths, and

would not be efficient. InsteadEvolveImpact (presented in Section 4.2) removes

only those paths that could be affected by the changes toP and/orT , and executes

only the new tests and tests that traversed a modified procedure inP .

The cost of instrumenting the modified program,Cinstr(P
0), can be refined since

we need only to instrument the added methods. Therefore, we definePa, as follows:

� Pa – set of methods added toP to createP 0, orP 0 � P .

In addition to the above variable, we define the following:

� Pd – set of methods deleted fromP , orP � P 0.

� Td – set of test deleted fromT , orT � T 0.

� Ta – set of tests added toT , orT 0 � T .

� CPd
– cost to remove paths containing methods inPd fromDAG.

� CTd – cost to remove paths resulting from tests inTd
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The cost to update aDAG and obtainDAG0 (process 5 in Figure 7.2) is then:

Cupdate(DAG) = CPd
+ CTd + Cinstr(Pa) + Cexec(Ta) + Cdag(Ta) (7.9)

If we denote the per-method costs using superscripts (for example,Ci
Pd

for

methodi), we can model the update cost for a series ofN changes as:

CN
update(DAG) =

NX

i=1

[Ci
Pd

+ Ci
Td

+ Ci
instr(P

0) + Ci
exec(Ta) + Ci

dag(Ta)] (7.10)

The cost to build the initial DAG,Cbuild(DAG), was shown in Equation 7.7.

Therefore, the total cost to build an initial DAG and then update the DAG for a

series ofN changes (that may be any combination of program modifications and

test suite changes) is:

Ctotal = Cbuild(DAG) + CN
update(DAG) (7.11)

7.5 Empirical Studies

Based on our informal research questions stated in Section 7.1, we designed and

conducuted two empirical studies. In this section we describe the materials we used

in our studies and present the definition, planning, operation, and analysis of each

of these two studies.

7.5.1 Materials

Our empirical studies used seven Java programs as objects of analysis: NanoXML,

Galileo, Siena, Ant, JMeter, JTopas, and XML-Security. Nanoxml is an XML
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TABLE 7.1: Basic size statistics of the seven subject programs used in the experiments.

Program Versions Size (LOC) Classes Tests Trace Length of Suite

NanoXML 6 7,646 24 251 27,171,993

Galileo 35 12,024 48 466 28,194,964

Siena 8 6,035 26 219 15,340,229

Ant 7 179,827 627 887 1,751,073,160

JMeter 5 79,516 389 78 26,781,916

JTopas 3 19,341 50 128 1,736,559,690

XML-Security 3 41,404 143 83 101,537,829

parser [200]. Galileo is an application to instrument Java bytecode and collect dy-

namic information [74]. Siena (ScalableInternetEvent Notification Architecture)

is Internet-scale event notification middleware for distributed event-based applica-

tions deployed over wide-area networks such as the Internet [36]. Ant is a build

tool for Java applications [4], similar to UNIX make. Ant has a large test suite and

generates large traces. Jtopas is a library for parsing text data [104] which also gen-

erates large traces. Jakarta-Jmeter is a part of the Apache Jakarta project [99]. It

is designed to load test functional behavior and measure application performance.

XML-Security implements security standards for XML applications [236]. The ba-

sic statistics for the seven subject programs used are shown in Figure 7.1. In this

figure, Trace Length of Suiterefers to the length, in bytes, of the instrumentation

stream when the entire test suite is executed.
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7.5.2 Study 1

Our first empirical study was designed to observe the performance characteristics

of PathImpact in practice corresponding to our research question 1 in Section

7.1. We performed two experiments. The first experiment examined the time and

space performance characteristics of the DAG building portion ofPathImpact

in isolation (corresponding to research question 1.a in Section 7.1 and the costs in

Equation 7.7) and measured the compression achieved (corresponding to research

question 1.b in Section 7.1). The compression was calculated using Equation 7.6.

The second experiment measured the subject program slowdown (corresponding to

research question 1.c in Section 7.1). Together the DAG building and slow-down

times correspond to the one-time costs shown in Figure 7.1 and defined in Equation

7.1.

Experiment A

Methodology. In our first experiment we used stored trace files to examine the

performance of thePathImpact DAG builder. We used the data gathered to test

the hypothesis thatPathImpact is linear in running time and memory usage with

respect to the input size. We also recorded the compression achieved. Additionally,

we investigated the effect of search length on the performance ofPathImpact .

Our dependent variables are the time, space (memory), and compression ob-

served forPathImpact . Our independent variable is the set of test inputs used

and the search cutoff length.

We created a set of DAGs for each version of each subject program. Each DAG
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TABLE 7.2: Tests, total number of tokens generated by executing all tests, and total size
in bytes of information generated by executing all tests, Part 1

Ant NanoXML

ver tests tokens bytes ver tests tokens bytes

0 112 458,748 24,352,993 0 251 494,404 22,288,341

1 137 527,482 26,940,879 1 251 436,089 23,278,579

2 219 1,057,440 54,178,148 2 251 454,702 25,825,336

3 215 1,082,446 56,407,397 3 251 483,752 27,162,614

4 519 37,001,955 1,535,685,202 4 251 483,958 27,171,993

5 556 37,145,659 1,541,741,599 5 251 452,052 20,932,889

6 558 37,575,007 1,565,406,131 Siena

7 875 42,800,515 1,751,073,160 ver tests tokens bytes

JMeter 0 219 460,983 12,196,071

ver tests tokens bytes 1 219 462,251 12,228,812

0 67 329,123 15,205,400 2 219 518,145 13,692,592

1 76 96,768 4,715,757 3 219 518,145 13,692,512

2 62 87,286 4,227,579 4 219 518,145 13,692,512

3 78 515,360 25,392,818 5 219 576,807 15,335,048

4 78 543,946 26,781,916 6 219 576,807 15,335,048

JTopas 7 219 576,807 15,340,229

ver tests tokens bytes Xmlsec

0 95 32,182,771 1,482,888,616 ver tests tokens bytes

1 126 37,598,776 1,735,787,381 0 83 323,302 18,470,272

2 128 37,617,302 1,736,559,690 1 79 270,838 16,536,547

2 83 1,591,597 101,537,829
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TABLE 7.3: Tests, total number of tokens generated by executing all tests, and total size
in bytes of information generated by executing all tests, Part 2

Galileo

ver tests tokens bytes ver tests tokens bytes

0 466 324,349 10,864,123 18 466 334,976 11,146,172

1 466 324,172 10,856,340 19 466 336,368 11,187,817

2 466 345,779 11,674,273 20 466 357,796 11,997,551

3 466 323,026 10,826,310 21 466 337,146 11,229,889

4 466 324,415 10,869,196 22 466 338,542 11,272,023

5 466 345,789 11,676,297 23 466 359,970 12,083,025

6 466 335,119 11,154,705 24 466 337,146 11,285,652

7 466 336,509 11,196,079 25 466 338,367 11,323,438

8 466 357,885 12,004,161 26 466 359,970 12,139,095

9 466 337,108 11,227,120 27 466 357,150 12,087,050

10 466 338,542 11,271,079 28 466 891,208 23,376,593

11 466 359,970 12,081,826 29 466 271,918 8,579,577

12 466 337,146 11,284,565 30 466 264,564 8,305,855

13 466 325,625 10,893,198 31 466 273,405 8,613,701

14 466 359,970 12,139,046 32 466 466,237 14,061,353

15 466 322,792 10,814,430 33 466 1,055,010 28,194,964

16 466 324,172 10,856,235 34 466 1,042,503 27,703,480

17 466 345,600 11,667,312

in a set was constructed by randomly choosing a search cutoff length between two

and 20, and randomly choosing a set of traces from a version of a subject program.

We chose two as the minimum search length since this is the minimum for operation
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of theSEQUITURalgorithm. We chose a maximum search length value of 20 due

to preliminary testing that showed a clear upward trend in the running time and

memory consumption for search values larger than approximately 15. We recorded

the DAG construction time, maximum memory usage, and the size of the DAG

when finished. The maximum combined size of the traces generated by each version

of the subject programs is shown in Figures 7.2 and 7.3.

Validity threats. As with all empirical studies, this study has limitations that

should be taken into account when considering the implications of the results. We

have measured the results of usingPathImpact on only seven subject programs.

We cannot claim that the results observed here generalize to all programs. Each

of the programs used only one set of test inputs per version. While these test in-

puts represent test cases that are or could realistically be used in practice we cannot

claim they represent all possible test inputs. In addition, the test inputs we used are

not derived from operational profiles. Further studies would be required to assess

the limits of the conclusions found here and to address these questions of external

validity.

The threats to construct validity for this experiment concern the confidence we

can have in the appropriateness of our measure for capturing the behavior of our

dependent variables. The time, space, and compression measurements we took

indicate some, but perhaps not all of the connections between our dependent and

independent variables. Other factors that we did not account for may be important.

The effectiveness of our analysis may affect the outcome of our results, alter their

relative importance, or require different factors be considered.
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In this experiment, our primary concern for internal validity involves instrumen-

tation effects and instrumentation correctness, the correctness of ourPathImpact

implementation, and the correctness of our data preparation and statistical analysis.
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FIGURE 7.3:JTopas time usage for version 0.

Analysis and Results. We built 235,462 Whole-Path DAGs from randomly cho-

sen traces and randomly chosen search cutoff lengths for each version of each sub-

ject program, and measured the time required to build the DAG, the memory con-

sumption, and the compression relative to the size of the randomly chosen traces.

The total machine time used to create all the DAGs was over 41,200 hours on a clus-

ter of dual-processor 933 Mhz Intel Pentium III machines with 256 kilobyte on-chip
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FIGURE 7.4:JTopas memory usage for version 0.

cache, running the RedHat Linux version 8.0 operating system, and operated by the

Computer Science Department at Oregon State University. Each of the systems in

the cluster that we used contained one gigabyte of PC133 SDRAM for the main

memory. The actual elapsed time, using approximately 20 machines in this cluster,

was 86 days.

There are two hypotheses we wish to test. The first is the hypothesis that the run-

ning time ofPathImpact is linear in the size of the input for a fixed search length.

The second hypothesis is that the space (memory) requirements forPathImpact

are linear in the size of the input. We also wanted to observe the effect of different

search lengths on the running time, space requirements, and compression.

For each version of each subject program we prepared three 3-dimensional scat-
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FIGURE 7.5:JTopas compression achieved for version 0.

terplots of the time used, memory requirements, and compression observed, and

performed linear regression analyses for time versus bytes of input and memory

requirements versus bytes of input, for each search cutoff length from two to 20.

Figures 7.3, 7.4, and 7.5 show the resulting 3-D plots for version 0 of JTopas. Ta-

bles 7.4 and 7.5 show the results of the linear regression analysis applied to the first

two of these data sets. These graphs and tables for JTopas version 0 are typical of

those derived from the data sets for the other subject programs.3 Summary tables of

the correlation coefficients can be found in the Appendix, Section A.1.

3 Contact the author for an electronic file containing all of the 3-D graphs and all of the regression
tables (approximately 245 pages).
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TABLE 7.4: JTopas version 0 linear regression results for time versus bytes of input by
search cutoff length. Null hypothesis accepted for search cutoff value 9.

Time

Cutoff N intersept slope r r2 DoF t-value P(H0)

2 15 10715.400 0.000196 0.9752 0.9510 13 16.479 0.0000

3 15 -2553.459 0.000138 0.9635 0.9283 13 13.467 0.0000

4 15 1213.1300 0.000075 0.9575 0.9167 13 12.415 0.0000

5 15 -5616.009 0.000067 0.9726 0.9460 13 15.660 0.0000

6 15 4459.9000 0.000062 0.9220 0.8501 13 9.525 0.0000

7 15 5618.4400 0.000043 0.7275 0.5293 13 4.372 0.0010

8 19 -7664.499 0.000048 0.6101 0.3723 17 3.175 0.0060

9 17 7849.6300 0.000013 0.3431 0.1177 15 1.415 0.1750

10 16 -450.1999 0.000012 0.6258 0.3916 14 3.002 0.0090

11 19 709.7050 0.000008 0.7625 0.5814 17 4.860 0.0007

12 21 -297.7579 0.000008 0.869 0.7551 19 7.653 0.0000

13 15 -164.7069 0.000007 0.9791 0.9587 13 18.665 0.0000

14 15 820.5730 0.000009 0.7961 0.6338 13 5.095 0.0007

15 15 1242.9900 0.000008 0.9411 0.8856 13 10.412 0.0000

16 15 -456.8849 0.000016 0.9654 0.9320 13 14.335 0.0000

17 15 221.1000 0.000020 0.8075 0.6520 13 5.644 0.0006

18 15 -7783.919 0.000048 0.9686 0.9383 13 16.072 0.0000

19 15 -3910.539 0.000040 0.7106 0.5050 13 4.164 0.0010

20 15 -10243.09 0.000049 0.8342 0.6959 13 6.050 0.0006

The median regression correlation for time versus bytes, across all the subject

programs and versions and all search cutoff lengths, was 0.9891, indicating a strong
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TABLE 7.5: JTopas version 0 linear regression results for time versus bytes of input by
search cutoff length.

Memory

Cutoff N intersept slope r r2 DoF t-value P(H0)

2 15 30927.200 0.000426 0.9277 0.8606 13 8.957 0.0000

3 15 35918.800 0.000155 0.9744 0.9494 13 15.622 0.0000

4 15 16613.800 0.000181 0.9674 0.9359 13 13.778 0.0000

5 15 14005.300 0.000149 0.9711 0.9430 13 14.659 0.0000

6 15 2442.1800 0.000107 0.9792 0.9588 13 17.393 0.0000

7 15 8784.9100 0.000043 0.9176 0.8421 13 8.325 0.0000

8 19 8568.6800 0.000018 0.9346 0.8736 18 11.152 0.0000

9 17 13255.700 0.000011 0.8364 0.6996 16 6.105 0.0006

10 16 9876.2300 0.000013 0.9274 0.8601 14 9.278 0.0000

11 19 7950.6300 0.000014 0.9792 0.9588 17 19.881 0.0000

12 21 7240.7000 0.000015 0.9863 0.9728 19 26.063 0.0000

13 15 5675.6200 0.000015 0.9415 0.8865 13 10.075 0.0000

14 15 7052.3700 0.000013 0.9258 0.8570 13 8.828 0.0000

15 15 5730.3600 0.000014 0.9370 0.8780 13 9.674 0.0000

16 15 6161.2700 0.000014 0.9701 0.9410 13 14.402 0.0000

17 15 5618.6400 0.000014 0.9321 0.8689 13 9.281 0.0000

18 15 6577.6900 0.000016 0.9484 0.8994 13 10.782 0.0000

19 15 5479.4700 0.000014 0.9564 0.9146 13 11.800 0.0000

20 15 4769.8100 0.000017 0.9551 0.9122 13 11.625 0.0000

likelihood of linear behavior. We performed t-tests for the null hypothesis that the

correlation coefficent is zero using a 95% confidence interval. Of 1273 linear re-
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gression analyses, the null hypothesis was rejected in 1267 cases (99.53%).

The null hypothesis was accepted in six of the 1273 cases (0.47%). For JTopas

version 0, the null hypothesis was accepted for a search cutoff value of 9. For JTopas

version 1, the null hypothesis was accepted for search cutoff values of 8 and 9. For

JTopas version 2, the null hypothesis was accepted for search cutoff values of 11,

12, and 13. There does not seem to be a simple explanation for these cases. The

versions show no similar change in memory consumption, so we conjecture that

there was a system event or transient workload not related to our experiment that

affected system performance.

The median regression correlation for memory versus bytes, across all the sub-

ject programs and versions and all search cutoff lengths, was 0.9538, also indicating

a strong likelihood of linear behavior. We performed t-tests for the null hypothesis

that the correlation coefficent is zero using a 95% confidence interval. Of 1273 lin-

ear regression analyses, the null hypothesis was rejected in 1271 cases (99.92%).

The null hypothesis was accepted in two of 1273 cases (0.08%): for Ant version

6 with a search cutoff value of 9 and Ant version 7 with a search cutoff value of

8. Since there is no corresponding fluctuation in the time required to build these

DAGs, no clear explanation is available for the difference in memory consumption.

It is possible that random chance at these particular values of search cutoff misses

critical reuse ofSEQUITURgrammar rules, and therefore required additional mem-

ory.

Finally, we consider the compression achieved by thePathImpact DAG

builder. Across all 235,462 DAG building observations, for all the subject pro-
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FIGURE 7.6:Histogram of compression values for all programs and versions.

grams and all versions, the mean compression achieved was 0.917. The median

compression was 0.955. The standard deviation of the compression was 0.0898.

A histogram of the compression values is shown in Figure 7.6. In general, the

compression was better for larger DAGs, as would be expected. The maximum

compression value observed was 0.999 on JTopas version 0. Traces or instrumen-

tation streams of less than approximately 7,000 bytes generally showed very low

compression values and were excluded from this comparison. DAGs for instruction

streams of fewer than 2,000 bytes frequently required more space to store than the
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trace. In other words, at low traces sizes we saw inflation rather than compression.

Compression also varied with the search cutoff length used to build the DAG.

Figure 7.7 shows a comparison of the search cutoff length and the resulting com-

pression value for all of the DAGs that were built in this experiment. The com-

pression values generally cluster at higher values. Figure 7.8 shows a representative

comparison of compression and DAG size for a search cutoff value of 8. It is clear

that compression is variable for small DAGs, but consistently high for moderate and

large sized DAGs. The comparisons for search cutoff values above 4 are similar to

Figure 7.7. Only search cutoff values of 2 and 3 were significantly different, due to

the lower compression achieved.

Experiment B

In the second experiment of our first empirical study we investigated research ques-

tion 1.c from Section 7.1: how much doesPathImpact slow down the execution

of our subject programs? The slowdown of the subject program appears in our cost

models as the termCexec(T ) which is defined in Equation 7.7. Slowdown influences

the one-time costs shown in Figure 7.1 and the per-version/change costs in Figure

7.2. These costs directly affect the usefulness ofPathImpact andEvolveIm-

pact in practice. Any technique that slows the subject program down excessively

may make that technique impractical.

Methodology. In order to gather measurements we ran each version of the unin-

strumented subject programs and recorded execution times for a number of execu-



164

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0.9

 1

 0  2  4  6  8  10  12  14  16  18  20

C
om

pr
es

si
on

Search Cutoff

FIGURE 7.7:Comparison of all search cutoff lengths versus compression values for all
programs and versions.

tions. Then, we ran each version of the instrumented subject programs and an online

DAG builder and recorded the execution times for a number of executions. All the

tests available for each version of each subject program were executed in a ran-

dom order for both instrumented and uninstrumented executions. To determine the

statistical significance of the times collected we performed unpaired, double-sided

t-tests on the resulting groups of measurements by program version and across all

versions of a single program.



165

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0.9

 1

 0  1e+07  2e+07  3e+07  4e+07  5e+07  6e+07

C
om

pr
es

si
on

DAG size, Bytes

FIGURE 7.8: Comparison of DAG size in bytes versus compression values for all pro-
grams and versions for a search cutoff length of 8.

Validity Threats. This experiment shares the same threats to validity as Experi-

ment A, Section 7.5.2, above.

Analysis and Results. The observed slowdown factors for each subject program

and version are shown in Appendix A.2.3. The slowdown factor varied widely

across the seven subject programs. The lowest slowdown factors observed were for

Siena, where the mean by version ranged from 0.013 to 0.017. The relatively minor

slowdown for all versions of Siena may be accounted for by the interleaving of DAG
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building and IO wait times between the Siena client and server. Mean slowdown

factors for JMeter ranged from 0.019 to 0.402, for NanoXML from 0.530 to 1.314,

for XML-Security from 0.105 to 0.283, and for Galileo from 0.037 to 0.221. Of the

69 program versions we used, 55 versions (79.7% of the versions) had slowdown

factors of less than 1.0 (meaning that the instrumented program took less than twice

as long to execute as the uninstrumented program).

Over all the subject programs, the slowdown factor ranged from a low of 0.013

for Siena version 0, to a high of 151.230 for Ant version 4. The Ant version 4

mean slowdown factor of approximately 151 caused the running time to change

from about six minutes for the uninstrumented version to about 13.5 hours for the

instrumented version. The mean slowdown factor for JTopas ranged from 10.272 to

12.138. Similarly, versions 0 through 3 of Ant had mean slowdown factors between

2.264 to 5.101. The mean slowdown factor experienced by Ant versions 4 through 8

(from 75 to 151) were clearly much larger than those observed for the other subject

programs. Excluding these versions of Ant, the other subject programs and versions

(including Ant versions 0 through 3) were slowed down by a factor or 12, or less.

TABLE 7.6: Comparison of Ant version 4 and JTopas version 0

Size Trace Trace Unique Mean

Program Vers Classes KLOC Bytes Tokens Tokens Slowdown

JTopas 0 50 19 1,482,888,616 32,182,771 141 12.14

Ant 4 627 179 1,535,685,202 37,001,955 3698 151.23
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The large mean slowdown for Ant versions 4 through 8 warranted further inves-

tigation since it seemed conspicuously large compared to the other subjects. Since

the total size of the information and the total number of tokens were similar, yet the

slowdown differed by an order of magnitude, we compared Ant version 4 to JTopas

version 0. Recall from Figure 7.2 that JTopas versions 0 through 2 generated sim-

ilar total lengths of information and contained similar numbers of tokens. Figure

7.6 shows a comparison of JTopas version 0 and Ant version 4. We counted the

number of unique tokens present in the dynamic traces. We found that the dynamic

information from Ant contained 3,698 unique tokens compared to only 141 unique

tokens from JTopas. Further investigation is required to conclude that the slowdown

is due to the additional work needed to compress the dynamic informaton from Ant.

However, we conjecture that since tokens occur more frequently in the JTopas trace,

the trace would be more redundent, and thus easier to compress compared to the Ant

trace. Since JTopas contains far fewer classes and far less code than Ant, but gen-

erates nearly the same length information stream, each of the tokens must appear

more often. From this we conclude that, even when two programs generate dynamic

information streams of the same approximate length, the time requirements of the

PathImpact DAG builder can vary markedly.

We performed t-tests on the null hypothesis that the difference in the mean of

the uninstrumented running times and the mean of the instrumented running times

is equal to zero to see whether the observed slowdown was statistically significant.

We wanted to test the assertion that, on average, there is no statistically significant

difference between the mean of the instrumented subject program execution times
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compared to the mean of the uninstrumented subject program execution times over

a number of executions.

In all but four cases the slowdown was statistically significant. The results of

t-tests comparing uninstrumented running time to instrumented running time for

each of the subject programs and version are shown in Appendix A.2. The null

hypothesis, that the difference in means between instrumented and uninstrumented

execution times was zero, was rejected for all programs and for all versions, except

for four versions of Galileo. The four versions of Galileo for which the null hy-

pothesis was rejected are shown in bold type in the tables in Appendix A.2.2 and

A.2.3.8. The implication of these four rejections is that, for these four versions of

Galileo, the difference between the means of the uninstrumented and the instru-

mented execution times was not statistically significant. This may indictate that in

some circumstances, for some subjects, the instrumentation and DAG building over-

head may be negligible. However, in general this is not true across other versions

of Galileo, or the other subject programs and versions we observed.

Summary. In most cases we observed, 55 out of 69 program versions, the over-

head ofPathImpact was small (less than 1.0). For a few cases, versions 4 through

8 of Ant, the overhead was relatively large (greater than 61). This observation is

consistent with reports that execution time slowdown can exceed three orders of

magnitude for fully instrumented programs [147]. However, the instrumentation

demands placed on the subject program by our technique are lighter than those

imposed by techniques that use lower-level (such as block or statement level) in-

strumentation. Therefore, we expect that, in general,PathImpact would have
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less of an effect on the running time of subject programs than other techniques such

as dynamic slicing. The only dynamic impact analysis technique comparable to

PathImpact is CoverageImpact [175]. WhileCoverageImpact imposes

lower instrumentation and run-time demands thanPathImpact , it requires pre-

computation of static analysis information and computation of one static slice for

each impact analysis, and is not as accurate asPathImpact [176].

Our comparison of the overhead for version 4 of Ant and version 0 of JTopas

shows that the overhead can vary significantly even for programs which generate a

similar amount of dynamic information during their execution. This suggests that

the applicability of ourPathImpact approach may need to be examined on an in-

dividual basis. In cases where overhead is unacceptable, future work may be able to

determine which cases may be problematic. In addition, it may be possible to amor-

tize the initial cost of constructing the DAG over time using theEvolveImpact

update algorithms. Towards this end, we now turn our attention to an examination

of EvolveImpact .

7.5.3 Study 2

Our second empirical study examines the performance of our dynamic impact anal-

ysis approach on evolving software systems, corresponding to research question 2

in Section 7.1. In Section 4.3.4 we presented the results of single evolutionary steps

using theEvolveImpact algorithm to update a DAG and found that it may be

more efficient to update the DAG rather than recreate it in many circumstances. We

would like to examine the economics of updating the DAG multiple times since
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most software is updated many times during its lifetime and we would like to do

this on Java-language subjects.

We have two research questions for this experiment. Our first research question

is: does updating the DAG for a series of random program and test suite changes

take less time that rebuilding the DAG from scratch for each version? Our second

question is: what happens as the amount of change in each evolutionary step grows?

This second question addresses the break-even point for updating the DAG versus

rebuilding it.

One way to investigate these research questions would be to examine several

real programs over a number of real versions along with the actual test suites for

each version. One strength of this method would be the study of real program and

test suite evolution. However, a weakness of this method would be that the results

of the study may apply only to those changes we observed in those subjects, rather

than generalizing to all changes.

A second way to investigate our research question would be to use a simulation

study in which we randomly select modifications on the subject programs and test

suites that we have available. The weakness of this approach is that our experiment

may not reflect the way our subject programs or their test suites actually evolved.

Conversely, a strength of the simulation approach is that it may represent program

and test suite evolution more generally, avoiding bias in the selection of program

and test suite updates, and thus the results may be more applicable to other evolution

scenarios.

Therefore, in this study we present a simulation experiment designed to examine
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the cost-effectiveness ofEvolveImpact over all the available versions of three

of our subject programs.

Methodology. The three subjects we used were NanoXML, Galileo, and Siena.

We chose these three because they have similar testing infrastructure in contrast to

that of the other subjects that use JUnit tests, and they (generally) had more versions.

The testing infrastructure for these subjects is composed of independent tests, while

the JUnit tests frequently have interdependences among tests that might compro-

mise the validity of the dynamic information we collect. Also, the greater number

of versions allowed the simulation of longer sequences of program evolution.

Our experience with DAG evolution in Section 4.3 showed that for small

changes (small numbers of tests added or removed, and program modifications

that affected few tests) the DAG update time was consistently much smaller than

the time required to recreate the DAG. Thus, any sequence of modifications that

included a few small changes would quickly lower the DAG evolution time be-

low the DAG re-creation time, giving a consistent advantage to DAG evolution.

Therefore, we chose to simulate relatively steady levels of random change across

the versions of each of the programs. We wanted enough levels of change to see

variations in the effects of the level of modifications, but few enough levels to make

the experiment manageable. Therefore, we chose to constrain the levels of change

into five different levels. We accommodated this by partitioning the class methods

in each subject program into six random groups. Similarly, we partitioned the tests

in the test suite for each subject into six random groups. Then, we constructed five

levels of change as follows:
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� Level 1: The initial DAG (version 0) was built using five of the six test groups.

The tests in these five groups were executed in random order. The remaining

group of tests was used as a pool for random selection of test suite changes

during the evolution of each version of each subject program. Random pro-

gram changes were selected from the first of the six groups of program meth-

ods.

� Level 2: The initial DAG (version 0) was built using four of the test groups

executed in random order. The remaining two groups of tests formed a pool

for random selection of test suite changes during the evolution of each fol-

lowing version. Random program changes were selected from the first two

groups of program methods.

� Level 3: The initial DAG (version 0) was built using three of the test groups

executed in random order. The remaining three groups of tests formed a pool

for random selection of test suite changes during the evolution of each fol-

lowing version. Random program changes were selected from the first three

groups of program methods.

� Level 4: The initial DAG (version 0) was built using two of the test groups

executed in random order. The remaining four groups of tests formed a pool

for random selection of test suite changes during the evolution of each fol-

lowing version. Random program changes were selected from the first four

groups of program methods.

� Level 5: The initial DAG (version 0) was built using one of the test groups ex-

ecuted in random order. The remaining five groups of tests formed a pool for
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random selection of test suite changes during the evolution of each following

version. Random program changes were selected from the first five groups of

program methods.

Each of the levels, from Level 1 to Level 5, represents an increased level in the

amount of random change between versions. We ran multiple simulations at each

level to collect data.

Figure 7.7 shows the size of the groups of program modifications and test suite

changes for each subject program. As an example, during Level 1 of the experiment

with NanoXML, the DAG for version 0 was constructed using 209 of the tests.

Then, for each version, between 0 and 10 methods, and between 0 and 7 tests,

were randomly chosen as changed. During Level 2, the DAG for version 0 was

constructed using 167 of the tests, and between 10 and 21 methods, and between 7

and 16 tests, were changed randomly. Similarly, for Level 5, the DAG for version 0

was constructed using 42 of the tests, and between 43 and 54 methods, and between

33 and 41 tests, were chosen randomly for change.

Validity threats. Our empirical investigation was limited by the subject programs

and the test suites we had available to us. The versions of the subjects we have

available were all collected during development and generally have large additions

of code for each version rather than a mix of deletions, additions, and modifications.

This makes choosing program changes for evolution problematic. If the added code

is chosen for the change set there are no paths in the current version that traverse

this code since it does not exist in the current version.
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TABLE 7.7: Base and random pools for change activity in Experiment 3.

Base Methods/ Base Tests/

Program Versions Methods Tests Level Methods Version Tests Version

1 269 10 209 7

2 215 21 167 16

NanoXML 6 323 251 3 161 32 125 25

4 107 43 83 33

5 53 54 42 41

1 289 1 388 2

2 238 3 310 4

Galileo 35 358 466 3 179 5 233 6

4 119 6 155 8

5 59 8 77 11

1 342 8 182 4

2 274 17 146 9

Siena 8 411 219 3 205 25 109 13

4 137 34 73 18

5 68 42 36 22

An additional concern is that the test suites available to us were generally devel-

oped after release of the last program version and may not represent test suites that

would have been developed at the time each version was written. In particular, all

of the test cases can be run on all the available versions, meaning that the test suite

does not change or evolve over the program’s versions. In practice test cases would

be deleted when they no longer execute on the newest version or became redun-
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dent, and other test cases would be added to the test suite as funtionality was added

to new versions of the program. Nonetheless, the test suites were developed using

standard practices and could represent test suites in actual use. Our primary concern

for validity is that the test suite changes and program modifications we randomly

chose may not reflect real changes during the evolution of programs, and therefore,

may affect generalization of our conclusions.

The size of the test suite may also have limited the amount of change we were

able to simulate in our experiments. Had the test suites been larger, a larger amount

of random change could have been selected. While this does not seem to have

affected our results, experiments using subjects with larger test suites, and greater

rates of change, should be conducted in the future.

We chose test suite and program changes randomly to avoid skewing the evolu-

tion based on unknown factors of development and/or test suite suitability. While

this raises some concerns for experimental validity, we feel the results may have

more internal validity than would otherwise be possbile. Further experimentation

with other subjects and with actual evolutionary changes to programs and their test

suites will be necessary to ascertain whether generalization is possible or not.

Analysis and Results. Figures 7.9, 7.10,and 7.11 show the results of our DAG

evolution experiments. In general, for relatively low to moderate levels of change,

updating the DAG usingEvolveImpact was more efficient than recreating the

DAG after each change.

NanoXML and Siena both show a jump in the time required for evolution of the

DAG for the stages having larger random change activity. The fifth stage of activity
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for NanoXML took longer for updating the DAG than to rebuild it. For Siena, both

the fourth and fifth stages of random activity took longer to evolve the DAG than

recreate it. This difference could be caused by the behavior we saw in the feasibility

study in Section 4.3.4, where a few procedures may affect a large number of tests

and significantly raise the update time.

In Galileo, updating the DAG took longer than recreation of the DAG only at

the fifth stage (highest level) of activity. We observed no discontinuity in times

for the five levels of change activity. Since Galileo has many more versions than

the other two subjects and relatively fewer tests were chosen per evolutionary step,

we expected to see lower update times than rebuild times for all levels of change.

Since some of the update times were higher than the rebuild times, we surmise that

the update time for Galileo is more sensitive to change across the versions than the

other two subjects.

Recall that changes to procedures or methods in the program require traversing

part of the DAG to find which paths (and therefore which tests) contain the method,

then removing those paths from the DAG. Removing the paths from the DAG is

relatively efficient since only small sub-graphs of the DAG need be traversed. Our

implementation ofEvolveImpact may not contain the most efficient implemen-

tation possible of the path-finding algorithm. A prime area of improvement could

be a more efficient algorithm for finding which paths contain the modified method.
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FIGURE 7.9: NanoXML DAG evolution over five versions. Solid squares are Level 5,
open squares are Level 4,�’s are Level 3, solid circles are Level 2, and open circles are
Level 1.
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FIGURE 7.10:Siena DAG evolution over seven versions. Solid squares are Level 5, open
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CHAPTER 8

CONTRIBUTIONS AND FUTURE WORK

At the time this research was started (2001), impact analysis research had lan-

guished for approximately 10 years, despite its importance and practical value to

software professionals. While impact analysis was frequently cited as motivation

or a potential application for static and dynamic analysis techniques, until recently

no researchers had embarked on programs to empirically evaluate the use of static

or dynamic analysis in impact analysis. More specifically, no previous researchers

had investigated applying dynamic analysis techniques directly to the problem of

impact analysis.1 However, since the introduction of ourPathImpact approach

researchers has shown renewed interest in impact analysis and have begun further

investigation and development of static, dynamic, and hybrid techniques. Our initial

presentation ofPathImpact [124] of only two years ago has received six citations

in the literature [7, 27, 32, 174, 175, 188], excluding self-citation. Two of these ci-

tations [7, 32] reference bothPathImpact andEvolveImpact . To date, no

other researchers have addressed the specific set of tradeoffs we identified in Sec-

tion 1.2.1. We have, and in the sections that follow we summarize the contributions

1 Goradia [84] investigated low-level error propagation for the purposes of fault detection during
testing. While the title of the paper isDynamic impact analysis, it is clearly not the impact analysis
problem we have described and that we are concerned with in this thesis.
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and merit of our research and the possible directions of future research.

8.1 Contributions

The work presented in this thesis includes seven substantial contributions to the

field of impact analysis.

First Dynamic Impact Analysis Approach. We presented the first dynamic im-

pact analyis technique [124] and presented empirical evidence that it is applicable

to the kinds of procedural and object-oriented software systems commonly found

in practice.

Low-Overhead, Fully-Dynamic Impact Analysis Technique. Our technique is

a low-overhead (in most cases, see Section 7.5.2), fully-dynamic technique that does

not require any static analysis information, any pre-computation of dependences, or

access to the source code of the application.

Evolution of Impact Analysis Information. We presented the first method for

incrementally updating impact analysis information in ourEvolveImpact ap-

proach [123]. TheEvolveImpact algorithms may reduce the effort required to

keep impact analysis current in many maintenance settings.

Extension to Java Component-based Systems.We provided extensions to sup-

port emerging software systems such as concurrent applications, multithreaded sys-

tems, distributed systems, event-based systems, and Java component-based systems.
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Selective Access and Large-scale System Extensions.We introduced techniques

based on our algorithms for accomodating systems where access to some of the

components is restricted. Examples of these restrictions may include licensing,

ownership, or physical accessibility. We also presented scalable methods for ana-

lyzing large-scale systems.

Cost Models for Empirical Studies of Impact Analysis. We developed the first

cost models for impact analysis techniques and the first cost models for incremental

update of impact analysis information.

Empirical Studies of Cost-Effectiveness. We conducted the first substantial em-

pirical studies comparing the safety and precision of common impact analysis tech-

niques, and the initial studies of factors relating to the cost-effectiveness of new

impact analysis approaches and incremental update of impact analysis information.

In addition to providing data, we have provided study designs that can be used by

other researchers.

8.2 Future Work

Our reseach has proposed an novel dynamic impact analysis technique and per-

formed several important initial empirical studies. This opens the door to future

investigations and research. In the following we outline some of the directions that

we consider the most important.
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Empirical Validation using Human Studies. Our studies without human exper-

iments provide important initial information suggesting that our approach can fea-

sibly be applied in practice, now we need to evaluate whether the impact estimates

generated byPathImpact andEvolveImpact are truly useful to software en-

gineers engaged in practical maintenance activities. This will require conducting

experiments on real software systems with real software maintainers. In order for

these experiments to carry statistical weight, the number of software subjects and

the number of software engineers will have to be sufficiently large, making this an

expensive, but necessary, experimental undertaking.

Experiment Subjects and Infrastructure. We need to conduct more experi-

ments, with additional and different (software) subjects to further evaluate the ef-

fectiveness and application of our techniques.

Validation of Software Maintenance Related Metrics. Research showing a

correlation between software complexity and software maintenance cost is over

a decade old. In the time since these examinations many new types of software

systems have been fielded. These include many distributed, concurrent, and event-

based software. One of the first courses of action would be to attempt to replicate

earlier studies showing complexity versus maintenance cost correlations on new

types of software systems. If the correlation cannot be reproduced, then new met-

rics should be evaluated to see if they can reliably predict maintenance effort, and

impact analysis in particular.
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Improvements in EvolveImpact . The least efficient operations inEvolve-

Impact appear, from our empirical results, to be removing test keys and traces

from the DAG in response to program modifications. We need to investigate more

efficient algorithms for these operations and empirically validate them.

New Software Environments. Evaluating new techniques in emerging software

systems and environments involves additional challenges. Finding or creating suf-

ficient infrastructure for experimentation in conventional systems is difficult and

time-consuming. It is additionally hard for emerging systems where there are fewer

examples of suitable systems and the difficulties of development and maintenance

are newer.

Predictive Impact Analysis. Impact analysis is typically used after a change to

find which parts of the system need to be modified or revalidated. If impact analysis

techniques were better understood and more widely used they could be used before

a change is made to help plan maintenance activity, estimate the cost of maintenance

alternatives, and prioritize maintenance effort. By working at the level of procedures

or methods,PathImpact andEvolveImpact may be particularly appropriate

approaches to predictive impact analysis, however, future work should empirically

evaluate their value for this task.

Integration with Maintenance Activities. The information required by our dy-

namic impact analysis techniques can be gathered at the same time as information

for other maintenance activities such as regression testing. The cost of our impact
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analysis techniques could be reduced by reusing some of the effort already being

expended by maintainers. Research into integrating impact analysis with software

maintenance, information, and infrastructure would be of tremendous value to soft-

ware professionals.

Extension of Impact Analysis to Heterogenous Systems.In Section 5.5 we ad-

dressed the difficulty of scaling impact analysis techniques to large systems. An ad-

ditional factor not addressed by current practice and tools is the trend towards het-

erogenous, distributed, multi-language, multi-paradigm systems. More and more

software systems include many kinds of software running on many different sys-

tems. One example would be web services, where software written in many lan-

guages runs in both loosely and tightly coupled distributed systems, often separated

by significant geographic distances. In these environments, software is often de-

veloped by distributed teams of developers, also. This calls for far more flexible,

scalable, and general, impact analysis techniques to keep pace with fielded systems

and system development practices.

Impact Analysis Tools. The primary obstacle to the use of impact analysis tech-

niques in practice is the lack of practical tools for software engineers. Research into

integrating impact analysis tools with existing testing and maintenance tools could

be very valuable.

Hybrid Techniques. In a more general sense, hybrid techniques are the subject

of increasing attention [68]. While techniques such as Orso’s [175] may be useful
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in situations where static analysis information is already available, more sophis-

ticated techniques may be able to capitalize on the complementary strengths and

weaknesses of static and dynamic analysis.
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CHAPTER A

STATISTICAL FIGURES AND TABLES

A.1 Summary Correlation Tables for Experiment 1A

A.1.1 Time vs Bytes Correlation Coefficients

A.1.1.1 Time vs Bytes Correlation Coefficients (Rounded) for Ant

Version

Cutoff 0 1 2 3 4 5 6 7

2 0.92 0.96 0.95 0.93 0.97 0.93 0.78 0.97

3 0.90 0.88 0.86 0.94 0.92 0.97 0.79 0.97

4 0.93 0.97 0.95 0.93 0.54 0.80 0.93 0.93

5 0.98 0.97 0.72 0.88 0.96 0.97 0.78 0.74

6 0.99 0.98 0.96 0.96 0.90 0.97 0.82 0.97

7 0.99 0.98 0.97 0.96 0.93 0.89 0.82 0.91

8 0.88 0.99 0.97 0.98 0.93 0.97 0.96 0.93

9 0.89 0.99 0.98 0.97 0.89 0.75 0.83 0.98

10 0.87 0.98 0.98 0.97 0.88 0.78 0.83 0.80

11 0.87 0.98 0.97 0.99 0.85 0.95 0.88 0.98

12 0.92 0.99 0.98 0.98 0.78 0.84 0.82 0.94

13 0.99 0.99 0.96 0.97 0.94 0.71 0.98 0.96

14 0.99 0.99 0.97 0.96 0.98 0.96 0.97 0.96

15 0.98 0.98 0.96 0.97 0.95 0.93 0.96 0.94

16 0.98 0.98 0.97 0.97 0.93 0.95 0.96 0.86

17 0.96 0.98 0.99 0.98 0.90 0.97 0.96 0.97

18 0.96 0.98 0.99 0.99 0.96 0.89 0.98 0.96

19 0.99 0.99 0.99 0.99 0.94 0.99 0.95 0.95

20 0.98 0.98 0.99 1.00 0.96 0.95 0.92 0.91
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A.1.1.2 Time vs Bytes Correlation Coefficients (Rounded) for Galileo, versions 0
through 10.

Version

Cutoff 0 1 2 3 4 5 6 7 8 9 10

2 0.96 0.96 0.96 0.96 0.96 0.96 0.96 0.97 0.96 0.96 0.97

3 0.97 0.97 0.96 0.97 0.97 0.96 0.97 0.97 0.96 0.97 0.97

4 0.96 0.96 0.96 0.96 0.96 0.96 0.96 0.96 0.96 0.96 0.96

5 0.96 0.96 0.96 0.96 0.96 0.95 0.95 0.95 0.95 0.95 0.96

6 0.96 0.96 0.96 0.96 0.96 0.95 0.96 0.95 0.95 0.96 0.96

7 0.95 0.95 0.95 0.95 0.95 0.93 0.93 0.93 0.93 0.93 0.93

8 0.98 0.98 0.98 0.98 0.98 0.97 0.96 0.96 0.96 0.98 0.98

9 0.94 0.94 0.94 0.94 0.94 0.94 0.95 0.94 0.94 0.94 0.95

10 0.98 0.98 0.98 0.98 0.98 0.98 0.99 0.99 0.99 0.99 0.99

11 0.97 0.97 0.97 0.97 0.97 0.97 0.97 0.97 0.97 0.97 0.98

12 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98

13 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.98

14 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

15 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

16 0.99 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 0.99

17 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

18 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

19 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

20 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00
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A.1.1.3 Time vs Bytes Correlation Coefficients (Rounded) for Galileo, versions 11
through 20.

Version

Cutoff 11 12 13 14 15 16 17 18 19 20

2 0.97 0.97 0.97 0.97 0.97 0.96 0.97 0.97 0.97 0.97

3 0.96 0.97 0.97 0.97 0.97 0.96 0.97 0.97 0.97 0.96

4 0.96 0.97 0.97 0.96 0.97 0.97 0.96 0.97 0.97 0.97

5 0.96 0.94 0.95 0.96 0.96 0.95 0.95 0.94 0.95 0.95

6 0.96 0.96 0.96 0.95 0.95 0.96 0.95 0.96 0.95 0.95

7 0.93 0.92 0.92 0.91 0.94 0.93 0.94 0.91 0.93 0.92

8 0.98 0.99 0.98 0.97 0.98 0.97 0.97 0.97 0.97 0.96

9 0.95 0.96 0.97 0.97 0.94 0.93 0.93 0.95 0.96 0.95

10 0.99 0.99 0.99 0.98 0.98 0.98 0.99 0.98 0.98 0.98

11 0.97 0.98 0.97 0.98 0.98 0.97 0.97 0.97 0.97 0.97

12 0.99 0.99 0.98 0.98 0.99 0.98 0.99 0.99 0.98 0.98

13 0.98 0.99 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98

14 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

15 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

16 1.00 1.00 1.00 0.99 1.00 1.00 1.00 1.00 1.00 0.99

17 1.00 1.00 1.00 1.00 1.00 0.99 1.00 1.00 1.00 1.00

18 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

19 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

20 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00
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A.1.1.4 Time vs Bytes Correlation Coefficients (Rounded) for Galileo, versions 21
through 30.

Version

Cutoff 21 22 23 24 25 26 27 28 29 30

2 0.96 0.97 0.97 0.96 0.97 0.97 0.97 0.97 0.97 0.97

3 0.97 0.97 0.96 0.97 0.97 0.97 0.97 0.97 0.97 0.96

4 0.97 0.97 0.96 0.96 0.96 0.96 0.96 0.96 0.96 0.97

5 0.95 0.95 0.94 0.95 0.96 0.96 0.95 0.94 0.96 0.95

6 0.96 0.96 0.96 0.96 0.95 0.95 0.95 0.96 0.96 0.96

7 0.92 0.92 0.92 0.93 0.92 0.92 0.92 0.92 0.92 0.92

8 0.98 0.97 0.97 0.97 0.98 0.98 0.98 0.98 0.98 0.97

9 0.94 0.94 0.94 0.96 0.96 0.97 0.97 0.97 0.96 0.96

10 0.98 0.95 0.98 0.98 0.98 0.98 0.98 0.99 0.98 0.98

11 0.97 0.98 0.97 0.97 0.97 0.97 0.98 0.97 0.98 0.97

12 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98

13 0.98 0.99 0.98 0.98 0.98 0.99 0.98 0.98 0.99 0.98

14 0.99 0.99 0.99 0.99 0.99 0.99 0.98 0.99 0.99 0.99

15 0.99 0.99 1.00 0.99 0.99 0.99 0.99 0.99 1.00 1.00

16 0.99 1.00 1.00 1.00 0.99 1.00 0.99 0.99 1.00 1.00

17 0.99 1.00 1.00 0.99 1.00 1.00 0.99 1.00 1.00 1.00

18 1.00 1.00 1.00 1.00 0.99 1.00 1.00 1.00 1.00 1.00

19 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

20 1.00 0.99 1.00 0.99 1.00 1.00 1.00 1.00 0.99 1.00
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A.1.1.5 Time vs Bytes Correlation Coefficients (Rounded) for Galileo, versions 31
through 34.

Version

Cutoff 31 32 33 34

2 0.97 0.97 0.97 0.95

3 0.97 0.97 0.96 0.96

4 0.96 0.97 0.95 0.97

5 0.94 0.75 0.92 0.67

6 0.96 0.61 0.78 0.63

7 0.93 0.62 0.87 0.66

8 0.97 0.97 0.88 0.63

9 0.97 0.98 0.92 0.68

10 0.97 0.99 0.99 0.99

11 0.97 0.98 0.99 0.99

12 0.99 1.00 0.99 0.99

13 0.98 1.00 0.99 0.99

14 0.99 0.99 0.99 0.99

15 0.99 1.00 1.00 0.99

16 1.00 1.00 0.99 1.00

17 1.00 1.00 1.00 0.99

18 1.00 1.00 1.00 0.99

19 1.00 1.00 1.00 0.99

20 1.00 1.00 1.00 1.00
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A.1.1.6 Time vs Bytes Correlation Coefficients (Rounded) for JMeter

Version

Cutoff 0 1 2 3 4

2 0.96 0.99 0.98 0.83 0.90

3 0.99 0.97 0.98 0.92 0.94

4 0.99 0.99 0.99 0.64 0.88

5 1.00 0.99 0.98 0.78 0.73

6 1.00 0.99 0.99 0.99 0.98

7 1.00 0.99 0.99 1.00 0.99

8 0.99 0.90 1.00 0.99 0.98

9 1.00 0.90 0.99 0.99 0.99

10 1.00 0.90 0.99 1.00 1.00

11 1.00 0.89 1.00 0.99 0.98

12 1.00 0.90 0.99 1.00 0.99

13 1.00 1.00 1.00 1.00 0.99

14 1.00 0.99 1.00 1.00 1.00

15 1.00 1.00 0.99 1.00 0.99

16 1.00 1.00 1.00 1.00 1.00

17 1.00 1.00 1.00 1.00 0.99

18 1.00 1.00 1.00 1.00 1.00

19 1.00 1.00 1.00 1.00 0.99

20 1.00 1.00 1.00 1.00 1.00
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A.1.1.7 Time vs Bytes Correlation Coefficients (Rounded) for JTopas

Version

Cutoff 0 1 2

2 0.98 0.63 0.89

3 0.96 0.89 0.96

4 0.96 0.94 0.93

5 0.97 0.97 0.95

6 0.92 0.92 0.85

7 0.73 0.97 0.96

8 0.61 0.26 0.58

9 0.34 0.37 0.92

10 0.63 0.58 0.85

11 0.76 0.95 0.28

12 0.87 0.90 0.26

13 0.98 0.97 0.23

14 0.80 0.98 0.97

15 0.94 0.98 0.88

16 0.97 0.98 0.79

17 0.81 0.92 0.76

18 0.97 0.94 0.77

19 0.71 0.98 0.78

20 0.83 0.96 0.98
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A.1.1.8 Time vs Bytes Correlation Coefficients (Rounded) for NanoXML

Version

Cutoff 0 1 2 3 4 5

2 0.95 0.98 0.87 0.95 0.96 0.95

3 0.99 0.98 0.81 0.97 0.97 0.85

4 0.99 0.99 0.99 0.99 0.99 0.99

5 0.99 0.99 0.99 0.99 0.99 0.99

6 0.99 1.00 1.00 1.00 0.99 1.00

7 0.99 1.00 1.00 1.00 1.00 1.00

8 1.00 1.00 1.00 1.00 1.00 1.00

9 1.00 1.00 1.00 1.00 1.00 1.00

10 1.00 1.00 1.00 1.00 1.00 1.00

11 1.00 1.00 1.00 1.00 1.00 1.00

12 1.00 1.00 1.00 1.00 1.00 1.00

13 1.00 1.00 1.00 1.00 1.00 1.00

14 1.00 1.00 1.00 1.00 1.00 1.00

15 1.00 1.00 1.00 1.00 1.00 1.00

16 1.00 1.00 1.00 1.00 1.00 1.00

17 1.00 1.00 1.00 1.00 1.00 1.00

18 1.00 1.00 1.00 1.00 1.00 1.00

19 1.00 1.00 1.00 1.00 1.00 1.00

20 1.00 1.00 1.00 1.00 1.00 1.00
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A.1.1.9 Time vs Bytes Correlation Coefficients (Rounded) for Siena

Version

Cutoff 0 1 2 3 4 5 6 7

2 0.97 0.97 0.97 0.97 0.97 0.82 0.60 0.82

3 0.97 0.98 0.97 0.97 0.97 0.97 0.97 0.97

4 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.97

5 0.98 0.99 0.99 0.98 0.98 0.98 0.98 0.98

6 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

7 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

8 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

9 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

10 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

11 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

12 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

13 0.99 0.99 0.99 1.00 0.99 0.99 0.99 0.99

14 0.99 0.99 0.99 0.99 1.00 0.99 1.00 1.00

15 1.00 1.00 1.00 1.00 1.00 1.00 0.99 1.00

16 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

17 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

18 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

19 0.97 0.97 0.96 0.97 0.98 0.97 0.97 0.97

20 0.94 0.93 0.94 0.92 0.93 0.93 0.93 0.95
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A.1.1.10 Time vs Bytes Correlation Coefficients (Rounded) for XML-Security

Version

Cutoff 0 1 2

2 0.92 0.97 0.89

3 0.95 0.99 0.30

4 0.99 0.98 0.91

5 1.00 0.98 0.49

6 0.99 0.99 0.93

7 0.99 1.00 0.89

8 1.00 0.99 0.86

9 1.00 0.99 0.90

10 0.99 0.99 0.93

11 0.99 1.00 0.90

12 1.00 0.99 0.88

13 0.99 0.99 0.93

14 0.99 0.98 0.92

15 0.99 0.99 0.88

16 0.99 0.98 0.89

17 0.96 0.95 0.88

18 0.97 0.95 0.89

19 0.99 0.97 0.91

20 0.96 0.98 0.94
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A.1.2 Memory vs Bytes Correlation Coefficients

A.1.2.1 Memory vs Bytes Correlation Coefficients (Rounded) for Ant

Version

Cutoff 0 1 2 3 4 5 6 7

2 1.00 1.00 1.00 1.00 0.78 0.94 0.87 0.89

3 0.76 0.84 0.85 0.95 0.70 0.90 0.93 0.90

4 0.97 0.98 0.98 0.95 0.51 0.48 0.87 0.95

5 0.94 0.98 0.66 0.80 0.57 0.97 0.93 0.67

6 0.99 0.99 0.98 0.97 0.69 0.78 0.65 0.83

7 0.98 0.99 0.98 0.98 0.88 0.94 0.73 0.94

8 0.98 0.99 0.98 0.98 0.70 0.83 0.67 0.39

9 0.98 0.99 0.98 0.98 0.83 0.76 0.46 0.76

10 0.97 0.97 0.98 0.98 0.84 0.51 0.85 0.90

11 0.97 0.98 0.98 0.98 0.66 0.75 0.80 0.77

12 0.97 0.98 0.99 0.98 0.82 0.83 0.96 0.75

13 0.97 0.98 0.94 0.97 0.93 0.89 0.90 0.64

14 0.98 0.98 0.97 0.95 0.95 0.83 0.89 0.72

15 0.93 0.97 0.95 0.94 0.92 0.91 0.93 0.57

16 0.96 0.96 0.91 0.92 0.91 0.92 0.94 0.63

17 0.75 0.81 0.95 0.96 0.85 0.93 0.97 0.73

18 0.75 0.83 0.96 0.95 0.95 0.91 0.95 0.76

19 0.83 0.82 0.96 0.95 0.90 0.89 0.93 0.66

20 0.88 0.89 0.96 0.96 0.73 0.92 0.97 0.82
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A.1.2.2 Memory vs Bytes Correlation Coefficients (Rounded) for Galileo versions
0 through 10

Version

Cutoff 0 1 2 3 4 5 6 7 8 9 10

2 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

3 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

4 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

5 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98

6 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

7 0.97 0.97 0.97 0.97 0.97 0.97 0.96 0.96 0.96 0.97 0.96

8 0.98 0.98 0.98 0.98 0.98 0.98 0.95 0.96 0.96 0.98 0.97

9 0.90 0.91 0.92 0.90 0.91 0.92 0.90 0.91 0.92 0.90 0.92

10 0.91 0.91 0.93 0.91 0.91 0.93 0.91 0.91 0.93 0.91 0.92

11 0.83 0.84 0.86 0.83 0.84 0.86 0.83 0.84 0.86 0.82 0.90

12 0.90 0.90 0.92 0.90 0.90 0.92 0.90 0.91 0.92 0.89 0.91

13 0.90 0.90 0.92 0.90 0.90 0.92 0.90 0.91 0.92 0.90 0.87

14 0.89 0.89 0.91 0.89 0.89 0.91 0.89 0.91 0.92 0.89 0.87

15 0.93 0.93 0.95 0.93 0.93 0.95 0.93 0.94 0.95 0.93 0.92

16 0.94 0.94 0.95 0.94 0.94 0.95 0.95 0.95 0.96 0.95 0.94

17 0.94 0.94 0.95 0.94 0.94 0.95 0.95 0.95 0.95 0.94 0.94

18 0.94 0.94 0.95 0.94 0.94 0.95 0.94 0.95 0.95 0.94 0.94

19 0.95 0.95 0.96 0.95 0.95 0.96 0.96 0.96 0.96 0.95 0.96

20 0.94 0.94 0.95 0.94 0.94 0.95 0.94 0.95 0.95 0.94 0.95
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A.1.2.3 Memory vs Bytes Correlation Coefficients (Rounded) for Galileo versions
11 through 20

Version

Cutoff 11 12 13 14 15 16 17 18 19 20

2 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

3 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

4 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

5 0.99 0.98 0.98 0.99 0.99 0.98 0.98 0.99 0.98 0.98

6 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

7 0.96 0.95 0.95 0.95 0.97 0.96 0.97 0.95 0.95 0.95

8 0.98 0.96 0.96 0.97 0.98 0.98 0.98 0.95 0.96 0.96

9 0.94 0.90 0.92 0.93 0.92 0.92 0.92 0.91 0.92 0.93

10 0.93 0.91 0.90 0.94 0.90 0.91 0.92 0.92 0.89 0.93

11 0.88 0.87 0.84 0.90 0.87 0.86 0.87 0.82 0.86 0.87

12 0.93 0.92 0.91 0.93 0.93 0.88 0.92 0.93 0.91 0.93

13 0.90 0.89 0.89 0.90 0.86 0.88 0.89 0.87 0.86 0.90

14 0.89 0.89 0.90 0.91 0.88 0.90 0.92 0.90 0.89 0.91

15 0.94 0.91 0.91 0.94 0.91 0.92 0.94 0.92 0.93 0.94

16 0.95 0.95 0.94 0.94 0.94 0.94 0.94 0.94 0.94 0.95

17 0.94 0.95 0.94 0.95 0.94 0.94 0.96 0.95 0.94 0.95

18 0.96 0.95 0.94 0.95 0.94 0.94 0.95 0.94 0.95 0.95

19 0.96 0.95 0.95 0.96 0.96 0.95 0.96 0.95 0.95 0.96

20 0.95 0.95 0.95 0.96 0.95 0.95 0.96 0.95 0.95 0.96
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A.1.2.4 Memory vs Bytes Correlation Coefficients (Rounded) for Galileo versions
21 through 30

Version

Cutoff 21 22 23 24 25 26 27 28 29 30

2 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

3 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

4 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 1.00

5 0.99 0.98 0.98 0.99 0.98 0.98 0.98 0.98 0.98 0.98

6 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

7 0.96 0.96 0.97 0.95 0.96 0.95 0.95 0.95 0.96 0.96

8 0.98 0.98 0.98 0.96 0.96 0.97 0.96 0.97 0.97 0.97

9 0.90 0.90 0.91 0.91 0.91 0.93 0.94 0.92 0.92 0.92

10 0.91 0.90 0.93 0.89 0.91 0.92 0.92 0.92 0.92 0.92

11 0.86 0.90 0.85 0.87 0.88 0.89 0.89 0.90 0.91 0.90

12 0.90 0.91 0.91 0.91 0.91 0.91 0.92 0.91 0.94 0.93

13 0.88 0.88 0.92 0.86 0.90 0.91 0.91 0.89 0.92 0.91

14 0.90 0.90 0.91 0.88 0.89 0.93 0.91 0.92 0.89 0.92

15 0.92 0.92 0.93 0.92 0.91 0.94 0.94 0.95 0.95 0.96

16 0.94 0.94 0.95 0.94 0.95 0.94 0.95 0.95 0.95 0.95

17 0.95 0.95 0.95 0.94 0.95 0.95 0.95 0.96 0.96 0.96

18 0.95 0.94 0.95 0.94 0.95 0.95 0.96 0.96 0.96 0.96

19 0.95 0.95 0.95 0.95 0.95 0.95 0.96 0.97 0.96 0.96

20 0.96 0.95 0.96 0.95 0.95 0.96 0.95 0.96 0.96 0.97
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A.1.2.5 Memory vs Bytes Correlation Coefficients (Rounded) for Galileo versions
31 through 34

Version

Cutoff 31 32 33 34

2 1.00 0.99 0.96 0.95

3 1.00 0.99 0.97 0.97

4 0.99 1.00 0.96 0.96

5 0.98 0.91 0.93 0.84

6 0.99 0.84 0.90 0.82

7 0.96 0.86 0.92 0.84

8 0.97 0.91 0.91 0.79

9 0.93 0.92 0.91 0.83

10 0.93 0.93 0.94 0.94

11 0.89 0.94 0.93 0.95

12 0.91 0.94 0.94 0.95

13 0.91 0.96 0.96 0.95

14 0.92 0.95 0.95 0.95

15 0.95 0.95 0.96 0.95

16 0.96 0.94 0.96 0.95

17 0.96 0.95 0.96 0.96

18 0.96 0.95 0.95 0.95

19 0.96 0.95 0.96 0.96

20 0.97 0.95 0.96 0.95
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A.1.2.6 Memory vs Bytes Correlation Coefficients (Rounded) for JMeter

Version

Cutoff 0 1 2 3 4

2 1.00 0.99 0.99 0.96 0.98

3 0.99 0.99 0.98 0.92 0.99

4 0.99 0.98 0.98 0.70 0.93

5 0.99 0.96 0.95 0.81 0.80

6 0.99 0.97 0.98 0.91 0.95

7 0.99 0.97 0.96 0.97 0.90

8 0.98 0.97 0.96 0.91 0.95

9 0.97 0.97 0.97 0.94 0.94

10 0.99 0.96 0.97 0.89 0.92

11 0.99 0.97 0.97 0.94 0.79

12 0.98 0.96 0.95 0.97 0.93

13 0.98 0.96 0.96 0.95 0.90

14 0.97 0.97 0.97 0.96 0.96

15 0.99 0.96 0.96 0.94 0.88

16 0.97 0.98 0.98 0.94 0.95

17 0.98 0.94 0.95 0.91 0.93

18 0.98 0.93 0.96 0.97 0.95

19 0.96 0.96 0.97 0.89 0.94

20 0.94 0.97 0.97 0.89 0.93
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A.1.2.7 Memory vs Bytes Correlation Coefficients (Rounded) for JTopas

Version

Cutoff 0 1 2

2 0.93 0.87 0.89

3 0.97 0.94 0.97

4 0.97 0.96 0.96

5 0.97 0.77 0.97

6 0.98 0.90 0.97

7 0.92 0.89 0.91

8 0.93 0.79 0.84

9 0.84 0.59 0.94

10 0.93 0.86 0.89

11 0.98 0.91 0.97

12 0.99 0.98 0.90

13 0.94 0.93 0.93

14 0.93 0.97 0.90

15 0.94 0.95 0.94

16 0.97 0.90 0.96

17 0.93 0.94 0.93

18 0.95 0.93 0.96

19 0.96 0.98 0.96

20 0.96 0.94 0.95
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A.1.2.8 Memory vs Bytes Correlation Coefficients (Rounded) for NanoXML

Version

Cutoff 0 1 2 3 4 5

2 0.98 0.99 0.93 1.00 1.00 0.99

3 0.96 0.96 0.83 0.99 0.99 0.95

4 0.95 0.95 0.94 0.95 0.93 0.92

5 0.96 0.96 0.98 0.97 0.97 0.95

6 0.95 0.96 0.97 0.98 0.98 0.97

7 0.95 0.96 0.97 0.98 0.97 0.96

8 0.94 0.95 0.96 0.97 0.98 0.96

9 0.95 0.96 0.97 0.98 0.97 0.96

10 0.94 0.96 0.97 0.98 0.97 0.96

11 0.94 0.94 0.96 0.97 0.97 0.96

12 0.95 0.95 0.94 0.98 0.97 0.96

13 0.95 0.95 0.96 0.98 0.97 0.95

14 0.95 0.95 0.96 0.98 0.97 0.95

15 0.93 0.96 0.95 0.96 0.96 0.95

16 0.95 0.96 0.96 0.95 0.95 0.94

17 0.94 0.95 0.95 0.95 0.94 0.94

18 0.93 0.95 0.92 0.94 0.94 0.94

19 0.94 0.94 0.94 0.96 0.95 0.95

20 0.94 0.95 0.95 0.96 0.94 0.95
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A.1.2.9 Memory vs Bytes Correlation Coefficients (Rounded) for Siena

Version

Cutoff 0 1 2 3 4 5 6 7

2 0.99 0.99 0.99 0.99 0.99 0.97 0.96 0.97

3 0.99 0.99 0.98 0.99 0.98 0.98 0.98 0.99

4 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98

5 0.96 0.97 0.96 0.97 0.97 0.97 0.96 0.96

6 0.96 0.96 0.95 0.95 0.95 0.95 0.95 0.95

7 0.95 0.94 0.94 0.95 0.95 0.95 0.95 0.94

8 0.96 0.95 0.95 0.95 0.95 0.95 0.95 0.94

9 0.96 0.95 0.95 0.95 0.95 0.94 0.94 0.94

10 0.95 0.96 0.96 0.95 0.96 0.95 0.94 0.95

11 0.96 0.95 0.96 0.97 0.95 0.95 0.95 0.94

12 0.96 0.96 0.97 0.96 0.97 0.96 0.97 0.95

13 0.97 0.97 0.97 0.97 0.98 0.97 0.95 0.96

14 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98

15 0.98 0.98 0.98 0.99 0.98 0.98 0.98 0.98

16 0.99 0.99 0.98 0.99 0.99 0.99 0.98 0.98

17 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

18 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

19 0.94 0.94 0.93 0.95 0.95 0.95 0.94 0.95

20 0.89 0.88 0.88 0.85 0.89 0.88 0.86 0.90
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A.1.2.10 Memory vs Bytes Correlation Coefficients (Rounded) for XML-Security

Version

Cutoff 0 1 2

2 0.96 0.93 0.97

3 0.91 0.94 0.38

4 0.93 0.93 0.94

5 0.93 0.92 0.73

6 0.94 0.95 0.92

7 0.96 0.94 0.87

8 0.91 0.95 0.84

9 0.93 0.92 0.91

10 0.91 0.93 0.85

11 0.95 0.95 0.84

12 0.95 0.93 0.84

13 0.93 0.94 0.81

14 0.95 0.97 0.79

15 0.93 0.95 0.90

16 0.93 0.91 0.84

17 0.94 0.93 0.85

18 0.96 0.90 0.91

19 0.96 0.95 0.83

20 0.92 0.96 0.88
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A.2 T-tests of Uninstrumented versus Instrumented Running Time

A.2.1 Subjects, except Galileo

Ant NanoXML

ver DoF t-value P(H0) ver DoF t-value P(H0)

0 58 102.945974 0.0000 0 58 52.200444 0.0000

1 58 47.939223 0.0000 1 58 65.531802 0.0000

2 58 37.160973 0.0000 2 58 63.031491 0.0000

3 58 78.219930 0.0000 3 58 54.141697 0.0000

4 58 87.242679 0.0000 4 58 99.578089 0.0000

5 58 73.726948 0.0000 5 58 27.918878 0.0000

6 58 72.462912 0.0000 All 358 44.239794 0.0000

7 58 85.370543 0.0000 Siena

8 58 110.382881 0.0000 ver DoF t-value P(H0)

All 538 17.224247 0.0000 0 28 51.531112 0.0000

JMeter 1 28 100.878084 0.0000

ver DoF t-value P(H0) 2 28 24.177227 0.0000

0 28 36.726891 0.0000 3 28 53.940680 0.0000

1 28 7.305022 0.0000 4 28 51.390200 0.0000

2 28 13.160313 0.0000 5 28 44.612531 0.0000

3 28 13.258823 0.0000 6 28 68.293764 0.0000

4 28 57.553060 0.0000 7 28 77.548354 0.0000

All 148 6.485983 0.0000 All 238 85.160207 0.0000

JTopas XML-Security

ver DoF t-value P(H0) ver DoF t-value P(H0)

0 28 223.430171 0.0000 0 28 13.358379 0.0000

1 28 205.008920 0.0000 1 28 14.629715 0.0000

2 28 271.725850 0.0000 2 28 34.015227 0.0000

All 88 240.206922 0.0000 All 88 6.273650 0.0000



231

A.2.2 Galileo

Entries in bold correspond to versions where the slowdown was not statistically

significant (see Section 7.5.2).

Galileo

ver DoF t-value P(H0) ver DoF t-value P(H0)

0 38 15.685612 0.0000 18 38 1.857360 0.0677

1 38 8.475222 0.0000 19 38 71.489775 0.0000

2 38 17.167488 0.0000 20 38 54.998555 0.0000

3 38 36.858600 0.0000 21 38 56.799101 0.0000

4 38 16.686732 0.0000 22 38 32.208009 0.0000

5 38 1.957858 0.0547 23 38 31.268588 0.0000

6 38 13.522178 0.0000 24 38 32.643707 0.0000

7 38 6.363776 0.0000 25 38 28.753565 0.0000

8 38 1.604701 0.1131 26 38 2.682867 0.0104

9 38 15.685612 0.0000 27 38 0.379087 0.7081

10 38 35.821322 0.0000 28 38 8.716376 0.0000

11 38 25.646753 0.0000 29 38 29.233304 0.0000

12 38 36.389726 0.0000 30 38 67.987777 0.0000

13 38 16.906480 0.0000 31 38 28.098875 0.0000

14 38 64.694327 0.0000 32 38 43.194724 0.0000

15 38 8.562604 0.0000 33 38 19.230463 0.0000

16 38 8.080226 0.0000 34 38 16.152603 0.0000

17 38 3.339786 0.0022 All 1398 7.284869 0.0000
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A.2.3 Slowdown Statistics for Experiment 1B

A.2.3.1 Ant slowdown, all versions, unrounded.

Version N High Low Range Mean Std Dev

0 30 2.475629 1.944922 0.530708 2.264270 0.103531

1 30 4.981611 1.560116 3.421495 4.269409 0.373457

2 30 5.924798 1.507328 4.417470 5.101397 0.428882

3 30 4.119678 3.161864 0.957814 3.618336 0.230532

4 30 174.168217 133.046029 41.122189 151.233098 8.719653

5 30 73.885508 50.714112 23.171397 61.895405 4.501911

6 30 133.074520 88.022935 45.051585 117.079162 8.437059

7 30 121.496789 93.312609 28.184180 104.936836 5.339985

8 30 82.846391 59.785956 23.060434 73.091566 4.086806

A.2.3.2 JMeter slowdown, all versions, unrounded.

Version N High Low Range Mean Std Dev

0 15 0.275525 0.219608 0.055917 0.251667 0.012697

1 15 0.052128 0.030973 0.021155 0.040314 0.003969

2 15 0.074996 0.056389 0.018607 0.064490 0.003589

3 15 0.669653 0.267663 0.401991 0.470897 0.121015

4 15 0.283391 0.238022 0.045369 0.265878 0.011306

A.2.3.3 JTopas slowdown, all versions, unrounded.

Version N High Low Range Mean Std Dev

0 15 13.391238 11.574852 1.816386 12.137816 0.279174

1 15 10.567965 10.033245 0.534720 10.272190 0.157033

2 15 10.877332 10.236433 0.640898 10.667144 0.134781
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A.2.3.4 NanoXML slowdown, all versions, unrounded.

Version N High Low Range Mean Std Dev

0 30 0.625315 0.488957 0.136358 0.564412 0.027916

1 30 1.177006 0.882130 0.294876 1.043173 0.058739

2 30 1.497205 1.076921 0.420283 1.314019 0.091485

3 30 0.968107 0.677640 0.290467 0.815254 0.067015

4 30 0.881169 0.762775 0.118394 0.810594 0.026357

5 30 0.586176 0.405356 0.180820 0.529875 0.029248

A.2.3.5 Siena slowdown, all versions, unrounded.

Version N High Low Range Mean Std Dev

0 15 0.013774 0.012798 9.764619 0.013285 2.348618

1 15 0.014486 0.013192 0.001294 0.013691 3.299990

2 15 0.015700 0.013908 0.001792 0.014972 5.098704

3 15 0.016107 0.013640 0.002468 0.015154 4.514077

4 15 0.017067 0.013885 0.003182 0.015883 8.016682

5 15 0.019722 0.015428 0.004294 0.017440 8.650629

6 15 0.018843 0.015066 0.003777 0.016803 5.591872

7 15 0.017872 0.015718 0.002154 0.016920 4.742020

A.2.3.6 XML-Security slowdown, all versions, unrounded.

Version N High Low Range Mean Std Dev

0 15 0.158612 0.075905 0.082707 0.119210 0.018511

1 15 0.130945 0.073285 0.057660 0.105022 0.011964

2 15 0.324044 0.254743 0.069301 0.282968 0.016814
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A.2.3.7 Galileo slowdown, unrounded, versions 1 through 20 of 34.

Entries in bold correspond to versions where the slowdown was not statistically

significant (see Section 7.5.2).

Version N High Low Range Mean Std Dev

0 20 0.157446 0.098221 0.059225 0.125191 0.013256

1 20 0.178426 0.102627 0.075799 0.128509 0.013936

2 20 0.170593 0.119483 0.051109 0.137636 0.010898

3 20 0.159872 0.099105 0.060767 0.126549 0.010815

4 20 0.158868 0.085687 0.073181 0.121082 0.011668

5 20 0.089267 0.048782 0.040485 0.073407 0.006710

6 20 0.075257 0.050568 0.024690 0.063630 0.004981

7 20 0.068501 0.053250 0.015251 0.062794 0.002891

8 20 0.066973 0.046103 0.020870 0.056671 0.004974

9 20 0.084879 0.055797 0.029083 0.068362 0.006014

10 20 0.071445 0.056650 0.014796 0.063781 0.003724

11 20 0.076511 0.067121 0.009390 0.071948 0.002094

12 20 0.081048 0.065433 0.015615 0.074178 0.003826

13 20 0.070699 0.055038 0.015661 0.064350 0.003316

14 20 0.081496 0.065256 0.016240 0.073726 0.002532

15 20 0.076926 0.053463 0.023464 0.066525 0.004664

16 20 0.072681 0.059119 0.013562 0.065624 0.002738

17 20 0.072639 0.052873 0.019766 0.064977 0.004070

18 20 0.072859 0.045818 0.027041 0.065123 0.004532

19 20 0.066693 0.059529 0.007164 0.063044 0.001456

20 20 0.081766 0.065386 0.016380 0.072186 0.003018
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A.2.3.8 Galileo slowdown, unrounded, versions 21 through 34 of 34.

Entries in bold correspond to versions where the slowdown was not statistically

significant (see Section 7.5.2).

Version N High Low Range Mean Std Dev

21 20 0.075319 0.055725 0.019593 0.065747 0.003857

22 20 0.076516 0.054877 0.021639 0.066721 0.003759

23 20 0.090516 0.059422 0.031094 0.072055 0.006073

24 20 0.073449 0.059769 0.013680 0.065294 0.002715

25 20 0.084892 0.053684 0.031208 0.065224 0.006283

26 20 0.074436 0.059114 0.015322 0.066736 0.003945

27 20 0.066454 0.023120 0.043334 0.037333 0.011552

28 20 0.083021 0.060573 0.022447 0.071706 0.005605

29 20 0.090123 0.052094 0.038029 0.075289 0.008215

30 20 0.081502 0.071899 0.009604 0.077355 0.002464

31 20 0.102511 0.062125 0.040386 0.080608 0.007810

32 20 0.110899 0.077021 0.033879 0.098630 0.007127

33 20 0.138302 0.110110 0.028192 0.127989 0.004879

34 20 0.242642 0.192118 0.050524 0.221335 0.012902


