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The amount of instruction level parallelism (ILP) that can be exploited depends 

greatly on the size of the instruction window and the number of in-flight instructions 

the processor can support.  However, this requires a register file with a large set of 

physical registers for renaming and multiple ports to provide register accesses to 

several instructions at once.  The number of registers and ports a register file must 

contain will increase as the next generation wide-issue processors take advantage of 

more ILP, which will also increase its access time, area, and power dissipation.  This 

paper proposes a method called Dynamic Register Caching, which uses a small, fast 

register cache along with a slow full register file in a single-level configuration, and 

splits the porting requirement between the two with each one capable of supplying 

values to FUs.  This reduces the miss penalty found in previous multi-level schemes to 

just the access time of the full register file.   The proposed method uses In-Cache bits 

and Register-port Select logic to keep track of operands in the register cache and the 

availability of free ports on both register files, and a simple instruction steering 

mechanism to determine which register file will supply values to instructions.  This 

technique of dynamically steering instructions requires slightly more logic to 

implement, but incurs no additional delay and insures that load balance is a non-issue.  

Our study based on SimpleScalar microarchitecture simulation shows that the 



 

 

proposed scheme provides on average 15~22% improvement in IPC, 47~56% 

reduction in total area, and 23~49% reduction in power compared to a monolithic 

register file. 
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Single-Level Dynamic Register Caching Architecture for High-

Performance SuperScalar Processors 

 

1. Introduction 

High-performance processors simultaneously issue and execute multiple instructions to 

exploit instruction level parallelism (ILP).  The amount of ILP that can be exploited 

greatly depends on the number of instructions that can be issued per cycle, which is 

limited by the size of the instruction window and the number of in-flight instructions the 

processor can support.  However, supporting a large instruction window and number of 

in-flight instructions requires a register file with a large set of physical registers for 

renaming and multiple ports to provide register accesses to several instructions at once.  

As the next generation wide-issue processors take advantage of more ILP, so do the 

number of registers and ports the register file must contain.  The advent of simultaneous 

multithreading (SMT) exacerbates the register file requirements since separate 

architected registers are needed for each thread [28, 13, 7, 36].  However, as the number 

of registers and ports increases and processor pipelines become deeper and finer, the 

number of cycles required to access the register file will increase.  For example, the 

current generation of Pentium processors already requires two cycles to access the 

register file [32], and a conventional register file with 256×64-bit with 8-read and 4-write 

ports using 100 nm process requires access time of three cycles [14].  

 There have been many techniques proposed to improve register file performance 

by reducing the number of registers, the number of ports, or both.  Use of a two-level 

hierarchical register file is one such method [18, 15].  This scheme works similar to a 

traditional multi-level cache memory, where a small, fully-ported register cache resides 

in between the functional units (FUs) and full register file.  However, since instructions 

can only access the register cache, the performance of this scheme depends on the 

caching policy to map needed values from the full register file to the register cache.  

Proposals discussed in [17, 24] rely on that fact that some operands can be forwarded 

from the result bypass, thereby allowing a register file to have a reduced number of ports.  

These methods require predicting when results will be forwarded from the bypass or 

buffering the results until they are needed.  An alternative to having a register file with 
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reduced ports is to implement the register file as multiple duplicate register banks with 

the porting requirement evenly subdivided among the banks [2, 6, 25].  Another method 

involves symmetric clustering, which uses identical clusters each with its own register 

file and FUs but with half as many ports [3, 13, 5].  However, clustering introduces the 

necessity of a steering logic to balance the workload and handle inter-cluster 

dependencies between the two clusters.  Asymmetric clustering attempts to improve upon 

symmetric clustering by having a register cache in one cluster to service the majority of 

instructions [22].  However, load balancing needed between the two clusters increases 

complexity, and sub-optimal load balancing results in a loss of IPC.  The proposal in [23] 

allocates all the logical registers to one register file and all the renamed or physical 

registers to a register cache.  However, this allocation scheme is focused on reducing the 

number of required registers rather than porting resources, and relies on a split 

architecture where logical and physical registers are allocated separately. 

 This paper presents a method called dynamic register caching that addresses 

many of the inherent drawbacks in previous register file designs.  The proposed method 

uses a small, fast register cache along with a slow full register file in a single-level 

configuration, and splits the porting requirement between the two with each one capable 

of supplying values to FUs.  This reduces the miss penalty found in previous multi-level 

schemes to just the access time of the full register file.  The dynamic register caching 

scheme relies on a simple instruction steering logic to determine which register file will 

supply values to instructions.  Instructions whose operands are both present in the register 

cache can execute using the register cache.  However, if the register cache is overloaded, 

instructions can also execute using the full register.  This technique of dynamically 

steering instructions requires slightly more logic to implement, but incurs no additional 

delay and insures that load balance is a non-issue.   

 The organization of the paper is as follows.  Section 2 presents the proposed 

design and its comparison to a conventional superscalar processor.  Section 3 discusses 

how the proposed design was modeled and implemented using microarchitecture 
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simulation.  Section 4 discusses the related work.  Finally, Section 5 provides a 

conclusion and discusses future work. 

2. The Proposed Method 

The proposed dynamic register caching design shown in Figure 1 splits the register file 

into register cache and full register file, and shares the porting requirement between the 

two.  Instructions write register values to both the full register file and the register cache.  

The direct-mapped register cache only contains a subset of the full register file; therefore, 

instructions that require values not currently residing in the register cache must execute 

using the full register file.  The Wake-up and Select Logic in the Issue Window remains 

largely unaltered; however, it must be able to detect if all the operands of an instruction 

are in the register cache and there are enough ports available to issue instructions. 

The focus of the proposed design is the efficient utilization of ports rather than 

reducing the overall porting requirements.  However, techniques to reduce the porting 

requirements such as ones presented in [17, 24] are orthogonal to our approach, and can 

easily be integrated into the proposed scheme.  In addition, unlike many register cache 

Figure 1: The proposed register cache design. 

Register Cache 

Full Register 

File 

Issue 

Window 

Rename 

Bypass Network 

Instructions 



4 

 

 

designs, our design is novel in the fact that register cache and full register file lie on the 

same level with respect to the FUs allowing both resources to be utilized.  However, 

since they are on the same level, additional selection logic is necessary and must be kept 

simple to avoid adding delays to the issue stage.   

Figure 2 shows an overview of the issue stage.  The logic contained in the Issue 

Window is for the most part identical to that of a conventional superscalar processor, 

which already usea ‘ready’ (R) bits in the Rename Stage (R-array) and Issue Window to 

indicate when valid data are available in the register file.  In addition, each instruction 

entry is allocated ‘In-Cache’ (C) bits that indicate whether or not operands are available 

in the register cache.  The C bits track whether their associated operands are present in 

the register cache by comparing physical register addresses forwarded by FUs with 

physical register address of each operand.  Since the register cache is direct-mapped, the 

Figure 2: The rename and issue stages.  New logic required is shown in grey. 
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physical register address is subdivided into tag and index fields.  If the index fields 

match, C-bit is set to indicate that a value resides in the register cache.  

The Select Logic then needs to check these C bits to determine whether or not an 

instruction can obtain its values from the register cache.  Moreover, there must also be a 

check on the availability of appropriate type of register ports before issuing instructions.  

Most conventional superscalar processors choose ready instructions to issue by way of a 

‘request’ system, where instructions with both R bits set asserts request (req) signals.  

The Select Logic then chooses a set of winners based on a FIFO or similar system 

depending on the type of instructions and the availability of FUs [5].  Grant signals are 

then sent back to the selected instructions and the issue stage dispatches them to FUs.   

 In order for this system to work with the register cache, the Select Logic is 

modified so that register ports are reserved along with FUs.  Figure 3 shows one possible 

design consisting of stacked FU/register-port arbiters.  A conventional FU arbiter is 

Figure 3: Combined FU and register port select logic. 
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essentially a tree-like structure that takes req signals and then returns a grant signal if it 

succeeds in reserving a FU [5].  Once a FU is reserved for the instruction with the highest 

priority, that instruction’s req signal is disabled and the rest of req signals are passed to 

the second FU arbiter.  The second FU arbiter repeats the same arbitration process and 

passes the remaining req signals to the next FU arbiter, and so on until all the FUs are 

reserved.  

The proposed design also requires cache signals to be passed along the FU 

arbiters.  These signals are used to identify instructions requesting register cache ports as 

well as keep track of the availability of register ports.  Therefore, register port busy bits 

indicate the availability of ports on either the register cache or the full register.  

Moreover, each request signal requests a set of two read ports to simplify the logic 

required.  In addition to the existing FU arbiter logic, the leaf arbiter cell also requires 

additional logic to determine port availability for the granted instruction.  Figure 4 

compares the conventional leaf arbiter to the FU/register-port leaf arbiter, which contains 

Cache Request Match logic.  This logic receives cache signals, register cache and full 

register port availability status (AvailRC and AvailFR), and enable, and generates grant 

signals based on the following equations:   

grant0 = enable·((req0·cache0)·AvailRC  + req0·AvailFR) 

Figure 4: Leaf arbiter logic 

(a) Conventional leaf arbiter (b) FU/register-port leaf arbiter 
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grant1 = enable·((req0’·req1)·cache1·AvailRC + (req0’·req1)·AvailFR) 

grant2 = enable·((req0’·req1’·req2)·cache2·AvailRC + (req0’·req1’·req2)·AvailFR) 

grant3 = enable·((req0’·req1’·req2’·req3)·cache3·AvailRC + (req0’·req1’·req2’·req3)·AvailFR) 

 At the same time, the register cache and full register port busy bits are updated by 

asserting either ReserveRC or ReserveFR as defined below: 

ReserveRC = enable·(req0·cache0·AvailRC + (req0’·req1)·cache1·AvailRC + 

(req0’·req1’·req2)·cache2·AvailRC + (req0’·req1’·req2’·req3)·cache3·AvailRC) 

ReserveFR = enable·FAvail·(req0·cache0·AvailRC + (req0’·req1)·cache1·AvailRC + 

(req0’·req1’·req2)·cache2·AvailRC + (req0’·req1’·req2’·req3)·cache3·AvailRC)’ 

The ReserveRC/FR signals are then sent out to a set of bit masks on the register port busy 

bits (simply referred to as busy bits) as shown in Figure 3.  These masks take previous 

busy bits and ReserveRC/FR signal as inputs and output updated busy bits for the next 

arbiter in the stack.  Since our design has both register cache and full register file, there 

are two sets of busy bits and therefore two sets of masks (not shown).  The logic required 

for each bit mask is shown in Figure 5.  A ReserveRC/FR request comes down the stack of 

Bit Masks and sets the first busy bit with value zero to one.  Therefore, this logic behaves 

similar to a shift register but without the need for a clock signal.  Finally, NANDing these 

updated busy bits produces AvailRC/FR for the leaf arbiter logic in the next stage of the 

stack.   
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The timing of the additional issue logic is such that the delays for the Cache 

Request Match logic and the ReserveRC/FR signal logic can be overlapped with the 

conventional request/grant tree traversal.  For the conventional request/grant tree, delay 

required to generate the enable signal for the leaf arbiter is (log4(WS)-1)×{Priority 

Encoder delay + OR delay}, where WS is the size of the instruction window.  The Priority 

Encoder is implemented as pre-compute stage of req signals followed by ANDed with 

enable stage.  In comparison, Cache Request Match and the ReserveRC/FR signals required 

an additional AND-OR logic to generate AvailRC/FR, and an additional AND-OR logic in 

between the pre-compute and ANDed with enable stage (assuming fan-in limitation of 

four).  These delays occur only in the leaf arbiters, and as long as WS is greater than equal 

to 32, i.e., three or more levels deep, there will be no additional delay to the issue stage.  

Therefore, simulation study was performed using an issue window size of 32 entries, 

which is in line with the POWER5 architecture whose fixed-point instruction queue has 

36 entries [36].   

 

3. Performance Evaluation 

This section presents the performance evaluation of the Dynamic Register Caching 

scheme.  Since the essence of the proposed method is to maximally utilize the smaller 

and faster register cache, Subsection 3.1 first presents the register file model used to 

Figure 5: Register port busy bit mask logic. 
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determine the number of ports and entries needed for the register cache to have faster 

access times than the full register and monolithic register files.  Subsection 3.2 then 

discusses how these parameters along with other modifications have been incorporated 

into a microarchitecture simulator.  Results of the simulation study are presented in 

Subsection 3.3.  Finally, Subsection 3.4 presents an area and power analysis of the 

proposed scheme.  

   

3.1 Register File Model 

The register delay, area, and power model developed in [1] was used for the simulation 

study.  It consists of a set of equations and parameters that have been empirically 

determined and is outlined in Table 1.  The register file access delay (taccess) is the sum of 

the word line delay (tword) and bit line delay (tbit) and a function of the size of the register 

file (R) and the number of ports (p).   

taccess(R, p) = tword(R, p) + tbit(R, p)          (Eq. 1) 

tword is the time required for the address to fan-out to every cell in the register file.  tbit is 

the time required for bits to fan-in from all the register cells.  tword and tbit are functions of 

various constants for the technology given by the following two equations:  

tword(R, p) = log4((Cword+(w+p)Cw)bR)+tw(w+p)(bR)
1/2

 and      (Eq. 2) 

tbit(R, p) = log4((Cbit+(h+p)Cw)R)+tw(h+p)(bR)
1/2

,        (Eq. 3) 

where tw is the wire delay, which is simply the distance (d) over the wire propagation 

velocity (vo).  The parameters in Table 1 are based on a unit of fanout-of-4 (FO4) inverter 

delays.  Previous studies have shown that under typical conditions, a FO4 inverter delay, 

measured in picoseconds, is equal to 360·Ldrawn, where Ldrawn is the minimum gate length 

measured in microns for a given technology [20].  Therefore, the access times for various 

feature sizes can be determined by using different minimum gate lengths. 
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Based on this model, a smaller, less ported register file will result in a faster 

access time.  However, in order to determine the number of cycles required to access a 

register file, the number of FO4 inverter delays per cycle needs to be considered.  A study 

on the optimal clock period for high performance microprocessors found that 8 FO4 

inverter delays are optimal for integer operations using 100 nm technology [31].  

However, it is difficult to fit conventional superscalar logic into 8 FO4 inverter delays, 

thus in practice some leeway is given [37].  For these reasons, clock periods of 8, 10, 12, 

and 14 FO4 inverter delays were considered.  This assumption can be validated by 

considering the clock frequencies of commercial microprocessors.  For example, using 90 

nm technology results in clock frequency range of 2.2 to 3.8 GHz for the range of 14~8 

FO4 delays.  In comparison, Pentium 4 and POWER5 implemented with 90 nm process 

have clock frequency ranges of 3~4 GHz [32] and 2~3 GHz [36], respectively.  This 

shows that the range of 8~14 FO4 inverter delays is indeed a good estimate of cycle 

times. 

Table 1: Register file delay model parameters [1]. 
Parameter Empirical Value Description 

Cbit 0.22 Ratio of a register cell’s bit line transistor 

capacitance to the capacitance of a 

minimum size inverter 

Cw 0.05 Ratio of capacitance of one track of wire to 

the capacitance of a minimum size inverter 

Cword 0.33 Ratio of a register cell’s word select 

transistor capacitance to the capacitance of 

a minimum size inverter 

h 4 Register cell height (wire tracks) without 

ports 

vo 1350 Wire propagation velocity in tracks per FO4 

inverter delay 

w 3 Register cell width (wire tracks) without 

ports 

b 32 Data width of the architecture 

d --- Length of a wire (distance) 

p --- Total number of ports 

R --- Total number of registers 
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Based on these assumptions, Figures 6a-d show the number of cycles required to 

access a register file as function of the number of entries and ports for clock periods of 8, 

10, 12, and 14 FO4 inverter delays, respectively.  It should be noted that these results also 

include 1.8 FO4 inverter delays for overhead related to skew, jitter, and latch times [31].  

Figure 6 shows that there is a broad range of configurations that can be chosen for the 

microarchitecture simulation study.  For example, a fully-ported (16-read ports, 8-write 

ports) monolithic register file of any significant size (128 to 256) would require either 2 

or 3 cycles.  However, we assume monolithic register file configurations that lead to a 2-

cycle access time.  This is because the range of configurations that results in such a long 

access time is very narrow and would unfairly favor of the proposed scheme.  Meanwhile 

the full register file would have the same number of entries as the monolithic register file, 
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 (a) Clock period of 8 FO4 inverter delays. (b) Clock period of 10 FO4 inverter delays. 
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 (c) Clock period of 12 FO4 inverter delays. (d) Clock period of 14 FO4 inverter delays. 

 

Figure 6: Register file access times as function of number of ports and entries. 
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just a reduced number of read ports.  Therefore the access time is also set to 2-cycles.  

The configurations for dynamic register caching consist of 8 write ports on the register 

cache and full register file with varying number of read ports that provide access times of 

1/2/2 for the register-cache/full-register-file/monolithic-register-file combination.  It 

should be noted that depending on the specific register sizes and chosen cycle time, this 

relationship will not always hold.  However, figure 6 shows enough data to justify this 

selection of access times as a reasonable trend.   

The notation N-cache/(16-N)-full is used to describe the various read port 

configurations, where N is the number of read ports and cache and full represent register 

cache and full register file, respectively.  Figure 6 shows that, for a clock period of 8 FO4 

inverter delays, the register cache can have 8 entries and a range of read port 

configurations from 2-cache/12-full to 8-cache/8-full.  For a clock period of 14 FO4 

inverter delays, the register cache can have 8~64 entries and a range of porting 

configurations from 2-cache/14-full to 14-cache/2-full.  Based on this, the range of 

porting configurations chosen for the microarchitecture simulation study is from 4-

cache/12-full to 12-cache/4-full with 8~64 entries.   

 

3.2 Simulation Framework 

The SimpleScalar tool set’s sim-outorder simulator was used as the basis for 

implementing the proposed scheme [9].  The baseline microarchitecture is a nine-stage 

pipeline consisting of Fetch, Decode/Rename, 2-stage Issue (Wakeup & Select), Register 

Read, Execute, 2-stage Write-back & Bypass, and Commit.  Table 2 shows the basic set 

of parameters used for the baseline architecture [30].  These parameters are in line with 

POWER5’s, which also implements an 8-way core [36].  

Sim-outorder has an in-order functional simulator front-end with a trace-based 

timing simulator back-end, and thus the register file is treated as an “ideal” structure 

without restrictions, i.e., fully ported and can be accessed instantaneously.  Therefore, 

some modifications had to be made to incorporate both the monolithic register file and 
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dynamic register caching designs.  For the proposed scheme, two register files were 

implemented each with their own set of ports and registers.  In addition, the simulator 

was modified to dispatch instructions to one register file or the other, paying attention to 

the number of available ports, and adding a delay based on the access time of the 

respective register file model.    

 

3.3 Results 

The set of seven SPECInt 2000 benchmarks consisting of gcc, crafty, parser, perlbmk, gap, 

gzip, and vpr were chosen for the performance evaluation [10].  Integer benchmarks tend 

to produce larger number of branch mispredictions than floating-point benchmarks.  

Therefore, they highlight the improvements in register access time, which in turn reduces 

the branch misprediction penalty.  

Figure 7 shows the average relative IPC performance gains for the various 

configurations.  These results show that performance improves as the number of entries 

Table 2: Baseline Microarchitecture Simulation parameters. 
Parameter Configuration 

Issue Window Size 32 

Fetch, Decode, Issue, & Commit 

Width 

8 

Register File size, ports, & 

access time 

256 entries, 16-read & 8-write, 2 

cycles 

ROB/LSQ 256/64 

Memory system 32 KB, 2-way L1 I-/D-cache 

2 ports, 8 MSHR 

1 MB, 4-way L2 cache 

16-entry store buffer 

ITLB/DTLB 4-way 128 entries/ 

4-way 256 entries 

200 cycle miss 

L1/L2/mem latency 1/12/100 cycles 

Functional units 4 I-ALU 

2 I-MUL/DIV 

2 FP-ALU 

1 FP-MUL/DIV 

Branch predictor Combined 2K tables 

7-cycle mispred. + register read 

time  

1 prediction/cycle 
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increases from 8 to 64 and results in around 15%~22% improvement compared to the 

baseline.  The two most effective distributions of ports are 8-cache/8-full and 10-cache/6-

full.  The IPC results for both are detailed in Figures 8 and 9.  8-cache/8-full is slightly 

more effective for a register cache with 8 entries while 10-cache/6-full is slightly better 

with more entries.  In general, the efficiency of register cache improves as size increases, 

and therefore favors a configuration with more ports dedicated to it.   

It is interesting to note that both 8- and 16-entry register cache using 12-cache/4-

full performed rather poorly.  This is due to the fact that there are not enough instructions 

with both C bits set to justify allocating that many ports to the register cache.  

Furthermore, allocating most of the ports to the register cache with few (8~16) entries has 

a more detrimental effect on performance than allocating most of the ports to the full 

register file.  This is because if an instruction is capable of executing in the register cache, 
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Figure 7: Relative average IPC improvement. 

8-cache / 8-full

0

0.5

1

1.5

2

2.5

3

3.5

GCC Crafty Parser Perlbmk Gap Gzip Vpr Avg

SPECINT2000 Benchmarks

IP
C

8 Entry

16 Entry

32 Entry

64 Entry

Baseline

10-cache / 6-full

0

0.5

1

1.5

2

2.5

3

3.5

GCC Crafty Parser Perlbmk Gap Gzip Vpr Avg

SPECINT2000 Benchmarks

IP
C

8 Entry

16 Entry

32 Entry

64 Entry

Baseline

 
Figure 8: IPC results for 8-cache/8-full.   Figure 9: IPC results for 10-cache/6-full. 
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but there are not enough free ports available, it can execute using the full register file.  

However if an instruction has one or both cache bits cleared, it has to execute using the 

full register file.  If there are only few ports available in the full register file, the 

instruction must stall in the issue queue until ports become available and incur a penalty 

of not only the full register file’s access time but also the time it must wait in the issue 

queue.   

 The proposed method is based on a simple, direct-mapped register cache to avoid 

increasing the clock period.  Figure 10 shows the performance of direct-mapping 

compared to 2-way set-associative and fully-associative mappings using LRU 

replacement policy for 16-entry, 8-cache/8-full.  As can be seen in the figure, using the 

associative mappings resulted in very little improvement over direct-mapping.  On 

average, fully-associative mapping resulted in only 0.7% improvement in IPC over 

direct-mapping.  This is because the effective lifespan of a register is short, i.e., typically 

a physical register is written to and read from for the last time soon afterwards [38], and 

the allocation of physical register addresses for register renaming is relatively sequential.  

The register cache takes advantage of this behavior by allocating resources to the most 

recently written registers.  Therefore, direct-mapped register cache is very effective 

without the side effect of increased clock cycle time. 
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Figure 10: IPC comparison for different mapping policies. 
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As stated before, a significant portion of the improvement of dynamic register 

caching depends on reducing the branch misprediction penalty with faster register access 

times.  Figure 11 shows how often the register cache was able to service branch 

mispredictions.  The percentage of mispredicted branch instructions that was handled by 

the register cache starts at slightly less than 70% and increases significantly as more 

entries are allocated.  This behavior demonstrates that the register cache is very effective 

at caching data that will be needed by branch instructions, and therefore results in 

significant reduction of branch misprediction penalty.  The results also show that 

increasing the number of entries is much more beneficial than increasing the number of 

ports for reducing the branch misprediction penalty. 

 

3.4 Area and Power 

In addition to performance improvement, the dynamic register caching scheme also 

reduces the total area and power of the two register files.  The register file area (AR) is 

given by the following equation as a function of the number of registers, ports, and static 

parameters from Table 1 [1].   

AR(R, p) = Rb(w+p)(h+p)           (Eq. 4) 
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Figure 11: Percentage of branches serviced by the register cache. 
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The area grows quadratically with the number of ports, and therefore any 

reduction on the number of ports as a result of dynamic register caching significantly 

reduces the total area for both the register cache and the full register file.  Figure 12 

shows the relative total area for a wide range of configurations.  Using the configurations 

of 8-entry, 8-cache/8-full and 16-entry, 10-cache/6-full result in an area reduction of 

47~56% compared to a monolithic register file. 

Similar to the access delay model, the access power (Paccess) is the sum of the 

word line and bit line power as shown below: 

Pacess(R, p) = ((Cword+(w+p)Cw)Eo(bR)
1/2

)fcyc +((Cbit+(h+p)Cw)Eo(bR)
1/2

)a(bR)
1/2

fcyc,    

 (Eq. 5) 

where the static parameters are based on Table 1, a is the activity factor, Eo is the energy 

required to charge a minimum size inverter (in fJ), and fcyc is the clock frequency.  As can 

be seen by Eq. 5, Paccess is defined per register and depends on a, which is estimated to 

0.25 based on random data [1].  Based on microarchitecture simulation, Table 3 shows 

average number of register accesses per cycle for various configurations including reads 

and writes.  These results are then multiplied by their respective access powers and 

summed to arrive at average power dissipated per cycle for each configuration.  
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Figure 12: Relative total area compared to monolithic register file. 
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The average power reduction achieved by dynamic register caching is shown in 

Figure 13.  The best performing configuration of 10-cache/6-full resulted in average 

power reductions of 23~49%.  In addition, comparing the power dissipation of various 

register cache sizes reveals an interesting phenomenon.  Even though the power per 

access to the register cache is an order of magnitude less than the full register file, the 

benefit gained by using a larger register cache and therefore improved utilization comes 

at a cost of additional power dissipation due to increased accesses to the register cache.   

 

4. Related Work 

There has been a plethora of work on register file design that reduces the number of 

ports, the number of registers, or both.  One method for reducing the porting requirement 

is to obtain values from the bypass network [7, 2].  These methods require either an extra 

stage in the pipeline to check for bypass conditions [17] or use of bypass hints to predict 

Table 3: Simulation results of average number register accesses per cycle. 
Configuration 8-entry 16-entry 32-entry 64-entry 

 RC FR RC FR RC FR RC FR 

4-Cache/12-Full 3.65 6.67 3.67 6.67 3.62 6.67 3.70 6.72 

6-Cache/10-Full 4.06 5.70 4.45 6.12 4.48 6.14 4.50 6.16 

8-Cache/8-Full 5.18 5.50 5.23 5.51 5.28 5.53 5.32 5.55 

10-Cache/6-Full 5.87 4.79 5.97 4.81 5.46 4.62 5.52 4.66 

12-Cache/4-Full 6.22 4.04 6.41 4.08 6.63 4.12 6.79 4.14 
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whether or not values can be read from the bypass path [7].  Another method to reduce 

the porting requirement is to use Multi-Banked Register File design [26, 2].  The basic 

idea is to implement a large, multi-ported register file as multiple interleaved banks with 

porting requirement spread evenly across the banks.  Another interesting approach for 

reducing the number of registers is called Virtual-Physical Registers [29], where the 

allocation of physical registers is delayed until the write-back stage instead of the usual 

issue stage.  The short life span of physical registers reduces the pressure and leads to 

more effective use of the registers.  These techniques are orthogonal to the proposed 

method and can be combined to further enhance the register file performance.   

There are a number of designs based on Two-level Hierarchical Register Files 

[18, 15], which attempt to provide faster access by utilizing a small, fully-ported register 

cache in between the full register file with reduced number of ports and the FUs.  

However, these schemes require a policy implemented either in hardware [18] or with 

compiler assistance [15] to selectively cache values that will most likely be accessed in 

the near future.  However, since instructions cannot directly access the full register file, 

this is an inefficient use of porting resources available on the full register file.  The 

proposed method utilizes the ports on both the register cache as well as the full register 

file to feed operands to the FUs.  The advantage is that the porting requirement of the 

register cache can be reduced to further speed up its access time.  Moreover, the direct-

mapped register cache simplifies the caching mechanism and eliminates the need to 

predict which values need to be placed in the register cache. 

Another technique involves clustering, where the execution path is subdivided 

into multiple parts each with its own issue window, register files, and FUs [19].  For 

example, the Alpha 21264 and 21464 processors have two clusters, each with a full copy 

of the register file and FUs simultaneously write to both clusters [3, 13].  However, in 

order to reduce the porting requirements, each register file only supplies four read ports 

allowing it to be smaller and faster than one unified register with 8 read ports.  A 

variation of clustering, called asymmetrical clustering, combines register file caching 

with clustering to concentrate porting resources to the most active registers, i.e., those 
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registers in the register cache [22].  However, clustering requires a duplication of 

resources and additional steering logic to balance instructions among the clusters 

according to the availability of resources.  Instruction load balancing is an inherently 

difficult task that leads to increased complexity, and sub-optimal load balancing results in 

a loss of IPC.   

There also exist a number of novel methods to improve register access time 

without a cache-like organization.  For example, the proposal in [2] creates L1 and L2 

register files in an attempt to reduce the number of required registers in the register file 

on the critical path by using a more efficient register allocation policy.  Those registers 

with active consumers are placed in the L1 register file while those waiting for precise 

conditions are copied to the L2 register file.  This essentially reduces the main (L1) 

register file’s size by moving registers not currently being used to another file (L2).  

However, the L1 register file is still the larger of the two files and has the same porting 

requirements as before, hindering the performance gain.  The system also requires a copy 

list to be maintained to indicate which registers are in which file, introducing a good deal 

of overhead into register accesses.  Another proposal considers the growing issue of wire 

delays to define a ‘fast’ and a ‘slow’ region of the register file, using register renaming 

and extra bits to assign and copy registers to one region or the other [14].  The fast and 

slow regions depend on the physical implementation of the register file, which may or 

may not become a hindrance depending on chip design.  It also requires a variable cycle 

register file to implement, adding more hardware complexity.   

The work closest to our approach is the physical register cache design presented 

in [23], where architected or logical registers are assigned to one larger register file, while 

renamed or physical registers are assigned to a faster and smaller register file.  This in 

effect reduces the size requirement of both files.  However, this design is only appropriate 

for microarchitectures that have physically separated logical and physical registers, and 

requires separate writes to the architected register file to commit values.  In addition, due 

to the separation of the two register files, only the renaming register accesses can reap the 

benefit of the faster register cache.  In contrast, the register cache in the proposed method 
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holds a subset of the entire register address space and thus both renamed and architected 

register accesses benefit from the reduced access time.   

 

5. Comparisons 

In order to draw quantitative comparisons between the proposed method and the related 

works, the Simplescalar simulation environment was modified to include several other 

proposed register designs.  Those designs chosen for comparison were Clustering [19, 3, 

13], Physical Register Cache [23], and Two-Level Hierarchical Register File [18, 15].  

These proposals all have similar goals of improving IPC performance and yet they are 

mutually exclusive architectures.  However, a number of assumptions had to be made in 

order to perform a direct comparison among them.   

 An ‘Ideal’ Symmetric Clustering with perfect load balancing was assumed for the 

purposes of simulation.  In actuality, there is a 1-cycle delay imposed if the consumer and 

producer instructions are in separate clusters.  However, the slotting function used to 

steer instructions to one cluster or the other minimize this occurrence to less than 3% [3].  

Since the simulations for Dynamic Register Caching used a 256-entry, 16-Read/8-Write 

port monolithic register file as the baseline the Symmetric Clustering technique was 

assumed to employ two 256-entry, 8-Read/8-Write port register files.  For the 128-entry 

case, Symmetric Clustering would similarly use two 128-entry register files.  According 

to the 12, 10 and 8 FO4 access times shown in Figure 6, the two register files in both 

cases would still have an access time of 2 cycles.  14 FO4s is the only case where the 

128-entry 16 port register file would take 1 cycle, and since it was an edge case, the 

general trend of 2 cycles was used.  This results in no IPC improvement with this method 

and as will be seen only yields gains in area and power.   

 The following assumptions were made for the Physical Register Cache design.  

Since the Alpha instruction set has 32 integer registers, a 32-entry logical register file was 

assumed with 1-cycle access time based on results for 12 and 14 FO4s in Figure 6.  While 

using 8 or 10 FO4s would yield an access time of 2 cycles, as there was no clear 
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consensus Physical Register Caching was given the benefit of the lower time.  A 224-

entry physical register file for the 256-entry case and 96-entry physical register file for 

the 128-entry case were also assumed, both with a 2-cycle access time.  Any instructions 

requiring a physical register were required to read from the physical register file since the 

logical register file will not be updated until the data is committed.  Both are assumed to 

be fully ported according to the first architecture in [23] and register reads can be 

serviced by simply MUXing between them with no additional delay.  Also described [23] 

is a second method in which there are fewer ports on the logical register.  Due to the 

reduced number of ports, a read is first initiated in the physical register and if the value is 

not found a read is initiated on the logical register.  This results in an additional cycle 

penalty on logical register accesses.  Therefore, the first method was assumed since 

adding an additional cycle would remove any possible IPC improvement.  It should be 

however noted that the second method would lead to a greater reduction in area and 

power.    

 The simulated architecture for Two-level Hierarchical Register File is very 

similar to the Dynamic Register Caching with a couple important differences.  First, the 

register cache is assumed to be fully ported, while the number read ports on the full 

register file can vary from 4 to 14.  16 was not used since then there would be no porting 

reduction, a major point of this method, and neither was 2 as it could be expected to give 

rather poor performance.  Second, a miss to the register cache adds an extra cycle to the 

full register access time.  According to the architectures described in [18, 15], the register 

cache is the only register that can be accessed by the functional units; therefore, requested 

values must be copied into the register cache before they can be read.  For a register 

cache with 1-cycle access time, this translates into a miss penalty of 2 cycles.  Therefore, 

using an access time of 1 cycle was generous and accounted for the possible inclusion of 

bypass logic to reduce the delay.   
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Figure 14: IPC of other proposed register architectures for 256 register entries. 

 

Based on these assumptions, Table 4 shows how the various architectures 

compare in terms of IPC, area, and power to the baseline using 256- and 128-entry 

monolithic register files.  As can be seen, Dynamic Register Caching shows the highest 

average IPC improvement of 20%.  The next highest is the Two-level Hierarchical 

Register File with 15-17% improvement with the full register file having 6 or more ports.  

The increase in IPC as a result of increasing the number ports levels off beyond 10 ports.  

The Physical Register Caching scheme comes in next with 13-14% IPC improvement.  

Reducing the register file size to 128 entries does not have much affect on the relative 

performance of each method.    

In terms of area, Dynamic Register Caching and Two-Level Hierarchical Register 

File with 4-6 full register ports perform similarly well.  However, as the number of full 

register ports increases to take advantage of IPC gains, Two-Level Hierarchical Register 

File looses much of its area savings.  Meanwhile, the Physical Register Caching scheme 

offers no improvement in area since the total number of entries remains the same and 

each register file is fully ported.  Surprisingly, Symmetric Clustering provided no area 

savings.  The reduction of ports is simply not enough to compensate for having two 

256/128-entry register files.  Moving from 256-entry to 128-entry overall reduces the 
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Table 4: Summary of simulation results on various architectures. 

256-entry 

Method Configuration IPC  Area Power 

Dynamic Caching 10-cache/6-full 1.2 0.44 0.53 

Symmetric 

Clustering 

N/A 1 1.005 1.004 

Logical/Physical N/A 1.13 1 0.93 

Hierarchical 16-cache/4-full 1.10 0.38 0.36 

 16-cache/6-full 1.15 0.46 0.41 

 16-cache/8-full 1.16 0.56 0.45 

 16-cache/10-full 1.17 0.67 0.49 

 16-cache/12-full 1.17 0.79 0.52 

 16-cache/14-full 1.17 0.92 0.55 

128-entry 

Method Configuration IPC  Area Power 

Dynamic Caching 10-cache/6-full 1.2 0.48 0.58 

Symmetric 

Clustering 

N/A 1 1.005 1.004 

Logical/Physical N/A 1.14 1 0.88 

Hierarchical 16-cache/4-full 1.11 0.44 0.43 

 16-cache/6-full 1.15 0.53 0.48 

 16-cache/8-full 1.16 0.63 0.52 

 16-cache/10-full 1.17 0.74 0.55 

 16-cache/12-full 1.17 0.86 0.58 

 16-cache/14-full 1.17 0.98 0.61 

 

relative improvement in area that these schemes offer, as the larger the baseline register 

file, the better they perform.   

Based on our analysis, Two-level Hierarchical Register File offers the largest 

power reductions of 36-49% and 43-55% for 256- and 128-entry cases, respectively.  

Dynamic Register Caching comes in next with 53/58%, followed by Physical Register 

Caching with 88/93% for 256-/128-entry cases.  However, these numbers are slightly 

deceiving since they depend on the frequency of register accesses.  In fact, for many 

configurations the individual access power of the cache/full registers is greater for Two-

level Hierarchical Register File than that of Dynamic Register Caching because they have 
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more ports.  However, because its IPC results are lower, the power consumption comes 

out lower as fewer instructions are executing each cycle.  As with area, increasing the 

number of ports on the full register to give Two-level Hierarchical Register File better 

performance degrades its power savings, and in this case the cause is two-fold.  First each 

access to the full register is more expensive, and secondly more accesses are being made 

due to the higher IPC.  Surprisingly, Symmetric Cluster yet again shows no improvement 

in power as in area.  The major reason for this is that the results of both clusters must be 

written in order to keep the register files in-sync.  Therefore, while each is only servicing 

half as many reads, the overall systems must service twice the number of writes as a 

monolithic register file.  As it was with area, moving to a 128-entry architecture also 

reduces the relative power improvements of each method with the exception of Physical 

Register Caching, which improves slightly.   

Several conclusions can be drawn from these results.  Dynamic Register Caching 

provides the best performance improvement of 20% and moderate reductions in area and 

power.  Better reductions can be achieved using a Two-level Hierarchical Register File 

with only a few ports on the full register file, however, this means settling for IPC gains 

of only 10-11%.  Meanwhile, Symmetric Clustering and Physical Register Caching are 

presented with less than ideal cases.  Symmetric Clustering obviously requires a setup in 

which an access time reduction is possible as there are no area or power benefits to the 

scheme.  Physical Register Caching on the other hand, requires a case where benefit 

comes from reducing access time to the physical register file.  224 and 96 entries are still 

quite large and much larger than the number of logical registers.  If it were smaller one 

would expect the Physical Register Caching scheme to perform relatively better in terms 

of IPC.  However, doing so reduces the number of renaming registers available, thus 

degrading the baseline IPC relative to those with 128 and 256 entries.  In fact, simulating 

Physical Register Caching with a 32-entry physical register file and 1-cycle access time 

results in 6% less improvement in IPC relative to the result shown in Table 4 using a 96-

entry physical register file with 2-cycle access time.  Thus, without some major 
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architectural changes to take advantage of a larger logical register space, Physical 

Register Caching will always be subpar according to these results.   

5. Conclusion 

Exploiting large amounts of ILP requires a register file with large number of entries and 

ports.  However, this increases the access time of a register file leading to multi-cycle 

register reads, which in turn degrade performance.  The Single-Level Dynamic Register 

Caching scheme allows instructions to benefit from single-cycle accesses using a small 

register cache while still provide a large full register file that can service those requests 

that the register cache cannot.  The combination of ‘In-cache bits’ track the availability of 

operands in the register cache and ‘busy-bits’ associated with each set of register ports 

allow the issue logic to dynamically steer instructions to one register file or the other.  

Our performance evaluation shows that this approach provides on average 15~22% 

improvement in IPC, 47~56% reduction in total area, and 23~49% reduction in power 

compared to a monolithic register file. 

 For future work, the efficiency of the register caching scheme and how often 

needed values are overwritten will be further investigated.  This may lead to better 

caching methods or renaming algorithms to further improve performance.  In addition a 

more detailed look at the delays and power of the modified system determined by spice 

simulations would help solidify the claims made.   



27 

 

 

References 

 

 [1] S. Rixner et al., “Register Organization for Media Processing,” 6th International 

Symposium on High Performance Computer Architecture (HPCA-6), pp. 375-386, 

January 2000. 

 [2] R. Balasubramonian, S. Dwarkadas, and D. H. Albonesi, “Reducing the complexity 

of the register file in dynamic superscalar processors,” 34th Annual IEEE/ACM 

International Symposium on Microarchitecture (MICRO-34), Dec. 2001. 

 [3] R. E. Kessler, “The Alpha 21264 Microprocessor” IEEE Micro, 19(2):24–36, 

March/April 1999. 

 [4] E. Brekelbaum, et al., “Hierarchical Scheduling Windows,” 35th Annual 

ACM/IEEE International Symposium on Microarchitecture (MICRO-35), 

November 2002, pp. 27-36. 

 [5] S. Palacharla, N.P. Jouppi, and J.E. Smith, “Complexity-effective superscalar 

processors,” 24th Annual IEEE/ACM International Symposium on Computer 

Architecture (ISCA-24), 1997. 

 [6] J. Tseng and K. Asanovic, “Banked Multiported Register Files for High-Frequency 

Superscalar Microprocessors,” 30th Annual IEEE/ACM International Symposium 

on Computer Architecture (ISCA-30), June 2003. 

 [7] G. Hinton et al., “The Microarchitecture of the Pentium 4 Processor,” Intel 

Technology Journal, Q1 2001. 

 [8] M. Bohr, “Interconnect Scaling – The Real Limiter to High Performance ULSI,” 

IEEE International Electron Devices Meeting, Technical�Digest, 1995, pp. 241-

244. 

 [9] SimpleScalar LLC, http://www.simplescalar.com. 

[10] SPEC 2000 benchmarks suites, http://www.spec.org. 

[11]  S. Sair and M. Chamey, “Memory Behavior of the SPEC2000 Benchmark Suite,” 

IBM Thomas J. Watson Research Center Technical Report RC-21852, October 

2000. 

[12]  J. M. Tendler et al., “Power 4 System Microarchitecture,” IBM Journal of 

Research and Development, Vol. 46, pp. 5. 

[13]  R. P. Preston et al., “Design of an 8-Wide Superscalar RISC Microprocessor with 

Simultaneous Multithreading,” 2002 IEEE International Solid-State Circuits 

Conference, February 2002. 

[14]  S. Hsu et al.,  “Dynamic Addressing Memory Arrays with Physical Locality,” 

35th Annual IEEE/ACM International Symposium on Microarchitecture (MICRO-

35), November 2002, pp. 161-170. 

[15]  J. Zamalea et al., “Two-level Hierarchical Register File Organization for VLIW 

Processors,” 33rd Annual IEEE/ACM International Symposium on 

Microarchitecture (MICRO-33), 2000, pp. 137-146. 



28 

 

 

[16]  R. Russell, “The Cray-1 computer system,” Communications of the ACM, Vol. 

21, Issue 1, pp 63-72, 1978. 

[17]  Il Park, M. D. Powell, and T. N. Vijaykumar, “Reducing Register Ports for Higher 

Speed and Lower Energy,” 35th Annual IEEE/ACM International Symposium on 

Microarchitecture (MICRO-35), November 2002. 

[18]  J. L. Cruz, A. González, and M. Valero, “Multiple-banked Register File 

Architectures,” 27th Annual IEEE/ACM International Symposium on Computer 

Architecture (ISCA-27), 2000, pp. 316-325. 

[19] K. I. Farkas et al., “The Multicluster architecture: Reducing cycle time through 

partitioning,” 30th Annual IEEE/ACM International Symposium on 

Microarchitecture (MICRO-30), 1997, pp. 149–159. 

[20] M. Horowitz, R. Ho, and K. Mai, “The Future of Wires,” Semiconductor Research 

Corporation Workshop on Interconnects for Systems on a Chip, May 1999. 

[21] S. Wilton and N. Jouppi, “An Enhanced Access and Cycle Time Model for On–

Chip Caches,” WRL Research Report 93–5, DEC WRL, 1994. 

[22] R. Morrison, B. Lee, and S.-L. Lu, “Asymmetric Clustering Using a Register 

Cache,” Journal of Instruction-Level Parallelism 8, 2006, pp. 1-43. 

[23] M. Postiff et al., “Integrating Superscalar Processor Components to Implement 

Register Caching,” International Conference on Supercomputing, 2001, pp. 348-

357. 

[24] N. S. Kim and T. Mudge, “Reducing Register Ports Using Delayed Write-Back 

Queues and Operand Prefetch,” Proc. 17
th

 Annual ACM International Conference 

on Supercomputing,” 2003, pp. 172-182. 

[25] S. Wallace and N. Bagherzadeh, “A Scalable Register File Architecture for 

Dynamically Schedule Processors,” Proc. International Conference on Parallel 

Architectures and Compilation, Oct. 1996. 

[26] J. H. Tsng and K. Asanovic, “A Speculative Control Scheme for an Energy 

Efficient Banked Register File,”  IEEE Transactions on Computer, Vol. 54, No. 6, 

June 2005, pp. 741-751. 

[27] E. Borch et al., “Loose Loops Sink Chips,” Proc. of High Performance Computer 

Architecture (HPCA8), Feb. 2002, pp. 299-310.  

[28] S. Eggers et al., “Simultaneous Multithreading: A Platform for Next-generation 

Processors,” IEEE Micro, September/October 1997.  

[29] A. González, J. González, and M. Valero, “Virtual-Physical Registers,” 4
th

 

International Symposium on High Performance Computer Architecture (HPCA-4), 

Feb. 1999. 

[30] R. E. Wunderlich et al., “Smarts: Accelerating Microarchitecture Simulation via 

Rigorous Statistical Sampling,” Proc. of the 30
th

 Annual International Symposium 

on Computer Architecture (ISCA-30), 2003, pp. 84-97. 

[31] M. S. Hrishikesh et al., “The optimal logic depth per pipeline stage is 6 to 8 FO4 

inverter delays,” Proc. of the 29th International Symposium of Computer 

Architecture (ISCA-29), May 2002, pp. 14-24. 

[32] Intel® Pentium® 4 Processor on 90nm Technology. Vol. 8, Issue 1, Intel 

Technology Journal, February 2004. 



29 

 

 

[33] G. Memik et al., “Engineering Over-Clocking: Reliability-Performance Trade-Offs 

for High-Performance Register Files,” International Conference on Dependable 

Systems and Networks, 2005, pp. 770-779. 

[34] K. Krewell, “Fujitsu’s SPARC64 V is Real Deal,” Microprocessor Report, October 

2002. 

[35] “UltraSPARC’s Prospects in an Itanium World”, Cambridge Consulting, May 2003. 

[36] B. Sinharoy et al., “POWER5 System Microarchitecture,” IBM Journal of Research 

and Development, Vol. 49, No. 4/5, July/Sept., 2005, pp. 505-521. 

[37] M. Horowitz, “Circuits and Interconnects in Aggressively Scaled CMOS,” available 

at http://www.cs.wisc.edu/~arch/ www/ISCA-2000-panel/Mark.Horowitz/. 

[38] M. Lipasti, B. Mestan, and E. Gunadi.  “Physical Register Inlining,” Proc. of the 

31st Annual IEEE/ACM International Symposium on Computer Architecture (ISCA-

31), 2004. 

 

 



30 

 

 

Bibliography 

 

R. Balasubramonian, S. Dwarkadas, and D. H. Albonesi, “Reducing the complexity of 

the register file in dynamic superscalar processors,” 34th Annual IEEE/ACM 

International Symposium on Microarchitecture (MICRO-34), Dec. 2001. 

 

M. Bohr, “Interconnect Scaling – The Real Limiter to High Performance ULSI,” IEEE 

International Electron Devices Meeting, Technical�Digest, 1995, pp. 241-244. 

 

E. Borch et al., “Loose Loops Sink Chips,” Proc. of High Performance Computer 

Architecture (HPCA8), Feb. 2002, pp. 299-310.  

 

E. Brekelbaum, et al., “Hierarchical Scheduling Windows,” 35th Annual ACM/IEEE 

International Symposium on Microarchitecture (MICRO-35), November 2002, pp. 27-36. 

 

J. L. Cruz, A. González, and M. Valero, “Multiple-banked Register File Architectures,” 

27th Annual IEEE/ACM International Symposium on Computer Architecture (ISCA-27), 

2000, pp. 316-325. 

 

S. Eggers et al., “Simultaneous Multithreading: A Platform for Next-generation 

Processors,” IEEE Micro, September/October 1997.  

 

K. I. Farkas et al., “The Multicluster architecture: Reducing cycle time through 

partitioning,” 30th Annual IEEE/ACM International Symposium on Microarchitecture 

(MICRO-30), 1997, pp. 149–159. 

 

A. González, J. González, and M. Valero, “Virtual-Physical Registers,” 4
th

 International 

Symposium on High Performance Computer Architecture (HPCA-4), Feb. 1999. 

 

G. Hinton et al., “The Microarchitecture of the Pentium 4 Processor,” Intel Technology 

Journal, Q1 2001. 

 

M. Horowitz, “Circuits and Interconnects in Aggressively Scaled CMOS,” available at 

http://www.cs.wisc.edu/~arch/ www/ISCA-2000-panel/Mark.Horowitz/. 

 

M. Horowitz, R. Ho, and K. Mai, “The Future of Wires,” Semiconductor Research 

Corporation Workshop on Interconnects for Systems on a Chip, May 1999. 

 

M. S. Hrishikesh et al., “The optimal logic depth per pipeline stage is 6 to 8 FO4 inverter 

delays,” Proc. of the 29th International Symposium of Computer Architecture (ISCA-29), 

May 2002, pp. 14-24. 



31 

 

 

 

S. Hsu et al.,  “Dynamic Addressing Memory Arrays with Physical Locality,” 35th 

Annual IEEE/ACM International Symposium on Microarchitecture (MICRO-35), 

November 2002, pp. 161-170. 

 

Intel® Pentium® 4 Processor on 90nm Technology. Vol. 8, Issue 1, Intel Technology 

Journal, February 2004. 

 

R. E. Kessler, “The Alpha 21264 Microprocessor” IEEE Micro, 19(2):24–36, 

March/April 1999. 

 

N. S. Kim and T. Mudge, “Reducing Register Ports Using Delayed Write-Back Queues 

and Operand Prefetch,” Proc. 17
th

 Annual ACM International Conference on 

Supercomputing,” 2003, pp. 172-182. 

 

K. Krewell, “Fujitsu’s SPARC64 V is Real Deal,” Microprocessor Report, October 2002. 

 

M. Lipasti, B. Mestan, and E. Gunadi.  “Physical Register Inlining,” Proc. of the 31st 

Annual IEEE/ACM International Symposium on Computer Architecture (ISCA-31), 2004. 

 

G. Memik et al., “Engineering Over-Clocking: Reliability-Performance Trade-Offs for 

High-Performance Register Files,” International Conference on Dependable Systems and 

Networks, 2005, pp. 770-779. 

 

R. Morrison, B. Lee, and S.-L. Lu, “Asymmetric Clustering Using a Register Cache,” 

Journal of Instruction-Level Parallelism 8, 2006, pp. 1-43. 

 

S. Palacharla, N.P. Jouppi, and J.E. Smith, “Complexity-effective superscalar 

processors,” 24th Annual IEEE/ACM International Symposium on Computer Architecture 

(ISCA-24), 1997. 

 

Il Park, M. D. Powell, and T. N. Vijaykumar, “Reducing Register Ports for Higher Speed 

and Lower Energy,” 35th Annual IEEE/ACM International Symposium on 

Microarchitecture (MICRO-35), November 2002. 

 

M. Postiff et al., “Integrating Superscalar Processor Components to Implement Register 

Caching,” International Conference on Supercomputing, 2001, pp. 348-357. 

 

R. P. Preston et al., “Design of an 8-Wide Superscalar RISC Microprocessor with 

Simultaneous Multithreading,” 2002 IEEE International Solid-State Circuits Conference, 

February 2002. 

 



32 

 

 

S. Rixner et al., “Register Organization for Media Processing,” 6th International 

Symposium on High Performance Computer Architecture (HPCA-6), pp. 375-386, 

January 2000. 

 

R. Russell, “The Cray-1 computer system,” Communications of the ACM, Vol. 21, Issue 

1, pp 63-72, 1978. 

 

S. Sair and M. Chamey, “Memory Behavior of the SPEC2000 Benchmark Suite,” IBM 

Thomas J. Watson Research Center Technical Report RC-21852, October 2000. 

 

SimpleScalar LLC, http://www.simplescalar.com. 

 

B. Sinharoy et al., “POWER5 System Microarchitecture,” IBM Journal of Research and 

Development, Vol. 49, No. 4/5, July/Sept., 2005, pp. 505-521. 

 

SPEC 2000 benchmarks suites, http://www.spec.org. 

 

J. M. Tendler et al., “Power 4 System Microarchitecture,” IBM Journal of Research and 

Development, Vol. 46, pp. 5. 

 

J. Tseng and K. Asanovic, “Banked Multiported Register Files for High-Frequency 

Superscalar Microprocessors,” 30th Annual IEEE/ACM International Symposium on 

Computer Architecture (ISCA-30), June 2003. 

 

J. H. Tsng and K. Asanovic, “A Speculative Control Scheme for an Energy Efficient 

Banked Register File,”  IEEE Transactions on Computer, Vol. 54, No. 6, June 2005, pp. 

741-751. 

 

 “UltraSPARC’s Prospects in an Itanium World”, Cambridge Consulting, May 2003. 

 

S. Wallace and N. Bagherzadeh, “A Scalable Register File Architecture for Dynamically 

Schedule Processors,” Proc. International Conference on Parallel Architectures and 

Compilation, Oct. 1996. 

 

S. Wilton and N. Jouppi, “An Enhanced Access and Cycle Time Model for On–Chip 

Caches,” WRL Research Report 93–5, DEC WRL, 1994. 

 

R. E. Wunderlich et al., “Smarts: Accelerating Microarchitecture Simulation via 

Rigorous Statistical Sampling,” Proc. of the 30
th

 Annual International Symposium on 

Computer Architecture (ISCA-30), 2003, pp. 84-97. 

 

J. Zamalea et al., “Two-level Hierarchical Register File Organization for VLIW 

Processors,” 33rd Annual IEEE/ACM International Symposium on Microarchitecture 

(MICRO-33), 2000, pp. 137-146. 


