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First, we study hard real-time scheduling problems where each task is defined

by a four tuple (r, c, p, d): r being its release time, c computation time, p

period, and d deadline. The question is whether all tasks can meet their

deadlines on one processor. If not, how many processors are needed?

For the one-processor problem, we prove two sufficient conditions for a

(restricted) periodic task set to meet deadlines. The two conditions can be

applied to both preemptive and non-preemptive scheduling, in sharp contrast

to earlier results. If a periodic task set can meet deadlines under any algorithm

which does not idle the processor as long as there are tasks ready to execute, it

must satisfy our second condition. We also prove a necessary condition for a

periodic task set to meet deadlines under any scheduling algorithm.

We present a method for transforming a sporadic task to an equivalent

periodic task. The transformation method is optimal with respect to non-

preemptive scheduling. With this method, all results on scheduling periodic

task sets can be applied to sets of both periodic and sporadic tasks.

For the scheduling problem in distributed memory systems, we propose

various heuristic algorithms which try to use as few processors as possible to

meet deadlines. Although our algorithms are non-preemptive, our simulation

results show that they can outperform the heuristic algorithms based on the
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famous preemptive rate monotonic algorithm in terms of the number of used

processors and processor utilization rate.

Second, we describe a hard real-time software development environment,

called HaRTS, which consists of a design tool and a scheduling tool. The design

tool supports a hierarchical design diagram which combines the control and

data flow of a hard real-time application. The design diagram is quite intuitive,

and yet it can be automatically translated into Ada code and analyzed for

scheduleability. The scheduling tool schedules precedence-constrained

periodic task sets and simulates the task execution with highly animated user

interfaces, which goes beyond the traditional way of examining a schedule as

a static Gantt chart.
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Design and Analysis of Hard Real-Time Systems

Chapter 1

Introduction

1.1 The Model of Hard Real-Time Computation

In a hard real-time system, the computer periodically gets information from

the environment through sensors, updates its internal system states based on

the inputs and the current internal states, and generates control commands to

change the environment through actuators.

The single most important requirement for a hard real-time system is that it

must make correct responses to environmental changes within specified time

intervals, called deadlines [1, 7, 21, 26, 27, 33]. Those deadlines, which by the

design specification must absolutely be met by the operational system, are

called hard deadlines. Missing any hard deadline can lead to catastrophic

results. Examples of such systems include nuclear power plant control, missile

control, etc.. Due to the characteristics of hard real-time applications,

deterministic system behavior is a must.

A hard real-time software system consists of a set of state machines, also called

tasks or processes, which cooperate to achieve the system goal. These state

machines are responsible for reading the inputs from the environment,

storing and updating the internal system states, and generating control

commands to control the environment. Each state machine is composed of a

subset of the system states (data) and an algorithm for the state

transformation. We call these state machines tasks.
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There are two kinds of tasks in hard real-time control systems: periodic and

sporadic (aperiodic) tasks. Periodic tasks must execute periodically. On the

other hand, a sporadic task is executed only in response to some specific event.

Each time a task is executed, we say an instance of it is generated. A task meets

its deadlines if and only if all of its instances meet their deadlines.

In this thesis, we first study hard real-time scheduling problems where each

task, either periodic or sporadic, is defined by a four tuple (r, c, p, d): r being

its release time, c computation time, p period, and d deadline. (The period of a

sporadic task will be explained in sections 1.2.1 and 1.2.3.2.) The question is

whether all tasks can meet their deadlines on one processor. If not, how many

processors are needed?

We say that a hard real-time system has deterministic behavior if all its tasks

can be scheduled such that all the timing (and precedence) constraints are

met. As a result, hard real-time scheduling is an essential part of our research.

We then describe a hard real-time software development environment, called

HaRTS, which consists of a design tool and a scheduling tool. The design tool is

used to graphically design a hard real-time application. We examine how to

analyze a graphical design to ensure that the resulting application, consisting

of a set of hard real-time (and precedence) constrained tasks, has

deterministic behavior. The scheduling tool is used to schedule and simulate

the execution of a set of precedence-constrained periodic tasks. Its scheduling

algorithms are based on our theoretical results on hard real-time scheduling.



1.2 Hard Real-Time Scheduling Problems

Hard real-time

in that a hard
changes within

hard-real time
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scheduling is different from many other scheduling problems

real-time system must make correct responses to environmental

hard deadlines. We study the problem of scheduling a set of

constrained tasks in uniprocessor environment and distributed

memory systems.

1.2.1 Problem Definition and Notations

We now formally define our hard real-time scheduling problems and the

notations to be used throughout this thesis. Formally, a task T is defined by a

four tuple (r, c, p, d), where r is its release time; c computation time; p period,

and d deadline. The release time of a task is the time when it is requested or can

be requested for the first time, depending on whether it is a periodic or

sporadic task. For a sporadic task, its period is specified as 0.

It should be pointed out that in many hard real-time scheduling researches,

say in [13, 27, 33, 37], sporadic tasks are assumed to be constrained by minimum

periods. That is, each sporadic task is assumed to have a minimum period by

which it can be requested consecutively. In our study, we eliminate this

assumption. For a sporadic task, we only assume that the required response

deadline is specified. As a result, 0 is used as the third element of the tuple
defining a sporadic task.

We use t = (Ti , T2 , Tn} to represent a set of hard real-time constrained tasks,

where Ti is either a periodic or a sporadic task, i = 1, 2, ..., n, and is

characterized by the tuple (ri, ci, pi, di). We say that t is valid if and only if for

any Ti E T, we have ci di and ci pi. In this thesis, we assume that all given

task sets are valid.
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In this thesis, we assume that time is discrete. Events only occur at clock ticks.

In the four tuple for a task, r specifies a time point; c, p, and d are given as
multiples of the interval between two consecutive clock ticks. Without loosing

generality, we assume that the minimum task release time of a task set is 0.

Note that under this assumption, if all tasks are released at the same time, their

release times must be 0.

We use Tg to refer to the jth instance of task Ti, i = 1, 2, n and j = 1, 2, ... ; rg the

request time of Tg; and dg the deadline of Tg. That is, the jth instance of task Ti is

requested at time rg and must finish its execution no later than at time dg = nIj +

di. For a periodic task Ti, we have ri = rj = + pi , j = 2, 3, ... .

Similarly, we use sij to refer to the start time of the execution of Tg under a

specific schedule and fg the corresponding finish time. In general, when a

processor is shared by more than one task, sij Z rij. Under a non-preemptive

schedule, we have fg = sij + ci. A schedule for 'C is valid if and only if for all i = 1,

2, n and j = 1, 2, ... , sij z rg and fij 5 dii.

We say that "C is scheduleable with respect to a scheduling algorithm category

if and only if there exists a valid schedule under a scheduling algorithm in

that category. An algorithm is said to be optimal with respect to a scheduling

algorithm category if and only if for any task set scheduleable with respect to

that category, the algorithm can generate a valid schedule for it. In this thesis,

scheduleability is always with respect to a scheduling algorithm category.

We recognize three different scheduling algorithm categories: fixed-priority

preemptive, dynamic-priority preemptive, and non-preemptive. In

preemptive scheduling, task execution is allowed to be interrupted. During run

time, the task with the highest priority among the ready tasks preempts the

execution of the others. In fixed-priority scheduling, tasks are assigned

priorities before run time and those priorities do not change during run time.

On the other hand, tasks are assigned priorities during run time in dynamic-



priority scheduling. In non-preemptive scheduling, task execution can not be

interrupted. Once a task has started its execution, it runs to completion.

Note that a task set which is scheduleable with respect to one category may not

be scheduleable with respect to another. For example, a task set which is

scheduleable when arbitrary preemption is allowed may not be scheduleable

when preemption is forbidden.

Scheduling algorithms can also be classified into these two categories: those

which intentionally insert idle processor times and those which do not. A non-

inserted-idle-time (NIIT) algorithm does not idle the processor as long as there

are tasks ready to execute. A schedule generated by such an algorithm is

referred to as a NIIT schedule. In this thesis, we mainly consider NIIT
algorithms which are most often seen in the real world.

Given a set of hard real-time constrained tasks, the questions are (1) Is it

scheduleable on one processor? (2) How many processors are needed to meet

task deadlines?

In the rest of this thesis, lcm represents the least common multiple of the
periods of a periodic task set, Amin = min {pi , p2 , pn}, Pmax = max{pi P2

Pn), rmax = max{r1 , r2 , ..., lb}, and furthermore, when we need to refer to a

sporadic task Ti under the minimum period constraint, pi min is used to

represent its minimum period.

Finally, we want to point out that in our theoretical study, no explicit

precedence constraints among tasks are considered. We shall consider them

when we analyze HaRTS design diagrams. However, it should be noted that

under non-preemptive scheduling, different task release times can be

interpreted as implicit precedence constraints if needed.
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1.2.2 Review of Earlier Results

In this section, we review earlier results on hard real-time scheduling. For

each case, we describe the problem in our notations, state the restrictions on

our general problem definition, and then give the major results. We intend to

present enough details for each case so that the readers can get a clear picture

of the previous knowledge on solving the problem. This section not only puts

our later comparison in a clear context but also serves as a quick reference on

hard real-time scheduling.

1.2.2.1 Preemptive Scheduling on One Processor

Most research results on hard real-time scheduling are on preemptive

scheduling in uniprocessor environment [17, 18, 21, 27, 33]. In preemptive

scheduling, when arbitrary preemption is allowed, as soon as a higher-

priority task becomes ready to execute, it preempts the execution of the

currently executing task. In this section, unless we point out, arbitrary

preemption is assumed. The central problem in preemptive scheduling is how

to assign priorities to tasks.

1.2.2.1.1 Fixed-Priority Scheduling

In [21], the problem was to decide the scheduleability of the following

restricted task set on one processor: T = [Ti , T2 , Tn), where Ti is a periodic

task, ri = 0, and di = pi, for all i = 1, 2, ..., n. That is, in T, all tasks are periodic,

they are all released at time 0 and the task deadlines are all equal to their

corresponding periods. In the fixed-priority approach, the rate monotonic

(RM) scheduling algorithm assigns the highest priority to the task with the

smallest period, ties being broken arbitrarily.

Theorem 1.1 [21]. The RM algorithm is optimal with respect to fixed-priority

scheduling for T.
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Theorem 1.2 [21]. Under the RM algorithm, z is scheduleable if Eci/p
i=1

n(21/II - 1).

Comment. For large n, n(21/n - 1) converges to In 2 - 0.69.

In [33], the same scheduleability question as above was asked without arbitrary

preemption assumption. Due to mutual exclusion, a higher-priority task may

be blocked by lower-priority tasks. To deal with this problem, a communication

protocol, called priority ceiling protocol, was introduced. Under this protocol, a

task trying to enter a critical section can be blocked by at most one of the

critical sections of any lower-priority tasks. Let bi be the longest blocking

duration that task Ti can experience during run time by any task of lower

priority.

Theorem 1.3 [33]. Under the RM algorithm and the priority ceiling protocol,

T is scheduleable if y(ci b i)/p n(21/I1 - 1).
i=1

Comment. It is not hard to imagine that deciding how long a periodic task can

be blocked by lower-priority tasks is not an easy job. More results based on the

rate monotonic approach can be found in [34, 37].

In [18], it was shown that the RM algorithm is no longer optimal for this task

set: T = {T1 , T2 , Tn}, where Ti is a periodic task, ri = 0, and di pi, for all i = 1,

2, ..., n. Note that this time, the task deadlines can be less than their respective

periods. As a result, the deadline inversion (DI) algorithm, which assigns the

highest priority to the task with the smallest deadline, ties being broken

arbitrarily, was introduced.
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Theorem 1.4 [18]. The DI algorithm is optimal with respect to fixed-priority

scheduling for T.

Comment. When the task release times are not restricted, no optimal fixed-

priority scheduling algorithm has been found [18].

Theorem 1.5 [18]. Under a fixed-priority scheduling algorithm, if the first

deadlines of all tasks are met, T is scheduleable.

Comment. This theorem allows us to develop a pseudo-polynomial time

algorithm for checking the scheduleability of T [18].

When the same-release-time restriction is further lifted, T = (Ti , T2 , ..., TO,

where Ti is a periodic task and di 5 pi, for all i = 1, 2, ..., n, we have:

Theorem 1.6 [18]. Under a given fixed-priority scheduling algorithm, T is

scheduleable if and only if all deadlines in the time interval (0, rmax + 2*Icm]

are met.

Theorem 1.7 [18]. Deciding whether T is scheduleable under a given fixed-

priority scheduling algorithm is NP-hard.

Comment. From Theorems 1.6 and 1.7, we know that the problem of checking
whether all deadlines in the time interval (0, rmax + 2*Icm] are met is NP-hard.

1.2.2.1.2 Dynamic-Priority Scheduling

The earliest deadline first (EDF) [8, 21] algorithm assigns the highest priority

to the task with the earliest deadline at any time during run time, ties being

broken arbitrarily. On the other hand, the least slack time first (LSF)

algorithm [27] assigns the highest priority to the task with the least slack time

at any time during run time, ties being broken arbitrarily. The slack time of a
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task ready to execute is equal to the difference between its deadline and its

execution time left to be completed at any moment during run time.

Theorem 1.8 [8, 27]. The EDF algorithm and the LSF algorithm are optimal

with respect to hard real-time scheduling.

Comment. The two algorithms are optimal for any hard real-time constrained

task set: periodic, sporadic or mixed. Furthermore, any combination of the two

algorithms is also an optimal hard real-time scheduling algorithm [27].

In parallel to Theorem 1.2, [21] also provided a theorem for the dynamic-
priority approach for the same restricted task set: "C = [Ti T2 , Tr}, where Ti

is a periodic task, ri = 0, and di = pi, for all i = 1, 2, ..., n.

Theorem 1.9 [21]. Under the EDF algorithm, ti is scheduleable if and only if

Eci/pi. < 1.
i=1

Comment. Theorem 1.9 was further proved to be true in [12] for the following

less restricted task set: ti = {Ti , T2 , TO, where Ti is a periodic or sporadic

task, pi = pi min if Ti is a sporadic task, and di = pi, for all i = 1, 2, n. That is, in

T, tasks can be either periodic or sporadic and they may have different release

times. But, all deadlines must be equal to the respective periods. Note that the

sporadic tasks are under the minimum period constraints.

In the scheduling problem considered in [17], task release times are not

restricted and task deadlines are allowed to be less than the corresponding

periods: t = [Ti , T2 , Tn], where Ti is a periodic task and di pi, for all i = 1, 2,

n. Let C(t) represent the configuration of a schedule at time t, defined to be

the n tuple (ci c2,t, where cik for all i = 1, 2, ... , n, is the amount of

time for which task Ti has executed since its last request up to until time t and

ci,t is undefined if t < ri. Then, we have:
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Theorem 1.10 [17]. Under the EDF algorithm, ti is scheduleable if and only if

all deadlines in the time interval (0, rmax + 2*lcm] are met and C(rmax + lcm) =

C(rmax + 2*lcm).

Theorem 1.11 [17]. Deciding whether ti is scheduleable under dynamic-

priority scheduling is NP-hard.

Comment. From Theorems 1.8, 1.10 and 1.11, we know that the problem of

checking whether all deadlines in the interval (0, rm ax + 2*lcm] are met under

the EDF algorithm is NP-hard. Note that the EDF algorithm is optimal with

respect to hard real-time scheduling and checking whether C(rm ax + lcm) =

C(rmax + 2*Icm) takes only 0(n) time.

1.2.2.2 Non-preemptive Scheduling on One Processor

In (13], the problem was to decide the scheduleability of the following task set

under non-preemptive constraint on one processor:. ti = , T2 , Tn}, where

Ti is a periodic or sporadic task, ri = xi, xi being an integer variable, pi = pi min

if Ti is a sporadic task, and di = pi, for all i = 1, 2, ..., n.

It should be pointed out that the term scheduleability in [13] has two different

meanings depending on the task set under consideration. For the above task

set where each xi is a variable, the scheduleability does not depend on task

release times. If such a task set is scheduleable, it is scheduleable no matter

when each task is released. On the other hand, from the above task set, we can
derive an infinite number of task sets in our definition by setting each xi to a

specific constant. In [13], each so-derived task set is called a concrete set of the

original set. The scheduleability for a concrete task set has the same meaning

as that defined in this thesis. Note that if the original task set is scheduleable,

any concrete task set derived from it must also be scheduleable.
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Let floor(x) be the largest integer less than or equal to x and assume that the

tasks in ti are in non-decreasing order by period.

Theorem 1.12 [13]. The following two conditions are necessary for ti to be
n i - 1

scheduleable: (1) lc iip 1; (2) L z ci +Eflo OWL -1 )/pj)* c j, for all i = 2, ..., n
i=1 j=1

and all L, pi < L < pi.

The non-preemptive EDF algorithm used in the following theorem works as

follows: When the processor is available, it assigns CPU to that ready task

which has the earliest deadline, ties being broken arbitrarily.

Theorem 1.13 [13]. Under the non-preemptive EDF algorithm, if the two

conditions in Theorem 1.12 are satisfied, T is scheduleable.

Comment. Theorems 1.12 and 1.13 are also true for concrete sporadic-only task

sets. However, for concrete periodic-only task sets, the scheduling problem

becomes harder.

Theorem 1.14 [13]. Deciding whether a concrete periodic task set is

scheduleable is NP-hard in the strong sense.

Comment. When a periodic task set does not satisfy the conditions in Theorem

1.12, a concrete periodic task set derived from it can still be scheduleable.

Theorem 1.15 [13]. There is no optimal non-preemptive algorithm for

scheduling concrete periodic tasks which makes each scheduling decision in

polynomial time unless P = NP.
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1.2.2.3 Transforming Sporadic Tasks

In hard real-time scheduling, it is a common practice to transform every

sporadic task into its equivalent periodic task [1, 27]. The purpose of doing so is

to use the periodic task to reserve time slots for the sporadic task in a schedule

generated for the resulting periodic-only task set. The periodic task and the

sporadic task have the same function. However, they have different timing

behaviors. The former is requested periodically. The latter is requested when a

related event occurs. Instead of waiting passively to be triggered by an event

as the sporadic task does, the periodic task periodically checks to see whether a

related event has occurred.

In [27), a sporadic task Ti defined by the four tuple (0, ci, pi min, di) was

transformed into the following equivalent periodic task: T'i = (0, c'i, p'i,

where c'i = ci, p'i = min{di - ci + 1, pi min}, and d'i = ci. It was shown that if the

periodic task meets its deadlines in a schedule, all related events will be

handled on time during run time.

It should be noted that in the resulting periodic task, c'i = In general, a

periodic task set containing such tasks is more likely not to be scheduleable

because the deadlines of such tasks are too tight. Each time such a task is

requested, it must be scheduled right away and occupies the next c'i time slots.

1.2.2.4 Scheduling in Multiprocessor Environment

There are far less results on scheduling hard real-time constrained tasks in

multiprocessor environment than in uniprocessor environment [36]. In this

section, a multiprocessor environment simply means multiple independent

processors unless we specify otherwise.

In general, hard real-time scheduling in multiprocessor environment can be

classified into two categories: partition-based scheduling and non-partitioning
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scheduling [10, 18]. In partition-based scheduling, tasks are partitioned into

disjoint subsets and each subset is assigned to a distinct processor. On the other

hand, in non-partitioning scheduling, tasks are not partitioned.

1.2.2.4.1 Partition-Based Schedultna

In [18], it was shown that partition-based scheduling with m processors is NP-

hard in the strong sense even for the simple periodic task set where all tasks

are released at the same time and the task deadlines are all equal to the

respective periods: T = (Ti , T2 , TnI, where Ti is a periodic task, ri = 0, and di=

pi, for all i = 1, 2, ..., n.

Theorem 1.16 [18]. Deciding whether T is scheduleable on m processors

under the partition-based approach is NP-hard in the strong sense.

Comment. [18] only considered fixed-priority preemptive scheduling. However,

the reduction method used there for proving NP-hardness does not depend on

any specific scheduling algorithm. Thus, Theorem 1.16 is true under any

algorithm, fixed-priority preemptive,

preemptive, etc..

dynamic-priority preemptive, non-

In [10], the problem was to decide the minimum number of processors needed

to meet the deadlines of the above task set under the partition-based approach.

The RM algorithm was used to ensure that the tasks on the same processor meet

their deadlines. Several heuristics for partitioning the task set were proposed

and worst-case bounds on the performance of these heuristics in terms of the

minimum number of processors needed were derived.

It should be noted that under the partition-based approach, the problem of

deciding the minimum number of processors needed to meet the deadlines of a

periodic task set is similar to the traditional bin-packing problem in that each

processor is like a bin of size 1 and each task Ti is like an element of size ci/p
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The sum of ci/p i for the tasks on the same processor can not be larger than 1.

(We shall prove this in Chapter 2.) However, the partition-based scheduling
problem here has one more dimension: meeting deadlines. c i/p 1 + ... + ck/p k 5..

1 does not guarantee that the k tasks on the same processor can meet their

deadlines under a specific scheduling algorithm.

The bin-packing problem is NP-hard in the strong sense [11]. But, it has been

well studied. Many heuristic algorithms exist for solving the problem [14]. Due

to the similarity between the bin-packing problem and the partition-based

scheduling problem here, the heuristic algorithms for the former are the

natural candidates to be considered in developing the heuristics for

partitioning the tasks of the latter.

Theorem 1.17 gives worst-case bounds on the performance of the following

three well-known heuristics for the bin-packing problem: first-fit (FF), best-

fit (BF) and first-fit-descending (FFD), where the letter I represents an

instance of the problem, algorithm(I) the number of bins needed by the

algorithm and OPT(I) the number of bins needed by the optimal algorithm.

Theorem 1.17 [14]. For all instances I of the bin packing problem,

FF(I) 17/10*OPT(I) + 2

BF(I) 5 17/10*OPT(I) + 2

FFD(I) 11/9*OPT(I) + 4

In [31], the priority ceiling protocol was extended to schedule dependent

periodic tasks in shared memory systems. (See section 1.2.2.1.1.) However, the

result is quite complex and contains too much overhead to be practical [36].

1.2.2.4.2 Non - partitioning Scheduling

In [18], a theorem parallel to Theorem 1.16 for non-partitioning scheduling

was also provided. The task set T in the following theorem is the same as that in
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Theorem 1.16: 'T = (Ti , T2 , Tn}, where Ti is a periodic task, ri = 0, and di =

for all i = 1, 2, ..., n.

Theorem 1.18 [18]. Deciding whether i is scheduleable on m processors

under the non-partitioning approach is NP-hard in the strong sense.

Comment. Theorem 1.18 is true no matter what scheduling algorithm you use to

schedule the tasks on the same processor.

From Theorems 1.16 and 1.18, we see that as we move from uniprocessor

environment to multiprocessor environment, we can not even expect pseudo-

polynomial-time algorithms unless P = NP.

[32, 35, 40] proposed a dynamic approach to scheduling real-time constrained

tasks in a distributed system. Under the approach, each task instance is treated

as an independent task. When a task (instance) arrives at a node in the

distributed system, the local processor first tries to schedule it locally. If the

task can not be scheduled locally without violating timing constraints, it is

sent to another node in the system. No attempt is made at static time to make

sure that all tasks (task instances) will meet their deadlines during run time.
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1.2.3 Our Results

In this section, we summarize our results on hard real-time scheduling and

contrast them with earlier results.

1.2.3.1 Scheduling on One Processor

We prove two sufficient conditions, stated in Theorem 2.1 and Theorem 2.3,

respectively, for a periodic task set to be scheduleable on one processor. The
first condition only applies to those task sets where di pi for all tasks. The

second condition applies to any general periodic task set.

First Condition: A periodic task set, where di z pi for all tasks, is scheduleable

on one processor if the sum of the execution times is less than or equal to the

minimum period. This condition is very easy to check although it is not as

powerful as the second condition, below.

Second Condition: Given a periodic task set, there are potentially an infinite

number of task instances. This requires us to find a finite time interval such
that the schedule for this interval can be repeated. When all task release times
are restricted to 0 and di 5_ pi for all tasks, the least common multiple (lcm) of

the periods is the well known choice for such a finite time interval. But, what

happens when the task release times and the deadlines are not restricted? We

prove that with respect to NIIT algorithms, it is sufficient to consider the first

two lcm time periods, only.

Our two sufficient conditions can be applied to both preemptive and non-

preemptive scheduling. This is in sharp contrast to earlier results, which are

either for preemptive or non-preemptive scheduling. Our second sufficient

condition is most general with respect to NIIT algorithms. If a periodic task set

is scheduleable under any NIIT algorithm, it must also be scheduleable under

our second condition. We shall demonstrate this by showing that those periodic
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task sets whose scheduleability can be decided by the methods in [12, 13, 17, 18,

21] are contained in a proper subset of the periodic task sets whose

scheduleability is decidable with our second condition.

In addition to the two sufficient conditions, we also prove a necessary

condition, stated in Theorem 2.2, for a periodic task set to be scheduleable on

one processor under any scheduling algorithm. Unlike the necessary

conditions reported in earlier works, our necessary condition does not depend

on any specific scheduling algorithm. If a periodic task set containing n tasks
does not satisfy this condition: ci/p 1 + + cn/p n 5 1, it is not scheduleable on

one processor under any scheduling algorithm.

1.2.3.2 Transforming Sporadic Tasks

We present a method for transforming a sporadic task into an equivalent

periodic task. The transformation method is optimal with respect to non-

preemptive scheduling. The optimality is in the sense that the resulting task
has the maximum period. We prove that, when preemption is not allowed, the

period that the periodic task can have to meet the timing constraints of the
sporadic task can not be larger than half of the deadline of the sporadic task.

This is stated in Theorem 2.4. With this method, the results on scheduling
periodic task sets can be applied to task sets containing both periodic tasks and

sporadic tasks.

As seen in section 1.2.2.2, [13] provided a sufficient and necessary condition

for a sporadic-only task set to be scheduleable on one processor under the

non-preemptive EDF algorithm. [27] provided a method for transforming a
sporadic task into an equivalent periodic task. See section 1.2.2.3. In both cases,

the sporadic tasks are constrained by the minimum periods by which they can

be requested consecutively.
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We eliminate this restriction on sporadic tasks. Our sporadic tasks are only

constrained by the required response deadlines. From the required deadline of

a sporadic task, we derive the worst-case frequency by which the event

driving the task can occur such that each of them can be handled on time by

the sporadic task (its equivalent periodic task). If the events occur more

frequently than allowed by the worst-case frequency, some of them may not

be handled on time if at all. We consider this to be a design issue which should

be considered by designers.

1.2.3.3 Scheduling In Distributed Systems

We propose various heuristic algorithms for scheduling periodic task sets in

distributed memory systems and evaluate their performances through

simulations. All of the heuristics are non-preemptive and partition-based.

Under the partition-based approach,

heuristics. Along one dimension, we

processors. Along the other dimension

tasks on the same processor.

there are two dimensions to consider

need to decide how to allocate tasks to
, we need to decide how to schedule the

For task allocation, we use the modified versions of the following heuristics for

the bin-packing problem: FF, FFA (first-fit-ascending), FFD, BF, and WF (worst-

fit). The fit criterion is that the tasks on each processor can meet their
deadlines. We further propose two more task allocation heuristics: FFA_P and

FFD_P. FFA and FFA_P work similarly. The difference between them lies in

sorting keys. In FFA, ci/p i is the sorting key. In FFA_P, pi is the sorting key.

The same explanation also applies to the difference between FFD and FFD_P.

The methods for deciding whether the periodic tasks on a processor can meet

their deadlines are based on Theorems 2.1 and 2.3. Under the checking method

based on Theorem 2.1, called the MP (minimum period) algorithm, a subset of
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the given periodic tasks are allowed to be allocated to the same processor if the

sum of their execution times is no larger than their minimum period.

The methods based on Theorem 2.3 check to ensure that the instances of the

tasks

their

NIIT

on a processor which are requested in the first two lcm periods meet

deadlines under the corresponding NIIT scheduling algorithms. Three

algorithms are considered: the FCF (first-come-first) algorithm, the non-

preemptive EDF algorithm, and the non-preemptive LSF algorithm. The FCF

algorithm schedules the task (instance) which is requested first when the

processor is available. The non-preemptive LSF algorithm is the non-

preemptive version of the preemptive LSF algorithm.

Basically, each combination of one of the allocation heuristics, say FF, with

one of the scheduling heuristics, say FCF, constitutes a heuristic algorithm for

our scheduling problem here.

The performances of the various heuristic algorithms were evaluated through

simulations. The performance parameters considered are the number of

processors used, processor utilization rate and execution time. The simulation

task sets were all randomly generated, constrained by man-controlled

parameters, e.g., the domain of the periods to be generated. In the four

parameters defining a periodic task, the release time, execution time and

period were randomly generated. The deadline was set to be equal to the period.

In addition to the MP, FCF, EDF, and LSF algorithms, two more algorithms were

considered: the NT and the RM algorithms. NT stands for no-time (constraints).

The NT algorithm is a dummy algorithm under which a set of k tasks is allowed

to be allocated to a processor as long as clip 1 + c2 /P2 + + + ck/p k 5 1. It is

obvious that under the NT algorithm,

is of interest because its combination

a pseudo-lower bound on the

no timing constraints are considered. It

with an allocation heuristic can produce

number of processors needed by the

combinations of the same allocation algorithm with other heuristics which
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consider timing constraints, e.g., EDF. Note that the bound is not necessarily

the real lower-bound because the allocation algorithm is heuristic.

The RM algorithm is of interest because it provides a processor utilization rate

bound (0.69) to be compared with. Under the RM algorithm, a set of k periodic

tasks is allowed to be allocated to the same processor if clip 1 + c2 + +

ck/p k 5 0.69. See section 1.2.2.1.1.

Our simulation results show that although the MP, FCF, EDF, and LSF heuristics

are non-preemptive, under the same allocation algorithm, they can

outperform the preemptive RM algorithm in terms of the number of

processors used and processor utilization rate. However, we must point out that

the bound 0.69 is pessimistic for the RM algorithm. k periodic tasks on a
processor may still be able to meet their deadlines under the RM algorithm
when they do not satisfy the condition clip 1 + c2 /P2 + + ck/pk 0.69 [18, 21].

Our simulation results also show that our heuristic algorithms are fast. A

second or two or less are all it takes for an algorithm to perform. As a result,

they are suitable to be used in hard real-time system design and analysis tools

to produce quick design feedbacks.

It is important to note that the messages sent by periodic tasks, if exist, are also

periodic. As a result, in a distributed memory system, message passing can be

handled just like task execution. Under non-preemptive scheduling, the

system has deterministic behavior as long as all tasks meet their deadlines and

all messages arrive on time. These are summarized in Theorem 3.1.

Under our partition-based approach, the behavior of a hard real-time system

can be determined at static time. This is in sharp contrast to the dynamic

approach in [32, 35, 40]. Although the approach in [31] was also claimed to be

deterministic, it is too complex and contains too much overhead to be practical

due to the need to ensure mutual exclusions in shared memory systems.
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1.3 Design and Analysis of Hard Real-Time Systems

We have built a graphical software development environment, called HaRTS,

for designing and analyzing hard real-time applications, which consists of a
design tool and a scheduling tool.

1.3.1 Why a New Case Tool?

What motivated us to develop HaRTS design

design is much easier for designers,

comprehend. This belief is mainly due

engineering success enjoyed in other

architecture, mechanical engineering, etc.).

done by drawing diagrams, and "What You See

tool is our belief that a graphical

reviewers, and maintainers to

to observation of the relative

engineering disciplines (e.g.,

In those disciplines, design is

Is What You Get".

HaRTS design tool supports a hierarchical design diagram for capturing

requirements. The design hierarchy separates a design into self-contained

subdesigns. Yet, the design can be flattened to give you a global view. When

one processor can not satisfy the timing (and precedence) requirements of a

design, the hierarchy provides a natural way for assigning subdesigns to

different processors in a distributed environment.

Traditional graphical software design methods normally separate control flow

from data flow [19]. Nor do they support the strict timing requirements of hard

real-time applications. [27] introduced a graphical computation model which

incorporates

control and

design tool

This allows

strict timing constraints. However, it is still based on separate
data flow diagrams. Unlike earlier graphical design methods, our

supports a design diagram which combines control and data flow.

us to easily obtain a whole picture of a hard real-time application,

which is difficult to achieve through examining separate control flow and data

flow diagrams.
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A hard real-time application under such a design is defined by a control flow

network and a data flow network. The control flow network is driven by timers

and external events. The design diagram is quite intuitive, and yet it can be
automatically translated into Adam code [3] and analyzed for scheduleability.

It must be pointed out that our design methodology is based on the needs of

real applications. For example, a missile flight control application played a

major role in the development of HaRTS design diagram. We shall use the

simplified version of this application as an example in our presentation.

HaRTS scheduling tool is used to schedule task graphs, directed acyclic graphs

whose nodes are periodic tasks, and examine the deterministic behavior of a

task graph under a selected schedule. Its heuristic scheduling algorithms try

to use as few processors as possible to meet both timing and precedence
constraints. Based on a generated schedule for a task graph, the scheduling

tool can simulate the task execution with highly animated user interfaces,

which goes beyond the traditional way of examining a schedule as a static

Gantt chart.

Due to historical reasons, the design tool and the scheduling tool have been

developed separately and have not been fully integrated yet. However, we

shall show that the current scheduling tool can be extended to schedule the
precedence-constrained periodic task set derived from HaRTS design diagram.

The design tool has been implemented on Macintosh using an object-oriented

application framework, called Objex [38, 39]. It must be pointed out that the
implementation of the design tool is attributed to the author of [39] who
designed and implemented the tool's user interface, the data structures, etc..

The basic idea of HaRTS design diagram was initiated by the Boeing software

engineering group. The author of this thesis is responsible for completing the

development of the design diagram. Furthermore, the code generation method
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and the design diagram analysis method to be described in chapter 4 are the

work of this author.

The scheduling tool has been implemented on Macintosh using Think Pascal

based on an existing graphical tool for defining and scheduling parallel

applications, called Para llex [20]. Para llex uses directed acyclic graphs, called

task graphs, to define parallel applications.

to incorporate task periods.

1.3.2 Analyzing HaRTS Design Diagram

We have extended the task graph

We give a systematic method for deriving a set of precedence-constrained

periodic tasks from a HaRTS design diagram which together meet the

requirements. Sporadic tasks are transformed into their equivalent periodic

tasks. The behavior of the resulting application from a HaRTS design is

determined by the execution of the so-derived periodic task set. Under a task
execution schedule which meets the timing and precedence constraints of the

task set, the resulting application has deterministic behavior.

We examine the scheduling problem derived from a HaRTS design diagram
which consists of a set of periodic tasks

the precedence constraints among the task

the precedence-constrained periodic task

diagram is different from the task graph

and a directed acyclic graph defining

instances. We want to point out that

set derived from a HaRTS design

scheduled by HaRTS scheduling tool.

Here, it is sufficient to point out the difference, which will become clear in

chapter 4.

We extend our results on hard real-time scheduling in uniprocessor

environment, introduced in section 1.2.3.1, to apply them to this new problem.

Given a precedence-constrained periodic task set, the question is whether

there exists a schedule on one processor which satisfies both the timing and

the precedence constraints.
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We give an optimal preemptive scheduling algorithm for this problem. In [4],

an optimal preemptive algorithm was given for scheduling a set of

precedence-constrained tasks each of which is defined by a release time, an
execution time and a deadline. In our scheduling problem, each task has one

more parameter called its period. Based on Theorem 2.3, we extend the result in

[4] to take task periods into account. We show that the resulting algorithm is

optimal. This optimal result is stated in Theorems 4.1 and 4.2.

We also give an optimal non-preemptive NIIT algorithm. When preemption is

not allowed, Theorem 2.3 allows us to transform our scheduling problem into a

variation of the Sequencing With Intervals (SWI) problem [11]. Our optimal

NIIT algorithm basically enumerates the valid permutations of the task

instances requested in the first two lcm time periods. However, the optimal

NIIT algorithm may not be practical for a real application due to the NP-

completeness result.

Compared with the traditional cyclic-executive approach to developing hard

real-time applications [1], our design and analysis approach eliminates the

painful process of unnaturally cutting the code into certain sized pieces that

fit into time frames of a schedule. Instead, under our approach, a graphical

design is decomposed into scheduling tasks on a logical level. The resulting

task set is then automatically scheduled.

The well known rate monotonic approach summarized in [33] cannot handle

precedence-constrained periodic task sets although with the priority ceiling

protocol, it is possible to schedule periodic tasks communicating through

critical sections enforced by semaphores. However, it is not an easy job to

decide how long each periodic task will be blocked by lower-priority tasks

during run time. Our approach has the advantage that it guarantees both

timing and precedence constraints.
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1.4 The Contributions

1) We prove two sufficient conditions for a periodic task set to meet deadlines

on one processor, which can be applied to both preemptive and non-

preemptive scheduling, in sharp contrast to earlier results.

1.1) The first condition is very simple to check but only applies to those

periodic task sets with di > pi for all tasks.

1.2) The second condition is most general with respect to NIIT algorithms.

That is, if a periodic task set can meet deadlines under any NIIT

schedule, it must also be scheduleable under the second condition.

Unlike earlier results, this condition applies to any general periodic

task set.

2) We prove a necessary condition for a periodic task set to be scheduleable on

one processor. Unlike earlier results, this condition applies to any periodic

task set under any scheduling algorithm: preemptive, non-preemptive, with

inserted idle time, without inserted idle time, mixed, etc..

3) We present a method for transforming a sporadic task to an equivalent

periodic task. The transformation method is optimal with respect to non-

preemptive scheduling. With this method, the results on scheduling periodic-

only task sets can be applied to task sets containing both periodic tasks and

sporadic tasks.

4) We propose various heuristic algorithms for scheduling periodic task sets in

distributed memory systems and evaluate their performances through

simulations. We show that message passing in distributed memory systems can

be handled just like task execution.
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Although our heuristic algorithms are non-preemptive, our simulation results

show that they can outperform the heuristic algorithms based on the famous

preemptive rate monotonic algorithm in terms of the number of processors

used and processor utilization rate. Our simulation results also show that our

heuristic algorithms are fast. As a result, they are suitable to be used in hard

real-time system design and analysis tools to produce quick design feedbacks.

5) We introduce a hard real-time software development environment, called

HaRTS, consisting of a design tool and a scheduling tool. The design tool

supports a hierarchical design diagram which combines the control and data

flow of a hard real-time application. The design hierarchy separates a design

into self-contained subdesigns. Yet, the design can be flattened to give you a

global view. In distributed memory systems, the design hierarchy provides a

natural way for assigning subdesigns to different processors. The design

diagram is quite intuitive, and yet it can be automatically translated into Adam'

code and analyzed for scheduleability.

The scheduling tool schedules task graphs. Its heuristic algorithms try to use

as few processors as possible to meet both timing and precedence constraints.

Based on a generated schedule, the scheduling tool can simulate the task

execution with highly animated user interfaces, which goes beyond the

traditional way of examining a schedule as a static Gantt chart.

6) We show how to translate a HaRTS design into Adam code. However, the

direct code generation method does not guarantee mutual exclusions and

meeting of deadlines. We show how to analyze a HaRTS design diagram to

ensure that the resulting application has deterministic behavior. We present a

systematic method for deriving a set of (precedence-constrained) periodic

tasks from a HaRTS design diagram which together meet the requirements. We

give one optimal preemptive algorithm and one optimal non-preemptive NIIT

algorithm for scheduling the so-derived periodic task set in uniprocessor

environment.
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Chapter 2

Hard Real-Time Scheduling on One Processor

2.1 Scheduling Periodic Tasks

In this section, we consider scheduling periodic-only task sets on one

processor. Those task sets containing both periodic and sporadic tasks are dealt

with in section 2.2. We show that those periodic task sets whose scheduleability

can be decided by the methods in [12, 13, 17, 18, 21] are all contained in a

proper subset of the periodic task sets whose scheduleability is decidable with

a new result which we give as Theorem 2.3, below. We discuss the complexity of

the methods based on Theorems 2.1 and 2.3.

2.1.1 Minimum Period

We consider scheduling the following task set in this section: ti = {Ti , T2 ,

Tn), where Ti is a periodic task and di z pi, for all i = 1, 2, ..., n. We give a

sufficient condition for deciding the scheduleability of such a task set.

Although this condition is not as powerful as the one to be presented in section

2.1.2, it is very simple to check.

Theorem 2.1. Under any NIIT algorithm, if pj is scheduleable.
i=1

Proof.

Case 1. If no task instances compete for processor time (, i.e., every instance is

requested when the processor is idle), then all instances will meet their

deadlines during run time because di. Thus, "C is scheduleable.
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Case 2. If task instances do compete for processor time, the critical time

sections are those during which the time competition occurs. If the instances

requested in the critical time sections can meet their deadlines, then all

instances can meet their deadlines. Figure 2.1 shows the task request pattern

and a valid non-preemptive schedule for an example task set consisting of

three tasks whose instances compete for processor time. It also illustrates what

we mean by critical and non-critical time sections.

T1 I II= ID- Time

rll r12 r13 r14 r15 r16

T2 PM
o r21

T3 1

0
17-7
r31

PM PM I ' - Time
r22 r23 r24 r25

.:

Fl
r32

Flr33
I Timer34

o r11 r12 r13 r15

a critical time section a non-critical time section

r16
Schedule

Figure 2.1. An example demonstrating critical time sections

Assume that Ti1J1, Ti2j2, Tikjk is a sequence of competing instances sorted in

non-decreasing order by their request times, ties being broken arbitrarily,

and at time riiji the processor is idle. We shall prove that if Amin i2,

i=1

, ik are distinct, that is, Tiljl, Ti2j2, Tikjk are generated from distinct tasks.

Let m k be the maximum number such that i1, 12, , im are distinct. Because

- im are distinct, we have m n and Amin Icip. When Tith, Ti212,
p=1

Tjm are executed one after another with non-inserted-idle-time, they all

finish before or at time riiji + ,cip < rith + EC ip < rith + pmin
p=1 P=1
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The next instance of any one of Tip Ti2 , Tim will be requested at most as

early as at rith + pmin. If k > m, according to the definition of m, Tim4.1jm+1 must

be an instance of one of Tip Ti2 , Tim. But, because Tim+jjm44 competes for

processor time with at least one of Ti111, Ti2j2, Timjm, it must be requested

before riiji + pmin. A contradiction. Thus, we have m = k, that is, il, i2, , ik are

distinct.

Because il, i2, , ik are distinct, each critical time section includes at most one
instance from each distinct task. Because Tiljl, Ti2j2, Tikjk all finish before or

at rith + pmin when they are executed one after another with non-inserted-

idle-time and di Z p i, they all meet their deadlines. Thus, i is scheduleable

under any NIIT algorithm. QED

It should be noted that the proof does not depend on whether the scheduling
algorithm is preemptive or non-preemptive. As long as the algorithm does not

idle the processor when there are tasks ready to execute, the theorem is valid.
Furthermore, if the condition of the theorem holds, the task set is scheduleable

independent of the task release times.

Figure 2.1 shows a FCF schedule for an example task set containing three tasks

whose deadlines are assumed to be equal to the corresponding periods. The
schedule time axis is divided by the smallest period of the three tasks (, i.e., the

period of Ti) after Tn.

2.1.2 !CM Time Period

In this section, we consider scheduling the general periodic task set: c = {Ti T2

, Tn}, where Ti is a periodic task for all i = 1, 2, ..., n. It should be noted that

no restrictions are put on the task release times and deadlines. We first prove a

necessary condition for a general periodic task set to be scheduleable under
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any scheduling algorithm. Then, we give a sufficient condition for "C to be

scheduleable. This condition is also necessary with respect to MIT algorithms.

Theorem 2.2. If Eci/p i > 1, ti is not scheduleable.
i=1

Proof.

Because Eci/p > 1, Eci*lcm/pi > lcm. The literal meaning of this is that the
i=1 i=1

computation time demanded in each lcm time period exceeds the length of the

period. This means that even if we executed the instances requested in each

lcm period (including the start point but excluding the end point as far as task

request times are concerned) one after another without any idle time between
them (disregarding their request times and deadlines), some of them still can

not finish execution in the corresponding period.

In the following proof, we assume that all tasks are released in the first lcm

time period and the total computation cost of each task in that period is the
same as that of the same task in each later lcm period. We can always do so

without loss of generality because we assume an infinite scenario. If the

assumption does not hold for a specific problem instance, we can always skip

the first few lcm time periods.

The accumulation of (part of) the execution times of those instances which are

requested but not finished in some lcm period will eventually lead to missed
deadlines. In the following, we first prove that the theorem is true for those

subproblems in which all task deadlines are equal to or less than the

corresponding periods. We then argue that this restriction is not needed.
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Let lcm = Eci*lcm/pi - x, where x > 0, and k be such an integer that k*x > lcm.
i=1

Then we have two cases:

Case 1. Some instances requested in the first k lcm time periods have already

missed their deadlines. Thus, ti is not scheduleable.

Case 2. Some of the instances which are requested in the first k lcm periods but

can not finish before time k *lcm will miss their deadlines in the (k+l)th lcm

period. Such instances must exist according to the above argument. Because

k*x > lcm, it is impossible for all such instances to finish in the (k +1)th lcm

period. Some of them will be left to the (k+2)th lcm period. These instances will

definitely miss their deadlines because the deadlines are equal to or less than

the corresponding periods and new instances of the same tasks are requested

in the (k+l)th lcm period. Thus, ti is not scheduleable.

When we lift the restriction on task deadlines, it is not difficult to see that we

can always find a large enough k such that the accumulation of the

unfinished execution times of the instances requested in the first k lcm

periods will lead to missed deadlines. Note that once task deadlines are

specified, no matter how large they are, they become constants. Thus, without

the restriction on task deadlines, the theorem is still valid. QED

It should be clear from the proof that Theorem 2.2 is valid no matter what

scheduling algorithm, preemptive or non-preemptive, with or without

inserted idle time, is used. As long as the condition in the theorem holds, the

task set is not scheduleable.

Now, we present the sufficient condition for a general periodic task set to be

scheduleable. Before we do so, we first state the assumptions for the next

theorem. The first assumption is that at least one of the given tasks is released

at time 0. This can always be assured by shifting the time axis. The second
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assumption is the same as the one used in the previous theorem, which is that

the total computation cost of each task in the first lcm period is the same as
that of the same task in each later lcm period.

If the second assumption does not hold for a specific task set, we fill the first

lcm period with the imagined task instances used as place holders. The filling
method repeatedly generates the imagined instances for a periodic task Ti = (ri,

pi, di) in such a way that ri(-1) = ri pi; ri(-k) = ri(-k+1) Pi until ri(_k), k z 1,

becomes equal to or less than 0, where a negative index signifies an imagined

instance. If ri( -k) < 0, we remove Ti( -k) from the imagined instance set. In this

way, we can ensure that the assumption always holds.

Theorem 2.3. If Ici/p i 5 1 and the instances requested in the time interval
i=1

[0, 2*1cm) all meet their deadlines under a NIIT schedule, T is scheduleable.

Proof.

Case 1. If all instances requested in the time interval [0, lcm) finish in the
interval (0, lcm] under the given schedule, T is scheduleable because the

computation cost in each later lcm period is the same as that in the first and
the task request patterns are the same for all lcm time periods. Under the same

scheduling algorithm, the schedule for the first lcm period is repeated in each

later lcm period. This case is shown in Figure 2.2 in which all task deadlines

are assumed to be equal to the corresponding periods.
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Case 2. Otherwise, some of the instances requested in the first lcm period will

(partially) be executed in the second lcm period.

The total computation cost of the instances requested in the first lcm period is
(c i/p 1 + c2/P2 + ...+ cn/P n) *Icm S lcm. If we did not consider the task request

times, under a NIIT schedule, all instances requested in the first lcm period

would finish in that period. It is the request times that lead to idle processor

times in the schedule, which in turn make finishing in the time interval (0,

lcm] impossible.

Let x be the total idle processor time in the first lcm period under the given

schedule and y be the sum total of the processor time slots in the second lcm

period allocated to the instances requested in the first. Then, we have:

i/p i*lcm + x = lcm +y
i=1

Because lc i/p i 5 1, we have x Z y. The literal meaning of this is that the
i=1

amount of total idle processor time in the first lcm period, x, is equal to or
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larger than the cost, y, of the computation which is demanded by the instances

requested in the first lcm period but is left to the second lcm period to finish.

Because the total computation cost of the instances requested in the second lcm

period is the same as that in the first and the task request patterns are the
same for all lcm periods, the same amount of total idle processor time would be

available in the second lcm period under the same scheduling algorithm if we

did not take into account the computation demand left over from the first.

Under any NIIT algorithm, the left-over computation demanded in the first

lcm period will be handled with the idle processor time in the second.

Now, consider the time sections covering the time points i*lcm, i = 1, 2, ... , in a

NIIT schedule as shown in Figure 2.3. Each such section starts at the closest

point to the left of a "i*lcm" point on the time axis at which the processor is

idle and ends at the closest point to the right at which the processor is idle. In

general, in a NIIT schedule, the instances requested in the ith lcm period and

scheduled to execute (partially) in the (i+1)th lcm period must be in the time

section covering the point i*Icm.
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Figure 2.3. An example demonstrating case 2

Because the computation demand left over from the first lcm period is satisfied

with the idle processor time in the second lcm period, the two time sections,

01- Time

Time

Time

Schedule
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one covering the point lcm and the other 2*Icm, contain the same task request

pattern and the same computation demand. The difference is only in instance

indices. Under the same scheduling algorithm, each section starts with the

same task, which meets the condition that the processor is idle when the task is

requested.

This means that the instances requested in the second lcm period and

scheduled to execute (partially) in the third are the same as those requested in

the first and scheduled to execute in the second (only different in instance

indices). Because the task request pattern and the computation cost in all lcm

periods are the same, in general, the instances requested in the ith lcm period

and scheduled to execute (partially) in the (i+1)th period are the same as those

requested in the (i-l)th period and scheduled to execute in the ith period (only

different in instance indices), for all i Z 2.

This tells us that the instances requested in one lcm period and scheduled to

execute (partially) in the next will not change, except with different indices,

for all lcm periods under the given schedule. Under the same scheduling

algorithm, the schedule for the second lcm period is repeated in each later lcm

period. Thus, T is scheduleable. QED

It should be clear from the proof that Theorem 2.3 is valid no matter what

scheduling algorithm is used, preemptive or non-preemptive or mixed, as long

as it does not idle the processor when there are tasks ready to execute. Most of

the scheduling algorithms we see in applications fall into this category. For

example, all scheduling algorithms in [12, 13, 17, 18, 21] belong to this

category.

Figure 2.3 shows a NIIT schedule for an example periodic task set containing

three tasks. All deadlines are assumed to be equal to the corresponding periods.

This task set does not meet the condition set for the first case in the proof but

the instances requested in the interval [0, 2*Icm) all meet their deadlines
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under a non-preemptive NIIT schedule, generated by the FCF algorithm.
Furthermore, ci/p1 + c2/p2 + c3/p3 5 1. According to Theorem 2.3, the task set is

scheduleable.

2.1.3 Comparison

First of all, the three theorems we have proved in the last two sections can be

applied to both preemptive and non-preemptive scheduling. This is in sharp

contrast to previous theorems [12, 13, 17, 18, 21] which are restricted to either

preemptive or non-preemptive scheduling.

Unlike previous results published in the literature, the sufficient condition in

Theorem 2.1 and the necessary condition in Theorem 2.2 are not bound to any

specific scheduling algorithm although Theorem 2.1 does require a NIIT

algorithm. Our necessary condition is applicable to any periodic task set under

any scheduling algorithm. Whenever the condition in Theorem 2.2 holds, the

given task set is not scheduleable no matter what scheduling algorithm is used.

We now show that those periodic task sets whose scheduleability can be decided

by the methods in [12, 13, 17, 18, 21] are contained in a proper subset of the

periodic task sets whose scheduleability is decidable with Theorem 2.3. But,

before we do so, we first want to point out what we mean by proper subset. We

mean that for any periodic task set, if its scheduleability can be decided by any

of the methods in [12, 13, 17, 18, 21], its scheduleability is decidable with

Theorem 2.3. Furthermore, we give an example task set whose scheduleability

can not be decided using the methods in [12, 13, 17, 18, 21] under non-

preemption constraint but can be decided with Theorem 2.3.

Whenever a periodic task set is scheduleable under any of the theorems in [12,

13, 17, 18, 21], it is scheduleable under Theorem 2.3. First of all, the scheduling

algorithms in [12, 13, 17, 18, 21] are all with non-inserted-idle-time. Because of

this, when a periodic task set ti is scheduleable according to one such theorem,
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schedule in which all instances requested in the time

their deadlines. Furthermore, according to Theorem

also scheduleable under Theorem 2.3.

It should be clear from the argument in the last paragraph that the power of

Theorem 2.3 lies in the fact that it is not bound to any specific scheduling

algorithm although it does require a NIIT algorithm. As long as a given

scheduling algorithm does not idle the processor when there are tasks ready to

execute, Theorem 2.3 can be used to check the scheduleability of a periodic task

set under the scheduling algorithm. In this sense, we say that the sufficient

condition in Theorem 2.3 is most general with respect to NUT algorithms.

We now give an example whose scheduleability can not be decided by the
methods in [12, 13, 17, 18, 21] when preemption is not allowed. Let T = [T1, T2, T3}

be a periodic task set, where ti = 2, 6, 6), t2 = (0, 1, 6, 6), and t3 = (0, 5, 18, 18).

When the method in [13] is used to check its scheduleability, we find that the
i - 1

condition: L Z ci + Efloorn-1)/prci, for all i = 2, 3, and L, pi < L p3, is not
j=1

satisfied because there exists an L such that P1= 6 <L = 7 <P3 = 18 and L < cl + c2

+ c3 = 2 + 1 + 5 = 8. Thus, its scheduleability can not be decided by the method in

[13]. However, its scheduleability can be easily decided with Theorem 2.3.

First, 2/6 + 1/6 + 5/18 = 0.78 < 1. Second, Figure 2.4 shows a non-preemptive NIIT

schedule, generated by the FCF algorithm, in which the instances requested in

the time interval [0, 2*1cm) all meet their deadlines. Thus, T is scheduleable.
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Figure 2.4. A non-preemptive NIIT schedule that meets the task deadlines

2.1.4 Complexity Analysis

We now discuss the time complexity of the methods based on Theorems 2.1 and

2.3 for deciding the scheduleability of a periodic task set. Although Theorem

2.1 is not as powerful as Theorem 2.3, it is very easy to check. Basically, you

just need to sum over the task execution times and compare the total with the

minimum period. Thus, the method takes time 0(n).

The methods based on Theorem 2.3 are much more complex. We first consider

preemptive and then non-preemptive scheduling.

From [18], we know that just checking whether the deadlines in the interval
(0, rmax + 2*lcm] are met in a fixed-priority schedule is NP-hard. (See section

1.2.2.1.1.) From [17], we have that checking whether the deadlines in the

interval (0, rmax + 2*lcm] are met in an EDF schedule is NP-hard. (See section

1.2.2.1.2.) According to the proof of Theorem 2.3 and the argument in section

2.1.3, we only need to consider the time interval (0, 2*Icm]. When di p i, it

takes time 0(n*lcm) to do the checking because there are at most n tasks ready

to execute at any moment. Thus, it is the magnitude of 1cm that makes the

checking method hard. (Note that when the deadlines are not restricted, there

are at most 2 *n *lcm task instances ready to execute at any moment.)
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In the worst case where the task periods are relatively prime to one another,

lcm = flpi pnmm. Thus, when Amin > 1, the checking methods are indeed very
i=1

expensive. On the other hand, in the best case where lcm = Pm ax' they become

pseudo-polynomial time algorithms.

In general, the worst case for the checking methods is not expected to occur in

real applications. The wide acceptance of the cyclic executive model in the real

world [1], where the major cycle is set to lcm, should support this claim.

However, if for a given periodic task set, the worst case does occur and the lcm

is outside of a reasonable size limit, Theorem 2.1 and the sufficient conditions

in [12, 18, 21] which do not depend on lcm still apply when the task set meets

the corresponding restrictions.

We now turn to non-preemptive scheduling. From [13], we know that deciding

the scheduleability of a periodic task set under non-preemptive scheduling is

NP-hard in the strong sense. (See section 1.2.2.2.) Thus, even finding a pseudo-

polynomial time algorithm is out of reach unless P = NP. But, if we satisfy

ourselves with NIIT algorithms, Theorem 2.3 can be used to solve the problem.

Under Theorem 2.3, we only need to consider the instances requested in the

first two lcm periods to decide the scheduleability of a periodic task set.

Essentially, Theorem 2.3 allows us to transform our problem, with potentially

an infinite number of task instances, to the Sequencing with Intervals (SWI)

problem, a finite problem, in which each job (task requested only once) is

characterized by a release time, a processing time, and a deadline and the
objective is to find a non-preemptive schedule in which all deadlines are met

[11].

The SWI problem is NP-complete [11]. However, the problem has been widely

studied. Many heuristic algorithms have been developed to solve the problem
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[2, 5, 6, 9, 15, 28, 29]. It should be noted that the results for the job sequencing

problem in which each job is also characterized by a release time, a processing

time, and a deadline but the objective is to minimize either the maximum

lateness or tardiness of a job set can be used to solve the SWI problem because

when the maximum lateness or tardiness is no larger than 0, all jobs meet
their deadlines. The lateness of a job is the difference between its finishing

time and its deadline and its tardiness is equal to the maximum of 0 and its

lateness.

We must point out that the algorithms in [2, 5, 6, 9, 15, 28, 29] may produce

schedules with inserted-idle-time. However, as long as in such schedules, the

time sections covering the points lcm and 2*Icm contain the same task

instances (only different in indices), Theorem 2.3 applies. See the proof of
Theorem 2.3.

Given a periodic task set T, under Theorem 2.3, we obtain a job set which

contains 2*Elcm/pi jobs, each of which is a task instance. In the worst case
i=1

where lcm = pi, it contains 2*( flpj) jobs. If the jobs in the job set all
i=1 1 =1 j=1 jai

meet their deadlines under a MIT schedule, T is scheduleable according to the

theorem. Basically, you need to merge n task instance lists together, one for

each task. The merging criterion varies depending on the chosen scheduling

algorithm.

As argued above, we do not expect the worst case to occur in real applications.

However, if for a given periodic task set, the worst case does occur and the

number of jobs in the resulting job set is outside of a reasonable size limit,

Theorem 2.1 and the sufficient condition in [13] are still available. The methods

based on them do not depend on lcm.
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2.2 Transforming Sporadic Tasks to Periodic Tasks

We now consider the problem of scheduling a general hard real-time

constrained task set which may include both periodic and sporadic tasks. We

present our method for transforming a sporadic task to an equivalent periodic
task. As said in section 1.2.2.3, the purpose of the task transformation is to use

the resulting periodic task to reserve time slots for its sporadic counterpart in

a schedule generated for the periodic-only task set. Thus, the period of the
periodic task should be maximal to free as much processor time as possible.

Our task transformation method is optimal with respect to non-preemptive

scheduling in the sense that under non-preemptive scheduling, the resulting

periodic task has the maximum period and can satisfy the timing constraint of

its sporadic counterpart.

Let Ti = (ri, ci, 0, di) be a sporadic task. Its equivalent periodic task has the same

function and is constructed as follows: Ti = (rib ei, p'i, d'i), where r'i = ri, c'i = ci,

and d'i = pl. The only thing left to decide is the period. The following theorem

tells us the maximum period that Ti can have to meet the deadline of Ti under a

non-preemptive schedule.

Theorem 2.4. The maximum period that Tii can have such that it can satisfy

the timing constraint of Ti under a non-preemptive schedule is di/2.

Proof.

Assume that p'i = di /2 + n, n z 0. The worst possible schedule for T'i to meet the

timing constraint of Ti is one in which there exist two successive instances T'ij

and Ti(j +i) such that they are scheduled to execute as far apart as possible, that

is, s'ij = fij and s'i(j +l) = ri (j +2) - ci. This worst case is illustrated in Figure 2.5, in

which the time after ri is divided into time slots of length p'i and the two boxes

represent the time slots allocated to T'ij and T'i(j +1).
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Figure 2.5. The worst-case schedule for the equivalent periodic task

Time

Now, if Ti is requested at time + n/2 during run time, then the remaining

part of the time slot for Tlj is not long enough for Ti to execute to completion.

If the time slot for Ti (j +1.) is used to execute Ti, this instance of Ti will miss its

deadline by n/2. This is shown in Figure 2.6 in which rik is the request time of

the kth instance of Ti. In general, k is not necessarily equal to j.

rij r 1(j +1)
r'i(j+2)

PT I IMI I Time

ol ?Ill rik

F2*pi
Pr

lo-- di _a...1
n/2 n/2

Figure 2.6. An example illustrating how a sporadic task uses the time slot for its

equivalent periodic task

Only when n is chosen to be 0, can this execution of Ti meet its deadline in the

worst possible schedule. Thus, 1)1= di/2 is the maximal valid period for Ti under

a non-preemptive schedule. QED

We want to point out that the above proof depends on the requirement of non-

preemptive execution, i.e., once a task has started its execution, it runs to

completion. As a result, in the proof, an event occurred in one reserved time

slot is handled in the next reserved time slot. If task execution is allowed to be

suspended as in preemptive scheduling, then di/2 is not necessarily the

maximal valid value for pl. However, it should be clear from the proof that
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when preemption is allowed, p'i = di/2 is sufficient for T'i to meet the deadline

of Ti.

Note the implication of Theorem 2.4 to hard real-time system design. When a
task Ti is designed to handle some event and our task transformation method is
to be used, if the deadline to process each occurrence of the event is set to di,

then the event can not occur more frequently than 1/p'i = 2/di in order for all

of the occurrences to be processed on time under non-preemptive scheduling.

On the other hand, if the worst-case frequency of an event is known to be

1 /P i min, then the deadline di of a task Ti handling the event can not be

shorter than

scheduling.

2*Pi min (1/p'i = 1/pi min = 2/di) under non-preemptive

With Theorem 2.4 and the transformation method in [27], given a general task

set containing both periodic and sporadic tasks, we can first transform it into a

periodic-only task set and then schedule the resulting task set. If the periodic-

only task set is scheduleable, the original task set is also scheduleable.
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Chapter 3

Hard Real-Time Scheduling in Distributed Systems

3.1 The Problem and Approach

In this section, we introduce the scheduling problem in distributed memory

systems and present our approach to achieving deterministic system behavior.

We shall contrast the scheduling problem in distributed memory systems with

the problem in uniprocessor environment. We show that Theorems 2.1 and 2.3

can also be utilized in distributed memory systems. Before we start, we want to

point out that in this chapter, we only consider periodic tasks. We assume that

all sporadic tasks have been converted to their equivalent periodic tasks.

We shall introduce the scheduling problem in distributed memory systems and

our approach to solving the problem through Figure 3.1 which is a Gantt chart

for the following task set running on five fully connected processors, one task

on each processor: "C = = (0, 3, 40, 40), T2 = (7, 4, 20, 20), T3 = (7, 5, 40, 40), T4 =

(15, 4, 40, 40), T5 = (16, 3, 40, 40)). In Figure 3.1, each white box represents a

task instance and the shaded boxes represent the idle processor times. 40 is the

lcm of the task periods.

1

2
3
4
5

Time
10 20 30 41

T1 iiiT2inINIMiiiiiiiiiiiiiiiiiII Miiiiiiiiiiiiiiiiiiii
T2

T3 iiii iiiiiiiiii0:10:: 0:111111:0:1:10::::::::::::::::Diii

T4
T5

Figure 3.1. An example task schedule in distributed memory systems
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First of all, the interpretation of Figure 3.1 concerning the task release times

is not unique. If the five tasks are independent, the different release times

may be resulted from the characteristics of the external devices sampled by

the tasks.

On the other hand, if the tasks are dependent, there are many meaningful

interpretations. For example, the following is one of them. The tasks in Figure

3.1 are further constrained by the precedence relations among them. T1 is

released at time 0 because it has no predecessor. T2 and T3 are the successors of

T1, T4 is the successor of T2, and T5 is the successor of T3. The reason for T2, T3,

T4, and T5 to be released at the later times is that they can not be released until

the first messages from their predecessors have arrived. The gap between

each predecessor and successor pair signifies the message passing time.

No matter how Figure 3.1 is interpreted, it is obvious that we do not need five

processors to meet the task deadlines. For example, T1 and T2 can run on the

same processor without interfering with each other. Then, an immediate

question is how many processors are really needed to meet the deadlines.

As tasks are merged onto fewer processors, the difference between scheduling

independent task sets and dependent task sets start to emerge. For independent

task sets, no task interaction needs to be considered and the only requirement

is that the tasks on each processor meet their deadlines. On the other hand, for

dependent task sets, task communication must be taken care of. For the

dependent tasks on different processors, the messages passed among them

must arrive on time. For the dependent tasks on the same processor, mutual

exclusions must be guaranteed.

Furthermore, for dependent task sets, the difference between scheduling in

uniprocessor environment and scheduling in distributed memory systems

should be noted. There is no message-passing problem in uniprocessor

environment. When all tasks run on the same processor, the messages
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produced by a predecessor are immediately available to its successors. On the

other hand, when a predecessor and successor pair run on two different

processors, they must communicate through message passing.

Although the one-to-one-mapping schedule in Figure 3.1 is simple, it is quite

useful in illustrating our scheduling problem. Note that in Figure 3.1, a task

can start to execute as soon as it is requested and a message can be sent as soon

as it is available because there is only one task on each processor and the five

processors are fully connected. Now, imagine what happens when we reduce

the number of processors.

First of all, the tasks on the same processor compete for processor time. As a

result, a task may be delayed to start its execution after it is requested but still

meets its deadline. In Figure 3.1, each message produced by a task with c

execution time is guaranteed to be available c time after the task is requested.

However, when there are more than one task on a processor, the messages are

only guaranteed to be available at the task deadlines assuming that the tasks

all meet their deadlines.

Second, the messages sent to the same communication channel by different

tasks compete for communication bandwidth. We assume that the time for

passing the message produced by a task is relatively small compared with the

task period and as a result, when the messages from one task to another task

are sent through a dedicated communication channel, they will not collide

with one another. See Figure 3.1.

As illustrated by Figure 3.1, if we allocate each task to a distinct processor and

the processors are fully connected, we can ensure deterministic system

behavior [16]. However, as we merge tasks onto fewer processors and let each

communication channel transfer the messages from different tasks, we start to

loose our control on the system behavior due to processor time and

communication bandwidth competition.
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It should be clear to the readers that our discussion up to now has been based

on task partitioning. We prefer the partition-based approach because under
static task allocation, (1) task contexts do not need to be copied around during

run time, which is needed under the non-partitioning approach to distribute

the instances of the same task to different processors; (2) we still can keep the

system behavior deterministic as we reduce the number of processors and

communication channels.

We assume that there exists a communication task between each pair of

dependent tasks. It is important to note that the messages sent by periodic tasks

are also periodic. Each communication task is also defined by a four tuple: its

release time, massage passing time, period, and deadline. For example, the

communication task set implied by Figure 3.1 under the above precedence-

relation interpretation is: CT12 = (3, 4, 40, 4) between T1 and T2; CT13 = (3, 4, 40,

4) between T1 and T3; CT24= (11, 4, 20, 4) between T2 and T4; and CT35 = (12, 4, 40,

4) between T3 and T5, where CT stands for communication task. Note that the

derivation of the communication task set is based on one-to-one-mapping from

task to processor and fully connected processor topology.

In general cases, the derivation of a communication task set must take

processor time and communication bandwidth competition into account. As

pointed out above, if a communication task is released at or after the first

deadline of its message producer and the message producer meets its deadlines,

the messages from the producer will always be ready for the communication

task to send as long as the communication task has the same period. Moreover,

the deadlines of a general communication task set may not need to be as tight

as the deadlines of the above communication task set where each deadline is

exactly the same as the corresponding message passing time.

It should be noted that as the release time of a task (communication task) shifts

to the right along the time axis, the task (communication task) deadlines will



48

follow to shift. As a result, the absolute time lengths, called point-to-point

deadlines, from when a predecessor is requested to execute to when its

successors are guaranteed to finish their executions become longer even

though each task still meets its deadlines.

Here, we consider meeting point-to-point deadlines to be a design issue, by

which we mean that designers are responsible for determining task

(communication task) release times and deadlines. The decision must take

meeting of point-to-point deadlines into account if required. Processor and

communication channel bandwidth competitions must also be considered. One

way of doing this, as illustrated by the example in Figure 3.1, is to start with

the assumption that there are enough processors and communication

channels. Then, ask the question what happens when the number of available

processors and communication channels are less than required.

We assume that the release times and deadlines of a task set (and the related
communication task set) are all given in such a way that as long as the release

times are obeyed, the deadlines are met and the mutual exclusion requirements

are not violated, the precedence and timing requirements are met. Under this

assumption, the objective of our scheduling problem is to reduce the number

of processors and communication channels without violating deadlines and

mutual exclusion requirements. No task (communication task) release time and

deadline will be altered during scheduling.

Before we move on, we want to point out that in Figure 3.1, T2 is requested

twice as frequently as Ti is. As a result, if T1 is the predecessor of T2, T2 needs

to use old data every other time. This is also considered to be a design issue.

The computer architecture we assume for our scheduling problem is a set of
processors connected by a set of communication buses. Each processor can

send messages to and receive messages from any bus. Now, we summarize the

above discussion in the following theorem.
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Theorem 3.1. Given a periodic task set and the related communication task

set, if the tasks and the communication tasks all meet their deadlines, no

messages will be lost. Furthermore, under non-preemptive scheduling, the

system has deterministic behavior.

Theorem 3.1 and the assumed computer architecture allow us to separate our

scheduling problem into two subproblems. One subproblem concerns how to
reduce the number of processors and the other how to reduce the number of

communication buses. Because scheduling communication tasks on buses is

just like scheduling tasks on processors, we shall only consider scheduling

periodic tasks. Under partition-based approaches, Theorems 2.1 and 2.3 can be

used to ensure that the tasks on the same processor meet their deadlines.

Our approach to ensuring mutual exclusions is based on non-preemptive

scheduling. We are more interested in non-preemptive scheduling because it

is simple, has low overhead, and more importantly, automatically guarantees

mutual exclusions in distributed memory systems. Under non-preemptive

scheduling, as long as the tasks run on different processors meet their

deadlines and the messages they need arrive on time, the behavior of the

system can be determined at static time.

We want to mention that the concern over ensuring mutual exclusions is the

main reason for us not to consider shared memory systems. In such systems,

mutual exclusions must be explicitly guaranteed through mutual exclusion

mechanisms, e.g., binary semaphores, which makes the job of determining

system behavior at static time vary hard.

With all the above discussions in mind, we are now ready to formally state our

scheduling problem: Given a periodic task set 't = (Ti , T2 , Tn}, how many

processors are needed to meet the deadlines under non-preemptive

scheduling?
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3.2 The Heuristic algorithms

In this section, we describe our heuristic algorithms for scheduling periodic

tasks in distributed memory systems. All of the heuristics work similarly and

consist of two main parts. The first part is responsible for allocating tasks to

processors. The second part is responsible for ensuring that the tasks on the

same processor meet their deadlines.

We now give the sketch of our heuristic algorithms where we say that a

processor can accommodate a task if and only if after the task is allocated to

the processor, all tasks on the processor (the tasks already on the processor

plus the new one) can still meet their deadlines.

While task set "C is not empty D o

P = a new processor

If no task has been selected Then Select a task T from ti

While P can accommodate T D o

Allocate T to P

If r is empty Then Break
Select a task T from ti

End While
EndWhile

As shown by the algorithm sketch, the actual heuristic algorithms differ along

two dimensions. Along one dimension, the difference is in the process of

selecting a task from the unallocated task set. Along the other dimension, the

difference is in how to decide whether the tasks on the same processor can

meet their deadlines.

Our task allocation heuristics are based on the heuristic algorithms for the
bin-packing problem: the FF, FFA, FFD, BF, and WF algorithms. However, we
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must point out that our allocation heuristics are the modified versions of those

algorithms although we still use the same names for our heuristics.

Under the FF heuristic, tasks are allocated to processors by their original

(given) order. Under the FFA/FFD heuristic, tasks are sorted into

ascending/descending order by the key ci/p i before task allocation. Two more

allocation heuristics based on the idea of sorting tasks before allocation have

also been considered: FFA_P and FFD_P. Under the FFA_P/FFD_P heuristic,

tasks are sorted into ascending/descending order by the key pi, instead of

c p i, before task allocation.

Under the BF heuristic, the following criteria are used in the process of
selecting a task Ti for allocation: (1) clip 1 + c2 /P2 + + ck /pk + ci/P i 5 1,

where ci/p1 + e2 /p2 + + ck /pk is the sum of the processor utilization rates of

the tasks already allocated to the current processor; (2) cilp i is the largest of

the unallocated tasks which meet condition (1). On the other hand, under the
WF heuristic, condition (2) for the BF heuristic is replaced by ci/p i being the

smallest of the unallocated tasks which meet condition (1).

Now, it should become clear the difference between our allocation heuristics

and the corresponding heuristics for the bin-packing problem. Our heuristics

only consider the last-used processor when they allocate a selected task. On the

other hand, the heuristics for the bin-packing problem consider all bins that

have been used so far when they pack the next available item. The reason for

us not to directly adopt the heuristics for the bin-packing problem will be

explained in a moment.

Our heuristics for ensuring that the tasks on the same processor meet their
deadlines are based on Theorem 2.1 and 2.3. Under the MP algorithm, (based on

Theorem 2.1,) a subset of the given periodic tasks is allowed to be allocated to

the same processor if the sum of their execution times is no larger than their

minimum period.
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Three checking methods based on Theorem 2.3 are used: the FCF algorithm, the

non-preemptive EDF algorithm, and the non-preemptive LSF algorithm. They

all check to ensure that the instances of the tasks on a processor which are

requested in the first two 1cm time periods meet their deadlines under the

corresponding scheduling algorithms.

Under the checking methods based on Theorem 2.3, the instances of the task

being allocated need to be merged with the instances of the tasks already on
the processor, all of which are requested in the first two lcm periods, to find

out whether all of them can meet deadlines. If the test succeeds, the task is

allocated to the processor. However, if the test fails, the instance list before the

merging need to be recovered by removing the instances just merged in. This

process of merging and recovering takes time and is the main reason for us

not to directly adopt the heuristics for the bin-packing problem.

In summary, we have proposed many heuristic algorithms for our scheduling

problem. Basically, each combination of the allocation algorithms {FF, FFA,

FFA_P, FFD, FFD_P, BF, WF} with the checking algorithms {MP, FCF, EDF, LSF}

constitutes a heuristic algorithm for our problem. In the following, we shall

call each combined heuristic algorithm by its allocation algorithm followed by

a hyphen followed by its checking algorithm, e.g., FF_FCF, FFA_EDF,

FFA P LSF, etc..
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3.3 Performance Evaluation

In this section, we report our simulation results on the performance of our

heuristic algorithms. We first present our method for generating the

simulation task sets. Then, we report the performance of the heuristics in

terms of the number of processors used, the processor utilization rates, and the

execution times in that order. To avoid term confusion, in the following, the

term heuristic algorithm is only used to refer to the combined algorithms and

the term scheduling algorithm is only used to refer to the heuristic algorithms

for ensuring that the tasks on the same processor meet their deadlines.

3.3.1 Generating Periodic Task Sets

Among the four parameters of a periodic task, p is decided first. p = B*P, where

B is a man-controlled base value larger than 1 and P is a number randomly

chosen from a man-controlled integer range from PL to PU, (, where L stands

for lower bound and U upper bound,), i.e., B*PL 5. p s B*PU. B is used to avoid

generating periodic tasks with periods relatively prime to one another. For

example, let B = 10, PL = 2 and PU = 4. Then, 20 = 10*2 5 p 10*4 = 40. It should be

noted that, here, 20 5 p .5 40 does not mean that p can take any integer between

20 and 40. Instead, p can only take those integers between 20 and 40 which are

the multiples of 10, i.e., 20, 30 and 40. This notation will be used throughout the

rest of this chapter.

c and r are constrained by p. For a randomly generated periodic task to be

valid, c must be less than or equal to p, i.e., 0 < c 5_ p. Two man-controlled

fractional numbers CL and CU, one as the lower bound and the other as the

upper bound, are used to control the processor utilization rate of a task: c/p. c

is a random number between CL*p and CU*p, i.e., CL*p 5 c CU*p.

r is a random number less than 2*lcm. Remember that in the proof of Theorem

2.3, we have shown that for those tasks with the release times larger than
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2*Icm, we can create imagined task instances as place holders so that they can

be treated as if they were released before 2*Icm. Thus, assuming r < 2*Icm does

not loose generality.

d is also constrained by p. Two man-controlled fractional numbers, DL and DU,

one as the lower bound and the other as the upper bound, are used to control

the tightness of the deadlines of a task set. d is a random number between DL*p

and DU*p, i.e., DL*p d 5 DU*p. The deadlines are further constrained by the

execution times. For a periodic task to be valid, c must be less than or equal to d,

i.e., 0 < c d.

It should be pointed out that the task generation method does not generate any

explicit precedence relations among the periodic tasks. However, under non-

preemptive scheduling, the randomly generated task release times can be

interpreted as implicit precedence constraints if required.

3.3.2 Simulation Results

We now report our simulation results. For each selected parameter set {B, PL,

PU, CL, CU, DL, DU), we randomly generate 30 task sets each of which contain

the same number of tasks, varying from 20, 40, 60 to 80. We are interested in

the following performance parameters: the average number of processors
used, the average processor utilization rates, and the average execution times.

The average number of processors used by a heuristic algorithm = the sum

over the number of processors used for each of the 30 task sets/30.

The average processor utilization rate under a heuristic algorithm is

calculated as follows:

(1) For each of the 30 task sets, the processor utilization rate = (cl /p i + c2 /p2 +

+ cn/p n)/the number of processors used by the heuristic algorithm.
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(2) The average processor utilization rate = the sum over the processor

utilization rates of the 30 task sets/30.

The average execution time used by a heuristic algorithm = the sum over the
execution times used for each of the 30 task sets/30.

The following task generation parameters have been used in our performance

evaluation: (1) B = 10; (2) PL = 2; (3) PU = 4, 6 and 8; (4) CL = 0.01; (5) CU = 0.25,

0.5, and 1.0; (6) DL = DU = -1. With DL = DU = -1, di is set to pi by our program for

each generated periodic task. The reason for us to be more interested in the
task sets with di = pi for all tasks is that in most hard real-time scheduling

researches, e.g., [1, 12, 13, 21, 27, 33], di is assumed to be equal to pi.

Furthermore, when di = pi, the famous rate monotonic approach provides a

processor utilization rate bound, 0.69, to be compared with.

With PL = 2, when PU = 4, 6 and 8, the periods are randomly selected from [20,

30, 40), (20, 30, 40, 50, 60), and (20, 30, 40, 50, 60, 70, 80), respectively. It is clear

that these three period groups only allow limited choices for periods. However,

it should be noted that each of them shares the same lcm with a (much) larger

period group. The lcm of [20, 30, 40) is 120 which is also the lcm of (20, 30, 40,

60, 120). The lcm of [20, 30, 40, 50, 60) is 600 which is also the lcm of (20, 30, 40,

50, 60, 100, 120, 150, 200, 300, 600). The lcm of (20, 30, 40, 50, 60, 70, 80) is 8400

which is also the lcm of [20, 30, 40, 50, 60, 70, 80, 100, 120, 140, 150, 200, 210, 240,

280, 300, 350, 400, 420, 560, 600, 700, 840, 1050, 1200, 1400, 1680, 2100, 2800, 4200,

8400).

To see how more period choices affect the performance of our heuristic
algorithms, we have replaced the smaller period groups with the respective

larger period groups. We shall also report the simulation results under the

larger period groups. For convenience, in the following, we shall refer to the
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three smaller period groups as PT1, PT2 and PT3, where PT stands for period

table, and the three larger period groups as PT1', PT2', and PT3', respectively.

Due to the large number of the different heuristic algorithms and the

parameter sets for task generation, we cannot hope to present all simulation

results we have obtained. Instead, here we shall only illustrate some typical

results and give our general conclusions. More simulation results are given in

appendix A.

3.3.2.1 The Number of Processors

In this section, we compare the performances of the different heuristic

algorithms in terms of the average number of processors used. We first
compare the performance of the different allocation algorithms: FF, FFA,

FFA_P, FFD, FFD_P, BF, and WF and then compare the performance of the

different scheduling algorithms: FCF, EDF, and LSF. The results here were

obtained using the task sets generated with PT1, PT2, and PT3.

Figure 3.2 illustrates the average number of processors used by the heuristic
algorithms: Fl? EDF, FFA EDF, FFD_EDF, BF EDF, and WF? EDF. Note that here, the

heuristic algorithms vary along the task allocation dimension. The different

allocation heuristics are combined with the same scheduling algorithm. In the

graphs of Figure 3.2, only the upper bounds for the periods and execution
times are given. For example, p <= 4*10 means that 2*10 <= p <= 4*10, i.e., the

periods are randomly selected from (20, 30, 40), and c <= p*1.0 means that

p*0.01 <= c <= p*1.0. Such abbreviations will be used throughout the rest of this

chapter and appendix A.
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Figure 3.2. An example illustrating the performance difference of the

different allocation algorithms

The simulation results show that under PT1, PT2, and PT3, the number of
processors needed to meet the deadlines of a task set is largely determined by

the upper bound on the task execution times, i.e., CU. This is expected because

no matter which period group is used, the rate ci/p i is kept within the same

range under the same CL and CU, say within 0.01 and 1.0 when CL = 0.01 and CU

= 1.0.
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Figure 3.3 further illustrates the above observation. Note that in Figure 3.3, the

CUs are different from the CUs in Figure 3.2. As expected, the average number

of processors used decreases as CU goes down from 1. 0 to 0.5 and then from 0.5

to 0.25.
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Figure 3.3. An example further demonstrating the effect of CU on the number

of processors used

The simulation results under the other task generation parameters, e.g., CU = 6,

are omitted here. They are given in appendix A. Here, it is sufficient to
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mention that they are similar to the results shown in Figures 3.2 and 3.3. The

standard deviations (and the coefficient variations) of the simulation results

shown in the above and following graphs of this chapter are also given in

appendix A.

Appendix A also contains the results comparing the performance of the FFA,

FFA_P, FFD and FFD_P algorithms under the EDF scheduling algorithm. Under

PT1, PT2 and PT3, the performance of the FFA_P and FFD_P algorithms are quite

similar to the performance of the FFA and FFD algorithms, respectively.

Our simulation results show that in general, under PT1, PT2 and PT3, the BF

algorithm performs best in terms of the average number of processors used. It

should be noted that although the BF algorithm generally performs better, the

average number of processors used by the different allocation algorithms

under the same scheduling algorithm are quite close in many cases.

Furthermore, in a few cases, the BF algorithm is slightly outperformed by the

other algorithms.

Now, we compare the performance of the different scheduling algorithms: FCF,

EDF, LSF, NT, and RM. Figure 3.4 illustrates the number of processors used by

the heuristic algorithms: BF FCF, BF EDF, BF LSF, BF_NT, and BF RM. Note that

here, the heuristic algorithms vary along the scheduling dimension. The

different scheduling algorithms are combined with the same allocation

algorithm. The BF_NT algorithm gives a pseudo-lower bound on the number of

processors needed by the different scheduling algorithms under the BF

allocation algorithm. The simulation results under the other task generation

parameters are given in appendix A.
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Figure 3.4. An example illustrating the performance difference of the

different scheduling algorithms

Our simulation results show that under PT1, PT2 and PT3, our non-preemptive

scheduling algorithms can outperform the preemptive RM algorithm in terms

of the average number of processors used. The performance of the FCF, EDF,

and LSF algorithms are fairly close in terms of the average number of

processors used although the EDF and LSF algorithms are slightly better in

most cases.
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3.3.2.2 The Processor Utilization Rates

We now illustrate the performance of the different heuristic algorithms in

terms of the average processor utilization rates. The simulation results here

were obtained with PT1, PT2, and PT3. Figure 3.5 illustrates the average

processor utilization rates of the heuristic algorithms: BF_FCF, BF_EDF, BF LSF,

BF NT, and BF_RM.
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Figure 3.5. An example illustrating the processor utilization rates of the
different heuristic algorithms
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First of all, it should be noted that in Figure 3.5(a), the average processor

utilization rates for the RM algorithm can be slightly larger than the bound

0.69. The reason for this is that when CU = 1.0, the processor utilization rate of a

single task, ci/p i, can be larger than 0.69. It is obvious that when there is only

one task on a processor, the task can always meet its deadlines.

As expected, under PT1, PT2 and PT3, our non-preemptive scheduling

algorithms outperform the preemptive RM algorithm in terms of the average

processor utilization rates. The average processor utilization rates of our
heuristic algorithms are high by the standard of 0.69.

The average processor utilization rates for the other cases, e.g., those obtained

under the other task generation parameters and those for the FF_EDF, FFA_EDF,

FFD EDF, BF EDF, and WF EDF heuristics, are given in appendix A.

3.3.2.3 The Execution Times

The execution time of our heuristic algorithms based on the FCF, EDF and LSF

scheduling algorithms is mainly a function of the number of input tasks and
the lcm of the task periods. The MP-based algorithms will be discussed in
section 3.3.2.4. The time spent by the task allocation algorithms is mainly a
function of the number of input tasks n. The FF algorithm takes 0(n) time to

allocate tasks by the given order. The FFA, FFA_P, FFD, and FFD_P algorithms

take 0(nlogn) time to sort tasks before allocation. For the BF and WF
algorithms, the worst-case time bound is 0(n2) because they need to search for

the most-fit task for each allocation.

The time spent by the scheduling algorithms is mainly a function of the lcm of

the task periods. The scheduling process on each processor is essentially a

process of merging task instance lists. The different scheduling algorithms

lead to the different merging criteria. Given k periodic tasks, there are
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2*lcm*(1/p 1 + 1/p2 + ... + 1/pk) task instances requested in the first two lcm

time periods.

It should be pointed out that when the test for a task to be allocated to a
processor is done, the lcm used by our program is the lcm of the whole task set

instead of the lcm of the tasks on that processor. The reason for us to do so was

to simplify our implementation. Before task allocation begins, our program

has already generated the instance lists for all tasks based on the lcm of the

whole task set. Note that the lcm of the whole task set must be the common

multiple of any of its subset and as a result, our implementation is correct but

may introduce some overhead.

As said in section 3.2, to test whether a task can be allocated to a processor, its

instances need to be merged with the instances of the tasks already on the

processor. If the test fails, the instance list before the merging need to be

recovered by removing the instances just merged in. The recovering process

also takes time.

Figure 3.6 illustrates the execution times of the heuristic algorithms: FF_EDF,

FFA EDF, FFD_EDF, BF EDF, and WF EDF, which were obtained with PT1, PT2, and

PT3. The execution times of the other heuristic algorithms are similar. More
results on the execution times are given in appendix A.
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Figure 3.6. An example illustrating the execution times of the different

heuristic algorithms

Our simulation results show that our heuristic algorithms are fast. In most

cases, the execution times were below a second on Sun IPC. For other cases, a

second or two was all that was needed for them to perform.
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3.3.2.4 The Performance of the MP Algorithm

We now compare the performance of the MP algorithm against that of the FCF,

EDF, and LSF algorithms. The MP algorithm is of interest because it is very

simple. Figure 3.7 illustrates the average number of processors used by the

heuristic algorithms: FFA_P_ECF, FFA_P_EDF, FFA_P_LSF, FFA_P_NT and

FFA_P_MP, which were obtained with PT1, PT2, and PT3.
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Figure 3.7. An example illustrating the performance of the MP algorithm
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It should be pointed out that we have only combined the MP algorithm with
the FFA_P algorithm. The reason for this is that we do not want to recalculate

the minimum period each time we allocate a new task to a processor.

In general, under PT1, PT2, and PT3, the MP algorithm performs very well in

terms of the average number of processors used and the average processor

utilization rate, compared with the FCF, EDF, and LSF algorithms. The graphs

contrasting the average processor utilization rates of the MP algorithm

against those of the FCF, EDF and LSF algorithms are given in appendix A.

It is worthy of pointing out that in a few cases, the MP algorithm slightly

outperformed the FCF, EDF, and LSF algorithms under the same allocation

algorithm, which may seem to be strange because according to Theorem 2.1, as

long as the sum of the execution times of a task set is not larger than the

minimum period, it is scheduleable on one processor under any NIIT

algorithm. The reason for this is that allocating a task to as early a processor as

possible may not necessarily lead to using the minimum number of processors

because the allocation algorithms are heuristic.

We omit the graphs contrasting the execution times of the MP_based

algorithms against those of the heuristics based on the FCF, EDF and LSF

algorithms. In general, the MP_based algorithms are faster than the other

heuristics because the MP algorithm is faster.

3.3.2.5 The Effect of Diversifying Task Periods

There is no doubt that the most challenging problem in evaluating the

performance of heuristic algorithms through simulations is how to generate

typical testing data. To generate typical periodic task sets (assuming that such

task sets exist), we first need to find out the typical periods used in real

applications because the other task parameters are all constrained by periods.

Unfortunately, we are not aware of any work reporting such typical periods.
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As a result, in our simulations, we tried to cover a wide range of periods which

we often see in the literature, e.g., 20, 30, 40, 80, 100, 200, etc., [1, 27, 33].

The results reported in the last few sections were all obtained using the task

sets generated with PT1, PT2, and PT3, where the periods are quite close.

However, as pointed out before, each of them shares the same lcm with a
(much) larger period group: PT1', PT2', and PT3', respectively. PT1', PT2', and

PT3' contain more periods which are often seen in the literature, e.g., 100, 200,

etc.. We are interested in finding out what happens when we replace PT1, PT2,

and PT3 with PT1', PT2', and PT3', respectively.

Our period replacement process works as follows: For a task set generated

using a smaller period group, say PT1, update the task periods by randomly
selecting the periods from the corresponding larger period group, say PT1' for

PT1. When the period of a task is changed, its deadline is also updated to be

equal to the new period.

The task release times and execution times are not changed as the periods and

deadlines are updated. The reason for us to do so is that (1) The smaller period

group and the corresponding larger period group have the same lcm; (2) A
task with a large period, say 4200, simply executes less frequently and there is

no reason to believe that it must also have a large execution time. As a result,

when a new period is generated, it is further constrained by the condition that

it must not be smaller than the existing task execution time.

We have only replaced the periods of the task sets generated with CU = 1.0.
Remember that the purpose of setting CU = 0.25 and CU = 0.5 is to control the

processor utilization rate of each task: ci/p i. Here, replacing an existing period

with a (larger) period has the similar effect.

Figure 3.8 illustrates the average number of processors used by the FF_EDF,

FFA_P_EDF, FFD_P_EDF, BF_EDF, and WF_EDF heuristic algorithms under PT3'.



68

Note that the FFA_P and FFA_P algorithms start to outperform the BF algorithm

as the periods are diversified. Compared with Figure 3.2(b), the average

number of processors used here is dramatically smaller, respectively. This is

expected because when the periods were diversified, the original periods were

replaced much more likely by larger periods than by smaller periods. As a
result, the sum ci/p1 + c2 /p2 + ... + cn/p n decreased.

25 number of processors

20 EDF; p <= 8*10; c <= p*1.0; d = p

15

10

5 ,

0

.........****°......

1 I

a FF

a FFA_P
FFD_P

0BF
number of tasks

I I A WF

20 40 60 80

Figure 3.8. An example illustrating the performance of the different allocation

algorithms after the task periods were diversified

Figure 3.9 illustrates the average processor utilization rates of the FFA_P_FCF,

FFA_P_EDF, FFA_P_LSF, FFA_P_NT, and FFA_P_RM heuristic algorithms under

PT3'. The simulation results under PT1' and PT2' are similar to those shown in

Figures 3.8 and 3.9. But, in general, the performance differences among the

different heuristic algorithms are smaller under PT1' and PT2'. More

simulation results under PT1', PT2' and PT3' are given in appendix A.
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3.9. An example illustrating the performance

scheduling algorithms after the task periods were diversified

In general, the heuristic algorithms composed of the FFA_P and FFD_P

allocation algorithms and the EDF and LSF scheduling algorithms still

performed very well in terms of the average processor utilization rates by the

standard of 0.69 after the task periods were diversified.

What happens to the MP algorithm? Under PT1', the performance difference

between the MP_based algorithms and those based on the FCF, EDF and LSF

algorithms is quite small in terms of the average number of processors used

and the average processor utilization rates. Under PT2', the difference becomes

bigger. Under PT3', the difference becomes even bigger. Figure 3.10 illustrates

the performance difference under PT3'. More simulation results on this issue

under PT1', PT2' and PT3' are given in appendix A.
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Figure 3.10. An example illustrating the performance of the MP algorithm

after the task periods were diversified

We omit the execution times of the heuristic algorithms under PT1', PT2', and

PT3'. In general, less time is needed after the periods of a task set are

diversified. Note that when the period of a task becomes larger, the number of

the task instances requested in the first two lcm periods becomes smaller.

3.3.2.6 Summary of the Simulation Results

We now summarize our simulation results. First of all, our heuristic algorithms

are fast. It takes only a second or two or less for our heuristic algorithms to

perform. As a result, they are suitable to be used in hard real-time system

design and analysis tools to produce quick design feedbacks.

The heuristics composed of the FFA_P/FFD_P allocation algorithm and the

EDF/LSF scheduling algorithm perform quite well in terms of the processor

utilization rate by the standard of 0.69. This is true under both the smaller

period groups PT1, PT2, and PT3 and the larger period groups PT1', PT2', and

PT3'. In the following of the summary, the performance is always with respect

to the number of processors used and processor utilization rate.
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Under PT1, PT2 and PT3, the BF_based heuristics generally perform better than

those based on the FFA_P and FFD_P algorithms. But, as the task periods are

diversified, the heuristics based on the FFA_P and FFD_P algorithms start to

outperform those based on the BF algorithm. In summary, the FFA_P, FFD_P,

and BF algorithms appear to be the favorite allocation algorithms.

The performances of the MP, FCF, EDF and LSF algorithms are quite close under

PT1, PT2, and PT3. The performance difference widens as the task periods are

diversified. However, the performances of the EDF and LSF algorithms are

always quite close. In summary, the MP and EDF algorithm appear to be the

favorite scheduling algorithms. The MP algorithm is chosen because it is very

simple and performs well in many cases. The EDF algorithm is recommended

over the LSF algorithm because it is relatively simpler and more well-known.

Note that our simulation results were all obtained using the task sets with di=

pi for all tasks. However, our heuristics based on the FCF, EDF and LSF

algorithms can be used to schedule any periodic task set. The readers can

further perform their own simulations with the task sets typical of their real

applications.

Finally, we want to point out that under the FF allocation algorithm, the

processor utilization rate of the first processor can be used to compare the

performance of the different scheduling algorithms in uniprocessor

environment because under the FF algorithm, tasks are allocated by the given

task order. As pointed out before, in many of our simulation cases, the MP
algorithm performs quite well in terms of the average processor utilization

rate, compared with the FCF, EDF, and LSF algorithms. This is also true in terms

of the processor utilization rate of the first processor. What this means is that

the simple sufficient condition in Theorem 2.1 performs quite well in many

cases, compared with the sufficient condition in Theorem 2.3.
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Chapter 4

Hard Real-Time Software Development Environment

4.1 Design and Analysis of an Example Application

In this section, we introduce HaRTS design diagram and show how to analyze it

through a concrete example of hard real-time applications from [27]. We apply

various scheduling methods to the example and compare the results. Under our

approach, the resulting application has deterministic behavior.

Our approach is different from that in [27] in two major aspects. First, in [27],

periodic tasks are all restricted to be released at time 0. We eliminate this

restriction. In real control applications, different execution threads driven by

different timers or external events may start at different times due to different

physical characteristics of the corresponding external devices. Second, in [27],

task execution times are required to be exact multiples of the execution time of

the maximum critical section. This is only reasonable when critical sections

are relatively short. We eliminate this restriction, too.

4.1.1 The Design Diagram

The design of a hard real-time application can be represented as a set of boxes,

arrows and associated texts which together define the control flow, data flow,

and timing constraints of the application. See Figure 4.1. The box represents a

system state transformation function. The control-in arrow on the top carries
the control stimuli flowing into the box and the control-out arrow on the right

carries the control stimuli flowing out of the box.
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Figure 4.1. The basic component of our design diagram

The control stimulus flowing into the box along the control-in arrow triggers

the function to execute, and when the execution finishes, a new control

stimulus is generated and flows out along the control-out arrow to trigger

other functions to execute. The control stimuli of an application are generated

either by the control driving sources (i.e., timers or external events,) or by

completing the execution instance of a box. Once a control stimulus is

generated, it flows along the control arrow until it reaches a box or a control

operator to be described below.

The data-in arrow on the left carries the data flowing into the box when the

function is triggered to execute and the data-out arrow on the bottom carries

the data flowing out of the box when the execution finishes. There may be
more than one data-in/data-out arrows attached to a box. Each data arrow has a

variable associated with it which represents the data store for the

corresponding system state.

Figure 4.2 shows the design diagram of the example hard real-time application

from [27]. As illustrated by Figure 4.2, our design diagram consists of three

parts: the functional part, the control part and the data part. The functional
part specifies the functions which are shown along the diagonal. The control

part is shown above the diagonal and the data part is shown below the

diagonal. Note that the dashed line is not part of the design. It is only used to

show the diagonal.
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Figure 4.2. The design diagram for the example application

The control part together with the functional part constitutes a control flow
network driven by periodic timers and external sporadic events. It should be
noted that a control arrow is a control-in arrow to its destination, but it is a
control-out arrow to its source. A control stimulus flows from its source to its

destination. All control stimuli are originated from the external control

driving sources: timers or sporadic events. We assume that all functions driven

by a timer must finish their executions within the period of the timer.

For example, the application in Figure 4.2 is driven by two timers: TMx and

TMy, and one sporadic event AEz. The periods of TMx and TMy are px and py,

respectively. These two timers start to count at the times rx and ry ,

respectively. The asynchronous event AEz corresponds to control toggling

where execution instances of Fz alternate between two control states. The
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event cannot occur earlier than at the time rz. The execution thread driven by

AEz must finish its execution within dz time units after it is triggered to

execute. In addition, ex, Cy, cz, es, and ck are the execution times of function Fx,

Fy, Fz, Fs, and Fk, respectively.

In addition to control arrows, guards and control operators also appear in the
control part. There are two kinds of guards. The kind of guards used in this

example are simple expressions of control driving sources used to refine

control flow network. In Figure 4.2, there is one such guard "not AEz" which

specifies that the control stimuli originated from AEz do not drive Fk. The other

kind of guards will be introduced in section 4.2.2.1.

Control operators process control stimuli flowing along control arrows. In

Figure 4.2, two kinds of control operators are used: one control join operator

and one control branch operator. It should be pointed out that there still are

other kinds of control operators which will be introduced in section 4.2.2.1.

The control join is drawn as a set of control arrows merged together at the end.

The stimuli flowing in from the separate in-arrows flow out to the same
destination (box Fs in Figure 4.2).

The control branch is drawn as two or more control arrows disseminating

from one control arrow. The stimulus flowing in from the single in-line is

duplicated at the branch point, one for each branched out-arrow, and each
resulting stimulus flows out along its corresponding branched out-arrow to its

destination (box Fk or the external environment in Figure 4.2).

Control driving sources together with control operators and guards specify the

execution threads of a design diagram (its resulting application). For example,
in Figure 4.2, there exist three different execution threads: FxFsFk, FyFsFk, and

FzFs, Note that because of the guard "not AEZ ", Fk is not in the third execution
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thread. It should be pointed out that in general, each control driving source

may drive a tree of functions instead of a simple execution path [16].

The data part together with the functional part constitutes a data flow network.

Similar to a control arrow, a data arrow is a data-in arrow to its destination and

a data-out arrow to its source. Execution of a box reads its inputs from the

variables associated with its data-in arrows and updates the variables

associated with its data-out arrows.

In addition to data arrows and variables, data operators also appear in the data

part which represent data sharing and data grouping. One data operator is

used in Figure 4.2: a data branch operator. It is drawn as a set of data arrows

disseminating from one arrow. The variable associated with the branch is

updated by its source and is used by more than one destination. Other kinds of

data operators will be introduced in section 4.2.2.2.

We are now ready to interpret the semantics of Figure 4.2. The external input x

is sampled at the regular rate of lipx [27]. Each time x is sampled, the external

output u must be recomputed by executing the function Fs with the new value

of x' and the most recent values of y', z' and v. The internal state v must also be

updated by executing Fk with the new value of u. The control stimulus flowing

out along the control arrow to the external environment drives actuators into

actions, where the value of u is used.

The external input y is sampled at the rate of l/py and the variables u and v

must likewise be recomputed. When an AEz event occurs, a new z' must be

computed by executing Fz. The external output u must also be recomputed by

executing Fs within dz time units. In [27], the release times rx, Ty, rz were

specified to be 0. Here, we adopt this specification. However, it should be

pointed out that under our approach, the release times can have any values.
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We emphasize that Figure 4.2 depicts both the control flow and the data flow of

the example application. This is in sharp contrast to the graphical computation

model in [27] which is based on separate data-flow and control-flow diagrams.

Figure 4.2 allows us to easily obtain a whole picture of the intended hard real-

time application, which is difficult to achieve by examining separate control

and data flow diagrams. The design diagram defines the semantics of the

application in a quite intuitive manner.

4.1.2 Analyzing a Design Diagram

We now show how to convert a design diagram so that the resulting

application has deterministic behavior. We give a systematic method for

deriving a set of precedence-constrained periodic tasks from a design diagram

which together meet the requirements. Sporadic tasks are transformed into

their equivalent periodic tasks. We then consider the scheduling problem

extracted from a design. We present one optimal preemptive algorithm and one

optimal non-preemptive NIIT algorithm. We show how to apply various

scheduling methods to the example application. Before we start, we want to

point out that in this section, we only consider uniprocessor environment.

4.1.2.1 Deriving Periodic Task Sets

Our method for deriving a precedence-constrained periodic task set from a

design diagram is based on control driving sources and data dependency

relations. The simplest method for deriving a scheduling task set from a design

diagram is to create a compound task for each control source which executes

all functions driven by the source. But, we are further interested in deriving a

set of light-weight tasks each of which corresponds to a state transformation

function in the design diagram. We do this for the following reasons:
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(1) Different control sources may drive the same functions to execute as shown

in the example application. Deriving a light-weight task set may expose

opportunities for eliminating redundant computations.

(2) A light-weight task set may have better opportunities to be scheduled. Due

to precedence or/and non-preemption constraints, an urgent task may be

blocked. Because light-weight tasks have shorter execution times compared

with compound tasks, an urgent light-weight task will be blocked by the
executing light-weight task for a shorter time interval.

We first deal with timers. In the simple case, each timer drives a single
execution path as shown by the example application. Let F1F2 Fn be such an

execution path, where Fi is a function which cannot start to execute until Fi_1

finishes. Also, let r be the time when the corresponding timer starts to count
(the release time of the execution path), ci be the execution time of Fi, and p be

the period of the timer.

From F1F2 Fn, we derive this light-weight periodic task set z = {Ti T2 Tni,

where Ti executes Fi and its parameters are calculated as follows: (1) ri = r, r2 =

r + cl, r i = ri-1 + ci-1, . rn = rn-1 + cn-1; (2) ci as it is; (3) pi = P; (4) do = P.

do -1 = do - cn, di-1 = di , di = d2 c2. It is clear that the task release

times are the earliest possible release times and the deadlines are the latest
possible deadlines for the precedence and timing constraints of the execution

path to be met. A figure showing the so-derived task set from Figure 4.2 is

given in section 4.1.2.2.2.

When preemption is not allowed, the precedence constraints among Tis are the

same as those among Fis. However, when preemption is allowed, in order to

keep data consistency, precedence constraints must also take data sharing

among derived tasks driven by different control sources into account. We

delay this discussion to section 4.1.2.2.2.
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In general, a timer may drive a tree of functions to execute [16]. The periodic

task set from such a tree is derived similarly. For each function in the tree, we
generate a periodic task. To derive the release times, we sort the tasks in
forward topological order. Assume that tasks Ti, T2, , Tn are in the right

order. Then, (1) ri = r, where Ti has no predecessor, (2) rj = max{rk + ck, where

j = 2, 3, ... ,n, 1 5 k 5 j-1, and Tk is the predecessor of Tj}. To derive the deadlines,

we sort the tasks in backward topological order. Assume that Tn, Ti are

in the right order. Then, (1) di = p, where Ti has no successor, (2) dj = min{dk -

ck, where j = n-1, n-2, , 1, n a k a j+1, and Tk is the successor of Ti}.

We now turn to external sporadic events. All functions driven by an external

event must finish their executions within the deadline specified by the design.

The method for deriving a periodic task set from a sporadic control source first

incorporates the functions driven by the source into one compound sporadic

task and converts the compound task into an equivalent periodic task using

Theorem 2.4. Then, the equivalent periodic task is further decomposed into

light-weight tasks.

Let us now consider the design in Figure 4.2 which have three execution
paths: FxFsFk, FyFsFk, and FeFs. The first two paths are periodic and the third

path is sporadic. From path FxFsFk, we obtain the light-weight periodic task set

"cl = (T1, T2, T3}, where Ti, T2 and T3 execute Fx, Fs and Fk, respectively, Ti = (rx,

cx, px, px-cs-ck), T2 = (rx+cx, cs, px, px-ck), and T3 = (rx+cx+cs, ck, PXI Px)

Similarly, from path FyFsFk, we obtain the periodic task set T2 = {T4 = (ry, cy, Py,

py-cs-ck), T5 = (ry+cy, cs, py, py-ck), T6 = (ry+cy+cs, ck, py, py)).

For path FeFs, we first create a compound sporadic task which executes both Fe

and Fs: T3 = {T7 = (r1, ce+cs, 0, de)). By Theorem 2.4, we obtain the following

equivalent periodic task: T'3 = {T'7 = (re, ce+cs, de/2, de/2)). Finally, the

compound periodic task is decomposed into this light-weight task set: ¶"3 = {T"7

= (ri, cz, d7/2, de/2-cs), T"8 = (re+ce, cs, de/2, de/2)). All together, we have the

periodic task set T = T 1 u "c2 U 'c "3 = {Ti, T2, T3, T4, T5, T6, T"7, T"g) . A figure
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showing the derived task set is given in section 4.1.2.2.2 and the precedence

constraints among these tasks will be further discussed in details there.

4.1.2.2 Scheduling Derived Periodic Task Sets

In this section, we study the scheduling problem derived from HaRTS design

diagram. Formally, each such scheduling problem is defined by a set of

periodic tasks and a directed acyclic graph. Each node in the graph represents

a task instance. An edge between two nodes represents a precedence

constraint. The reason that the precedence constraints are directly defined in

terms of task instances instead of tasks will become clear in section 4.1.2.2.2.

The question is whether the periodic task set can be scheduled on one

processor such that both the timing and precedence constraints are met.

4.1.2.2.1 Applyina the MP Algorithm

For the design in Figure 4.2, if we create a compound task for each execution
thread, choose these parameters: cx = 10, px = 80, cy = 10, py = 160, cz = 10, dz =

160, cs = 10 and ck = 10, and assume that all execution threads are released at

time 0, we obtain the scheduling task set T = (0, 30, 80, 80), T2 = (0, 30, 160,

160), T3 = (0, 20, 0, 160)), where Ti corresponds to FxFsFk, T2 FyFsFk, and T3 FzFs-

By Theorem 2.4, we have this periodic-only task set t' = (Ti = (0, 30, 80, 80), T2 =

(0, 30, 160, 160), T3 = (0, 20, 80, 80)). By Theorem 2.1, T' is scheduleable because

30 + 30 + 20 = 80 pmin = 80. By Theorem 2.4, T is also scheduleable. Figure 4.3

shows the FCF schedule for the periodic-only task set T'.

Note that under non-preemptive scheduling, no precedence constraints are

needed for this task set. But, even if the tasks are constrained by precedence

relations, Theorem 2.1 still applies. Remember that in the proof of Theorem 2.1,

we have shown that as long as the sum of the execution times is not larger

than the minimum period, a given periodic task set is scheduleable on one

processor no matter what NIIT algorithm is used. If the tasks are constrained
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by precedence relations, we can choose a NIIT algorithm which satisfy the

precedence constraints.

Fx F5 Fk

T1

Fy F5 Fk

T2

I I I

Fx F5 Fk

Time

Time

Time

Schedule

F FSs
T3 1777771 $

Fz Fs
F777
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0 40 80 120 160

Figure 4.3. The FCF schedule for the task set

It should be noted that the condition in Theorem 2.1 is only sufficient but not

necessary. When the condition in the theorem does not hold for a periodic task

set, it can still be scheduleable.

4.1.2.2.2 An Optimal Preemptive Algorithm

We now present an optimal preemptive algorithm for scheduling the

precedence-constrained periodic task sets on one processor. The algorithm is

based on Theorem 2.3 and the result in [4].

It should be pointed out that in Theorem 2.3, no explicit precedence constraints

are considered. There, a task set T is scheduleable if and only if all tasks meet

their deadlines. However, the proof of Theorem 2.3 can be easily extended to

obtain the following theorem in which a task set is scheduleable if and only if

the tasks meet both their timing and precedence constraints. See the proof of

Theorem 2.3 in section 2.1.2, which will not be affected by explicit precedence

constraints at all.
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Theorem 4.1: If Eci/p i 5 1 and the instances requested in the time interval
i=1

[0, 2 *1cm) all meet their deadlines and precedence constraints under a NIIT
schedule on one processor, T is scheduleable on one processor.

It should be noted that when periodic tasks are scheduled, the precedence

constraints are actually on task instances. At different times, a task may be

active together with different tasks. Figure 4.4 illustrates this through the

example application, where we assume these parameters: cx = 10, px = 80, Cy =

10, py = 160, cz = 10, dz = 160, cs = 20 and ck = 20, and that all execution threads

are released at time 0. By the task decomposition method in section 4.1.2.1, we

obtain this periodic task set: T = (Ti = (0, 10, 80, 40), T2 = (10, 20, 80, 60), T3 = (30,

20, 80, 80), T4 = (0, 10, 160, 120), T5 = (10, 20, 160, 140), T6 = (30, 20, 160, 160), T7 =

(0, 10, 80, 60), T8 = (20, 20, 80, 80)), where Ti, T2, T3, T4, T5, T6, T7, and T8 execute

functions Fx, Fs, Fk, Fy, Fs, Fk, Fz, and Fs, respectively. The precedence

constraints among these tasks are also shown in Figure 4.4.

Because TMx and TMy have different periods, the tasks active in the intervals

[0, 80] and [80, 160] are different as shown in Figure 4.4(a). Figure 4.4(b) shows

the precedence constraints among the task instances in a more clear manner.

In Figure 4.4, the solid arrow lines represent the precedence constraints

derived directly from the control sources. The dashed arrow lines represent

the precedence constraints imposed by data consistency concerns when

preemptive is allowed. Basically, in a preemptive schedule, tasks sharing the

same data stores should not be allowed to preempt one another. We can achieve

this by imposing precedence constraints among such tasks (task instances). In

Figure 4.4(b), the dashed lines are labeled with the shared variables.

We must point out the difference between the above task set and the task sets

defined in section 1.2.1 besides precedence constraints. Here, the given task

deadlines are the absolute deadlines for the first task instances. The deadlines

for the later instances are calculated by adding the task periods to the previous
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deadlines. For example, d2 = d21= 60, d22 = d21 + 80 = 140, d23 = dn + 80 = 220, etc..

On the other hand, for the task sets in section 1.2.1, the instance deadlines are

calculated by adding the task deadlines to the instance request times. As far as

the scheduling here is concerned, this notation difference is not important.
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Figure 4.4(a). The task request pattern and the precedence constraints

Figure 4.4(b). The graph representation of the precedent constraints
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In general, data flow analysis on the data part of a graphical design is needed

for dashed arrow lines to be added to ensure data consistency. Note that when
preemption is not allowed, dashed arrow lines are not needed because mutual

exclusions are automatically guaranteed in uniprocessor environment.

In Figure 4.4, if two task instances are active in two overlapping time intervals

and share the same data stores, a precedence constraint is imposed between

them because potentially, they can preempt each other. We simply allow the

instance requested earlier to precede the other instance. For the instances

requested at the same time, the instance with earlier deadline proceeds the

other instance. Ties are broken arbitrarily.

The above discussion should make the case for us that precedence constraints

should be directly given in terms of task instances. However, when

preemption is not allowed, precedence constraints can also be given in terms

of tasks, from which we can easily derive the precedence constraints among

the task instances.

Given a periodic task set r, there are potentially an infinite number of task

instances. The condition in Theorem 4.1 is both sufficient and necessary for 'T

to be scheduleable under a NIIT algorithm: preemptive or non-preemptive.

Thus, we only need to consider the task instances requested in the first two lcm

time periods if we satisfy ourselves with NIIT algorithms.

Note that intuitively, the precedence constraints among the instances

requested in the first lcm period should have been repeated in each later lcm
period. However, if the instances requested in the first lcm period are executed

(partially) in the second lcm period, they will interfere the executions of the

instances requested in the second lcm period. Such interference must be

considered in ensuring data consistency when preemption is allowed.
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From the proof of Theorem 2.3, we know that the interference of the instances

requested in kth lcm period on the instances requested in the (k+l)th lcm
period is the same as that of the instances requested in (k+l)th lcm period on
the instances requested in the (k+2)th lcm period under a NIIT schedule for all

k. Thus, only the precedence constraints among the instances requested in the

first two lcm periods need to be considered under a NIIT schedule. In Figure

4.4, only the precedence relations among the instances requested in the first

lcm period are shown because under the schedule in Figure 4.5 below, all of

the instances finish their executions in the first lcm period.

Under Theorem 4.1, our scheduling problem is transformed into a finite

problem in which each task is defined by a release time r, an execution time c,

and a deadline d, and the tasks are further constrained by precedence

relations [4]. Let co = (ti , t2 , to) be such a precedence-constrained task set

where ti is characterized by the three tuple (ri, ci, di). Further let ti = tj mean

that ti must be completed before tj can start to execute. Then, we have:

Theorem 4.2 [4]: The following preemptive scheduling algorithm is optimal

for co:

(1) For all i = 1, 2, , n, calculate

d*i = min(dk I t tk ) ) + ei

where ei is a small number used to break ties. For i = 1, 2, ... , n, ei is less than

the interval between two consecutive clock ticks.

(2) Assign the processor to the available task ti which has the minimum value

of d*i. Process it until either it is completed or task tk with d*k < cri becomes

available. In the later case, preempt task ti.
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The preemptive algorithm based on Theorems 4.1 and 4.2 for checking the
scheduleability of a precedence-constrained periodic task set on one processor

is optimal because (1) The condition in Theorem 4.1 is necessary for a

precedence-constrained periodic task set to be scheduleable under a NIIT

schedule; (2) The scheduling algorithm in Theorem 4.2 is a MIT algorithm and

is optimal with respect to all scheduling algorithms [4].

Now, let us see how the example application can be implemented using the

preemptive approach on one processor. If we still treated each execution

thread as a task, we would obtain this periodic task set under the above
assumed parameters in this section: t = (Ti = (0, 50, 80, 80), T2 = (0, 50, 160, 160),

T3 = (0, 30, 80, 80)). According to Theorem 2.2, the task set is not scheduleable

on one processor because 50/80 + 50/160 + 30/80 = 21/16 > 1. Note that simply

decomposing the tasks as shown in Figure 4.4 does not help. For the light-
weight task set shown in Figure 4.4, we have 10/80 + 20/80 + 20/80 + 10/160 +

20/160 + 20/160 + 10/80 + 20/80 = 21/16 > 1.

However, it should be noted that there are many redundant computations in

the decomposed task set. Before the algorithm in Theorem 4.2 is used,

redundant computations should be eliminated. For example, T21 and T51 execute

the same function and their active time intervals overlap. T21 is active

between 10 and 60. T51 is active between 10 and 140. We can merge them and

create a new instance which is active between 10 and 60. In general, if two

task instances execute the same function and their active intervals overlap,

they can be merged by choosing the overlapping time interval to be the active

interval of the resulting instance.

Figure 4.5 shows the schedule using the algorithm in Theorem 4.2 for the

decomposed task set after the redundant computations are eliminated. Only the

schedule for the first lcm period is shown because the instances requested in

that period all finish their executions in the same period and thus the schedule-

for the first lcm period will be repeated in each later lcm period.
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Figure 4.5. The schedule after eliminating the redundant computations

4.1.2.2.3 Non-preernotive Scheduling

Given a precedence-constrained periodic task set, by Theorem 4.1, we only
need to consider the task instances requested in the first two 1cm periods if we

are satisfied with NIIT algorithms.

Under Theorem 4.1, our scheduling problem is transformed into a job

sequencing problem in which each job is defined by a release time, an

execution time, and a deadline, and the jobs are further constrained by

precedence relations. Each job is just a task instance. This problem is a

variation of the Sequencing With Intervals problem [11]. In the SWI problem,

the jobs only have timing constraints.

An optimal NIIT algorithm for our job scheduling problem enumerates all job

permutations which satisfy the precedence constraints and do not contain
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inserted idle time. If no such permutation satisfies the timing constraints, the

job set is not scheduleable under any non-preemptive NIIT algorithm on one

processor. Because the condition in Theorem 4.1 is necessary with respect to

NIIT algorithms, the optimal MIT algorithm for our job sequencing problem is

also an optimal NIIT algorithm for our precedence-constrained periodic task

scheduling problem under non-preemption constraint.

However, the optimal algorithm may not be practical for a real application. In

[11], the SWI problem was shown to be NP-complete, which is just a special case

of our job sequencing problem in that the precedence constraint for the SWI

problem is simply null. Thus, our job sequencing problem is at least as hard as
NP-complete. A polynomial-time non-deterministic algorithm for our job
sequencing problem simply guesses a right job permutation and then checks

if the timing constraints are satisfied in that permutation. Thus, our job
sequencing problem is also NP-complete. Note that here we consider the size of

our job sequencing problem to be the number of jobs (task instances requested

in the first two lcm periods).

The NP-completeness result requires us to consider heuristic algorithms for

our job sequencing problem. Any scheduling algorithm for the SWI problem

can be modified to solve our job sequencing problem. As said in section 2.1.4,

the heuristic algorithms in [2, 5, 6, 9, 15, 28, 29] can be used to solve the SWI

problem. These algorithms can also be modified to solve the job sequencing

problem here because the precedence constraints in our problem only narrow

down the number of possible valid schedules in the schedule search space.

Furthermore, although the heuristic algorithms based on Theorem 4.1 depends

on the 1cm of the task periods, we do not expect the worst case to occur in real

applications. See section 2.1.4.

Now, we further show how to implement the example application. When

preemption is not allowed and the same parameters as those in section 4.1.2.2.2

are used, we obtain the same periodic task set. See Figure 4.4. However, as
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mentioned in section 4.1.2.2.2, the precedence constraints represented by the

dashed arrow lines in Figure 4.4 are not needed when preemption is not

allowed. After the redundant computations are eliminated, under the non-

preemptive EDF algorithm modified to take precedence constraints into

account, the same schedule as the one in Figure 4.5 is obtained.

It should be pointed out that it is a special case that the schedule in Figure 4.5

is the same as the modified non-preemptive EDF schedule. In general cases, the

scheduling algorithm in Theorem 4.2 may produce a schedule in which

preemption occurs.

Now, let us consider another set of task parameters: cx = 10, px = 80, cy = 20, py =

160, cz = 10, dz = 160, cs = 10 and ck = 10. If we create a compound task for each

execution path, we obtain this periodic task set: ti = {Ti = (0, 30, 80, 80), T2 = (0,

40, 160, 160), T3 = (0, 20, 80, 80)). Theorem 2.1 can not decide the scheduleability

of this task set because 30 + 40 + 20 = 90 > pmin = 80. However, it is scheduleable

under Theorem 4.1 (Theorem 2.3, too). Figure 4.6 shows a non-preemptive EDF

schedule for the task set.

T2 FESEMPEEM

T3

I I I I I I I I I I

Time

Time

Time

40 80
kapacaslcmpg

120

Icm

160
Schedule

Figure 4.6. The non-preemptive EDF schedule for the task set

Up to now, in this section, we have presented four schedules for the example
application based on three different sets of task parameters. The method based

on Theorem 2.1 is no doubt the simplest method. The condition in Theorem 2.1

is very easy to check. However, when that condition is not satisfied, the task

set may still be scheduleable. By checking the instances requested in the first
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two lcm periods, we can determine the scheduleability of a task set which is
undecidable under Theorem 2.1. Figure 4.6 shows such an example. However,

these solutions may contain redundant computations.

The light-weight task set shown in Figure 4.4 is not scheduleable by Theorem

2.2. However, by eliminating the redundant computations, it is scheduled by

both the algorithm in Theorem 4.2 and the modified non-preemptive EDF

algorithm. The preemptive approach is no doubt much more complex than the

non-preemptive approach because of data consistency concerns. But, by

allowing preemption, a task set which is not scheduleable when preemption is

not allowed may become scheduleable due to the flexibility enabled by

preemption.
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4.2 HaRTS

We now fully describe our hard real-time software development environment:

HaRTS, which consists of a design tool and a scheduling tool. The design tool

supports a hierarchical design diagram which combines the control and data

flow of a hard real-time application. We have illustrated the design diagram in

section 4.1 through an example application without mentioning the design

hierarchy.

In this section, we describe the design hierarchy, introduce more design
components of the design diagram, and show how to flatten the hierarchical

design diagram to obtain a global view. We further show that Ada code can be

automatically generated from a design diagram. However, the resulting code

does not guarantee data integrity and meeting of deadlines. We extend the
analysis method described in section 4.1.2 to consider more design components

and distributed systems.

It should be pointed out that the presentation in this section is centered

around a simplified version of an example application (a missile flight control

application) which is the main driving force for us to develop HaRTS.

Developing a hard real-time application with deterministic behavior has been

a difficult problem. Under the traditional cyclic-executive approach [1],

programmers need to unnaturally cut the code into certain sized pieces that fit

into time frames of a schedule. Putting code pieces by hand into the right time

frames and in the right order is a time-consuming and error-prone process

[33]. This painful process must be repeated when the code is modified or

updated. [22, 23, 24] described a prototype system description language (PSDL)

for defining the behavior of a real-time system, which is basically another

textual language having very limited graphical capability.
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On the other hand, under our approach, a hard real-time application is

developed by "What You See Is What You Get". The design requirements are

captured by the design diagram which can be automatically analyzed and

scheduled.

In most hard real-time scheduling problems (e.g., the well-known rate

monotonic approach summarized in [331), tasks are assumed to be periodic
or/and sporadic. But, in practice, deriving periodic or/and sporadic tasks from

an arbitrary textual program, say an arbitrary Adam' program, may not be

easy. On the other hand, under our approach, the control flow of a hard real-

time application is captured by its design diagram, from which a set of

precedence-constrained periodic tasks, cooperatively meeting the design

requirements, can be automatically derived.

4.2.1 The Des Ian Hierarchy

In a HaRTS design, the design components are organized hierarchically as

shown in Figure 4.7, where the boxes with thinner borders are called atomic
boxes and represent functions. See section 4.1.1. On the other hand, the boxes

with thicker borders are called composite boxes and are used to organize the

design hierarchically. Each composite box represents a set of lower-level

design components. In a complete design, each composite box has a

corresponding design page showing its decomposition.

It should be noted that the arrows in Figure 4.7 have a different appearance
compared with the arrows in Figure 4.2. There are no curves in the arrows in

Figure 4.7. Furthermore, in Figure 4.7, the circles are used to represent control

and data operators, which also have a different appearance in Figure 4.2.

The reason for the different graphical appearances is that (1) As pointed out

in section 1.3.1, HaRTS design tool has been implemented using the Objex

framework which currently does not support curved lines; (2) We simply
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chose to use a circle to represent an operator in our implementation. The letter

in an operator circle specifies the operator type. Note that there are other

kinds of control and data operators than the control and data operators used in

Figure 4.2, which will be described in section 4.2.2. A circle with a letter allows

all operators to have a consistent appearance.

x

y

TM 1 :r1 :p1 iTM2:r2:p2

context
[cmd]

zl

Figure 4.7(a). The context box of the example application

TM 1 11,

SP

GD

TM2

CT

Figure 4.7(b). The decomposition page of the context box

[cmd]

There is a special composite box for each design, called context box, which is at

the highest design level and represents the interface with its environment.

The context box appears on the context page.
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The design components appearing on the decomposition page of a composite

box are called its direct components which may in turn be composite boxes

themselves. The container-component relation constitutes a design hierarchy
and is transitive. The direct components of a composite box is at a design level

one lower than its own level.

Note that some arrows and texts may appear at different design levels. For

example, the control-in/out arrows in Figure 4.7(a) are exactly those arrows

entering/exiting Figure 4.7(b) from the top/right and the data-in/out arrows

in Figure 4.7(a) are exactly those arrows entering/exiting Figure 4.7(b) from

the left/bottom. Such arrows connect the design components on different

design pages. In the following, components either refer to direct components

or all components by the transitive container-component relation, depending

on the context.

Figure 4.7 shows the simplified design diagram for the missile control

application mentioned above, where SP stands for sensor processing; NV
navigation; GD guidance and CT control. The context box is shown in Figure

4.7(a). The application is driven by two timers TM1 and TM2 with the periods pl

and p2, respectively, reads two external inputs x and y from two sensors,
generates one external output z, and sends the control command to the

actuator, where the external output z is used. The two timers start to count at

different times rl and r2, where rl depends on the length of system
initialization and r2 is offset from rl by some constant. Figure 4.7(b) is the

decomposition page of the context box.

As illustrated by Figure 4.7(b), each design page consists of three parts: the

functional part, the control part and the data part. The functional part is

shown along the diagonal consisting of the boxes. The control part is shown

above the diagonal and the data part below the diagonal. Note that the dashed

line is not part of the design. It is only used to show the diagonal.
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Each composite box constitutes a self-contained subdesign. The text in it

describes the functionality of the subdesign whose interface with other parts

of the design is defined by the attached arrows. See box NV in Figure 4.7(b).

The arrows on the top/right of a composite box carry control stimuli into/out

of the box. The arrows on the left/bottom carry data into/out of the box.
However, these control stimuli and data are for its components instead of itself,

in contrast to an atomic box.

In Figure 4.7(b), there is a control join operator which is drawn as a circle
with a J and two data branch operators each of which is drawn as a circle with

a B. We shall introduce the other types of control/data operators in section

4.2.2. But, to interpret Figure 4.7, we need to explain the control join and data

branch operators here. The stimuli flowing into a control join along the in-

arrows flows out along the out-arrow to the same destination (box CT in Figure

4.7(b)). The variable associated with a data branch is updated by its source and

is used by more than one destination. Note that in general, there can be more

than two in-arrows connected to a control join and more than two out-arrows

connected to a data branch.

We now interpret the design in Figure 4.7. The external inputs x and y are to
be sampled at the regular rate of 1/p1. Each time x and y are sampled, u must be

recomputed by function SP with the new values of x and y. After SP, the

navigation related functions contained in box NV must be executed, whose
decomposition will be shown in section 4.2.3. Then, functions GD and CT must

be executed in that order for guidance control. The internal state u is updated

by SP and is shared by GD and some components of box NV. Similar
interpretation also applies to w. v is updated by some components of box NV
and is used by GD. In addition to being driven by timer TM1, function CT is also

driven by timer TM2. When CT finishes its execution, it sends a control

command to the actuator, where the external output z is used.
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Note that in Figure 4.7, the internal state w is used more frequently than it is

updated. In the real application, this was for reducing the number of
processors. Furthermore, in the real application, the boxes SP, GD, and CT are

all composite boxes. Due to the size limit, we simply present each as an atomic

unit. We keep composite box NV to illustrate design flattening and mode

changes in section 4.2.3.

4.2.2 More Design Components

We now introduce more control/data operators and the other kind of guards.

Remember that in section 4.1.1, we have already introduced one kind of guard.

The guards will be introduced together with control operators because they all

appear in the control part and are typically used together.

4.2.2.1 More Control Operators and Guards

Control operators and guards act on control stimuli. In addition to control join

appeared in Figure 4.7, there are control branch, repeat, skip, if, and case

operators. There are two kinds of guards. We have introduced one kind of
guards in section 4.1.1 and we shall introduce the other kind together with if

and case operators.

A control branch is drawn as a circle with a B. See Figure 4.8. The stimulus

flowing in from the in-arrow is duplicated at the operator, one for each out-

arrow, and each resulting stimulus flows out along its out-arrow to its

destination. Note that in general, there can be more than two out-arrows
connected to a control branch. The source and destinations of a control branch

can also be composite boxes or other control operators. Similar comments also

apply to the other kinds of control operators.
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Figure 4.8. An example control branch operator

A repeat operator is drawn as a circle with an R. See Figure 4.9(a). A control

stimulus entering a repeat operator repeatedly drives the box linked to the

bottom arrow for the number of times specified by the bound in the bracket.

Only when the repetition finishes, a control stimulus flows out along the right

arrow. If the box is a composite box, then its box-components must be on a

single execution path (single-in-single-exit). For example, box F in Figure

4.9(a) is executed four times for each control stimulus reaching the operator

and only after that, a control stimulus flows out along the right arrow.

(a) (b)

Figure 4.9. (a) An example repeat operator; (b) An example skip operator

A skip operator is similar to a repeat operator and is drawn as a circle with an

S. However, contrary to a repeat operator, a skip operator decreases the

frequency by which its destination is executed. For example, box F in Figure

4.9(b) is executed only once for every 4 control stimuli reaching the operator.

Those skipped (not- driving-box) control stimuli directly flow out along the

right arrow. We need the skip operator because in some applications, some

functions do not need to be executed as frequently as their predecessors.
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An if operator is drawn as a circle with an IF and a case operator with a C. See

Figure 4.10. A sequence of if/case operators connected one after another can

be used to specify more than two choices. A sequence of connected case

operators has a single variable associated with them, which takes a set of
mutually exclusive values. On the other hand, the conditions associated with if

operators are more flexible. The conditions are given in the associated

brackets.

[phase = first]

Fl

[else]

( a )

1

F2

[phase = first]

Fl

[second]

(b)

F2

Figure 4.10. (a) An example if operator; (b) An example case operator

The expressions associated with if and case operators are guards. Such guards

specify different system operation modes. The global variables in them are

updated in those functions which determine mode changes. We shall further

talk about this in section 4.2.3 and 4.2.4.2. The control stimulus entering an

if/case operator flows out along the out-arrow whose associated guard has

value true.

It should be pointed out the difference between the guards described here and

the guards described in section 4.1.1. Here the guards consist of variables and

operators acting on variables. On the other hand, the guards described in

section 4.1.1 consist of control driving sources and operators acting on control

stimuli. Control driving sources, i.e., timers and external events, are not

variables. They can not be changed.
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4.2.2.2 More Data Operators

In addition to data branch appeared in Figure 4.7, there are data join, separate,

and group operators. Data branch and data join are for data sharing. Separate

and group operators are for data distributing and data grouping.

A data join is drawn as a circle with a J. The variable associated with a data join

is updated by more than one source and used by its destination. Note that in

general, there can be more than two in-arrows connected to a data join.

F

Figure 4.11. An example data join operator

A group operator is drawn as a circle with a G and a separate operator with an

S which are used to group and separate data variables, respectively. In Figure

4.12(a), x is a name representing a set of variables consisting of xl and x2

which are either variables or variable set names themselves. Similar

interpretation applies to Figure 4.12(b). Note that a variable set name is not a

variable.

(a) (b)

Figure 4.12. (a) An example group operator; (b) An example separate operator
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We need these two operators for two reasons: First, they help to keep a design

clean by grouping data lines together; Second, variables can be packaged

together by variable sets. In general, there can be more than two in-arrows
connected to a group operator and more than two out-arrows connected to a

separate operator.

4.2.3 Flattening a Design

Although the design hierarchy helps in organizing a design and focusing

attention on just enough details at a time, a broader view than a design page

allows us to directly see how the components on different design pages are

connected and thus helps us examine the design.

Flattening a composite box enables us to obtain a broader view than a design

page. It is a recursive process: (1) The composite box is replaced by its

decomposition page; (2) The resulting composite boxes are recursively

replaced by their decomposition pages until the result contains no composite

boxes. It should be noted that flattening the context box gives the global view

of a design.

Figure 4.13 illustrates design flattening. Figure 4.13(a) completes the design in

Figure 4.7, where AT stands for acceleration transformation; VPS velocity and

position update; and GM gravity modeling. Figure 4.13(b) shows the result of

flattening the context box.
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[phase = first] [second]

VPU

GM

Figure 4.13(a). The decomposition of box NV in Figure 4.7(b)

TM1

SP

AT

VPU

GM

TM2

[second]

V

GD

c d

Figure 4.13(b). Flattening the design shown in Figure 4.7
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In Figure 4.13, the case operator specifies two different operation modes.

Function AT uses u (the output from the sensor processing) to decide the
operation mode. "phase" is a well restricted global variable updated by AT and

used by the case operator. In mode 1, function VPU and GM are executed after

AT in that order. In mode 2, function GD is executed immediately after AT.

4.2.4 Code Generation and Design Analysis

In this section, we first show how HaRTS design diagram can be automatically

translated into Adam' code [3]. However, the direct translation does not

guarantee data integrity and meeting of timing constraints. The latter problem

requires static analysis to ensure that the resulting hard real-time application

has deterministic behavior.

4.2.4.1 Code Generation

For the design diagram to be automatically translated into Ada"" code, we need

a systematic method which assigns a unique identity to each atomic box,
control arrow and control operator. We now give such a method which directly

reflects the design hierarchy.

(1) Assign the context box id 0 and the direct box components of composite box

x (its id) ids x.1, x.2, ..., and x.n, respectively, in order along the diagonal,

where n is the number of the direct box components;

(2) Assign the control-in arrows of box x ids xcl, x_c2, ..., and x_ck from left to

right and the control-out arrows ids x_ol, x_o2, ..., and x_ol from top to bottom,

where k and I are the number of the control-in and control out arrows,

respectively;

(3) Assign the direct control-operator components of composite box x ids

x_CO_y_z, where CO stands for control operator, y is the capital letter(s) in the
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operator, and z is a number used to distinguish the operators of the same kind

on the same design page;

(4) Assign the in/out arrows of control operator x (its id) ids x.i, x.c, x.o and x.m

depending on the direction by which an arrow is in/out, where i is for an

arrow entering from left, c from top, o exiting from right, m from bottom.

It should be noted that an arrow attached to a composite box appears on more

than one design page. Such an arrow keeps the id assigned at the highest

level. Furthermore, each arrow is assigned ids twice, once at each end. Let x

and y be the ids assigned at the source and destination of an arrow,

respectively. Then, the unique id of the arrow is x-y.

Data arrows and data operators are also assigned unique ids using the similar

method. Instead of c/o for control-in/out arrows, i/m is used for data-in/out

arrows. Furthermore, DO, standing for data operator, is used in the id for a data

operator instead of CO.

It should be pointed out that using the four letters i, c, o, m to distinguish the

arrows connected to a box/operator from the left, top, right and bottom,

respectively, follows the standard in [30] which inspired us to develop our

design diagram at the first place.

The direct code generation method creates an Adam' task for each control

driving source, atomic box, and control operator. The basic idea is that for each

control-in, we generate a task entry and for each control-out, we generate an

entry call. Figure 4.14 illustrates the code generated for an atomic box and a

control join. The code for the other kinds of control operators and control

driving sources are given in appendix B. Here, it is sufficient to mention that a

timer task contains a delay statement in its infinite loop body and an event

driving source corresponds to an interrupt address.
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task Box_ID is
entry Controlin_Arrow_ID;

end Box_ID;

task body Box_ID is
begin

loop
accept Control_In_Arrow_ID do

function call;
end Control_ln_Arrow_ID;
Control_Out_Arrow_ID;

end loop;
end Box_ID;

Figure 4.14(a). The code for an atomic box

task Control_Join_ID is
entry In_Arrow_ID1;
entry In_Arrow_ID2;

end Control_Join_ID;

task body Control_Join_ID is
begin

loop
select

accept In_Arrow_ID1 do
Out_Arrow_ID;

end In_Arrow_ID1;
or

accept In_Arrow_ID2 do
Out_Arrow_ID;

end In_Arrow_ID2;
end loop;

end Control_Join_ID;

Figure 4.14(b). The code for a control join operator

In addition to the Adam tasks, we need a way to lay out functions and data. Note

that the task for an atomic box includes a function call instead of the function
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itself bpcause the same function can also be called elsewhere. The lay-out
method follows the box order in the flattened design. A variable is placed just

before the box it is attached to. For a function/variable which appears in more

than one place, place it as early as possible. Furthermore, variables can also be

packaged together as specified by group operators.

4.2.4.2 Design Analysis

As mentioned before, the direct code generation method does not guarantee

mutually exclusive access to shared data among concurrent tasks nor does it

guarantee satisfaction of timing constraints. The first problem can be solved

by introducing mutual-exclusion mechanisms into Adam', say, binary

semaphores or monitors, and guarding shared variables with these

mechanisms. But, the second problem requires static analysis.

The characteristics of hard real-time applications require that the timing

constraints be met. It is not difficult to imagine that the workload of a design

may overrun the computation power of a given computer. Without static

analysis, we can only rely on extensive and expensive simulations to reach a

certain confidence level.

We are interested in developing hard real-time applications with deterministic

behavior. In section 4.1.2, we have shown how to derive a precedence-

constrained periodic task set from a design diagram and schedule the task set

to meet the precedence and timing constraints. But, we have only considered a

subset of the design components and uniprocessor environment there.

We now extend the analysis method in section 4.1.2 to include repeat, skip, if

and case operators. First of all, for static analysis to be done, the worst-case

execution times of the functions in a design must be known. For an atomic box,

the execution time of its function is given in this format: function: execution-
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time. (see Figure 4.2.) Note that in the above figures in this section, the

execution times are all omitted.

A repeat operator is similar to, but different from a loop structure in most
programming languages. Here, a repeat operator increases the frequency by

which its following boxes are executed. For static analysis to be done, the
repetition bound must be a constant. Because the frequency by which control

stimuli reach a repeat operator is known, we can derive how many times the
boxes driven by the operator are requested to execute in a certain time period.

As a result, the static analysis method in 4.1.2 can also be applied to a design

diagram containing repeat operators. Similar arguments also apply to skip

operators.

IF and CASE operators are more difficult to deal with. One simple but expensive

way is to ignore the opportunity of utilizing idle processor times resulted from

mutually exclusive execution paths. Under this method, we move the guards

associated with if/case operators down into the related boxes and then use the

method in section 4.1.2 which ignores if and case operators. During run time,

the tasks containing such guards first check whether the corresponding

guards are true each time they are requested to execute. Such a task proceeds

to execute its function only when its guard is true.

Because the execution paths following a case operator are mutually exclusive,

we can also generate a schedule for each path and use different schedules for

different operation modes. This eliminates the idle processor times resulted

from mutually exclusive execution paths. Consequently, a task set which is not

scheduleable under the method above may become scheduleable. However, as

shown in Figure 4.13(b), mode changes may depend on dynamic information.

The scheduler must understand such information to choose the right schedule.

We must point out that smooth mode changes still need more research.
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On the other hand, there are mode changes which can be totally decided at
static time in terms of time points. For example, there are system initialization

tasks in the example application which are executed only once and are not
shown in Figure 4.13. This mode change is taken care of by the release time of

timer TM1.

IF operators can be handled like case operators. However, for IF operators to be

analyzable, their guards must be analyzable. If the execution paths following

an IF operator are mutually exclusive, then it can be treated as a case operator.

We want to emphasize that for static analysis to be done, if and case operators

should only be used to specify well defined system operation modes which are

decidable at static time.

What happens when a single processor can not satisfy the timing and

precedence requirements of a design diagram? An obvious solution is to use a

faster processor. However, this choice is limited by hardware technology. The

other choice is to use a multiprocessor system. Our design diagram provides a

natural way for designers to assign subdesigns to different processors. In a
distributed memory system, the messages communicated among subdesigns are

clearly defined through the corresponding data-in and data-out arrows. We

shall further discuss this issue in section 4.2.5.

4.2.5 Scheduling and Simulation

Up to now, we have focused on the design tool. We now turn to the scheduling

tool. As mentioned before, due to historical reasons, the design tool and the

scheduling tool have been implemented separately. We describe the input of
the scheduling tool and its scheduling algorithms. We show the animated user

interfaces for simulating task execution. Although the design tool and the
scheduling tool have not been fully integrated, we show that the current

scheduling tool can be extended to schedule the precedence-constrained

periodic task set derived from a HaRTS design diagram.
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4.2.5.1 Task Graphs and Scheduling Algorithms

The input to the scheduling tool is a directed acyclic graph, called task graph,

whose nodes are periodic tasks and whose edges specify the precedence

constraints among the tasks. Figure 4.15 shows an example task graph. The

upper half of a task box gives the task identity; the left of the lower half gives

the task execution time; and the right the task period. The number beside each

arrow is the message size between two corresponding tasks.

Figure 4.15. An example task graph

The current version of the tool is based on the sampling computation model

[25] under which a successor uses the latest values produced by its

predecessors and assumes that the deadlines of periodic tasks are equal to their

periods. Note that the period of task T2 in Figure 4.15 is different from the

period of task Ti.

We now describe the scheduling algorithms in the current scheduling tool.

The simplest one is the one-to-one mapping. The purpose of including this is to

show what happens when we have unlimited resources (processors and

communication channels) [16]. Figure 4.16 shows the Gantt chart for the five
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tasks in Figure 4.15 on five fully-connected processors, one task on each

processor, where the white boxes represent the task execution times, the

shaded boxes the idle processor times, and 40 is the lcm of the task periods. Note

that this figure should be familiar to the reader because it has been used in

section 3.1 to illustrate the scheduling problem in distributed memory systems.

1

2
3
4
5

Time in msecs
10 20 30 41

T1

12 T213 Mrn
T4

1:111::::1111Minni: T5

Figure 4.16. The schedule for the five tasks under one-to-one mapping

Note that in Figure 4.16, a task is not released until the first message from its

predecessor has arrived. It is assumed that it takes one unit of time to transfer

one unit of message from one processor to another. In general, the task

release times are assigned by the topological order. The tasks without

predecessors are released at time 0. The other tasks are assigned release times

as follows: the release time ri of task Ti = max(rk+ck+mki, where rk is the

release time of task Tk which is the predecessor of Ti, ck its execution time, and

mki the message passing time between Tk and Ti.}. It is clear that the assigned

release time to each task is the earliest possible time for it to start execution.

The other two algorithms are heuristics based on Theorems 2.1 and 2.3. They

work similarly as follows: (1) Sort the tasks topologically; (2) Assign as many

tasks as possible to one processor such that they can all meet their deadlines;

(3) Use a new processor when the current processor can not accommodate

more tasks; (4) The task release times are assigned similarly as above. However,
when Tk and Ti are on the same processor, mki = 0. The two algorithms both

assume that the processors are fully connected and there is no communication

competition. That is, when a message is ready, it can be sent immediately.
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The difference between the two algorithms lies in the methods for checking

whether the tasks assigned to one processor can meet their deadlines. The MP

algorithm simply checks whether the sum of the task execution times is less

than or equal to the minimum period. If this is satisfied, the tasks can meet

their deadlines no matter what NIIT scheduling algorithm is used. The MP

algorithm now uses simple first-come-first order. It should be noted that the
FCF order naturally meets the requirement that a successor use the most recent

values produced by its predecessors. The LCM algorithm uses the FCF algorithm

to check whether the instances requested in the first two lcm time periods can

meet their deadlines.

Figure 4.17 shows the FCF schedule produced by the MP algorithm for the five

tasks in Figure 4.15. Note that only the schedule for the first lcm period is

shown, which will be repeated for the later lcm periods.

Time in msecs
0 10 20 30 40i iii

1 riii-21 T3 I T4 IT5EINI T2

Figure 4.17. The FCF schedule for the five tasks on one processor

In Figure 4.17, tasks T2 and T3 are released at time 0 + 3 = 3; task T4 is released at

3 + 4 = 7; and task T5 is released at 3 + 5 = 8. Once the release time of a periodic

task has been decided, its subsequent request times are fixed. For example, the

second instance of task T2 is requested at 3 + 20 = 23. (Also see Figure 4.16.) Each

time a task is requested, it must finish its execution within its deadline.

It should be pointed out that the current scheduling tool does not support
point-to-point deadline yet, by which we mean the time interval from when

an external input is read to when a corresponding external output is
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generated. See section 3.1. However, this is exactly what is required by the

design diagram.

Now, let us see what Figure 4.15 means under the control stimulus model. We

can consider the task graph as (part of) the control part of a design diagram

driven by a timer which starts to count at time 0 and has the period 40.
Imagine that there is a repeat operator between T1 and T2. For each control

stimulus reaching T2 from T1, T2 is executed twice before T4 is executed. As a

result, in Figure 4.17, the two instances of T2 should have both preceded the

single instance of T4. T1 reads in external sample inputs. T4 and T5 generate
external outputs. The point-to-point deadline is 40, i.e., each time a sample data

is taken, the corresponding outputs must be produced within 40 time units.

In general, a task graph under the control stimulus model must be a forest and

the periods of a predecessor and its successors must be either the same or have

multiple relationship. On the other hand, a task graph under the sampling
model can be any directed acyclic graph and the relations between the periods

of a predecessor and its successors are not restricted.

The current scheduling tool can be extended to include the control stimulus
model. Basically, we need to do two things: (1) reinterpret the precedence

constraints; (2) extend and implement the deadline derivation method in

section 4.1.2.1.

Under the control stimulus model, we first derive the precedence constraints

as if all tasks had the same period. Then, for the tasks with shorter periods, we

split the assumed longer periods to generate more instances and adjust the

precedence constraints. For example, when this procedure is applied to Figure

4.15, we first have that T2, with the assumed period 40, must proceed t4. Then,

by splitting the assumed period 40, 20 each, we have that T2 must be executed

twice before T4 is executed. For the tasks with longer periods (due to skip

operators), we merge the assumed shorter periods to reduce instances.
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In general, we may need to consult the design diagram to adjust the

precedence constraints. Imagine that there is a task T2' between T2 and T4 with

the period 20. Then, there are two possibilities. First, there are two repeat

operators, one between T1 and T2 and the other between T2 and T2'. Second,

there is one repeat operator between T1 and T2 which drives both T2 and T2'.

The task deadline derivation method first sorts the tasks in backward-

topological order and then calculates the deadlines in a way similar to

calculating the task release times above. As a result, a periodic task may have a

deadline smaller than its period. It should be noted that the above LCM

algorithm can schedule such task sets without any changes. But, the MP

algorithm can only schedule the task sets with di Z pi for all tasks.

The difference between the scheduling algorithms in the scheduling tool and

those in chapter 3 should be noted. First of all, the tasks in chapter 3 are not

explicitly constrained by precedence relations. Instead, they are constrained

by implicit precedence relations reflected by task release times under non-

preemptive scheduling. As a result, there, as long as the task release times are

obeyed and the deadlines are met, both the timing and precedence constraints

are met. On the other hand, here, the task release times and deadlines are

dynamically derived.

Second, the algorithms in the scheduling tool assume that there is no

communication competition. That is, when a message is ready, it can be sent

immediately. In chapter 3, we have shown that message passing can be
handled just like task execution in distributed memory systems.

We must point out that more research is needed on developing heuristic

algorithms for distributed memory systems which consider point-to-point

deadlines. Note that in distributed memory systems, due to message passing,

task allocation directly affects meeting of point-to-point deadlines. When a
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predecessor and its successors are allocated to the same processor, the

messages produced by the predecessor are immediately available to the

successors. On the other hand, when they are allocated to different processors,

the release of the successors must take message passing concerns into account.

We now propose a general approach to meeting point-to-point deadlines as

required by HaRTS design diagram. First, we allocate the tasks derived from a

design diagram in the unit of external control driving sources. That is, we first

allocate the tasks driven by the same timer/event to the same processor.

Second, we merge the tasks allocated to different processors onto fewer

processor also in the unit of control driving sources. That is, either we merge

all tasks driven by two different control driving sources onto the same

processor or we do not do the merging at all.

In general, developing a hard real-time application is a complex and difficult

engineering process which is constrained by many factor, e.g., the

application requirements, hardware technology, cost, etc.. As a result, the

design process must be a repetitive and compromise process. However, no

matter what happens, the most important thing for a hard real-time

application is that the resulting system must have deterministic behavior. By

running different heuristic algorithms, designers can estimate how many

processors and communication buses are needed for their designs. These

schedules can either be directly adopted or used as guidelines for the cost.

Moreover, reducing hardware cost is not the only concern of implementing a

design. Other important factors must also be considered, e.g., software

understandability which is especially important for hard real-time

applications due to the requirement for deterministic behavior. With this

consideration in mind, given a design diagram, we may simply want to allocate

subdesigns to processors by ourselves, say, for easy run-time examination.

Under this approach, our scheduling algorithms can be used to ensure that the

tasks on the same processor meet their deadlines.
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4.2.5.2 Simulating Task Execution

Once a schedule has been generated, the scheduling tool can simulate the task

execution. The simulation user interfaces are highly animated which goes

beyond the traditional way of examining a schedule as a static Gantt chart.

Figure 4.18 shows a snap shot of simulating the execution of the five tasks in

Figure 4.15, based on the one-to-one mapping schedule in Figure 4.16, under
the task graph interface. The ruler in Figure 4.18 simulates a timer. The task

identity is shown in the lower half of a task box. The left of the upper half
gives the instance number and the right the request time of the instance. The

smaller box on the top of a task box shows the message arriving time and is
frozen and blackened when the corresponding message has arrived. The line

between two tasks is blackened when there is a message being passed between

them.

Time in msecs
0 10

1
1

T2

7

o 1 o
T4

Figure 4.18. The simulation on the task graph
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Figure 4.19 shows a snap shot of simulating the execution of the five tasks in

Figure 4.15, based on the one-to-one mapping schedule in Figure 4.16, under

the fully-connected processor topology interface. A rectangle with a circle on

it signifies a processor with a communication port. The white boxes in a

processor represent the tasks run on the processor and the shaded boxes the
idle processor times, as in the above Gantt charts. The blackened box in a

processor signifies that the corresponding task is being executed. The lines

represent the communication links between the processors and are blackened

when there is a message being passed. A port is being blackened when it is

sending a message.

Time in msecs
0 10
I....1...I....1

Figure 4.19. The simulation on the fully-connected processor topology



Chapter 5

Conclusions and Future Work

5.1 Conclusions

116

Our research basically consists of two parts. The first part is theoretically

oriented. The second part is application-oriented. For the first part, we have

examined hard real-time scheduling problems in both uniprocessor

environment and distributed memory systems. For the second part, we have
built a hard real-time software development environment, HaRTS, which

utilizes the results of our theoretical research.

5.1.1 Scheduling on One Processor

The necessary condition in Theorem 2.2 is applicable to any periodic task set

and does not depend on any specific scheduling algorithm. This is in sharp

contrast to previously proposed necessary conditions based on some specific

algorithms.

We have shown that those periodic task sets whose scheduleability can be
decided by the methods in [12, 13, 17, 18, 21] are contained in a proper subset of

the periodic task sets whose scheduleability is decidable with Theorem 2.3. The

condition in Theorem 2.3 is sufficient and necessary with respect to

scheduling algorithms which do not idle the processor as long as there are

tasks ready to execute. If a periodic task set is scheduleable under any NIIT

algorithm, it is scheduleable under Theorem 2.3.

Theorem 2.3 allows us to transform an infinite problem into a finite problem.

When preemption is not allowed, any NIIT algorithm for the SWI problem can

be used to solve our problem. When arbitrary preemption is allowed, only the
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first two lcm time periods need to be checked with the given preemption

policy to decide the scheduleability of a periodic task set. In fact, Theorem 2.3

is applicable to any scheduling algorithm which combines preemptive and

non-preemptive scheduling as long as it does not contain inserted-idle-time.

In section 4.1.2.2, we have further shown that Theorem 2.3 also applies to

precedence-constrained periodic task sets. This is because the proof of
Theorem 2.3 does not depend on any specific scheduling algorithm. As long as

the scheduling algorithm does not contain inserted-idle-time, Theorem 2.3

applies. The precedence relations among tasks only restrict the order by

which the tasks (task instances) can be executed.

Although the time complexity of the scheduleability checking methods based

on Theorem 2.3 is related to lcm, we do not expect the worst case to occur in

real applications, which may make the number of task instances requested in

the first two lcm time periods unmanageable.

Even though the sufficient condition in Theorem 2.3 is very powerful,

Theorem 2.1 is still of great interest because it is quite simple to check.

Furthermore, our simulation results in chapter 3 have shown that the

sufficient condition in Theorem 2.1 can perform very well in many cases in

terms of processor utilization rate, compared with the condition in Theorem

2.3.

We have presented a method for transforming a task set containing both

periodic and sporadic tasks into a periodic-only task set. With this method, the

schedule generated for the periodic-only task set also meets the timing

constraints of the original task set. We have shown that the transformation

method is optimal under non-preemptive scheduling. The optimality is in the
sense that the resulting periodic task has the maximum period.
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5.1.2 Scheduling in Distributed Systems

We have proposed various heuristic algorithms for scheduling periodic task

sets in distributed memory systems. Each heuristic algorithm consists of two

main parts. The first part is responsible for allocating tasks to processors. The

second part is responsible for ensuring that the tasks on the same processor

meet their deadlines. We have shown that message passing can be handled just

like task execution in distributed memory systems. As a result, the heuristic

algorithms for reducing the number of processors can also be used to reduce

the number of communication channels.

Our simulation results show that our heuristic algorithms are fast. It takes only

a second or two or less for them to perform. As a result, they are suitable to be

used in hard real-time system design and analysis tools to produce quick

design feedbacks.

The heuristic algorithms composed of the FFA_P/FFD_P allocation algorithm

and the EDF/LSF scheduling algorithm perform quite well in terms of

processor utilization rate by the standard of 0.69. This is true under both the

smaller period groups PT1, PT2, and PT3 and the larger period groups PT1', PT2',

and PT3'. In general, the FFA_P, FFD_P, and BP algorithms appear to be the

favorite allocation heuristics. The MP and EDF algorithms appear to be the

favorite scheduling heuristics.

It should be remembered that our simulations were done using only the task

sets with di = pi for all tasks. However, our heuristics based on the FCF, EDF and

LSF scheduling algorithms apply to any periodic task sets. The interested

readers can perform their own simulations with the task sets typical of their

real applications.

In general, scheduling periodic tasks in distributed memory systems is a

difficult problem. More research is needed for developing and evaluating
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practical heuristic algorithms, which may need to deal with meeting of point-

to-point deadlines, specific processor topology, etc..

5.1.3 HaRTS

We have introduced a hard real-time software development environment,

HaRTS, which includes a design tool and a scheduling tool. A prototype version

of each tool has been built separately but they have not been integrated yet.

The design tool supports a hierarchical design diagram which combines the

control and data flow of a hard real-time application and, as a result, is quite

intuitive. The design hierarchy separates a design into self-contained

subdesigns. Yet, the design can be flattened to give a global view. In a

distributed environment, the hierarchy provides a natural way for assigning

subdesigns to different processors.

The design diagram can be automatically translated into Ada code. But, the

direct translation does not guarantee data integrity and meeting of timing
constraints. The latter problem requires static analysis. We have shown how to

statically analyze a design diagram to ensure that the resulting application has

deterministic behavior. However, dynamic mode changes still need more

research.

There exists a contradiction between the expressiveness and the static

analyzability of a design diagram. We try to strike a balance between them so

that our design diagram can be used to specify as many hard real-time

applications as possible and yet is still statically analyzable. In this thesis, two

example applications have been described using the design diagram, one from

[27] and the other being a simplified version of a real application.

The scheduling tool takes a task graph as input and uses one of several user-

selectable scheduling algorithms to schedule the task graph. Two try to use as
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few processors as possible to meet the precedence and timing requirements.

The scheduling tool further supports a highly animated user interface for

simulating task execution which goes beyond the traditional way of examining

a schedule as a static Gantt chart.

We have presented one optimal preemptive and one optimal non-preemptive

NUT algorithm for scheduling the precedence-constrained periodic task sets

extracted from HaRTS design diagrams in uniprocessor environment. The

optimal non-preemptive algorithm may not be practical for a real application

because of the NP-completeness result. We have shown that the heuristic

algorithms for the SWI problem can be modified to solve this scheduling

problem. Furthermore, we have shown that the current scheduling tool can be

extended to schedule such precedence-constrained periodic task sets.

We have demonstrated that although the preemptive approach may be able to

schedule a periodic task set which is not scheduleable under non-preemption

constraint due to the flexibility enabled by preemption, it is much harder to

apply than the non-preemptive approach. We have further demonstrated that

although the task derivation method which creates one compound task for

each control driving source is simpler, decomposing a graphical design into

light-weight tasks exposes opportunities for eliminating redundant

computations.

In general, developing a hard real-time application with deterministic

behavior is a very complex and difficult engineering process. We believe that

for any such attempts to be practical, heuristic methods and rules of thumbs

must be employed.
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5.2 Future Work

There are different avenues to extend the research results which we have

presented in this thesis. We now suggest some directions along which more

research effort is needed.

1) The problem of scheduling periodic tasks in distributed memory systems

need to be further studied. Our research results for scheduling periodic tasks

in uniprocessor environment have laid a solid foundation for the problem in

distributed memory systems to be further studied. Our proposed heuristic

algorithms are good starting points.

Our heuristic algorithms are all based on the assumed processor architecture

under which each processor can send messages to and receive messages from

any communication bus. See section 3.1. This may not be true for a given
processor topology. The scheduling problem under a fixed processor topology

needs more study.

Our heuristic algorithms are the results of our divide-and-conquer approach

under which the scheduling problem in distributed memory systems is divided

into two separate parts: scheduling tasks on processors and scheduling

communication tasks on buses. Point-to-point deadlines are assumed to be met

as long as the given (communication) task release times are obeyed and
(communication) task deadlines are met. However, as discussed in section 3.1,

meeting of point-to-point deadlines is affected by task allocation because for

those tasks on the same processor, message passing is not needed. Scheduling

tasks and communication tasks as a whole with point-to-point deadlines being

taken care of needs more study.

2) Our design tool and scheduling tool need to be integrated and further

extended. Although we have shown that the design diagram can be

automatically translated into AdaTM code, this has not been implemented yet. We
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believe that the existence of a software database containing frequently used

algorithms for hard real-time applications, maybe in the form of class

hierarchy, will be very useful in reducing the cost of developing hard real-
time applications. Once such a software database is added to our design tool, the

functions specified in the atomic boxes of a design can either be retrieved
from the database or be directly input by programmers.

As pointed out before, the direct code generation method does not guarantee

data integrity and meeting of timing constraints. The data integrity problem

can be solved by introducing mutual exclusion mechanisms into Adam. The

latter problem requires static analysis. Our static analysis method needs more

research, e.g., in the area of dealing with smooth mode transitions during run

time.

The scheduling tool needs be extended to include the control stimulus model

required by the design diagram and more heuristic scheduling algorithms

need to be added. Moreover, the simulation user-interfaces should be extended

to simulate the execution of a design directly on the hierarchical design

diagram.

Finally, more real applications need to be studied. It seems to us that the best

way to develop a useful CASE tool is through studying real applications.
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A. More Simulation Results

Here we present more simulation results. Due to the page limits, we cannot
provide all the results we have obtained. Instead, we only show some typical
results. The presentation here follows the format used in section 3.3.2. Each

section here complements the corresponding subsection of section 3.3.2 by

providing more graphs. The standard deviations and (coefficient variations)

for each case will immediately follow the corresponding graph.

In each following case, we first show the graphs with CU = 1.0, then those with

CU = 0.5, and finally those with CU = 0.25. Under the same CU, we first show the

graphs with PU = 4, then those with PU = 6, and fmally those with PU = 8.

A.1 The Number of Processors

In this section, we first show the graphs comparing the different allocation

algorithms: FF, FFA, FFD, BF, and WF under the EDF scheduling algorithm. The

graphs comparing these allocation algorithms under the FCF and LSF
algorithms are omitted. The following graphs complement Figures 3.2 and 3.3.
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The Standard Deviations for Figure 3.2(a)
num of tasks FF FFA FFD BF WF

20 1.55 1.86 1.83 1.69 1.84

40 2.61 2.30 2.28 2.42 2.37

60 3.10 2.84 2.78 3.35 2.85

80 4.10 3.31 3.33 3.56 3.14

The Coefficient Variations for Figure 3.2(a)
num of tasks FF FFA FFD BF WF

20 0.11 0.14 0.14 0.13 0.14

40 0.09 0.09 0.09 0.10 0.09

60 0.08 0.07 0.07 0.09 0.07

80 0.07 0.06 0.06 0.07 0.06

The Standard Deviations for Figure 3.2(b)
num of tasks FF FFA FFD BF WF

20 1.74 1.66 1.64 1.68 1.63

40 2.67 2.70 2.82 2.84 2.68

60 3.01 2.39 2.26 3.43 2.28

80 2.61 2.43 2.35 3.42 2.13

The Coefficient Variations for Figure 3.2(b)
num of tasks FF FFA FFD BF WF

20 0.11 0.12 0.12 0.12 0.12

40 0.09 0.10 0.10 0.11 0.10

60 0.07 0.06 0.05 0.09 0.06

80 0.04 0.04 0.04 0.07 0.04
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The Standard Deviations for Figure 3.3(a)
num of tasks FF WA FFD BF WF

20 1.30 1.11 1.18 1.19 1.18

40 1.66 1.84 1.70 1.59 1.77

60 2.03 2.23 2.34 2.18 2.36

80 2.76 3.09 2.89 2.77 2.78

The Coefficient Variations for Figure 3.3(a)
num of tasks FF WA FFD BF WF

20 0.18 0.16 0.16 0.17 0.17

40 0.11 0.13 0.12 0.12 0.13

60 0.09 0.11 0.11 0.11 0.11

80 0.09 0.11 0.10 0.10 0.10

The Standard Deviations for Figure 3.3(b)
num of tasks FF WA FFD BF WF

20 0.50 0.50 0.51 0.50 0.50

40 0.61 0.74 0.51 0.57 0.65

60 0.98 0.88 0.99 1.10 1.11

80 1.28 1.14 1.14 1.00 1.23

The Coefficient Variations for Figure 3.3(b)
num of tasks FF WA FFD BF WF

20 0.15 0.15 0.15 0.14 0.15

40 0.09 0.11 0.08 0.09 0.10

60 0.10 0.09 0.11 0.12 0.12

80 0.10 0.09 0.09 0.08 0.10

From now on, the coefficient variations for each case are omitted.
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-a- FFA
FFD

0 BF

WF

The Standard Deviations
num of tasks FF FFA FFD BF WF

20 2.23 1.99 1.94 1.80 1.99

40 2.34 2.32 2.26 2.50 2.36
60 3.11 2.76 2.83 2.76 2.63

80 4.20 3.85 4.04 4.37 3.81

30 - number of processors

25- EDF; p <= 410; c <= p*0.5; d = p

20 -

15 -

10 -

5 -
0

number of tasks

20 40 60 80

FF

FFA

FFD

-0- BF
WF

The Standard Deviations
num of tasks FF FFA FFD BF WF

20 0.92 0.97 0.96 0.87 0.97
40 1.48 1.20 1.25 1.33 1.16

60 1.25 1.16 1.20 1.25 1.22

80 1.76 1.51 1.41 1.50 1.52
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20 40 60 80
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.... FF

-°-- FFA* FFD

-0 -BF
WF

The Standard Deviations
num of tasks FF FFA FFD BF WF

20 1.07 1.16 0.96 1.10 1.06

40 1.76 1.44 1.47 1.55 1.53

60 1.68 1.67 1.69 1.78 1.92

80 2.11 2.21 1.87 2.23 2.02

1 2 - number of processors

1 0 -

8 -
6 -
4-
2-
0

EDF; p <= 4*10; c <= p*0.25; d = p

number of tasks

20 40 60 80

1111 FF

-0- FFA
*.....* FFD

0 BF

WF

The Standard Deviations
num of tasks FF FFA FFD BF WF

20 0.55 0.53 0.56 0.53 0.52

40 0.70 0.75 0.78 0.72 0.76

60 0.83 0.88 0.89 0.94 0.96

80 0.75 0.83 0.74 0.88 0.73
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° FFA
FFD

0 BF

WF

The Standard Deviations
num of tasks FF FFA FFD BF WF

20 0.50 0.48 0.45 0.49 0.53

40 0.63 0.68 0.73 0.73 0.66

60 0.95 1.11 0.85 0.92 0.99

80 0.87 0.96 1.01 0.96 0.96

We now show the graphs comparing the different allocation algorithms: FFA,

FFA_P, FFD, and FFD_P under the EDF scheduling algorithm. In general, their

performances under PT1, PT2, and PT3 are quite close.



6 0 - number of processors

50-
40 -

30-
20-
10 -

0

EDF; p <= 4*10; c <= p*1.0; d . p

1

20
I

number of tasks

40
I

60
I

80

134

FFA

-13---FFA P

FFD

-0- FFD_P

The Standard Deviations
num of tasks FFA FFA_P FFD FFD_P

20 1.86 1.72 1.83 1.58

40 2.30 2.43 2.28 2.51

60 2.84 2.67 2.78 2.80

80 3.31 3.59 3.33 3.70

60- number of processors
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20-
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0

EDF; p <= 6*10; c <= p*1.0; d = p

I

20
I

o -FFA

-0-- FFA P

- FFD
number of tasks -0- FFD_P

40
I

60
I

80

The Standard Deviations
num of tasks FFA FFA P FFD FFD P

20 1.99 2.39 1.94 2.04

40 2.32 2.64 2.26 2.26

60 2.76 3.22 2.83 3.36

80 3.85 4.45 4.04 4.07
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The Standard Deviations
num of tasks FFA FFA_P FFD FFD_P

20 1.66 1.83 1.64 1.95

40 2.70 3.16 2.82 2.89

60 2.39 3.06 2.26 3.29

80 2.43 2.95 2.35 3.04

25 - number of processors

20- EDF; p <= 4*10; c <= p*0.5; d

15-

10-

5-
0

20

FFA

o FFA P

FFD

number of tasks -0- FFD_P

40 60 80

The Standard Deviations
num of tasks FFA FFA_P FFD FFD P

20 0.97 0.82 0.96 1.01

40 1.20 1.39 1.25 1.18

60 1.16 0.98 1.20 1.10

80 1.51 1.41 1.41 1.45
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o FFA P

FFD
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The Standard Deviations
num of tasks FFA FFA_P FFD FFD P

20 1.16 0.94 0.96 1.00

40 1.44 1.39 1.47 1.38

60 1.67 1.54 1.69 1.26

80 2.21 1.68 1.87 1.76

30 - number of processors

25 -

20-
15-
10-
5-
0

EDF; p <= 8*10; c <= p*0.5; d = p - FFA
0--- FFA P

- FFD

number of tasks FFD_P

20 40 60 80

The Standard Deviations
num of tasks FFA FFA_P FFD FFD P

20 1.11 0.93 1.18 1.01

40 1.84 1.57 1.70 1.38

60 2.23 1.68 2.34 1.36

80 3.09 1.85 2.89 1.97
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The Standard Deviations
num of tasks FFA FFA P FFD FFD P

20 0.53 0.48 0.56 0.56

40 0.75 0.71 0.78 0.76

60 0.88 0.88 0.89 0.87

80 0.83 0.93 0.74 0.92

1 2 - number of processors

1 0 -
8 -
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4-
2-
0

EDF; p <= 6*10; c <= p*0.25; d

20

number of tasks

40 60 80

0- FFA

o FFA P

FFD

-0- FFD P

The Standard Deviations
num of tasks FFA FFA_P FFD FFD_P

20 0.48 0.50 0.45 0.47

40 0.68 0.64 0.73 0.71

60 1.11 0.90 0.85 0.89

80 0.96 0.99 1.01 0.97
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FFA

0-- FFA P
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40 60 80

The Standard Deviations
num of tasks FFA FFA P FFD FFD P

20 0.50 0.38 0.51 0.50

40 0.74 0.57 0.51 0.73

60 0.88 0.94 0.99
-

0.91

80 1.14 0.94 1.14 0.96

We now show the graphs comparing the different scheduling algorithms: FCF,

EDF, LSF, NT, and RM under the BF algorithm. The graphs comparing these

scheduling algorithms under the other allocation algorithms: FF, FFA, FFA_P,

FFD, FFD P, and WE are omitted. The following graphs complement Figures 3.4.



The Standard Deviations for Figure 3.4(a)
num of tasks FCF EDF LSF NT RM

20 1.77 1.68 1.68 1.93 1.87

40 2.69 2.84 2.84 2.73 2.69

60 3.39 3.43 3.42 3.62 2.51

80 3.44 3.42 3.42 3.84 3.16

The Standard Deviations for Figure 3.4(b)
num of tasks FCF EDF LSF NT RM

20 0.65 0.50 0.50 0.18 0.55

40 0.80 0.57 0.57 0.61 0.76

60 0.92 1.10 1.10 0.77 1.34

80 1.26 1.00 1.00 0.74 1.29
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The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 1.63 1.69 1.69 1.59 1.68

40 2.31 2.42 2.37 2.44 2.43

60 3.47 3.35 3.35 3.27 2.99

80 3.66 3.56 3.58 3.65 3.53
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The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 1.94 1.80 1.80 1.94 2.01

40 2.43 2.50 2.50 2.74 2.64

60 2.91 2.76 2.75 3.02 3.22

80 4.27 4.37 4.37 4.60 4.45

3 5 - number of processors

3 0 -
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1 0 -

5 -
0

20 40
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60 80

EDF

LSF

NT
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The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 0.86 0.87 0.87 0.69 1.67

40 1.19 1.33 1.33 1.09 2.52

60 1.22 1.25 1.25 1.01 2.74

80 1.19 1.50 1.50 1.27 3.67
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4 0 -
35 -
30 -
25 -
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5

0
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BF; p <= 6*10; c <= p*0.5; d = p

-
i

number of tasks

1 1

FCF

1.., EDF

LSF

-0- NT
A-'..... RM

1

20 40 60 80

The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 1.09 1.10 1.10 0.88 2.04

40 1.44 1.55 1.55 1.10 2.65

60 1.79 1.78 1.78 1.09 3.14

80 2.19 2.23 2.28 1.47 4.08

40 -
35-
30 -
25 -
20 -
15-
10-

5

0

number of processors

BF; p <= 8*10; c <= p*0.5; d = p

..............

-
I I

,,0C

number of tasks

I I

g,......, RF

---r1- EDF

LSF

-0- NT.

--- RM
20 40 60 80

The Standard Deviations
num of tasks FCF EDF LSF NI' RM

20 1.20 1.19 1.19 0.86 1.76

40 1.69 1.59 1.59 1.23 2.65

60 1.99 2.18 2.18 1.45 4.13

80 3.07 2.77 2.79 1.94 5.01
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The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 0.48 0.53 0.53 0.48 0.63

40 0.65 0.72 0.72 0.63 0.96

60 0.67 0.94 0.94 0.67 1.13

80 0.72 0.88 0.88 0.74 1.05

1 6 - number of processors
1 4 -
1 2 - BF; p <= 6*10; c <= 13'0.25; d = p

1 0 -
8 -
6 -
4 -
2 -
0

20 40

number of tasks

I I
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Ilimm... FCF

-a-- EDF

LSF

-0- NT
RM

The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 0.49 0.49 0.49 0.40 0.70
40 0.64 0.73 0.73 0.56 0.77
60 1.04 0.92 0.92 0.67 1.15

80 1.28 Q.96 0.96 0.95 1.53
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A.2 The Processor Utilization Rates

The average processor utilization rates shown here parallel the average

number of used processors shown in the last section. We first show the graphs

comparing the different allocation algorithms: FF, FFA, FFD, BF, and WF under

the EDF algorithm.

1
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processor utilization rate

0..---4---*--*
r: t

FF

_o____ FFA

.

EDF; p <= 410; c <.= p*1.0; d . p

number of tasks

I I

FFD

0 BF
WF0.5 1

20
t

40 60 80

The Standard Deviations
num of tasks FF FFA FFD BF WF

20 0.03 0.05 0.04 0.05 0.05

40 0.03 0.03 0.03 0.04 0.03

60 0.02 0.03 0.02 0.04 0.02

80 0.02 0.02 0.02 0.04 0.02
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rate
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20 40 60 80

The Standard Deviations
num of tasks FF WA FFD BF WF

20 0.05 0.05 0.05 0.05 0.05

40 0.04 0.03 0.03 0.04 0.03

60 0.03 0.03 0.03 0.03 0.03

80 0.02 0.02 0.02 0.04 0.02

1 - processor utilization rate

0.9 -

0.8 -
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FF

EDF; p <= 8*10; c <= p*1.0; d = p

0 -0--- FFA

- FFD

20
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number of tasks
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The Standard Deviations
num of tasks FF FFA FFD BF WF

20 0.04 0.03 0.04 0.04 0.04

40 0.04 0.03 0.03 0.04 0.03

60 0.02 0.02 0.02 0.04 0.03

80 0.02 0.02 0.02 0.04 0.02
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The Standard Deviations
num of tasks FF FFA FED BF WF

20 0.06 0.05 0.05 0.06 0.05

40 0.04 0.04 0.04 0.05 0.04

60 0.03 0.04 0.04 0.04 0.04

80 0.03 0.03 0.02 0.03 0.03
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The Standard Deviations
num of tasks FF FFA FFD BF WF

20 0.07 0.06 0.08 0.08 0.05

40 0.05 0.04 0.04 0.07 0.05

60 0.03 0.04 0.03 0.05 0.04

80 0.03 0.03 0.03 0.04 0.03
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The Standard Deviations
num of tasks FF WA FFD BF WF

20 0.09 0.06 0.06 0.07 0.07

40 0.03 0.04 0.05 0.05 0.05

60 0.05 0.04 0.05 0.05 0.05

80 0.04 0.04 0.04 0.05 0.04

1 - processor utilization rate
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The Standard Deviations
num of tasks FF WA FFD BF WF

20 0.08 0.08 0.08 0.08 0.08

40 0.05 0.06 0.06 0.06 0.06

60 0.04 0.04 0.04 0.05 0.05

80 0.03 0.04 0.03 0.04 0.03
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The Standard Deviations
num of tasks FF FFA FFD BF WF

20 0.07 0.08 0.08 0.10 0.08

40 0.05 0.05 0.06 0.05 0.05

60 0.04 0.05 0.04 0.04 0.04

80 0.03 0.04 0.04 0.03 0.02

1 - processor utilization rate
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The Standard Deviations
num of tasks FF FFA FFD BF WF

20 0.08 0.08 0.08 0.08 0.08

40 0.04 0.05 0.04 0.05 0.06

60 0.05 0.04 0.04 0.04 0.05

80 0.03 0.03 0.03 0.04 0.04
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The graphs showing the average processor utilization rates of the FFA, FFA_P,

FFD, FFD_P algorithms under the EDF scheduling algorithm are omitted. It is

not hard to see that the average processor utilization rates under the same task

generation parameters are quite close in most cases.

We now show the graphs comparing the different scheduling algorithms: FCF,

EDF, LSF, NT, and RM under the BF algorithm. The following graphs

complement Figure 3.5.

The Standard Deviations for Figure 3.5(a)
num of tasks FCF EDF LSF NT RM

20 0.04 0.04 0.04 0.05 0.05

40 0.04 0.04 0.04 0.04 0.03

60 0.04 0.04 0.04 0.05 0.02

80 0.04 0.04 0.04 0.05 0.03

The Standard Deviations for Figure 3.5(b)
num of tasks FCF EDF LSF NT RM

20 0.09 0.08 0.08 0.08 0.05

40 0.07 0.05 0.05 0.05 0.03

60 0.04 0.04 0.04 0.03 0.02

80 0.05 0.04 0.04 0.03 0.02
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1

0.9

0.8

0.7

0.6

- processor utilization rate

BF; p <= 6*10; c <= p*1.0; d = p

r..----==re"----r4:
0

E.,.. Ry

-a-
:

EDF

--- LSF

-0--- NT
number of tasks

RM
I i I I

20 40 60 80

The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 0.05 0.05 0.05 0.06 0.04

40 0.04 0.04 0.04 0.05 0.03

60 0.03 0.03 0.03 0.04 0.03

80 0.04 0.04 0.04 0.05 0.03
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1 -r

0.9

0.8 -

0.7-

0.6 -

0.5

processor utilization rate

-

BF; p 4*10; c p*0.5; d p

FcF

number of tasks

EDF

LSF

-0-NT
RM

20 40 60 80

The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 0.06 0.06 0.06 0..05 0.05

40 0.05 0.05 0.05 0.04 0.05

60 0.04 0.04 0.04 0.03 0.05

80 0.03 0.03 0.03 0.03 0.05

1 -r

0.9 -

0.8 -

0.7 -

0.6

0.5

processor utilization rate

BF; p 610; c

-
p*0.5; d = p

p3F

-13-- EDF

LSF

-0- NT
A

number of tasks
RM

20 40 60 80

The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 0.07 0.08 0.08 0.05 0.06

40 0.06 0.07 0.07 0.04 0.06

60 0.04 0.05 0.05 0.03 0.05

80 0.04 0.04 0.04 0.03 0.05
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1 - processor utilization rate

0.9 -

0.8 -

0.7 -

0.6 -

0.5

BF; p <= 8'10; c <= p"0.5; d = p
..

Y. a
II

1

number of tasks
I II

20 40 60 80

4'..........................ct:

._ RF

-o--- EDF

*-- LSF

-o-- NT
A-- RM

IIII.....

The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 0.08 0.07 0.07 0.05 0.05

40 0.06 0.05 0.05 0.03 0.05

60 0.05 0.05 0.05 0.03 0.06

80 0.05 0.05 0.05 0.04 0.06

1 - processor utilization rate

0.9 -

0.8 -

0.7 -

0.6 -

BF; p <= 410; c <= p*0.25; d = p

FCF

-0- EDF
- LSF

-0-- NIT
number of tasks

0.5 I I I I
.-- Rim

20 40 60 80

The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 0.08 0.08 0.08 0.08 0.04

40 0.05 0.06 0.06 0.04 0.03

60 0.03 0.05 0.05 0.03 0.02

80 0.02 0.04 0.04 0.03 0.02



1 processor utilization rate

0.9

0.8

0.7 BF; p <= 6'10; c <= p*0.25; d . p

0.6
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0.5 i

20
-1

0 Ni-
LSF

number of tasks

40
I

60
I

80

RM

The Standard Deviations
num of tasks, FCF EDF LSF NI' RM

20 0.08 0.10 0.10 0.09 0.05

40 0.04 0.05 0.05 0.05 0.02

60 0.05 0.04 0.04 0.03 0.02

80 0.05 0.03 0.03 0.03 0.02

A.3 The Execution Times

In this section, we further illustrate the execution times of the heuristics

algorithms. The results shown here complement Figure 3.6. As said before, it

only takes a second or two or less for the heuristic algorithms to perform in all

simulation cases. As a result, we shall only present a few more graphs as

examples.
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The Standard Deviations for Figure 3.6(a)
num of tasks FF FFA FFD BF WF

20 0.01 0.01 0.01 0.01 0.01

40 0.01 0.01 0.01 0.01 0.01

60 0.01 0.01 0.01 0.01 0.01

80 0.00 0.01 0.01 0.01 0.01

The Standard Deviations for Figure 3.6(b)
num of tasks FF FFA FFD BF WF

20 0.05 0.06 0.06 0.06 0.06

40 0.06 0.08 0.08 0.08 0.08

60 0.08 0.08 0.09 0.12 0.08

80 0.11 0.11 0.11 0.14 0.12

0.12-execution time (sec.)

0.09

0.06

0.03

0

EDF; p <= 6*10; c <= p*1.0; d . p

I 1

number of tasks

I I

20 40 60 80

III.....FF

---13---FFA

-0-BF
WF

The Standard Deviations
num of tasks FF FFA FFD BF WF

20 0.01 0.01 0.01 0.01 0.01

40 0.01 0.01 0.01 0.01 0.01

60 0.01 0.01 0.01 0.01 0.01

80 0.01 0.01 0.02 0.02 0.01



0.05 -execution time (sec.)

0.04- BF; p 4'10; c p*1.0; d = p

0.03 -

0.02 -

0.01 -

0

20 4 0

number of tasks

60 80
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FcF

EDF

*-LSF
NT

RM

The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 0.01 0.01 0.01 0.00 0.01

40 0.01 0.01 0.01 0.01 0.01

60 0.01 0.01 0.01 0.01 0.01

80 0.01 0.01 0.01 0.01 0.01

0.15 - execution time (sec.)

0.12- BF; p 610; c p*1.0; d = p

0.09 -

0.06 -

0.03 - number of tasks

0 1

20 40 60 80

R)F

-0"-- EDF

LSF

-0-NT
RM

The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 0.01 0.01 0.00 0.01 0.01

40 0.01 0.01 0.01 0.01 0.01

60 0.01 0.01 0.02 0.01 0.01

80 0.01 0.02 0.01 0.01 0.01



1 .5 execution time (sec.)

1.2

0.9

0.6

0.3

BF; p 8*10; c <= p*1.0; d p

:'''e°...eae°°°°°°°°e. number of tasks

0

20 40 60 80
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FCF

0 EDF
LSF

NT

A R M

The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 0.06 0.06 0.06 0.00 0.01

40 0.08 0.08 0.08 0.01 0.01

60 0.10 0.12 0.12 0.01 0.01

80 0.11 0.14 0.15 0.01 0.01

A.4 The Performance of the MP Algorithm

We first compare the performance of the MP algorithm with that of the FCF,

EDF, LSF and NT algorithms in terms of the average number of processors used.

The following graphs complement Figure 3.7.



The Standard Deviations for Figure 3.7(a)
num of tasks FCF EDF LSF NT MP

20 1.80 1.83 1.83 1.85 1.90

40 3.09 3.16 3.16 3.03 3.22

60 3.06 3.06 3.06 3.08 3.04

80 2.94 2.95 2.95 2.99 3.02

The Standard Deviations for Figure 3.7(b)
num of tasks FCF IDF LSF NT MP

20 0.41 0.38 0.38 0.38 0.48

40 0.59 0.57 0.57 0.59 0.63

60 0.92 0.94 0.95 0.92 0.76

80 1.00 0.94 0.94 1.00 0.98

6 0 - number of processors

50 - FFA P; p 4*10; c p*1.0; d p

40 -

30 -
20 -
10 -

0

20 40

number of tasks

60 80

156

FCF

-0- EDF
LSF

-0-m-
m p

The Standard Deviations
num of tasks FCF EDF LSF NT MP

20 1.74 1.72 1.72 1.70 1.62

40 2.33 2.43 2.37 2.33 2.43

60 2.67 2.67 2.66 2.64 2.78

80 3.58 3.59 3.53 3.58 3.59



60- number of processors

50 -

40 -

30 -

20 -

10 -

0

FFA_P; p 6*10; c <= p*1.0; d = p

IA

20

number of tasks

40 60 80

157

FCF

EDF

*-- LSF

-0-NT
MP

The Standard Deviations
num of tasks FCF EDF LSF NT MP

20 2.36 2.39 2.39 2.36 2.25

40 2.64 2.64 2.64 2.64 2.48

60 3.29 3.22 3.22 3.38 3.00

80 4.45 4.45 4.45 4.36 4.16

25 T number of processors

20- FFA P; p <= 4*10; <= p*0.5; d

15-

10-

5-
0

Ka....°°°*###°°.°.°4

number of tasks

20 40 60 80

FcF

EDF

*-- LSF

--0-- NT

A-- MP

The Standard Deviations
num of tasks FCF EDF LSF NT MP

20 0.82 0.82 0.82 0.82 0.89_

40 1.39 1.39 1.39 1.35 1.35

60 1.04 0.98 0.99 1.04 1.06

80 1.27 1.41 1.41 1.27 1.35



25 - number of processors

20- FFA_P; p <= 610; c <= p*0.5; d .

15-

10-

5-
0

20 40

number of tasks

I I

60 80

158

R)F

- 0-- EDF

"-- LSF

-0 -NT
............qi; MP

-.

The Standard Deviations
num of tasks FCF EDF LSF NT MP

20 0.94 0.94 0.94 0.94 0.96

40 1.41 1.39 1.39 1.41 1.49

60 1.43 1.54 1.52 1.43 1.37

80 1.66 1.68 1.68 1.66 1.85

30 - number of processors

25 -

20 -

15 -

10 -

5 -
0

FFA P; p <= 810; c <= p*0.5; d . p.-
20 40

number of tasks

I I

60 80

RF

a- EDF

LSF

-0- NT
MP

The Standard Deviations
num of tasks FCF EDF LSF NT MP

20 0.85 0.93 0.93 0.88 0.94

40 1.46 1.57 1.57 1.46 1.46

60 1.65 1.68 1.64 1.63 1.53

80 1.97 1.85 1.85 1.88 2.13
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1 2 -

10 -

number of processors .00,0r.

FFA P; 4*10; d D
FCF

p <= c <= p*0.25; =
r.

8- -a- EDF
6-

LSF
4- -0- NT2- number of tasks

0
Nip

20 40 60 8 0

The Standard Deviations
num of tasks FCF EDF LSF NT MP

20 0.46 0.48 0.48 0.46 0.57

40 0.71 0.71 0.75 0.71 0.75

60 0.89 0.88 0.90 0.89 0.91

80 0.78 0.93 0.93 0.78 0.82

1 2 - number of processors

1 0- FFA_P; p <= 6*10; c <= p*0.25; d

8

6 -
4-
2-
0

number of tasks

20 40 60 80

IN FCF

-13- EDF

LSF

-0-- NT
Nip

The Standard Deviations
num of tasks FCF EDF LSF NT MP

20 0.48 0.50 0.50 0.48 0.57

40 0.61 0.64 0.64 0.61 0.67

60 0.94 0.90 0.90 0.94 0.91

80 0.95 0.99 0.99 0.95 1.01
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We now show the average processor utilization rates of the MP, FCF, EDF, LSF

and NT algorithms under the FFA_P allocation algorithm. We omit the

execution times of the MP-based algorithms. As said in section 3.3.2.4, the MP

algorithm is very simple and fast.

1

0.9

0.8

0.7

0.6

0.5

processor utilization rate

FFA_P; p <= 4*10; c <= p*1.0; d . p
FCF

a--- EDF
r. A AI

number of tasks

LSF

0 NT
M P

20 40 60 80

The Standard Deviations
num of tasks FCF EDF LSF NT MP

20 0.05 0.05 0.05 0.05 0.05

40 0.03 0.03 0.03 0.03 0.03

60 0.03 0.03 0.03 0.03 0.03

80 0.02 0.02 0.02 0.02 0.02
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1

0.9

0.8

0.7

0.6

processor utilization rate

-
FFA_P; p <= 6*10; c

-
I r A

N-
-

p*1.0; d p

',4%,; i n S N

number of tasks

I I FC F

-13- EDF

LSF

-0-NT
A-MP0.5

20 40 60 80

The Standard Deviations
num of tasks EDF LSF NT MP

20 0.05 0.05 0.05 0.05 0.04

40 0.03 0.03 0.03 0.03 0.03

60 0.03 0.03 0.03 0.03 0.03

80 0.03 0.03 0.03 0.03 0.02

1 - processor utilization rate

0.9 - RDF

FFA_P; p 8*10; c p*1.0; d p

0.8 -
rAN

-a--- EDF
I I I. I ...w4A

a%

0.7
IrA- LSF

0.6 -
number of tasks

NT

0.5 MP

2 0 40 60 80

The Standard Deviations
num of tasks FCF EDF LSF NT MP

20 0.05 0.06 0.06 0.05 0.04

40 0.03 0.03 0.03 0.02 0.03

60 0.02 0.02 0.02 0.02 0.02
80 0.02 0.02 0.02 0.02 0.02
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1

0.9 -

0.8

0.7

0.6

0.5

- processor utilization rate

- INIMfA.

- FFA P; p <= 410; c <= p*0.5; d

-

a,
C V.

p

number of tasks

FcF

3. EDF

LSF

-0-NT
MP

20 40 60 80

The Standard Deviations
num of tasks FCF EDF LSF NT MP

20 0.06 0.06 0.06 0.06 0.06

40 0.03 0.03 0.03 0.03 0.04

60 0.02 0.02 0.02 0.02 0.03

80 0.02 0.03 0.03 0.02 0.02

1

0.9

- processor utilization rate

- Ry

0.8 - 44 -0- EDF

0.7 - LSF
FFA_P; p <= 610; c <= p*0.5; d = p

0.6 -
number of tasks

-0-NT
0.5 MP

20 40 60 80

The Standard Deviations
num of tasks RF EDF LSF NT MP

20 0.06 0.05 0.05 0.06 0.04

40 0.04 0.04 0.04 0.04 0.04
60 0.03 0.03 0.03 0.03 0.03

80 0.02 0.02 0.02 0.02 0.03
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1

0.9 --

0.8

0.7

0.6

0.5

- processor utilization

-
A-

FFA_P; p <= 8'10;

-
4

rate

FCF

c <= p*0.5; d = p

number of tasks
1 4 I

EDF

-LSF
-0-NT

A-MP
20 40 60 80

The Standard Deviations
num of tasks FCF EDF LSF NT MP

20 0.07 0.07 0.07 0.06 0.04

40 0.04 0.04 0.04 0.04 0.04

60 0.03 0.03 0.03 0.03 0.03

80 0.02 0.02 0.02 0.02 0.02

1 - processor utilization rate

0.9 -

0.8 -

0.7 -

0.6 -

0.5

FFA_P; p <= 4*10; c <= p*0.25; d .-p

number of tasks

20 40 60 80

-13- EDF

LSF

_____o_....._ NT

A-MP

The Standard Deviations
num of tasks FCF EDF LSF NT MP

20 0.08 0.08 0.08 0.08 0.08

40 0.04 0.05 0.05 0.04 0.05

60 0.04 0.04 0.04 0.04 0.04

80 0.03 0.04 0.04 0.03 0.03



1 - processor utilization rate

0.9 -

0.8 -

0.7 -

0.6 -

0.5

FFA_P; p <= 6*10; c <= p*0.25; d = p

number of tasks

I Ii 1

20 40 60 80

164

FoF

-a- EDF

*-- LSF

--- MP

The Standard Deviations
num of tasks FCF EDF LSF NT MP

20 0.08 0.08 0.08 0.08 0.06

40 0.04 0.05 0.05 0.04 0.05

60 0.04 0.04 0.04 0.04 0.03

80 0.03 0.03 0.03 0.03 0.03

1 - processor utilization rate

0.9 -

0.8 -

0.7 -

0.6 - FFA_P; p <= 8*10; c <= p*0.25; d = p
number of tasks

0.5 I I I 1

8020 40 60

FcF

EDF

*-- LSF

-0-- NT
A---- MP

The Standard Deviations
num of tasks FCF EDF LSF NT MP

20 0.07 0.08 0.08 0.08 0.05

40 0.04 0.04 0.04 0.04 0.05

60 0.03 0.03 0.03 0.03 0.03

80 0.03 0.03 0.03 0.03 0.03
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A.5 The Effect of Diversifying Task Periods

In this section, we first show the effect of diversifying task periods on the
different allocation algorithms: FF, FFA_P, FFD_P, BF, and WF under the EDF

scheduling algorithm. Note that we omit the graphs showing the execution
times of the different heuristic algorithms after the periods were diversified.

As said in section 3.3.2.5, after the periods are diversified, the heuristic

algorithms based on the FCF, EDF, and LSF algorithms should run faster because

the number of instances in the first two lcm time periods are reduced.

We first show the effect in terms of the average number of processors used.

The following graphs complement Figure 3.8.

The Standard Deviations for Fiure 3.8
num of tasks FF FFA P FFD_P J BF WF

20 1.20 1.03 1.03 0.94 0.91

40 2.51 1.75 1.92 1.87 1.88

60 3.28 2.34 2.50 2.28 2.42

80 i 3.55 2.37 2.11 2.77 3.07



45 - number of processors
40 -
35 - EDF; p <= 410; c p*1.0; d p

30
25 -
20 -
15-
10-
5-
0

number of tasks

20 40 60 80

166

FF

FFA P

FFD_P

-0-- BF
WF

The Standard Deviations
num of tasks FF FFA P FFD_P BF WF

20 1.83 1.77 1.69 1.51 1.65

40 2.53 2.35 2.57 2.20 2.23

60 2.93 3.00 2.57 2.87 2.59

80 3.28 2.38 2.54 2.56 2.98

35 - number of processors

30 -
EDF; p <= 6*10; c p*1.0; d p

25-
20 -
15 -
10 -

0

number of tasks

20 40 60 80

FF

-0- FFA P
- FFD_P

-0- BF
WF

The Standard Deviations
num of tasks FF FFA_P FFD_P BF WF

20 1.88 1.84 1.68 1.59 1.57

40 2.75 2.14 2.17 1.96 2.48

60 3.45 3.15 3.25 3.21 3.11

80 3.09 2.88 2.74 2.94 3.34
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We now show the effect in terms of the average processor utilization rates.

1

0.9

0.8

0.7

0.6

0.5

0.4

processor utilization rate

EDF; p 410; c p*1.0; d p
1111. FF

0 FFA_P

number of tasks

* FFD_P

BF

WF

20 40 60 80

The Standard Deviations
num of tasks FF FFA P FFD_P BF WF

20 0.05 0.05 0.05 0.06 0.05

40 0.04 0.04 0.05 0.06 0.05

60 0.04 0.03 0.03 0.05 0.03

80 0.03 0.03 0.03 0.04 0.03
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1

0.9

0.8

0.7

0.6

0.5

0.4

T processor utilization rate

- EDF; p 610; c

-
-
-
-

p*1.0; d = p
FF

-a-- FFAP
*- FFD_P

number of tasks

-0-- BF
A WF

20 40 60 80

The Standard Deviations
num of tasks_ FF FFA_P FFD_P BF WF

20 0.07 0.07 0.06 0.08 0.07

40 0.06 0.04 0.04 0.07 0.05

60 0.06 0.03 0.04 0.05 0.04

80 0.04 0.03 0.03 0.04 0.04

1 -r

0.9

0.8

0.7

0.6

0.5

0.4

processor utilization rate

- EDF; p <= 810; c <= p*1.0; d

-
-

p
FF

F FA P

-FFD_P
-
-

number of tasks
WF

20 40 60 80

The Standard Deviations
num of tasks FF FFA_P FFD_P BF WF

20 0.11 0.11 0.06 0.11 0.11

40 0.08 0.06 0.06 0.12 0.09

60 0.06 0.05 0.05 0.07 0.06

80 0.06 0.04 0.03 0.04 0.05
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We now show the effect of diversifying task periods on the different

scheduling algorithms: FCF, EDF, LSF, NT, and RM under the FFA_P allocation

algorithm. We first show the effect in terms of the average number of

processors used.

5 0 number of processors

40 FFA_P; p 4*10; c <= p*1.0; d = p

30
20
1 0

0

number of tasks

I I

20 40 60 80

FCF

EDF

LSF

A RM

The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 1.73 1.77 1.77 1.77 1.55

40 2.35 2.35 2.35 2.35 2.63

60 2.97 3.00 3.00 2.95 2.51

80 2.35 2.38 2.42 2.42 3.62



35 - number of processors

30

25-
20 -
15-
1.0 -

5-
0

FFA P; p 610; c p*1.0; d p

20

number of tasks

40 60 80

170

FCF

EDF

LSF

NT

a-- RM

The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 1.68 1.84 1.84 1.68 1.95

40 2.13 2.14 2.14 2.18 2.89

60 3.22 3.15 3.15 3.15 3.57

80 2.87 2.88 2.88 2.86 3.59

20 number of processors

15

10

5

0

FFA_P; p <= 8"10; c <=p*1.0; d = p

number of tasks

20 40 60 80

FCF

EDF

LSF

-0-- NT
RM

The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 0.90 1.03 1.01 1.12 1.26

40 1.78 1.75 1.77 1.76 2.17

60 2.26 2.34 2.35 2.29 2.70

80 2.24 2.37 2.40 2.27 2.91
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We now show the effect in terms of the average processor utilization rates. The

following graphs complement Figure 3.9.

The Standard Deviations for Fi re 3.9
num of tasks FCF EDF LSF NT RM

20 0.08 0.11 0.11 0.09 0.06

40 0.06 0.06 0.07 0.06 0.04

60 0.04 0.05 0.04 0.05 0.04

80 0.04 0.04 0.04 0.04 0.04

1 - processor utilization rate

0.9 -

0.8 -

0.7-
0.6 -

0 .5 -

0.4

FFA_P; p <= 410; c <= p*1 .0; d . p

0 D

A

0

FCF

O -0--- EDF

number of tasks

20 40 60 80

LSF

-0---- NT

A- RM

The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 0.06 0.05 0.05 0.05 0.05

40 0.04 0.04 0.04 0.04 0.03

60 0.03 0.03 0.03 0.03 0.03

80 0.03 0.03 0.03 0.03 0.02
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1

0.9

0.8

processor utilization rate

FFA_P; p <= 6*10; c <= p*1.0; d = p

tfipt001113=0
I._ R:F

a-- EDF
0.7

LSF
0.6 . a 0--- NT
0.5 --

number of tasks
I I RM0.4 1 1

20 40 60 80

The Standard Deviations
num of tasks FCF EDF LSF NT RM

20 0.06 0.07 0.07 0.06 0.06

40 0.04 0.04 0.04 0.04 0.03

60 0.03 0.03 0.03 0.03 0.03

80 0.03 0.03 0.03 0.03 0.03

We now show the effect of diversifying task periods on the MP scheduling
algorithm. We first show the effect in terms of the average number of

processors used.



40 - number of processors
35-
30- FFA P; p 4*10; c p*1.0; d p

2

25-
-

15-
10 - re'
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FcF

-a-- EDF

LSF

-0- NT
-- MP

The Standard Deviations
num of tasks FCF EDF LSF NT MP

20 1.73 1.77 1.77 1.77 1.78

40 2.35 2.35 2.35 2.35 2.31

60 2.97 3.00 3.00 2.95 2.75

80 2.35 2.38 2.42 2.42 2.16

30 - number of processors

25 -

20 -

15 -

10 -

5 -
0

FFA_P; p 6*10; c p*1.0; d p

20 40

number of tasks

I I

60 80

EDF

- [SF
_0- NT

A- MP

The Standard Deviations
num of tasks FCF EDF LSF NT MP

20 1.68 1.84 1.84 1.68 1.66

40 2.13 2.14 2.14 2.18 1.92

60 3.22 3.15 3.15 3.15 3.11

80 2.87 2.88 2.88 2.86 2.88
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Fry

-D- EDF

-- LSF
-0-- NT

MP

The Standard Deviations
num of tasks FCF EDF LSF NI' MP

20 0.90 1.03 1.01 1.12 0.82

40 1.78 1.75 1.77 1.76 1.82

60 2.26 2.34 2.35 2.29 2.40

80 2.24 2.37 2.40 2.27 2.17

We first show the effect in terms of the average processor utilization rates. The

following graphs complement Figure 3.10.

The Standard Deviations for Figure 3.10
num of tasks FCF EDF LSF NI' MP

20 0.08 0.11 0.11 0.09 0.08

40 0.06 0.06 0.07 0.06 0.06
60 0.04 0.05 0.04 0.05 0.04
80 0.04 0.04 0.04 0.04 0.03
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1 -r

0.9 -

0.8

0.7

0.6

0.5

processor utilization rate

FFA_P; p <= 410; c <= p*1.0; d= p

-
.1.---..""""

-
-

number of tasks
1 1

FCF

-13- EDF

LSF

-0- NT
A- MP

20 40 60 80

The Standard Deviations
num of tasks FCF JF LSF NI' MP

20 0.06 0.05 0.05 0.05 0.06

40 0.04 0.04 0.04 0.04 0.05

60 0.03 0.03 0.03 0.03 0.03

80 0.03 0.03 0.03 0.03 0.03

1 - processor utilization rate

0.9- FFA_P; p <= 610; c p*1.0; d = p
FcF

0.8 - -13-- EDF

0.7 - LSF

0.6 -
number of tasks

NT

0.5 A- MP
20 40 60 80

The Standard Deviations
num of tasks RIF EDF LSF NT MP

20 0.06 0.07 0.07 0.06 0.06

40 0.04 0.04 0.04 0.04 0.05

60 0.03 0.03 0.03 0.03 0.03

80 0.03 0.03 0.03 0.03 0.03
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B. More on Code Generation

Here we show the Adam' tasks generated from control driving sources and the

control operators other than control join. See section 4.2.4.1. In the following

Adam' task description, a string in italic is to be replaced by its correspondent

in a design.

For each control-in arrow connected to the context box of a design and whose

source is an external sporadic event, generate the following Ada'*' task:

task ExternalEvent_ArrowLabel is
entry ExternalSource_ArrowLabel;
for ExtemalSource_ArrowLabe/ use at anInterruptAddress;

end ExternalEvent_ArrowLabel;

task body ExtemalEvent_ArrowLabe/ is
begin

delay Event ReleaseTime;
loop

accept ExternalSource_ArrowLabe/ do
Control_ln_Arrow_ID;

end ExternalSource_ArrowLaba;
end loop;

end ExtemalEvent_ArrowLabel;

Note that the text associated with a control-in arrow whose source is an

external event, Arrow Label, is not a variable but a label signifying an event
source and the address associated with the event source, anlnterruptAddress, is
specified in the label. In our example in section 4.1.1, the address has been
omitted.

For each control-in arrow connected to the context box of a design and whose

source is a timer, generate the following Adam' task:
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task Timer_ArrowLabel is
end Timer_ArrowLabel;

task body Timer_ArrowLabel is
begin

delay TimerReleaseTime;
Control_ln_Arrow_ID;
loop

delay TimerPeriod;
Controlin_Arrow_ID;

end loop;
end Timer ArrowLabel;

Similarly to the case for external events, the ArrowLabel for a control-in
arrow whose source is a timer is not a variable but a label signifying a timer.

For each control branch operator, generate the following Adam task:

task Control_Branch_ID is
entry Control_In_Arrow_ID;

end Control_Branch_ID ;

task body Control_Branch_ID is
begin

loop
accept Control_In_Arrow_ID d o

Control_Out_Arrow_ID1;
Control_Out_Arrow_ID2;

end Control_In_Arrow_ID ;
end loop;

end Control_Branch_ID;

For the repeat, skip, case and if operators, generate the following Adam, tasks,

respectively:
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task Repeat_Operator_ID is
entry Control_In_Arrow_ID;

end Repeat_Operator_ID;

task body Repeat_Operator_ID is
begin

loop
accept Control_In_Arrow_ID do

for i in 1..The_Upper_Bound loop
Control_Out_Arrow_ID1;

end loop;
Control_Out_Arrow_ID2;

end Control_ln_Arrow_ID ;
end loop;

end Repeat_Operator_ID;

task Skip_Operator_ID is
entry Control_In_Arrow_ID;

end Skip_Operator_ID;

task body Skip_Operator_ID is
begin

k := 1;

loop
accept Control_In_Arrow_ID do

if 1/k = The_Skip_Specification then
Control_Out_Arrow_ID1;
k := 1;

else
k :=k + 1;

end if;
Control_Out_Arrow_ID2;

end Control_In_Arrow_ID ;
end loop;

end Skip_Operator_ID;
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task Case_Operator_ID is
entry Control_In_Arrow_ID;

end Case_Operator_ID ;

task body Case_Operator_ID is
begin

loop
accept Control_In_Arrow_ID do

case The Variable is
when value] => Control_Out_ArrowID1;
when value2 =>ControlOut_ArrowID2;

end case;
end Controlin_Arrow_ID;

end loop;
end Case_Operator_ID;

task If Operator_ID is
entry Control_In_Arrow_ID;

end If Operator_ID ;

task body If Operator_ID is
begin

loop
accept Control_In_Arrow_ID do

if expression) then
Control_Out_Arrow_ID1;

else if expr essio n2 then
Control_Out_Arrow_ID2;

end if;
end Controlin_Arrow _ID ;

end loop;
end If Operator_ID;




