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A Feasibility Study on Compiling Reactive Problem Solution Methods for an AI Domain

Chapter 1

Introduction and Problem Description

Nothing is more difficult, and therefore more precious, than to be able
to decide.

Napoleon I, Maxims

Think of the captain on his ship at the instant when it has to come
about. He will perhaps be able to say, "I can either do this or that";
but ... he will be aware at the same time that the ship is all the while
making its usual headway, and that therefore it is only an instant when
it is indifferent whether he does this or that.

Soren Kierkegaard, Either/Or, "The Rotation Method"

1.1 Introduction

In Artificial Intelligence systems, as in life, decisions are very important. In some

AI systems, the time it takes to make a decision is very important as well. Our

research focuses on systems that make decisions and take the temporal component

of decision-making into account during the decision-making process.

We have begun work on such a real-time decision-making system. The system

we have developed, which we think has promise, is not able to make decisions as

quickly as we require. Therefore, we need to look for methods to speed up its

decision-making mechanism.

Our system uses a decision theoretic problem solution method. Decision

theory is an NP-hard theory of decision-making.

Two possible methods of speeding up our decision engine have been con-

sidered. One is to pre-compile the decision rules of our current system into a
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Figure 1.1: Comp ling the Reactive Solution

decision tree, set of decision-action rules, or something functionally similar. The

other method is meta-level reasoning. This paper is only concerned with compiling

a solution out of decision rules.

The lower bounds on the space requirements of such a compiled solution are

not known. This paper is an initial investigation of the space requirements of such

compiled solutions, and about developing methods that will allow us to more easily

incorporate such solutions into our existing real-time decision-making system.

To be consistent with other literature in the field, in the rest of the paper,

we shall call uncompiled systems that, such as our decision theoretic engine, "de-

liberative" systems or solutions. We shall call compiled systems that evaluate in at

worst linear time, "reactive" systems or solutions.

For a graphic depiction of the procedure, see Figure 1.1. The figure shows

the two different methods of reaching a decision given the input. It also shows the

possibility of obtaining a reactive solution given a deliberative solution via some

sort of "compilation" process.

1.2 Problem Description

We have three goals for this project:
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1. To answer the question: "What can we find out about the space/performance

tradeoff between reactive and deliberative solutions to a particular problem?"

We know that our deliberative engine runs in exponential time. The model

we use is, however, quite small. Our working hypothesis is that a reactive

solution could very well be of exponential size, exponential size being the

upper bound. We would like to know whether we can find a reactive solution

that is smaller than exponential, and how much of a speed increase we gain

in using a reactive solution.

2. To answer the question: "Is it feasible to compile a reactive decision system

using the techniques investigated in this paper?"

The feasibility of compiling a reactive solution involves

data representation issues

the time it takes to generate a reactive solution

the time it takes to make decisions using the reactive solution

the quality of the reactive solution as compared with the deliberative

solution.

These issues will be addressed in Chapters 3 and 5.

3. To develop a method to allow us to efficiently construct reactive solutions and

incorporate them into our systems.

We are interested in testing multiple models with various parameters. It

would be helpful to develop a reasonably efficient method that would allow us

to generate new models as quickly as possible.

1.3 Research Approach

To investigate the first two points above, we desire a reactive solution that performs

in exactly the same manner as our deliberative solution. Possible methods of gener-

ating a reactive solution include hand-coding of a rule set and automatic generation
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by a program. Hand coding is too time consuming and error prone to be practical,

however.

As for the automatic solution generation methods, we examined methods

from the fields of statistics and artificial intelligence. There are three primary

alternative learning approaches that could be applied to our problem.

deductive or exhaustive learning

explanation-based learning

inductive learning

We decided to test programs which employed inductive learning. Deductive ap-

proaches were not used because for this, because we do not know how to deduce

a reactive solution given our deliberative agent. Explanation-based learning was

considered too complicated for this application. Inductive techniques seemed ideal,

because they require no information beyond the training examples, which include

the input and output of the agent.

In the search for methods we found four promising candidates:

regression

discriminant analysis

C4.5

Cascade-correlation

We applied each of these methods to compiling our deliberative solution into a

reactive solution. First we executed the deliberative solution in a range of situations

that generated the appropriate actions. These situation/action pairs then served as

training examples (data points) for the four methods listed above.

For each reactive solution, we measured its performance on new cases to see

how it compared to the deliberative solution. We also measured the size of each

reactive solution, and for certain samples, noted the time required to compile the

reactive solution, and evaluate a decision using the reactive solution.
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1.4 Outline of Paper

Chapter 2 discusses our deliberative learning agent and the testbed within which it

runs.

Chapter 3 discusses the methods by which we compiled reactive solutions

from our deliberative agent. It also covers the methods used to examine the space

requirements of the reactive solution.

Chapter 4 covers the results for the compiled reactive solutions. Error rates

for the solutions as well as the space required are presented.

Chapter 5 is a discussion of the results of the work, conclusions, and future

research.
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Chapter 2

Agent and Testbed Description

This chapter describes the real-time system we used to explore the issues involved

in real-time problem solving. The system provided us with a first step in real-time

problem solving. We then had to look for ways to make the response time quicker.

This chapter is provided primarily as background on the system.

2.1 Real Time System

The real-time system we used as an investigative tool was developed by myself with

help from Tony Fountain from an idea by Bruce D'Ambrosio, and is described in [7].

Details of the model can be found in Appendix A.2. The task for our system is the

on-line monitoring and maintenance of a digital circuit. The task is implemented

within our testbed, which is comprised of a circuit simulator, a maintenance agent,

and an environment in which they interact. The agent monitors the output of the

circuit. The agent's task is to minimize the circuit's running cost. There are costs

for running in a broken state, as well as for taking various actions. The agent

minimizes the running cost by monitoring the circuit's output and, if the circuit

produces faulty output, the agent diagnoses the problem and replaces the faulty

gate. The direct cost of doing nothing is zero, although, if the circuit is broken, the

cost of doing nothing will be the cost of running in a broken state. The actions of

the agent are constrained by the goal of minimizing the total run cost of the circuit.

The agent uses a decision-theoretic deliberative engine, which was designed

and programmed by Bruce D'Ambrosio. The engine determines the lowest expected-
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cost action and posterior probabilities for the state of the circuit (discussed below).

The inputs are the sense input, the prior probabilities for the state of each gate,

and the expected time it has to act.

For the remainder of this paper, I will describe our agent as a maintenance

agent. While the agent does diagnose problems it finds, its real task is to maintain

a running system. Therefore, I will not call it a diagnostic agent.

2.2 The Probability Distribution

The probability distribution is central to our decision-theoretic solution method. In

our circuit model, there are probabilities for all the actions the agent can take which

are conditioned on the states of each gate. The probability distribution contains the

agent's beliefs about the circuit. There is a probability for each possible combination

of states the circuit can be in. The agent bases its actions on the probability that

the various gates in the circuit are in good working order. The result of a decision

is that the probabilities for each gate being in each possible state are updated.

Since there are 4 gates and 4 possible states for each gate, the full joint probability

distribution has 256 (44) probability values.

Dr. D'Ambrosio's probability engine provides for high efficiency in storage

and computation. As a result, it does not store the entire 256-value joint proba-

bility distribution. Instead, it notices that, given access to the circuit output, the

distribution can be divided into two independent distributions of 16 values each,

one for each half of the circuit. This probability distribution is the one we used as

input to the learning programs, and it can be used to derive the full distribution if

needed. A further explanation of the distribution can be found in Appendix A.1.

2.3 The Simulated Circuit

The circuit used as the test case in this survey is a simple four gate half adder. It

consists of two nor gates, a not gate, and a nand gate. There are two inputs and

two outputs to the circuit, each of which can have the values 0 or 1. The agent
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has access to these four values at all times. The output from the program that

simulates the circuit also contains the values of the circuit at the two intermediate

points between the gates, labeled P1 and P2 in Figure 2.1. These values can be

examined (by doing a probe act) to gain more exact information concerning the

state of the gates.

InputO

Input 1

NAND 0 P2
}

NOT

Figure 2.1: Simulated Circuit Half Adder

Carry

The circuit simulator runs in cycles. Random zeros and ones are fed into the

inputs. The logical functions indicated in the figure are performed, and the inputs,

outputs and probe values (if requested) are passed to the maintenance agent. Once

the outputs have been sent, the cycle starts over with a new pair of random numbers

to feed into the circuit simulator inputs. Circuit cycles are independent of the agent.

Although the number of circuit cycles per second can be varied, once started, the

circuit simulator runs at its set speed until killed. The circuit also has a set failure

probability over time. For each circuit cycle, there is a certain (equal) chance that

each gate will fail.
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2.4 Maintenance Agent

The maintenance agent is composed of a set of modules, each of which is its own

process and has specific tasks. There is a top-level module within which all the

others are embedded. The modules that do the actual work are the Reflexive

Controller and the Deliberative Controller (see Figure 2.2). These modules make

the decision, while the rest of the modules perform ancillary functions.

The agent receives input, hands it to the Perception Controller which does

some error checking and hands it off to the Reactive Controller and Deliberative

Controller. Together, they determine the action for the agent to take. The Memory

Controller stores information used by the various modules. Once an action is decided

upon, the action is passed to the Effector Controller for packaging, and is sent from

there to the agent for transmission to the outside world (in this case the circuit

simulator). The seven actions the agent can take are to do nothing ( "NOTHING"),

to replace one of the four gates ("NOR1" , "NOR2" , "NAND ", "NOT "), and to

probe one of the two probe points ("P1", "P2"). The actions other than NOTHING

are often lumped together as "non-NOTHING" acts.

The above constitutes a decision cycle, and starts over as soon as the action

is sent off to the outside world. There can be many circuit cycles per decision cycle.

However, it is of no use for there to be more than one decision cycle per circuit

cycle, as in our model no further information is extractable by multiple decisions

using the same data.

This architecture was developed to try to address the needs of a real-time

agent, while not hiding functionality in black boxes, and providing both timeliness

and correctness.

2.5 Maintenance Agent Performance

When the maintenance agent/circuit world is turned on, it continues to run until

the processes are terminated. For experimental purposes, there are two controls for

the system: a speed control and a run-length control. The speed control nominally



10

Reflexive

Controller

Input from Circuit

Perception

Controller

Memory

Controller

Deliberative

Controller

Effector

Controller

/ Output to Circuit

Figure 2.2: Agent Architecture

controls the speed of the agent. That is, it controls approximately how many times

the circuit sends its information (inputs, outputs, probe values) to the deliberative

agent per decision cycle. The reason that it only nominally controls the agent's

speed is that the decision engine cannot be speeded up from its normal running

speed. Therefore, the speed control actually puts the circuit to sleep for varying

amounts of time, thus effectively speeding up the agent. The maximum speed is 1,

or 1 decision cycle per circuit cycle, as discussed above.

The other control is run length. This was installed because of the desire

to be able to reliably compare different runs. As the run length is changed, the
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probability of a gate breaking during a given circuit cycle is changed. Longer runs

have lower per cycle fault probabilities. For consistency's sake, the speed and run

lengths were the same in all our data sets.

The results of experiments with the speed are just what would be expected

[7]. The goal of the agent is to minimize the operation cost of the circuit. As the

speed increases to the maximum, the cost is reduced to a minimum. As the speed

decreases to 0.01, or 100 circuit cycles per decision cycle, the cost increases to the

maximum possible cost for running the circuit (see Figure 2.3).

Cost

1800

1600

1400

1200

1000

800

600

400

200

Cost vs Speed

0.01

. ..-1
.1

Speed

I _I

Figure 2.3: Cost vs Speed

1

The agent speed also affects the behavior observed. For fast speeds, the

agent gathers enough information to be certain its decision will be optimal. Since

it can gather a relatively large amount of data fairly quickly, this is the lowest

cost strategy. As the speed decreases, the agent's decisions are made with less

information. Finally, at some critical point, the agent begins to replace a gate with

each action, since its decision basis tells it that by the time it can make another

decision, chances are that one of the gates will already have broken, so there is

nothing to be lost and everything to be gained by replacement.
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Chapter 3

Methods

In this section we present the methods by which we attempted to achieve the first

of our goals namely, what we can find out about the space/performance tradeoff

between reactive and deliberative problem solution methods in our domain. Favor-

able results concerning space requirements will also indicate that reactive solution

compilation is feasible (see Chapter 5).

3.1 Input/Output

The data generated by our deliberative monitoring agent could not be input directly

to any of the programs we investigated. This meant the format of the data had to

be changed. The content of the data was changed as well, to eliminate data we

considered superfluous for the purposes of these experiments.

3.1.1 Deliberative Agent Input/Output

As mentioned in Section 2.1, the deliberative agent takes as input the previous

act, the sense data, the expected time it will take to act, and the prior probability

distribution. The expected time it will take to act is the number of circuit cycles per

decision cycle, an approximate value for which is given to the agent upon startup.

The agent outputs the act and the posterior probability distribution. This output

is used as input for the next decision cycle. The posteriors from the previous cycle

become the priors for the current cycle. A trace can be created during the run of

the program. This trace contains the above information, except the expected time
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to act. An example trace is in Appendix B.

For output from the learning programs, we ultimately require solutions that

will provide the selected action and each of the 32 values of the partial joint prob-

ability distribution (see Section 2.2). It is possible that fewer than 32 values of the

distribution could be used, but that number was chosen to give the closest compar-

ison with the deliberative agent. The solution should also provide its output in a

form that can be used as input for the next decision cycle.

3.1.2 Test Data Generation

The test data for the learning programs was modified from the raw program traces

of our deliberative agent and simulated circuit running in our testbed. All the runs

were done with the same parameters for consistency. The speed used for all the

runs was 1, or one circuit cycle per decision cycle. All our runs were done using

this fastest agent speed, since it is our wish to use the optimal deliberative agent

to generate a reactive agent. Since all the runs were done at the same speed, we

could ignore the time element, since it would be constant over the entire set of

experiments. The runs used the same value for run length (see Section 2.5) and

hence for gate failure probabilities. This was done to eliminate possible differences

in deliberative agent behavior over the runs.

3.1.3 Input Used for Learning

When the maintenance agent runs, it outputs an extensive trace of its actions. We

leave some of the trace information out when we transform the data into the format

which the learning program under investigation requires. We provide

the act in its original form.

the sense input.

the probe values. These are always available. This contrasts to the delibera-

tive agent, which must explicitly request probe values. This was done because
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it was difficult to write a program to transform the data so that the probe

values were only present at the correct times (see discussion below).

the 32 values of the prior probability distribution (16 values from each half of

the net, the full joint distribution for each half)

Since we were only working on the feasibility of compilation, not looking

for an implementable agent, we decided that we could leave the additional probe

information in the data sets. It is certain that we thus introduced bias into the data,

but one we felt we could live with given the problems in removing it for two main

reasons. A good learning program should ignore unnecessary data in learning to

emulate the target behavior, and since our deliberative agent did not use the data,

the learning program should also ignore it. Second, if the learning program failed

with additional data, it would be unlikely to succeed if we removed that data. Also,

if the program succeeded, further feasibility experiments could to be conducted.

Identical data (other than the differences in the probe data) will be used in follow

on projects to see how the behavior of agent will differ.

3.2 Design of Experiments

Since we did not know how far our learning programs would take us, we designed

an incremental series of experiments to gradually achieve our goal. That goal was

to find an agent which, given some input, would output the next action to be taken

as well as the two partial joint probability distributions for the decision.

The process was divided up into three stages. The first stage was to have the

learning program predict the act to output, given the sense data and the priors. The

second stage was to output a single value of the joint probability distribution given

the sense input and the priors. Learning the probabilities was tested employing

their raw form as real-valued input and producing discrete output. They were also

learned with the probabilities changed into discrete input classes and producing

discrete output. Most of the learning programs deal with discrete output. The

third stage was to learn the acts given discrete rather than continuous input for the
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probability distribution values.

Since the learning programs used could only learn one value at a time, each

value of the probability distribution had to be learned individually. Thus, the final

result of the learning would be one decision tree (net, function) for the act, and

one for each of the 32 values of the probability distribution, for a set of 33 decision

trees. This set constitutes one compiled reactive solution.

Four learning methods were examined. Two methods from statistics were

used which, it was hoped would provide the best possible evaluation speed. Based

on consultation with Tom Dietterich [9], two inductive learning methods were used,

which appeared to be good choices.

3.2.1 Regression

The well-known SAS statistics program was used to take input and perform a re-

gression analysis. Regression is a numerical technique, and so, all symbolic-valued

variables had to be transformed into numbers. For the experiments, we transformed

the seven symbolic values for the acts into numbers ranging from zero to six. Other

encodings of the acts were tried, but gave performance that was worse, or no better.

We then ran the program using the six sense input values, the 32 probability values

as the dependent variables, and the act as the independent variable. We also tried

running seven separate regressions, one for each act. That method did not provide

any improvement in performance. No attempts were made beyond the attempt to

find a function that would predict the act.

3.2.2 Linear Discriminant Analysis

Discriminant analysis is a statistical method of classification. Discriminant analysis

examines whether groups differ significantly in terms of their means on a linear

combination of the group's variables [15]. Linear discriminant analysis places mem-

bers of a test set into a group based on the test member's distance from a linear

combination of the means of the member's values in the training group.

Discriminant analysis, like regression, is a statistical test, and works on num-
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bers for input. As with regression, the symbolic-valued classes had to be converted

into numbers. The same classes were used as were used with regression for the acts.

For predicting probabilities, real values were tested first. Later, the real

number range was divided up into a number of classes, and the program was run

to classify the input into the real number classes.

3.2.3 Cascade-Correlation

Cascade-correlation [10] was chosen as an example of a neural net learning program.

Its great benefit to someone not of the machine learning community is that it

does not require sophisticated analysis and setting of the parameters, as do many

other neural net programs. With cascade-correlation, the number of hidden units is

determined dynamically. There are other parameters that need to be set. We used

the values shown in examples which came with the program. These parameters vary

the amount of training and testing done to determine when to install a new hidden

unit. We did not vary these parameters, as determining the optimal parameters

could almost be a study in itself.

Cascade-correlation is able to take real input and produce discrete output as

well as real output to a limited extent. For cascade-correlation, we used the sense

inputs and probability distributions as they came, but again had to manipulate

the format of the acts. For this program, we used a bit vector for the output.

In consultation with Tom Dietterich [9], this method was chosen as most likely to

give a satisfactory result. The way the vector was set up was that (1 0 0 0 0 0

0) corresponded to "NOTHING" , (0 1 0 0 0 0 0) to "NOR1" , and similarly for

"NOR2", "NAND", "NOT", "P1 ", and "P2". Then the act chosen was the one for

which the bit is on.

For predicting the probability values, two sets of experiments were run. First,

the whole net was run on real values. The net simply output a real value for the

probability. Second, the output probabilities were divided up into classes repre-

senting ranges of real numbers. The net then was trained on this input/output

representation. For this experiment, we used a bit vector encoding of the output
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analogous to that used for the acts.

3.2.4 C4.5

C4.5 is a classification tree program. It is able to take real or discrete input and

categorize things into discrete categories. C4.5 is able to take the data just as it is

produced, with some numerical and some symbolic data. It is unable to output real

values, however. For the acts, we were able to use the data just as it came, since the

can be viewed as symbolic-valued classes. For learning the probabilities, we took the

range of real values between 0 and 1 and converted them into classes as described

above for the statistical approaches. Instead of numbers, we used arbitrary symbols

for the class names.

3.3 Issues

3.3.1 Data Representation

There are several questions of data representation that require answers.

1. How are objects in the training set selected? Should the data come straight

out of the deliberative program runs, or should it be weighted to give more

equal weight to each type of act? In our experiments, there were benefits to

using both methods. By using the raw data, mistakes made by the reactive

method wound up being the best possible mistakes to make if mistakes had

to be made (see Section 4.3.3). On the other hand, using weighted data gave

us better error rates for acts that were under-represented in the actual data.

This had the effect, however, of increasing the error rate for the act which was

actually most prevalent in the output (NOTHING).

2. How is size of input set selected? There is a tradeoff between the size of

the input data and the training time required. The larger the training set,

the better our accuracy. However, the larger the training set, the longer the

training takes. Also, there may well be a cutoff beyond which additional data,
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even if different, does no good. The data we used came from several long runs

of our deliberative agent.

3. How do we handle the problem of probe (intermittent/selectable) data? In

our deliberative agent, there is data that is acquired by the agent in response

to actions the agent takes. In our experiments, this feature was dispensed

with as being too costly to emulate. However, intermittent or selectable data

could conceivably play a major role in helping an agent decide on which act to

take. On the other hand, if the learning programs are good, they should ignore

information that is not needed to make a decision. For a given act, for which

our deliberative agent did not use the probe data, it could be argued that the

information was not needed to make the decision our deliberative agent made.

C4.5 can handle unknown values in the data, but I did not discover this until

the project was concluded.

3.3.2 Tradeoff Issues

1. The deliberative agent has real-valued state. If the learning program can only

deal with discrete input or output, how should the real-to-discrete transfor-

mation be handled?

Given real input and discrete output, what is the size of discretization

that should be used?

As a workaround for the inability to predict real numbers, the real num-

bers from zero to one were divided up into classes, each of which repre-

sented a range of real numbers, of approximately equal frequencies for

the numbers. For a set of 3498 objects, there were 3378 individual real

values among the 111936 numbers in the file. We did not remove dupli-

cate numbers, but used a histogram of values versus the number of times

a value appeared. We used classes of 13, 30, 47, 73, 94 and 115 in the

various experiments.
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We will use 13 classes as an example to show the process of obtaining

classes and their members. We divided the values appearing in our data

into 13 classes such that approximately equal numbers of values would

be found in each category. It was decided to use approximately equal-

sized classes so as to give each value essentially the same impact it had

in the original data. If we had used equal-width classes instead, the

numbers in the middle of the range (as it turns out) would have had

a disproportionate effect on the data. Figure 3.1 shows the classes and

their membership sizes. Each line represents dividing up the data into

a different number of classes. Where the points are close together, the

values in the data were close together. Where the points are widely

spaced, in the middle, the values in the data set were widely scattered.

1

0.8

0.6

0.4

0.2

-1111.

classes 4'-
30 classes 1
47 classes 4;1
73 classes -X
94 classes A

115 classes *

*

Oiniiiiii
0 20 40 60 80 100 120

Class

Figure 3.1: Range by Class for Different Resolutions of Scale from 0 to 1

For our example, the program had to predict a class from 0 through 12

which corresponded to a range of real numbers. Figure 3.1 shows that

most of the numbers appear below about 0.04 and above 0.91. The range

in between is sparsely occupied with classes, because it is so sparsely
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Real Values Range Class Designation Values in Each Class
0.0 0.00001 A (0) 14461

0.00002 B (1) 7763
0.00003 C (2) 9433
0.00004 D (3) 11193

0.00005 - 0.00006 E (4) 8154
0.00007 0.00014 F (5) 7154
0.00015 0.00241 G (6) 7186
0.00241 0.00245 H (7) 7116
0.00246 0.00485 I (8) 7083
0.00486 - 0.00493 J (9) 9713
0.00494 0.00739 K (10) 8599
0.0074 0.24245 L (11) 7002

0.24246 1.0 M (12) 7079

Table 3.1: Discretization of Real Values into 13 Classes

occupied with values that appear in the output. The decision to use

equal-sized classes made the quantization decision for us. Table 3.1 shows

the exact way the values were divided up into 13 classes. Note that the

number of values is not exactly equal in the classes. This is due in

part to the resolution of real values we used, and could only be avoided

(if at all) by using real numbers with greater precision. For class A, the

largest, there were only 233 values equal to 0.0, and so those were lumped

together with the 14238 values equal to 0.00001.

Given discrete input and/or discrete output, how well does the approxi-

mation fit the actual system?

As discussed above, the classes were chosen to most closely reflect the

distribution of numbers in the range from 0 to 1. There are some glitches,

for example, 0.00001 is greatly overrepresented as compared to all other

numbers. However, because of the resolution of our real number repre-

sentation, we were not able to divide those numbers into finer increments.

If the learning program can only deal with discrete output, should it use

discrete input as well (for consistency's sake)?
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We felt is was important to discover whether our programs could be made

to run multiple cycles, and so use the discrete output they produced as

input. We did run such experiments.

2. What metric(s) is/are to be used to determine the size of the reactive solution?

The size of the printed representation of the solution?

The size of the data structures used in the program?

The size of the structures required to store the solution for later use?

The number of binary operations required to evaluate the solution?

We used the minimum necessary size of the stored representation for our size

metric. This choice commended itself over the others in that it did not concern

itself with how the net (tree, etc.) was generated, as did the second option,

and it was the size of a construct that allowed the program to reconstruct the

information the program had learned. More will be said about the size issue

in Chapter 5.
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Chapter 4

Results

This chapter presents the results of the experiments using the various methods

discussed in Chapter 3. The experiments examined the space and performance

tradeoffs between reactive and deliberative solutions to our problem.

4.1 Linear Regression

Linear regression is a statistical method for determining whether there is a statisti-

cally significant fit for a linear model [26], and finds the best fit linear model. There

are variations on regression, the number of variables can be adjusted to determine

the best curve fit in various ways.

4.1.1 Results

We ran a number of regressions with the sense inputs and joint probabilities as the

independent variables and with the act as the dependent variable. We assumed

independence of the terms. This is not true in the actual agent, but to include the

interactions would have made the model exponentially large, something we tried to

avoid. The act was coded in several different ways, but the seven integers from 0 to

6 worked as well as anything. From these we got some results with relatively low

overall error rates, but relatively high error rates for the non-nothing acts. Figure

4.1 shows the results of one regression. Note the poor r-square value, indicating low

conformance of the model to the data.

We then tried doing seven separate regressions. Here, the act under consid-
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Analysis of Variance

Sum of Mean

Source DF Squares Square F Value Prob>F

Model 38 826.32949 21.74551 78.048 0.0000

Error 3459 963.74141 0.27862

C Total 3497 1790.07090

Root MSE

Dep Mean

C.V.

0.52784 R-square 0.4616

0.11206 Adj R-sq 0.4557

471.01932

Figure 4.1: Significance output from Regression model

eration had a 1.0 as the value of the dependent variable, and all other acts had a

0.0 as the values of the dependent variable. These gave good results for "nothing"

acts, and much worse results for non-nothing acts.

After consultation with a statistician [12], we came to the conclusion that the

problem was that the regression model of the maintenance agent was inadequate.

There is more involved in the agent than a linear function from the independent

inputs to the outputs. Specifically, we were unable to find a coherent and justifiable

regression model that would explain the actions of the agent, unless we included the

232 interaction terms from the probability distribution. We believe that given that

additional information concerning the internal workings of the deliberative agent, a

suitable regression model may be possible. However, we were unwilling to provide

that information, due to the number of terms. The model we did use is shown in

Appendix C.

4.1.2 Conclusions

For regression to be a useful method as the heart of a reactive agent, there has to

be an adequate regression model of the system. In this case that was not so. There

will doubtless prove to be cases in which there is a good regression model. Such a

regression model will probably provide the fastest method of evaluation available:
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a simple function. However, in most of the systems of interest to AI investigators,

it will probably not be a highly useful method.

4.2 Linear Discriminant Analysis

4.2.1 Description

Linear discriminant analysis is a statistical method of classification. The program

used for the statistical analysis is SAS.

4.2.2 Input

The numerical input is used in its raw form. For classifying the acts, the seven acts

are converted into numbers ranging from 0 to 6. With learning probabilities, the set

of real numbers is converted into distinct classes, each assigned a unique number.

Each class is a certain range of real numbers between zero and one, as explained in

Chapter 3.

4.2.3 Results

The results are very preliminary for linear discriminant analysis, since this method

was only brought to my attention late in the course of this research. I was not

able to get completely error-free runs of the linear discriminant analyses using SAS,

i.e. the program halted due to errors before finishing. There were several problems

encountered, some of which are probably trivial, and some of which are probably

significant.

One significant problem is that if there is only one member of a class, the

analysis will not handle the input, and will bomb. The two obvious ways to handle

this problem are either to use data sets with no classes containing only one member,

or to create dummy data that is added to pad the real data.

Another problem is that discriminant analysis works best on normally dis-

tributed data. The fact that our data is not normally distributed causes some

problems.
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Classified
From Action

Into Action (and Percent into the Action)
0 1 2 3 4 5 6

0 3394 0 0 2 2 0 1

99.85 0.00 0.00 0.06 0.06 0.00 0.03
1 5 4 1 0 0 0 0

50.00 40.00 10.00 0.00 0.00 0.00 0.00
2 2 0 13 0 0 0 0

13.33 0.00 86.67 0.00 0.00 0.00 0.00
3 0 0 0 10 1 0 1

0.00 0.00 0.00 83.33 8.33 0.00 8.33
4 5 0 0 0 9 5 1

25.00 0.00 0.00 0.00 45.00 25.00 5.00
5 0 0 1 0 0 15 0

0.00 0.00 6.25 0.00 0.00 93.75 0.00
6 3 1 0 4 1 0 17

11.54 3.85 0.00 15.38 3.85 0.00 65.38

Table 4.1: Linear Discriminant Analysis: Performance on Training Data

Classified
From Action

Into Action (and Percent into the Action)
0 1 2 3 4 5 6

0 1060 0 0 0 0 7 0

99.34 0.00 0.00 0.00 0.00 0.66 0.00
1 0 0 0 0 0 0 0

0.00 0.00 0.00 0.00 0.00 0.00 0.00
2 4 0 0 0 0 0 0

100.00 0.00 0.00 0.00 0.00 0.00 0.00
3 5 0 0 0 0 0 0

100.00 0.00 0.00 0.00 0.00 0.00 0.00
4 0 0 0 3 0 0 1

0.00 0.00 0.00 75.00 0.00 0.00 25.00
5 0 1 1 0 0 1 0

0.00 33.33 33.33 0.00 0.00 33.33 0.00
6 0 0 0 0 1 0 0

0.00 0.00 0.00 0.00 100.00 0.00 0.00

Table 4.2: Linear Discriminant Analysis: Performance on Testing Data
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Discriminant analysis takes the training data and finds the center of the

distribution of the data in n-space. It also finds the n-dimensional plane centered on

the above point which covers a certain number of points in the class being trained on

(determined by a selectable statistical test). Points within the generated hyperplane

are considered in the class, and points outside the hyperplane are considered not in

the class.

Linear discriminant analysis can quickly and accurately classify the data.

Table 4.1 shows the error rates for one run of discriminant analysis. The NOTHING

acts (act 0) is classified best, with the others ranging from 6.25% to 60% errors. The

diagonal of the matrix shows the correctly classified acts. Numbers off the diagonal

are misclassified. The act numbers on the vertical axis show the actual action and

the numbers on horizontal axis show the action into which they were classified.

There is a facility which allows testing of test sets after classifying the training

set. Table 4.2 shows the result of one test of the equations generated for the data

used in the test shown. It can be seen that the error rate for the NOTHING acts

remains low, below 1%. The error rates for the other acts range from 66% to 100%.

4.2.4 Conclusions

Linear discriminant analysis looks promising, but is of as yet unknown potential. It

is able to quickly classify data, taking a fraction of the time of the other methods

studied. As with the other methods studied, the more classes which the program

attempts to classify, the poorer its accuracy becomes. If these preliminary results

prove accurate, it will almost certainly be necessary to provide linear discriminant

analysis with large amounts of training data for each possible class.

4.3 Cascade Correlation

4.3.1 Description

Cascade Correlation is a "learning algorithm for artificial neural networks" . It

"begins with a minimal network, then automatically trains and adds new hidden
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units one by one, creating a multi-layer structure". "...It learns very quickly, the

network determines its own size and topology, it retains structures it has built even

if the training set changes, and it requires no back-propagation of error signals

through the connections of the network." [10]

4.3.2 Input

The input to the cascade correlation program must be in the range from 0.5 to

+0.5 inclusive. All our values are either binary or probabilities from 0.0 to 1.0

inclusive with the exception of the act which is a symbol. To get values in the

correct range, we simply subtract 0.5.

4.3.3 Learning

Stage One-Learning Acts

Initially, the program must learn which bit of the seven possible to turn on for a

given input. The cascade-correlation program is able to perform this step admirably.

As can be seen from the summary in Table 4.3, the program can learn the training

set perfectly if it is to be tested on the same data. If different data are used for

testing, however, it can be seen that the program over-fits the training data. The

best results are obtained when the training set is larger than the testing set.

Note that the acts of 560, 640, 720, and 800 data objects are artificially con-

structed data sets that are heavily weighted with non-nothing acts (see Table 4.4).

The primary data set of 3498 data points only has a total of 99 non-NOTHING

acts, so the above sets are very heavily weighted. Not surprisingly, in this situation,

the program learns the non-nothing acts better than when it has very few examples

(the case with unmodified data).

In learning the acts, most of the errors occur in non-NOTHING acts. At

first we assumed this to be bad, since most of the information is contained in those

non-NOTHING acts. We realized, however, that as the problem is set up, it was

actually making mistakes in the best manner possible, if it were to make mistakes.
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Number of Objects Error Rates
Trained on Tested on All Actions non-NOTHING only

Training Data
5601 5601 0/560 0/480
640t 6401 0/640 0/480
800t 800t 0/800 0/480
3498 3498 0/3498 0/99
6592 6592 0/6592 0/180

Testing Data

5601 3498 77/3498 (2.2%) 5/99 (5.1%)
6401 3498 33/3498 (0.94%) 7/99 (7.1%)
7201 3498 28/3498 (0.8%) 6/99 (6.1%)

8001 3498 79/3498 (2.3%) 8/99 (8.1%)
3498 1084 4/1084 (0.37%) 4/17 (23.5%)
3498 3094 21/3094 (0.68%) 19/69 (27.5%)
3498 6592 80/6592 (1.2%) 72/180 (40.0%)
6592 3498 22/3498 (0.63%) 20/99 (20.2%)

t Constructed data, heavily weighted with non-nothing acts

Table 4.3: Cascade-correlation: Data for learning the acts

Set Size Number of each Act
NOTHING NOR1 NOR2 NAND NOT P1 P2

560 80 80 80 80 80 80 80
640 160 80 80 80 80 80 80
720 240 80 80 80 80 80 80
800 320 80 80 80 80 80 80

3879 3399 80 80 80 80 80 80

3498 3399 10 15 12 20 16 26

Table 4.4: Composition of Constructed Data Sets with Raw Data Set
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Number of Objects Score Threshold Error Rates
Trained on Tested on

3498 3498 0.49999 0/3498
3498 3498 0.05 274/3498 (7.8%)
3498 3498 0.025 788/3498 (22.5%)
3498 3498 0.01 2289/3478 (65.4%)
3498 3498 0.005 2878/3498 (82.3%)

Table 4.5: Cascade-correlation: Data for learning probabilities: one continuous
valued output

The reason for that is that the cost of doing nothing when something else should

be done is low, while the cost of doing something instead of nothing is quite high.

Thus, under estimating non-NOTHING actions is a reasonable thing to do, and

while not reducing the running cost, increases it as little as possible. We were lucky

in that our most frequent event was also the least costly.

Stage TwoLearning Probabilities

The second stage of the experiment is to have the program predict one value of the

32-value probability distribution for the next decision cycle, given the inputs for the

current decision cycle.

Cascade-correlation was unable to predict real-valued numbers effectively. As

we can see in Table 4.5, the ability to predict numbers varied with score threshold.

The score threshold is a number used by the Cascade-correlation program as a

fudge factor to determine how close it has to get to a number to be able to consider

it that number. In other words, if the score threshold is 0.05, and the number

to be predicted is 0.3, Cascade-correlation must predict a number between 0.25

and 0.35 for it to consider the prediction correct. Since the range of a values

able to be predicted by Cascade-correlation is -0.5 to 0.5, an error threshold of ±

0.49999, which produced a perfect error rate, is useless. Any number predicted by

the program is deemed correct. As the number resolution is tightened by decreasing

the score threshold, the error rates increase dramatically. By the time a useful
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Range Present in Probability PO Present in Probability P1
0.0 < x < 0.00002 yes (18) yes (18)

0.00002 < x < 0.00003 no no
0.00003 < x < 0.00004 no no
0.00004 < x < 0.00005 no no
0.00005 < x < 0.00007 no no
0.00007 < x < 0.00015 no no
0.00015 < x < 0.00241 no yes (77)
0.00241 < x < 0.00246 no yes (517)
0.00246 < x < 0.00486 no yes (355)
0.00486 < x < 0.00494 no yes (573)
0.00494 < x < 0.0074 no yes (442)
0.0074 < x < 0.24246 no yes (1516)

0.24246 < x < 1.0 yes (3480) no

Table 4.6: Ranges for 13 Classes and Classes Present in Sample Probability Vari-
ables

threshold is reached, the error rates make predicting probabilities by this method

useless. Based on the distance between numbers in our data, a useful threshold

would need to close to 0.00001. By that point, the error rates using the above

method would be close to 100%. For those knowledgeable about such things, both

linear and sigmoid neural net cell functions were tested, with essentially the same

results.

We had the program learn two of the 32 probability values. The ability

of the program to learn the values varied considerably with the number of classes

(real number ranges) actually appearing in the output. For any given run, each

probability variable will only take on certain values. In fact, when the range from

0 to 1 is divided up into 13 classes, the number of values actually appearing in the

output of any one probability variable ranged from a low of 2 to a high of 7 (of

13 possible). For a more concrete explanation, see Table 4.6. The table shows the

values taken on by the two probability variables, and the number of times a value in

that range appeared in the data. The uneven distribution of real values for different

probability variables suggests doing a separate discretization for each variable. This

remains to be done as future research.
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Number of Objects Total Error
Trained on Tested on

Probability P0; 2 action classes presentt
3498 3498 0/3498
3498 1084 0/1084
3498 6592 22/6592 (0.33%)
Probability P1; 7 action classes presentt
3498 3498 2/3498 (0.06%)
3498 1084 439/1084 (40.50%)
3498 6592 2443/6592 (37.06%)

t Output divided into 13 classes, not all classes
appear in the output for each probability

Table 4.7: Cascade-correlation: Data for learning probabilities: thirteen outputs

Table 4.7 shows that probability PO was easily learned (it was quickly learned

as well), while probability P1 was not as accurately learned (in addition, it took

many days to learn). The difference was in the number of classes that actually

appeared in the output. In probability P0, only two classes were actually represented

in the output. In probability P1, seven classes were represented in the output.

In learning the probabilities, the error rates were much worse than in learning

the acts. This is almost certainly due to the fact that with the probabilities, there

was no one dominant class in the output. Hence, imperfectly learned classes would

affect more of the input.

Stage ThreeLearning Using Discrete Input

Because Cascade-correlation is so slow, this set of experiments was not performed

with Cascade-correlation. We had two basic options for discretizing the input. One,

we could have used the center point of each interval to represent that interval. For

example, for 13 classes, we could have used 0.000005 to represent the range from 0.0

< x < 0.00002. The alternative is to use bit vectors to represent the classes. This

would work, but based on some tests we ran, increases the size of the net to the

point to which it would take weeks or months to train. The time factor prevented
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Set Size Inputs Outputs Units in Net Net Size (bytes) Learned
560 38 7 88 40592 Acts
640 38 7 89 41764 Acts
720 38 7 132 97077 Acts
800 38 7 83 35613 Acts

3498 38 7 50 9163 Acts
6592 38 7 67 21209 Acts
3498 38 1 42 1969 Probabilities
3498 38 1 62 13466 Probabilities
3498 38 13 40 6185 Probability PO
3498 38 13 258 392595 Probability P1

Table 4.8: Cascade-Correlation: Size of Net Descriptions

us from training such nets.

4.3.4 Net Size

As mentioned above, the agent we develop from this program must be able to predict

the next action as well as the 32 numbers of the joint probability distribution. As

the program is currently constituted, we will need one net to predict the action,

and one net for each of the joint probability values.

To save out the net so it can be re-built later, two 2-dimensional arrays need

to be saved to a file. One array has a size equal to the total number of units in the

net times the number of outputs of the net. The second array has a size equal to the

total number of units times the number of units to which each unit is connected. A

unit is connected to one less than its order of addition to the net. Eg., if a unit is

the 40th added to the net, it has 39 connections. The size of the stored information

is thus:

(1 k)(1 k + 1)
size = (outputs * units) + (1 1) + (kl k2 + k) +

2

Where k = the number of inputs + 1, and 1 = the number of units 1.

For the runs we made, Figure 4.2 shows that the relationship between net size

and stored size was approximately linear. The equation above is 0((/ + k)2), but



400000

S 350000
t

300000
e
d

250000
S
i
z 200000
e

i
n 150000

b
Y 100000
t
e
s 50000

0
0

cor -0

50 100 150
Net Size

200

Figure 4.2: Cascade-Correlation Size Data

250 300

33

suggests that for appropriate numbers of units, inputs and outputs, the size could

range from 0(n) to 0(n2) in the number of units.

Table 4.8 shows the stored sizes of the various problems, and some of the

characteristics of the problems.

4.4 C4.5

4.4.1 Description

C4.5 is a new version of Quinlan's ID3 [17]. It constructs decision trees and then

prunes them, to minimize over-training [18].

4.4.2 Input

The input to C4.5 is broken up into two types, input variables and output classes.

The inputs can be either continuous or discrete valued, while the output classes

must be a finite number of symbols which represent the classes.
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For learning the actions, we had both discrete and continuous inputs. Dis-

crete inputs for the binary numbers of the half adder circuit, and continuous inputs

for the probabilities. The classes were simply the names of the seven possible actions

of the agent.

When learning the probabilities to output for the next action, we employed

the same method of coding ranges of real number classes as we did with cascade-

correlation. Since C4.5 runs faster than cascade-correlation, we were able to gather

much more data.

4.4.3 Learning

Stage OneLearning Acts

C4.5 performed reasonably well in predicting the acts. Like cascade-correlation, it

over-trained to a degree. It also made most of its errors in non-NOTHING acts.

This may have the same (possibly fortuitous) benefit as occurred with cascade-

correlation (see Table 4.9).

Stage TwoLearning Probabilities

In the second stage, we tested C4.5 with various numbers of output classes providing

differing amounts of resolution of the real number scale from zero to one. After we

confirmed that it was harder to learn probabilities that had more classes represented

in the output, we used output with the maximum number of classes actually present.

Table 4.10 shows how increasing the number of values actually present in the data

changes the program's ability to learn the classes correctly. The division of the

real numbers into classes was exactly parallel to that done with cascade-correlation.

With C4.5, we were able to experiment with more different class sizes because of

the shorter running time of the program.

Table 4.11 shows the effect of using ever smaller real number ranges repre-

sented by a class. Unfortunately, there is no clear trend. There is a hint of increasing

error rates as the grain size gets smaller. This is not at all surprising, since, as the
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Number of Objects Error Rates (After Pruning)
Trained on I Tested on All Actions non-NOTHING only

Training Data
5601 5601 18/560 (3.2%) 15/480 (3.1%)
6401 640t 17/640 (2.7%) 16/480 (3.3%)

8001 8001 14/800 (1.8%) 14/480 (2.9%)
3498 3498 18/3498 (0.51%) 17/99 (17.2%)
6592 6592 15/6592 (0.23%) 13/99 (7.2%)

Testing Data
5601 3498 660/3498 (18.9%) 1/99 (1.0%)

6401 3498 191/3498 (5.5%) 1/99 (1.0%)
7201 3498 99/3498 (2.8%) 1/99 (1.0%)
8001 3498 123/3498 (3.5%) 1/99 (1.0%)
38791 3498 3/3498 (0.1%) 1/99 (1.0%)
3879t 6592 55/6592 (0.8%) 23/180 (12.8%)
3498 1084 6/1084 (0.55%) 6/17 (35.3%)
3498 3094 28/3094 (0.9%) 25/69 (36.2%)
3498 6592 84/6592 (1.3%) 74/180 (41.1%)
6592 3498 18/3498 (0.51%) 18/99 (18.2%)
1 Constructed data, heavily weighted with non-nothing acts

Table 4.9: C4.5: Data for learning the acts
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Number of Objects Error Rates
(After Pruning)Trained on Tested on

Probability P0; 2 action classes presentt
3498 3498 16/3498 (0.46%)
3498 1084 3/1084 (0.3%)
3498 6592 38/6592 (0.6%)
Probability P1; 7 action classes presentt
3498 3498 24/3498 (0.7%)
3498 1084 8/1084 (0.7%)
3498 6592 87/6592 (1.3%)

Probability P30; 11 action classes presentt
3498 3498 41/3498 (1.2%)
3498 1084 11/1084 (1.0%)
3498 6592 139/6592 (2.1%)

t Output divided into 13 classes, not all classes
appear in the output for each probability

Table 4.10: C4.5: Data for learning probabilities: thirteen output classes

Number
of classes

Number
represented

Number of Objects Error Rates
(After Pruning)Trained on Tested on

13 7 3498 3498 24/3498 (0.7%)
13 7 3498 1084 8/1084 (0.7%)
30 16 3498 3498 34/3498 (3.7%)
30 16 3498 1084 12/1084 (3.7%)
47 24 3498 3498 40/3498 (1.1%)
47 24 3498 1084 15/1084 (1.4%)
73 37 3498 3498 67/3498 (1.9%)
73 37 3498 1084 34/1084 (3.1%)
94 40 3498 3498 66/3498 (1.9%)
94 40 3498 1084 40/1084 (3.7%)
115 49 3498 3498 74/3498 (2.1%)
115 49 3498 1084 50/1084 (4.6%)

Table 4.11: C4.5: Error rates by numbers of output classes
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# Objs.
Trained

On

Tree
Size

Classes Error Rates
(Before Pruning)

Learning
Type

All Actions Non-NOTHING
3498 366 13 9/3498 (0.3%) 9/99 (9.1%) Acts
3498 545 13 22/3498 (0.6%) NA Probability P1
3498 6373 132 23/3498 (0.7%) 23/99 (23.2%) Acts
3498 16667 132 49/3498 (1.4%) NA Probability P1

# Objs.
Trained

On

Tree
Size

Classes Error Rates
(After Pruning)

Learning
Type

All Actions Non-NOTHING
3498 34 13 43/3498 (1.2%) 43/99 (43.4%) Acts
3498 255 13 41/3498 (1.2%) NA Probability P1
3498 1 132 99/3498 (3.2%) 99/99 (100.0%) Acts
3498 7017 132 154/3498 (4.4%) NA Probability P1

Table 4.12: C4.5: Learning Using Discrete Input

number of classes increases, and since the data set remained the same, the number

of data points in each class is growing smaller. It seems logical that the error rates

should increase.

Stage ThreeLearning Using Discrete Input

In stage three of the experiment, we tested the ability of C4.5 to learn the acts and

probabilities using only discrete input. C4.5 was very satisfactory in the handling

of discrete input. Where it would take an hour or more to train on an data set

using continuous data, it took less than thirty seconds to train using discrete data.

Its accuracy was also excellent. See Table 4.12 for a summary.

Due to time constraints on the project, a full exploration of the possibilities

involved in using pure discrete input could not be made. However, an indication

was possible. The error rate for learning acts is good, although not quite as good

as using continuous data. The probability learning was similar: good but not quite

as good as with continuous data. Further experiments are needed to determine how

performance is affected by increasing the number of classes in the input (decreasing

the range of numbers spanned by each class).
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The relationship between tree size and stored size is less clear than for

cascade-correlation. If the number of inputs and outputs is kept the same, but

the complexity of the data increases, the size of the storage increases linearly with

an increase in tree size (see figure 4.3). Our data are inconclusive as to a general

conclusion about increasing the number of classes in the input. There seems to be a

more or less linear relationship between increasing tree size and increasing storage

size for larger numbers of classes. The actual storage is one record for each node in

the tree. So, the storage size depends on the tree size. There is no way to determine

in advance the size of the tree for a problem [9]. Limiting the tree size by upper

and lower bounds doesn't give us a sufficiently close estimate, since the range is so

large.

Table 4.13 shows the sizes of trees generated by C4.5 and the type of learning

done by the program to produce the tree.
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Set Size Inputs Classes Nodes in Tree Tree Size (bytes) Learned
560 38 7 83 3518 Acts
640 38 7 81 3427 Acts
720 38 7 81 3427 Acts
800 38 7 83 3530 Acts
880 38 7 79 3336 Acts
920 38 7 79 3336 Acts
960 38 7 79 3336 Acts

1000 38 7 79 3348 Acts
1040 38 7 79 3348 Acts
1120 38 7 79 3348 Acts
1200 38 7 79 3348 Acts
1280 38 7 91 3858 Acts
1360 38 7 87 3688 Acts
3498 38 7 37 1569 Acts
6592 38 7 57 2383 Acts
3498 38 13 3 202 Probability PO
3498 38 13 55 3708 Probability P1
3498 38 13 71 4902 Probability P30
3498 38 30 87 11788 Probability P1
3498 38 47 113 23035 Probability P1
3498 38 73 159 48964 Probability P1
3498 38 94 169 66219 Probability P1
3498 38 115 189 90001 Probability P1

Table 4.13: C4.5: Size of Pruned Trees
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Chapter 5

Discussion

In this chapter we discuss our conclusions for the project as well as examining future

research.

5.1 Size Comparisons

As noted in Section 3.3.2, comparing the sizes of the different problem solution

methods we have examined is not an easy problem. In Section 3.3.2 we listed four

likely possibilities for measuring the size of the solution

The size of the printed representation of the solution?

The size of the data structures used in the program?

The size of the structures required to store the solution for later use?

The number of binary operations required to evaluate the solution?

The choice of metric depends on what question we want to answer. If we are

interested in whether the solution will fit on a disk, the most natural choice is the

stored size. If we are interested in memory usage, data structures are natural. The

number of operations seems a good choice if we wish to know in some sense how

much information is represented in the solution. There are problems with this sort

of evaluation, such as how to account for wasted effort and the like. This metric

is also the most tedious to measure. With all these caveats, then, we are going to

discuss the size of the structures which must be stored for the program to load the
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solution and run. Our main interest in this project was to find out whether we

would be able to store a reactive solution on disk, and so the metric of stored size

is most reasonable. In this project, we simply used the size of the representation on

disk. It would have been more accurate to use the most compact encoding possible

for each representation. For example, we could have replaced floating point numbers

with smaller representations when possible. In a more rigorous examination of the

sizes we would have done so, but in this preliminary examination, it was deemed

unnecessary.
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Figure 5.1: Size Comparison: Cascade-Correlation vs C4.5, working on same prob-

lem

The penalty paid in storage size of the solution by going to a reactive so-

lution is fairly clear. The size of the text description of our original deliberative

model is 18602 bytes. For cascade-correlation and C4.5, as the stored size of the

representation grows the precision of the solution improves. In our experiments,

the real-number precision ranged quite a bit. As has been mentioned before, the

distribution of classes over the range from zero to one was not even. We made the
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Problem Data Set Size
(Data Points)

Learned C4.5 Size
(bytes)

Cascor Size
(bytes)

1 3498 Probability PO 1405 6185
2 3498 Actions 2352 9163
3 6592 Actions 3142 21209
4 800 Actions 4368 35613
5 560 Actions 4392 40592
6 640 Actions 4380 41764
7 720 Actions 4277 97077
8 3498 Probability P1 3708 392595

Table 5.1: Raw Data for C4.5 and Cascade-Correlation Size Comparisons

distributions so as to get the same number of data objects in each class. For our

data, this gave us sigmoidal curves over our probabilities, with flat portions at the

ends of the ranges, near zero and one, and the steep portion coming around 0.05 to

0.90. Thus the resolution of our classes ranges from 0.00001 near the ends to 0.67

in the middle for the maximum number of classes we looked at (115).

Figure 5.1 shows the storage for the two programs for eight identical prob-

lems. For the problems we looked at, storage size is much larger for Cascade-

correlation than for C4.5. However, for these problems, it is still not prohibitive for

Cascade-correlation. The numbering across the bottom of the graph is an arbitrary

numbering of eight of the problems we ran. The ordering is arbitrary beyond show-

ing the relative size increase for C4.5 and Cascade-correlation. Table 5.1 shows the

raw data for the figure.

As mentioned before, the size of our deliberative model is 18602 bytes. If we

take C4.5 as an example, we will need to use 33 partial reactive solutions to get the

full reactive solution: one for the act and one for each of the 32 probability values.

Table 5.2 shows the sizes of the probability trees. The size of the tree for the acts is

shown in Chapter 4. This gives us a size approximately equal to 2352 + (2 * 202)

+ (7 * 1405) + (12 * 2300) + (5 * 3200) + (4 * 4100) + (2 * 4902) = 82395 bytes,

or 4.4 times the size of our deliberative solution. The sizes used are: the size of the

acts tree, the size of the smallest tree, and the size of the largest tree respectively.
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Number of Values Probability Variables with
indicated Numbers of Values

Tree Size

2 2 202
7 7 1405

8 12 2300t
9 5 3200t

10 4 4100t
11 2 4902

t Interpolated

Table 5.2: Number of Values Appearing in the Probabilities

The last size is used to give an average. This is still a very small size on today's

computers. The size for Cascade-correlation would be much larger, however. The

important conclusion of this work is that storing compiled reactive solutions need

not be prohibitively expensive, and in fact, for the problem we studied is very well

behaved.

5.2 Running Time

5.2.1 Training Time

The size we save in the deliberative representation is paid for with an exponential

evaluation time. C4.5 is a fast-running program. Although we didn't keep exact

track of the running times, the time did not increase by leaps and bounds for

larger problems. Cascade-correlation, however, took a lot of time to run. On a

Sun Sparcstation 1+, the largest problem we ran to completion took 5 days to

run, while the smallest took several hours. C4.5 is unfortunately, not well suited

to running tests on saved trees as currently configured. It re-learns the entire tree

when called upon to test data. This shortcoming, and the long training time could

be worked around, however, given the fact that the size of the stored solution and

the evaluation time are both low.

The version of Cascade-correlation we ran was implemented in LISP. There is
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a version written in C, which we looked at, but didn't switch to since it would have

required too much hacking to get it to do what we wanted. This C version is faster

than the LISP version, but by less than an order of magnitude in training time, and

so it probably doesn't constitute a solution to the slow speed of Cascade-correlation.

Theoretically, the training time should not matter to our agent. We are only

concerned with running an agent, not how the agent was generated. In practice,

however, very long training times, on the order of weeks or months could make the

use of certain agents prohibitive.

5.2.2 Evaluation Time

The evaluation time for an individual data point is fast for both C4.5 and Cascade-

correlation. A data point consists of the sense inputs and probabilities for one act.

Our interest is in evaluating 1 point at a time, and obtaining the next act, or one

of the probabilities in the probability distribution.

For C4.5, between 1 and 33 points could be evaluated in 0.000001 seconds.

The resolution of the clock on the computer is 0.000001 seconds, so the actual

time to evaluate a single item is not known, but is something less than 0.000001

seconds. There is clearly some overhead involved, which masks the running time in

the evaluation of small numbers of points.

For cascade correlation, it took 0.11 seconds to evaluate one item. Five items

can be evaluated in 0.16 seconds. So here too there is noticeable overhead involved

in evaluating a single item as opposed to evaluating several.

The time to make one decision in our deliberative agent is approximately

20 seconds. With a reactive agent, we would need 33 decisions, one for the act,

and one for each of the 32 probabilities. Simple multiplication gives us 0.000033

seconds for the evaluation using C4.5, plus some time to integrate it into a useful

format. The total evaluation time for Cascade-correlation would be 3.63 seconds.

The evaluation time saved by using a reactive solution instead of our deliberative

solution is considerable.
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5.3 Applications

If methods for automatically generating solution sets can generate reactive solutions,

then those solutions can be compared with the deliberative solutions they emulate

for run time, size, and so on. If real time AI is going to go anywhere, an agent has

to have timely solutions to the problems set before it. Using reactive solutions, or

a combination of deliberative and reactive solutions may be the next generation of

real-time problem solving in AI.

5.4 Conclusions

This section contains the conclusions of the work and what the person doing the

follow-on project should know.

1. It is feasible to compile efficient reactive solutions given a deliberative solution.

The error rates are low enough to be acceptable, and the size of the solution

does not appear to be a restricting factor.

2. Of the methods we examined, C4.5 is clearly the most useful for our purposes.

It trains quickly, and is as accurate as any other method we examined. C4.5

has one drawback: it is unable to output real numbers. There are programs

that do work on real numbers such as CART [2] and Quinlan's unreleased

program M5 [16]. These should be investigated for suitability. In addition,

C4.5 looks like an excellent choice for use in further work on this project.

3. One of the main goals of this work was to develop a method that would allow

us to use a learning program to construct reactive solutions given deliberative

solutions.

(a) Format conversion programs are required to convert the raw data into a

format the learning program understands. These programs are written

for the data we used in this experiment, and should be easily convertible

to a new output format.
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Number of Objects Error Rates (After Pruning)
Trained on Tested on All Actions non-NOTHING only

5601 3498 660/3498 (18.9%) 1/99 (1.0%)

6401 3498 191/3498 (5.5%) 1/99 (1.0%)
7201 3498 99/3498 (2.8%) 1/99 (1.0%)

8001 3498 123/3498 (3.5%) 1/99 (1.0%)
38791 3498 3/3498 (0.1%) 1/99 (1.0%)
38791 6592 55/6592 (0.8%) 23/180 (12.8%)
3498 3498 18/3498 (0.51%) 17/99 (17.2%)
6592 3498 18/3498 (0.51%) 18/99 (18.2%)
3498 6592 84/6592 (1.3%) 74/180 (41.1%)

t Constructed data, heavily weighted with non-nothing acts

Table 5.3: C4.5: Data for learning the acts: Value of constructed data

(b) Train the program on as much data as possible. Adding examples of

scarce data is probably a good idea, as long as frequently occurring data

is not deleted at the expense of scarce data. Table 5.3 shows the effects

of artificially constructed data sets. Using lots of scarce data (sets 560-

800) dramatically lowers the error rates for that data (Acts only). It also

greatly raises the error rates for common data (Total Acts only). The

3498 and 6592 sets are unmodified to serve for comparison. The 3879

set has augmented scarce data, plus the common data from the 3498 set.

It winds up with the best error rates for both the common and scarce

data. If possible, the maximum amount of data for each class in the

input should be used for training.

A similar case exists with the number of classes for learning the probabili-

ties. The more probabilities, the closer the program comes to duplicating

the real number range as represented on a computer. However, as the

number of classes increases, the number of examples in each class is re-

duced. Therefore, it is necessary to get the maximum possible number

of data points for each class when the number of classes is increased.
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(c) Once the learning has been done, the solutions need to be incorporated

into the testbed we use for our deliberative agent to see how it performs

in situ. The adaptation should be relatively simple. If larger circuits are

to be tested, a program will probably have to be written to automatically

format the data, set up and run the learning programs, and incorporate

the reactive solutions into the testbed. Without such a start-to-finish

program, testing multiple models would be prohibitively tedious.

5.5 Future Research

This project is part of a larger research project funded by the Air Force IRTPS

program. Future research in this project as well as in this area includes the following

tasks:

1. Run the models generated on the same input data as is given to our delibera-

tive agent (the probe data is currently different). Compare the output of the

two agent types.

2. Include models generated by the methods studied here into agents and test

the models in the testbed.

3. Gather data for reactive agents and compare the performance with that of

the deliberative agent.

4. Examine deductive methods of compiling a reactive problem solver in addition

to the inductive methods examined in this work.

5. Test the various problem-solving methods on larger and real-world problems.

6. Test programs such as CART and M5 to determine their suitability for gen-

erating reactive solutions.

7. Work on combining reactive and deliberative problem solution methods into

one engine.
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8. Try separately discretizing each probability variable in the probability distri-

bution, instead of using one mass discretization for them all.
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Appendix A

Agent and Testbed Description

A.1 The Probability Distribution

Table A.1 shows the probability distribution used by our deliberative agent. The

algorithm used by the agent optimizes the complexity of the distribution, and in-

ternally stores the distribution as two 16-valued distributions. One half of the dis-

tribution contains the probabilities that NOR1 is in a given state and that NOR2

is in a given state. The other half of the distribution contains the probabilities that

NAND is in a given state and that NOT is in a given state. NOR1, NOR2, NAND

and NOT are the four gates of our digital circuit. The four states shown in the

table are the four possible states for each gate. In the table, they are broken into

two smaller tables so they will fit on the page.

For the first distribution, over NOR1 and NOR2, PO is the probability that

NOR1 is OK and NOR2 is OK. Similarly for each of the other values.

A.2 The Deliberative Model

Table A.2 shows the costs for running the simulated digital circuit in our

testbed. The various states and their costs are shown.

Figure A.1 shows a small excerpt from the deliberative model. The first line

shows this declaration deals with the gate NOR1 at time T1, and other references

are to NOR1 at time TO and action "act". The following lines are interpreted as

follows. All these rules concern NOR1, we know that from the first line. Thus the

first symbol is the state of NOR1 at time Ti. The next symbol is the action taken
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Gate PO P1 P2 P3 P4 P5 P6 P7
NOR1
NOR2

OKt
OK

SO
OK

S1§
OK

UT
OK

OK
SO

SO

SO

S1

SO

U
SO

NAND OK SO S1 U OK SO S1 U
NOT OK OK OK OK SO SO SO SO

Gate P8 P9 P10 P11 P12 P13 P14 P15
NOR1
NOR2

OK
S1

SO

S1

S1

S1

U
S1

OK
U

SO

U
S1

U
U
U

NAND
NOT

OK
S1

SO

S1

S1

Si
U
S1

OK
U

SO

U
Si
U

U
U

t Gate is OK
t Gate is Stuck at 0
§ Gate is Stuck at 1

¶ Gate is in an unknown state

Table A.1: 32-value Probability Distribution

Running w. Good Circuit 0

Running w. Faulted Circuit 1

Probe Cost 1

Gate Replacement Cost 10

Table A.2: Per Cycle Running Costs in the Deliberative Model

(conds-1 '(norl 1) `((norl 0) (act 0)) `(((ok norl) ,*chance-good* ,*chance-bad*
,*chance-bad* ,*chance-bad*)

((stuck -atO nor2) 0.0 1.0 0.0 0.0)

((stuck-at1 norl) ,*chance-good* ,*chance-bad* ,*chance-bad* ,*chance-bad*)

((unknown nothing) 0.0 0.0 0.0 1.0)))

Figure A.1: Excerpt from the Deliberative Model
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at time TO. The remaining four symbols are the probabilities that NOR1 is in each

of the states "ok", "stuck-at0" , "stuck -at 1" and "unknown".

In the following, I will provide a concrete example. The second line states

that given that NOR1 at time T1 is "ok", and the action at time TO was re-

place NOR1, the chance that NOR1 is "ok" is *chance-good*, and the chance that

NOR1 is "stuck-at-0", "stuck-at-1", and "unknown" respectively are *chance-bad*.

"*chance-good*" and "*chance-bad*" are variable names having values of 0.9925

and 0.0025 respectively, and represent the base probabilities that a gate is good

(and bad) when installed. The third line of the figure says that given that NOR1 at

time T1 is "stuck-at0" , the action at time TO was replace NOR2, then the chance

that gate NOR1 is "ok" is 0.0, the chance that NOR1 is "stuck-at0" is 1.0, and the

chance that NOR1 is "stuck-atl" or "unknown" is 0.0 each. The effect of this rule is

that a broken gate cannot change its state. The remaining two lines are interpreted

similarly to the second and third.
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Appendix B

Methods

Program Traces

The output from the agent looks like the following:

((Act: NOTHING) (Value: 0) (Cycles: 399))

Current Observation: ((I1 1) (12 1) (0 0) (CARRY 1) (P1 0) (P2

0))

Current Beliefs: (.96764 .00737 .00489 .00758 .00489 .00004

.00002 .00004 .00244 .00002 .00001 .00002 .00491 .00004 .00004

.00005 .97508 .00493 .00246 .00495 .00246 .00001 .00001 .00001

.00493 .00002 .00004 .00003 .00495 .00003 .00005 .00004)

Minutes run ok: 13.657 Cycles run ok: 58

Circuit State: NOR1: OK NOR2: 1 NAND: OK NOT: OK

Cycles: 400 Elapsed time: 95.687836 min. Total faults: 3

((Act: NOTHING) (Value: 0) (Cycles: 400))

Current Observation: ((I1 1) (12 1) (0 1) (CARRY 1) (P1 0) (P2

0))

Current Beliefs: (.95797 .00976 .00729 .00998 .00729 .00007

.00006 .00008 .00241 .00002 .00002 .00003 .00486 .00005 .00004

.00005 .97016 .00739 .00244 .00492 .00244 .00002 .00001 .00001

.00739 .00006 .00006 .00006 .00492 .00004 .00004 .00004)

Minutes run bad (total): 3.101 Cycles run bad (total): 13

Circuit State: NOR1: OK NOR2: OK NAND: OK NOT: OK

Cycles: 401 Elapsed time: 95.9215 min. Total faults: 3

((Act: NOR2) (Value: 0) (Cycles: 402))

Current Observation: ((I1 1) (12 1) (0 0) (CARRY 1) (P1 0) (P2

0))



55

Current Beliefs: (.95692 .01247 .01028 .01282 .00241 .00003

.00003 .00003 .00241 .00003 .00003 .00003 .00241 .00003 .00003

.00003 .96523 .00984 .00243 0.0049 .00243 .00002 .00001 .00001

.00984 0.0001 .00009 .00009 0.0049 .00005 .00003 .00004)

Because of the places in the program the printouts occur, the printout of

the fact that the circuit has been fixed occurs before the agent prints out that it

has in fact repaired the gate. What actually happens is that the agent fixes the

gate, and waits for acknowledgment from the circuit before printing out its action.

Meanwhile, the circuit prints out that it has been fixed.
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Appendix C

Results

Parameter Estimates for Regression Model

Figure C.1 shows the parameter estimates made by SAS for the simple linear

model used in the Linear Regression tests. The model used for the test was

act = INTERCEP + > aiSi + > 13iPi

The result, "act" , was rounded to the nearest integer, and that number

selects the corresponding Act numbered 0 through 6.
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Parameter Estimates

Variable DF

Parameter

Estimate

Standard

Error

T for HO:

Parameter=0 Prob > ITI

INTERCEP 1 192.841832 1174.7127746 0.164 0.8696

S1 1 0.387087 0.09727764 3.979 0.0001

S2 1 0.378024 0.09692820 3.900 0.0001

S3 1 -0.625076 0.09528185 -6.560 0.0001

S4 1 1.395157 0.14420903 9.675 0.0001

S5 1 -0.214181 0.11887998 -1.802 0.0717

S6 1 2.366680 0.15589737 15.181 0.0001

P1 1 -992.973929 774.80111505 -1.282 0.2001

P2 1 -995.313157 774.83206947 -1.285 0.1990

P3 1 -991.094659 775.07964946 -1.279 0.2011

P4 1 -988.264858 774.91565423 -1.275 0.2023

P5 1 -996.819239 774.73760520 -1.287 0.1983

P6 1 -1291.780008 792.43882912 -1.630 0.1032

P7 1 -2257.923777 830.72906459 -2.718 0.0066

P8 1 581.631113 875.28611741 0.665 0.5064

P9 1 -992.997217 774.79944690 -1.282 0.2001

P10 1 -794.137374 809.60752422 -0.981 0.3267

P11 1 -2760.802601 1208.4166405 -2.285 0.0224

P12 1 417.702387 1140.6500647 0.366 0.7142

P13 1 -974.274200 774.97760825 -1.257 0.2088

P14 1 -741.759981 891.31587128 -0.832 0.4053

P15 1 1796.420625 962.58892122 1.866 0.0621

P16 1 -4620.138753 1157.2164081 -3.992 0.0001

P17 1 797.870483 872.91771113 0.914 0.3608

P18 1 800.569075 874.26927516 0.916 0.3599

P19 1 801.984790 872.90958902 0.919 0.3583

P20 1 814.045069 872.87885023 0.933 0.3511

P21 1 796.392405 873.07926123 0.912 0.3617

P22 1 22.325340 917.04518733 0.024 0.9806

P23 1 1453.464452 875.86493194 1.659 0.0971

P24 1 336.626189 877.37332274 0.384 0.7012

P25 1 808.905662 873.10197895 0.926 0.3543

P26 1 1085.659902 922.82486118 1.176 0.2395

P27 1 219.950683 872.02144464 0.252 0.8009

P28 1 274.202553 935.38731195 0.293 0.7694

P29 1 805.930534 872.69626699 0.923 0.3558

P30 1 1254.713677 996.96946532 1.259 0.2083

P31 1 1134.944351 901.47757947 1.259 0.2081

P32 1 -652.764006 1013.8472681 -0.644 0.5197

Figure C.1: Regression Model


