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A Comparison of Simulated Annealing and Genetic Algorithms

for the Genome Mapping Problem

I. INTRODUCTION

This paper is centered around techniques that may be used to create genetic

maps for chromosomes given related information about those chromosomes. There

are, essentially, three main topics to be considered and, therefore, three main sections

to this paper. The three main topics are : the genome mapping problem itself, the

methodologies that may be employed to solve the problem, and the empirical results

that are seen when such methods are used.

The first section discusses the nature of the genome mapping problem and,

more specifically, the problem of creating genome maps given inconsistent data. A

discussion about related problems and related research is included in an attempt to

show the motivation behind the methods discussed in the second section.

The second section discusses the general concepts behind, and

implementational details of, the two methods that are used in this paper : genetic

algorithms and simulated annealing. This section explains the reasoning behind details

of the implementations and gives some further insight as to why these methods are

deemed appropriate given the problem at hand.

The section detailing the empirical results not only presents and compares the

performance of the two methods used, but attempts to explain both how and why the

methods differ in their results. This section also includes a discussion of why the

actual results were consistent with (or at variance with) the expected results. This

section also includes some suggestions for improving both of the implementations

used.

The final section, essentially, renders a verdict as to which method is superior

in solving the genome mapping problem and explains the differences between the two

systems that result in that superiority.



H. THE PROBLEM

In this section we explain what the genome mapping problem is and why it

appears to be computationally intractable for any real problems. This portion of the

paper describes both the structure under study and the methods that are used to obtain

information about the composition of that structure. A brief description of the

underlying software is included for completeness.

A. General description

The genetic codes used to carry biological information are difficult to decipher.

One important step towards a biological "Rosetta stone" is a proper labeling of the

genes on individual chromosomes. Unfortunately, even when the genetic labels are

known (that is, we know both the cardinality and functionality of the genes on a

chromosome) it is very difficult to associate all of the genes with their labels. This is

difficult because, even though the genes (or loci in a more general context) occur in a

stereotypical ordering among all members of the species carrying that gene, the only

information available to an observer is indirect, recombination data. Recombination

data is derived from observing the results of cross-overs between haploid

chromosomes. In general, if two genes on corresponding chromosomes are far apart

they will be more likely to cross-over (end up on the other half of the diploid pair) than

genes that are close together (since cross-over points can be simplistically thought of

as occurring randomly along the entire chromosome). Given enough cross-over data it

is possible to derive a statistically-based estimate of the recombination frequency (r-

frequency) between two (or more) genes. From this frequency data it is also possible

to estimate the distance between each pair of genes on the chromosome. This distance

is called the recombination distance.
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1. The mapping problem

The mapping problem under consideration is the construction of a map of a

chromosome given the estimated distances between genes. If these estimated

distances were, in fact, absolutely correct then the problem would be trivial due to the

linear nature of the genetic material (the spiral nature of the DNA is not considered

important here). In that instance the problem could be solved by simply determining

the largest inter-gene distance (by a simple look-up into a two-dimensional symmetric

array) and selecting either of the genes involved as an endpoint. After this initial step a

simple greedy algorithm could be used to determine the ordering of the rest of the

genes on the chromosome. Unfortunately, the estimates supplied by recombination

data are not exact so this simple algorithm cannot be guaranteed to produce optimal or

even near-optimal answers.

If these estimated distances were simply wrong then there would be little that

could be done (on the "back end") to fix the problem. In this situation the greedy

algorithm would still yield our "best guess" and we would not be able to tell how good

or bad that estimate was. In general, however, the estimates are not simply "wrong"

but contradictory. That is, the estimated distance from X to Y may be A, the

estimated distance from Y to Z, B but the estimated distance from X to Z is not

necessarily A + B despite the fact that the chromosome is known to be linear.

Empirical evidence suggests that larger estimated distances are, in general, less reliable

than smaller estimated distances and that the uncertainty involved in these estimates

goes up (super-linearly) with the actual distance and, therefore, with the estimated

distance. Unfortunately, the exact order of the uncertainty depends upon the specific

situation (crossover data).

We want to create a map (ordering of the gene labels) of the chromosome so

as to reflect the physical system under study. To be more specific, given a set of

distances between pairs of genes we wish to find a linear ordering of those genes. This

linear ordering would be ideal if the distances between any pair of genes were the same

as the total sum of all distances measured between consecutive interposed gene pairs.

Due to the imperfect nature of the available data we cannot reasonably expect to

assemble a map that precisely matches the data. That is, there is no linear ordering of

the gene labels that will match the information available about the distances between

the genes. There are at least two guidelines that could be used to create this map.
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The first such guideline would be to compute the gene ordering that is at the

least variance with the two-dimensional array of the estimated distances. There are a

number of problems with using this strategy. The most obvious drawback to this

strategy is that it seems to change the size of the problem from the number of genes to

be mapped (0(n)) to the number of estimated distances between genes (0(n2)).

Another problem with this method is that it fails to account for the super-linear nature

of the uncertainty in estimating these distances. While this uncertainty could, to some

extent, be integrated into the formula for computing the "difference" between the

proposed mapping and the computed distance data, the problem-specificity and ill-

defined nature of this uncertainty would tend to make an appropriate "weighting"

function rather elusive.

The second approach (and the one that will be employed in this paper) to

creating a map of the chromosome section makes secondary the goal of creating the

closest match between the distances in the proposed map and that of the supplied

distance information. Instead, this method attempts to find an ordering of the genes

that minimizes the distance from the first to the last gene on the chromosome section.

Naturally, we must determine the manner in which this distance measure conforms to

the entire two-dimensional array of distance information.

Since smaller distances are believed to be more reliable than larger distances

and because we are attempting to find the shortest one-way tour of the chromosome,

there is a very simple objective function that can be used to determine the overall

quality of any ordering generated by this system. This function called the SAR (sum

of adjacent recombinants) and is simply the sum of all of the recombination distances

(or recombination fractions) between adjacent loci in the proposed mapping. These

individual distances are completely consistent with the data supplied to the mapping

system. Minimizing this function seems to be the best way to both: (1) insure that a

minimal length tour is found and (2) optimize the likelihood that the length of this tour

is reliable. While other, related, objective functions will be discussed in this paper, this

would seem to be the one most directly suggested by the nature of the problem at

hand.

The SAR function also would appear to be a natural link between the actual

goal of creating an accurate genome map for a chromosome (or chromosome section)

and the substituted goal of determining the map that will create the shortest

chromosome. This can be most succinctly illustrated by example. Assume that the

correct genome map and the complete (inconsistent) set of distance data are available.

If that genome map is slightly altered by swapping two adjacent gene labels the SAR
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function is almost certain to increase. While the distance between the two loci that

have been swapped will not change, the distance between each of these loci and their

(other) neighbor is very likely to increase because the measured distance between two

genes that are separated by only one intermediate gene is likely to be both small and

reliable although, due to the unpredictable nature of the inconsistency in the data, there

can be no absolute guarantee that this increase will be observed in the SAR function.

Therefore the problem under consideration may be defined in a very general

manner. Given a two-dimensional table of fully-specified cite-to-cite distances

determine an ordering of these cites such that the entire distance from the first cite to

the last in a fully instantiated ordering is minimized. This distance should be measured

as the sum of the distances between all strictly adjacent cites and it should be realized

that while this ordering implies a strictly linear structure, the information used to

create this ordering may contain information inconsistent with a linear structure.

An additional difficulty that we encounter in attempting to create this map

stems from the fact that while recombination distances would, in the best case, exhibit

a linear nature the same cannot be said for recombination fractions. There are a

number of different formulas that can be used to map recombination fractions to

recombination distances [22]. However, this plurality is somewhat troublesome

because each has its own advantages and disadvantages and each seems to filter data

that is already somewhat fuzzy in a manner that may not be appropriate for the data

set at hand (since the inaccuracies in the data sets vary between sets). Because of

these facts, the term "distance" will hereafter be used to refer both to recombination

fractions and recombination distances. The distinction between the two will be made

explicit whenever it is appropriate to do so.

2. Relation to the Traveling Salesman Problem (TSP)

In order to establish a good one-to-one mapping between genes and gene

labels with contradictory information we are forced to determine an appropriate

mapping strategy. We must determine a "best-fit" between the inconsistent distance

data and a fully instantiated ordering of the genes on the chromosome. In essence, we

must find a way to "pack" the loci into the shortest linear space. This can be thought

of as a variation of the Traveling Salesman Problem (TSP) occurring in N-1 space.

Since, if there are N-loci in the problem, there is no guarantee that the inconsistencies
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will allow those genes to be mapped into anything less than N-1-dimensions with full

agreement among all inter-loci distances.

Thus, the genome mapping problem can be stated as follows:

Given Input : A symmetric two-dimensional array of real numbers that reflect

an approximation of gene-to-gene distances on a chromosome.

Determine : Whether or not the system has generated an ordering of the genes

is shorter than any other possible ordering. Here the length is measured

as the summation of all adjacent gene-pair distances. The answer to

this is either yes (such an ordering has been seen) or no (it has not).

Given the conditions discussed above, the problem becomes a "fuzzy" version

of the symmetric Traveling Salesman Problem (TSP). In the TSP it is necessary to

determine the shortest path (city-ordering) that an agent can follow and still touch all

graph vertices of a fully connected undirected graph exactly once. Equivalently, from

a complexity point of view, the problem in the TSP is to determine whether or not the

shortest possible path has been generated. Of course, a one-dimensional version of the

TSP is equivalent to the "exact distances" version of gene mapping given above and is,

therefore, a trivial problem. However, in two or more dimensions the TSP (and the

gene mapping problem by extension) is an NP-complete (non-deterministic polynomial

time complete) problem [15]. The fact that the physical structure being examined is, in

fact, linear can be exploited to some extent but it is our contention that the genome

problem examined here is an NP class problem. That is, the linearity of the "real"

structure can be used to impose some reasonable constraints on a heuristic solver but

these same constraints must be eliminated if there is to be a guarantee of an optimal

solution. The conclusion that can be drawn here is that the worst case of the genome

mapping problem must be as difficult (i.e. as computationally expensive) as the TSP.

This is because there can be cases of the genome mapping problem such that the

genome distance information "fits" in two-dimensions (like the standard TSP) but

there is no further structure imposed on that two-dimensional map.

The set of NP problems are those that have polynomial time (in the size of the

problem) solutions when non-determinism is allowed. Some of the problems in the NT

class are further classified as NP-complete. Any problem in NP (including other NP-

complete problems) can be reduced to an NP-complete problem. In some sense these

can be thought of as the "hardest" problems in the NP class. The Traveling Salesman

Problem is a classic NT-complete problem. Due to the nature of NP-complete

problems, if a polynomial time deterministic solution is found to any NP-complete

problem then all NP problems must have polynomial time deterministic solutions. Any
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problem with a polynomial time deterministic solution is a member of the class P (by

definition). The proof that P = NP (or that P NP) is widely considered to be of great

importance. Therefore such NP-complete problems have been the subject of intense

study for the past twenty years.

It is important to understand that unlike the classic (two-dimensional) TSP,

wherein the agent returns to the initial point, in this case we do not consider that last

step distance (from the last loci back to the first loci) to be important in the

measurement of the quality of the proposed solution. This distinction need not be

made if the distance from the last gene to the first gene is calculated through all

intermediate loci since the solution that minimizes two times the tour length must be

the same as that minimizing the tour length. However, if the distance is calculated

directly (from the distance table) then the distinction between the two is important and

the return distance is ignored because it is both inappropriate (in a linear structure) and

unreliable (due to its size). Although this does not change the time-complexity of the

problem, it does reduce the problem size by one (when compared to a more standard

TSP).

a. Why exhaustive methods are not reasonable

The fact that the genome mapping problem appears to have a strong

resemblance to a know NP-complete problem (the TSP) would seem to automatically

eliminate exhaustive methods of search from consideration. As with any NP-complete

problem, when the problem size is "large", obtaining the answer (a.k.a. the optimal

solution) is not always a practical goal. Many leading biologists agree that

algorithms for such problems in the biological field may be considered good even if

they do not produce the "correct" results. If the results produced are nearly-correct

most-of-the-time the algorithm may be considered "okay" [17].

Although no proof that an NP-complete problem cannot be solved in time

polynomial in the size of the problem has been offered thus far, it is generally believed

that any provably correct; optimal method for solving an NP-complete problem will

take time super-polynomial in the size of the problem. Therefore "large" problems

appear to have impractical resource demands when an assurance of correctness is

required.



8

In the TSP, a classic example of an NP-complete problem, it can easily be

shown that optimal subtours (optimal tours of some proper subset of the vertex set)

are not necessarily components of the optimal tour. This indicates that the problem is

not strictly amenable to divide-and-conquer methods. Therefore, the size of the entire

problem must always be considered when determining the time needed to determine an

optimal solution to that problem.

Figure 1 shows the subtour relationship between a two-dimensional TSP and a

genome mapping problem of comparable size. In this figure we can see some

indication of the likelihood that an optimal subtour will be excluded from the optimal

tour. In this chart a 96-city TSP is compared to a 95-loci genome mapping problem

using several subtour lengths. When zero intermediate graph nodes (cities or genes, as

appropriate) are used this chart indicates the percentage of edges (among the set of all

edges that could be used to connect a given node to the graph while still conforming

to the other TSP requirements) that are shorter than the one chosen in the optimal

tour. If every node in the optimal tour was connected to either one of its nearest

neighbors this percentage would be zero (0). For one, two, and three intermediate

graph nodes the chart reflects similar information. Given some number of intermediate

nodes this chart illustrates the percentage of the possible edge set (that could be used

to connect two terminal nodes) that are better (shorter) than the one used in the

optimal tour. This bar-chart would seem to lend empirical credence to the idea that

the genome mapping problem is intimately related to the TSP in terms of its inherent

difficulty.
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Figure 1 : Statistical comparison of the relationship between the optimality of
tours and subtours in the genome mapping and TSP domains.

In a typical gene-mapping problem under consideration in this paper, the number of

loci to be mapped ranges from 41 to 100. While exhaustive methods might

reasonably be used to solve the smaller problems (10-20) they are prohibitively

expensive for the larger problems. In the near future it is believed that problems an

order of magnitude larger will be the norm. There is reason to believe that computer

hardware will not advance at a rate so as to allow these larger problems to be solved

through any provably correct/optimal method any time in the foreseeable future [13].

The fact that there can be no guarantee that we can determine the optimal solution

in polynomial time does not automatically preclude the idea that we may be able to

calculate an answer that is very close to the optimal answer in polynomial (or even

polylogarytlunic) time [3, 18, 24].
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b. Alternatives to exhaustive methods

Since provably correct methods are too costly to be practical, it is important

that the method used :

1) Determines a nearly optimal answer most of the time. That is, it should follow the

PAC [27] (Probably Approximately Correct) ideal.

2) Yields good estimates quickly (has a steep initial approach to its solution) and

3) Tends to have a small variability in the quality of the answer at any given time step.

That is, multiple invocations of the method should each have approximately the

same performance profile.

The two methods under consideration in this paper are simulated annealing and

genetic algorithms. Both of these methods have been successfully used in the context

of PAC learning and seem to have the potential for meeting our requirements for

speed and consistency.

There are more complex methods involving linear progranuning [12] that

would almost definitely prove useful in this arena but those methods will only be

touched upon here.

3. Related research

Since the TSP has already been defined, it seems appropriate at this time to

give a very brief description of the two methodologies being compared in this paper :

genetic algorithms and simulated annealing. Later in the paper a more comprehensive

(and concrete) discussion about these methods will be given.

Since both genetic algorithms and simulated annealing involve the idea of

iterative improvement, albeit in different ways, the idea of improvement in this domain

should be made clear. As a rule the term "iterative improvement" can be interchanged

with the term "hill-climbing" [28] so a discussion of hill-climbing as it relates to the

methods under examination seems to be called for.

The hill-climbing analogy stems from a rather optimistic belief about the

objective function being used. If the space of potential solutions is viewed as flat (in

any number of dimensions), the landscape formed by the value returned by the

objective function (viewed as an elevation) creates a hilly terrain with higher points
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corresponding to "better" solutions. Attempting to find the best solution can then be

thought of as trying to climb the highest hill in the landscape, if the objective function

used is absolutely appropriate this peak will correspond to the best solution available,

hence the term hill-climbing.

From the start it should be pointed out that many researchers the phrase "hill-

climbing" in a fairly restrictive context that involves systematic search. Using this

terminology, hill-climbing can be described as testing each point (proposed solution)

adjacent to the point presently considered "current" (the point/solution being

explored). If any of these points score better under the measure of quality (i.e. an

objective function) being used then make the point that has the best score the current

point and continue exploration. Obviously the number of neighboring points that must

be explored goes up exponentially with the number of dimensions/parameters involved

in the problem domain under consideration.

In actuality the size of a "neighborhood" is entirely dependent on the functions

that are used to determine the "next" state. Many works deal with Boolean-valued

variables which can be informally thought of as unordered bit strings [1] or as semi-

ordered bit strings [21]. In a semi-ordered bit-string the relationship between some

bit positions is important but that between others is not. For completely unordered bit

strings the neighborhood of every point is every other point in the search space (since

the bits are not ordered and can only take on two values -- their present value and the

value that is not their present value). If this systematic hill-climbing is used then we

must restrict our neighborhood functions in some way (otherwise the only step in the

algorithms will be to generate and test all points in the problem space). For instance,

in the strictly Boolean domain we might only consider exploring (at any given step)

those strings at Hamming distance one from a given bit string. This reduces the size of

the neighborhood from 2N to N (where N is the number of bits in the bit string).

There are then at least two ways to consider strict hill-climbing methods in the

context of the TSP and those operators (e.g. ways of transforming one proposed

solution into another) that are commonly used when considering either simulated

annealing or genetic algorithm approaches to solving a TSP :

1) Try all instantiations of an operation and consider all of the resulting paths (gene

orderings) to be the neighbors of the path under consideration. This (for reasons of

practicality) involves limiting the "power" of the operators involved.

2) Non-systematically (randomly) generate path permutations under the operator(s)

under consideration. Only consider one of these permutations (the first one

generated) to be a neighbor of the present state. This forsakes a guarantee of
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finding even a local extremum.

In actuality (2) can be considered equivalent to exhaustive hill-climbing if we

consider time to be another parameter of the problem. That is, we may view (2) as a

systematic generation of all of the neighbors of a current state under the constraint that

these neighboring states must be generated in a time-neighbor manner as well as a

space-neighbor manner. While this may seem either an acquiescence to or a

contradiction of a rather ill-defined formalism, the distinction is important with respect

to other considerations that will be discussed later.

Another method of iterative improvement, called "gradient descent", is quite

similar to hill-climbing. It is most easily thought of as climbing an inverted landscape

(so hills become valleys and valleys become hills). However, unlike hill-climbing,

gradient descent requires the objective function to create a continuous landscape (or

some method must be used to create a continuous approximation to a non-continuous

landscape) for the computation of partial derivatives in each variable involved in the

problem. When all of these partial derivatives have been computed (at the

point/solution currently under study) the next solution produced is the one that results

from following the steepest vector of descent (or, if there is a tie, any one of the

steepest vectors).

While gradient descent was not employed in either of the programs that were

compared it will be discussed in relation to other works. The intimate relationship

between searching for the highest point and searching for the lowest point should also

be noted because while the systems implemented in this paper use hill-climbing

methodology they do so in a search for minimal points (inverted hill-climbing).

a. Genetic Algorithms

The use of genetic algorithms in computer systems is an idea usually ascribed

to John H. Holland. His seminal work [14] on the subject is still referred to in virtually

every paper published that deals with genetic algorithms. Although many of the

methods and justifications expressed by Holland are quite complicated and others

simply do not apply to the implementation at hand, the basic ideas and justifications

are quite simple to state.

Genetic algorithms imitate the evolutionary processes that occur in living

systems. Utilizing a kind of dynamic divide-and-conquer approach to problem solving,



13

genetic algorithms (GAs) attempt to improve estimates to a solution both by altering

these approximate answers in vacuo and by combining these various answers in ways

that resemble those seen in the reproductive process of biological systems. As with

any method that utilizes the divide-and-conquer methodology, genetic algorithms are

best-suited for problems that can be decomposed into a set of subproblems that can be

solved and patched back together to solve the large problem. However, unlike more

traditional divide-and-conquer methods (e.g. quicksort), genetic algorithms are applied

in domains where determining how to divide a problem into subproblems seems to be

both difficult and highly problem-specific. While no divide-and-conquer method seems

applicable if an optimal solution is to be guaranteed, the dynamic divide-and-conquer

method employed by genetic algorithms may have superior performance if nearly-

optimal answers are acceptable.

Typically the input to a genetic algorithm consists of a set of bit-strings

(usually random) and an objective function. These bit-strings are usually fixed in

length (i.e. bit-vectors) and completely ordered (the position of the bits in the string is

important). These bit-strings are actually potential solutions to the problem that is to

be solved. This simply means that there is a known way to interpret these bit-strings

such that they may express solutions to the problem under consideration. Of course

the convention of representation is considered (by the designer) before the genetic

algorithm is invoked. The supplied objective function takes individual bit-strings as

input and produces a quantity (usually a single real number). If this objective function

is, as is hoped, appropriate for the problem at hand, the value that it returns will be

monotonically higher (or lower, as appropriate) as potential solution strings approach

a correct solution to the problem (under the established interpretational conventions

discussed above).

The genetic algorithm alters these proposed solution strings via a set of

operations. In actuality, solution strings are not actually altered, a copy is produced

and that copy is altered. In a characteristic genetic algorithm there can be a great

number of such operators. However most genetic algorithms employ at least the

following : mutation, inversion, and crossover. The mutation operator takes a single

bit-string as input, inverts some number of bits in that bit-string and returns this altered

bit-string as its output. Inversion also takes a single bit string but, instead of simply

flipping random bits as mutation does, it reverses the order of some number of

consecutive bits in the string and returns this transformed copy to the system. The

final standard operator, crossover, requires the use of two potential solutions to be

used as material for creating a new solution. While there are many kinds of crossover
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operators the oldest and simplest is single-point crossover. In single-point crossover

the new bit string is created by setting a random point along the bit string that

represents one parent solution. Bits are copied from that parent until that point is

reached then bits are copied from the other parent (placing them in corresponding

positions in the offspring) until the string is fully-specified. After it is produced, the

new string (often called the "offspring") is passed to the objective function so that it

can be evaluated.

The output of the algorithm is usually the bit-string rated best by the objective

function. When the system terminates execution because its stopping criteria (whether

it is a time limit or an achieved objective value) the system selects the bit-string on

which the objective function returns the best value (highest in a maximization problem,

lowest in a minimization problem) and returns that bit-string as the answer. It is

notable that a genetic algorithm system requires a set of proposed solutions during

program execution but typically only outputs one such solution as an answer when

execution is complete.

The techniques most closely related to the genetic algorithm studied here are

those studied by Banzhaf [4] and Ambati, Ambati, and Mokhtar [3]. Although the

method described in Ambati et. al, has a superior time complexity (0(n lg n) ) to that

used by Banzhaf (0(n2-3)) both use similar problem representations and operators.

The difference between these two methods is centered around the survival and

reproduction criteria and will be discussed later. The genetic algorithm implemented

here more closely resembles that of Banzhaf. This choice was made because the

Ambati method seemed to produce tours that were not markedly superior to the

average greedy search. Since the mapping function was only one component of the

program being studied (GMendel) and because other parts of that program had 0(n2)

time-complexity it was decided to use the methods of Banzhaf. The most notable

difference between these two methods is the way in which proposed solutions are

selected and combined in a quest for better solutions. Although it will be discussed

later, it is notable that the same criterion that guaranteed 0(n 1g n) time-complexity

also virtually guaranteed poor performance. This is simply to say that a classic time-

quality trade-off had to be made and we selected quality over time.
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b. Simulated Annealing

Simulated annealing is, essentially, an attempt at simultaneous, non-parallel,

repeated attempts at iterative improvement. With a standard iterative improvement

method it is typical to make several attempts at finding a solution (from different initial

configurations) and to use the best solution found as the solution [1]. When simulated

annealing is used it is standard practice to rely on the answer supplied by a single

invocation of the algorithm. In order to improve the likelihood that the solution

provided by this single run is, in fact, better than a single run using straightforward

iterative improvement, there are a couple of modifications made to the iterative

improvement method.

The differences between strict iterative improvement and simulated annealing

revolve around the idea that runs of a strict iterative improvement method tend to give

good results when the system is started in some specific initial configurations. Since

some starting locations seem to be better than others (and it is hoped that some are

very good) it may be possible to use information available to the system while it is

working on an answer to determine promising (re-) starting locations [16]. By

exploring a number of starting locations that are statistically more likely to lead to

good end (solution) states, a single run of the system will likely produce better results

than the vast majority of runs started with random initial configurations. This is

especially true in domains where statistical methods are not considered robust [10].

Simulated annealing works by taking as input an objective function and a single

initial approximation to the answer and modifying that proposed solution with

whatever operators are available. If this modification produces a solution that is no

worse than the original (as indicated by its value under the objective function) then the

modified solution becomes the new solution to be modified. If this modification

produces an inferior answer then that answer becomes the new answer with a small

non-zero probability. This inferior answer can be considered a new starting location

because there is no guarantee that it is any better than a random guess. As execution

proceeds the likelihood that this probability decreases monotonically. When the

system stops and produces an answer it is usually acting on a strictly deterministic

basis because this probability has decreased to zero. If this decrease is slow enough

(e.g. infinitely slow) it can easily be shown that the optimal solution will be explored.

Simulated annealing was used by Kirkpatrick et. al to solve a specially

formulated TSP [16]. The results that they achieved with this method were quite good
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(considering their low computational cost). They also applied simulated annealing to

the design of computer circuit boards because, like the TSP, the design of such boards

involves a highly interactive feature space (one in which many of the components used

to specify a state can affect the relative quality of the other components in the state

specification) contoured in such a way so as to indicate that there are many near

minimal values but the relationship between these near minima is difficult (if not

impossible) to state in a concise manner. Since there is a trade-off between

computational cost and board construction cost this problem domain is another in

which nearly optimal answers are considered useful.

Kirkpatrick's results discussed in relation to the TSP show the usual behavior

seen in most simulated annealing algorithms. Early in the algorithm a rough outline of

the final tour can be seen and as time progresses that tour is refined (made shorter) by

the operators discussed in relation to the Lin-Kernighan heuristic (below). While

simulated annealing is referred to as an "adaptive divide-and-conquer" technique in this

article, that would seem to be something of a misnomer. The graphs in this article

would seem to indicate that the algorithm is trying to optimize the entire tour at all

points in time and not working in any discernible divide-and-conquer manner.

Although the implementation details are radically different than those

implemented for the purposes of this paper, connectionist networks have been used in

conjunction with both simulated annealing and genetic algorithms to solve problems

closely related to the TSP [1, 2, 8]. Although there does not seem to be a special term

for connectionist implementations of genetic algorithms, the connection ist version of

simulated annealing is implemented with a modified Hopfield net called a Boltzmann

Machine [25].

In a simple Hopfield net processing elements are always in one of two states,

excited or inactive. While there is no limit on the connectivity of such a system,

Hopfield nets are usually sparsely connected. Each connection provides a symmetric

reinforcement to both units involved to be either excited or inactive. To use a

Hopfield net (usually for classification) a processing element is selected at random then

all of its neighbors are polled. Every active neighbor contributes the weight of the

connection to a sum (initialized to zero) while all inactive neighbors contribute nothing

to this sum. If, after all of the neighbors have been polled, the sum is positive, the

processing element is marked active and another is selected. Due to the nature of

Hopfield nets it is known that they will settle into a stable (steady) state. The process

of becoming stable is sometimes referred to as parallel relaxation. Because there are a

finite number of such stable states, each one can be considered as a separate class. By
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associating different initial configurations with different features, classifications can be

made based on full or partial feature specification.

A Boltzmann machine is essentially a Hopfield network with an additional

(meta-) parameter, called "temperature", that acts on a probability distribution (the

Boltzmann distribution). Unlike a traditional Hopfield net that should always learn the

same "pattern" given the same input, the pattern learned by a Boltzmann machine

depends upon this meta parameter. When this parameter is high and the likelihood of

accepting a "pattern" as correct (in a two-class system) is high the system tends to

determine the most important features of a concept. That is, a when this parameter is

high, the system is likely to approach an accepting state emphasizing the coarse

features of the input (as do more traditional simulated annealing algorithms). As the

parameter is lowered it is hoped that the system avoids any sub-optimal attractor states

and will approach the correct state. This is due to the nature and use of the meta-

parameter. In a strict Hopfield net the state of a node is deterministic and is directly

related to the weighted sum of its connections to active neighbors. In a Boltzmann

machine the activation is not as simple as that in a Hopfield net. A Boltzmann

machines processing units are stochastically activated based on (usually) a Boltzmann

probability distribution

1

P=
1 + e 'T

where AE is the activation total and T is the meta-parameter.

The advantage that such a system has over such methods as back-propagation

is most evident in noisy domains [1]. Since the genome mapping problem can be

thought of as a linear mapping carried out in a noisy domain such machines would

seem applicable to the problem at hand. Also, the fact that all of the weights in the

network can interact so as to allow all of the available information to be exploited at

each step would seem to be an advantage over the strictly local decisions made by

more traditional simulated annealing algorithms. Unfortunately, such a system is not

readily applied to numerical problems like the TSP because of the size of the training

set required and the time-complexity of Boltzmann machine training in general.

Curiously, one of the notable drawbacks of Boltzmann machines is that they tend to

settle into wide shallow minima instead of narrow, deep minima. Wide, shallow

minima are those sections of the landscape produced by the objective function (or the

actual solution quality) that contain many neighboring answers that are not nearly as

good as the best answers available but are considerably better than the answers that
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exist on the perimeter of this neighborhood. The genome mapping problem seems to

be sparsely populated by narrow, deep minima and the wide, shallow minima can be

easily side-stepped (for the most part) with some simple pre-processing. Therefore it

seems that this disadvantage may not be relevant in the domain studied here.

Another model of connectionist machine is more directly applicable to

problems like the TSP. This method is called stochastic iterated genetic hillclimbing

(SIGH) [1]. Essentially, SIGH search is a hybrid combination of simulated annealing

and genetic algorithms set in a connectionist framework. The probabilistic component

of the search technique lends the non-deterministic flavor of simulated annealing (and

the nice mathematical properties seen in the Boltzmann distribution) to the system

while the genetic algorithm component of the technique allows the system to retain

(and exploit) the information gained by looking at many different areas of the search

space simultaneously.

c. The nature of the standard methods and alternate approaches

Many researchers have done studies to try and determine the kind of

problem/search spaces that are amenable to techniques such as simulated annealing

and genetic algorithms [1, 12, 21] While many of the spaces investigated are closed-

form smooth mathematical functions, combinatorial domains and smooth numerical

approximations to numerical domains have also been studied in this context. Although

the dimensionality of the solution space involved in both the genome mapping problem

and the TSP is quite high (that of the number of genes to be ordered or cities to be

visited, respectively), it has been demonstrated that results found in low-dimension

combinatorial domains have direct extensions in these higher-dimensional spaces [1,

2]. Unfortunately, we cannot visualize these high dimensional spaces so if we wish to

"get a feel" for the problem spaces we must rely on two- and three-dimensional

analogs of these spaces.

Obviously the topology best-suited for straightforward hill-climbing is a

continuous unimodal space. In such a space, one or more equivalent goal states exist

and all neighboring points approach these states in a smooth manner since there are no

locally best states that are not globally best.

The worst topology for any non-exhaustive search strategy is any variation of

the random Boolean CNF in fully specified form. This problem is a form of another
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NP-complete problem called "Satisfiability" in which the goal is to find exactly what

values in a truth table satisfy the function (make it true). In such a topology there is no

"clue" about the proximity to a goal state. Such spaces are sometimes called GA-hard

[10] in relation to genetic algorithms (the phrase SA-hard in relation to simulated

annealing would also seem appropriate but terminology is not used in the literature).

While in a strictly Boolean space there are no locally best states that are not globally

best there is also no indication as to how close a given state is to a goal state; a

solution either satisfies the constraints or it does not and one solution may not have

any relationship to another. It may be interesting to note that this indicates that there

are some NP- complete problems that are more difficult than others given a specific

approach to use and criterion to satisfy. This does not contradict the equivalence

between NP-complete problems that was stated before. Essentially this difference is

the result of the fact that no non-optimal answer in this domain is of any use while

there are usually a great number of sub-optimal answers in a large TSP that, although

non-optimal, are considerably better than others. The "unfriendliness" of the CNF

terrain can be compounded somewhat by assigning more than two values to the

"satisfied" states, making the terrain non-Boolean but retaining its discrete

(discontinuous) nature. In such a case even the equivalence between local

maxima/minima and global maxima/minima is lost. That is, the nature of the space is

altered so that there are local extrema that do not have the same "score" as global

extrema.

In reality, neither one of these spaces is of much interest. The first is so well

behaved that it occurs rarely outside of domains where simple gradient descent can be

used while the latter is amenable to nothing short of an exhaustive search. The

topologies that are the most interesting and most pertinent in the comparison between

genetic algorithms and simulated annealing are those somewhere between these two

extremes.

In general, state spaces appropriate for such methods as simulated annealing or

genetic algorithms have the following characteristics [1, 28] : 1) More than one

extremum that is not the same as the global extremum. 2) Fairly steep, smooth

surfaces around the desired peak(s). 3) Lack of any simple regularity or, at least, any

known simple regularity. Although simulated annealing and genetic algorithms may

perform admirably in problem spaces that lack (1) and (3), if the problem is known to

violate these constraints (i.e. be a "better behaved" problem) then there are other

methods that are probably better suited to the problem.
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It has been demonstrated that many TSPs exhibit some of these characteristics

[6] and it is my intention to demonstrate similarities between TSPs and the genome

mapping problem despite the differences between the two domains. In essence, it is

my assertion that a "typical" genome mapping problem of a given size is as difficult as

a typical TSP of the same size.

Since I contend that the genome mapping problem bears a strong resemblance

to the TSP it is seems natural to look into techniques that have been used to get good

solutions to the TSP. Although there is a good deal of literature detailing the

experimental results of genetic algorithms and simulated annealing applied to the TSP

there is one method that has become the standard basic method for solving the TSP.

This approach is called the Lin-Kernighan heuristic [18].

The Lin-Kernighan heuristic is an 0(n2) method used to find good solutions to

the TSP. While the idea is extensible to other domains such as graph partitioning it

was developed with the TSP in mind. Essentially, the idea is to consider all possible

tour edges as a single set. From this set we wish to select that set of edges that will

connect all cities, have each city as the terminus of exactly two vertices, and have a

shorter total distance than any other set of edges that will do the same thing. This is

obviously just a restatement of the TSP but, as is often the case, the language in which

the problem is expressed suggests the kind of methods that can be used to solve the

problem.

The basic idea in the Lin-Kernighan method is to consider an exchange

between a set of edges that compose a tour of all of the cities that must be visited and

the edges that are not in the tour. It is known that there is some pattern of exchange

that will result in an optimal tour being produced (simply exchanging all of the edges

in the tour in progress for those in the optimal tour for example). Unfortunately, this

guarantee (and the fact that there does not appear to be a way to make the guarantee

any stronger) is the very thing that dictates the super-polynomial nature of the

problem. Older methods that took a similar view of the problem usually considered

some fixed number of exchanges between edge sets during each iteration of the

algorithm. This fixed number of exchanges had to be kept small (due to combinatorial

explosion) but it was theoretically and experimentally indicated that using a larger

fixed number was a promising (if impractical) idea. Based on the observation that if a

sequence of numbers has a positive sum (i.e. yields a better answer) then there is a

cyclic rearrangement of these numbers such that every partial sum is positive, it was

discovered that the idea of only considering a fixed number of exchanges was

artificially limiting and that the number of exchanges to be attempted in any one step



21

need not be fixed. The stopping criterion (stop as soon as the partial sum becomes

negative) allowed the algorithm to avoid the strict exchange limit and yielded better

results in practice. In the TSP we consider the partial sum to be the difference

between the total length of the edges that are different in different proposed solutions

to the problem.

Of course, the Lin-Kernighan heuristic did not simply explore every edge

exchange possible. It attempted to find those edges that were the most out of place

and replace them with better edges. Although the simulated annealing algorithm has

the potential to behave like the Lin-Kernighan heuristic and despite the fact that there

is nothing to prohibit the use of a Lin-Kernighan operator in a genetic algorithm, the

Lin-Kernighan heuristic is not used, as such, in either of the programs studied here.

There are a few justifications for avoiding the use of this operator. The first reason

has more to do with semantics than anything else. Using operators as complex as the

Lin-Kernighan heuristic would probably result in the genetic algorithm crossing the

rather hazy boundary between genetic algorithms and genetic programming. Genetic

programming differs from genetic algorithms in that the former employs operations

that are tailored for the specific problem that is being studied while the latter relies on

the idea that there are certain generic operations that can be employed to solve the

problem (given an appropriate representation of the problem and the solutions). The

other reason behind avoiding the Lin-Kernighan heuristic as an operator is more

closely related to the nature of the problem space. One strong guide that a two-

dimensional TSP solver has is that no optimal tour will contain any edges that cross.

Implementations of the Lin-Kernighan heuristic exploit this fact by using it to

determine which edges are the most out of place (and should, therefore, be involved in

exchanges). Since the genome mapping problem as stated consists of contradictory

information there is no guarantee that the optimal tour will not involve crossings (or

even that the number of such crossings will be kept to a minimum) when the entire set

of the inconsistent distance data is viewed in conjunction with a proposed mapping.

Other techniques for solving the TSP are considerably more complicated in

their implementation that either of the methods studied in this paper. The linear

programming techniques used by Grotschel and Holland [24] allowed them to solve

large (1000 city) TSPs to optimality in a reasonable amount of time. By using

numerous runs of the Lin-Kernighan heuristic as a basis for implementing a linear

programming technique, Grotschel and Holland decided to guarantee optimality at the

expense of exponential time-complexity. If a way can be found so as to use this

method directly (perhaps by translating the contradictory distance information into a



22

best-fit in two-space) it might be worthwhile to use such a provably optimal solver in

the genome mapping domain. Alternatively, simple branch-and-bound with some sort

of ordering heuristic might prove capable of exploiting the information gleaned from

many such pre-processing runs.

B. Cases under consideration

The data used to test the algorithms varied in size and origin. All data sets

used were derived from pedigree information. Pedigree data contains a history of the

genetic information contained on a set of chromosomes from members of generations

who have cross-bread (or cross-pollinated). To determine the crossover information

(which will yield the distance data) each gene that is to be mapped should have more

than one allele. Alleles are different forms of the same gene. For example if a

chromosome contained a gene to determine height, there might be three alleles (e.g.

tall, medium, and short). Since these alleles have different physical appearances, the

chromosomes containing different alleles can be differentiated although, of course, the

actual meaning of those alleles (what physical traits they relate to) may not be known.

The important thing is that the probability that certain genes will appear together on

offspring from different chromosomal progenitors is related to the distance between

the genes. Genes that are close together on a chromosome will tend to be transferred

together from parent to progeny. If a gene did not have different forms (alleles) this

data would not be useful.

1. How the data was acquired

There were two classes of data used in testing the algorithms,

real/experimental and simulated data. The experimental data was supplied by Dr. J. L.

Holloway of the Oregon State University Crop Science department while the

simulated data was generated by a computer program that created a set of randomly

spaced genes along a chromosome and, from this, a set of corresponding pedigree

data.
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In the remainder of this paper there are a few words that are used in

nonstandard ways. Two of these terms are "group" and "cluster". In the context of

this paper a group is a set of loci that (according to distance estimates) is significantly

distant from any Other set of loci on the chromosome. Generally, two loci are

considered to be "significantly distant" if they do not seem to be strongly linked. In

practice, members of a group are determined as follows :

1) A distance threshold (recombination fraction or recombination distance) is selected.

2) A group is initialized to hold one loci.

3) All genes within the threshold distance from any member in that group are

added to the group.

4) Step 3 is repeated until no change is made in the group (in any single repetition)

In looking at (1)-(4) it is easy to see that there may be members of a single

group that are very far apart. In any such case, however, there will be many loci

located between these two distant members (in at least one ordering).

A cluster (or block) is somewhat analogous to a group in that a cluster is

comprised of loci that are very strongly linked to each other (the distances between

them are very small) and not to members of any other cluster. The method for

determining the members of a cluster is simpler (and less prone to error) than that of

determining group members but is only done while the mapping is proceeding (not in

the pre-processing phase). To determine the members of a cluster a separator distance

is determined. Then, starting at one end of the chromosome, loci on the chromosome

are put into the first cluster until an inter-loci distance is greater than the set distance.

At that point the second cluster is initialized to that next locus and processing

continues. That this method is more reliable than that used to determine group

membership is arguable but, since it tends to err on the side of exclusivity it seems

more appropriate for the methods described here.

While the results concerning real data were assigned more validity than those

involving simulated data, there were benefits to using simulated data. At this time it

seems rather difficult to get the kind of real data needed for the system and acquiring

real data in whatever size is needed/desired would seem to be an impractical goal at

any time. Artificial data was also useful in that it possessed characteristics that

distinguished it from the real data. This allows us to see how truly flexible a given

methodology is.

It is important to note the difference between the simulated data and the real

pedigree data for barley used for the experimental results discussed here. While the

difference in the number of loci under consideration is not significant (100 in the
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largest simulated data set and 95 in the largest group in the barley data) the differences

in the structure of these gene sections (and our computer simulation of them) is

appreciable in at least one important way. While the simulated data has loci more or

less equally spaced along the length of the chromosome, the barley data actually shows

a series of clusters. Perhaps less significant is the fact that the total length of the real

gene, as measured by the summation of adjacent recombination fractions on the best

runs observed, is approximately five times that of the simulated data. This is

considered a less important characteristic difference than the disparity in distribution

profiles because it is something of an artifact of the method used to decide which

genes belong in a given group. In truth, this 95-loci group is composed of two groups

that were commingled by the grouping algorithm. While experiments were performed

on the two (correct) components of this group, the experimental results relating to the

erroneously large group are going to be considered as valid guideposts because it took

human intervention to force the machine to split the group into two parts. Such

human intervention is not truly a part of either algorithm under investigation.

Given the differences between the real and simulated data there are a few

conclusions that can be naively drawn about the similarities in the expected

performance of these gene mapping methods when they are applied to these data sets.

It is obvious that the average distance between any two genes in the simulated data is

far less than the average distance between genes in the real data. Since the reliability

of recombination fractions (and recombination distances) is related to the distance

between genes (as distance increases reliability decreases in some super-linear manner)

and because the real data contains many localized clumps (as opposed to the more

uniform structure of the simulated data) it would appear that, when using the real data,

inter-cluster orderings may be reliably formed but intra-cluster orderings will be a bit

more suspect. Since the simulated data is (to some extent) one large group, this inter-

cluster reliability should work in favor of correctly ordering the simulated data (and/or

against determining optimal orderings of the real data).

Figures 2-13 are graphic illustrations of the ordering problems. Each of these

charts shows the relatively smooth nature of the spaces when a very good (optimal or

near-optimal) ordering is determined. To construct each of these charts the optimal

answers produced by the methods examined in this paper were produced. For the

charts referred to as non-scaled, a set amount is added to the x-coordinate as every

point is drawn (points are later connected with lines). The y-coordinate for the nth

line (corresponding to the nth loci in the ordering) is proportional to the distance (as

measured by either recombination fraction or recombination distance as indicated) that
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was originally calculated between the two loci under consideration. The first loci in

this pair is the pth one in the ordering (where p is the row number starting with one (1)

at the top of the graph). The second loci is the qih loci in the ordering where q ranges

from 1 to N and is indicated by the horizontal position of the graph point. The so-

called "scaled" charts are similar except that, in them, the x-coordinate is directly

related to the total distance between these two loci as that distance is measured

through all intervening loci (a slight modification of the SAR function). Between lines,

the same set amount is added to both the x- and y-coordinate so that each line is offset

from the last.
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Figure 2 : Non-Scaled linearity chart for a linear structure derived from a
random distribution. This chart reflects the best mapping seen for the 95-loci
set of data derived from real barley pedigree information. Recombination
fractions used.
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Figure 3 : Scaled linearity chart for a linear structure derived from a random
distribution. This chart reflects the best mapping seen for the 95-loci set of
data derived from real barley pedigree information. Recombination fractions
used.
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Figure 4 : Scaled linearity chart for a linear structure derived from a random
distribution. This chart reflects the best mapping seen for the 95-loci set of
data derived from real barley pedigree information. Recombination distances
used.
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Figure 5 Non-Scaled linearity chart for a linear structure derived from a
random distribution. This chart reflects a 100-point linear structure. Distances
used.
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Figure 7 : Non-scaled linearity chart for a linear structure derived from a
random distribution. This chart reflects the best mapping seen for the 100-loci
set of data derived from simulated genetic data. Recombination fractions used.
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Figure 8 : Scaled linearity chart for a linear structure derived from a random
distribution. This chart reflects the best mapping seen for the 100-loci set of
data derived from simulated genetic data. Recombination fractions used.
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Figure 9 : Scaled linearity chart for a linear structure derived from a random
distribution. This chart reflects the best mapping seen for the 100-loci set of
data derived from simulated genetic data. Recombination distances used.



Figure 10 : Scaled linearity chart for a linear structure derived from a random
distribution. This chart reflects the best mapping seen for the 51-loci set of
data derived from real genetic data (part of the 95-loci set). Recombination
fractions used.

33



Loci-to-Loci S.A.R.

Figure 11 : Scaled linearity chart for a linear structure derived from a random
distribution. This chart reflects the best mapping seen for the 51-loci set of
data derived from real genetic data (part of the 95-loci set). Recombination
distances used.
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Loci-to-Loci
S.A.R.

N

Figure 12 : Scaled linearity chart for a linear structure derived from a random
distribution. This chart reflects the best mapping seen for the 44-loci set of
data derived from real genetic data (part of the 95-loci set). Recombination
fractions used.
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Figure 13 : Scaled linearity chart for a linear structure derived from a random
distribution. This chart reflects the best mapping seen for the 44-loci set of
data derived from real genetic data (part of the 95-loci set). Recombination
distances used.
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Although the intervention of a human expert was not considered part of the

algorithm it may be interesting to compare the difference between Figure 2 and the

pair of Figures 10 and 12. While Fig. 2 still presents a fairly rough landscape, Figs.10

and 12 appear to be reasonably smooth. This certainly makes sense when we realize

that the data used to construct BB is somewhat suspect (being composed of two

groups instead of a single group). In all cases, graphs of randomly ordered graphs of

the type displayed in Figures 2-13 are so "noisy" that they do not appear to be proper

graphs at all. Instead they appear to be random line drawings.

2. Size of the Data

In all experiments discussed in this paper, the term "size of a problem"

corresponds directly to the number of genes/loci in a group since the system only sorts

the members of one group at a time (i.e. group size and problem size are

interchangeable terms). There are implicit assumptions that : 1) The distance between

groups is so large that it is very unlikely that any loci will be placed in the wrong

group before being ordered and 2) That the ordering of the groups themselves (as

opposed to the ordering of members within a group) is a relatively simple problem. As

the size of the data sets (both real and simulated) become larger this ordering among

groups (2) may evolve into a non-trivial problem but that issue is not taken up here.

The premise that group membership will always be decided correctly is, as has already

been mentioned, somewhat optimistic. While the procedure used to determine group
make-up is very unlikely to erroneously exclude members, it may well combine

groups. This groups amalgamation problem is a result of the group forming

algorithm's virtual guarantee that it will not separate members of the same group. If
one member of a group is (erroneously) added to another group then all of the other

members of that group are also likely to be added to that other group. This can be
avoided through the intervention of a human expert or by using more sophisticated

techniques to determine group membership.
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C. Description of GMendel (the front -end)

The front end to the mapping programs was the same in both cases. Therefore the
quality of the data supplied to both systems was identical. The front end is a large

statistical package called "GMendel" written by J.L. Holloway.

1. What it is

GMendel is a large, powerful program written by J. L. Holloway. It was

written with the intent of generating loci mappings given simple pedigree data (in a

few particular formats). While GMendel is best thought ofas a large, integrated

package, the experimental results discussed here required modifications to certain

sections of the program. This was necessary because one of these "integrated parts" is

the one that calculates the genome mapping when given the complete, inconsistent

distance table.

2. The data it supplies

Although GMendel supplies many different kinds of data (depending upon the
inquiries made to it), there is only one kind of data of concern here, inter-loci

distances. Given the pedigree data, GMendel calculates the recombination-fractions of

all of the genes on the chromosome. These recombination fractions relate to the

distance between two genes.

Using recombination fractions it is possible to quickly derive recombination

distances between loci. There are a number of functions that can be used to derive

recombination distances from recombination fractions [22]. While it may seem ill-

advised to use a function whose correctness is not known (otherwise there would be

just one function used to map recombination fractions to recombination distances) the

Kosambi interference function used in GMendel is widely used and had the benefit of

making the resulting map appear to be more linear than the same map when

recombination fractions are used as the distance criterion. These "distances", whether
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recombination fractions or recombination distances, are calculated for all loci on the

chromosome for which there is information and stored in a symmetric two dimensional

array. While all of the inter-loci distances are calculated there are many distances that

are not of concern in this paper. Specifically, intra-group distances are not dealt with

at all. So, while the distances between all genes on the chromosome are calculated,

the only distances of concern here are those between genes in the same group.

3. Its time complexity

It would seem to be a reasonable goal to restrict the time allotted to the

ordering part of the system to be of the same order as that of the statistical part.

Unfortunately, this goal may be overly ambitious as some of the best methods for

solving this sort of problem (TSP) such as the Lin-Kernighan heuristic are 0(n2.2)

[24] while the statistical engine ("front end") in GMendel seems to require 0(n2) time.

The time-complexity comparison also may be unreasonable because GMendel's time

requirement depends on the total number of loci on the chromosome involved while

the mapping functions time-space requirements are directly related to the number of

loci in a chromosome group (a chromosome may contain more than one group of

loci).
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111. THE METHODS USED

Two well-:known methods were integrated with GMendel and their results are

compared here. The first method under consideration is a simple genetic algorithm.

The second (and the one already in place in the GMendel package) is a fairly standard

implementation of the simulated annealing algorithm.

Both of these methods try to escape the bane of any such heuristic optimization

technique : local minima that are not global minima (more importantly, local minima

whose values differ markedly from global minima). Since we are approaching this as a

weak constraint satisfaction problem we do not consider all sub-optimal answers to be

equal but we are looking for "satisficing" performance [26]. That is, some assurance

that our answers are close to optimal. Empirical evidence to indicate the quality of an

answer can be gained in 0(n2) time through the comparison to greedy tours generated

for the same problem.

This section includes a discussion of the reasoning behind the manner in which

these methods were used as well as some ideas about how these implementations

might be improved.

A. Genetic Algorithms

1. The general method

One of the systems used was a reasonably standard implementation of a genetic

algorithm (GA). With this method there are a number of approximations to the

solution retained for reference. These solutions-in-progress are often called

chromosomes and elements of the solutions are called genes (hence the term genetic

algorithm). These solutions should not be confused with the chromosomes that the

system is attempting to map. That is, they may be considered analogous to those

chromosomes in this particular application but this correspondence is not a general

characteristic of the GA method. Any of these "chromosomes" may be changed in a

number of ways (these operation are described below). In reality the solution is not, as

a rule, actually changed; a copy of the solution is changed and either retained or
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discarded based on various criteria. It is worthwhile to note that any chromosome that

is modified in this way can be thought of as reproducing. Production of a new

chromosome/solution can be performed using only one or more parent

chromosomes/solutions.

By storing a number of potential solutions to the answer, a genetic algorithm

attempts to "learn" about different parts of the feature space of the problem at hand.

Since it is impractical (from a time and space complexity standpoint) to store and refer

to all of the potential solutions, genetic algorithms employ various selection and

preservation strategies. Selection strategies deal with determining which proposed

solutions are going to be involved in attempting to create better solutions while

preservation strategies dictate the criteria used to decide which solutions to store and

which to eliminate.

Selection and preservation strategies are almost always intimately related (as a

rule the two terms could be used interchangeably). This is because it does not usually

make any sense to retain a proposed solution if the information contained in that

solution is never going to be operated on in any way so as to derive a better solution.

Such strategies range from very simple to the highly sophisticated [10].

One of the least complex reproduction strategies commonly employed is the

simple "survival of the fittest" strategy wherein all proposed solutions are rated

according to some evaluative function at every time step. These solutions are then

ranked from best to worst and the M best solutions are preserved at every step. While

this method is simple and fast, in our domain it has the unfortunate tendency to cause

all of the proposed solutions to become identical and relatively stagnant while they are

still quite sub-optimal. This occurrence is referred to as genetic collapse. Other

selection strategies like "stochastic tournament sampling" base reproduction

characteristics on random comparisons between different subsets of the proposed

solution set. This method is more time-consuming than the survival of the fittest

strategy but its probabilistic nature makes it less prone to the aforementioned genetic

collapse. The method employed here is something of a compromise between the two

and is related in detail below.
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2. Specifics of this implementation

The representation used for this problem was originally used by Grefenstette

[11] and later adopted by others. In this representation the strings manipulated by the

genetic algorithm are composed of the loci to be visited in the same order that they are

to be visited. In other words, the strings are copies of proposed chromosome

mappings. This representation was used not only because it seems to work better than

other proposed representations but because it is easily understood and manipulated.

The nature of this structure also makes the time required to check for inadmissible

tours/maps quite small.

The reproduction strategy employed in our implementation of the genetic

algorithm is something of a compromise between the strictly global nature of survival

set selection and the complicated tournament strategies mentioned above. This

method is the same as that used by Banzhaf [4] and attempts to avoid genetic collapse

by making reproduction decisions based entirely on local information. In this

implementation only the chromosome (or set of genes) involved in creating a new

solution is compared to that solution when the retention/deletion decision is made.

The least fit (according to whatever criteria is used) member of the set is then deleted.

This method was demonstrated to be highly resistant to genetic collapse in the class of

problems that is under investigation here. Obviously a limit must be placed on the

number of genes that can be involved in the formation of a new solution string or else

this method has the potential of becoming as vulnerable to genetic collapse as the

simple survival set strategy is known to be.

B. Simulated Annealing

1. The general method

The simulated annealing algorithm attempts to avoid settling into local minima

not by beam-search (i.e. limited parallel search) but by sometimes taking locally bad

moves. The frequency with which the system takes (what appears to be) a misstep is

usually defined by a simple exponential function (usually following the Boltzmann
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distribution). At first the system is quite likely to take these bad (as measured by some

evaluation function) local moves but it becomes less likely to do so as the program

proceeds. This is usually referred to in the literature as the "cooling" of the system (in

an analogy with the physical annealing process whereby a metal or crystal is cooled

gradually).

Although there are many references in the literature to the homogeneous

physical systems that respond well to the annealing process and, perhaps more

appropriately, to the heterogeneous systems [16] (spin glasses) that seem to require

annealing to reach stable states, an understanding of such systems is not required to

understand the annealing algorithm.

Simulated annealing is probably most directly related to the Metropolis [19]

algorithm for finding stable energy states in complex systems. In the Metropolis

algorithm an initial configuration is established then an element of the system is

displaced. if this displacement leads to a more stable (lower energy) configuration the

displacement is retained (the system is changed). If this displacement leads to a less

stable (higher energy) state the change is probabilistically retained in the hopes that

this change was not locally best but is, for whatever reason, useful in finding a final

energy state that is lower than would be found by following only descending energy

paths.

The basic idea behind the computer implementation of the simulated annealing

algorithm in highly feature-interactive domains is that the system will first determine a

coarse approximation to the final solution (by approaching the widest attractor in the

space) and then, as the stochastic nature of the system is made more deterministic, the

finer grained elements of the correct solution will materialize as the process converges

on the best answer (highest peak or lowest valley) in the space. Of course, this works

best when the highest peak is (in some sense) in the middle of a wide attractor but if

the progression from random moves to a strict hill-climbing method is slow enough the

system will work in any appropriate feature space.

2. Specifics of this implementation

In the implementation discussed here the temperature is at a very predictable

rate (by a constant factor every Q iterations of the system). There are other

implementations that cool the system whenever a better answer is achieved. In such a
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system the temperature is usually lowered by an amount related to the distance

between the new best answer and the old best answer. Since two of the goals of this

system are predictability and consistency, this fluctuating cooling rate was not used.

This implementation utilizes a small extension to the standard simulated

annealing algorithm by storing the best answer seen so far at all times. Every time the

temperature of the system is lowered the answer being explored is replaced with this

stored best answer. This is done in an attempt to prevent the system from exploring

an unpromising section of the feature space for too long. This also allows the system

to avoid a severe performance penalty if it happens to take a particularly bad step late

in the execution of the program. While taking such a bad step late in the program is

unlikely to happen (since the temperature of the system should be near zero and,

therefore, the program should be behaving in an almost purely deterministic mode) the

fact that it is avoided should decrease the variability of the systems answers while

preserving something of the non-deterministic nature of the simulated annealing

algorithm.

C. Operators and Parameters

Since both of the systems here allow the use of the same representation for

solutions (proposed gene mappings) and because we are attempting to compare the

efficacy of the systems it was decided to attempt to keep the two programs as similar

as possible. While the operators used and the parameters that were varied were akin

in the two systems, there were both obvious differences (e.g. genetic algorithms do not

usually have temperature parameters) and unexpected differences (e.g. the same

evaluation functions had different results in the two domains).

1. The Operators

Although Holland shows [14] that mutation, inversion, and cross-over are

sufficient for solving problems appropriate for genetic algorithms, other operators can

improve the efficiency of a system. There were eight operators used in the genetic

algorithm implemented here : mutation, inversion, cross-over, "smart" mutation,
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cutting, block inversion, block swapping, and inverted block swapping. All of these

operators except for cross-over were used with the simulated annealing algorithm (this

omission will be explained later).

As will be detailed, with the GA method it is possible to allow two (or more)

chromosomes to produce "offspring" through a process similar to one that real

chromosomes undergo, cross-over. The memoryless nature of the simulated annealing

algorithm does not allow this operator (unless the system is, in fact a hybrid of

simulated annealing and genetic operators). Another difference between the GA

method and the SA method is that there is no attempt in the GA method (after the

system is initialized) to overcome local minima; once an operation is applied to a

chromosome (or set of chromosomes), that (new) chromosome's/offspring's fitness is

assessed and it is either retained or destroyed based solely on its fitness. Genetic

algorithms are (at least partially) based on the idea that a large enough initial

population of different individuals along with a reasonable operator set may be all that

is needed to overcome local minima. It is hoped that the members of the initial

population that can be transformed, by the operators being used, into good solutions

will not be eliminated (crowded out) or contaminated by other members of the

population before these good solutions can be generated.

Mutation (or simple mutation) is almost as straightforward as it sounds. In

Holland's original bit-encoded work mutation was simply the inversion of some

number of random bits in the genetic representation used by both systems. Here, since

the genetic representation must always consist of the same set of numbers, mutation is

more easily thought of as simply swapping the position of two numbers

(corresponding to locus labels). This has the same effect as mutation implemented as

bit-twiddling but only allows admissible solutions to be considered and thereby avoids

the huge time penalty of generating and dismissing many inadmissible solutions.

Mutation introduces only small changes to the overall solution being explored but

these changes can have a large impact (for good or ill) on the quality of a solution.

Many researchers believe that mutation should only be used as a background operator

(low priority) or only in the event that the population begins to converge [23]. In our

implementation, however, mutation was not treated as special because it is believed

that the reproductive plan coupled with the strict hill-climbing nature of the search

makes the distinction between mutation and other operators unimportant in this

context.

Inversion entails taking some section of the genetic representation and

reversing it. In our representation it does no good to invert the entire string or simply
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one element of the string (since this always yields solutions with the same fitness as the

non-inverted solution) but all section lengths between 2 and N-1 (where N is the size

of the representation) are equally likely to be used as inversion sections. That is, no

attempt was made to make this operator "smart" in the Lin-Kernighan sense by

attempting to determine what section should be inverted by attempting to determine

how out-of-place a given section is.

Cross-over (or reproduction) is the only operation that involves more than one

proposed solution. In the implementation studied here, cross-over is always done

between pairs of chromosome strings. Pair-mating is the most common crossover

practice in genetic algorithms. This probably stems from the biological basis of genetic

algorithms[14]. The cross-overs implemented here are restricted to pair mating, dual

cross-overs. This method works by selecting two points on the first

solution/chromosome, copying this section to initialize another chromosome and then

copying all of the loci that are not included in this partial solution from the second

solution (in the order that they occur in that second solution). There is little reason to

restrict matings to pairs when computer simulations are used but, since the proper

sequence of pair matings will result in the same chromosome as larger set matings,

there seems to be little justification to break with tradition. In the program studied

here, dual-crossover (using two cross-over points instead of one) is used both because

there have been some studies to indicate the superiority of multiple crossovers and

because of the potentially circular nature of the solutions being proposed (if the

endpoints of this string are incorrect). While there may be some justification in

studying both of the offspring of this coupling, it was decided that only one of the

potential progeny would be generated and tested. This was done for a number of

reasons. The first justification for this decision is the simplest : it takes less time to
generate and test a single offspring. It is also commonly held that the reason for

generating more offspring is to preserve (or even encourage) diversity in the

population. Due to the nature of the selection process used here, it is hoped that

genetic collapse will not occur unless there are overwhelming forces driving it to occur

(for instance, if the search space is, in fact, unimodal). The final reason for this

decision is the hardest to justify but relates to survival and reproduction of the fittest

solutions : if one of the offspring of a given pair-mating is a poor solution to the

problem then we do not expect any of the offspring that may result from this pair-

mating to be good solutions either.

As has already been discussed, the operators used in this implementation of

simulated annealing are almost identical to those used for the genetic algorithm system
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studied here. The one difference is that there is no crossover (breeding) operator used

in the simulated annealing program. This is true for the simple reason that simulated

annealing systems are, in a sense, memoryless. The only answer that they maintain is

the one that they are working on (and, sometimes, a backup). There is, therefore, no

set of chromosomes to perform crossover with.

A second form of mutation (referred to here as "smart" mutation) differs from

straightforward mutation in the way that it picks one of the loci to be exchanged (the

other is picked at random as in simple mutation). This locus is selected with a

likelihood proportional to its distance from its nearest neighbor. This was done in

order to increase the likelihood that single loci that were not supposed to be near their

neighbors would be removed from their neighborhoods. If all of the loci on a

chromosome were randomly (or uniformly) distributed on that chromosome in the

correct solution then the justification for this is obvious. In practice it seems to work

better than simple mutation although it does incorporate domain knowledge into the

system and that might tend to make the system less flexible.

The cutting operation is somewhat like the inversion procedure already

discussed. When cutting is used, one section of the chromosome is selected and

moved to another position on the chromosome but the order of that section is

preserved. This is included both because Banzhaf [4] uses it and because it is good at

greatly improving solutions that contain large sections of good maps but have them

arranged improperly, thereby concealing the fitness of the proposed solution.

The first block operator, block inversion can be best thought of as inversion

with a little domain knowledge added. In block inversion blocks are determined by a

method (described above) involving inter-locus distance. Any two adjacent loci

separated by more than the average inter-locus distance are considered to be in

different blocks. This operation first partitions the proposed solution into blocks of

loci, selects a block at random, and inverts that block. Like smart mutation, this

operation does suppose a rather uniform distribution of loci in the final (correct)

solution but it seems to work well in practice on those problems where the final

answer does not, in fact, possess this regular distribution quality. This is probably due

to the fact that the initial configurations tend to be so far away from the desired

ordering that even those inter-locus distances in the final configuration that are large

relative to the average inter-locus distance in the desired configuration are small in

comparison to the distance between two loci selected at random.

Block swapping is much like block inversion and is thought to work for almost

the same reasons (blocks are macro characteristics of chromosomes and these block
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operations are almost meta-operations). In block swapping, two blocks are selected at

random and switched with each other, retaining the inter-block ordering of each block.

In effect, a block swap attempts to apply the "appropriate" number of mutations

(exchanges) to a solution. This is more useful than it may seem since it might appear

that smart mutation would accomplish the same goal, albeit in a greater number of

steps. In fact, there are times when smart mutation would be very unlikely (if not

absolutely forbidden) from accomplishing these block swaps. Since mutation only

moves one element at a time it is likely to put one element of a block in a more

appropriate position to the detriment of the structure of at least two blocks (since it

unlikely to pick the corresponding element of the appropriate block). Because the

genetic algorithm follows a strictly deterministic pattern (hill-climbing), mutation will

be prevented from accomplishing the desired results because it will not be allowed to

climb the hill between the current valley (shallow) and the desired valley (deep).

Block swapping is an attempt to avoid this obstacle by allowing the system to "leap"

over the intervening valley in an "intelligent" manner.

The final operator, inverted block swapping, is, obviously a hybrid of block

swapping and block inversion. It is implemented here for reasons analogous to those

justifying block swapping in the presence of mutation. Inverted block swapping is

used as a single operator even though both block swapping and block inversion are

retained because there are cases where both block swapping and block inversion are

not allowed to serialize in an attempt to increase the fitness of a solution because of

the hill-climbing nature of the search.

Obviously, the list of operators is not exhaustive. Nor are all combinations of

operators implemented. It might be useful to have the system construct its own

operations from some of the basic ones using a meta-genetic algorithm [20] (which

may be legitimately used in concert with implementations of either genetic algorithms

or simulated annealing) to learn a variety of macro-operators (targeted for the specific

domain of interest) but that is beyond the scope of this paper.

2. What can be varied (the parameters)

There are a number of parameters that can be varied when using either the

genetic algorithm or the simulated annealing method as implemented here. While I

will discuss all of the settings that were varied during the runs, there are others that
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were not varied and will only be touched upon. Due to the large number of

operational parameters that can be varied and the rather tenuous justification for

varying some of them, it would seem to be an ill-advised effort to attempt to vary all

possible combinations of them. While all of these parameters will be discussed, the fact

that some variables are not applicable to both methods should be understood and will

be explicitly stated in the descriptions of these parameters when it seems warranted.

a. Initial temperature and cooling rate

The most obvious things to vary in a simulated annealing process are those that

are most intimately associated with the physical analog of the process, initial

temperature and cooling rate. Using a high initial temperature forces the system to

behave almost randomly at first (jumping all over the state space without regard for
the "quality" of a particular state) while the use of a low initial temperature makes the

system perform simple hill climbing [25]. A rapid temperature decrease (especially

when used in concert with a high initial temperature) would seem to be a bad idea
because it is more likely to leave the system in a state with a poor evaluation function

value. However, a rapid decrease does allow the system to complete its search for a

promising area in less time and then perform hill-climbing in its final solution area. It

is hoped that this area will be the one containing the globally best answer, but, of

course, the likelihood of this occurring is related to both the topology of the state

space and the annealing schedule used. As seen in various articles [16] it is hoped that

once an annealing schedule is selected for one member of the problem class it will be

applicable to many members of that class. Due to the nature of the state spaces that

are usually explored with simulated annealing it is a common practice to determine the

annealing schedule by trial and error. Since this is a time-consuming process, a
problem is not generally considered SA-friendly if similar annealing schedules result in

markedly different results for problems that are thought to be very similar.
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b. Start state

Naturally, if we could start the system with a correct loci ordering we would

not wish to proceed with either method (it would be a waste of time). However, since

a perfect ordering is not, in general, achievable during a simple pre-processing phase

there are a number of available options for determining a start state (initial ordering of
the loci).

The first option is to simply start the system with some random ordering of loci

(or some set of such random orderings when dealing with genetic algorithms). While

this may seem like either a simplistic idea or the only obvious option, there are a few

reasons to believe that it is not a particularly bad idea 1) These states are unlikely to

correspond to difficult to escape local minima (unless the local minima are difficult to

escape in any event) and 2) If several runs are made with different random start states

it is both likely that at least one of them will escape various local minima and that

agreement among final answers indicates a global minima [1].

One obvious choice for a alternative start state is to use a greedy search

method to construct an initial guess at the answer. With simulated annealing the

benefit to this method does not seem to be that great when the initial temperature of

the system is high (because the answer is likely to be disposed of). However, this

implementation does retain the best answer that it has seen at any point in time so this

initialization procedure does give us some assurance as to the minimal quality of the

final answer. The real drawback to this method is that repeated attempts to solve the

problem will tend to get stuck in the same minima. Using different initial loci to start

the greedy search may circumvent this tendency to repeatedly fall into the wrong

extremum but in the problem domain under consideration it often happens that greedy

search from many different initial loci results in the same configuration. More

involved techniques [12] tend to use greedy heuristics more effectively but they also

tend to make more sophisticated use of the information (instead of simply using the

result as a start state).

The only other initialization method investigated was a compromise between a

random start state and a greedy heuristic. In this method an average of the estimated

inter-locus distances was calculated and then greedy search was done until no inter-

locus connection could be found than was less than this average. At that point the

next locus was picked at random from the loci still to be ordered and the method

continued. Because there was some concern over whether or not this method would
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always construct the same initial configuration a backup plan was implemented. In this

plan, if no choice points were found that was reported and later runs were to be

initialized using the random method. This fallback was not necessary in any of the

cases investigated. When simulated annealing was used this hybridization seemed to

give enough variation in the start state so that local minima were avoided (to some

extent) but it did not have a great impact on the quality of the answers. When this

initialization process was used with the genetic algorithm technique it seemed to

supply enough population variety for the system to perform adequately.

In any event it would seem that although the start state is not terribly important

to the simulated annealing algorithm if the annealing schedule is appropriate, it does

have a great impact when CPU time is at a premium and the annealing schedule cannot

take overly long. The start state of the genetic algorithm implemented here is only

important insofar as it must provide a diverse initial population. The fitness

characteristics of that initial population do not seem to be terribly important unless

CPU time is to be very restricted. This might be the case, for instance, if no more

CPU time is allowed and the best answer must be selected from the members of the

initial population.

c. Evaluation functions

If a perfect evaluation function were available the state space could be

considered as a smooth surface with one global minima (or several global minima, all

identical). It is usually not reasonable to expect to find/use a perfect evaluation

function. As a general rule it is advisable to use the function that will be the final

arbiter as to what is the best answer as the evaluation function during processing

(unless this function is prohibitively expensive to compute)..

In the problem under consideration this "natural" evaluation function is called

the SAR (Sum of Adjacent Recombinants) function. This function measures the

length of the chromosome by summing the distance between all adjacent loci pairs.

N -1

SAR = distance(Ai, Ai 1)
=

A function closely related to the SAR is the KSAR. With the KSAR function

the distances between adjacent loci added together as are the distances between loci
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that are separated by 1,2 . . . K intervening loci. The KSAR function is used in an

attempt to minimize the effect of the inaccuracy in the measurements between pairs of

loci. There are two small variations to the KSAR function that are intended to make

the voting more Mir". The first modification, AAKSAR (Algebraically Attenuated

KSAR) is to divide the partial distance sums by the number of intervening loci + 1.

This is done so that all pair summings are roughly equal (otherwise the SAR function

is approximately one-half that of the sum of all loci pairs with one intermediate loci,

etc.). In a further attempt to deal with the uncertainty introduced as distances

increase, another modification, GAKSAR (Geometrically Attenuated KSAR)

exponentially decreases the weight of a KSAR sum as K increases. This is intended to

both even the contribution of different KSAR levels and to reflect the fact that larger

distances are less reliable (in general) than smaller distances.

K

KSAR = distance(Ai, +

.J=1 1=1

K N-j
AAKSAR = II[distance(Ai, Ai J)] / j

j -1 1 =1

K

GAKSAR =II[distance(Ai, Ai + J)] I 2'
.J=1 1=1

Although no empirical evidence is presented for the decision to use the SAR

function for the genetic algorithm implementation and the KSAR function for the

simulated annealing function, that decision was made based on many trials. When the

SAR evaluation function was used in conjunction with the simulated annealing

algorithm the results were abysmal. Allowing the same amount of CPU time to both a

SAR and a KSAR implementation of the simulated annealing algorithm strongly

favored the KSAR function despite the fact the KSAR function is, in fact,

computationally more expensive. The best tours constructed by the simulated

annealing algorithm using the SAR function were over twice as long as the worst

KSAR runs. Genetic algorithms seemed to enjoy only a marginal performance boost

when using the KSAR function. The KSAR function was not used with the genetic

algorithm to acquire the experimental results presented here because it seemed less

theoretically justifiable than the SAR method. It seems that the KSAR function is

necessary when using the simulated annealing method because, while a genetic

algorithm has access to global information through the many proposed solutions that it
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maintains, the simulated annealing procedure also needs to get a sense of the problem

landscape. The KSAR function is better than the SAR function for providing this

sense due to the contradictory distance information. It should be noted that the K-

limit in the KSAR function was coupled to the log of the temperature used in the

simulated annealing algorithm. As the temperature (and, therefore, the log of the

temperature) of the system decreased, K decreased. It might be worthwhile to

investigate the properties of a decoupled implementation of the algorithm.

d. Population size

There are two parameters that are obvious candidates for experimentation

when using genetic algorithms : the reproductive plan and the population pool size.

Since I decided to use the strategy of Banzhaf in determining survival and

reproduction, the population size was the only one of these two variables that was
investigated.

Like the annealing schedule, the population size was chosen by trial-and-error

for one set and this setting was generalized for other trials. A good initial (and final,

since our population does not shrink or grow) population size seemed to be FA/TV]

where N is the number of loci to be ordered. As would be expected, lower

populations led to faster convergence but inferior answers while larger populations

tended to produce nearly optimal answers but consume more computer time in doing

so. Although experimental runs with different population sizes will be discussed, the

vast majority of the computer runs performed were done with the population size set

to kNi.
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IV. RESULTS AND COMPARISONS BETWEEN THE METHODS

The theoretical and the empirical differences between the performance of the

two methods have been studied by many people, usually in the context of a proposed

third method [5, 7].

This section presents an empirical comparison between genetic algorithms and

simulated annealing as they were applied here to the genome mapping problem. This

section demonstrates and explains the superiority of the genetic algorithm method in

this domain.

Both methods suffer the same drawback when optimal answers are to be

guaranteed; both require an impractical amount of time. Simulated annealing is shown

to require an infinitely slow annealing schedule [5] and, therefore, an infinite amount

of time if it is to be guaranteed to find the optimal answer. Genetic algorithms must

have an initial population as large as the search space (in this case 0(n!) ) or they must

be guaranteed to generate and test (under the function to be optimized, not some

approximating objective function) every member of the search space as they progress

if they are to always find the optimal answer. In either case, general applications of

simulated annealing or genetic algorithms to interesting problems cannot be made to

guarantee optimal answers in all cases without incurring the cost of an exhaustive

search. This result is hardly surprising due to the nature of the search spaces that the

systems may be required to explore (see the "unfriendly" CNF above). That is, no

foreseeable, practical method can determine an answer without exploring the entire

search space in these instances due to their NP nature.

We would expect the genetic algorithm to have superior performance to the

simulated annealing method in this domain for a number of reasons. if Figure 1

reflects a general characteristic (that optimal subtours tend to become components or

optimal tours) of genome mapping problems then we would expect the cross-over

operator, which is employed by the genetic algorithm but not by the simulated

annealing method, to be very effective in improving the quality of the answers. The
second reason for believing that the implemented genetic algorithm will prove better at

solving this problem is that, by maintaining a number of representatives of the solution

space along with their relative quality, it can gain something of a global perspective of

the problem. Since simulated annealing only keeps one answer it must rely on its

stochastic hill-climbing to gain direction. The probability distribution used to

determine the nature of this probabilistic search is fixed and does not use any
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information about the particular problem being solved. This would seem to be a

drawback since we do not expect the landscape of different problems in this domain to

be strikingly similar. Finally, the simple nature of the operations that are to be used

would seem to favor a system that can combine a number of different answers. if the

operators to be used were highly tailored to they system under consideration (e.g. a

Lin-Kernighan operation) then we might expect the higher number of operations that

are done to the initial configuration when simulated annealing is used to favor that

system. Since, in the same amount of CPU time, the simulated annealing algorithm

will operate on its single solution string approximately n-times as often as the genetic

algorithm will operate on any of its proposed solutions (where n is the population of

solutions/paths used with the genetic algorithm).

Before the methods could be fairly compared it seemed reasonable to do some

preliminary experimentation with the parameters discussed above. Although this

testing was quite time-consuming, it was, by no means, exhaustive. The justification

for using the parameters indicated by a few tests on a single data set stems mainly from

the fact that if the parameters are not widely applicable (or, at least, adaptable) then

the system is not very practical. When one is investigating heuristic methods, the

practicality of the methods is of great importance.

A. Genetic Algorithms (results)

The most obvious thing to alter in genetic algorithms is the population size.

Figures 14-22 demonstrate the performance of some simple variations of the algorithm

using high (100), medium (10), and low (3) population levels to map a 95 loci set

derived from actual pedigree data.

Figures 14-16 graphically illustrate the performance of the system when all of

the block recombination operators are eliminated but a greedy pre-processing phase is

used. if neither pre-processing nor block operators are used the performance (at 50

CPU seconds) was worse than that of the average greedy tour. Although there was

little difference between the performance of the system at the various population levels

it does seem that using the high population was somewhat detrimental to system

performance when the mapping involved real data. This is obviously because no

individual chromosome gets operated on enough (in our non-elitist system) to

transform it into an optimal (or nearly optimal) solution within a reasonable amount of
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time. It may also be the case that at higher population levels, pre-processing admits a

number of identical solutions to the initial population. Since recombination operators

are relatively CPU intensive, a lot of time may be wasted in combining identical maps

to produce the same solution without any chance of iterative improvement.
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Figure 14 . Three runs of the genetic algorithm using a greedy pre-processing
phase and no block operations. The data used was a 95-loci set of real barley
data and the population size was 3. Recombination fractions used.
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Figure 15 : Three runs of the genetic algorithm using a greedy pre-processing
phase and no block operations. The data used was a 95-loci set of real barley
data and the population size was 10. Recombination fractions used.
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Figure 16 : Three runs of the genetic algorithm using a greedy pre-processing
phase and no block operations. The data used was a 95-loci set of real barley
data and the population size was 100. Recombination fractions used.

The next three charts (Figures 17-19) demonstrate the same tendencies seen in

Figures 14-16. However, Figures 17-19 relate the performance of the system when

block recombinations were allowed. Although the addition of these operators only

slightly improve the performance as measured by the quality of the final solution of the

low and medium population runs, they greatly increase the initial descent of the high

population run towards a good solution. The addition of these operators also greatly

reduced the deviation between the quality of separate runs (as measured by the quality

of the best solution retained) while the system was operating.

When block operators are used without a pre-processing phase (Figures 20-22)

the absence of the pre-processing (e.g. Figures 17-19) does not seem to have a

substantial impact on the quality of the maps produced at the established time limits.

The genetic algorithm does take longer than the simple pre-processing phase to get the

proposed solutions/maps to the same level of quality (when the CPU time was



59

measured). However, none of the answers supplied by the greedy pre-processing

phase (testing all initial loci) was within 5% of the quality (SAR) of the answer arrived
at by the algorithm.
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Figure 17 Three runs of the genetic algorithm using a greedy pre-processing
phase combined with block operations. The data used was a 95-loci set of real
barley data and the population size was 3. Recombination fractions used.
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Figure 18 : Three runs of the genetic algorithm using a greedy pre-processing
phase combined with block operations. The data used was a 95-loci set of real
barley data and the population size was 10. Recombination fractions used.
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Figure 19 : Three runs of the genetic algorithm using a greedy pre-processing
phase combined with block operations. The data used was a 95-loci set of real
barley data and the population size was 100. Recombination fractions used.
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Figure 20 Three runs of the genetic algorithm using no pre-processing phase
combined with block operations. The data used was a 95-loci set of real barley
data and the population size was 3. Recombination fractions used.
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Figure 21 : The performance of the genetic algorithm using no pre-processing
phase in concert with block operations. The data used was a 95-loci set of real
barley data and the population size was 10. Recombination fractions used.



64

Genetic Mg:yarn (Population =100)

40

5'

1 -4- . 4- 4 -4- 4 4

ON'SLOCOCINCI-1.0000JVCDCDONVLIDCDONIVLOCCONVIDODONIM-CDCDONJ'VWCDO
NINININCVM enrirnenV'T V V V 01.1111nLIILDLOLGLCILDLON.N. N. N. N. co

CPU The (Sec.)

Figure 22 : The performance of the genetic algorithm using no pre-processing
phase in concert with block operations. The data used was a 95-loci set of real
barley data and the population size was 100. Recombination fractions used.

Because no marked benefit was realized through this pre-processing method it

was considered to be of questionable benefit to the genetic algorithm implemented

here. This pre-processing was abandoned because of its detrimental effect on the

performance of the simulated annealing algorithm. Since this implementation of

simulated annealing returned to the optimal answer seen thus far after every Q

repetitions (where Q is an arbitrary, empirically determined number) it was constantly

returning to its initial mapping (produced by the aforementioned greedy heuristic) until

the temperature of the system was quite low. The greedy heuristic tended to produce

answers that are within approximately 20% (as measured by the average SAR over all

simple greedy solution maps) of the optimal answer using the largest set of real

genome data available (95 loci). However, due to our imperfect data and the fact that

the optimal maps for the real genetic data consist of a series of clusters, these same

greedy heuristics tend to yield answers that are difficult (given the operators at hand)

to transform into the optimal (or nearly optimal) mappings. That is, by the time the

system produced an answer better than the greedy answer there was little time (or
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temperature) left. Using block operators at this time was not helpful because, by

always choosing the nearest neighbor, the greedy heuristic tends to eliminate blocks.

At the same time, non-block operations were not useful because taken individually

they were not beneficial to the system and because of the low temperature they could

not be "strung together" effectively. In actuality, this reflects an often observable (and

nominally desirable) characteristic of simulated annealing algorithms : generating a

good "rough" answer and then refining it in a complicated solution space.

Unfortunately, greedy solutions in this domain tended to be locally good but globally

rather poor. When the temperature in a simulated annealing algorithm is very low, the

solution that it suggests should benefit from local (small) changes. Greedy solutions

(at least with the number of loci that we are dealing with here) tend not to exhibit this

characteristic.

It seems that the genetic algorithm side-steps this drawback, to some extent, by

optimizing fairly long sections of the map and then stringing them together. For

instance, if there is no preference for correctly ordering any single half of the mapping,

assume that two solutions exist with optimal mappings from point 1 to point 50 and

from point 51 to point 100, respectively. Neither one of these solutions is likely to

interfere with its optimally mapped section (if strict hill-climbing is used) because that

would, in all likelihood, result in an inferior solution. Thus, these map sections will

tend to be preserved long enough to have a chance of being combined into one optimal

solution. So, for the same reason that simulated annealing might fail in these

situations, genetic algorithms succeed. The genetic algorithm seems to be able to

effectively divide-and-conquer while the simulated annealing method does not seem to

evince this ability.

Figures 23 illustrates how the genetic algorithm arrives at a solution. The

nodes at the bottom of the graph correspond to the final ordering that the procedure

will arrive at. In this case it was the best ordering empirically achieved. The top of

each graph shows the result of the SAR evaluation function on the map as it proceeds.

The lines connecting the circles correspond to solutions-in-progress. Starting at the

position where the first node in the proposed solution will occur in the final solution all

nodes are connected in order. The first connection (between the first and second

nodes in the proposed solution) has the lowest terminal elevation (the height of the

base of the "inverted U") and that height increases as the correspondence mapping

continues to the terminal node in the proposed solution. It is easy to see correctly

ordered members of blocks in this diagram.
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Figure 23 : Progressive improvement in tours of the 100-loci mapping problem
made by the genetic algorithm implemented in this paper. The number above
each graph represents the total (SAR) length of the tour being charted.
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The pre-processing phase was abandoned in both the simulated annealing and

the genetic algorithm experiments because the purpose of this study was to compare

the algorithms themselves, not pre-processing methods that could be used in

conjunction with these methods. That is, it was my intent to start both algorithms on

an even field. Since simulated annealing seemed to be at a disadvantage if pre-

processing was used and because it did not offer any appreciable benefit to the genetic

algorithm (while consuming a fairly large amount of CPU time) it was decided to

eliminate this parameter from the list of items that were to be varied.

Figures 24-35 are included to graphically illustrate the performance of this

genetic algorithm implementation on the intended class of problems. As can be seen

by contrasting Figures 24-25 with 26-27 and Figures 28-29 with 30-31, respectively,

there seems to be no appreciable benefit to using the Kosambi function to derive

recombination distance from the recombination fraction information. These ratio

between the valiance seen between runs and the length of the maps produced should

be viewed as the quality criterion here since the Kosambi function tends to produce

recombination distances that are uniformly lower than the corresponding

recombination fractions. This can have a great impact on the length of the maps

produced (SAR value) if, as is often the case, a few genes are placed far from where

they should occur in the mapping. This same characteristic of the Kosambi function

was observed with the simulated annealing experiments. This Kosambi-distance

measurement of quality was considered less reliable than the recombination fraction,

therefore the bulk of the experimental data relates to the use of recombination

fractions as a measure of distance.

Demonstrating the performance of the genetic algorithm on the 95-loci set of

real data, Figures 24 and 25 show the fast initial descent to an almost-correct answer

followed by slow hill-climbing towards a better answer.

The similarities between Figures 24 and 28 (also 25 and 29) are quite

remarkable. This is somewhat surprising because even though Figures 25 and 29

reflect results derived from an experiment on a 100-loci chromosome section (which is

very similar in magnitude to the 95-loci section in Figures 24 and 25), this

chromosome section is derived from simulated data and has different distribution

characteristics than the real chromosome data. Figures 24 and 28 have the same

characteristic slope while Figures 25 and 29 show similar reductions in the variance

among solutions derived from different experimental runs. If the scale of these graphs

is ignored it is difficult to tell them apart. While, as we will see, the simulated

annealing runs for these data sets are easy to distinguish without reference to scale.
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Figure 24 : The performance of the genetic algorithm method that was used for
performance comparisons. The results of 20 mappings of the 95-loci set
relating to the real barley data are reflected here. Recombination fractions
used.
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Figure 25 : The variance of the genetic algorithm method that was used for
performance comparisons. The results of 20 mappings of the 95-loci set
relating to the real barley data are reflected here. Recombination fractions
used.
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Figure 26 : The performance of the genetic algorithm method that was used for
performance comparisons. The results of 20 mappings of the 95-loci set
relating to the real barley data are reflected here. The Kosambi interference
formula for translating recombination fractions to recombination distances was
used.
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Figure 27 : The variance of the genetic algorithm method that was used for
performance comparisons. The results of 20 mappings of the 95-loci set
relating to the real barley data are reflected here. The Kosambi interference
formula for translating recombination fractions to recombination distances was
used.
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Figure 28 : The performance of the genetic algorithm method that was used for
performance comparisons. The results of 20 mappings of the 100-loci set
derived from simulated data is detailed here.
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Figure 29 : The variance of the genetic algorithm method that was used for
performance comparisons. The results of 20 mappings of the 100-loci set
derived from simulated data is detailed here.
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Figure 30 : The performance of the genetic algorithm method that was used for
performance comparisons. The results of 20 mappings of the 100-loci set
derived from simulated data is detailed here. The Kosambi interference
formula was used to transform recombination fractions to recombination
distances.
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Figure 31 The variance of the genetic algorithm method that was used for
performance comparisons. The results of 20 mappings of the 100-loci set
derived from simulated data is detailed here. The Kosambi interference
formula was used to transform recombination fractions to recombination
distances.
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Figures 32 and 33 demonstrate the non-linear performance characteristics of

our proposed solver. These figures show the solutions generated for a real 45-loci

chromosome section. It is easy to see that the convergence and deviation

characteristics are far more than twice as good as that of the 95-loci runs even when

the scale of the produced maps are taken into account.

Unfortunately, it is rather difficult to get real genetic data (in the proper form)

for these experiments so it would be difficult to approximate the order of this

algorithm (although it is obviously somewhat worse than n-squared). Figures 34 and

35 are included to demonstrate that the system has the same kind of performance when

dealing with real TSP data (and therefore lend some empirical credence to the

assertion that the typical chromosome-mapping problem is approximately as difficult

as the typical TSP).
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Figure 32 : The performance of the genetic algorithm method that was used for
performance comparisons. The results of 10 mappings of the 45-loci group
derived from real barley data is detailed here. Recombination fractions used.
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Figure 33 : The variance of the genetic algorithm method that was used for
performance comparisons. The results of 10 mappings of the 45-loci group
derived from real barley data is detailed here. Recombination fractions used.
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Figure 34 : The performance curve of the genetic algorithm as it was
implemented for comparison with the simulated annealing method. Results of
20 runs of the system to create an optimal tour for a 96-city TSP.
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Figure 35 : The curve reflecting the variance of the genetic algorithm as it was
implemented for comparison with the simulated annealing method. Results of
20 runs of the system to create an optimal tour for a 96-city TSP.
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B. Simulated Annealing (results)

Although all of the simulated annealing runs were made using the KSAR

objective function (see above) all of the included graphs judge the quality of the

solution by the SAR function. This was done because :

1) The overall quality of a final answer is judged on the basis of its SAR score.

2) For comparison with the experimental runs using genetic algorithms. Since these

runs were all made using the SAR function as the objective function both while the

run was in progress and after the run was complete.

3) At the end of the experimental trials K was equal to one so the KSAR was

equivalent to the SAR function at that point.

Figures 36-39 detail the performance profile of the overall quality and variance

characteristics (as measured by standard deviation) of the simulated annealing

algorithm applied to a 100 loci set of simulated data. Figures 36 and 37 were done

using the calculated recombination fractions as a measure of distance while Figures 38

and 39 were done using the recombination distances (derived from the recombination

fractions using the Kosambi function) as the distance measure. Unfortunately (but not

surprisingly), there was no benefit to using the recombination distances. This is

probably because the inaccuracies introduced are too complicated to be removed with

a simple local function like the Kosambi. Both of the runs revealed similar

performance profiles whether measured by the quality of the answers or the variability

among answers. It should be noted that there was a slight difference here in the

magnitude of the overall quality measure because the distances are slightly different

from the fractions (in magnitude).

The next group of figures, 40-43 plot the same information seen in Fig. 36-39.

However, Figures 40-43 relate to the 95 loci set of real data. The results are strikingly

similar to those seen in 36-39. Although it might appear that the standard deviation

among the results was decreased when the Kosambi function was used to map

recombination fractions to recombination distances, this is not the case. The

magnitude of the overall SAR evaluation function is reduced in the distance

experiments in direct proportion to the reduction in standard deviation. So, viewed as

a percentage of the SAR total, the standard deviation remained the same.

Given Fig. 36-39 and 40-43 it would seem pointless to use the distance

function to map recombination fractions to recombination distances for experiments

involving the simulated annealing algorithm. Since there seemed to be little to indicate
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whether to use recombination fractions or recombination distances it was decided to

use recombination fractions. The justification from this is simply that it seems unwise

to use a questionable function (especially a local one) to mask information that is

already somewhat "fuzzy".

For the 45 loci real data set to graph Figures 44 and 45 reveals a performance

curve similar to the larger data sets. Surprisingly, the best performance curve was

seen with a faster annealing schedule for this data set (longer, slower schedules, oddly,

produced inferior results). It seems that the annealing algorithm benefits from a longer

period of strictly deterministic hill-climbing. It also seems that there is a correlation

between the desire for a slower annealing schedule and the desire for a higher

population (in the genetic algorithm).

Figure 46 is the "other-half' of Figure 23. It demonstrates the manner in which

the simulated annealing algorithm arrives at a solution. Note that snapshots were

taken when the answers of the two algorithms were of comparable quality (not at the

same time steps). It is not surprising that while Figure 23 reveals a set of optimized

subtours, Figure 46 shows a rough outline of the path that it will end up producing.

This is true to the claim that simulated annealing generates a coarse answer and then

refines it while genetic algorithms can use crossover to form good tours from a set of

good subtours. In something of a contrast to the information in Figures 23 and 46,

Figure 47 measures the distance between the current solution and the final solution as

measured by the minimal number of swaps/mutations that must be performed for a

transformation. Figure 47 does not contradict Figure 23 or Figure 46 however.

Notice that the end solutions reached are not going to be the same (the genetic

algorithm will usually arrive at a better solution). Also note that the measurements

were taken at roughly equal SAR values, not roughly equal time steps.
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Simulated Annealing
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Figure 36 : The performance curve (as measured by the SAR function) of the
simulated annealing method. The graph reflects the results of 20 independent
experimental trials. The mapping concerns a 100-loci set derived from
computer simulation. Recombination fractions used
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Figure 37 : The performance curve (as measured by the standard deviation
seen in the SAR function) of the simulated annealing method. The graph
reflects the results of 20 independent experimental trials. The mapping
concerns a 100-loci set derived from computer simulation. Recombination
fractions used
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Figure 38 : The performance curve of the simulated annealing method. The
graph reflects the results of 20 independent experimental trials performed on
the simulated data under the assumption of Kosambi interference. This
mapping involves 100 loci.
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Figure 39 : The consistency curve of the simulated annealing method. The
graph reflects the results of 20 independent experimental trials performed on
the simulated data under the assumption of Kosambi interference. This
mapping involves 100 loci. Consistency is measured by the standard deviation
of the SAR values.
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Figure 40 : The results of 20 independent runs of the simulated annealing
algorithm in an attempt to map a 95-loci group derived from real barley
pedigree data. Recombination fractions used.
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Figure 41 The standard deviation seen in 20 independent runs of the
simulated annealing algorithm in mapping a 95-loci group derived from real
barley pedigree data. Recombination fractions used.
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Figure 42 : The results of 20 independent runs of the simulated annealing
algorithm in an attempt to map a 95-loci group derived from real barley
pedigree data. The Kosambi interference function was used to transform
recombination fractions to distances.
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Figure 43 : The standard deviation seen between 20 runs of the simulated
annealing method. The mapping concerns a 95-loci group derived from real
barley pedigree data. The Kosambi interference function was used to
transform recombination fractions to distances.
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Figure 44 : Mapping performance of the simulated annealing algorithm on a
45-loci set of data derived from real barley data. Recombination fractions
used.
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Figure 45 : The standard deviation seen in 10 trials using the simulated
annealing method to produce a map for a 45-loci set of real barley data.
Recombination fractions used.
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represents the total (SAR) length of the tour being charted.
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Figure 47 : Comparison between the number of swap operations required to
transform in-progress maps to their final goal state at different levels of
suboptimality. Solutions here involve the 95-loci set derived from real barley
data.

C. Comparison

In Figure 48 we see a comparison between the performances of the simulated

annealing and the genetic algorithm implementations discussed here as they apply to

the largest real data set available. Although there seems to be little difference between

the alternative objective functions used with the simulated annealing algorithm (KSAR,

Algebraically attenuated KSAR, or geometrically attenuated KSAR) there is a

noticeable difference between the average performance of the genetic algorithm and

that of the simulated annealing method. Even though the scale of the graph is quite

large in comparison to the final scores achieved by these algorithms, the gap between

the two algorithms is noticeable through the entire execution of both algorithms
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(except, of course, at the very beginning where the random start states yield no

noticeable difference in quality).

It should be noted that the differences in the utility of these two methods as

they apply to the genome mapping problem are not as great as they might appear.

This is because the score being reported is that of the best answer achieved so far at

any given point in time. The simulated annealing algorithm must be targeted to stop at

a specific point in time in order for its results to be satisfactory because it is not really

attempting to find the optimal solution until the temperature of the system is quite

low. Simulated annealing is not intended to yield good answers if it is stopped

anywhere in the middle of its annealing schedule. At such points in time it is

probabilistically exploring both promising and unpromising paths and, according to [1,

16] it is discovering the gross topology of the problem space while ignoring the

detailed picture (i.e. it is attempting to find the best place to explore, it is not exploring

the best place it has found). The genetic algorithm, on the other hand, is always

striving for a good answer (hill-climbing) and, therefore, separate runs are not required

to study the effect of time constraints on its performance.

Figure 49 reveals that the performance difference between genetic algorithms

and simulated annealing in this domain is not dependent on the structure of the

chromosome being studied. While Figure 48 dealt with real data composed of

unevenly distributed clusters of loci, Figure 49 relates the observed performance of the

system on a large (100 loci) set of simulated data. As has already been mentioned, the

simulated data (when in proper order) consists of reasonably evenly distributed loci

(not clusters).

In both Figures 48 and 49 it is obvious that the form of KSAR function being

used as an objective function has little impact on the quality of the final answer

achieved by that method. It is, however, interesting to note that geometric attenuation

of the KSAR function tends to yield slightly better results than either straightforward

KSAR or algebraic attenuation used in concert with KSAR. Obviously this tendency

does reverse itself somewhere between geometric attenuation and strict SAR

evaluation. Since the performance difference (as measured by the quality of the final

solution) was not great in any case, plain KSAR was utilized in the remaining

experiments using simulated annealing.

Figure 50 simply bears out the results seen in Figures 48 and 49. This graph

charts the performance of the two algorithms on a smaller set (45 loci) of real data.

This graph does let us see the scaling tendencies of these algorithms. They tend to

scale up in a direct manner. That is, the difference in the performance between the
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two algorithms does not seem to be greatly affected by the size of the problem at hand

whether that performance metric is the overall quality of the final solutions or the

performance profile along the entire execution of the problem.

In Figure 51 there is an attempt to make a more "fair" comparison between the

simulated annealing and the genetic algorithm methods used here as viewed as works

in progress. Since simulated annealing is not always searching for a global minima it is

not quite correct (as mentioned above) to compare equal-time runs of the two

algorithms (except at the end of both). To make Figure 51 several annealing schedules

that achieved a zero temperature (and cut-off) near 5, 10, and 20 seconds were

experimented with (the "standard" runs achieved a temperature of zero (0) at about

the 50 second mark). The best annealing schedules found were used to make 20 runs

of each (ending at 5, 10, and 20 seconds) and the average end-results of these runs

were plotted against the average behavior of the genetic algorithm. Not surprisingly,

based on what has been observed thus far, the genetic algorithm showed superior

performance. It might seem that the gap between the two methods was narrowing at

the 50 second mark (as it was). However, letting these algorithms run past that mark

(experiments were done to 500 CPU seconds) did not seem to significantly narrow this

gap. Figure 52 simply plots all 20 "runs" and gives an idea about the variability among

these runs. Calculating this variance did not seem appropriate since different annealing

schedules were used for each run since the variance curve produced would not

correspond to one produced by a single system run. In fact, the plotting of Figure 52

is somewhat questionable since it tends to indicate continuous runs instead of the

connection of discrete points from separate runs. It is included for completeness.
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Figure 48 : A comparison between the genetic algorithm and simulated
annealing methods as implemented here. The SAR measure was used with the
genetic algorithm. The following three measures were used with simulated
annealing : 1) KSAR 2) Algebraically Attenuated KSAR (AAKSAR) and
3) Geometrically Attenuated KSAR (GAKSAR). Experimental runs relate to
the ordering of a 95-loci group derived from real barley pedigree data.
Recombination fractions used.
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Figure 49 : A comparison between the genetic algorithm and simulated
annealing methods as implemented here. The SAR measure was used with the
genetic algorithm. The following three measures were used with simulated
annealing : 1) KSAR 2) Algebraically Attenuated KSAR (AAKSAR) and
3) Geometrically Attenuated KSAR (GAKSAR). Experimental runs relate to
the ordering of a 100-loci group generated by a simulation method.
Recombination fractions used.
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Figure 50 : Comparison between the average case performance of the
simulated annealing and genetic algorithm methods when applied to a 45-loci
set of data derived from real barley data. Recombination fractions used.
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Figure 51 : Comparison between genetic algorithm and simulated annealing
methods with various termination deadlines. The data used for the map was a
100-loci set generated artificially. Recombination fractions used.
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Figure 52 : The performance of the simulated annealing algorithm for various
cut-off times (and annealing schedules). Twenty experimental orderings of
computer-generated data were performed. Annealing schedules were adjusted
so the cut-off time occurred within one second after the system reached a zero
temperature. Recombination fractions used.
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For reasons already given, comparisons between simulated annealing and

genetic algorithms as relates to the overall quality (as measured by the final objective

function) may not be entirely correct. In this experiment this is somewhat alleviated by

the fact that the upper time limits for all of the comparisons between the two

algorithms was arrived at through a large number of experimental runs with the

simulated annealing algorithm. Based on empirical evidence we know that annealing

schedules are often time-consuming to determine. Therefore, shortening the time

allotted to the algorithms in an attempt to make a reasonable comparison was, as

expected, detrimental to the simulated annealing method when its results are compared

to that of the genetic algorithm implementation. Since the original time limit was set

by the performance of the simulated annealing method, changing that limit was a

disadvantage to that method. If the method were allowed to run longer (and with the

annealing schedule appropriately scaled) the simulated annealing method did result in

slightly better answers but in comparison to the genetic algorithm its performance was

essentially stagnant. Allowed to run to 400 CPU seconds, the genetic algorithm would

almost invariably produce an optimal answer while the simulated annealing method

produced answers that were only 10% closer (on average) to the best answer ever

seen.

Figures 53 and 54 are intended to illustrate the relative performance of the two

algorithms in compressed manner. Figure 53 shows the results of 20 runs of the two

algorithms using the same time limit. The optimal answer seen in the set of runs was

always seen in the genetic algorithm so it was used as the base answer. In this picture

we see the percent with which the other final answers (as measured by SAR) exceeded

that of the best answer seen in any of the 20 runs of the genetic algorithm. Two things

are truly noteworthy in this picture. The first is the fact that the genetic algorithm in

the average case did not perform much worse than that method in the best (min) case.

The second is that the worst case performance of the genetic algorithm was roughly

equal to that of the average case when simulated annealing was used.

While Figure 53 illustrates the three original data sets, Figure 54 includes the

two components of the 95-loci set derived from real data as two additional data sets.

It is unfortunate that there does not seem to be a direct relationship between the size

of the data set and the ratio between the qualities of the answers produced by these

two methods (even if we ignore the artificially generated data). One fact that is not

demonstrated in this graph relates to the establishment of time limits. As has already

been stated, the time limits used were established through experiments with the

simulated annealing algorithm (since it seemed much more fragile in this regard).
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While a 20 CPU second limit was set for the 45-loci set of real data, a 10 CPU second

cap was placed on the 44- and 51-loci sets of data that comprised the 95-loci set. If

both of the algorithms were allowed to run to 20 seconds the curves of these two

comparisons look almost the same as the 45-loci data set although they are not quite

as steep. Although there is not enough evidence to derive the order of the two

algorithms compared here, this would seem to indicate that the simulated annealing

algorithm is of a higher time-order than the genetic algorithm method although it may

have a smaller "constant" and has a provably smaller start-up time because only one

initial solution needs to be generated.

Genetic Algorithm vs. Sinulated Annealing (All Runs)

Method/Data

Figure 53 : Comparison between the best/min, worst/max, and average runs for
the genetic algorithm and simulated annealing methods.
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Figure 54 : Comparison between best, worst, and average (max, min, avg) for
all data sets used. (S.A./G.A. - 1) x100 is the percentage with which the length
of the simulated annealing tour exceeded that of the genetic algorithm tour
(under the same time constraints).

From the results that we have seen so far it seems evident that the genetic

algorithm performs better than the simulated annealing method in the genome mapping

domain. While Figure 1 demonstrates a similarity between the TSP and the genome

mapping problem it also demonstrates the tendency of optimal subtours to string

together in nearly optimal tours. There are two obvious ways to use that information.

The first is to create a set of edges with some established number of intermediate cities

and use some fairly sophisticated programming techniques to construct tours using

only these nodes. This would seem to yield good performance in both the genome

mapping and TSP domains. Unfortunately, this method's time-complexity would seem

to be 0(nM+1) where M is the number of intermediate cities used to create the

starting edges. The other way to exploit this information would be to dynamically

construct some subset of these edges and probabilistically conjoin them. This is, in

essence, what crossover does in the genetic algorithm. Since such a high percentage

of subtours are worse than the subtours in the optimal tour this seems to be an
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effective method for exploiting domain knowledge in order to avoid exhaustive search

without completely abandoning any hope of a good answer.

Although the results discussed in relation to the genetic algorithm method

implemented here show that the problem seems to be approachable from a divide-and-

conquer angle they should not be taken to mean that simulated annealing is completely

inappropriate in this domain. Although the genetic algorithm method was consistently

seen to be superior to the simulated annealing method here, the disparity between the

two does not seem to be too dramatic. While Figures 53 and 54 clearly demonstrate

that the simulated annealing algorithm's final solution was many times farther away

from the optimal answer than the solution produced by the genetic algorithm method,

Figure 55 demonstrates just how bad most of the admissible answers are in this

domain. This graph illustrates the distribution of the SAR values assigned to a set of

randomly produced solutions. In no case did any randomly produced answer come

within a factor of 6 of the optimal solution. From a fairly typical distribution in the 95-

loci set of data we see that only I solution out of approximately 106 produced an

answer that was within a factor of 7 of the optimal solution. Although this obviously

demonstrates that unguided search is of little utility here it also demonstrates that the

wide, shallow valleys that are know to be a problem for simulated annealing

techniques are not likely to present a problem.
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Figure 55 : Distribution (according to SAR) of random strings from all of the
data sets studied. The number of random string produced for each trial was
N*(N -1)*(N - 2) where N is the number of loci involved in the problem (i.e.
the problem size). Recombination fractions used.

It can also be observed that an unguided form of simulated annealing is also

unlikely to result in satisfactory answers whether real or artificially produced data is

used. Figures 56-63 demonstrate the quality of this method. These graphs all have a

horizontal line at the top to indicate the best answer (SAR) achievable in that domain.

All operations were performed 20,000 times per solution string. The dark, uneven line

at the bottom of the graphs indicates the quality of the initial, random solutions that

these programs were started with. The graphs dealing with the 95-loci barley data are

scaled for SAR values ranging from 0 to 45 while the figures relating to the 100-loci

set of artificial data are scaled from 0 to 25. Simply conducting a large number of

independent hill-climbing trials is not the same as using the annealing technique to

locate good candidate spaces for exploration (Figures 56 and 60). While the use of

genetic operators can result in superior answers (Figures 57 and 61) it is important to
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establish a good survival and breeding schema or the results will be less promising

(Figures 58 and 62). Figures 59 and 63 are included to support claims that block

recombinations have different effects in the two genome mapping terrains studied here

(random distribution and clustered distribution).
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Figure 56 : State-space diagram illustrating the results of the random use of all
operators except crossover. The initial population consisted of 640 random
admissible solutions to the problem. Strict hill-climbing was used. This graph
reflects the results seen when attempting to map the 95-loci set of data derived
from real barley data.



98

Figure 57 : State-space diagram illustrating the results of the random use of all
operators in a random manner. The initial population consisted of 640 random
solutions to the problem. Strict hill-climbing was used. This graph reflects the
results seen when attempting to map the 95-loci set of data derived from real
barley data.
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Figure 58 : State-space diagram illustrating the results of the random use of all
operators in a linear fashion. The initial population consisted of 640 random
solutions to the problem. Strict hill-climbing was used. This graph reflects the
results seen when attempting to map the 95-loci set of data derived from real
barley data.
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Figure 59 : State-space diagram illustrating the results of the random use of
only block operators. The initial population consisted of 640 random
admissible solutions to the problem. Strict hill-climbing was used. This graph
reflects the results seen when attempting to map the 95-loci set of data derived
from real barley data.
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Figure 60 : State-space diagram illustrating the results of the random use of all
operators except crossover. The initial population consisted of 640 random
admissible solutions to the problem. Strict hill-climbing was used. This graph
reflects the results seen when attempting to map the 100-loci set of data
derived from simulation.
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Figure 61 : State-space diagram illustrating the results of the random use of all
operators in a random manner. The initial population consisted of 640 random
solutions to the problem. Strict hill-climbing was used. This graph reflects the
results seen when attempting to map the 100-loci set of data derived from
simulation.
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Figure 62 : State-space diagram illustrating the results of the random use of all
operators in a linear fashion. The initial population consisted of 640 random
solutions to the problem. Strict hill-climbing was used. This graph reflects the
results seen when attempting to map the 100-loci set of data derived from
simulation.



104

Figure 63 : State-space diagram showing the results of the random use of only
block operators. The initial population consisted of 640 random solutions to
the problem. Strict hill-climbing was used. This graph reflects the results seen
when attempting to map the 100-loci set of data derived from simulation.
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V. CONCLUSION

It seems that genetic algorithms perform better than simulated annealing in

relation to the genome mapping problem despite the fact that this problem is not

totally hostile to the simulated annealing procedure. The likelihood with which

optimal subtours can be used to construct optimal tours is a strong indicator of the

probability with which dynamic divide-and-conquer methods such as those employed

by genetic algorithms can be successfully directed at this soft-constraint (one in which

non-optimal solutions may be acceptable) problem.

Although neither of these methods can be shown to reach optimal solutions to

these problems, the quality of solutions constructed by this genetic algorithm method

in the domain of the TSP would seem to indicate that these answers are quite close to

being optimal solutions. Both of these methods have the added advantage of being

composed of fairly simple subroutines. Such interaction amongst simple components

tends to lend a robustness to such systems that is not seen in standard numerical

techniques.

If it is the case that these methods do not provide strong enough guarantees as

to the quality of the solutions they produce they will almost undoubtedly prove useful

as a preliminary step to more sophisticated, exponential-time techniques relying on

such things as branch-and-bound and linear programming. In such an event it would

seem that the answers produced by the genetic algorithm approach would be better in

such a pre-processing phase because their answers are superior to the answers

produced by simulated annealing.
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