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As the growth of renewable energy sources, such as wind, solar, and ocean wave, 

increases, their impact on the electrical grid has been rapidly escalating.  Although 

renewable resources have been able to offset some traditional generation, they have also 

brought a need for increasing reserve capacity due to their non-dispatchable, variable 

nature.  While there are a variety of possible solutions to this issue including reduced 

dispatch windows and more accurate forecasting, one proposed solution is the use of 

grid-scale energy storage.  Unfortunately, most grid-scale storage solutions are either 

too expensive or suffer from geographical limitations.  One alternative, however, is the 

implementation of demand response: the use of many distributed energy storage 

resources, such as the millions of residentially-installed electric water heaters in the 

Pacific Northwest.  This research presents the development of a control methodology to 

combine multiple residential water heaters into a larger grid-scale storage resource 

while still satisfying the needs of consumers.  Results demonstrate the ability of this 

control scheme, model predictive control, to make decisions based on predicted inputs 

to provide a balancing service for renewable energy resources, furthering the goal of 

increasing their penetration onto the grid.  



 

 

 

 

 

 

 

 

 

 

 

© Copyright by Douglas A. Halamay  

May 24, 2013  

All Rights Reserved



 

 

Development of a Grid-Scale Energy Storage Solution via Demand Response using 

Model Predictive Control of Multiple Residential Water Heaters 

 

 

by 

Douglas A. Halamay 

 

 

 

 

 

 

 

 

A DISSERTATION 

 

 

submitted to 

 

 

Oregon State University 

 

 

 

 

 

 

 

 

in partial fulfillment of 

the requirements for the  

degree of 

 

 

Doctor of Philosophy 

 

 

 

 

 

Presented May 24, 2013 

Commencement June 2013 



 

 

Doctor of Philosophy dissertation of Douglas A. Halamay presented on May 24, 2013. 

 

 

 

 

 

APPROVED: 

 

 

 

 

Major Professor, representing Electrical and Computer Engineering 

 

 

 

 

 

Director of the School of Electrical Engineering and Computer Science 

 

 

 

 

 

Dean of the Graduate School 

 

 

 

 

 

 

 

 

 

 

I understand that my dissertation will become part of the permanent collection of 

Oregon State University libraries.  My signature below authorizes release of my 

dissertation to any reader upon request. 

 

 

 

Douglas A. Halamay, Author 



 

 

ACKNOWLEDGEMENTS 

 

First, I would like to thank my advisor, Dr. Ted Brekken, for all of his guidance 

and enthusiasm for the use of model predictive control, specifically for helping me to 

fully implement the control of multiple energy storage resources and for working 

through the smallest details with me.  I would also like to thank Dr. Annette von Jouanne 

for her suggestions, support, and passion for renewable energy throughout my time in 

the Energy Systems Group at Oregon State University.  Special thanks also goes to my 

committee members: Dr. Ean Amon, Dr. Raviv Raich, and Dr. Brian Paul. 

I must especially thank Michael Antonishen for working together to create the 

original model predictive control framework that has been the foundation for so many 

extensions and changes over the last year.  Thank you also to my fellow Energy Systems 

graduate students for their friendship, support, and willingness to listen over the last five 

years (yes, it’s been a long time, and I’ll thank you all individually!).  In addition, I 

would like to thank the Bonneville Power Administration for technical assistance and 

the National Science Foundation for funding this research. 

Most of all, once again, my greatest thanks goes to my parents for their love and 

support and for encouraging me to stick with my education for a little while longer.  It 

has certainly been a long road, but it has been worth it! 

 

“Let the future tell the truth, and evaluate each one according to his work and 

accomplishments. The present is theirs; the future, for which I have really worked, is 

mine.” – Nikola Tesla 



 

TABLE OF CONTENTS 

 
 Page 

1 Introduction .............................................................................................................. 1 

1.1 Current State of Renewable Energy in the Pacific Northwest ..................... 1 

1.2 Background on Grid-Scale Energy Storage ................................................. 4 

1.3 Overview of Demand Response Research and Implementations ................ 5 

1.4 Scope and Significance of Dissertation ....................................................... 8 

2 Model Predictive Control Overview ...................................................................... 10 

2.1 Introduction ................................................................................................ 10 

2.2 Generic Model Predictive Control Formulation ........................................ 11 

2.3 Initial Model Predictive Control Research with Energy Storage ............... 15 

2.3.1 Simulation Setup ............................................................................ 15 

2.3.2 Simulation Results ......................................................................... 18 

3 Local-Level Control Scheme ................................................................................. 24 

3.1 Introduction ................................................................................................ 24 

3.2 Water Heater Model ................................................................................... 24 

3.3 Control Design ........................................................................................... 27 

3.3.1 Local Hysteretic Controller ............................................................ 27 

3.3.2 MPC Implementation ..................................................................... 31 

3.4 Results ........................................................................................................ 38 

4 Supervisory-Level Control Scheme ....................................................................... 46 

4.1 Introduction ................................................................................................ 46 



 

 

TABLE OF CONTENTS (continued) 

 
 Page 

 

4.2 Control Design ........................................................................................... 47 

4.2.1 Standard Set-point Controller ........................................................ 47 

4.2.2 MPC Implementation ..................................................................... 50 

4.3 Results ........................................................................................................ 57 

4.3.1 Two Water Heaters ........................................................................ 59 

4.3.2 Multiple Water Heaters .................................................................. 66 

5 Hardware Verification ............................................................................................ 76 

5.1 Introduction ................................................................................................ 76 

5.2 Hardware Design and Setup ....................................................................... 76 

5.2.1 Overview ........................................................................................ 76 

5.2.2 Usage Control ................................................................................ 81 

5.2.3 Power Control ................................................................................ 83 

5.2.4 Temperature Measurement............................................................. 85 

5.3 Control Design ........................................................................................... 87 

5.4 Results ........................................................................................................ 92 

6 Conclusion ........................................................................................................... 104 

6.1 Recommendations for Future Work ......................................................... 106 

Bibliography ............................................................................................................... 107 

Appendices ................................................................................................................. 113 



 

 

TABLE OF CONTENTS (continued) 

 
 Page 

APPENDIX 1:  MATLAB Code Overview and Dependencies ................................ 114 

  



 

 

LIST OF FIGURES 

 
Figure Page 

Fig. 1.1.  Installed wind generation by nameplate capacity in the BPA BAA (“Wind 

generation nameplate capacity in the BPA balancing authority area,” BPA). ............... 3 

Fig. 2.1.  General MPC control scheme with a single energy storage resource .......... 11 

Fig. 2.2.  Single-source MPC simulation results for Case 2.2 (error reduction only).. 19 

Fig. 2.3.  Single-source MPC simulation results for Case 2.3 (ramp reduction only). 20 

Fig. 2.4.  Single-source MPC simulation results for Case 2.4 (combined optimization 

with a ramp cost of $600/PU2). .................................................................................... 20 

Fig. 2.5.  Single-source MPC simulation results for Case 2.5 (combined optimization 

with a ramp cost of $6000/PU2). .................................................................................. 21 

Fig. 3.1.  Basic water heater energy flow model. ......................................................... 25 

Fig. 3.2.  Hysteresis model of a traditional water heater thermostat. ........................... 28 

Fig. 3.3.  Operation of the hysteretic controller with one-second usage data. ............. 29 

Fig. 3.4.  Linear approximation (blue dashed line) to the hysteretic controller. .......... 30 

Fig. 3.5.  Schematic for local-level control MPC framework. ..................................... 37 

Fig. 3.6.  Results for 𝑦 = 1/2,𝑚 = 1/50 for local-level control. .............................. 40 

Fig. 3.7.  Resulting error comparison for 𝑦 = 12,𝑚 = 1/50 for local-level control. 40 

Fig. 3.8.  Results for 𝑦 = 1/4,𝑚 = 1/10 for local-level control. ............................... 42 

Fig. 3.9.  Resulting error comparison for 𝑦 = 1/4,𝑚 = 1/10 for local-level control.43 

Fig. 3.10.  Results for 𝑦 = 1/8,𝑚 = 1/50 for local-level control. ............................. 43 

Fig. 3.11.  Resulting error comparison for 𝑦 = 1/8,𝑚 = 1/50 for local-level control.

 ...................................................................................................................................... 44 

Fig. 3.12.  Resulting error comparison for full simulated time period for 𝑦 = 1/4,𝑚 =
1/10 for local-level control. ........................................................................................ 45 

 



 

 

LIST OF FIGURES (continued) 

 
Figure Page 

Fig. 4.1.  Standard set-point control algorithm for supervisory-level control.............. 49 

Fig. 4.2.  Schematic for supervisory-level control MPC framework. .......................... 52 

Fig. 4.3.  Infeasibility fallback power allocation algorithm for supervisory-level 

control. ......................................................................................................................... 55 

Fig. 4.4.  Power usage input data for two water heaters over the full simulation period.

 ...................................................................................................................................... 60 

Fig. 4.5.  Temperatures, requested power, actual power, and power error for zero 

balancing power (Case 4.1). ......................................................................................... 60 

Fig. 4.6.  Temperatures, requested power, actual power, and power error for 60 minute 

wind scheduling with prediction off (Case 4.2). .......................................................... 61 

Fig. 4.7.  Temperatures, requested power, actual power, and power error for 60 minute 

wind scheduling with prediction on (Case 4.3). ........................................................... 61 

Fig. 4.8.  Temperatures, requested power, actual power, and power error for 30 minute 

wind scheduling with prediction off (Case 4.4). .......................................................... 62 

Fig. 4.9.  Temperatures, requested power, actual power, and power error for 30 minute 

wind scheduling with prediction on (Case 4.5). ........................................................... 62 

Fig. 4.10.  Temperatures, power usage, requested power, actual power, and power 

error for zero balancing power for a simulation period subset (Case 4.1). .................. 63 

Fig. 4.11.  Temperatures, power usage, requested power, actual power, and power 

error for 60 minute scheduling with prediction for a simulation period subset (Case 

4.3). .............................................................................................................................. 64 

Fig. 4.12.  Temperatures, power usage, requested power, actual power, and power 

error for 30 minute scheduling with prediction for a simulation period subset (Case 

4.5). .............................................................................................................................. 64 

Fig. 4.13.  Representative results plot of temperatures, power usage, requested power, 

actual power, balancing power, and power error for ten water heaters. ...................... 67 

 

 



 

 

LIST OF FIGURES (continued) 

 
Figure Page 

Fig. 4.14.  Power error time series for two (blue), four (red), six (green), eight (cyan), 

and ten (black) water heaters under supervisory-level control, with requested 

balancing power (top subplot) for comparison. ........................................................... 70 

Fig. 4.15.  Power error time series for wind balancing scale factors of two (blue), three 

(red), four (green), five (cyan), and ten (black) under supervisory-level control for ten 

water heaters, with base requested balancing power (factor two) (top subplot) for 

comparison. .................................................................................................................. 74 

Fig. 5.1.  Phidgets 1019 I/O interface board with powered USB hub and digital outputs 

(red and green wires). ................................................................................................... 79 

Fig. 5.2.  Overview of hardware verification setup using Phidgets devices (model 

numbers are in parentheses) and solid state relays (SSRs). ......................................... 80 

Fig. 5.3.  Stepper motor and ball valve coupling base with fixed platform, including 

1067 motor controller board for hot water usage control. ........................................... 83 

Fig. 5.4.  Power control setup for hardware verification tests, including SSRs (bottom) 

and circuit breakers (top). ............................................................................................ 85 

Fig. 5.5.  Temperature sensor board (Phidgets model 1048) at the top of the water 

heater for hardware verification tests. .......................................................................... 86 

Fig. 5.6.  Thermocouple positioning at the bottom of the water heater tank (above the 

lower thermostat) for hardware verification tests. ....................................................... 86 

Fig. 5.7.  Completed hardware verification test setup with water heaters, hot water 

usage control, power control, and temperature measurement. ..................................... 87 

Fig. 5.8.  Plot of valve open delay time vs. measured water usage.............................. 89 

Fig. 5.9.  Non-blocking hardware program procedure for independent control actions.

 ...................................................................................................................................... 90 

Fig. 5.10.  Hardware test results with perfect prediction, including temperatures, 

power usage, requested power, actual power, balancing power, and power error. ...... 94 

Fig. 5.11.  Simulated results with perfect prediction, including temperatures, power 

usage, requested power, actual power, balancing power, and power error. ................. 94 



 

 

LIST OF FIGURES (continued) 

 
Figure Page 

Fig. 5.12.  Hardware test results with average prediction, including temperatures, 

power usage, requested power, actual power, balancing power, and power error. ...... 96 

Fig. 5.13.  Simulated results with average prediction, including temperatures, power 

usage, requested power, actual power, balancing power, and power error. ................. 97 

Fig. 5.14.  Hardware test results without prediction, including temperatures, power 

usage, requested power, actual power, balancing power, and power error. ................. 98 

Fig. 5.15.  Simulated results without prediction, including temperatures, power usage, 

requested power, actual power, balancing power, and power error. ............................ 98 

Fig. 5.16.  Hardware test results with standard thermostatic control only, including 

temperature and power usage. .................................................................................... 101 

Fig. A1.1.  Local-level control MATLAB m-code dependencies.............................. 115 

Fig. A1.2.  Supervisory-level control MATLAB m-code dependencies for software 

simulations. ................................................................................................................ 116 

Fig. A1.3.  Supervisory-level control MATLAB m-code dependencies for hardware 

verification tests. ........................................................................................................ 117 
  



 

 

LIST OF TABLES  

 
Table Page 

Table 2.1.  Summary of various single-source MPC optimization cases..................... 22 

Table 3.1.  Comparison of simulated and actual MAE and RMSE (all in PU) for 

𝑃𝑏𝑎𝑙𝑒𝑟𝑟𝑜𝑟 over varying linear approximations to 𝑃𝑒𝑙𝑒𝑐 .................................................. 41 

Table 4.1.  Calculated results for two water heater simulations for supervisory-level 

control scheme. ............................................................................................................ 65 

Table 4.2.  Calculated results for simulations with varying tracking weights, for ten 

water heaters under supervisory-level control. ............................................................ 68 

Table 4.3.  Calculated results for simulations with increasing number of water heaters 

under supervisory-level control.................................................................................... 70 

Table 4.4.  Calculated results for simulations with increasing prediction horizon, for 

ten water heaters under supervisory-level control. ...................................................... 72 

Table 4.5.  Calculated results for simulations with increasing requested wind balancing 

power magnitude, for ten water heaters under supervisory-level control. ................... 73 

Table 5.1.  Water heater specifications for hardware verification testing. .................. 81 

Table 5.2.  Model 3319 stepper motor specifications (“Bipolar 99.51:1 Planetary 

Gearbox Stepper,” Phidgets). ....................................................................................... 82 

Table 5.3.  Valve open delay time vs. measured water usage. ..................................... 89 

Table 5.4.  Calculated results for hardware tests using perfect prediction, average 

prediction, and no prediction. ...................................................................................... 99 

Table 5.5.  Change in results for hardware tests between perfect prediction, average 

prediction, and no prediction. .................................................................................... 100 

Table 5.6.  Hardware test temperature variation results for perfect prediction, average 

prediction, no prediction, and standard thermostatic control only. ............................ 102 

Table 5.7.  Software simulation temperature variation results for perfect prediction, 

average prediction, and no prediction. ....................................................................... 102 
 

 



Development of a Grid-Scale Energy Storage Solution via Demand 

Response using Model Predictive Control of Multiple Residential Water 

Heaters 

 

1 Introduction 

1.1 Current State of Renewable Energy in the Pacific Northwest 

With the uncertain implications of a changing climate looming in the future, the 

need for new, renewable sources of energy has been rapidly growing for the past several 

decades.  While additional fossil fuel resources are still being found and exploited, their 

contributions to the growing concentrations of greenhouse gases in Earth’s atmosphere 

only compound the climate change problem further.  The Intergovernmental Panel on 

Climate Change (IPCC) estimates that by the year 2100, global average temperatures 

will have increased by between 2 and 4.5 °C, depending on how emissions change over 

the interceding years (Solomon).  Even if emissions could be held to their year 2000 

levels, the IPCC estimates that the climate would warm by approximately 0.3 to 0.9 °C 

by 2100.  However, carbon dioxide levels have already risen from 370 ppm in 2000 to 

396 ppm in 2013, compared to a pre-industrial average of 280 ppm (Tans), (Solomon). 

To begin to address this problem, governmental entities at many levels have 

legislated requirements for the inclusion of renewable energy sources into utilities’ 

generation portfolios.  In the state of Oregon, the Renewable Portfolio Standard (RPS) 

that became law in June of 2007 specifies that the state’s largest utilities (those with 

retail power sales of more than 3% of the state’s total) must provide 25% of their 

generation from renewable sources by 2025, with intermediate goals of 5% in 2011, 

15% in 2015, and 20% in 2020 (Oregon DOE).  While the Pacific Northwest has an 
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abundance of hydropower resources (making up 48% of available generating 

capability), much of this resource is ineligible to be used toward the RPS requirement 

(“Pacific Northwest Generating Capability,” NPCC).  Thus, many utilities have turned 

toward wind power as a major contributor to their renewable portfolios. 

In the Bonneville Power Administration (BPA) Balancing Authority Area 

(BAA), installed wind nameplate capacity has reached over 4,700 MW, increasing by 

over 4,000 MW in less than six years (note that effective installed nameplate capacity 

has actually decreased slightly in the past year due to a transfer of resources to a different 

BAA).  The plot in Fig. 1.1 demonstrates this rapid growth of the wind resource.  

Although construction of new installations has recently slowed, BPA still forecasts to 

have over 7,000 MW of installed nameplate capacity interconnected by 2017 (“Growth 

Forecast,” BPA).  Other renewable resources such as solar and wave energy are also 

forecasted to grow, with significant pilot projects underway along with continuing 

research and development. 

The introduction of all of these variable, renewable resources onto the grid has 

produced a variety of problems, however.  Wind, solar, and wave energy are all 

inherently variable resources that differ from traditional forms of generation by not 

being dispatchable (e.g., the system operator cannot request a specific level of wind 

power be generated at any specific time).  Dealing with this limitation has been a major 

task for system operators (such as BPA) in continuing the growth of renewable energy 

generation in the Pacific Northwest.  One of the approaches that BPA has taken is to 

issue limit or curtailment orders to wind operators during periods of extreme stress on 
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the system (e.g., when there is an oversupply of hydropower generation due to high river 

flows).  For example, in the last three months of 2012 an average of four limit orders 

were issued per month (where wind farm operators have to limit their generation), with 

an average adjustment of 653 MW per event (“Operational Controls for Variable 

Generators: Q1FY2013 Report,” BPA).  These orders are unpopular with wind 

operators because the orders limit their income from wind generation. 

 
Fig. 1.1.  Installed wind generation by nameplate capacity in the BPA BAA (“Wind generation 

nameplate capacity in the BPA balancing authority area,” BPA). 

The requirement to keep a certain amount of dispatchable generation on standby 

(i.e., the reserve) in order to make up the difference if the wind suddenly ramps up or 

down has placed limitations on the growth of the resource.  In fact, according to BPA, 

as of November 2010, “the [Federal Columbia River Power System] does not have 
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sufficient flexibility to alone provide sufficient within-hour reserves for additional wind 

power in its balancing authority” (“Summary of the Upcoming BPA Wind Integration 

Team Work Plan 2.0,” BPA).  Thus, it has become necessary to investigate other 

resources, such as the many forms of grid-scale energy storage, in order to further the 

growth of renewable energy in the Pacific Northwest. 

1.2 Background on Grid-Scale Energy Storage 

Pumped hydro makes up the vast majority of installed energy storage capacity 

in the US today, with over 22 GW available (“Energy Storage Activities in the United 

States Electricity Grid,” US DOE).  However, with a total generating capacity in the US 

of over 1,000 GW, energy storage has little penetration onto the grid.  While a wide 

variety of grid-scale energy storage schemes have been suggested, only a few are 

currently viable on a large enough scale to be realistically implemented.  The most 

promising technologies for grid-scale storage (in addition to pumped hydro) are 

compressed air, thermoelectric (where energy is stored in the form of heat in molten 

salt), and several larger-scale battery technologies (e.g., Zinc Bromide, Vanadium 

Redox) (Vazquez, et al.), (“Energy storage technology comparison,” ESA).  Thus far, 

however, the majority of these technologies remain too expensive to be economically 

feasible, or, as in the case of pumped hydro, too geographically limited for wider use. 

A considerable amount of research has been conducted to explore the application 

of energy storage to the grid.  For example, analyses have been performed to explore 

the necessary size of energy storage to provide balancing reserves for a wind farm under 
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varying control schemes, finding that for a 100 MW wind farm, energy storage would 

cost almost $22 million (Brekken).  In addition, a variety of control and coordination 

studies have been conducted to explore the combination of wind and other renewables 

with energy storage in both simulated and in-lab settings (Han), (Fazeli), (Mendis), 

(Thatte).  While research into the application and control of energy storage has been 

expanding in recent years, the lack of implementation of large-scale storage onto the 

grid means that it is currently of little use for system operators in the Pacific Northwest. 

1.3 Overview of Demand Response Research and Implementations 

Given the high cost and other limitations of energy storage, utilities and system 

operators have begun exploring alternative possibilities for providing reserve capacity 

on the grid to balance fluctuations in wind and other renewables.  One of these, termed 

demand response, is a promising solution that uses the load on the grid as a resource to 

reduce operational constraints on the system.  This requires a change in perspective from 

focusing on modifying generation to instead modifying load.  From the grid perspective, 

however, balancing the wind by dispatching load is no different than doing so by 

dispatching generation, within applicable constraints (e.g., transmission limitations).  

While several utility pilot projects have been undertaken to demonstrate demand 

response, there have only been small forward steps in the large-scale deployment of this 

resource.  Compared with the cost of implementing grid-scale energy storage in the form 

of batteries, pumped hydro, or compressed air, the implementation costs for demand 
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response are much lower, primarily because many of the resources already exist in the 

field. 

There are two main classifications of demand response: price-based options and 

incentive-based programs.  The first category, price-based options, refers to programs 

that utilize real-time feedback in the form of electricity market pricing to influence how 

consumers (including residential, commercial, and/or industrial) manage their load.  The 

second category, incentive-based programs, includes a wide variety of techniques where 

the utility or system operator is allowed to actively control a consumer’s load in 

exchange for price breaks or other incentives on the consumer’s bill.  These programs 

can include actively managing load on a daily basis as well as allowing for curtailment 

of load in emergency situations (“Benefits of demand response in electricity markets 

and recommendations for achieving them,” US DOE). 

Key hurdles to widespread deployment of demand response include being able 

to communicate with and then control a large number of distributed resources.  The 

communication aspect is currently being addressed through the implementation of 

Smart Grid resources (such as “smart” electric meters) for two-way communication 

between local utilities and their customers, but further research remains necessary in 

this area to enable a complete communication path between utilities and end-user 

appliances (“Sixth northwest conservation and electric power plan,” NPCC).  The 

control of distributed resources remains a research topic with a wide variety of avenues 

to explore. 
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Current research into demand response includes investigations into numerous 

topics, such as benefits to grid reliability, the use of plug-in hybrid electric vehicles as 

energy storage resources, the economic benefits of demand response in combination 

with wind generation, and various implementation methods for providing reserves 

and/or as a peak clipping resource (Fotuhi-Firuzabad), (Yi), (Kowli), (Behrangrad), 

(Dietrich).  One recent study examined the use of electric water heaters to provide 

regulation service through demand response using a discrete-switching control system 

and found that for 2 MW of regulation, 33,000 water heaters would be required 

(Kondoh). 

In the Pacific Northwest, utilities such as Portland General Electric and 

PacifiCorp and system operators like BPA have already developed a variety of 

demonstration and pilot programs, with demand response resources approaching 5% of 

their system loads, including techniques such as dispatchable standby generation and 

direct load control of water heaters and air conditioners (“Sixth northwest conservation 

and electric power plan,” NPCC).  In Port Angeles, WA, for example, a pilot project is 

being conducted with the participation of 600 residential customers allowing utility 

control via smart thermostats on water heaters (“Demand Response Projects: Technical 

and Market Demonstrations,” City of Port Angeles).  The large-scale use of residential 

water heaters for demand response control is an attractive option in the Pacific 

Northwest due to the size of the installed resource (3.4 million electric water heaters), 

and the relative cost compared to the use of other resources, especially at times of critical 

pricing (e.g., demand response via water heaters is estimated to cost ~$100/kW versus 
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peaking plants at $800/kW) (Eustis).  In addition, with the approval of a 

communications standard (ANSI/CEA 2045) in December 2012 to provide for a 

modular communications interface between utility smart meters and appliances, the 

major communications problems standing in the way of demand response are now 

beginning to be addressed (Eustis). 

1.4 Scope and Significance of Dissertation 

This dissertation focuses on the control of residential water heaters in order to 

provide a balancing resource for wind generation.  In order to facilitate this objective, a 

model predictive control (MPC) framework has been formulated.  Previous research has 

shown the usefulness of MPC in managing a single grid-scale flow-cell battery in 

simulation, so the initial thrust of this work is to examine and then extend the MPC 

framework to manage multiple energy storage resources simultaneously (Antonishen). 

Further research is then conducted to develop, refine, and evaluate different 

control schemes using the MPC construct in order to control multiple residential water 

heaters as a single grid-scale energy storage resource from the system operator’s 

perspective.  These control schemes, termed local-level control and supervisory-level 

control, provide for different methods for a system operator to control the demand 

response resource while balancing the needs of the consumer.  From a system operator’s 

perspective, controlling the demand response resource should be as simple as 

controlling any other traditional generation resource on the electrical grid.  Water 

heaters represent a finite resource for each individual consumer, but also represent a 
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larger grid-scale resource for the system operator, so evaluating control schemes that 

balance these perspectives is important. 

The final objective of this research is the hardware verification of the feasibility 

of the most promising control scheme in a laboratory setting.  This includes the 

procurement, setup, and direct control of two water heaters, as well as the development 

of a hardware control scheme to generate actual hot water usage.  The hardware 

verification step allows for analysis and comparison with simulated results to 

demonstrate the feasibility of implementing the MPC framework in the real world. 

The research presented in this dissertation is significant in several ways.  First, 

it addresses the growing problem of wind balancing and reserve capacity in the Pacific 

Northwest by exploring the usefulness of an additional resource.  Second, it implements 

a novel MPC framework to provide demand response via the control of multiple 

residential water heaters.  Finally, it provides a simple way for system operators to 

command a specific balancing power level and lets the control system take care of the 

details. 

There is currently a gap that exists between the theoretical simulated control of 

resources and the actual implementation of these controls such that they are easily and 

readily usable by a system operator.  One of the key goals of this research is thus to 

produce a control scheme that is actually useful to utilities.  By taking a single number 

for required balancing power as an input, the MPC framework is able to simplify the 

demands on already-busy operators to assist them to balance the system and provide 

reserve capacity. 
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2 Model Predictive Control Overview 

2.1 Introduction 

While there are a variety of possible control schemes for managing energy 

storage resources on the grid, model predictive control (MPC) provides several key 

advantages.  The first is its ability to use predictions for what may happen in order to 

make decisions for the control of the storage resource.  This enables the controller, for 

example, to receive a prediction that a wind ramp is imminent and position the state of 

charge of the storage such that it will be able to make up the difference between the 

forecasted and actual wind generation, making the wind resource appear less variable 

in nature.  A second key advantage of MPC is its ability to control multiple energy 

storage resources under multiple constraints while balancing several objectives 

simultaneously.  In order to implement demand response effectively, where there are 

many distributed resources throughout a region, this type of simultaneous control is 

important.  Extensive research has been conducted with regard to model predictive 

control of various energy storage sources, however, limited research has been conducted 

on using MPC with demand response and specifically with water heaters (Borhan), (Di 

Giorgio), (Hredzak), (Khalid - multiple), (Kondoh), (Ma), (Munoz-Hernandez), (Qi), 

(Teleke). 

The first step towards enabling MPC for demand response is the formulation and 

implementation of an MPC framework.  In this construct, current and future control 

actions are calculated given predicted plant behavior.  At each time step, the plant states 

are measured or estimated and predictions are made of known plant disturbances for 
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some length of time into the future, termed the prediction horizon.  Control actions are 

then determined over the prediction horizon that will move the plant towards the desired 

trajectory.  The very first control action of this series is implemented, and then the 

procedure is repeated at the next time step (Rossiter).  Fig. 2.1 demonstrates the general 

control scheme for MPC with a single energy storage resource balancing wind, 

including the consideration of both costs and limits of the plant and control actions.  The 

controller takes inputs in the form of predictions for the scheduled and actual wind, as 

well as the cost of using the energy storage and the cost of error (not being able to meet 

the desired control action), and then outputs an energy storage power command to the 

plant, which then results in outputs of the various plant parameters being considered. 

 

Fig. 2.1.  General MPC control scheme with a single energy storage resource 

2.2 Generic Model Predictive Control Formulation 

For this research, a discrete-time plant predictive model is used.  The two main 

equations for this model, in state-space form, are the state update equation (2.1) and the 

output equation (2.2).  
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𝐱(𝑘 + 1) = 𝐀𝐱(𝑘) + 𝐁𝑢𝐮(𝑘) + 𝐁𝑣𝐯(𝑘) (2.1) 

𝐲(𝑘) = 𝐂𝐱(𝑘) + 𝐃𝑢𝐮(𝑘) + 𝐃𝑣𝐯(𝑘) (2.2) 

 

In (2.1), 𝐱(𝑘 + 1) is the system state one time step in the future, 𝐀 is the state 

matrix, 𝐱(𝑘) is the system state at the current time step, 𝐁𝑢 is the input control matrix, 

𝐮(𝑘) is the input control vector, 𝐁𝑣 is the input disturbance matrix, and 𝐯(𝑘) is the input 

disturbance vector.  In (2.2), 𝐲(𝑘) is the output vector, 𝐂 is the output matrix, 𝐃𝑢 is the 

feed-through input control matrix, and 𝐃𝑣 is the feed-through input disturbance matrix.  

In order to formulate the predictive model over the entire prediction horizon, denoted 

Hp, the state update equation (2.1) and the output equation (2.2) are incremented by one 

time step and then substituted recursively back into the equations at the previous time 

step.  This process, executed repeatedly over the entire prediction horizon, yields the 

model shown in (2.3) and (2.4) (Rossiter). 
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[
 
 
 
 
 

𝐲(𝑘)
𝐲(𝑘 + 1)
𝐲(𝑘 + 2)
𝐲(𝑘 + 3)

⋮
𝐲(𝑘 + 𝐻𝑝)]

 
 
 
 
 

⏟        
�⃗�(𝑘)

=

[
 
 
 
 
 
𝐂
𝐂𝐀
𝐂𝐀2

𝐂𝐀3

⋮
𝐂𝐀𝐻𝑝]

 
 
 
 
 

⏟    
𝐒𝒙

𝐱(𝑘) 

+

[
 
 
 
 
 

𝐃𝑢 0 0 0 ⋯ 0
𝐂𝐁𝑢 𝐃𝑢 0 0 ⋯ 0
𝐂𝐀𝐁𝑢 𝐂𝐁𝑢 𝐃𝑢 0 ⋯ 0

𝐂𝐀2𝐁𝑢 𝐂𝐀𝐁𝑢 𝐂𝐁𝑢 𝐃𝑢 ⋯ 0
⋮ ⋮ ⋮ ⋮ ⋱ ⋮

𝐂𝐀𝐻𝑝−1𝐁𝑢 𝐂𝐀𝐻𝑝−2𝐁𝑢 ⋯ ⋯ 𝐂𝐁𝑢 𝐃𝑢]
 
 
 
 
 

⏟                                
𝐒𝒖

[
 
 
 
 
 

𝐮(𝑘)
𝐮(𝑘 + 1)
𝐮(𝑘 + 2)
𝐮(𝑘 + 3)

⋮
𝐮(𝑘 + 𝐻𝑝)]

 
 
 
 
 

⏟        
�⃗⃗⃗�(𝑘)

 

+

[
 
 
 
 
 

𝐃𝑣 0 0 0 ⋯ 0
𝐂𝐁𝑣 𝐃𝑣 0 0 ⋯ 0
𝐂𝐀𝐁𝑣 𝐂𝐁𝑣 𝐃𝑣 0 ⋯ 0

𝐂𝐀2𝐁𝑣 𝐂𝐀𝐁𝑣 𝐂𝐁𝑣 𝐃𝑣 ⋯ 0
⋮ ⋮ ⋮ ⋮ ⋱ ⋮

𝐂𝐀𝐻𝑝−1𝐁𝑣 𝐂𝐀𝐻𝑝−2𝐁𝑣 ⋯ ⋯ 𝐂𝐁𝑣 𝐃𝑣]
 
 
 
 
 

⏟                              
𝐇𝒗

[
 
 
 
 
 

𝐯(𝑘)
𝐯(𝑘 + 1)

𝐯(𝑘 + 2)
𝐯(𝑘 + 3)

⋮
𝐯(𝑘 + 𝐻𝑝)]

 
 
 
 
 

⏟        
�⃗⃗�(𝑘)

 

(2.3) 

�⃗�(𝑘) = 𝐒𝑥𝐱(𝑘) + 𝐒𝑢 �⃗⃗⃗�(𝑘) + 𝐇𝑣 �⃗⃗�(𝑘) (2.4) 

 

It is important to note that �⃗�(𝑘) differs from 𝐲(𝑘), in that the former is the 

concatenated current and predicted output vector (containing the 𝐲(𝑘) for each time step 

from the current step through the prediction horizon) and is of dimension ny ⋅

(𝐻𝑝 + 1) × 1, where ny is the number of plant outputs.  Likewise, �⃗⃗⃗�(𝑘) is of 

dimension nu ⋅ (𝐻𝑝 + 1) × 1, where nu is the number of control inputs, and �⃗⃗�(𝑘) is of 

dimension nv ⋅ (𝐻𝑝 + 1) × 1, where nv is the number of disturbance inputs.  The MPC 

framework uses a quadratic tracking objective function to consider costs associated with 
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both tracking errors and control actions (such as using the energy storage resource).  The 

function is shown in (2.5). 

𝐽(𝑘) = (𝐭(𝑘) − �⃗�(𝑘))
𝑇
𝐐(𝐭(𝑘) − �⃗�(𝑘)) + �⃗⃗⃗�(𝑘)𝑇𝐑�⃗⃗⃗�(𝑘) (2.5) 

 

In (2.5), 𝐭(𝑘) is the desired plant trajectory and has the same dimensions as �⃗�(𝑘).  

To consider the cost of tracking errors, the matrix 𝐐 is specified, with dimension ny ⋅

(𝐻𝑝 + 1) ×  ny ⋅ (𝐻𝑝 + 1).  Similarly, to consider the cost of control actions, the matrix 

𝐑 is specified, with dimensions nu ⋅ (𝐻𝑝 + 1) ×  nu ⋅ (𝐻𝑝 + 1).  In order to formulate 

the objective function such that �⃗⃗⃗�(𝑘) is the only independent variable, a new 

variable, �⃗⃗�(𝑘), is defined in (2.6), where �⃗⃗�(𝑘) is the free evolution error.  This is simply 

the resulting tracking error when only the disturbance inputs are considered and no 

control actions are taken. 

�⃗⃗�(𝑘) = 𝐭(𝑘) − (�⃗�(𝑘) − 𝐒𝑢 �⃗⃗⃗�(𝑘)) = 𝐭(𝑘) − (𝐒𝑥𝐱(𝑘) + 𝐇𝑣 �⃗⃗�(𝑘)) (2.6) 

 

When (2.6) is substituted into (2.5), and algebraic manipulations are performed 

to remove the bias terms, the cost function shown in (2.7) results.  This represents a 

quadratic programming problem where the vector �⃗⃗⃗�(𝑘) is determined to minimize 𝐽(𝑘) 

based on the constraints placed on �⃗⃗⃗�(𝑘). 

𝐽(𝑘) =
1

2
�⃗⃗⃗�(𝑘)𝑇(𝐒𝑢

𝑇𝐐𝐒𝑢 + 𝐑)�⃗⃗⃗�(𝑘) − �⃗⃗�(𝑘)
𝑇𝐐𝐒𝑢 �⃗⃗⃗�(𝑘) (2.7) 

 

In order to implement MPC, the first entry from �⃗⃗⃗�(𝑘) is taken (this is 𝒖(𝑘)) and 

applied to the plant.  At each subsequent time step, (2.6) is calculated and the quadratic 



15 

 

 

programming problem in (2.7) is solved again, resulting in a new 𝒖(𝑘).  The procedure 

repeats for each time step over the entire set of data being considered. 

2.3 Initial Model Predictive Control Research with Energy Storage 

2.3.1 Simulation Setup 

To examine the capabilities of the MPC framework, a large-scale energy storage 

system located close to a wind farm was modeled to provide reserves for the wind 

generation.  The power output of the energy storage system is controlled to make the 

combined wind farm and energy storage output match the scheduled wind power output 

as closely as possible.  In this examination, the goal is to explore the use of MPC in the 

combined minimization of both the plant error and the plant ramp rate.  This type of 

simultaneous optimization is expected to be one of the strengths of MPC.  The specific 

plant model for this implementation is shown in (2.8) and (2.9). 

[
𝑆𝑂𝐶
𝑃𝐸𝑆,𝑝𝑟𝑒𝑣

]
𝑘+1⏟        

𝐱(𝑘+1)

= [
1 0
0 0

]
⏟  
𝐀

[
𝑆𝑂𝐶
𝑃𝐸𝑆,𝑝𝑟𝑒𝑣

]
𝑘⏟      

𝐱(𝑘)

 

+[
−𝑚Δ

1
]⏟  

𝐁𝑢

[𝑃𝐸𝑆]𝑘⏟  
𝐮(𝑘)

+ [
0 0 0 −𝑚Δ

0 0 0 0
]

⏟            
𝐁𝑣 [

 
 
 
𝑃𝑠𝑐ℎ𝑒𝑑
𝑃𝑓𝑎𝑟𝑚
Δ𝑃𝑓𝑎𝑟𝑚
𝑃𝑙𝑜𝑠𝑠 ]

 
 
 

𝑘⏟      
𝐯(𝑘)

 

(2.8) 



16 

 

 

[
 
 
 
 
 
𝑃𝑒𝑟𝑟
Δ𝑃𝐸𝑆
𝑃𝑝𝑙𝑎𝑛𝑡
Δ𝑃𝑝𝑙𝑎𝑛𝑡
𝑆𝑂𝐶
𝑆𝑂𝐶𝑛𝑥𝑡]

 
 
 
 
 

𝑘⏟      
𝐲(𝑘)

=

[
 
 
 
 
 
0 0
0 −1
0 0
0 −1
1 0
1 0 ]

 
 
 
 
 

⏟    
𝐂

[
𝑆𝑂𝐶
𝑃𝐸𝑆,𝑝𝑟𝑒𝑣

]
𝑘⏟      

𝐱(𝑘)

+

[
 
 
 
 
 
−1
1
1
1
0

−𝑚Δ]
 
 
 
 
 

⏟  
𝐃𝑢

[𝑃𝐸𝑆]𝑘⏟  
𝐮(𝑘)

 

+

[
 
 
 
 
 
1 −1 0 0
0 0 0 0
0 1 0 0
0 0 1 0
0 0 0 0
0 0 0 −𝑚Δ]

 
 
 
 
 

⏟            
𝐃𝑣

[
 
 
 
𝑃𝑠𝑐ℎ𝑒𝑑
𝑃𝑓𝑎𝑟𝑚
Δ𝑃𝑓𝑎𝑟𝑚
𝑃𝑙𝑜𝑠𝑠 ]

 
 
 

𝑘⏟      
𝐯(𝑘)

 

(2.9) 

 

In (2.8), 𝑆𝑂𝐶 is the state of charge of the energy storage system, 𝑆𝑂𝐶𝑛𝑥𝑡 is the 

𝑆𝑂𝐶 at the next time step, based on the losses and current energy storage commanded 

power, 𝑃𝐸𝑆,𝑝𝑟𝑒𝑣 is the energy storage power command from the previous time step, 𝑚∆ 

is the per-unit per sample capacity constant of the energy storage system,  𝑃𝐸𝑆 is the 

current energy storage power command, 𝑃𝑠𝑐ℎ𝑒𝑑 is the scheduled output of the wind farm, 

𝑃𝑓𝑎𝑟𝑚 is the actual output of the wind farm, and 𝑃𝑙𝑜𝑠𝑠 is the approximate loss in the 

energy storage system.  In (2.9), 𝑃𝑒𝑟𝑟 = 𝑃𝑠𝑐ℎ𝑒𝑑 − 𝑃𝑝𝑙𝑎𝑛𝑡, where 𝑃𝑝𝑙𝑎𝑛𝑡 is the combined 

wind farm and energy storage output. 

The objective function cost weights are shown in (2.10) through (2.12).  It is 

important to note that in 𝐐, only 𝑞𝑃𝑒𝑟𝑟 and 𝑞Δ𝑃𝑝𝑙𝑎𝑛𝑡 are non-zero, given that the goal of 

this examination is to explore the use of MPC with multiple simultaneous objectives, 

minimization of the plant error and the plant ramp rate, respectively.  For this 

investigation, all entries in 𝐑 are zero, since the cost of control actions is not a 
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consideration.  Also of note is that both matrices are purely diagonal, since there is no 

need to weight the cross-coupling terms. 

𝐪 =

[
 
 
 
 
 
 
𝑞𝑃𝑒𝑟𝑟 0 0 0 0 0

0 𝑞Δ𝑃𝐸𝑆 0 0 0 0

0 0 𝑞𝑃𝑝𝑙𝑎𝑛𝑡 0 0 0

0 0 0 𝑞Δ𝑃𝑝𝑙𝑎𝑛𝑡 0 0

0 0 0 0 𝑞𝑆𝑂𝐶 0
0 0 0 0 0 𝑞𝑆𝑂𝐶𝑛𝑥𝑡]

 
 
 
 
 
 

 (2.10) 

𝐐 =  [

𝐪𝒌 ⋯ 𝟎
⋮ ⋱ ⋮
𝟎 ⋯ 𝐪𝒌+𝑯𝒑

] (2.11) 

𝐑 =  [

𝑟𝑃𝐸𝑆 ⋯ 0

⋮ ⋱ ⋮
0 ⋯ 𝑟𝑃𝐸𝑆

] (2.12) 

 

Constraints on the control actions and the system states are presented in (2.13) 

and (2.14). 

[
𝑃𝐸𝑆
−𝑃𝐸𝑆

] ≤ [
𝑃𝐸𝑆,𝑢𝑝𝑝𝑒𝑟
−𝑃𝐸𝑆,𝑙𝑜𝑤𝑒𝑟

] (2.13) 

[

𝑆𝑂𝐶
−𝑆𝑂𝐶
𝑆𝑂𝐶𝑛𝑥𝑡
−𝑆𝑂𝐶𝑛𝑥𝑡

] ≤

[
 
 
 
𝑆𝑂𝐶𝑢𝑝𝑝𝑒𝑟
−𝑆𝑂𝐶𝑙𝑜𝑤𝑒𝑟
𝑆𝑂𝐶𝑢𝑝𝑝𝑒𝑟
−𝑆𝑂𝐶𝑙𝑜𝑤𝑒𝑟]

 
 
 
 (2.14) 

 

For this simulation, the wind farm nameplate capacity is 100 MW, with the 

energy storage system rated for 25 MW and 50 MWh (energy storage sizing is based on 

existing large-scale systems, availability of hardware, and analysis from literature) 

(Brekken).  Wind farm power forecast data and actual data were procured from BPA for 

the week of March 26th, 2012, with 888 ten-minute samples (“BPA Wind Generation in 

the last 7 Days,” BPA).  Scheduled output is determined using a 60 minute persistence 
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method.  The predicted disturbance vector, �⃗⃗�(𝑘), requires predictions of both the wind 

farm scheduled output (𝑃𝑠𝑐ℎ𝑒𝑑(𝑘|𝑘), 𝑃𝑠𝑐ℎ𝑒𝑑(𝑘 + 1|𝑘),… , 𝑃𝑠𝑐ℎ𝑒𝑑(𝑘 + 𝐻𝑝|𝑘)) and the 

wind farm actual output (𝑃𝑓𝑎𝑟𝑚(𝑘|𝑘), 𝑃𝑓𝑎𝑟𝑚(𝑘 + 1|𝑘),… , 𝑃𝑓𝑎𝑟𝑚(𝑘 + 𝐻𝑝|𝑘)) over the 

prediction horizon; both of these predictions are based on the meteorological forecast at 

time 𝑘. 

The 𝑞𝑃𝑒𝑟𝑟 cost in 𝐐, with units of $/PU2, was determined from the Variable 

Energy Resource Balancing Service (VERBS) rate from BPA, which is the rate that is 

charged to BPA-connected wind farms based on installed capacity on a monthly basis 

(currently $1.23/kW/mo) (“2012 BPA Final Rate Proposal Generation Inputs Study,” 

BPA).  Losses in the energy storage system were included as a constant power loss, 

where 1% of the total energy capacity is lost each hour, except when the SOC is below 

2%, at which point losses are negligible.  In addition, controller constraints were 

specified such that 𝑃𝐸𝑆,𝑢𝑝𝑝𝑒𝑟 and 𝑃𝐸𝑆,𝑙𝑜𝑤𝑒𝑟 were set to 0.25 PU and -0.25 PU, 

respectively.  The state of charge constraints, 𝑆𝑂𝐶𝑢𝑝𝑝𝑒𝑟 and 𝑆𝑂𝐶𝑙𝑜𝑤𝑒𝑟, were set to 1 PU 

and -1 PU, which represent full and empty states of charge, respectively.  Simulations 

were performed with a ten-minute sample time. 

2.3.2 Simulation Results 

In order to best examine the strength of the MPC framework, simulations were 

conducted to explore the combined minimization of plant error and plant ramp rate.  

Wind ramps are particularly challenging for system operators to deal with, so this is a 

perfect opportunity to demonstrate how useful MPC can be in this context.  To that end, 
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five simulations were conducted, including a base case with no energy storage (Case 

2.1), an error reduction-only case (Case 2.2), a ramp reduction-only case (Case 2.3), and 

two combined optimization cases (Cases 2.4 and 2.5).  The results are presented in Fig. 

2.2 through Fig. 2.5 (Cases 2.2 through 2.5); note that a figure for Case 2.1 is not 

presented, given that it is the base case with no control actions taken.  Cases 2.4 and 2.5 

differ in the cost of ramps, with a ramp cost of $600/PU2 for Case 2.4, and a ramp cost 

of $6000/PU2 for Case 2.5.  While the differences in the figures between the various 

cases is subtle (with the exception of Case 2.3), it is clear that the controller is making 

small adjustments based on the different cost weightings in each case. 

 
Fig. 2.2.  Single-source MPC simulation results for Case 2.2 (error reduction only). 
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Fig. 2.3.  Single-source MPC simulation results for Case 2.3 (ramp reduction only). 

 
Fig. 2.4.  Single-source MPC simulation results for Case 2.4 (combined optimization with a 

ramp cost of $600/PU2). 
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Fig. 2.5.  Single-source MPC simulation results for Case 2.5 (combined optimization with a 

ramp cost of $6000/PU2). 

The differences between the cases become much more apparent when various 

metrics are calculated, as presented in Table 2.1.  Both the mean absolute error (MAE) 

and the root mean square error (RMSE) of 𝑃𝑒𝑟𝑟 are presented, along with the cumulative 

error cost (𝐽𝑄,𝑒𝑟𝑟), defined in (2.15), and the cumulative ramp cost (𝐽𝑄,𝑟𝑎𝑚𝑝), defined in 

(2.16), where N equals 888 (the number of ten-minute time steps used).  The final three 

rows of the table show a count of the number of up, down, and total ramps, where a 

ramp is specified as at least a 0.20 PU change over an hour, determined by a sliding 

window over the entire time series. 

𝐽𝑄,𝑒𝑟𝑟 =∑𝑞𝑃𝑒𝑟𝑟𝑃𝑒𝑟𝑟(𝑖)
2

𝑵

𝒊

    [$] (2.15) 
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𝐽𝑄,𝑟𝑎𝑚𝑝 =∑𝑞Δ𝑃𝑝𝑙𝑎𝑛𝑡Δ𝑃𝑝𝑙𝑎𝑛𝑡(𝑖)
2

𝑵

𝒊

   [$] (2.16) 

 
Table 2.1.  Summary of various single-source MPC optimization cases 

Case 2.1 2.2 2.3 2.4 2.5 

Objective 
Base 

Case 

Error 

Reduction 

Ramp 

Reduction 

Combined 

Optimization 

Energy Storage Inactive Active Active Active Active 

Error Cost (𝑞𝑃𝑒𝑟𝑟) 

($/PU2) 

2503 

(VERBS) 

2503 

(VERBS) 
0 

2503 

(VERBS) 

2503 

(VERBS) 

Ramp Cost (𝑞Δ𝑃𝑝𝑙𝑎𝑛𝑡) 

($/PU2) 
0 0 600 600 6000 

𝑃𝑒𝑟𝑟 MAE (PU) 0.0454 0.0088 0.0515 0.0101 0.0141 

𝑃𝑒𝑟𝑟 RMSE (PU) 0.0608 0.0264 0.0653 0.0265 0.0289 

𝐽𝑄,𝑒𝑟𝑟 ($) 8211 1546 0 1563 1859 

𝐽𝑄,𝑟𝑎𝑚𝑝 ($) 0 0 68 183 1133 

𝐽𝑄,𝑒𝑟𝑟 + 𝐽𝑄,𝑟𝑎𝑚𝑝 ($) 8211 1546 68 1746 2992 

Ramps Up 53 45 14 32 16 

Ramps Down 55 39 1 30 12 

Total Ramps 108 84 15 62 28 

 

Upon examination of the results in Table 2.1, it is apparent that the error 

reduction-only case (Case 2.2) and the ramp reduction-only case (Case 2.3) demonstrate 

the strength of the controller in optimizing for a single objective.  However, when Cases 

2.4 and 2.5 (the combined optimization cases) are taken into consideration, it becomes 

clear that the MPC is very successful in balancing the two objectives simultaneously.  

With only a small increase in overall error (from an RMSE of 0.0264 to an RMSE of 

0.0289), the number of ramps in Case 2.5 has been reduced to 28 versus 84 ramps in 
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Case 2.2.  Moreover, for only a 20.3% increase in the error cost (𝐽𝑄,𝑒𝑟𝑟), the number of 

ramp events was decreased by 67%.  Thus, in situations where multiple objectives must 

be considered, the MPC framework is able to make appropriate control decisions.  This 

examination demonstrates that MPC can be useful to the control of multiple demand 

response resources with multiple optimization objectives, where each resource can have 

different constraints. 
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3 Local-Level Control Scheme 

3.1 Introduction 

To apply the MPC framework to demand response, the first proposed control 

scheme, termed local-level control, involves the modeling of a standard water heater 

hysteretic controller (i.e., thermostat) using set-point temperature as the control 

variable.  In this scheme, the MPC framework receives the requested balancing power 

level from the system operator and determines the new temperature set-point for the 

standard hysteretic controller using the water temperature as the feedback variable.  

With set-point temperature as the control variable, the existing individual water heater 

thermostats remain in control and simply receive a different set-point as their objective 

(hence, “local-level control”).  The advantage of this scheme is that consumers retain 

some level of control over their water heater resource, but the disadvantage from the 

utility perspective is that individual water heater temperature set-points must be 

considered and controlled, and the behavior of the hysteretic thermostat must be 

modeled in the MPC framework. 

3.2 Water Heater Model 

In order to implement MPC with a water heater as the energy storage resource, 

a plant model for the water heater must first be developed.  There are four basic flows 

of energy in a water heater: 1) domestic hot water usage represents a flow of energy out 

of the water heater (denoted 𝑃𝑜𝑢𝑡); 2) cold water flowing in to the water heater to replace 

the withdrawn hot water represents a flow of energy into the water heater (denoted 𝑃𝑖𝑛); 



25 

 

 

3) radiation losses through the walls of the water heater represent a flow of energy out 

of the water heater to the surrounding environment (denoted 𝑃𝑟𝑎𝑑); and 4) energy 

transferred to the water via the heating of a resistive element through the application of 

electric current represents a flow of energy into the water heater (denoted 𝑃𝑒𝑙𝑒𝑐).  These 

four flows of energy (specified as instantaneous power, since that is the variable of 

interest) are demonstrated in Fig. 3.1.  For the purposes of this model, 𝑃𝑜𝑢𝑡 and 𝑃𝑖𝑛 can 

be combined to form a single term, denoted 𝑃𝑢𝑠𝑒. 

 
Fig. 3.1.  Basic water heater energy flow model. 

These separate terms can be combined to form an equation to specify the 

resulting temperature of the water in the water heater, shown in (3.1) (Khan), (Kondoh), 

(Lutz). 
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𝑉𝑡𝑜𝑡𝑎𝑙 ∗ 𝑑 ∗ 𝐶𝑝 ∗
𝑑𝑇

𝑑𝑡
= 𝜂𝑃𝑒𝑙𝑒𝑐 − 𝑃𝑢𝑠𝑒 − 𝑃𝑟𝑎𝑑 (3.1) 

 

In (3.1), 𝑉𝑡𝑜𝑡𝑎𝑙 is the total volume of water in the water heater (its capacity), 𝑑 

is the density of water (8.293752 𝑙𝑏/𝑔𝑎𝑙), 𝐶𝑝 is the specific heat of water 

(1.000743 𝐵𝑇𝑈/(𝑙𝑏 ∙ ℉)), and 𝜂 is the electric efficiency of the water heater (termed 

Recovery Efficiency (RE)), which is assumed to be very close to one (~0.98).  Based 

on the Water Heater Analysis Model (WHAM), 𝑃𝑟𝑎𝑑 can be approximated by  

𝑃𝑟𝑎𝑑 ≈ 𝑈𝐴 ∗ (𝑇 − 𝑇𝑎𝑚𝑏) (3.2) 

 

where 𝑈𝐴 is the standby heat loss coefficient, 𝑇 is the water temperature in the tank, 

and 𝑇𝑎𝑚𝑏 is the ambient temperature outside of the tank (Lutz).  The standby heat loss 

coefficient is a parameter determined from the Energy Factor (EF) and the Recovery 

Efficiency of the water heater, which are calculated based on standardized tests under 

United States Code of Federal Regulations 10 CFR 430.32(d) (“Residential Water 

Heaters: Standards,” US DOE).  The calculation of the standby heat loss coefficient is 

shown in (3.3) (“Appendix E to Subpart B of Part 430—Uniform Test Method for 

Measuring the Energy Consumption of Water Heaters,” 10 CFR 430), (Khan). 

𝑈𝐴 =
(
1
EF −

1
η)

67.5 ∗ (
24

41094 −
1

(𝜂 ∗ 𝑃𝑟𝑎𝑡𝑒𝑑)
)
       [𝐵𝑇𝑈 (ℎ𝑟 ∙ ℉⁄ )] (3.3) 

 

To determine 𝑃𝑢𝑠𝑒, a time series of domestic hot water usage (in gallons) is 

necessary.  Then, 𝑃𝑢𝑠𝑒 can be calculated as shown in (3.4) (Khan). 
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𝑃𝑢𝑠𝑒 =
𝑉𝑤𝑑 ∗ 𝑑 ∗ 𝐶𝑝 ∗ (𝑇𝑠𝑝 − 𝑇𝑖𝑛)

𝜂 ∗ Δ𝑡
 (3.4) 

 

In (3.4), 𝑉𝑤𝑑 is the volume of hot water withdrawn in each time step (in gallons), 𝑇𝑠𝑝 is 

the set-point temperature of the water heater, 𝑇𝑖𝑛 is the inlet water temperature, and Δ𝑡 

is the elapsed time (the length of a time step in seconds). 

A number of assumptions are inherent in the model presented in (3.1).  First, it 

is assumed that all water in the tank is at the same temperature and that 𝑈𝐴, RE, 𝑇𝑎𝑚𝑏, 

and 𝑃𝑟𝑎𝑡𝑒𝑑 (the rated power of the water heater) are constant.  In addition, it is assumed 

that the density and specific heat of the water are also constant.  It is important to note 

that this model does not consider the dynamics of water mixing in the tank.  In a water 

heater, hot water is withdrawn from the top of the tank and cold water enters at the 

bottom of the tank and thus in practice there is a dynamically-changing temperature 

differential between the bottom and the top of the tank which is not considered here due 

to the need for simplification of the model for sufficient computational speed. 

3.3 Control Design 

3.3.1 Local Hysteretic Controller 

Traditional water heater thermostats operate by the principle of hysteresis, 

wherein power is applied to the water heater element until the temperature reaches the 

set-point plus a specific threshold, and then the power stays switched off until the 

temperature falls below the set-point minus a threshold (generally the same magnitude 

as the up-going threshold).  This operation is demonstrated in Fig. 3.2, where the applied 

power is the rated power of the water heater 𝑃𝑟𝑎𝑡𝑒𝑑 and the threshold is specified as Δ𝑇.  
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In a real water heater, the thermostat operates continuously (i.e., there are no discrete 

time steps).  For the purposes of simulation, however, the hysteretic controller must run 

on a discrete time step.  Thus, compared to the MPC framework which runs at a ten-

minute time step, the hysteretic controller is specified to run at a one-second time step 

in order to approximate the continuous nature of the real thermostat. 

 
Fig. 3.2.  Hysteresis model of a traditional water heater thermostat. 

Thus, at each one-second time step, the local hysteretic controller determines the 

“on state” of the water heater based solely on a comparison between the set-point 

temperature and the actual water temperature, combined with a consideration of the 

history of the “on state.”  The hysteretic controller then calculates the temperature at the 

next time step and provides this temperature, plus the current power state, as inputs to 

the overall MPC framework.  The resulting operation of this procedure is demonstrated 
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in Fig. 3.3, with the top subplot presenting the temperatures and power usages for two 

water heaters, and the bottom subplot illustrating the times when the individual water 

heaters are on and actively heating water.  This figure demonstrates how the hysteretic 

controller, with a set-point temperature of 130°F and a threshold of 5°F, turns on the 

power when the temperature falls below 125°F and keeps the power on until the 

temperature reaches 135°F (the black dashed lines represent these limits). 

 
Fig. 3.3.  Operation of the hysteretic controller with one-second usage data. 

One of the limitations of the MPC framework is that it must utilize a linear model 

of the system being controlled in order to perform its optimization.  In the case of a 

hysteretic controller, a linear approximation is difficult to achieve due to the inherently 

non-linear nature of the controller.  Thus, to attempt a linear approximation, Fig. 3.4 

presents the line that was initially chosen to represent the controller output 𝑃𝑒𝑙𝑒𝑐.  The 
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blue dashed line can be represented by the equation shown in (3.5), given that it passes 

through the point (𝑇𝑠𝑝,
𝑃𝑟𝑎𝑡𝑒𝑑

2
) and the chosen point (𝑇𝑚𝑎𝑥, 0), where 𝑇𝑚𝑎𝑥 is 

determined to be the maximum temperature that the water is allowed to reach in the 

water heater.  The choice of 𝑇𝑚𝑎𝑥 combined with the minimum possible 𝑇𝑠𝑝 determines 

the slope 𝑚 of the line in (3.5). 

 
Fig. 3.4.  Linear approximation (blue dashed line) to the hysteretic controller. 

𝑃𝑒𝑙𝑒𝑐 ≈
𝑃𝑟𝑎𝑡𝑒𝑑
2

+𝑚 ∗ (𝑇𝑠𝑝 − 𝑇(𝑘)) (3.5) 

 

In (3.5), 𝑇(𝑘) represents the temperature of the water in the tank at time step 𝑘. 

It is important to remember that with local-level control, the set-point 

temperature will be modified by the MPC framework at each ten-minute time step, and 

thus, the equation for the linear approximation changes at each time step.  The choice 
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of location for the line in Fig. 3.4 is based on the determination that it is important to 

prevent the MPC framework from seeing the possibility of a negative power command 

(i.e., a water heater cannot output power back onto the grid, so it is important that the 

MPC framework does not think this is possible).  This concern must be balanced against 

the problem of not matching the actual rated power when the water heater is on (i.e., the 

mismatch of the blue dashed line and the red solid line to the left of 𝑇𝑠𝑝).  For these 

simulations, 𝑇𝑠𝑝 is constrained to between 120°F and 140°F, and the water temperature 

is constrained between 115°F and 145°F.  Thus, with a minimum 𝑇𝑠𝑝 of 120°F and a 

maximum water temperature of 145°F, 𝑚 is determined to be 1/50 for a 𝑃𝑟𝑎𝑡𝑒𝑑 of 1 PU. 

3.3.2 MPC Implementation 

In order to implement the MPC framework, the water heater model presented in 

(3.1) must be transformed into state-space form.  Starting with the discrete form of this 

model with 𝑃𝑟𝑎𝑑 and 𝑃𝑒𝑙𝑒𝑐 substituted in from (3.2) and (3.5), respectively, shown in 

(3.6), algebraic manipulations are performed to produce the form shown in (3.7). 

𝑉𝑡𝑜𝑡𝑎𝑙 ∗ 𝑑 ∗ 𝐶𝑝 ∗
𝑇(𝑘 + 1) − 𝑇(𝑘)

∆𝑡

= 𝜂 ((
𝑃𝑟𝑎𝑡𝑒𝑑
2

) +𝑚 ∗ (𝑇𝑠𝑝 − 𝑇(𝑘))) − 𝑃𝑢𝑠𝑒 −𝑈𝐴 ∗ (𝑇(𝑘) − 𝑇𝑎𝑚𝑏) 
(3.6) 

𝑇(𝑘 + 1) = (
−∆𝑡 ∗ 𝜂 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙 ∗ 𝑑 ∗ 𝐶𝑝
−

𝑈𝐴 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙 ∗ 𝑑 ∗ 𝐶𝑝
+ 1)𝑇(𝑘) + (

∆𝑡 ∗ 𝜂 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙 ∗ 𝑑 ∗ 𝐶𝑝
)𝑇𝑠𝑝

+
−∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙 ∗ 𝑑 ∗ 𝐶𝑝
𝑃𝑢𝑠𝑒 +

𝑈𝐴 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙 ∗ 𝑑 ∗ 𝐶𝑝
𝑇𝑎𝑚𝑏

+
∆𝑡 ∗ 𝜂

2 ∗ 𝑉𝑡𝑜𝑡𝑎𝑙 ∗ 𝑑 ∗ 𝐶𝑝
𝑃𝑟𝑎𝑡𝑒𝑑 

(3.7) 
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From (3.7), it becomes apparent that the system state is the water temperature, 

the control variable is the set-point temperature, and the disturbances are the power 

usage, ambient temperature (held constant), and rated power (also held constant).  This 

is even clearer in state-space form, presented in (3.8) and (3.9) for two water heaters.  

In (3.9), the output vector, 𝐲(𝑘), contains both the temperatures at the current time step 

as well as the temperatures at the next time step, plus the individual applied power for 

each water heater (𝑃𝑖𝑛) and the error (𝑃𝑏𝑎𝑙𝑒𝑟𝑟𝑜𝑟) between the requested balancing power 

from the system operator (𝑃𝑏𝑎𝑙
∗ ) and the actual power usage (𝑃𝑒𝑙𝑒𝑐 − 𝑃𝑢𝑠𝑒). 

[
𝑇1
𝑇2
]
𝑘+1⏟    

𝐱(𝑘+1)

=

[
 
 
 
 
−∆𝑡 ∗ 𝜂1 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
−

𝑈𝐴1 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
+ 1 0

0
−∆𝑡 ∗ 𝜂2 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝
−

𝑈𝐴2 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝
+ 1

]
 
 
 
 

⏟                                                  
𝐀

[
𝑇1
𝑇2
]
𝑘⏟  

𝐱(𝑘)

+

[
 
 
 
 
∆𝑡 ∗ 𝜂1 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
0

0
∆𝑡 ∗ 𝜂2 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝]
 
 
 
 

⏟                      
𝐁𝑢

[
𝑇𝑠𝑝1
𝑇𝑠𝑝2

]
𝑘⏟    

𝐮(𝑘)

+

[
 
 
 
 0

−∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝

𝑈𝐴1 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝

∆𝑡 ∗ 𝜂1
2 ∗ 𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝

0 0 0

0 0 0 0
−∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝

𝑈𝐴2 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝

∆𝑡 ∗ 𝜂2
2 ∗ 𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝]

 
 
 
 

⏟                                                                          
𝐁𝑣

[
 
 
 
 
 
 
 
𝑃𝑏𝑎𝑙
∗

𝑃𝑢𝑠𝑒1
𝑇𝑎𝑚𝑏1
𝑃𝑟𝑎𝑡𝑒𝑑1
𝑃𝑢𝑠𝑒2
𝑇𝑎𝑚𝑏2
𝑃𝑟𝑎𝑡𝑒𝑑2]

 
 
 
 
 
 
 

𝑘⏟      
𝐯(𝑘)

 

(3.8) 
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[
 
 
 
 
 
 
 
𝑃𝑏𝑎𝑙𝑒𝑟𝑟𝑜𝑟
𝑇1

𝑇𝑛𝑒𝑥𝑡1
𝑃𝑖𝑛1
𝑇2

𝑇𝑛𝑒𝑥𝑡2
𝑃𝑖𝑛2 ]

 
 
 
 
 
 
 

𝑘⏟      
𝐲(𝑘)

=

[
 
 
 
 
 
 
 
 

𝑚 𝑚
1 0

−∆𝑡 ∗ 𝜂1 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
−

𝑈𝐴1 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
+ 1 0

−𝑚 0
0 1

0
−∆𝑡 ∗ 𝜂2 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝
−

𝑈𝐴2 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝
+ 1

0 −𝑚 ]
 
 
 
 
 
 
 
 

⏟                                                  
𝐂

[
𝑇1
𝑇2
]
𝑘⏟  

𝐱(𝑘)

+

[
 
 
 
 
 
 
 
 

−𝑚 −𝑚
0 0

∆𝑡 ∗ 𝜂1 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
0

𝑚 0
0 0

0
∆𝑡 ∗ 𝜂2 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝
0 𝑚 ]

 
 
 
 
 
 
 
 

⏟                      
𝐃𝑢

[
𝑇𝑠𝑝1
𝑇𝑠𝑝2

]
𝑘⏟    

𝐮(𝑘)

+

[
 
 
 
 
 
 
 
 
 
 
 
 1 1 0 −

1

2
1 0 −

1

2
0 0 0 0 0 0 0

0
−∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝

𝑈𝐴1 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝

∆𝑡 ∗ 𝜂1
2 ∗ 𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝

0 0 0

0 −1 0
1

2
0 0 0

0 0 0 0 0 0 0

0 0 0 0
−∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝

𝑈𝐴2 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝

∆𝑡 ∗ 𝜂2
2 ∗ 𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝

0 0 0 0 −1 0
1

2 ]
 
 
 
 
 
 
 
 
 
 
 
 

⏟                                                                          
𝐃𝑣

[
 
 
 
 
 
 
 
𝑃𝑏𝑎𝑙
∗

𝑃𝑢𝑠𝑒1
𝑇𝑎𝑚𝑏1
𝑃𝑟𝑎𝑡𝑒𝑑1
𝑃𝑢𝑠𝑒2
𝑇𝑎𝑚𝑏2
𝑃𝑟𝑎𝑡𝑒𝑑2]

 
 
 
 
 
 
 

𝑘⏟      
𝐯(𝑘)

 

(3.9) 

 

While implementation of the state-space forms in (3.8) and (3.9) may be 

attempted, one further step was taken to eliminate the need to provide a fallback 

procedure if the quadratic programming optimization fails to find a solution (which is 

always a possibility given the various constraints and limits that are placed on the 

system).  If (3.8) and (3.9) are reformulated such that the control variable becomes the 

change in the set-point temperature (Δ𝑇𝑠𝑝), then if the quadratic programming solver 

fails, the fallback plan can be to simply make no change to the set-point temperature 
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from one step to the next (i.e., let Δ𝑇𝑠𝑝 equal 0).  The reformulated state-space equations 

are presented in (3.10) and (3.11). 

[
 
 
 
 
𝑇1
𝑇𝑠𝑝1
𝑇2
𝑇𝑠𝑝2]

 
 
 
 

𝑘+1⏟      
𝐱(𝑘+1)

=

[
 
 
 
 
 
 
−∆𝑡 ∗ 𝜂1 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
−

𝑈𝐴1 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
+ 1

∆𝑡 ∗ 𝜂1 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
0 0

0 1 0 0

0 0
−∆𝑡 ∗ 𝜂2 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝
−

𝑈𝐴2 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝
+ 1

∆𝑡 ∗ 𝜂2 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝
0 0 0 1 ]

 
 
 
 
 
 

⏟                                                                        
𝐀

[
 
 
 
 
𝑇1
𝑇𝑠𝑝1
𝑇2
𝑇𝑠𝑝2]

 
 
 
 

𝑘⏟    
𝐱(𝑘)

+ [

0 0
1 0
0 0
0 1

]

⏟    
𝐁𝑢

[
Δ𝑇𝑠𝑝1
Δ𝑇𝑠𝑝2

]
𝑘⏟    

𝐮(𝑘)

+

[
 
 
 
 
 0

−∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝

𝑈𝐴1 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝

∆𝑡 ∗ 𝜂1
2 ∗ 𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝

0 0 0

0 0 0 0 0 0 0

0 0 0 0
−∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝

𝑈𝐴2 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝

∆𝑡 ∗ 𝜂2
2 ∗ 𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝

0 0 0 0 0 0 0 ]
 
 
 
 
 

⏟                                                                          
𝐁𝑣

[
 
 
 
 
 
 
 
𝑃𝑏𝑎𝑙
∗

𝑃𝑢𝑠𝑒1
𝑇𝑎𝑚𝑏1
𝑃𝑟𝑎𝑡𝑒𝑑1
𝑃𝑢𝑠𝑒2
𝑇𝑎𝑚𝑏2
𝑃𝑟𝑎𝑡𝑒𝑑2]

 
 
 
 
 
 
 

𝑘⏟      
𝐯(𝑘)

 

(3.10) 
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[
 
 
 
 
 
 
 
 
 
 
 
 
𝑃𝑏𝑎𝑙𝑒𝑟𝑟𝑜𝑟
𝑇1

𝑇𝑛𝑒𝑥𝑡1
𝑇𝑠𝑝1

𝑇𝑠𝑝_𝑛𝑒𝑥𝑡1
𝑃𝑖𝑛1
𝑇2

𝑇𝑛𝑒𝑥𝑡2
𝑇𝑠𝑝2

𝑇𝑠𝑝_𝑛𝑒𝑥𝑡2
𝑃𝑖𝑛2 ]

 
 
 
 
 
 
 
 
 
 
 
 

𝑘⏟      
𝐲(𝑘)

=

[
 
 
 
 
 
 
 
 
 
 
 
 

𝑚 −𝑚 𝑚 −𝑚
1 0 0 0

−∆𝑡 ∗ 𝜂1 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
−

𝑈𝐴1 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
+ 1

∆𝑡 ∗ 𝜂1 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
0 0

0 1 0 0
0 1 0 0
−𝑚 𝑚 0 0
0 0 1 0

0 0
−∆𝑡 ∗ 𝜂2 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝
−

𝑈𝐴2 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝
+ 1

∆𝑡 ∗ 𝜂2 ∗ 𝑚

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝
0 0 0 1
0 0 0 1
0 0 −𝑚 𝑚 ]

 
 
 
 
 
 
 
 
 
 
 
 

⏟                                                                        
𝐂

[
 
 
 
 
𝑇1
𝑇𝑠𝑝1
𝑇2
𝑇𝑠𝑝2]

 
 
 
 

𝑘⏟    
𝐱(𝑘)

+

[
 
 
 
 
 
 
 
 
 
 
0 0
0 0
0 0
0 0
1 0
0 0
0 0
0 0
0 0
0 1
0 0]

 
 
 
 
 
 
 
 
 
 

⏟  
𝐃𝑢

[
Δ𝑇𝑠𝑝1
Δ𝑇𝑠𝑝2

]
𝑘⏟    

𝐮(𝑘)

+

[
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 1 1 0 −

1

2
1 0 −

1

2
0 0 0 0 0 0 0

0
−∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝

𝑈𝐴1 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝

∆𝑡 ∗ 𝜂1
2 ∗ 𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝

0 0 0

0 0 0 0 0 0 0
0 0 0 0 0 0 0

0 −1 0
1

2
0 0 0

0 0 0 0 0 0 0

0 0 0 0
−∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝

𝑈𝐴2 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝

∆𝑡 ∗ 𝜂2
2 ∗ 𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝

0 0 0 0 0 0 0
0 0 0 0 0 0 0

0 0 0 0 −1 0
1

2 ]
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

⏟                                                                          
𝐃𝑣

[
 
 
 
 
 
 
 
𝑃𝑏𝑎𝑙
∗

𝑃𝑢𝑠𝑒1
𝑇𝑎𝑚𝑏1
𝑃𝑟𝑎𝑡𝑒𝑑1
𝑃𝑢𝑠𝑒2
𝑇𝑎𝑚𝑏2
𝑃𝑟𝑎𝑡𝑒𝑑2]

 
 
 
 
 
 
 

𝑘⏟      
𝐯(𝑘)

 

(3.11) 

 

With the state-space forms in (3.10) and (3.11), the system state now includes 

both the water temperature and the set-point temperature, with the change in set-point 

temperature (Δ𝑇𝑠𝑝) as the control variable.  The disturbances have not changed from the 

previous formulation.  The output vector, 𝐲(𝑘), now includes both the current and future 
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water temperatures and the current and future set-point temperatures for both water 

heaters, as well as the applied power for each water heater and the error in the power 

between the requested and actual output. 

Extending this formulation for more than two water heaters is possible by simply 

adding the appropriate terms for each additional water heater, although the formulations 

are not presented here due to the extremely large nature of the matrices in question. 

Utilizing the state-space formulation in (3.10) and (3.11), local-level control is 

implemented with MPC as shown in Fig. 3.5.  This figure represents the program steps 

that are taken in order to perform the quadratic programming optimization for each time 

step (note that this figure is simply a representation, as the actual simulation is run using 

MATLAB m-code).  The large dark grey rectangle represents the plant model, with the 

hysteretic controller running at a one-second time step, taking in domestic hot water 

usage data as well as the water heater parameters and producing the power usage and 

new temperature data.  At each ten-minute time step, these outputs are sent to the large 

light grey rectangle, representing the MPC framework.  This process takes in the 

requested balancing power, the water heater parameters, and the operating constraints 

on the set-point temperatures and water temperatures and then produces the appropriate 

system state and disturbance vectors for use in the quadratic programming solver 

(MATLAB’s quadprog), as specified in (2.7).  Once a new control action is calculated, 

the output vector can be determined, producing the error signal as well as the various 

water temperature and set-point temperature data. 
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Fig. 3.5.  Schematic for local-level control MPC framework. 

Input data for the simulations came from several different sources.  Domestic 

hot water usage data was extracted from pre-generated household hot water usage 

simulation spreadsheets provided by the US Department of Energy Building 

Technologies Program (Hendron).  These spreadsheets contain event data for hot water 

usage (in gallons per minute) for a variety of differently sized homes.  Data was taken 

from the spreadsheets for three and four bedroom homes for the week of March 26th, to 

synchronize with the scheduled and actual wind power data from BPA.  The event data 

was transformed into usage data (in gallons) on both a one-second (for the hysteretic 

controller) and a ten-minute time step (for the MPC framework).  Wind data came from 

the same sources as noted in Section 2.3.1, and a 60-minute persistence schedule was 

used for applicable simulations.  For these simulations, 864 ten-minute time steps were 

used (equivalent to six days of 144 ten-minute time steps per day). 
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The set-point temperature was constrained between 120°F and 140°F, and the 

water temperature was constrained between 115°F and 145°F, with a starting set-point 

temperature of 130°F.  The three bedroom hot water usage data was applied to a 50 

gallon water heater, with a RE of 0.98 and a 𝑈𝐴 of 3.3 𝐵𝑇𝑈 (ℎ𝑟 ∙ ℉⁄ ).  The four 

bedroom hot water usage data was applied to a 60 gallon water heater, with a RE of 0.98 

and a 𝑈𝐴 of 3.4 𝐵𝑇𝑈 (ℎ𝑟 ∙ ℉⁄ ).  Ambient temperature was specified to be 68°F and 

water inlet temperature was 50°F.  Both water heaters are rated at 15354.6 𝐵𝑇𝑈/ℎ𝑟 (4.5 

kW, defined as 1 PU).  All simulations were run on a per unit basis and units were 

converted appropriately for input and output data collection.  A two-hour prediction 

horizon (12 ten-minute time steps) was used. 

3.4 Results 

Initial simulations for local-level control were run, as noted previously, with a 

linear approximation for the hysteretic controller with the equation as shown in (3.12).  

Note that two variables have been specified in (3.12), with the intercept point of the line 

at the set-point temperature (from Fig. 3.4) denoted 𝑦 and the slope denoted 𝑚. 

𝑃𝑒𝑙𝑒𝑐 ≈ (
1

2
)

⏟
𝑦 =(𝑃𝑟𝑎𝑡𝑒𝑑 2⁄ )

+ (
1

50
)

⏟
𝑚

∗ (𝑇𝑠𝑝 − 𝑇(𝑘)) (3.12) 

 

To start, wind balancing power was set equal to zero, such that the MPC 

framework only needed to meet the demands of the domestic hot water usage at each 

time step.  For the purposes of evaluating the local-level control scheme in the best 

possible condition, the prediction for the hot water usage was set to be perfect (i.e., the 
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predicted data was equal to the actual data through the prediction horizon).  This enables 

the MPC framework to make the best possible decisions. 

The results presented in Fig. 3.6 show three different subplots for a selected 12-

hour period, with the top subplot displaying the water temperature and set-point 

temperature for each of the two water heaters (blue and green for the first water heater, 

red and black for the second, respectively).  The middle subplot presents the 

corresponding power usage data (based on the withdrawn hot water) for each water 

heater (in corresponding colors), and the bottom subplot presents the simulated (blue) 

and actual (red) input power to the water heaters.  The simulated input power is what 

the MPC framework thinks is happening based on its set-point temperature control 

decisions, while the actual input power comes from the hysteretic controller. 

The corresponding plot in Fig. 3.7 presents the calculated 𝑃𝑏𝑎𝑙𝑒𝑟𝑟𝑜𝑟 for both the 

simulated (blue) and actual (red) results.  Again, the simulated 𝑃𝑏𝑎𝑙𝑒𝑟𝑟𝑜𝑟 represents what 

the MPC framework thinks is happening (and is trying to drive to zero) and the actual 

𝑃𝑏𝑎𝑙𝑒𝑟𝑟𝑜𝑟 is what is really happening based on the actual input power applied to the 

water heaters from the hysteretic controller.  It is clear from these two figures that the 

MPC framework is not working well in the local-level control scheme.  The issue arises 

from the linear approximation to the hysteretic controller; this approximation does a 

poor job in representing the true non-linear nature of the thermostat and thus the MPC 

framework has an inaccurate picture of what the water heater is doing.  Without an 

accurate model of the controller, the MPC framework is trying to make decisions that 

are based on a false understanding of the impacts of those decisions. 
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Fig. 3.6.  Results for 𝑦 = 1/2,𝑚 = 1/50 for local-level control. 

 
Fig. 3.7.  Resulting error comparison for 𝑦 = 1 2⁄ ,𝑚 = 1/50 for local-level control. 
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In order to fully examine the possibilities for improvement of the linear 

approximation, the two parameters from (3.12) were swept across a variety of different 

values.  This results in moving both the intercept point and the slope of the blue dashed 

line from Fig. 3.4 such that it lies across the hysteresis shape in a variety of different 

configurations.  The resulting calculated MAE and RMSE (in PU) for the simulated and 

actual 𝑃𝑏𝑎𝑙𝑒𝑟𝑟𝑜𝑟 are presented in Table 3.1 along with a comparison. 

Table 3.1.  Comparison of simulated and actual MAE and RMSE (all in PU) for 𝑃𝑏𝑎𝑙𝑒𝑟𝑟𝑜𝑟 

over varying linear approximations to 𝑃𝑒𝑙𝑒𝑐 

Parameters Simulated Actual Difference 

𝑦 𝑚 MAE RMSE MAE RMSE MAE RMSE 

1/2 1/5 0.808 0.896 0.311 0.690 -0.497 -0.206 

1/2 1/10 0.805 0.908 0.294 0.665 -0.510 -0.243 

1/2 1/50 0.893 1.026 0.285 0.651 -0.609 -0.375 

1/2 1/100 0.915 1.051 0.295 0.657 -0.620 -0.394 

1/4 1/5 0.394 0.579 0.320 0.705 -0.074 0.126 

1/4 1/10 0.414 0.652 0.299 0.665 -0.115 0.013 

1/4 1/50 0.463 0.761 0.247 0.639 -0.216 -0.122 

1/8 1/2 0.382 0.635 0.340 0.722 -0.042 0.087 

1/8 1/4 0.286 0.516 0.333 0.709 0.047 0.193 

1/8 1/5 0.281 0.556 0.324 0.701 0.043 0.144 

1/8 1/10 0.282 0.653 0.322 0.708 0.040 0.055 

1/8 1/50 0.327 0.754 0.285 0.676 -0.042 -0.078 

1/16 1/2 0.350 0.599 0.334 0.707 -0.017 0.108 

1/16 1/4 0.272 0.543 0.329 0.724 0.057 0.181 

1/16 1/5 0.271 0.575 0.331 0.716 0.060 0.140 

1/16 1/10 0.259 0.672 0.332 0.723 0.073 0.051 

1/16 1/50 0.285 0.778 0.318 0.722 0.033 -0.056 
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The varying red, white, and green colors for the MAE and RMSE difference 

columns present a color scale of the results to better determine the most optimal linear 

approximation, with red representing a more negative difference, green representing a 

more positive difference, and white signifying a difference close to zero.  Thus, the rows 

that are closest to white represent those combinations of intercept and slope that produce 

the best linear approximation to the hysteretic controller.  The two best candidates 

are 𝑦 = 1/4,𝑚 = 1/10, and 𝑦 = 1/8,𝑚 = 1/50.  The results for the first candidate 

are presented in Fig. 3.8 and Fig. 3.9.  The bottom subplot of simulated vs. actual applied 

input power in Fig. 3.8 demonstrates that, while this is certainly an improvement over 

the initial approximation, the two lines do not match well.  The results for the second 

candidate are presented in Fig. 3.10 and Fig. 3.11. 

 
Fig. 3.8.  Results for 𝑦 = 1/4,𝑚 = 1/10 for local-level control. 
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Fig. 3.9.  Resulting error comparison for 𝑦 = 1/4,𝑚 = 1/10 for local-level control. 

 
Fig. 3.10.  Results for 𝑦 = 1/8,𝑚 = 1/50 for local-level control. 
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Fig. 3.11.  Resulting error comparison for 𝑦 = 1/8,𝑚 = 1/50 for local-level control. 

The results for the second candidate (𝑦 = 1/8,𝑚 = 1/50) do not show any 

improvement over the results for the first candidate, even though the MAE and RMSE 

differences for 𝑃𝑏𝑎𝑙𝑒𝑟𝑟𝑜𝑟 are actually smaller.  The bottom subplot of the applied input 

power in Fig. 3.10 shows a complete mismatch between the simulated and actual power.  

While the plot of 𝑃𝑏𝑎𝑙𝑒𝑟𝑟𝑜𝑟 in Fig. 3.11 does show some correlation between the 

simulated (blue) and actual (red) error lines, it is difficult to conclude that the MPC 

framework is working well in the local-level control scheme.  This becomes even clearer 

when the full six-day data set is examined, as shown in Fig. 3.12 for the 𝑦 = 1/4,𝑚 =

1/10 candidate.  From this figure, it is obvious that the inaccurate linear approximation 

for the hysteretic controller is causing major differences between the simulated and 

actual water heater behavior. 
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Nevertheless, focusing on the top subplot in Fig. 3.8, it is clear that the MPC 

framework is, at the very least, abiding by the constraints placed upon the water and set-

point temperatures and making the best decisions possible given its incomplete 

knowledge of the hysteretic controller’s behavior.  Given the results presented, further 

testing of the local-level control scheme was deemed to be of marginal use, and attention 

was moved to the supervisory-level control scheme. 

 
Fig. 3.12.  Resulting error comparison for full simulated time period for 𝑦 = 1/4,𝑚 = 1/10 

for local-level control. 
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4 Supervisory-Level Control Scheme 

4.1 Introduction 

The second proposed control scheme, termed supervisory-level control, involves 

the creation of a simulated water heater controller for each water heater at a utility level.  

This controller calculates the expected power draw of each water heater assuming no 

outside interference (i.e., what the water heater would normally do to stay at or near its 

set-point temperature) and then provides this information, along with the requested 

balancing power from a system operator (e.g., the reserve requirement for wind 

balancing), to the MPC framework.  The MPC framework then makes control decisions 

for each water heater and outputs the “adjusted” requested power draw directly to the 

individual water heaters.  In this manner, the utility can then adjust power up (requesting 

the water heaters to stay on longer and heat the water above normal levels) or down 

(delaying normal turn-on of the water heaters and keeping the water cooler longer). 

From the utility perspective, this control scheme has the advantage of directly 

controlling power levels, whereas the local-level control scheme achieved the same 

objective but only through first controlling set-point temperature.  However, this implies 

that the individual water heaters are reliant on the utility control signal to completely 

determine their behavior, which may be unacceptable to residential consumers.  In 

addition, if there is a communication interruption, the individual water heaters will not 

receive a control signal, although implementation of a fallback procedure is possible. 
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4.2 Control Design 

4.2.1 Standard Set-point Controller 

One of the key assumptions in the supervisory-level control scheme is that at 

each time step an individual water heater will attempt to reach its set-point temperature 

as quickly as possible, according to the model specified in (3.1).  If the water heater is 

not able to reach its set-point temperature in one time step (i.e., even at maximum power 

over the full ten minutes the resulting water temperature is below the set-point), then in 

the next time step the water heater will again do everything it can to reach the set-point.  

This closely mirrors what an actual water heater thermostat does from a power 

perspective. 

The supervisory-level control scheme, by proposing to control power levels 

directly, assumes that the traditional water heater thermostat will be bypassed or 

otherwise mitigated, thus eliminating the need to model the hysteretic behavior seen in 

the local-level control scheme.  Due to the simple on-off nature of a water heater (the 

water heater is either completely off or is on at full power), when the supervisory-level 

control scheme issues a power command that is between the two extremes it is assumed 

that either the applied voltage can be controlled or a pulse-width modulation (PWM) 

scheme can be implemented to provide an equivalent average power over the ten-minute 

time step. 

To implement this type of control, it is therefore necessary to create a model of 

the behavior of this theoretical “standard” set-point controller.  Since the MPC 

framework requires a predicted power usage over the entire prediction horizon, an 
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algorithm was devised to create this time series, referred to as the water heater set-point 

power command (𝑃𝑤ℎ𝑠𝑝), with the power limits of the water heater taken into 

consideration.  To start, the initial 𝑃𝑤ℎ𝑠𝑝 for the first time step is calculated, shown in 

(4.1).  This calculation is based on the model in (3.1), where the first term represents 

the power required to raise the temperature of the tank’s total water volume from the 

current temperature, 𝑇, to the set-point temperature 𝑇𝑠𝑝.  The second term represents the 

power required to raise the temperature of the cold water introduced into the tank to 

replace the withdrawn hot water from the inlet water temperature, 𝑇𝑖𝑛, to the current 

temperature 𝑇.  The third term represents the power required to offset the radiation 

losses 𝑃𝑟𝑎𝑑. 

𝑃𝑤ℎ𝑠𝑝 =
𝑉𝑡𝑜𝑡𝑎𝑙 ∗ 𝑑 ∗ 𝐶𝑝 ∗ (𝑇𝑠𝑝 − 𝑇)

𝜂 ∗ Δ𝑡
+
𝑉𝑤𝑑 ∗ 𝑑 ∗ 𝐶𝑝 ∗ (𝑇 − 𝑇𝑖𝑛)

𝜂 ∗ Δ𝑡
+ 𝑈𝐴 ∗ (𝑇 − 𝑇𝑎𝑚𝑏) (4.1) 

 

With a given 𝑉𝑤𝑑, this calculation results in the power level required to heat the 

water back to the set-point temperature in a given time step.  However, this may result 

in a power command that is higher than the rated power of the water heater (or it may 

result in a negative power command if the water temperature is already above the set-

point).  Thus, the next step is to saturate the calculated power between zero and the rated 

power of the water heater.  Of course, if saturation is necessary it is implied that the 

water temperature will not reach the set-point in the current time step, and thus it is 

necessary to calculate the new water temperature for use in calculating 𝑃𝑤ℎ𝑠𝑝 at the next 

time step.  This calculation is shown in (4.2), based on substituting 𝑇(𝑘 + 1) for 𝑇𝑠𝑝 and 
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rearranging the terms of (4.1).  In (4.2), 𝑇(𝑘 + 1) is the calculated temperature at the 

next time step and 𝑇(𝑘) is the current temperature. 

𝑇(𝑘 + 1) =
𝜂 ∗ Δ𝑡

𝑉𝑡𝑜𝑡𝑎𝑙 ∗ 𝑑 ∗ 𝐶𝑝
(𝑃𝑤ℎ𝑠𝑝 +

𝑉𝑡𝑜𝑡𝑎𝑙 ∗ 𝑑 ∗ 𝐶𝑝 ∗ 𝑇(𝑘)

𝜂 ∗ Δ𝑡

−
𝑉𝑤𝑑 ∗ 𝑑 ∗ 𝐶𝑝 ∗ (𝑇(𝑘) − 𝑇𝑖𝑛)

𝜂 ∗ Δ𝑡
− 𝑈𝐴(𝑇(𝑘) − 𝑇𝑎𝑚𝑏)) 

(4.2) 

 

This process is then repeated for each time step over the entire prediction 

horizon, with the resulting predicted 𝑃𝑤ℎ𝑠𝑝 time series being passed on to the MPC 

framework.  A conceptual flowchart of the calculation process for the standard set-point 

controller is shown in Fig. 4.1. 

 

Fig. 4.1.  Standard set-point control algorithm for supervisory-level control. 
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4.2.2 MPC Implementation 

In order to implement the MPC framework for supervisory-level control, the 

state-space form of the water heater model from (3.1) must be developed in the same 

manner as in the local-level control scheme.  In this case, however, no substitution is 

made for 𝑃𝑒𝑙𝑒𝑐, since the applied power is the direct control action under supervisory-

level control (denoted 𝑃𝑤ℎ hereafter).  Starting with the model in (3.1) with 𝑃𝑟𝑎𝑑 

substituted in appropriately, the formulation shown in (4.3) results.  With algebraic 

manipulation (4.4) can be achieved. 

𝑉𝑡𝑜𝑡𝑎𝑙 ∗ 𝑑 ∗ 𝐶𝑝 ∗
𝑇(𝑘 + 1) − 𝑇(𝑘)

∆𝑡
= 𝜂𝑃𝑤ℎ − 𝑃𝑢𝑠𝑒 − 𝑈𝐴 ∗ (𝑇(𝑘) − 𝑇𝑎𝑚𝑏) (4.3) 

𝑇(𝑘 + 1) = (1 −
𝑈𝐴 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙 ∗ 𝑑 ∗ 𝐶𝑝
)𝑇(𝑘) +

∆𝑡 ∗ 𝜂

𝑉𝑡𝑜𝑡𝑎𝑙 ∗ 𝑑 ∗ 𝐶𝑝
𝑃𝑤ℎ

−
∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙 ∗ 𝑑 ∗ 𝐶𝑝
𝑃𝑢𝑠𝑒 +

𝑈𝐴 ∗ ∆𝑡

𝑉𝑡𝑜𝑡𝑎𝑙 ∗ 𝑑 ∗ 𝐶𝑝
𝑇𝑎𝑚𝑏 

(4.4) 

 

From (4.4), it becomes clear that the state variable is the temperature, the control 

variable is the applied water heater power, and the disturbance variables are the power 

usage and the ambient temperature (held constant).  In full state-space form, presented 

in (4.5) and (4.6) for two water heaters, this is made even more apparent.  In (4.6), the 

output vector, 𝐲(𝑘), contains both the temperatures at the current time step as well as 

the temperatures at the next time step, in addition to the power error between the 

requested applied water heater power (𝑃𝑤ℎ𝑟𝑒𝑞) and the actual applied power (𝑃𝑤ℎ). 
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[
𝑇1
𝑇2
]
𝑘+1⏟    

𝐱(𝑘+1)

=

[
 
 
 
 1 −

𝑈𝐴1 ∗ Δt

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
0

0 1 −
𝑈𝐴2 ∗ Δt

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝]
 
 
 
 

⏟                          
𝐀

[
𝑇1
𝑇2
]
𝑘⏟  

𝐱(𝑘)

+

[
 
 
 
 

𝜂1 ∗ Δt

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
0

0
𝜂2 ∗ Δt

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝]
 
 
 
 

⏟                      
𝐁𝑢

[
𝑃𝑤ℎ1
𝑃𝑤ℎ2

]
𝑘⏟    

𝐮(𝑘)

+

[
 
 
 
 0

−Δt

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝

𝑈𝐴1 ∗ Δt

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
0 0

0 0 0
−Δt

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝

𝑈𝐴2 ∗ Δt

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝]
 
 
 
 

⏟                                              
𝐁𝑣

[
 
 
 
 
 
𝑃𝑤ℎ𝑟𝑒𝑞
𝑃𝑢𝑠𝑒1
𝑇𝑎𝑚𝑏1
𝑃𝑢𝑠𝑒2
𝑇𝑎𝑚𝑏2 ]

 
 
 
 
 

𝑘⏟      
𝐯(𝑘)

 

(4.5) 

[
 
 
 
 
𝑃𝑒𝑟𝑟𝑜𝑟
𝑇1

𝑇𝑛𝑒𝑥𝑡1
𝑇2

𝑇𝑛𝑒𝑥𝑡2]
 
 
 
 

𝑘⏟      
𝐲(𝑘)

=

[
 
 
 
 
 
 
 

0 0
1 0

1 −
𝑈𝐴1 ∗ Δt

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
0

0 1

0 1 −
𝑈𝐴2 ∗ Δt

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝]
 
 
 
 
 
 
 

⏟                          
𝐂

[
𝑇1
𝑇2
]
𝑘⏟  

𝐱(𝑘)

+

[
 
 
 
 
 
 
 

−1 −1
0 0

𝜂1 ∗ Δt

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
0

0 0

0
𝜂2 ∗ Δt

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝]
 
 
 
 
 
 
 

⏟                      
𝐃𝑢

[
𝑃𝑤ℎ1
𝑃𝑤ℎ2

]
𝑘⏟    

𝐮(𝑘)

+

[
 
 
 
 
 
 
 
1 0 0 0 0
0 0 0 0 0

0
−Δt

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝

𝑈𝐴1 ∗ Δt

𝑉𝑡𝑜𝑡𝑎𝑙1 ∗ 𝑑 ∗ 𝐶𝑝
0 0

0 0 0 0 0

0 0 0
−Δt

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝

𝑈𝐴2 ∗ Δt

𝑉𝑡𝑜𝑡𝑎𝑙2 ∗ 𝑑 ∗ 𝐶𝑝]
 
 
 
 
 
 
 

⏟                                              
𝐃𝑣

[
 
 
 
 
 
𝑃𝑤ℎ𝑟𝑒𝑞
𝑃𝑢𝑠𝑒1
𝑇𝑎𝑚𝑏1
𝑃𝑢𝑠𝑒2
𝑇𝑎𝑚𝑏2 ]

 
 
 
 
 

𝑘⏟      
𝐯(𝑘)

 

 

(4.6) 

 

For more than two water heaters, this formulation can easily be extended by 

simply adding appropriate terms for each additional water heater, although the state-

space forms are not presented here due to the extreme size of the resulting matrices. 
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One of the obvious limitations of using water heaters as energy storage resources 

is the lack of bi-directional power flow.  While it is easy to sink energy into a water 

heater by heating the water, it is not possible to reverse the process and convert the 

stored thermal energy back to electricity for use on the grid.  Thus, a different 

perspective must be taken in order to use water heaters for demand response.  The only 

way to allow for an effective increase in generation via water heater demand response 

is to decrease the load.  This can only be effected via a reduction of the standard set-

point power calculated using the algorithm in Fig. 4.1.  Thus, balancing power from a 

system operator or wind farm can be added to (or subtracted from) the nominal power 

required by a water heater in normal operation, resulting in a modified requested power 

command (𝑃𝑤ℎ𝑟𝑒𝑞) that is passed on to the quadratic programming solver.  The 

schematic for the MPC framework for supervisory-level control is shown in Fig. 4.2.  

 

Fig. 4.2.  Schematic for supervisory-level control MPC framework. 

In this schematic, the first step is the calculation of 𝑃𝑤ℎ𝑠𝑝 by the water heater 

set-point controller block, which is then summed with the requested balancing 
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power 𝑃𝑏𝑎𝑙
∗  from the system operator (𝑃𝑏𝑎𝑙

∗  may be positive or negative, depending on 

whether additional power needs to be sunk or sourced from the demand response 

resource, respectively).  The next step is to saturate the summed power based on the 

capabilities of the entire demand response system (between zero and the summed rated 

power of all water heaters).  This is necessary because it is not reasonable to request that 

more power be consumed than the water heaters are rated for, and it does not make sense 

to request a negative power because the water heaters are not capable of sourcing power. 

The resulting 𝑃𝑤ℎ𝑟𝑒𝑞 is passed into the quadratic programming solver, along 

with the appropriate predicted 𝑃𝑢𝑠𝑒 vector (based on the hot water usage time series).  

The solver produces a commanded water heater power 𝑃𝑤ℎ𝑎𝑐𝑡𝑢𝑎𝑙 (for each individual 

water heater being controlled) that is then passed into the water heater plant model to 

determine the new water temperature.  The final step is to calculate the error between 

the requested (𝑃𝑤ℎ𝑟𝑒𝑞) and actual (𝑃𝑤ℎ𝑎𝑐𝑡𝑢𝑎𝑙) water heater powers.  This involves two 

separate calculations, one with the unsaturated requested water heater power (this is the 

actual error, presented in the results) and one with the saturated requested water heater 

power (this is the error that the MPC framework can control) (i.e., the requested power 

is taken from both before and after the saturation block in Fig. 4.2 and separate error 

calculations are performed). 

An additional important consideration for the supervisory-level control scheme 

is how to manage those situations where the quadratic programming optimization 

routine fails to find a feasible solution.  Due to the constraints placed on the water 
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temperature (must be kept between 120°F and 140°F) and the commanded power (must 

be kept between zero and 𝑃𝑟𝑎𝑡𝑒𝑑), there are situations where the MATLAB quadprog 

solver fails immediately because it pre-checks the initial conditions to make sure that 

they are within the specified constraints before the solver runs.  When a usage spike 

occurs (e.g., someone takes a long shower), the temperature in the water heater can drop 

below 120°F, and the quadprog solver will find the problem to be infeasible.  Unlike in 

the local-level control scheme where an infeasibility could be mitigated by simply 

leaving the set-point power at its previous setting, for the supervisory-level control 

scheme a fallback plan is necessary (if the power were simply left at zero, the water 

would never warm up and the infeasible condition would remain). 

In order to solve this problem, several methods were explored.  The first was the 

development of a fallback algorithm to allocate power to those water heaters causing 

the infeasibility.  The first step in the algorithm is the identification of which water 

heaters are causing a problem.  To do this, a simple search is performed over the entire 

array of heaters, examining whether the water temperature is either too high or too low.  

If a water heater is not causing a “violation,” its rated power is stored in a running sum 

for future use.  Once the violating heaters are identified, the algorithm processes them 

one by one to set their commanded power to either full rated power (if the temperature 

is too low) or off (if the temperature is too high), while keeping track of the summed 

power allocated in this step.  After the violated heaters are taken care of, the algorithm 

then allocates any remaining power (based on the difference between the requested 

power 𝑃𝑤ℎ𝑟𝑒𝑞 and the summed allocated power so far) to the remaining non-violated 
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heaters based on each individual water heater’s rated power as a fraction of the summed 

rated powers from the first step (i.e., the remaining power is allocated based on a 

weighting system).  A schematic for this algorithm is presented in Fig. 4.3.   

 

 

Fig. 4.3.  Infeasibility fallback power allocation algorithm for supervisory-level control. 

While this is not an ideal process (e.g., it does not take into account the temperature 

state of the non-violated water heaters when allocating power), it does at least attempt 

to move the violated water heaters back into a non-violated state in a sensible manner 
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and then allocate any remaining requested power to the non-violated water heaters in a 

computationally-efficient fashion. 

The second method to deal with infeasibilities from the quadprog solver is a 

more pro-active approach to prevent the problem in the first place.  After examination 

of early results, it became apparent that almost all of the infeasibilities were taking place 

due to water temperatures violating the lower temperature constraint during periods of 

heavy hot water demand.  As previously noted, the quadprog solver completes a pre-

check to ensure that the initial conditions for the quadratic optimization problem do not 

violate constraints.  To get around this check, an alternative strategy was implemented 

where the lower temperature constraint was set to 0°F instead of 120°F.  Instead of 

solely optimizing in order to drive the power error to zero (set in the desired plant 

trajectory, 𝐭(𝑘), in (2.5)), an additional trajectory was set for the temperature of the 

water heater to drive the temperature towards the set-point (130°F), and an associated 

cost for the temperature error was added to the 𝐐 matrix.  Thus, this method for 

preventing infeasibility conditions takes advantage of one of the strengths of the MPC 

framework: optimizing for multiple simultaneous objectives. 

For the simulations to examine the supervisory-level control scheme, the same 

input data used in the local-level control tests (as specified in Section 3.3.2) was utilized, 

including the hot water usage data and wind data.  Both 30 minute and 60 minute 

persistence wind schedules were used for applicable simulations, and 864 ten-minute 

time steps were used (six days of 144 ten-minute time steps per day).  The set-point 

temperature was set to be tracked to 130°F, and the water temperature was constrained 
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between 0°F and 140°F, with initial conditions set to 130°F.  The three bedroom hot 

water usage data was again applied to a 50 gallon water heater, with a RE of 0.98 and 

a 𝑈𝐴 of 3.3 𝐵𝑇𝑈 (ℎ𝑟 ∙ ℉⁄ ).  The four bedroom hot water usage data was applied to a 

60 gallon water heater, with a RE of 0.98 and a 𝑈𝐴 of 3.4 𝐵𝑇𝑈 (ℎ𝑟 ∙ ℉⁄ ).  For 

simulations with more than two water heaters, the 50 gallon and 60 gallon water heater 

specifications were duplicated, and hot water usage data from adjacent weeks to March 

26th (time and day synchronized) were substituted to allow for further diversification in 

hot water usage, as would be expected in reality.  Ambient temperature was specified to 

be 68°F and water inlet temperature was 50°F.  Both water heaters are rated at 15354.6 

𝐵𝑇𝑈/ℎ𝑟 (4.5 kW equal to 1 PU).  All simulations were run on a per unit basis and units 

were converted appropriately for input and output data collection.  A two-hour 

prediction horizon (12 ten-minute time steps) was used. 

4.3 Results 

For an initial examination of the supervisory-level control scheme, simulations 

were conducted with two water heaters using several different operating conditions.  

Three possibilities for the requested balancing power were explored: zero balancing 

power, balancing power from a wind farm using 60 minute persistence scheduling, and 

balancing power from a wind farm using 30 minute persistence scheduling.  In addition, 

in order to examine the impact of the MPC framework’s predictive capability, 

simulations were conducted with both predictive capability on and off.  This is 

accomplished through changing the entries in the 𝐐 matrix, originally specified in (2.10) 
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and (2.11).  In the case of the supervisory-level control scheme, the 𝐐 matrix is formed 

as shown in (4.7) and (4.8), with an individual entry along the diagonal for each member 

of the 𝐲(𝑘) vector in (4.7) and resulting entries for the concatenated current and 

predicted output vector �⃗�(𝑘) in (4.8). 

𝐪 =

[
 
 
 
 
 
𝑞𝑃𝑒𝑟𝑟𝑜𝑟 0 0 0 0

0 𝑞T1 0 0 0

0 0 𝑞𝑇𝑛𝑒𝑥𝑡1 0 0

0 0 0 𝑞𝑇2 0

0 0 0 0 𝑞𝑇𝑛𝑒𝑥𝑡2]
 
 
 
 
 

 (4.7) 

𝐐 = [

𝐪𝒌 ⋯ 𝟎
⋮ ⋱ ⋮
𝟎 ⋯ 𝐪𝒌+𝑯𝒑

] (4.8) 

 

For these simulations, only 𝑞𝑃𝑒𝑟𝑟𝑜𝑟, 𝑞𝑇𝑛𝑒𝑥𝑡1
 and 𝑞𝑇𝑛𝑒𝑥𝑡2

 are specified to be 

non-zero (with additional simulated water heaters, 𝑞𝑇𝑛𝑒𝑥𝑡3
, 𝑞𝑇𝑛𝑒𝑥𝑡4

, etc. are also 

specified), given that these are the only members of the output vector that are tracked to 

a trajectory given in 𝐭(𝑘).  In order to perform simulations with prediction off, only 𝐪𝑘 

is included in (4.8) (the remaining entries are all zero, which implies that the MPC 

framework does not give any weight to control actions beyond the current time step).  

As a starting point, a weight of 10 was chosen for 𝑞𝑃𝑒𝑟𝑟𝑜𝑟, and a weight of 0.001 was 

chosen for the temperature errors.  These weights were initially chosen in order to 

emphasize the importance of minimizing the power error over the temperature error 

(further analysis to be presented bears out the validity of these choices). 
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After examining the results for simulations with two water heaters, the MPC 

framework was extended to include up to ten water heaters and subsequent tests were 

performed to further explore the supervisory-level control scheme. 

4.3.1 Two Water Heaters 

With simulations covering almost a full week of ten-minute time steps, the 

results with two water heaters are presented in several parts, starting with an 

examination of the time series over the entire simulation period and then focusing on a 

subset of the simulation period in order to provide further clarity.  The first plot, Fig. 

4.4, presents the power (hot water) usage data for the two water heaters (one in blue, 

one in red) over the entire six-day simulation period.  This figure is intended as a 

reference in examining the subsequent temperature, power, and error time series.  The 

next figure presents the results from the base case with zero balancing power (Case 4.1, 

Fig. 4.5), with the subsequent figures presenting the results with 60 minute wind 

scheduling with prediction off (Case 4.2, Fig. 4.6) and on (Case 4.3, Fig. 4.7), and the 

results with 30 minute wind scheduling with prediction off (Case 4.4, Fig. 4.8 ) and on 

(Case 4.5, Fig. 4.9). 

The results from Case 4.1 demonstrate the operation of the MPC framework 

under supervisory-level control with the most optimal conditions.  In essence, this case 

presents the operation of the framework when it is only required to deal with the normal 

operation of the water heaters (i.e., to simply hold the water temperature as close as 

possible to the set-point without any outside interference).  It is clear that the control 

scheme works well, with almost negligible error. 
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Fig. 4.4.  Power usage input data for two water heaters over the full simulation period. 

 
Fig. 4.5.  Temperatures, requested power, actual power, and power error for zero balancing 

power (Case 4.1). 
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Fig. 4.6.  Temperatures, requested power, actual power, and power error for 60 minute wind 

scheduling with prediction off (Case 4.2). 

 
Fig. 4.7.  Temperatures, requested power, actual power, and power error for 60 minute wind 

scheduling with prediction on (Case 4.3). 
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Fig. 4.8.  Temperatures, requested power, actual power, and power error for 30 minute wind 

scheduling with prediction off (Case 4.4). 

 
Fig. 4.9.  Temperatures, requested power, actual power, and power error for 30 minute wind 

scheduling with prediction on (Case 4.5). 
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The plot for Case 4.2, in comparison, shows significant error due to the addition 

of requested wind balancing power on a 60 minute persistence schedule without 

predictive capabilities.  Comparing Fig. 4.6 and Fig. 4.7, where the only difference is 

the addition of prediction to the latter, the top subplot in each figure makes it clear that 

prediction has a very positive impact in keeping the water heater temperatures closer to 

the set-point of 130°F.  In addition, the error is reduced with prediction on in Case 4.3.  

Finally, comparing Fig. 4.8 and Fig. 4.9, with 30 minute persistence scheduling and 

prediction off and on, respectively, similar behavior is observed.  Turning on prediction 

has a clear positive effect on the power error, especially between days 2 and 3. 

A closer examination of a subset of the simulation period is presented in Fig. 

4.10 (Case 4.1), Fig. 4.11 (Case 4.3), and Fig. 4.12 (Case 4.5). 

 
Fig. 4.10.  Temperatures, power usage, requested power, actual power, and power error for 

zero balancing power for a simulation period subset (Case 4.1). 
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Fig. 4.11.  Temperatures, power usage, requested power, actual power, and power error for 60 

minute scheduling with prediction for a simulation period subset (Case 4.3). 

 
Fig. 4.12.  Temperatures, power usage, requested power, actual power, and power error for 30 

minute scheduling with prediction for a simulation period subset (Case 4.5). 
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Note that in these three figures, the power usage data has been added to the top 

subplot of each, with the scale on the right-hand axis for ease of reference.  For Fig. 

4.11 and Fig. 4.12, comparing the bottom subplot of each figure to the 𝑃𝑏𝑎𝑙
∗  time series 

(in light blue) in the middle subplot, it is apparent that the periods of greatest error tend 

to occur when the requested balancing power is negative and the water heaters are 

already off.  This behavior is not surprising given that the only way to satisfy a request 

for sourcing balancing power is to turn off a water heater that would normally be on.  If 

neither of the two water heaters is on, then it is obviously not possible to turn them off 

to minimize the resulting error.  As expected, the cases with 30 minute wind scheduling 

tend to have reduced error versus 60 minute scheduling.  Calculated results for the two 

water heater simulations are presented in Table 4.1. 

Table 4.1.  Calculated results for two water heater simulations for supervisory-level control 

scheme. 

Case 4.1 4.2 4.3 4.4 4.5 

Scheduling Interval Zero 𝑃𝑏𝑎𝑙 60 min. 60 min. 30 min. 30 min. 

Predictive Control On Off On Off On 

𝑃𝑒𝑟𝑟𝑜𝑟  MAE (PU) 2.375E-05 0.0165 0.0148 0.0135 0.0122 

𝑃𝑒𝑟𝑟𝑜𝑟 RMSE (PU) 0.0001 0.0552 0.0465 0.0455 0.0376 

𝐽𝑄 (error) (“$”) 7.756E-06 1.3021 0.9218 0.8829 0.6018 

𝐽𝑄 (temp.) (“$”) 0.0019 0.0045 0.0021 0.0044 0.0020 

𝐽𝑄 (total) (“$”) 0.0019 1.3067 0.9240 0.8873 0.6038 
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The results in Table 4.1 include the MAE and RMSE for the 𝑃𝑒𝑟𝑟𝑜𝑟 time series, 

as well as the calculated costs from the separate components of the quadratic objective 

cost function (power error and temperature error), as well as the total cost (note that the 

units of these “costs” have no real-world meaning and comparisons should not be made 

between the error costs and the temperature costs, as they incorporate different weights).  

Comparing the calculated results, with both prediction off and prediction on, it is 

observed that turning prediction on has a positive impact to both the power error as well 

as the power and temperature costs.  Given these results and the analysis of the previous 

figures, the supervisory-level control scheme appears to be generally successful in 

controlling demand response resources. 

4.3.2 Multiple Water Heaters 

Moving forward, the next step is the expansion of the MPC framework to include 

more than two water heaters, to explore the (hopefully) positive effects of adding more 

resource diversity to demand response.  The MPC framework was developed to 

dynamically expand to be able to incorporate a varying number of simulated water 

heaters (specified as an initializing variable), allowing for a wide number of simulations 

to be conducted.  The simulations for multiple water heaters were designed to test the 

performance of the MPC framework as four different parameters were varied: 1) altering 

the relative weights of the power error (𝑞𝑃𝑒𝑟𝑟𝑜𝑟) and temperature error (𝑞𝑇𝑛𝑒𝑥𝑡𝑖
); 2) 

adding additional water heaters to the framework (from two up to ten); 3) altering the 

prediction horizon, 𝐻𝑝; and 4) altering the magnitude of the requested wind balancing 

signal while holding the number of water heaters constant.  Except for where noted, all 
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simulations in this section were performed using 60 minute persistence scheduling, with 

a prediction horizon of two hours (12 ten-minute time steps) and a simulation period of 

864 ten-minute time steps. 

The results for this section are primarily presented in numeric form, given the 

relative lack of clarity from plots with data from more than two water heaters, as 

evidenced by the representative results from a simulation with ten water heaters, 

presented in Fig. 4.13.  Note that with more than two water heaters, the individual water 

temperatures and power usages (top subplot) become almost indistinguishable. 

 
Fig. 4.13.  Representative results plot of temperatures, power usage, requested power, actual 

power, balancing power, and power error for ten water heaters. 

The first set of tests were performed to examine the impact of varying the 

relative weights of the power error and temperature error.  As previously noted, an initial 

choice of 10 for the power error weight and 0.001 for the temperature error weight was 
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found to provide acceptable results given the intended emphasis on minimizing the 

power error as much as possible, while still identifying the need to keep water 

temperatures close to the set-point.  Nevertheless, further examination was necessary in 

order to validate this choice.  Simulations were conducted to vary the temperature 

weights 𝑞𝑇𝑛𝑒𝑥𝑡𝑖
 (varying the entire set of temperature weights for all water heaters at 

the same time), while holding the error weight 𝑞𝑃𝑒𝑟𝑟𝑜𝑟constant.  The results in Table 

4.2 include the MAE and RMSE for 𝑃𝑒𝑟𝑟𝑜𝑟, as well as the individual cost components 

from the quadratic objective function.  It is important to note that the temperature costs 

cannot be compared across columns since the weights differ; however, the power error 

costs can be compared, since those weights were held constant.   

Table 4.2.  Calculated results for simulations with varying tracking weights, for ten water 

heaters under supervisory-level control. 

Prediction Off Off Off On On On 

𝑞𝑃𝑒𝑟𝑟𝑜𝑟 (“$”/PU2) 10 10 10 10 10 10 

𝑞𝑇𝑛𝑒𝑥𝑡𝑖
 (“$”/PU2) 0.1 0.01 0.001 0.1 0.01 0.001 

𝑃𝑒𝑟𝑟𝑜𝑟  MAE (PU) 0.0014 0.0009 0.0035 0.0019 0.0014 0.0006 

𝑃𝑒𝑟𝑟𝑜𝑟 RMSE (PU) 0.0121 0.0067 0.0167 0.0138 0.0108 0.0053 

𝐽𝑄 (error) (“$”) 0.0624 0.0192 0.1186 0.0807 0.0500 0.0121 

𝐽𝑄 (temp.) (“$”) 1.3649 0.3490 0.0506 0.9159 0.0938 0.0130 

𝐽𝑄 (total) (“$”) 1.4274 0.3682 0.1693 0.9966 0.1438 0.0251 
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With prediction off, it appears that a temperature weight of 0.01 actually 

provides a smaller power error versus a weight of 0.001.  However, with prediction on 

(as would be the case when the MPC framework is in control), a temperature weight of 

0.001 does, in fact, provide the smallest power error.  While even smaller temperature 

weights were examined, they provided unsatisfactory temperature variation away from 

the set-point temperature.  Thus, a choice of temperature weight of 0.001 for the 

remainder of the simulations (as well as the preceding two water heater simulations) is 

reasonable. 

The next set of tests were performed to examine the effect of increasing the 

number of controlled water heaters from two up to ten.  It is expected that by adding 

additional water heaters with unique hot water usage patterns, a diversification of 

resources over time will occur that should have a beneficial effect on the power error.  

The results of this set of simulations are presented in Table 4.3.  As the number of water 

heaters controlled by the MPC framework increases, it is clear that the MAE and RMSE 

of 𝑃𝑒𝑟𝑟𝑜𝑟 improve significantly, along with the error cost.  While the temperature cost 

does increase with an increasing number of water heaters, that behavior is expected 

since adding additional water heaters inherently creates more accumulated temperature 

error, and the resulting decrease in power error is of a relatively larger magnitude.  To 

better investigate these results, the plot in Fig. 4.14 presents the 𝑃𝑒𝑟𝑟𝑜𝑟 time series for 

each simulation along with the requested balancing power (top subplot) for comparison. 
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Table 4.3.  Calculated results for simulations with increasing number of water heaters under 

supervisory-level control. 

Number of 

water heaters 
2 4 6 8 10 

𝑃𝑒𝑟𝑟𝑜𝑟  MAE (PU) 0.0167 0.0098 0.0027 0.0016 0.0006 

𝑃𝑒𝑟𝑟𝑜𝑟 RMSE (PU) 0.0601 0.0476 0.0152 0.0119 0.0053 

𝐽𝑄 (error) (“$”) 1.5415 0.9652 0.0989 0.0606 0.0121 

𝐽𝑄 (temp.) (“$”) 0.0029 0.0041 0.0066 0.0091 0.0130 

𝐽𝑄 (total) (“$”) 1.5443 0.9693 0.1055 0.0697 0.0251 

 

 
Fig. 4.14.  Power error time series for two (blue), four (red), six (green), eight (cyan), and ten 

(black) water heaters under supervisory-level control, with requested balancing power (top 

subplot) for comparison. 
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As the number of water heaters being controlled increases from two to ten, it is 

clear that the 𝑃𝑒𝑟𝑟𝑜𝑟 time series improves dramatically.  Of particular note is the location 

and sign of the various remaining points of non-zero error in the time series:  the events 

occur in a consistent repeating pattern on a nightly basis when the water heaters are 

already off and are not able to reduce their load to provide balancing service for the 

wind.  Nevertheless, the dramatic reduction in the 𝑃𝑒𝑟𝑟𝑜𝑟 time series with the increasing 

number of water heaters is a very positive sign of the viability of the use of residential 

electric water heaters for demand response under control of the MPC framework. 

The third set of tests performed explores the impact of changing the prediction 

horizon from the previously chosen length of two hours (12 time steps) up to six hours 

(36 time steps).  The original prediction horizon length of two hours was determined 

based on previous experimental experience plus a concern for how long consumers 

might be willing to delay water heater turn on (i.e., the willingness of consumers to sign 

up for a program that could cause them to have reduced hot water available for more 

than an hour or two).  One of the key hurdles to demand response adoption is the 

question of how to incentivize these types of programs such that they are attractive 

enough for consumers to actively sign up.  With an extended prediction horizon, it is 

possible that the MPC framework could receive predictions far enough into the future 

that it would make decisions to delay additional load for long periods of time.  

Nevertheless, it is important to consider the impact of changing the prediction horizon 

on the resulting 𝑃𝑒𝑟𝑟𝑜𝑟 time series.  These results are presented in Table 4.4, with 

prediction horizons including two, three, four, five, and six hours. 
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Table 4.4.  Calculated results for simulations with increasing prediction horizon, for ten water 

heaters under supervisory-level control. 

𝐻𝑝 (time steps) 12 18 24 30 36 

𝑃𝑒𝑟𝑟𝑜𝑟  MAE (PU) 0.0006 0.0004 2.19E-05 0.0003 0.0013 

𝑃𝑒𝑟𝑟𝑜𝑟 RMSE (PU) 0.0053 0.0050 0.0001 0.0033 0.0126 

𝐽𝑄 (error) (“$”) 0.0121 0.0106 6.34E-06 0.0047 0.0673 

𝐽𝑄 (temp.) (“$”) 0.0130 0.0131 0.0134 0.0133 0.0138 

𝐽𝑄 (total) (“$”) 0.0251 0.0237 0.0134 0.0180 0.0811 

 

Based on the results in Table 4.4, it is clear that there is a definite minimum in 

the 𝑃𝑒𝑟𝑟𝑜𝑟 time series that occurs at a four hour (24 time step) prediction horizon, 

although the MAE and RMSE of 𝑃𝑒𝑟𝑟𝑜𝑟 are both quite small for horizons ranging from 

two to five hours.  At six hours, however, there is a definite increase in the error, which 

implies that longer prediction horizons with more information passed to the MPC 

framework are not necessarily better (one of the obvious reasons is that the wind 

prediction more than several hours ahead becomes challenging and thus inaccurate 

predictions are given to the framework in the simulations with longer prediction 

horizons).  Another important consideration is that the hot water power usage data 

currently uses a perfect prediction (i.e., the prediction consists of the actual usage data, 

which is only possible in simulation) which would obviously not be true in the real 

world.  A more likely scenario would source the hot water usage prediction from 

average usage patterns, which would also tend to cause greater error over longer 
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horizons.  Thus, the choice of a shorter, two hour prediction horizon for the simulations 

is reasonable. 

The final set of tests explores the impact of increasing the magnitude of the 

requested wind balancing power (𝑃𝑏𝑎𝑙
∗ ).  All previous simulations with the requested 

balancing power from wind data used a scale factor of two (i.e., 𝑃𝑏𝑎𝑙
∗  =

 (𝑃𝑠𝑐ℎ𝑒𝑑 – 𝑃𝑓𝑎𝑟𝑚) ∗ 𝑛 with 𝑛 = 2, where all data is in per unit with a 𝑃𝑏𝑎𝑠𝑒 of 4.5 kW 

(the water heater rated power)).  This scale factor was chosen based on the decision to 

initially simulate two water heaters with supervisory-level control.  Of interest is the 

possibility that a larger magnitude 𝑃𝑏𝑎𝑙
∗  could be applied to the same number of water 

heaters and thus an exploration of the balance between the relative size of the requested 

balancing power and the number of water heaters is presented in Table 4.5. 

Table 4.5.  Calculated results for simulations with increasing requested wind balancing power 

magnitude, for ten water heaters under supervisory-level control. 

Wind Balancing 

Scale Factor (𝑛) 
2 3 4 5 10 

Max 𝑃𝑏𝑎𝑙
∗  (PU) 0.4594 0.6891 0.9188 1.1485 2.2969 

Min 𝑃𝑏𝑎𝑙
∗  (PU) -0.4930 -0.7395 -0.9860 -1.2325 -2.4649 

𝑃𝑒𝑟𝑟𝑜𝑟  MAE (PU) 0.0006 0.0030 0.0056 0.0082 0.0326 

𝑃𝑒𝑟𝑟𝑜𝑟 RMSE (PU) 0.0053 0.0212 0.0344 0.0450 0.1395 

𝐽𝑄 (error) (“$”) 0.0121 0.1920 0.5037 0.8638 8.3004 

𝐽𝑄 (temp.) (“$”) 0.0130 0.0131 0.0135 0.0139 0.0150 

𝐽𝑄 (total) (“$”) 0.0251 0.2052 0.5172 0.8777 8.3153 
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The results in Table 4.5 show that for small increases in the wind balancing scale 

factor (from two to four), the relative increases in the MAE and RMSE of 𝑃𝑒𝑟𝑟𝑜𝑟 are 

small, although it is clear that the error costs are definitely increasing.  However, at a 

scale factor of five (and especially at the extreme case of ten), the error grows to 

unacceptable levels.  It is useful to examine a plot of the various 𝑃𝑒𝑟𝑟𝑜𝑟 time series for 

the increasing scale factors, which is presented in Fig. 4.15, along with the requested 

balancing power at a scale factor of two (top subplot). 

 
Fig. 4.15.  Power error time series for wind balancing scale factors of two (blue), three (red), 

four (green), five (cyan), and ten (black) under supervisory-level control for ten water heaters, 

with base requested balancing power (factor two) (top subplot) for comparison. 
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At scale factors of two, three, and four, there are small increases in the 𝑃𝑒𝑟𝑟𝑜𝑟 

time series, and although they are not negligible, they are similar to the time series for 

between four and six water heaters in Fig. 4.14 (where the requested balancing power 

was held constant and the number of controlled water heaters was varied).  Generally, 

the larger error events occur with the same repeating nightly pattern.  However, at a 

scale factor of five and above, additional error events start to appear.  This points to a 

scale factor of four being the maximum magnitude of the balancing power that can be 

accommodated by ten water heaters.  One of the key considerations for utilities and 

system operators exploring the implementation of a demand response system using 

residential electric water heaters is the degree of error they are willing to incur.  Given 

that this is a non-traditional system for providing reserve capacity, a certain amount of 

error will generally be expected to occur, and it is up to the system operators to 

determine their flexibility in managing this error. 

With ten water heaters and a requested wind balancing power with a maximum 

scale factor of four (maximum of 0.9188 PU and minimum of -0.9860 PU), an 

approximate calculation shows that ten water heaters are capable of providing between 

4 and 4.5 kW of reserve capacity.  Extrapolating to a 100 MW wind farm with a required 

energy storage size of 25 MW (from Section 2.3.1), this would imply that between 

55,000 and 62,500 water heaters would be necessary.  Given an installed base of 3.4 

million electric water heaters in the Pacific Northwest, this therefore represents a sizable 

resource for reserve capacity (Eustis).  These results demonstrate the usefulness of 

supervisory-level control of demand response using the MPC framework. 
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5 Hardware Verification 

5.1 Introduction 

Building off of the promising simulation results from the supervisory-level 

control scheme, implementation of the MPC framework to control actual water heaters 

in a laboratory setting provides for the opportunity to use real hardware to verify the 

feasibility of this type of control and to compare real-world results with those from 

simulation.  Utilizing two consumer-grade residential water heaters, a hardware 

verification setup was therefore constructed in the Wallace Energy Systems and 

Renewables Facility (WESRF).  This process involved the procurement and setup of the 

water heaters, as well as the development of a control scheme to create hot water usage 

to take the place of a functioning household.  In addition, hardware interfaces to allow 

for control of the water heaters and to provide a feedback mechanism were designed 

and implemented.  Safety was a major concern throughout this process, as the 

combination of water and electricity can be dangerous. 

5.2 Hardware Design and Setup 

5.2.1 Overview 

In order to move from the implementation of the MPC framework in simulation 

to the control of actual water heaters, it is important to understand how traditional 

electric water heaters operate.  Most residential water heaters have two thermostats and 

two heating elements: an upper thermostat that both controls an upper element and the 

overall operation of the water heater, and a lower thermostat that controls a lower 
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heating element.  The upper heating element is located at approximately 3 4⁄  of the 

height of the tank, and the lower element is located near the 1 4⁄  point.  Most residential 

water heaters (including the ones used for this testing) operate at 230 to 240 V, with 

each element rated for 15354.6 𝐵𝑇𝑈/ℎ𝑟 (4.5 kW).  However, the water heaters never 

operate with both elements on at the same time (so the maximum power at any time is 

only 4.5 kW).  After the tank is filled with cold water and power is applied, the top 

thermostat first turns on its own element, heating the water in the top ~1 3⁄  of the tank 

to the specified set-point temperature.  Once this temperature is reached, the top 

thermostat turns its element off and then switches power to the bottom thermostat which 

then becomes active.  If the temperature in the bottom of the tank is too low, the bottom 

thermostat turns its heating element on, bringing the remainder of the tank up to the 

specified set-point temperature.  It is important to note that the bottom and top 

thermostats have independent settings for set-point temperature (although in normal 

operation they should both be set to the same temperature). 

Considering the two possible control schemes explored in Sections 3 and 4, the 

local-level control scheme appears to be the simplest to implement in actual hardware 

due to its use of the change in set-point temperature (Δ𝑇𝑠𝑝) as the control action.  In 

order to ease implementation, one of the objectives of the hardware testing is to 

minimize any modifications to the water heaters.  With local-level control, a small motor 

could be attached to the set-point temperature dial on the existing thermostats, and 

position commands could be sent to the motor based on Δ𝑇𝑠𝑝 at each time step.  
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However, given the disappointing results for the local-level control scheme, attention 

must instead be turned toward implementing supervisory-level control in hardware. 

At first examination, this appears to be somewhat more difficult, as the 

command coming from the supervisory-level control scheme is the actual water heater 

power at each time step.  While one possible avenue for control would be to disconnect 

the existing thermostats and simply control power directly to the heating elements, this 

would bypass the built-in safety features of the thermostats (e.g., the emergency thermal 

cut-off switch that turns off the water heater in case the tank temperature gets too high). 

In order to retain the thermostats with the supervisory-level control scheme, an 

alternative plan was developed.  This plan utilizes the existing thermostats in 

combination with direct control of the applied power.  The first step is to set the upper 

thermostat set-point dial to the desired tracking temperature (set in the MPC framework 

in 𝐭(𝑘)) of 130°F.  Next, the bottom thermostat is set to its maximum temperature.  

Then, the water heater is wired as it would normally be in a home with a 240 V, 30 A 

circuit (with the addition of a controlled switch).  With the upper thermostat set to 

130°F, the water in the top ~ 1 3⁄  of the tank is always close to the set-point temperature 

if power is applied.  However, with the lower thermostat set to its maximum (close to 

150°F), it is possible to directly control whether power is applied to the tank based on 

the decisions of the MPC framework (i.e., whether the lower heating element is on or 

off is decided only by the controller since the water temperature will never be over 

140°F – the lower thermostat is set such that the heating element will always be on if 
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power is applied).  Thus, implementation of the supervisory-level control scheme while 

keeping the existing thermostats is possible. 

One of the key hurdles to the setup of the hardware verification test is the 

question of how to interface the MPC framework (implemented in MATLAB m-code) 

with the actual hardware.  While a rapid prototyping system such as dSPACE could be 

used, this would involve a further layer of abstraction between the m-code and Simulink 

(necessary in order to properly set up dSPACE).  Instead, a suite of USB-connected 

devices that can be directly controlled from MATLAB via a provided application 

programming interface (API) from Phidgets, Inc. were utilized.  A photo of one of these 

devices in presented in Fig. 5.1. 

 

Fig. 5.1.  Phidgets 1019 I/O interface board with powered USB hub and digital outputs (red 

and green wires). 
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Phidgets, Inc. makes a complete line of small, USB-connected sensors, I/O 

boards, controllers, etc., that can be controlled via a wide variety of programming 

languages.  The Phidgets 1019 board shown in Fig. 5.1 includes a powered USB hub to 

provide additional connectivity for other devices as well as eight analog inputs, eight 

digital inputs, and eight digital outputs. 

The overall hardware verification setup is presented in Fig. 5.2.  One 40 gallon 

water heater and one 50 gallon water heater were purchased from a local home 

improvement store, with specifications as listed in Table 5.1.  Standard garden hose was 

utilized for the cold water supply connections, and hot-water-rated garden hose was 

used for the connections from the ball valves to the drain.  Various plumbing couplings, 

nipples, and valves were also procured to provide compatibility between hose thread 

(HT) and pipe thread (PT) connections.  Mueller Global brass full-port threaded ball 

valves (model 107-404NL) were used to control the hot water output of the water 

heaters.  Cold water was supplied through a hose bib in the WESRF lab, and hot water 

was sent directly to a wastewater drain. 

 

Fig. 5.2.  Overview of hardware verification setup using Phidgets devices (model numbers are 

in parentheses) and solid state relays (SSRs). 



81 

 

 

Table 5.1.  Water heater specifications for hardware verification testing. 

Manufacturer General Electric General Electric 

Model Number GE40M06AAG GE50M06AAG 

Capacity (gal.) 40 50 

Power rating (kW) 4.5 4.5 

Current (@ 240 V) (A) 18.8 18.8 

Energy Factor (EF) 0.92 0.90 

Recovery Efficiency (RE) 0.98 0.98 

First-Hour Delivery (gph) 53.0 62.0 

 

5.2.2 Usage Control 

In order to simulate hot water usage from a domestic household, a control 

scheme was developed that utilizes ball valves coupled with stepper motors to allow 

timed release of hot water.  The first step in implementing this control scheme was an 

investigation into the torque required to turn the ball valves.  Using a simple laboratory 

test setup with weights hung from the ball valve lever arm, it was determined that 

approximately 1.30 𝑙𝑏 ∙ 𝑓𝑡 is required to turn the valves.  Finding a stepper motor that 

can supply this level of torque was a concern, given that most of these types of motors 

are intended for relatively lower-torque applications.  Fortunately, Phidgets sells the 

model 3319 stepper motor that can supply up to 3.50 𝑙𝑏 ∙ 𝑓𝑡 of torque via an integrated 

gearbox.  Specifications for this stepper motor are provided in Table 5.2.  In order to 

control this motor, Phidgets also supplies the model 1067 bipolar high current stepper 

controller, which provides position, velocity, and acceleration control from MATLAB 

via the associated API. 
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Table 5.2.  Model 3319 stepper motor specifications (“Bipolar 99.51:1 Planetary Gearbox 

Stepper,” Phidgets). 

Motor Type Bipolar Stepper 

Step Angle (°) ~0.018 

Step Accuracy (%) 5 

Rated Torque (𝑙𝑏 ∙ 𝑓𝑡) 3.5 

Maximum Speed (rpm) 44 

Rated Current (A) 1.7 

Rated Voltage (V) 12 

Gear Ratio 991044 2057⁄ : 1 

Backlash Error (°) 2.5 

 

The next key step was determining how to couple the motor and the ball valve.  

While initial plans involved the implementation of a pivot-arm type coupling (with lever 

arms on both the motor and the valve connected via a straight plate with freely pivoting 

joints), after consultation with the College of Engineering machine shop development 

engineer it was decided that a geared coupling would work best.  The resulting fixed 

platform and coupling setup (with positioning adjustable via set screws) is presented in 

Fig. 5.3.  In addition to an adjustable base for the motor and ball valve, the platform 

provides a mounting position for the 1067 controller board.  Considerable effort was 

expended in order to optimize the operation of the coupled motor and valve.  While the 

valve is sold as a quarter-turn valve, it was modified such that it could turn continuously 

(from open to closed and back) without having to reverse direction.  This modification 

limited the effects of backlash from commanding the motor to change directions to open 

and close the valve.  Since the stepper motor has no position feedback, it is important 



83 

 

 

to limit backlash such that the future position of the valve is always known given a 

defined starting position.  Thus, the motor only turns the valve in a clockwise direction. 

 

Fig. 5.3.  Stepper motor and ball valve coupling base with fixed platform, including 1067 

motor controller board for hot water usage control. 

5.2.3 Power Control 

With the use of the existing water heater thermostats in the supervisory-level 

control scheme, it is necessary to provide an external switch to control when power is 

applied to the water heaters.  To do this, solid-state relays (SSRs) were used, with 

control signals for the SSRs provided by two of the digital outputs on the Phidgets 1019 

I/O interface board.  With a 230 V rated supply available, rated current for the water 

heaters is approximately 19.6 A, although supplied voltage was generally higher than 

230 V, resulting in current closer to 19 A.  Standard home installations for an electric 

water heater rated at 4.5 kW utilize a 240 V, 30 A circuit, so SSRs that could 
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accommodate up to 30 A were investigated.  Due to better cooling capability, Opto 22 

model 240D45 SSRs were purchased, rated for up to 45 A.  These relays dissipate 0.9 

W/A, with a maximum voltage drop of 1.6 V.  Utilizing the heat sink calculation formula 

provided by Opto 22 in (5.1) with a maximum junction temperature of 110°C, a 

maximum ambient temperature of 30°C, a maximum load current of 20 A, a heat 

dissipation factor of 0.9 W/A, and a SSR thermal resistance of 0.67°C/W, a max heat 

sink thermal resistance of 3.77°C/W was calculated (“Solid state relays,” Opto 22).  

Therefore, a Crydom HS251 heat sink was chosen to pair with each SSR (with a 

specified thermal resistance of 2.5°C/W) to provide adequate cooling. 

Max R =  

((
Max

junction
temp

) − (
Max

ambient
temp

) − ((
Max
load
current

) ∗ (
Heat
diss.
factor

) ∗ (
SSR

thermal
resist.

)))

((
Max
load
current

) ∗ (
Heat
diss.
factor

))

 (5.1) 

 

The Opto 22 SSRs have a pick up signal input voltage of 3 V and a drop out 

voltage of 1 V, which works well with the digital output from the 1019 interface board 

(specified to be 5 V on and 0 V off).  In addition, with a nominal signal input resistance 

of 1000 Ω, only 5 mA of current is required to operate the relays, well within the 16 mA 

maximum provided by the interface board.  The SSRs mounted on their heat sinks are 

shown in Fig. 5.4.  In addition to the SSRs, physical switches in the form of two-pole 

30 A circuit breakers were added in line to provide an additional measure of safety.  The 

circuit breakers are Eaton Cutler Hammer model QC2030 breakers.  To connect power 

from the WESRF lab to the breakers, relays, and water heaters, 10 ga., 3-conductor 
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portable cord was utilized, with a Carolprene® rubber jacket to provide optimum water 

resistance and durability in the lab environment. 

 

Fig. 5.4.  Power control setup for hardware verification tests, including SSRs (bottom) and 

circuit breakers (top). 

5.2.4 Temperature Measurement 

In order to provide feedback from the water heaters to the MPC framework, 

temperature measurement is necessary.  While directly measuring the water temperature 

would be optimal, this is not possible given the nature of the sealed pressure vessel that 

is the water heater tank.  Instead, Phidgets model 3107 K-type bead probe 

thermocouples were utilized along with a Phidgets model 1048 temperature sensor 

board.  The thermocouples are rated for temperature measurement between -50°C and 

200°C, with an accuracy of ±0.75°C.  The standard water heater thermostats measure 

temperature by simply being pressed against the outside of the steel tank, so a similar 

setup was undertaken for the thermocouples, with the temperature taken at the bottom 
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of the tank directly next to the lower thermostat.  The 1048 temperature sensor board is 

shown in Fig. 5.5, and the positioning of one of the thermocouples is shown in Fig. 5.6. 

 

Fig. 5.5.  Temperature sensor board (Phidgets model 1048) at the top of the water heater for 

hardware verification tests. 

 

Fig. 5.6.  Thermocouple positioning at the bottom of the water heater tank (above the lower 

thermostat) for hardware verification tests. 
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5.3 Control Design 

With the design and setup of the hardware required for the verification tests 

complete (shown in Fig. 5.7), the next step is the design of the software to run the tests.  

Given the hardware design, there were several key points to be considered in order to 

implement the software.  First, the stepper motors coupled to the ball valves for hot 

water usage only turn at a specific speed, resulting in a floor to how little usage can be 

simulated (with one continuous closed-open-closed turn of the valve).  Second, it is 

important that the various control actions occur independently in a non-blocking manner 

in real time (i.e., when temperatures are being read, it is still necessary to be able to turn 

on and off the relays and to command the motors to turn at the same time, if necessary).  

Unfortunately, MATLAB is not a real-time operating environment. 

 

Fig. 5.7.  Completed hardware verification test setup with water heaters, hot water usage 

control, power control, and temperature measurement. 



88 

 

 

In order to implement simulated hot water usage using the ball valves and 

stepper motors, it was anticipated that an open-loop system could be used without 

feedback to the control system as to how much water is actually released.  To verify the 

validity of this assumption, a series of tests was conducted to examine the (hopefully) 

linear relationship between valve open time (how long the valve is kept open before 

closing) and dispersed water volume.  The resulting measured data from these tests is 

presented in Table 5.3, along with an associated chart of the data in Fig. 5.8.  These 

results make it clear that there is, indeed, a linear relationship between the delay time 

and the volume of water issued from the water heater.  Thus, an equation resulting from 

a linear fit to the data provides, for each measured usage, the proper valve open delay 

time to generate that usage.  This equation is shown in (5.2).  This test validates the 

reasonableness of the proposed open-loop control system for water usage.  Given a 

relatively consistent water pressure (which is the case in the WESRF lab), the volume 

of water emitted can be reasonably estimated. 

𝐷𝑒𝑙𝑎𝑦 𝑇𝑖𝑚𝑒 = 13.42282 ∗ 𝑈𝑠𝑎𝑔𝑒 − 5.119463 (5.2) 

 

Of note is the fact that the minimum usage is approximately 0.38 gallons (i.e., 

for the continuous closed-open-closed case with zero delay, the least amount of usage 

that can be simulated is 0.38 gallons).  Thus, it is necessary to saturate the usage data 

such that the minimum non-zero usage is 0.38 gallons.  This change to the data has a 

relatively minor impact, since most non-zero uses are over 0.5 gallons, but it does mean 

that the simulated results from this chapter are not directly comparable to those from 

Section 3.4. 
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Table 5.3.  Valve open delay time vs. measured water usage. 

Delay Time (s) Usage (gallons) 

0 0.375 

1 0.461 

2 0.531 

3 0.609 

4 0.680 

5 0.750 

6 0.828 

 

 
Fig. 5.8.  Plot of valve open delay time vs. measured water usage. 

With the question of how to simulate the hot water usage solved, the remaining 

hurdle to implement the hardware verification tests is how to transform MATLAB into 

a pseudo-real-time environment such that the various hardware interface actions can 

take place in an independent manner.  To make this happen, several MATLAB features 
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were used, including the integrated program timing functionality provided by the tic and 

toc commands as well as the event timing functionality provided by timer objects.  A 

flowchart of the program procedure is shown in Fig. 5.9. 

 

Fig. 5.9.  Non-blocking hardware program procedure for independent control actions. 

The first step in the procedure is to initialize a timer object that calls the function 

to read the temperature from the water heaters.  The timer object has a ten-second period, 

and the temperature reading function calculates the temperature based on an average of 

ten reads over one second (in order to minimize the impact of noise), such that the latest 

temperatures are always available.  The next step is to start the temperature timer object 

and then call tic, which starts a background timer that runs until tic is called again (the 
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current elapsed time can be determined by calling toc).  Then, as long as the algorithm 

still has valid time steps to process, a loop runs that continually checks (by calling toc) 

to see if one of two events has occurred: 1) if 600 seconds (ten minutes) have elapsed, 

it is time to calculate the next control action; or 2) if 300 seconds (five minutes) have 

elapsed, it is time to start the second “PWM” cycle for the relay timers (in order to 

spread out the applied power over the ten-minute time step, two five minute periods are 

used, with the relays on for the appropriate length of time in each period). 

The only exception to the execution of the two possible events is if it is the very 

first time step, in which case it is necessary to perform the control action calculation 

with the MPC framework as soon as possible (there is no point in waiting ten minutes 

to determine the first action).  Otherwise, if 600 seconds have elapsed, the program calls 

tic to restart the background timer, stops any timer objects that are currently running, 

reads the latest temperature from the temperature timer, calculates the necessary delays 

for the hot water usage for the next time step, and then creates and starts usage timer 

objects that control the stepper motors.  These usage timer objects have a specified 

“start” function to open the valves, and then a specified delay (the usage delay) before 

running a specified “stop” function to close the valves. 

Next, the MPC framework is executed to produce the new control actions 

(commanded powers), which are converted to the necessary period of time that the 

relays need to be on (independently for each water heater).  Then, relay timer objects 

are created and started that turn on the relays and then wait the specified period of time 

before turning off the relays in order to apply the necessary fraction of power from the 
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MPC framework over the two five minute periods.  The time step counter is incremented 

and the process then repeats.  In order to execute the relay timers for the second “PWM” 

cycle, the program checks to see when 300 seconds have elapsed.  If so, the relay timers 

(which should have stopped already) are re-started to apply power over the second cycle. 

Finally, if there are no longer any valid time steps (implying that the last time 

step has been reached), the program waits for the ten minutes to elapse before recording 

the final temperature and then stopping and deleting all of the remaining timer objects.  

Since the timer objects run in the background in the MATLAB environment, with 

appropriate management of when and how the timer objects execute their specified 

functions to open and close the valves, turn on and off the relays, and read the 

temperatures, it is thus possible to create a pseudo-real-time environment where 

multiple events can happen (almost) simultaneously.  Unfortunately, MATLAB is still 

a single-threaded application, such that if an event is currently happening, the next event 

must be placed in a queue before it will execute, but for the purposes of this testing, the 

event executions take place with negligible delay (sub-millisecond timing is not 

possible, but neither is it necessary for these purposes). 

5.4 Results 

Due to concerns with regard to reliability of the garden hose connections, the 

possibility of leaks at the hose couplings, and the dire consequences of a burst hose in 

the WESRF lab, tests were restricted to eight-hour periods so that personnel would be 

present at all times.  The same input data, including hot water usage data and wind data, 
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was used as for the tests performed for local-level control and supervisory-level control, 

with the exception that the non-zero hot water usage data points were saturated to 0.38 

gallons, as noted.  Sixty minute persistence wind scheduling was used, with 48 ten-

minute time steps (eight hours).  The set-point temperature was set to track to 130°F, 

with the water temperature constrained between 0°F and 140°F (using the same fallback 

provisions as in the supervisory-level control scheme).  Given the Energy Factor and 

Recovery Efficiency for the two water heaters specified in Table 5.1, the standby heat 

loss coefficient was calculated to be 1.90 𝐵𝑇𝑈 (ℎ𝑟 ∙ ℉⁄ ) for the 40 gallon water heater 

and 2.60 𝐵𝑇𝑈 (ℎ𝑟 ∙ ℉⁄ ) for the 50 gallon water heater.  Ambient temperature was 

measured to be 68°F, and water inlet temperature was measured to be 55°F.  Tests were 

run on a per unit basis and units were converted appropriately for input and output data 

collection.  A two-hour prediction horizon (12 ten-minute time steps) was used. 

Three sets of hardware tests were conducted, exploring the impact of the MPC 

framework with supervisory-level control with: 1) prediction on using a perfect 

prediction for the hot water usage data; 2) prediction on using a prediction based on the 

daily average hot water usage data for each ten-minute period over an entire year; and 

3) prediction off.  In addition, corresponding software simulations for each of these three 

cases were performed, in order to compare results trends between actual hardware and 

simulation.  It is important to note that the hardware tests have slightly different initial 

conditions (all very close to 120°F), which were matched when running the simulations.  

The first test results using perfect prediction with hardware are presented in Fig. 5.10, 

along with the corresponding software simulation results in Fig. 5.11. 
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Fig. 5.10.  Hardware test results with perfect prediction, including temperatures, power usage, 

requested power, actual power, balancing power, and power error. 

 
Fig. 5.11.  Simulated results with perfect prediction, including temperatures, power usage, 

requested power, actual power, balancing power, and power error. 



95 

 

 

Comparing the hardware test results presented in Fig. 5.10 with the equivalent 

simulation results in Fig. 5.11, there are obvious differences in the resulting power error, 

with considerable error present in the hardware results that is non-existent in the 

software simulation.  However, while the power error does not match well, the 

temperature profiles of the two water heaters are at least quite similar in the two cases. 

One of the key explanations for the mismatch in the power error comes from 

examining the requested and actual applied power in the middle subplot of each figure.  

In the hardware case, considerably less applied power is required to keep the water 

temperature close to the set-point (especially during the four to six hour time period).  

This has a major impact on the resulting power error, which is exclusively negative.  

Negative power error comes about when the requested balancing power is negative but 

the water heaters are already off, such that they cannot further reduce their power.  By 

comparing the power error subplot (bottom) in Fig. 5.10 with the requested/actual 

applied power subplot (middle), it is clear that the major periods of error occurred during 

times when the applied power was zero. 

Furthermore, an explanation for the need for less applied power for the hardware 

test comes from an examination of the water heater model in (3.1).  The model does not 

consider the dynamics of water mixing (or lack thereof) between the upper and lower 

portions of the tank.  In actual hardware, since hot water leaves from the top of the tank 

and cold water enters at the bottom, the lower portion of the tank (where the temperature 

is measured) tends to cool off faster and heat more rapidly than the average temperature 

of the entire tank (i.e., the tank behaves as if it is split into two smaller tanks, with a 
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dynamically varying temperature differential between the two, or conversely, a 

changing “upper” tank volume versus “lower” tank volume).  This is evident upon 

comparing the initial heat-up of the water starting at time zero as well as during the 

recovery from the usage spike between hours six and eight in both Fig. 5.10 and Fig. 

5.11.  In both cases, the temperatures in the hardware tests recover more rapidly than 

the temperatures in the software simulation, behaving as if the volume of water to be 

heated is smaller in the hardware case.  Thus, since less applied power is required to 

heat the water in the hardware test than the model predicts, the resulting power error 

differences between the hardware and software simulations are not surprising. 

The next set of results using an average prediction model is presented in Fig. 

5.12 (for the hardware test) and Fig. 5.13 (for the software simulation). 

 
Fig. 5.12.  Hardware test results with average prediction, including temperatures, power usage, 

requested power, actual power, balancing power, and power error. 
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Fig. 5.13.  Simulated results with average prediction, including temperatures, power usage, 

requested power, actual power, balancing power, and power error. 

The average prediction for hot water usage is developed by averaging each of 

the 144 ten-minute time steps in a day over the entire year to form the hot water usage 

over an average day.  The green line in the top subplots of Fig. 5.12 and Fig. 5.13 is the 

average hot water usage.  It is important to note that average daily usage and the actual 

daily usage are not very similar.  As expected, a comparison between the hardware test 

and the software simulation with average prediction shows slightly worse behavior 

versus the perfect prediction case (non-negligible error appears in the software 

simulation with average prediction). 

The final set of results for the prediction off case is presented in Fig. 5.14 (for 

the hardware test) and Fig. 5.15 (for the software simulation). 
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Fig. 5.14.  Hardware test results without prediction, including temperatures, power usage, 

requested power, actual power, balancing power, and power error. 

 
Fig. 5.15.  Simulated results without prediction, including temperatures, power usage, 

requested power, actual power, balancing power, and power error. 
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The results for the prediction off case are very interesting, especially in 

comparison to the perfect prediction case.  Comparing the hardware test results in Fig. 

5.10 (perfect prediction) and Fig. 5.14 (no prediction), it is clear that there actually 

appears to be a slightly larger power error in the perfect prediction case.  However, a 

comparison of the temperatures in the top subplot of each figure shows that the 

temperature variation in the perfect prediction case is much, much smaller.  Thus, there 

is a tradeoff between the power error and the temperature error.  Comparing the 

hardware test results and the software simulation results for the prediction off case 

shows a similar pattern as was seen in the perfect prediction and average prediction 

cases, where there is more error in the hardware test.  The similarity between the 

temperature variation behavior in the hardware test and the software simulation in the 

top subplots of Fig. 5.14 and Fig. 5.15 demonstrates that the hardware is operating as 

expected, with the previously noted caveats. 

The results for the hardware tests can be further analyzed by examining the 

metrics presented in Table 5.4 and the change in metrics between cases in Table 5.5. 

Table 5.4.  Calculated results for hardware tests using perfect prediction, average prediction, 

and no prediction. 

 Perfect Prediction Average Prediction No Prediction 

𝑃𝑒𝑟𝑟𝑜𝑟  MAE (PU) 0.0190 0.0195 0.0129 

𝑃𝑒𝑟𝑟𝑜𝑟 RMSE (PU) 0.0416 0.0461 0.0333 

𝐽𝑄 (error) (“$”) 0.0410 0.0504 0.0262 

𝐽𝑄 (temp.) (“$”) 6.289E-05 1.015E-04 1.466E-04 

𝐽𝑄 (total) (“$”) 0.0410 0.0505 0.0264 

 



100 

 

 

Table 5.5.  Change in results for hardware tests between perfect prediction, average prediction, 

and no prediction. 

 
% Change 

(Perfect vs. Off) 

% Change 

(Perfect vs. Average) 

% Change 

(Average vs. Off) 

𝑃𝑒𝑟𝑟𝑜𝑟  MAE (PU) -32.00 2.92 -33.93 

𝑃𝑒𝑟𝑟𝑜𝑟 RMSE (PU) -19.99 10.88 -27.84 

𝐽𝑄 (error) (“$”) -35.99 22.94 -47.93 

𝐽𝑄 (temp.) (“$”) 133.09 61.31 44.50 

𝐽𝑄 (total) (“$”) -35.73 23.00 -47.75 

 

From the results in Table 5.4, it becomes obvious that the power error does, in 

fact, become worse with perfect prediction versus with prediction off (both the MAE 

and RMSE are slightly larger with perfect prediction).  On the other hand, however, the 

cumulative temperature error cost is much larger with prediction off, as would be 

expected given the results in Fig. 5.10 and Fig. 5.14.  This tradeoff between power error 

and temperature error is even more obvious when the percentage change between the 

cases is explored in Table 5.5.  While the power error is approximately 30 percent 

smaller in the prediction off case (as is the cumulative power error cost), the cumulative 

temperature error cost is 133 percent larger!  As expected, the results for the average 

prediction case lie between those for the perfect prediction case and the prediction off 

case.  Thus, it can be observed that the MPC framework is at least having a positive 

effect on the temperature error, and in terms of net results, the benefit of turning 

prediction on is positive.  With a better model for the dynamics of the water mixing in 

the water heater, the MPC framework would likely be able to provide a net positive 

benefit for both the temperature error and the power error.  In addition, as was seen in 
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the supervisory-level control results with multiple water heaters in Section 4.3.2, the use 

of more than two water heaters would increase resource diversity, resulting in an overall 

error reduction. 

In order to fully examine the impact of using the MPC framework to control the 

water heaters, one additional hardware test was conducted using only the standard water 

heater thermostats to respond to the applied hot water usage profile (using a set-point 

temperature of 130°F).  The resulting temperature plot is presented in Fig. 5.16. 

 
Fig. 5.16.  Hardware test results with standard thermostatic control only, including 

temperature and power usage. 

Comparing the results in Fig. 5.16 with those from Fig. 5.10, Fig. 5.12, and Fig. 

5.14, it is clear that the temperature variation that occurs using only the standard water 

heater thermostatic control is very similar to the temperature variation using the MPC 

framework with either a perfect prediction or an average prediction, much more so than 

with no predictive control.  This is even more evident when the temperature variation 

parameters presented in Table 5.6 (for the hardware tests) and Table 5.7 (for the 

software simulations) are examined.  Observing the temperature MAE and RMSE, it is 

obvious that the temperature variation with perfect prediction is very similar to that with 

thermostatic control only.  Similar behavior can be seen by examining the spread (ΔT) 

between the minimum and maximum temperatures over the eight hours.  In fact, for the 
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40 gallon water heater, the temperature spread is even smaller with perfect prediction 

than it is in any of the other cases (including standard thermostatic control!).  These 

results from the hardware tests are echoed in the software simulation results in Table 

5.7, where both the perfect prediction and average prediction cases have smaller 

temperature variation than the no prediction case. 

Table 5.6.  Hardware test temperature variation results for perfect prediction, average 

prediction, no prediction, and standard thermostatic control only. 

 
Perfect 

Prediction 

Average 

Prediction 

No 

Prediction 

Thermostatic 

control 

Size (gal.) 40 50 40 50 40 50 40 50 

Temp. MAE (°F) 2.77 2.43 3.43 2.97 4.90 2.01 2.69 2.40 

Temp. RMSE (°F) 4.53 2.88 6.11 3.56 7.58 2.78 5.61 2.77 

Min (°F) 105.3 120.2 97.1 120.6 94.9 121.0 97.8 120.6 

Max (°F) 134.2 133.8 135.0 135.9 139.0 135.1 133.2 133.7 

ΔT (°F) 28.9 13.6 37.9 15.3 44.1 14.2 35.4 13.1 

 
Table 5.7.  Software simulation temperature variation results for perfect prediction, average 

prediction, and no prediction. 

 
Perfect 

Prediction 

Average 

Prediction 

No 

Prediction 

Size (gal.) 40 50 40 50 40 50 

Temp. MAE (°F) 1.92 1.48 2.17 1.50 3.65 2.92 

Temp. RMSE (°F) 3.35 2.15 3.62 2.11 4.96 3.68 

Min (°F) 115.0 120.2 113.9 120.7 112.3 120.9 

Max (°F) 133.3 133.6 134.1 133.7 137.9 138.0 

ΔT (°F) 18.3 13.3 20.3 13.0 25.6 17.1 
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The implication of these results is that the MPC framework can assist a system 

operator with balancing the wind while simultaneously keeping consumers happy by 

performing similarly to how their existing water heater already operates!  The addition 

of the MPC framework with supervisory-level control obviously has a negligible effect 

on the temperature performance of the water heaters, meaning that the extra wind 

balancing capability provided by the water heaters comes with little impact to residential 

customers.  With a more accurate water heater model that considers the separated nature 

of the water in the tank, the MPC framework could be improved even further to also 

minimize the power error and more effectively control water heaters as a demand 

response resource. 
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6 Conclusion 

A model predictive control framework for controlling energy storage resources, 

from flow-cell batteries to water heaters, has been developed and implemented.  Tests 

were conducted that explored the usefulness of this framework in managing system 

constraints while simultaneously optimizing for different objectives.  With a single 

energy storage resource, it was shown that both power error and wind ramps could be 

minimized using the MPC framework. 

Building off of the promising results with the single flow-cell battery, the MPC 

framework was revised and extended to control two water heaters.  Two different 

control schemes, local-level control and supervisory-level control, were developed and 

explored.  While the local-level control scheme relies on accurately modeling the 

standard hysteretic water heater thermostat, the supervisory-level control scheme 

utilizes simpler direct control of the applied power to the water heater.  Results from the 

local-level control scheme were presented, and, although they were not promising, they 

did point to a way forward for further research. 

Extending the MPC framework even further to control up to ten water heaters 

provided the opportunity to test the supervisory-level control scheme with a more 

diverse set of usage scenarios.  Simulation results from this control scheme were very 

positive, demonstrating the ability of the MPC framework to provide balancing services 

for wind power while effectively controlling water heater temperatures to balance the 

needs of consumers with those of system operators.  Increasing the number of water 

heaters controlled by the MPC framework improved the error performance of the control 
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scheme, as expected.  A wide variety of tests were performed to explore the various 

parameters of the supervisory-level control scheme, and results demonstrated the 

robustness of this scheme. 

A complete hardware verification setup was designed and built in the WESRF 

lab in order to demonstrate the ability of the MPC framework to control actual hardware.  

Results from the hardware tests were promising, although they point to the need to 

improve the water heater model used by the framework to better encompass the behavior 

of the water heater tank under different usage and heating scenarios.  Results from 

corresponding software simulations were also presented and compared to the hardware 

test results.  It was found that with the current water heater model, a tradeoff occurs 

between optimizing to minimize power error and optimizing to minimize temperature 

error.  Results demonstrated the ability of the MPC framework to provide equivalent 

temperature variation performance while simultaneously balancing wind compared to 

standard water heater thermostatic control only with no wind balancing. 

The presented results validate the use of MPC in order to control energy storage 

resources for demand response.  By balancing the needs of system operators for a 

simple, easy-to-use system to provide additional wind balancing and the requirements 

of consumers for a low-impact system that makes use of their existing resources, the 

control of demand response with MPC marks a crucial step forward in the development 

of this resource on the power grid.  In the future, the use of residential water heaters for 

demand response is a viable, feasible option for utilities and system operators to explore. 
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6.1 Recommendations for Future Work 

A wide variety of possibilities exist for future work, from the implementation of 

a more detailed water heater model that includes both upper and lower thermostats and 

heating elements, to an exploration of possible emergent behavior from combining 

multiple neighborhood “cells” of water heaters under MPC.  While several pilot 

programs with residential water heaters have been implemented, a larger-scale 

deployment has not yet taken place.  The possible grid-level impacts of such a large-

scale deployment, including an examination of transmission and distribution 

constraints, remain to be explored.  One of the key questions for future research is the 

impact of the geographic separation between balancing reserves and wind generation 

that occurs in the Pacific Northwest.  A complete exploration of other household 

possibilities for energy storage also remains to be undertaken, including an integrated 

household load model that could be abstracted to a larger neighborhood level.  The use 

of multiple levels of model predictive control (block, neighborhood, subdivision, etc.) 

to allocate and control demand response resources is also of interest. 
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APPENDIX 1:  MATLAB Code Overview and Dependencies 

This appendix provides an overview of the MATLAB m-code required to run 

the various control schemes, including local-level control, supervisory-level control in 

software, and supervisory-level control in hardware.  The corresponding three main 

program files are mainWH_local.m, mainWH_l_mult.m, and mainWH_l_mult_HW.m, 

respectively.  Dependency charts for each of these three files are shown in Fig. A1.1, 

Fig. A1.2, and Fig. A1.3.  Note that the green-shaded blocks in the figures represent 

required data sources in order to run the files, and the pink-shaded blocks in Fig. A1.3 

represent the required library and functions for hardware control.  Following the figures, 

a brief overview of each of the required m-files/functions is provided in alphabetical 

order. 

All code and data files are included on digital media accompanying this 

dissertation. 
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Fig. A1.1.  Local-level control MATLAB m-code dependencies. 
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Fig. A1.2.  Supervisory-level control MATLAB m-code dependencies for software 

simulations. 
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Fig. A1.3.  Supervisory-level control MATLAB m-code dependencies for hardware 

verification tests. 
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function [QCost, QCost_error, QCost_temp, RCost, JCost] = calculateCost2(Hp, 

y_k, T_k, U_k, Q, R) 

% Function to generate QCost, QCost_error, QCost_ramp, RCost, and JCost for 

cost calculation 

% Takes Hp, y_k, T_k, U_k, Q, and R as inputs 

% Generates the Q Cost, Q error Cost, Q ramp Cost, R Cost, and J Cost (the 

sum of Q and R) as 

% outputs 

 
function [y_k] = calculateOutputs(C, Du, Dv, x_k, u_k, v_k, u_const_up, 

u_const_low, Pbase) 

% Function to generate the outputs using the state-space model 

% y(k) = C*x(k) + D_u*u(k) + D_v*v(k) 

% Takes C, Du, Dv, x_k, u_k, v_k, as inputs 

% Generates y_k as output 

 
function closeRelay(relayHandle) 

% Function to close and delete the specified handle. 

 
function closeStepper(stepperHandle) 

% Function to close and delete an open stepper handle (assumes that the 

% handle is already open) 

 
function closeTemp(tsensHandle) 

% Function to close and delete the specified handle. 

 
function cycleStepper(stepperHandle, degrees) 

%   Function to cycle steppers referred to by stepperHandles (which have 

%   already been opened, attached, engaged, and position set to 0).  This 

%   function simply moves the motor the specified number of degrees. 

 
function [Sx, Su, Hv] = formulateMPC(A, Bu, Bv, C, Du, Dv, Hp, dispMat) 

% Usage: Building matrices for MPC predictive model. 

% 

% Input data: A, Bu, Bv, C, Du, Dv, Hp, dispMat 

 
function [P_sched, P_farm, P_locked] = 

global_makePwind(BPAActual_struct,BPAForecast_struct,makePwindType,startTime,

Hp,modelNumber,P_locked,SOC_curr) 

%global_makePwind: Global bridge function to generate P_sched, P_farm, and 

delP_farm from  

% wind forecast data 

 
function [Aconstrain, Bconstrain] = makeConstraints2(Hp, Sx, Su, Hv, V_k, 

x_k, y_const_up, y_const_low, u_const_up, u_const_low) 

% Function to generate constraint matrices for use in quadprog 

% Takes Hp, Sx, Su, Hv, V_k, x_k, y_const_up, y_const_low, u_const_up, 

%       u_const_low as inputs 

% Generates Aconstrain (left side of constraints) and Bconstrain (right 

% side of constraints) as outputs, where Aconstrain*x <= Bconstrain applies 

% to quadprog 

 
function [E_k] = makeE_k(Hp, Sx, Hv, T_k, V_k, x_k) 

% Function to generate E_k vector for MPC formulation 

% Takes Hp, Sx, Hv, T_k, V_k, x_k as inputs 

% Generates the E_k vector as an output 

 
function [P_rated] = makeP_rated(Hp, Prated) 

% Function to generate P_rated vector 
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%   Takes a scalar Prated and replicates it to a vector of size (Hp+1)x1 

 
function [P_use] = makeP_use(Vwd, Temp_k, Tin, dens, Cp, nre, deltat, Pbase) 

% Function to generate P_use, which is the utilized power from the 

% water heater based on water withdrawn and temperature 

% Takes Vwd, Temp_k, Tin, dens, Cp, nre, deltat, and Pbase as inputs and 

% generates P_use as an output vector of length Hp+1. 

 
function [P_wh_req, P_wh_req_nosat] = makeP_wh_req2(P_bal_req, P_wh_sp, 

Prating) 

% Function to generate P_wh_req, which is the requested power from the 

% water heater including both 'base load' and our supplemental request 

% Takes P_bal_req, P_wh_sp, and Prating as inputs and generates P_wh_req as 

% an output vector of length Hp+1. 

 
function [P_wh_sp, Temp_k] = makeP_wh_sp2(Hp, Vwd, Tin, dens, Cp, deltat, 

x_k, Pbase, WHInputs) 

% Function to generate P_wh_sp, which is the power required by the water 

%   heater as 'base load', with no interference 

% Takes Hp, Vtotal, Vwd, Tsp, Tamb, Tin, dens, Cp, UA, nre, deltat, x_k, 

% Prating, and Pbase as inputs and generates P_wh_sp vector as output (size 

% (Hp+1)x1) as well as T_k vector (size (Hp+1)x1).  We overcalculate T_k to 

% start to get the full-length P_wh_sp, but then truncate before we return. 

 
function [P_sched, P_farm, delP_farm, P_locked] = 

makePwind30_BPA(currentData,Hp,modelNumber,P_locked) 

%makePwind30_BPA: Function to generate P_sched, P_farm, and delP_farm from  

% wind forecast data using 30 minute average persistence for P_sched 

 
function [P_sched, P_farm, delP_farm] = 

makePwind_BPA(currentData,Hp,modelNumber) 

%makePwind_BPA: Function to generate P_sched, P_farm, and delP_farm from BPA 

% wind forecast data 

 
function [P_sched, P_farm, delP_farm, P_locked] = 

makePwindAVE_BPA(currentData,Hp,modelNumber,P_locked,schedTune,SOC_curr) 

%makePwindAVE_BPA: Function to generate P_sched, P_farm, and delP_farm from  

% wind forecast data using averages for P_sched 

 
function [P_sched, P_farm, delP_farm, P_locked] = 

makePwindAVE_BPAPerfect(currentData,Hp,modelNumber,P_locked) 

%makePwindAVE_BPA: Function to generate P_sched, P_farm, and delP_farm from  

% wind forecast data using perfect data for P_sched 

 
function [Q] = makeQ_local(Hp, ErrorWeight, TempWeight, Pbase, WHInputs, 

derateFactQ, predict, numWH) 

% Function to generate the Q matrix 

% Takes Hp, ErrorWeight, TempWeight, Pbase, WHInputs, derateFactQ (derating 

factor), predict, and numWH as inputs 

% Outputs the Q matrix 

 
function [Q] = makeQ_mult(Hp, ErrorWeight, TempWeight, Pbase, WHInputs, 

derateFactQ, predict, numWH) 

% Function to generate the Q matrix 

% Takes Hp, ErrorWeight, TempWeight, Pbase, WHInputs, derateFactQ (derating 

factor), predict, and numWH as inputs 

% Outputs the Q matrix 

 
function [R] = makeR_local(Hp, Rweight, derateFactR, numWH) 
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% Function to generate the R matrix 

% Takes Hp, Rweight (scalar), derateFactR (derating factor), and numWH as 

inputs 

% Outputs the R matrix 

 
function [R] = makeR_mult(Hp, Rweight, derateFactR, numWH) 

% Function to generate the R matrix 

% Takes Hp, Rweight (scalar), derateFactR (derating factor), and numWH as 

inputs 

% Outputs the R matrix 

 
function [A, Bu, Bv, C, Du, Dv] = makeStateSpace_local(WHInputs, deltat, 

dens, Cp, numWH) 

% Function to generate the state space matrices (A, Bu, Bv, C, Du, and Dv) 

% for an abritrary number of water heaters being modeled, based on the 

% number of rows in WHInputs, which holds the various parameters for the 

% water heaters. 

% Takes WHInputs, deltat, dens, and Cp as inputs and generates A, Bu, Bv, 

% C, Du, and Dv as output matrices of various sizes. 

 
function [A, Bu, Bv, C, Du, Dv] = makeStateSpace_mult(WHInputs, deltat, dens, 

Cp, numWH) 

% Function to generate the state space matrices (A, Bu, Bv, C, Du, and Dv) 

% for an abritrary number of water heaters being modeled, based on the 

% number of rows in WHInputs, which holds the various parameters for the 

% water heaters. 

% Takes WHInputs, deltat, dens, and Cp as inputs and generates A, Bu, Bv, 

% C, Du, and Dv as output matrices of various sizes. 

 
function [T_amb] = makeT_amb(Hp, Tamb) 

% Function to generate T_amb vector 

%   Takes a scalar Tamb and replicates it to a vector of size (Hp+1)x1 

 
function [T_k] = makeT_k_local(Hp, numWH) 

% Function to generate T_k vector for MPC formulation 

% Takes Hp as an input 

% Generates the T_k vector as an output 

 
function [T_k] = makeT_k_mult(Hp, numWH) 

% Function to generate T_k vector for MPC formulation 

% Takes Hp as an input 

% Generates the T_k vector as an output, with setpoint equal to 130 degF. 

 
function [V_k] = makeV_k_local(Hp, P_bal_req, P_use, T_amb, P_rated, numWH) 

% Function to generate V_k vector for MPC formulation 

% Takes vectors of length Hp+1 as input (P_bal_req, P_use, T_amb, P_rated) 

% and generates the V_k vector as output 

 
function [V_k] = makeV_k_mult(Hp, P_use, P_wh_req, T_amb, numWH) 

% Function to generate V_k vector for MPC formulation 

% Takes vectors of length Hp+1 as input (P_use, P_wh_req, T_amb) and 

% generates the V_k vector as output 

 

function [WHInputs] = makeWHInputs(Tamb, Tsp, Vtotal, UA, nre, Prating, 

numWH) 

% Function to generate the WHInputs matrix 

% Takes Tamb, Tsp, Vtotal, UA, nre, Prating, (all prev numWH x 1) and numWH 

(scalar) as inputs 

% Outputs the WHInputs matrix (6 x numWH) 
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function [relayHandle, success] = openRelay(relaySerialNum) 

% Opens and initializes the handle to a relay controller specified by 

% relaySerialNum.  The handle is returned , and a success flag specifies 

% whether the operation was successful (1 for success, 0 otherwise). 

 
function [stepperHandle, success] = openStepper(serialNum, velLim, accelLim, 

currLim) 

%   Function to open a stepper handle referred to by serialNum.  This 

%   function creates a handle, opens the handle, attaches the handle, and, 

%   if attachment is successful, sets the velocity limit (velLim), 

%   acceleration limit (accelLim), and current limit (currLim).  Then, the 

%   function sets the current position as position 0 and engages the motor. 

%   The function returns the opened, attached, engaged stepperHandle, as 

%   well as a success flag (1 if successful, 0 otherwise). 

 
function [tsensHandle, success] = openTemp(tempSerialNum) 

% Opens and initializes the handle to a temperature sensor specified by 

% tempSerialNum.  The handle is returned , and a success flag specifies 

% whether the operation was successful (1 for success, 0 otherwise). 

 
function [temps, success] = readTemp(tsensHandle, inst) 

% Opens, initializes and reads the current temperature from two temperature 

% probes, then closes and deletes the handles.  The results are returned 

% (in degF) in temps and the success flag specifies whether the operation 

% was successful (1 for success, 0 otherwise).  We use the inst input to 

% specify whether we want to gather an average temp over 5 seconds or just 

% the current instantaneous temperature values. 

 
function [T_k_new] = runControlModel(Vtotal, Vwd, T_k, Tamb, Tin, dens, Cp, 

UA, nre, deltat, P_wh_sp) 

% Function to generate a new T_k based on a specified P_wh_sp for the 

% standard water heater control model (based on attempting to reach Tsp in 

% each time step) 

% Takes Vtotal, Vwd, T_k, Tamb, Tin, dens, Cp, UA, nre, deltat, and P_wh_sp 

as 

% inputs and generates the final water temperature as output (scalar) 

 
function [T_k_new, onState, P_elec] = runLocalControl(curTemp, curTsp, 

WHInputs, VwdSec, dens, Cp, Tin, deltat, T_thresh, onState, Pbase, numWH) 

% Function to generate a new T_k based on the standard water heater control 

% model, using hysteresis to fluctuate about a set-point temperature 

% Takes x_k, WHInputs, Vwd, dens, Cp, Tin, deltat, T_thresh, onState, 

% Pbase, and numWH as inputs and generates the final water temperature as 

% output (for all water heaters) and the current on state of the water 

heaters 

 
function [x_k_new, y_k] = runModel(A, Bu, Bv, C, Du, Dv, x_k, u_k, v_k, 

u_const_up, u_const_low, Pbase) 

% Function to generate the new state using the state-space model 

% x(k+1) = A*x(k) + B_u*u(k) + B_v*v(k)   

% y(k) = C*x(k) + D_u*u(k) + D_v*v(k) 

% Takes A, Bu, Bv, C, Du, Dv, x_k, u_k, v_k, u_const_up, u_const_low as 

inputs 

% Generates x_k_new and y_k as outputs 

 
function [success] = setRelay(relayHandle, relayNum, setState) 

% Sets the relay specified by relayHandle and relayNum to the state 

% specified by setState.  The resulting state is returned in relayState, 
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% and a success flag specifies whether the operation was successful (1 for 

% success, 0 otherwise).  If unsuccessful, the returned relayState is not 

% reliable. 


