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AN INVESTIGATION IN SIZE REDUCTION

IN NEURAL NETWORKS

I. INTRODUCTION

Neural Networks are trainable systems of highly interconnected parallel

processing units. Neural network models developed from studies of brain

function, and represent a departure from the familiar serial processing von

Neumann type architecture. A neural network consists of simple processing

units called neurons and interconnections between processing elements called

synapses. Information is stored as the strength of the interconnection between

units and is known as the synaptic weight or simply the weight. A neural

network accepts outside input known as a stimulus and transforms the input

to an output or response which is determined by the inputs themselves and

the synaptic weights. Thus a change in the synaptic weights changes the re-

sponse, given the same stimulus. The changing of the weights in the network

to produce the desired response is known as learning.
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The learning concept is philosophically appealing in that once a learning

procedure has been established, the system can often produce the desired input

transformation without explicit programming (apart from the programming

used to simulate the network) when the network is initialized to a random

state. However, except in special cases it is not guaranteed that the learning

procedure will produce the desired response; the attainment of the solution

is highly dependent on the learning rule and the nature of the problem to be

solved.

Neural networks have found many applications in problems where standard

artificial intelligence and engineering techniques either fail or are cumbersome.

Examples include the so-called Travelling Salesman problem, which is essen-

tially a search for the shortest path through a network that visits every site

in the network. This problem is provably difficult for conventional artificial

intelligence methods, yet a neural network exists (Hopfield and Tank 1985)

that will find a very good, but suboptimal route without an exhaustive search

through the network. Another example is a network trained to read English

text aloud (Sejnowski and Rosenburg 1987.) Although this problem is solv-

able using conventional techniques, the neural network solution is much more

efficient. Neural networks are being applied increasingly to signal process-

ing techniques in engineering (Klimasauskas 1986.) Often a network can be
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trained automatically to perform a signal analysis which would be complex

using standard filter techniques (Plaut, Nolan, and Hinton 1986.) There are

numerous other applications of neural networks.
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II. NETWORK ARCHITECTURE AND DERIVATION

OF THE LEARNING RULE

All results presented in this paper use the layered feed-forward architec-

ture. In this architecture, the neurons are grouped into layers according to

their function. Any neuron receiving an outside stimulus is a member of the

input layer. Correspondingly, any unit providing an outside response is a

member of the output layer. In addition, one or more layers of neurons that

received stimulus from and provided a response to only other neurons were

used. These layers are known as hidden layers, since their responses and

stimuli are completely internal to the network. The network is known as feed-

forward because neurons only provide a response to an immediately succeeding

layer; no feedback is allowed. There are other architectures which do not have

the constraints imposed here, i.e. networks in which feedback is allowed or in

which a unit is allowed to connect to any unit in any succeeding layer.

The learning rule chosen is known as Back-Propagation (Werbos 1974,

Rumelhart and McClellan 1988.) Back propagation modifies the weights in

the direction of the gradient of the mean-square error between the network
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outputs and the targets. A change in weights in the negative direction of the

gradient produces a lower error. In broadest terms, the network is trained by

being informed as to what it is doing wrong. Back propagation consists of two

stages. The first is known as the forward pass and consists of presenting the

input to the network and computing the response of the output units. The

second stage is called the backward pass and consists of modifying the synaptic

weights such that the mean-square error between the response and the desired

output (known as the target or teacher) is minimized. The weights are modified

beginning with the output layer and proceeding backward through the network

until the input layer is reached. Currently back propagation is among the most

powerful learning rules available; it was chosen for its wide applicability and

ease of implementation.

We now derive the back propagation learning rule. Let X = (xi, . , xn)

denote the input to the network, where n is the number of input neurons.

This input vector is clamped to the input units and passed through without

any transformation. The input to the next layer (which may be either the

output layer or the first hidden layer) is formed by combining the products of

the outputs of the previous layer and the synaptic weights on the connections.

Since the output of input unit i is xi, we have the input to hidden (or output
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E xiwi;
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where wii is the synaptic weight of the connection between units i and j and

i ranges over the units connected to unit j . These inputs are passed through

a transfer function which serves two purposes. First, the transfer function

serves to restrict the range of the outputs, for these output values can be very

large. In addition, the transfer function must be non-linear; otherwise there is

no advantage to having hidden units (Minsky and Papert 1988.) The transfer

function used in this paper is called the sigmoid or logistic and is defined as

f (x) = (1.2)

The sigmoid function is non-negative and has range (0,1). One may use other

transfer functions, which may be advantageous depending on the type of prob-

lem. For example, the sine function is often used in networks designed for sig-

nal processing, as it has the property of performing a Fourier decomposition

on the input signal (Klimasauskas 1989.) The sigmoid was used to simplify

the computations; f has the property that

(x) = f (x)(1 f (x)) (1.3)
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The output yi of unit j is

yj = f (Exiwi; +0;) (1.4)

where Oi is the bias of unit j. The bias serves to inhibit the output of the

neuron until it reaches a certain threshold. The bias is functionally equivalent

to synaptic weight connected to a ghost neuron whose output is always one.

When viewed in this way, the use of a bias has an advantage over simply

choosing threshold values in that it can be learned in the same way as a

synaptic weight. All units in the network (except the input units) produce

their output in an identical fashion.

Now that the output of the network has been computed, the weights are

changed in order to minimize the mean square error

E = Dtp; ypj)2
P

(1.5)

where the first sum is over the space of input patterns (the complete pre-

sentation of which is called an epoch), the second is over the output units, t

denotes the teacher vector, and y is the network response. The error function

is analogous to the physical concept of energy; such analogies are useful in

understanding the learning rule. The learning rule can be interpreted as a ball

rolling along the error surface seeking a minimum.
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The weight changes are computed by a backward pass starting with the

output units. In order to minimize E via gradient descent, the derivative of the

error measure with respect to each weight in the network must be computed.

We first determine how the error E is affected by changing the outputs and

synaptic weights. Starting with the output units, we compute how a change

in the output affects the error. Considering equation (1.5) for a particular

pattern p and differentiating yields

aE

ayj
= yi ti.

We find ---78E via the chain rule and equations (1.1), (1.3), and (1.4):

OE aE ay;
ax; ay; ax;

aE
= ay;

(1.6)

(1.7)

This is the effect that changing the input to an output unit has on the error.

The total input is obtained by summation of products of the lower level

outputs and the synaptic weights on the connections. Thus the change in the

total input is determined by the changes of the lower level synaptic weights

and outputs. The change in the error due to a change in a synaptic weight

wt; connecting unit i to unit j (where unit i is at a lower level in the network



than unit j) is
OE 0E ax;
awi; ax; awi;
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(1.8)

The next step is to determine the effect that changing the input xj to unit

j has on =-8E Making use of the chain rule again, we have
L/Yj

aE aE ax; aE
ay; ax; ay; ax;

(1.9)

Since the inputs are combined linearly, the total effect of all units providing

input to unit j is
OE aE

.1-re
Wij.

ay; ax;
(1.10)

We now have a method for changing the weights given S-E. for all the

units in the next-topmost layer. Proceeding iteratively down the network,

we compute --aE for each unit in the layer. Then .aE is used to compute .

Collecting the various pieces yields the following procedure.

Starting with the output layer, compute p- . Use this to compute =
Yj

Ty.78E y j(i - yi). Note that at this stage, we are only accumulating information,

since there are no outgoing synaptic weights emanating from the output layer.
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Proceeding to the lower layers, we make the convention that j refers to

the next topmost layer; hence any calculation involving the index j will have

already been performed. First, we compute Da--4:- by using from the previouswi;

layer:
OE aE

= y
axj-

(1.11)

Now it remains to compute the information needed to change the weights at

aE
the next lower level in the network. To do this, we calculate a E rx7

Letting j denote this layer (since it is the "new" previous layer), compute

rx7i8E uiaE yj(1 yi). The procedure repeats for each layer in the network; at

its conclusion we will have calculated g for every synaptic weight w in the

network.

In order to perform gradient descent, we must set

aEAw. a
aw

(1.12)

where a is a constant of proportionality known as the learning coefficient.

Using equation (1.12) to update the weights works, but is rather slow. Various

acceleration methods have been developed to reduce the number of epochs

required (Rumelhart and McClellan 1988, Burton and Mpitsos 1989.) The

method used in the simulations described in this paper modifies the weights
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according to
aEAwn = an 71Awni. (1.13)

own

where n 1 is the previous weight change and 77 is a constant known as

the momentum. (Rumelhart and McClellan 1988.) The exact function of the

momentum term is not fully understood; it has been observed empirically that

the momentum serves to filter out areas of high curvature in weight space and

prevent oscillations in the weight changes (Rumelhart and McClellan 1988.)

The momentum can be thought of as "the viscosity of a liquid in which the

error surface is immersed" (Rumelhart and McClellan, 1988), if we recall the

physical analogy of weight space.

The order and time at which the weights are modified can be significant.

In the research conducted in this paper, the inputs were presented to the

network in two different ways. The first simply cycles through the possible

input patterns. The second presents all of the patterns, but shuffles the order

in which they are presented (i.e., the patterns are chosen without replacement.)

This serves to prevent the network from basing its solution on the particular

presentation of the input patterns. The derivation of back propagation dictates

that the weights be modified after the entire epoch has been presented to the

system. This form of learning is known as batch learning and serves to filter out

any preference toward a particular pattern. The weights may also be modified
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after each pattern has been presented; this method is called on-line learning.

On-line learning is useful if the number of input patterns is large and there

is a large variation in the teacher between patterns. (Several researchers use

this terminology; to the best of our knowledge this marks its first appearance

in print.) However, Burton and Mpitsos (personal communication, 1989) have

discovered a simple situation in which on-line learning will cause the system to

"climb out" of the global minimum into a local minimum from which it never

escapes. They have also discovered an analogous situation for batch learning.

The aforementioned physical analogy between weight space and an en-

ergy landscape are quite useful not only for understanding learning algorithms

but also for devising accelerated learning techniques. One such technique is

known as simulated annealing (Rumelhart and McClellan 1988) and involves

an injection of random noise into the weight changes that decreases with the

number of learning iterations. This is analogous with the physical process of

annealing, which attempts to find the minimum energy state of a metal (for

example) by melting it and letting it cool slowly. Along the same physical

analogy is TINA, (Time Independent Noise Algorithm) which injects noise

into the weights based on the error (Burton and Mpitsos 1989.)
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The remaining details of the back-propagation learning rule are the choice

of the coefficients a and i in equation (1.13). The choice of these constants

is largely empirical. To discuss their effect, the following analysis of the error

surface in weight space is necessary (Plaut, Nolan and Hinton,1986).



14

III. DISCUSSION OF THE ERROR SURFACE AND

LOCAL MINIMA IN WEIGHT SPACE

The error surface in weight space (or simply error surface) has one di-

mension for each weight in the network. For all but trivial networks, the

error surface is difficult to analyze theoretically. This is due to the high di-

mensionality of the manifold, the recursive nature of the calculations and the

non-linearity of the transfer function. Most investigations are conducted via

computer simulation (Plaut, Nolan, and Hinton 1986.) One or two of the

synaptic weights are varied while the rest are held fixed. All input patterns

are presented to the network and the total error recorded. Graphing the varied

synaptic weight versus total error produces a cross section of the error surface

(Figure 1.)

Networks with a small number of units tend to have a quantitatively differ-

ent error surface from that of networks with many units. The global minimum

of the error surface usually lies in a trench or ravine. In larger networks, the

global minimum often lies in a trench with a narrow opening. This evidence is

useful in determining the values of the constants a and ri in equation (1.13).
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These constants are chosen from the interval [0, 1]. From equation (1.13), val-

ues close to one will provide larger weight changes. For smaller networks, the

wide opening of the entrance to the global minimum trench allows a and 7/ to

be set to relatively large values, facilitating rapid convergence. Attempting to

use large coefficient values in a larger network often leads to unstable behavior

of the system. Recalling the error surface and momentum physical analogies,

we can interpret this as imparting enough momentum to the ball so that it

"skips" over the entrance to the global minimum trench. There are many pos-

sibilities as to what further training will cause. The system may eventually

find its way into the trench and converge, it can also miss many more times

and eventually converge. The system may encounter a local minimum, escape

from which may or may not be possible. There is also the possibility of a local

minimum at infinity. This occurs when the weights increase in magnitude

without bound, the total error decreases, yet the global minima lies elsewhere

in the network. There are a myriad of other possibilities. The general behavior

of the neural system is heavily dependent on the nature of the problem and

the size of the network.

We now conduct an empirical and theoretical investigation into the prob-

lem of local minima. Rumelhart and McClellan (1988) claim that local minima

are rare. In the research conducted in this thesis, however, we frequently en-
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countered local minima. Our earliest encounter with local minima occured in

attempting to train a network to produce the exclusive-or (XOR) of its in-

puts. This is a classification problem in which the desired response is one if

the number of one bits in the input is odd, zero otherwise. As values of zero

and one require weights of infinitely large magnitude, the actual teachers used

were 0.9 and 0.1, respectively. The XOR problem is difficult to train a network

to solve, as different outputs may be necessary for inputs differing by a single

bit. The problem is classical in that it has been used as a counterexample

for learning procedures (Minsky and Papert 1988.) Any solution of the XOR

problem using gradient descent requires the use of hidden units. This is due

to the manner in which back propagation classifies (or separates) the input

patterns in the n dimensional space, where n is the number of components

in the input vector. Without the use of hidden units, the network can only

utilize a single hyperplane to separate the input patterns. The addition of

hidden units results in additional hyperplanes. The XOR problem of size n

requires at least n hyperplanes, as proven by Minsky and Papert (1988.) The

author undertook an investigation of the XOR problem for various numbers

of inputs. The initial investigation was conducted using a network with two

input units, two hidden units, and a single output unit (denoted as a 2-2-1

network.) With the previous discussion of the empirical selection of the coeffi-

cients in equation (1.13), we chose a = 0.7, i = 0.4. The network successfully
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learned to solve the XOR problem after 100 epochs. Having succeeded in this

case, the XOR problem with five inputs was attempted. A 5-5-1 network was

constructed, and the initial weights were set to random values in the interval

[-0.5, 0.5]. Attempts to train the network in which as many as 250,000 epochs

were presented to the system were unsuccessful. The parameters were varied

from a = 0.6 to a = 0.1 and ri = 0.4 to 77 = 0.1.

At this point we utilized a heuristic rule based on empirical evidence (Si-

etsma and Dow, 1988) that adding hidden units to a network may yield a

solution. Adding 5 additional hidden units yielded success after training for

50,000 epochs. An analysis of the 5-10-1 network revealed that the weights had

large magnitudes. Choosing initial weights with small magnitudes under this

observation can cause extremely slow convergence; equation (1.13) dictates

that the weights are updated by only a small amount each time. Based on this

evidence further attempts with the same variations of parameters and number

of epochs as before were made to train the 5-5-1 XOR network, except in this

case the initial weights were set to random values in the interval [-100,100].

None of the attempts succeeded, in each attempt these large weights caused

the system to escape to a local minimum at infinity. The evidence leading

to this conclusion was that the weights were growing larger in magnitude at

each epoch, and all but a small number of the 32 input patterns were classified
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correctly.

These repeated encounters with local minima prompted further study as

to their nature. Due to the complexity of the network dynamics and in par-

ticular the non-linearity of the transfer function, we are only able to present

a small result with a simple architecture. However, the formalism introduced

is valuable. In particular, we wanted to investigate the phenomenon of why

adding additional hidden units to a network frequently alleviates the problem

of encountering local minima. Local minima at infinity have proven to be

rather intractable; in our investigations the only way to avoid them was to

re-initialize the weights to random values in hope of finding a better starting

position in weight space. Considering the nature of local minima of functions

in a low number of dimensions leads to an intuitive idea. Consider a function

"trapped" at a local minimum. One method of escape is to increase the di-

mensionality of the space, which occurs when hidden units are added to the

network (each additional synapse yields an additional dimension.) Another

abstract device to recall is that each additional hidden unit defines another

separating hyperplane.

To be more precise, we will examine the partial derivative of equation
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(1.5) in an attempt to gain further information as to the conditions necessary

for local minima to occur. We will only consider local minima that are not

local minima at infinity. The partial derivative of equation (1.5) with respect

to each weight in the system is then zero. We will consider a system with

just a single layer of hidden units; the reason for this being that the pruning

algorithm presented later in this work can only be applied to this restricted

type of system. Additionally, we will assume that the network has only a

single output unit, and the target vectors have binary components (this last

restriction being the case for classification problems.) Our final assumption is

that the weights are linearly independent unit-wise. This is quite a reasonable

assumption, given the following explanation. Suppose we have a unit whose

weights are a linear combination of the others. We can remove the unit and

distribute the weight on the outgoing synapse among the remaining units. We

will now examine the conditions under which this system can be at a local

minimum in weight space.

Let wi denote the synaptic connection from hidden unit i to the output

unit, vii denote the synaptic connection from from hidden unit i to input unit

j, and F denote the output of the network. We have that

F = f > w f (Eviixi))
t

(2.1)



Letting

= f

we can simplify equation (2.1) to

F = f (E wi0i)

20

(2.2)

(2.3)

Let A be the set of inputs for which the target vector is one, and let B = A'.

With the previously specified network conditions, the error function becomes:

1
E [E (1 F)2 E F2] (2.4)

A

Differentiating this equation with respect to a synaptic weight wic, emanating

from a hidden unit produces

aE E F(1 F)2010
uwio A

+ E F2(1 F)010 (2.5)
B

= F1 Oio (2.6)

where F1 E R2n . Both terms in equation (2.6) are pattern- dependent vectors.

The operator is the usual vector dot product.

If the neural system is at a local minimum, we have that equation (2.6) is

equal to zero for every io, hence F1 1 eio, Vic). For this to occur we necessarily

have, when e is considered in its matrix representation,

rk < 2n 1 (2.7)
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since the elements of an orthonormal set of vectors are linearly independent,

the dimension of the set of vectors is 2', and the co-dimension of this set of

vectors is one.

It should be noted that this is emphatically not a requirement for learning,

as systems with far fewer hidden neurons are usually adequate (again, this is

heavily problem dependent.) The formalism previously introduced is the real

item of value.



Figure 1. Error Plot in Weight Space
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IV. REDUCTION IN NEURAL NETWORKS

A natural question as to the alleviation of local minima by the addition

of hidden units is whether all of the units are necessary once the solution has

been attained. The removal of units and synaptic connections is known as

pruning. Seitsma and Dow (1988) propose a heuristic used to prune networks

trained to solve classification problems. The heuristic consists of analyzing

the outputs of the hidden units over all input patterns. If the outputs of a

unit do not change across input patterns, the unit (called an invariant) is

not contributing to to the classification of the inputs and may be removed. In

addition, if the outputs of two units are the same or opposite (in the binary

sense; i.e. if one is close to zero, the other is close to one or vice-versa) across

all input patterns, one of them is not contributing to the solution and may

be removed. Units with opposite outputs are called inverses. The analysis

for layer removal is somewhat more complex. The outputs of the layers are

analyzed to determine if they are classifying the input patterns in the same way.

If this is the case, one of the layers is not necessary for the solution and may be

removed. The authors apply their heuristic to several classification problems

involving frequency classification of sampled sine waves and classification of

rising versus non-rising signals. In both cases pruning was possible, yet an
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attempt to train networks of the same configuration starting from random

weights was not successful.

The result presented in this paper is another method for pruning that

is largely automatic and can remove individual synapses as well as hidden

units. It was initially suggested by the work of Mpitsos and Burton (1989) in

which they noticed that removing synapses that were rank-ordered according

to the error E produced by their removal often produced a reduced network

that solved the same task. However, the graph of error versus the cumulative

number of synapses removed gave no real insight as to a minimum number

of synapses required for solution, as it was badly non-monotone. The au-

thor modified the technique to remove the synapses iteratively. This modified

method, which we will denote as iterative synapse removal for convenience,

consists of removing each synapse in the network, recording the total mean

square error for all patterns, then replacing the synapse. There is one detail

that may not be obvious from this description. When all of the incoming

synaptic weights of a unit have been removed, the synaptic connection to the

ghost neuron is removed and the outgoing synaptic connections are also re-

moved. If this is not done, the unit is cut off from the input, yet cannot

be removed because it is still providing a contribution of f(0) = 0.5 (f is as

defined in equation (1.2)) to the total output.
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The removal procedure provides a relative rank ordering of the synaptic

weights. The synapse whose removal produces the least total error is removed

from the network permanently and the total error recorded once again. The

procedure is applied to the remaining network iteratively until all synapses

have been permanently removed. The completion of this process yields a

relative rank-ordering of the importance of each synapse to the network (where

importance is measured as the least square error E.)

This method can be applied for any neural network utilizing the back-

propagation learning algorithm. After the completion of synapse removal,

synapses can be removed in accordance with the relative rank ordering until

the error becomes unacceptable. Then further training can be attempted. This

provides sufficient information for several classes of problems, among them

approximation of continuous functions( for which the mean square error E is an

excellent indicator of the units importance to the network.) However, another

step (called post-processing) is necessary for most classification problems. The

necessity for post processing is due to the inadequacy of the mean square error

as an indicator for the acceptability of the network's solution to the problem.

It is possible to have a low mean square error and fail to classify one or more

input patterns correctly, and also to have a relatively large mean square error

and classify correctly (Brady, Raghavan and Slawny, 1988.)
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The post processing phase attempts to circumvent this difficulty by first

removing the synapses in the order prescribed by the first phase of synapse

removal. After each removal each input pattern is presented to the network

and a check is made to determine if it is still classified correctly. If the network

fails this test, two options are available.

One option is to attempt further training and apply the classification test

again. The second option involves a phenomenon known as coupling. In cou-

pling, a group of synaptic weights inhibit each other; effectively "balancing"

or cancelling the effect of one another. Removing a subset of these synaptic

weights may cause the system to "lose balance" and classify incorrectly (of-

ten with an increase in the total error.) When the entire group of coupled

synapses is removed, the balance is restored and the system once again clas-

sifies correctly. This has been observed empirically by the author in pruning

a 120-20-3 network trained to separate square waves according to frequency

(more detailed pruning results for this network are explained in the compari-

son of the two pruning techniques.) Further evidence of coupling is provided

by plotting the cumulative number of removed rank-ordered synapses versus

error. In a system where coupling is not present, the curve will be monotone

(except possibly when the system breaks down because nearly all of the synap-

tic weights have been removed); coupling will violate monotonicity. However,
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we have observed that the synapse removal error curve is nearly monotone in

the sense that monotonicity is satisfied for a majority of the removed synapses.

This was one of the factors in choosing to remove the synapses in an iterative

fashion. Experiments in which the synapses were rank ordered a single time

were badly non-monotone, indicating that many groups of coupled synapses

were left unremoved until nearly all the synapses had been removed. The

possibility of coupling precludes stopping post-processing after the first failure

Occurs.

The first application of iterative synapse removal was to the 5-10-1 XOR

network described in chapter 1. The process indicated that 30 synapses could

be removed without destroying the solution. The graph of removed synapses

versus error was monotone except when nearly all of the synapses were re-

moved, (Figure 3) indicating that no coupling was present in the synaptic

weights. The removal of these 30 synapses produced a network with five re-

maining hidden units, all of which were fully interconnected to the input and

output layers. The network data appears in the table below. The weights

connecting a hidden unit are identical for every input unit.
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Figure 2. Reduced 5-10-1 XOR Network Data

Unit Weight Bias
Hidden 1 -6.79 8.78
Hidden 2 -5.97 7.226
Hidden 3 -6.34 13.718
Hidden 4 -5.60 1.425
Hidden 5 -2.16 9.988
Output Hidden 1 11.595
Output Hidden 2 9.997
Output Hidden 3 -11.530
Output Hidden 4 -8.014
Output Hidden 5 -9.225
Output Bias 3.900

Removal of any additional synapse caused a failure. Attempts to retrain the

new 5-5-1 network with any of its synapses removed were unsuccessful; in

each case a local minimum was reached. An analysis of the function of the

hidden units revealed that each synapse was vital to the correct solution of the

XOR problem. The hidden units in the 5-5-1 network were divided into two

classes: two units classified the input patterns producing target values of one,

the remaining three classified the zero-producing patterns. There is a single

exception in that the input pattern consisting entirely of ones is classified by

neither. This was determined by removing units and examining the patterns

that were not classified correctly. The two classes of units essentially "vote"; if

the desired output is a one the output unit receives a net input of zero. Thus
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the output bias is the only determining factor; it is large enough to cause the

network output to be one. For a desired output of zero, the three right-hand

units (3,4, and 5) cause the input to the output unit to be of sufficiently large

negative value so that adding the bias causes it to remain still negatively large.

Passing this value through the transfer function f yields an output value of

zero. The reason no additional input synapse removal was successful is due

to the nature of the XOR problem. There is no unneccessary or redundant

information in the input, the difference of a single bit produces a different

classification.

Sietsma and Dow's method (1988) was also applied to the 5-10-1 XOR

network. It produced the same network as iterative synapse removal, as the

removed units had invariant outputs.

Before proceeding to the next problem that was subjected to pruning, it is

necessary to point out that there are several major differences between iterative

synapse removal and Seitsma and Dow's (1988) heuristic. Synapse removal in

its current form is incapable of removing an entire layer of hidden units, as

there is no provision for reconnecting the previous layer to the succeeding layer.

This is not as severe a shortcoming as it first appears. Longstaff and Cross
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(1986) have proven that two layers of hidden units are sufficient to solve any

classification problem, and Funahashi (1989) has proven that a network with

three hidden layers is capable of approximating any Borel-measurable function.

Many non-trivial applications of neural networks use only a single layer of

hidden units, for example the text reader mentioned in the introduction, and

a network that classifies sonar targets (Klimasauskas 1989.) Additionally,

we have noticed that a multi-layer network can often be reduced to a single

layer network. To our knowledge, the extent of this observation is an open

problem. We have not found (nor were we able to construct) a network that

was irreducible to a single hidden layer. However, we conjecture that the

synapse removal method will reduce a multi-layer network to some extent,

if possible to do so, by removing synapses or units at each layer. It is also

possible to use Seitma and Dow's heuristic and iterative synapse removal in

conjunction.

The remaining differences between the two pruning methods discussed

are advantages in favor of iterative synapse removal. Sietsma and Dow's

method (1988) has no provision for removing individual synapses. This is

not a disadvantage if the network is being simulated on a general purpose

digital computer; however neural networks are beginning to be implemented

directly on silicon chips (Klimasauskas 1986.) Each connection must be per-
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manently "burned" into the chip. Any reduction in the number of synaptic

connections represents an immediate savings.

The next problem subjected to pruning is a network that could not be

pruned by Seitsma's and Dow's methods. All the examples presented by

Seitsma and Dow (1988) are networks that perform various types of signal

processing. This is qualitatively far different from the XOR problem in that

much of the input information is redundant and even unneccessary for proper

classification. In their paper, a 120-8-4-3 network was trained to separate 12

patterns consisting of sampled sine waves of frequencies three, six, and nine

with four phase shifts according to frequency. The network was pruned to 120-

4-3. We were interested in duplicating their results qualitatively, however we

were also interested in restricting all inputs in our simulations to be binary, in

connection with our theoretical investigations of chapter 2. As pointed out pre-

viously, iterative synapse removal cannot be applied to such a network. Thus,

from the previous discussion on hidden unit addition, a 120-20-3 network was

subjected to training. The network was trained to separate square waves (to

satisfy the binary input condition) with the same frequencies and phase shifts

as in Sietsma and Dow's sine waves. The outputs of the hidden units were

analyzed for invariants and inverses, and none were found. Thus none of the

conditions necessary for applying Sietsma and Dow's pruning method are sat-
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isfied; obviously we were extremely interested in determining whether iterated

synapse removal would be successful. Two variants of synapse removal were

applied. The 120-20-3 network has 2460 interconnections and the synapse re-

moval process is an 0(n2) process. Thus approximately six million forward

passes (in which there are several thousand floating-point calculations) were

needed, consuming more than 14 hours of CPU time on a Floating Point Sys-

tems FPS-264 array processor. For comparison purposes, we were primarily

interested in determining if any hidden units could be removed. The method

was modified to prune the 60 synapses connecting the hidden and output

layers, which required only 3600 forward passes through the network. This

took approximately 15 minutes on a Sun 3/260 with a floating point proces-

sor. Coupling was present in the synaptic weights, as removal of a synapse

would cause a failure, then after several synapses had been removed the system

would again classify correctly. In addition, the synapse removal error curve

was non-monotone (Figure 5.)

Post-processing indicated that five hidden units were removed from this

network, and only two of the remaining hidden units remained fully connected

to all output units. One of the singly-connected hidden units was removed

and re-training attempted which was successful after 5,000 epochs. This was

due to the nature of the failure and the necessity of observer interpretation
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of the pruning results. The output pattern had component values that were

slightly outside our criteria of 0.6 for a binary one and 0.4 for a binary zero,

which are the same as used by Seitsma and Dow (1988.) For example, on the

initial pruning attempt an error tolerance of 0.7 for a binary one and 0.3 for

a binary zero was specified. Only four hidden units could be removed, yet

the fifth caused a failure because it differed from the target by less than 0.02

in each case. We will modify the terminology used by Sietsma and Dow and

call situations of this type failures, and situations in which the output deviates

strongly from the target a disaster. An example of a disaster is when two of the

three output components are correct and the third is inverted to the opposite

binary value. This situation often indicates a local minimum, and was in fact

the case when attempting to train the network with large initial weight values

(the system diverged to a local minimum at infinity.) As mentioned in chapter

2, escape from local minima is often difficult. Due to a lack of computer time

and the necessity of obtaining full pruning results, we did not attempt any

further removal and re-training on this network.

When the full pruning was performed, the results were quite different from

what we had expected. The error curve was nearly monotone (Figure 4.) No

hidden units could be pruned, although many of them were connected to only a

single output unit. Over half (63) of the input units were removed. An investi-
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gation into the network's solution revealed that it was examining subsequences

of the original 120 inputs in which sufficient information was present to clas-

sify the signals according to frequency. Considering only these subsequences

required more coordination between the hidden units, precluding removal of

any hidden unit (although many of them were connected to only a single out-

put unit.) The network was not learning the underlying frequency property.

This was demonstrated by applying as input a signal of frequency three that

had several of the necessary bits inverted to the opposite binary value; the

network failed to classify it correctly although it was easily distinguishable to

the human eye as being of frequency three. The problem lies in having too few

input patterns so that such sequences exist. This issue has been examined by

Seitsma and Dow (1988.) Their solution is to introduce noise into the input

by adding a small random number to each component of the input pattern.

This technique serves to effectively produce a larger input space and eliminate

key subsequences. The authors report that networks trained with these noisy

signals could not be pruned as fully as networks trained without noise.

One further variation of iterative synapse removal was considered for the

120-20-3 network. The synapses connecting the hidden and output layers

removed in the first pruning attempt (in which only the synapses connected

the hidden and output layers were considered) could be permanently removed.
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Then an attempt could be made to prune the 2400 synapses connecting the

input and hidden layers. The rationale for this modification is to determine

what parts of the input pattern were used with this smaller set of hidden units.

However, this experiment was lost due to a power failure. With the preceding

explanations, we have good evidence to advance the conjecture that a larger

number of the input pattern components would be used for classification.

These results indicate that it is highly worthwhile (and dramatically less

expensive in computer time) to initially perform iterative synapse removal on

the connections from the hidden units to the output units. This modified

method performs pruning of hidden units, which is of primary importance in

most applications. If we do not consider the counterexample for Sietsma's

and Dow's heuristic, iterative synapse removal still has an advantage on large

networks insomuch as it is difficult to interpret such a large quantity of data.
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Figure 4. Error vs. Number of Removed Synapses
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Figure 5. Error vs. Number of Removed Synapses

120-20-3 Frequency Network, Output Units Only
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V. CONCLUSIONS

The science of neural networks is receiving renewed interest, after Min-

sky and Papert's pessimistic evaluation of the subject in 1969 (Minsky and

Papert, 1988) caused a marked decrease in the number of researchers work-

ing in this field. As neural networks is a highly interdisciplinary field, there

are many non-mathematicians involved in research that is primarily applica-

tions oriented. The mathematical foundation of neural networks requires a

considerable amount of development in order to attempt to solve the many

problems that now plague the field. While there is considerable foundation

in the individual neuron model, there is relatively little on the macroscopic,

systems-oriented level. In particular, more work remains to be done on min-

ima and on convergence properties of neural networks, and particularly in

explaining the many heuristic devices used to obtain solutions.

The iterative synapse removal method developed in this thesis has proven

to work well (albeit slowly) on qualitatively different problems. In addition, the

experimental behavior of the method on the networks presented in this thesis

revealed interesting insights as to the solutions obtained by the networks, and

on aspects of the qualitative differences between the types of problems used as

test cases. A significant result of this method is the inadequacy of the mean

square indicator as a source of information in classification problems. This is
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the only obstruction to the complete automation of iterative synapse removal,

as it requires human assistance in interpreting its results.

It remains to extend iterative synapse removal to remove the restriction of

only being able to process a network with a single hidden layer. However, this

leads to a yet unsolved problem: what is the best network architecture for a

given problem? Currently networks are designed by trial and error, and there

usually exists a network of a different architecture that will solve the same

problem. This is another area that requires more research, and particularly

mathematical formulation.
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C PROGRAM TO TRAIN A NEURAL NETWORK WITH 5 INPUT UNITS,

C 10 HIDDEN UNITS, AND 1 OUTPUT UNIT TO SOLVE THE

C EXCLUSIVE OR (XOR) PROBLEM.

C FLOATING POINT SYSTEMS FORTRAN 77

C WITH VECTOR EXTENSIONS.

C AUTHOR A.H. WARREN, APRIL 1989.

C COPYRIGHT(C) 1989 BY ANDREW H. WARREN.

C ALL RIGHTS RESERVED.

C

PROGRAM X0R5101

DIMENSION W(60),WINIT(60),B(11),BINIT(11),DW(60)

DIMENSION DB(11),HNET(10)

DIMENSION TNET(10),OUTHIDDEN(10),DELH(10)

DIMENSION TARGETS(32,6),SERR(60),AT(60)

DIMENSION SYN(60),TE(60),TENUM(60),X(6)

DIMENSION FOUT(32),FERR(32)

INTEGER Z,AP,FLAG,SEED,OK

REAL F

C

C CLEAR FINAL OUTPUT TABLE

C

SEED=100

DO 10 1=1,32,1

FOUT(I)=0.0

10 CONTINUE

C

C LOAD INPUTS AND TARGETS

C

OPEN (12,FILE='TARGETS',IOSTAT=OK)

IF (OK .EQ. 0) THEN

GOTO 19

ELSE

WRITE(6,17) OK

17 FORMAT('COULD NOT OPEN FILE, ERROR CODE=',I6)

CALL EXIT

ENDIF

19 CONTINUE

DO 50 1=1,32,1

READ (12,20) 11,12,I3,14,15,TEMP

20 FORMAT(5I2,F3.1)

TARGETS(I,1)=FLOAT(I1)

TARGETS(I,2)=FLOAT(I2)
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TARGETS(I,3)=FLOAT(I3)

TARGETS(I,4)=FLOAT(I4)

TARGETS(I,5)=FLOAT(I5)

TARGETS(I,6)=TEMP

50 CONTINUE

CLOSE (12)

C

C INITIALIZE WEIGHTS

C

SEED=100

DO 60 1=1,60,1

WINIT(I)=RAN(SEED)-0.5

W(I)=WINIT(I)

60 CONTINUE

C

C INITIALIZE BIASES

C

DO 70 1=1,11,1

BINIT(I)=RAN(SEED)-0.3

B(I)=BINIT(I)

70 CONTINUE

C

C HARD-CODE MOMENTUM AND ETA, FOR NOW

C

A=0.1

Q=0.1

M=78000

K=1000

OPEN(12,FILE='XOROUT')

DO 999 Z=1,M,1

DO 995 AP=1,32

EYR=0.0

C

C GET AN INPUT VECTOR

C

DO 80 1=1,5,1

X(I)=TARGETS(AP,I)

80 CONTINUE

T=TARGETS(AP,6)
C COMPUTE OUTPUT FROM THE HIDDEN UNITS

DO 100 J=1,10,1

HNET(J)=0.0
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DO 90 1=1,5,1

HNET(J)=HNET(J)+W(I+5*(J-1))*X(I)

90 CONTINUE

HNET(J)=HNET(J)+B(J)

OUTHIDDEN(J)=F(HNET(J))

100 CONTINUE

C

C COMPUTE OUTPUT FROM THE OUTPUT UNIT

C

OUTNET=0.0

DO 110 J=1,10,1

OUTNET=OUTNET+W(J+50)*OUTHIDDEN(J)

110 CONTINUE

C

C ADD IN OUTPUT BIAS

C

OUTNET=OUTNET+B(11)

OUT=F(OUTNET)

EYR=0.5*(T-OUT)**2+EYR

C

C COMPUTE DELTA FOR OUTPUT UNIT

C

DELO=OUT*(T-OUT)*(1-OUT)

C

C COMPUTE DELTA FOR HIDDEN UNITS

C

DO 120 1=1,10,1

DELH(I)=OUTHIDDEN(I)*(1-OUTHIDDEN(I))*W(50+I)*DELO

120 CONTINUE

C

C COMPUTE WEIGHT CHANGES FROM INPUTS TO HIDDEN UNITS

C

DO 140 1=1,10,1

DO 130 J=1,5,1

DWI-1)*5+J)=Q*DELH(I)*X(J)+A*DWI-1)*5+J)
130 CONTINUE

140 CONTINUE

C

C COMPUTE WEIGHT CHANGES FOR SYNAPSES FROM HIDDEN UNITS

C TO OUTPUT UNITS

C

DO 150 1=51,60



DW(I)=Q*DELO*OUTHIDDEN(I-50)+A*DW(I)

150 CONTINUE

C

C COMPUTE BIAS CHANGES OF HIDDEN UNITS

C

DO 160 1=1,10,1

DB(I)=Q*DELH(I)+A*DB(I)

160 CONTINUE

C

C COMPUTE BIAS CHANGE OF OUTPUT UNIT

C

DB(11)=Q*DELO+A*DB(11)

C

C COMPUTE AND SAVE CHANGES OF WEIGHTS FROM

C INPUT UNITS TO HIDDEN UNITS

C

DO 170 1=1,50,1

W(I)=W(I)+DW(I)

170 CONTINUE

C

DO 180 1=51,60,1

W(I)=W(I)+DW(I)

180 CONTINUE

C

C CHANGE BIASES OF HIDDEN UNITS

C

DO 190 1=1,10,1

B(I)=B(I)+DB(I)

190 CONTINUE

C

B(11)=B(11)+DB(11)

FOUT(AP)=OUT

FERR(AP)=EYR

995 CONTINUE
C

C

IF (MOD((Z -1),K) .EQ. 0) THEN

FLAG=1

ELSE

FLAG=0

ENDIF

IF (FLAG .EQ. 0) THEN

47
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GOTO 999

ENDIF

WRITE(6,200) Z

DO 198 IIX=1,60

WRITE(12,197) Z,IIX,W(IIX)

197 FORMAT(1X,'EPOCH = ',I6,' W(',I6,')=',F19.14)

198 CONTINUE

200 FORMAT(1X,I6)

999 CONTINUE

WRITE(12,1001)
1001 FORMAT(1X,'FINAL OUTPUTS FOR THE NETWORK AFTER TRAINING:')

DO 1010 1=1,32

WRITE (12,1000) I-1,FOUT(I),FERR(I)

1010 CONTINUE

1000 FORMAT(1X,I6,",2(F20.6,"))
CLOSE(12)

C

C WRITE WEIGHTS AND BIASES TO DISK

C

OPEN(13,FILE='WB5101.DAT')

DO 230 1=1,60,1

WRITE(13,240) W(I)

230 CONTINUE

240 FORMAT(F29.15)

DO 250 1=1,11,1

WRITE(13,240) B(I)

250 CONTINUE

CLOSE(13)

CALL EXIT

END

C

C THE STANDARD SIGMOID SQUASHING FUNCTION

C

REAL FUNCTION F(X)

REAL X

F=1.0/(1.0+EXP( -1.0*X))

RETURN

END
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C PROGRAM TO PRUNE THE 5-10-1 XOR NEURAL NETWORK

C FLOATING POINT SYSTEMS FORTRAN 77

C WITH VECTOR ADDITIONS.

C AUTHOR A.H. WARREN, APRIL 1989

C COPYRIGHT (C) 1989 ANDREW H. WARREN

C ALL RIGHTS RESERVED

C SET UP ARRAYS

DIMENSION W(60),B(11),DW(60)

DIMENSION DB(11),HNET(10),TW(60),TB(11)

DIMENSION TNET(10),OUTHIDDEN(10),DELH(10)

DIMENSION TARGETS(32,6),SERR(60), KAT(60)

DIMENSION SYN(60),TE(60),ITE(60),X(6)

DIMENSION FOUT(32),IZAP(60),ISHIT(60)

INTEGER Z,AP,FLAG

REAL F

SEED=10

C READ IN THE INPUTS AND TARGET DATA

OPEN(15,FILE='TARGETS')

DO 9 1=1,32

READ(15,7) 11,12,I3,14,15,TEMP

7 FORMAT(5I2,F3.1)

TARGETS(I,1)=FLOAT(I1)

TARGETS(I,2)=FLOAT(I2)

TARGETS(I,3)=FLOAT(I3)

TARGETS(I,4)=FLOAT(I4)

TARGETS(I,5)=FLOAT(I5)

TARGETS(I,6)=TEMP

9 CONTINUE

CLOSE(15)

C RE-CONSTRUCT THE NETWORK BY READING

C THE WEIGHTS AND BIASES FROM DISK

OPEN(13,FILE='WB5101')

DO 20 1=1,60,1

READ(13,10) TEMP
W(I)=TEMP

10 FORMAT(F19.15)

20 CONTINUE

DO 50 1=1,11,1

READ(13,40) TEMP

B(I)=TEMP

40 FORMAT(F19.15)

50 CONTINUE
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CLOSE(13)

C PLACE HOLDER INITIALIZATION

DO 60 1=1,60

KAT(I)=I

60 CONTINUE

C PRUNE ALL 60 SYNAPSES AND RECORD ERROR

DO 270 IX=1,60

DO 245 K=1,60

IF (ISHIT(K) .EQ. 0) THEN

FW=W(K)

W(K)=0

IZAP(K)=1

TEYR=0.0

C SHOW NEW, PRUNED SYSTEM ALL PATTERNS AND TOTAL THE ERROR

DO 200 AP=1,32

EYR=0.0

C GET AN INPUT VECTOR FROM THE TRAINING SET

DO 70 1=1,5

X(I)=TARGETS(AP,I)

70 CONTINUE

T=TARGETS(AP,6)

C COMPUTE OUTPUT FROM THE HIDDEN UNITS

DO 90 J=1,10

HNET(J)=0.0

KK=0

DO 80 1=1,5

HNET(J)=HNET(J)+W(I+5*(J-1))*X(I)

KK=KK+IZAP(I+5*(J-1))

80 CONTINUE

IF (KK .NE. 5) THEN

HNET(J)=HNET(J)+B(J)

OUTHIDDEN(J)=F(HNET(J))

ELSE

OUTHIDDEN(J)=0.0

ENDIF

90 CONTINUE

C COMPUTE OUTPUT FROM THE OUTPUT UNIT

OUTNET=0.0

DO 100 J=1,10

OUTNET=OUTNET+W(J+50)*OUTHIDDEN(J)

100 CONTINUE

OUTNET=OUTNET+B(11)
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OUT=F(OUTNET)

EYR=0.5*(T-OUT)**2+EYR

TEYR=TEYR+EYR

200 CONTINUE

SERR(K)=TEYR

IZAP(K)=0

W(K)=FW

ELSE

SERR(K)=99999.0

ENDIF

245 CONTINUE

C*** FIND THE SYNAPSE WHOSE REMOVAL YIELDS THE MINIMUM ERROR

ERMIN=SERR(1)

MINPOS=1

DO 260 IJ=1,60

IF (SERR(IJ) .LT. ERMIN) THEN

ERMIN=SERR(IJ)

MINPOS=IJ

ENDIF

260 CONTINUE

TE(IX)=ERMIN

ITE(IX)=MINPOS

C* FLAG THIS SYNAPSE AS REMOVED, AND REMOVE IT.

IZAP(MINPOS)=1

ISHIT(MINPOS)=1

W(MINPOS)=0.0

270 CONTINUE

OPEN(12,FILE='XOROUT')

DO 345 1=1,60

WRITE(12,342) ITE(I),TE(I)

342 FORMAT(1X,I4,",F19.15)
345 CONTINUE

CLOSE(12)

STOP

END

REAL FUNCTION F(X)

REAL X

F=1.0/(1.0+EXP(-1.0*X))

RETURN

END
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C AUTHOR ANDREW H. WARREN APRIL 1989

C COPYRIGHT (C) 1989 BY ANDREW H. WARREN

C ALL RIGHTS RESERVED.

C PERFORM POST PROCESSING AND ATTEMPT RE-

C TRAINING ON THE 5-10-1 XOR NETWORK

DIMENSION W(60),B(11),DW(60)

DIMENSION DB(11),HNET(10),TW(60),TB(11)

DIMENSION TNET(10),OUTHIDDEN(10),DELH(10)

DIMENSION TARGETS(32,6),SERR(60),AT(60)

DIMENSION SYN(60),TE(60),NTENUM(60),X(6)

DIMENSION FOUT(32),FERR(32),IZAP(60)

INTEGER Z,AP,FLAG,OKAY

INTEGER OK

REAL F

C HARD-CODE MOMENTUM (A) AND LEARNING

C COEFFICIENT (q), FOR NOW

A=0.1

q=0.1

C ATTEMPT RE-TRAINING IN INCREMENTS OF 1,000

M=1000

C NUMBER OF BLOCKS OF 1,000 TO ATTEMPT

C TO RETRAIN BEFORE GIVING UP

MAXRT=10

C CLEAR FINAL OUTPUT TABLE

SEED=100

DO 10 1=1,32

FOUT(I)=0.0

10 CONTINUE

C LOAD INPUTS AND TARGETS FROM DISK

OPEN (12,FILE='TARGETS')

DO 25 1=1,32

C INPUTS ARE STORED AS INTEGERS TO SPEED UP I/O

READ (12,20) 11,12,I3,14,15,TEMP

20 FORMAT(5I2,F3.1)

TARGETS(I,1)=FLOAT(I1)

TARGETS(I,2)=FLOAT(I2)

TARGETS(I,3)=FLOAT(I3)

TARGETS(I,4)=FLOAT(I4)

TARGETS(I,5)=FLOAT(I5)

TARGETS(I,6)=TEMP

25 CONTINUE

CLOSE (12)



53

C TARGETS LOADED. NOW LOAD THE TRAINED NETWORK CONSTRUCTED

C BY PROGRAM X0R5101 FROM DISK.

OPEN(13,FILE='WB5101')

C READ IN THE WEIGHTS

DO 29 1=1,60

READ(13,27) TEMP

W(I)=TEMP

27 FORMAT(F19.15)

29 CONTINUE

C READ IN THE BIASES

DO 50 1=1,11

READ(13,40) TEMP

B(I)=TEMP

40 FORMAT(F19.15)

50 CONTINUE

CLOSE(13)

C NOW LOAD THE ORDERED SYNAPSE TABLE FROM DISK. THE FILE FORMAT IS:

C SYNAPSE NUMBER ERROR

C WE'LL READ IN BOTH, THEN THROW AWAY THE ERROR.

OPEN(13,FILE='PRUNEOUT')

DO 70 1=1,60

READ(13,60) IZ,TEMP2

60 FORMAT(I6,F19.8)

NTENUM(I)=IZ

70 CONTINUE

CLOSE(13)

C WE HAVE EVERYTHING LOADED. NOW OPEN THE OUTPUT FILE:

C (WHICH WE'LL EXAMINE BACK AT THE 4381 FRONT END.)

OPEN(12,FILE='TRAINOUT')

C PLUCK OUT EACH SYNAPSE (IN RANK ORDER), SEE WHAT THE ERROR IS FOR

C EACH INPUT VALUE. IF NOT ACCEPTABLE, TRAIN FOR 1,000 EPOCHS,

C AND RECORD THE OUTPUTS AND ERROR.

C

C MAIN LOOP: 'LOUP'

DO 2999 LOUP=1,60

C ZERO THE WEIGHT AND REMOVE IT FROM ANY CALCULATIONS.

W(NTENUM(LOUP))=0.0

IZAP(NTENUM(LOUP))=1.0

C DON'T BOTHER TO RECORD THE ERROR, INITIALLY- WE ALREADY KNOW WHAT IT IS
C FROM PROGRAM "PRUNE".

C EXAMINE THE ERROR FOR EACH INPUT VECTOR AND SEE IF IT IS WITHIN

C TOLERANCE. WE WILL CONSIDER AN INPUT < 0.3 TO BE A ZERO, AND >0.7 TO
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C BE A ONE.

AP=1

OK=1

73 if ((AP .LE. 32) .AND. (OK .EQ. 1)) THEN

C GET AN INPUT VECTOR

DO 76 1=1,5,1

X(I)=TARGETS(AP,I)

76 CONTINUE

T=TARGETS(AP,6)

C COMPUTE OUTPUT FROM THE HIDDEN UNITS

DO 84 J=1,10

HNET(J)=0.0

IHIT=0

DO 83 1=1,5

IHIT=IHIT+IZAP(I+5*(J-1))

HNET(J)=HNET(J)+W(I+5*(J-1))*X(I)

83 CONTINUE

C TEST TO SEE IF THIS CONNECTION HAS BEEN RIPPED OUT, BEFORE ADDING IN
C THE BIAS.

HNET(J)=HNET(J)+B(J)

IF (IHIT .EQ. 5) THEN

OUTHIDDEN(J)=0.0

ELSE

OUTHIDDEN(J)=F(HNET(J))

ENDIF

84 CONTINUE

C COMPUTE OUTPUT FROM THE OUTPUT UNIT

OUTNET=0.0

DO 85 J=1,10

OUTNET=OUTNET+W(J+50)*OUTHIDDEN(J)

85 CONTINUE

C ADD IN OUTPUT BIAS

OUTNET=OUTNET+B(11)

OUT=F(OUTNET)

IF ((OUT .LT. 0.7) .AND. (T .GT. 0.8)) THEN

OK=0

ENDIF

IF ((OUT .GE. 0.3) .AND. (T .LT. 0.8)) THEN

OK =O

ENDIF

AP=AP+1

GOTO 73
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ENDIF

C*

C************ END OF ERROR INVESTIGATION

C*

IF (OK .EQ. 1) THEN

WRITE(6,87) NTENUM(LOUP)

WRITE(12,87) NTENUM(LOUP)

87 FORMAT(1X,'SYNAPSE ',I6,' PASSED.')

c**************************************

c*** REMOVAL OF THIS SYNAPSE FAILED

c**************************************

ELSE

WRITE(*,88) NTENUM(LOUP)

WRITE(12,88) NTENUM(LOUP)

88 FORMAT(1X,'SYNAPSE ',I6,' FAILED')

ENDIF

WRITE(*,*)

WRITE(12,*)

TEYR=0.0

c**** SHOW NEW NETWORKS PERFORMANCE

DO 2010 AP=1,32

EYR=0.0

C GET AN INPUT VECTOR FROM THE TRAINING SET

DO 1070 1=1,5

X(I)=TARGETS(AP,I)

1070 CONTINUE

T=TARGETS(AP,6)

C COMPUTE OUTPUT FROM THE HIDDEN UNITS

DO 1090 J=1,10

HNET(J)=0.0

IHIT=0

DO 1080 1=1,5

IHIT=IHIT+IZAP(I+5*(J-1))

HNET(J)=HNET(J)+W(I+5*(J-1))*X(I)

1080 CONTINUE

IF (IHIT .LT. 5) THEN

HNET(J)=HNET(J)+B(J)

OUTHIDDEN(J)=F(HNET(J))

ELSE

OUTHIDDEN(J)=0.0

ENDIF

1090 CONTINUE



C COMPUTE OUTPUT FROM THE OUTPUT UNIT

OUTNET=0.0

DO 1095 J=1,10

OUTNET=OUTNET+W(J+50)*OUTHIDDEN(J)

1095 CONTINUE

OUTNET=OUTNET+B(11)

OUT=F(OUTNET)

EYR=0.5*(T-OUT)**2+EYR

TEYR=TEYR+EYR
WRITE(12,2000) X(1),X(2),X(3),X(4),X(5),OUT,T,EYR

2000 FORMAT( 1X,5(F4.1,1x),1x,F9.5,2x,f4.1,2x,F10.6)

2010 CONTINUE
C *****************************

C *NOW RECORD THE TOTAL ERROR *
C *****************************

WRITE(12,2020) NTENUM(LOUP),TEYR

2020 FORMAT(1X,'TOTAL ERROR FOR REMOVING SYNAPSE ',I3,'= ',F19.14)

C ***** END OF MAIN LOOP (LOUP)

2999 CONTINUE

CLOSE(12)

STOP

END

C

C *************************************

C *

C * THE SIGMOIDAL TRANSFER FUNCTION *

C *

C *************************************

C

REAL FUNCTION F(X)

REAL X

F=1.0/(1.0+EXP(-1.0*X))

RETURN

END

56
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C RANK- ORDER SYNAPSES IN A NETWORK WITH 120 INPUT UNITS, 20

C HIDDEN UNITS, AND 3 OUTPUT

C UNITS TO SEPARATE SIGNALS ACCORDING TO FREQUENCY.

C FLOATING POINT SYSTEMS FORTRAN 77

C WITH VECTOR EXTENSIONS.

C AUTHOR A.R. WARREN, 1989.

C COPYRIGHT (C) 1989 BY ANDREW H. WARREN

C ALL RIGHTS RESERVED.

C

C

C

REAL SERR(1:2460), TE(1:2460)

INTEGER ITE(1:2460), IZAP(1:2460)

INTEGER ISHIT(1:2460)

REAL W(1:2460),X(1:120),B(1:23)

REAL HNET(1:20), OUTHIDDEN(1:20), TARGETS(1:12,1:123)

REAL T(1:4),OUTNET(1:4),OUT(1:4)

REAL EYR, TEMP, TEYR

REAL WHVEC(1:120), WOVEC(1:20)

REAL FW, ERMIN
INTEGER KK, MINPOS

REAL F

INTEGER IL,AP

INTEGER IY,INDEX,K

INTEGER I, WIZ, IX, J, IJ

C

C READ INPUTS AND TARGETS FROM DISK

C

C

C

C

OPEN(12,FILE='SIGNAL')

DO 60 IX=1,12

DO 30 IL=1,12

DO 20 J=1,10

READ(12,10) TEMP

10 FORMAT(F4.1)

TARGETS(IX,(IL-1)*10+J)=TEMP

20 CONTINUE

C

30 CONTINUE

C
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DO 50 IY=1,3

READ(12,10) TEMP

TARGETS(IX,120+IY)=TEMP

50 CONTINUE

C

60 CONTINUE

C

CLOSE(12)

C

C READ WEIGHTS AND BIASES FROM DISK

C

OPEN(13,FILE='WBSIG')

C

DO 80 WIZ=1,2460

READ(13,70) TEMP

70 FORMAT(F19.15)

W(WIZ)=TEMP

80 CONTINUE

C

DO 90 WIZ=1,23

READ(13,70) TEMP

B(WIZ)=TEMP

90 CONTINUE

C

CLOSE(13)

C

C REMOVAL VARIABLE INITIALIZATION

C

DO 100 WIZ=1,2460

IZAP(WIZ)=0

ISHIT(WIZ)=0

100 CONTINUE

C

C READ IN THE REMOVED OUTPUT SYNAPTIC WEIGHTS
C

OPEN(13,FILE= 'OUTSYNS')

DO 105 WIZ=1,23

READ(13,*) I

IZAP(I)=1

ISHIT(I)=1

W(I)=0.0
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105 ENDDO

C

CLOSE(13)

C

C PRUNE ALL 2400 INPUT SYNAPSES AND RECORD ERROR.

C AT EACH STAGE, THE SYNAPSES ARE RANK ORDERED ACCORDING TO MEAN

C SQUARE ERROR. THE SYNAPSE WHOSE REMOVAL CAUSES THE LEAST

C MEAN-SQUARE ERROR IS REMOVED. THIS PROCESS IS REPEATED FOR

C THE RESULTING NETWORK.

C

DO 999 IX=1,2460

DO 997 K = 1,2460

C

C REMOVE THIS WEIGHT (IF IT HASN'T BEEN ALREADY), AND

C RECORD THE ERROR OF THE NEW SYSTEM

C

IF (ISHIT(K) .EQ. 0) THEN

FW = W(K)

W(K) = 0.0

IZAP(K) = 1

TEYR = 0.0

C

C PRESENT 1 EPOCH TO THE NEW SYSTEM

C

DO 180 AP = 1,12

C

C

C GET INPUT AND TARGET VECTORS

C

C

DO 110 WIZ=1,120

X(WIZ) = TARGETS(AP,WIZ)

110 CONTINUE

DO 120 WIZ=121,123

T(WIZ-120)=TARGETS(AP,WIZ)

120 CONTINUE

C

C

C***********************************************************

C***** THIS IS THE FORWARD PASS IN WHICH WE COMPUTE OUTPUTS
C***************************** * * * * * * * * * * * * * * * * * * * * * * * ** * * * * **

C
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C COMPUTE OUTPUT FROM THE HIDDEN UNITS

C LOGICAL STRUCTURE:

C

C SYNAPSE 1 CONNECTS INPUT UNIT 1 TO HIDDEN UNIT 1

C SYNAPSE 2 CONNECTS INPUT UNIT 2 TO HIDDEN UNIT 1,ETC

C

C

C

DO 140 J=1,20

HNET(J) = 0.0

KK = 0

DO 130 1=1,120

INDEX = I + 120*(J-1)

WHVEC(I)=W(INDEX)

KK = KK + IZAP(INDEX)

130 CONTINUE

CALL DOTPR(WHVEC,1,X,1,HNET(J),120)

C

C IF ALL SYNAPSES CONNECTING THIS UNIT TO LOWER-LEVEL

C UNITS HAVE BEEN REMOVED, THEN WE CONSIDER THE UNIT

C TO HAVE BEEN REMOVED. THEREFORE, ITS BIAS IS

C NOT ADDED IN; RESULTING IN A CONTRIBUTION OF ZERO

C FROM THIS UNIT TO THE OUTPUT.

C

IF (KK .NE. 120) THEN

OUTHIDDEN(J) = F(HNET(J)+B(J))

ELSE

OUTHIDDEN(J) = 0.0

ENDIF

140 CONTINUE

C

C

C COMPUTE OUTPUT FROM THE OUTPUT UNITS

C

OUTNET(1)=0.0

OUTNET(2)=0.0

OUTNET(3)=0.0

EYR = 0.0

DO 160 IY=1,3

KK=0

DO 150 J=1,20



C

INDEX = 2400+20*(IY-1)+J

WOVEC(J)=W(INDEX)

KK=KK+IZAP(INDEX)

150 CONTINUE

IF (KK .NE. 20) THEN

CALL DOTPR(WOVEC,1,OUTHIDDEN,1,OUTNET(IY),20)

OUT(IY)=F(OUTNET(IY)+B(20+IY))

ELSE

OUT(IY)=0.0

ENDIF

EYR=EYR+(T(IY)-OUT(IY))**2

C

160 CONTINUE

C

C ADD IN OUTPUT BIASES, COMPUTE OUTPUTS AND ERROR

C

C

EYR = 0.5*EYR

TEYR = TEYR+EYR

180 CONTINUE

SERR(K) = TEYR

C

C RESTORE SYNAPSE TO NETWORK

C

IZAP(K) = 0

W(K) = FW

C

C AT THE BEGINNING OF THE IF, WE HAD THAT THE HIT

C INDICATOR FOR THIS SYNAPSE WAS SET TO FALSE. THUS,

C IT IS NOT NECESSARY TO MODIFY IT HERE. */

C

ELSE

C

C HERE THE SYNAPSE HAS ALREADY BEEN REMOVED.

C SET THE SYNAPTIC WEIGHT TO +INFINITY, SO THAT IT WILL BE IGNORED

C WHILE SEARCHING FOR THE SYNAPSE WITH THE LEAST ERROR

C

C

SERR(K) = 9999.0

ENDIF

997 CONTINUE

61
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C

C FIND THE SYNAPSE WHOSE REMOVAL CAUSED THE LEAST ERROR

C AND REMOVE IT FROM THE NETWORK.

C

CALL MINV(SERR,1,ERMIN,MINPOS,2460)

C

C RECORD THE SYNAPSE NUMBER AND ITS ERROR VALUE

C

TE(IX)=ERMIN

ITE(IX)=MINPOS

C

C REMOVE THE SYNAPSE FROM THE NETWORK

C

C

IZAP(MINPOS)=1

ISHIT(MINPOS)=1

W(MINPOS)=0.0

WRITE(*,*) IX

999 CONTINUE

C

C PRINT THE RESULTS

C

OPEN(14,FILE='PRUNESIG')

C

DO 1100 1=1,2460

WRITE(14,1050) ITE(I),TE(I)

1050 FORMAT(1X,I6,3X,F39.15)

1100 CONTINUE

C

CLOSE(14)

CALL EXIT

END

C THE SIGMOID SQUASHING FUNCTION

REAL FUNCTION F(X)
REAL X

F=1.0/(1.0+EXP(-1.0*X))

RETURN

END


