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REDUCED INSTRUCTION SET COMPUTER

MEMORY ARCHITECTURES

1.0 Reduced Instruction Set Computers.

In the last decade, the development of Reduced Instruction Set

Computers (RISC) has been synonymous with architectural simplicity and

high performance. RISC machines are designed to:

Close the semantic gap between programming languages and the

physical hardware,

Provide a simple instruction set,

Utilize only a few basic addressing modes,

Execute one instruction every clock cycle,

Include VLSI hardware features for optimizing performance,

Some common features of RISC machines are:

Fixed format instructions,

Highly pipelined hardware,

Hardwired or finite-state machine control units,

Distributed "Intelligent" control,

Optimizing compiler technology,

Multiple overlapping register windows,

Reduced instruction set,

Only LOAD and STORE instructions access external memory,

Simple data path,

Harvard architecture (separate data and instruction bus) to allow higher
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system bandwidth,

Memory interleaving or pipelining and burst-mode memory to provide

higher memory bandwidth.

In order to keep pace with the increased performance of RISC CPUs,

substantial advances in memory architecture have been required. This thesis

discusses a possible RISC memory architecture and its associated tradeoffs.

1.1 RISC versus CISC.

In order to appreciate the virtues (and vices) of RISC machines, it is

necessary to briefly contrast RISC machines with CISC (Complex Instruction

Set) machines. CISC machines, which make up the bulk of all computing

systems prior to 1985, are characterized by two dominant features:

a. A complex instruction set to allow the generation of efficient machine

code in the implementation of numerous complex operations believed

to be necessary in the support of high level programming languages.

b. Complex hardware, especially within the CPU controller.

1.1.1 Performance Considerations.

Performance analysis studies of CISC machines over a number of

years have been enlightening. Knuth (1971)worked with FORTRAN

programs [KNUTH 1971], Tanenbaum (1978) surveyed operating systems

written in the PASCAL-like language SAL [TANENBAUM 1978], Patterson

(1982) examined programs written in "C" and PASCAL [PA1 1 ERSON 1982].
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The results are summarized in Figure 1.1. These studies considered the

frequency of usage for different instructions and data structures.

It can be seen from Figure 1.1 and the references that Assignment, If

(Conditional Branch), Call (Procedure), Looping, and Go To (Unconditional

Branch) instructions constitute the vast majority of the instructions executed

as well as the total number of CPU clock cycles. Figure 1.1 also shows (at

the row "Other" and column "Average") that most of the instructions

comprising the seven percent can be constructed from simple assembly

language routines.

RISC machine designers decided that it made sense to implement in

hardware (efficiently) only the few instructions which do 93% of the actual

work in the CPU. Fewer instructions imply a simpler data path in the CPU,

therefore a simpler controller. A simpler instruction set also allows the use

of a state-machine controller rather than the more complex

microprogrammed controllers used in CISC machines such as the DEC VAX

and Intel ix86. Since the CPU chip area and wiring length are directly

proportional to the instruction set complexity, and performance is (often)

inversely proportional, the incorporation of a minimum number of

instructions should yield exceptionally high CPU performance and, assuming

adequate memory bandwidth, high overall system performance. Commercial

RISC machine implementations have verified this theory. It is likely that

most sequential computing engines in the near future will be implemented

on the RISC model.

The number of instructions in a RISC machine can range from three
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(Berkeley RISC I) to one hundred and twenty (IBM 801) [TANENBAUM

1990]. Typical CISC machines include over two hundred instructions and

many more addressing modes than RISC machines.

1.1.2 Registers, External Memory Access, and the Memory Management Unit.

Another essential difference between the RISC and the CISC

microprocessors is found in the system storage architecture. Currently, most

RISC microprocessors in the market possess only two instructions which refer

or provide access to and from the main memory. These instructions are

known as the LOAD and STORE instructions. Other instructions' operands

are restricted to the use of the control, integer, and floating point registers

on the CPU chip. This restriction allows a much simpler instruction decoder

in the CPU control unit. Combined with the large number of general

purpose registers contained in RISC machines (typically 32-128), the use of

LOAD and STORE instructions above ensures very high speed access to

operands once they are loaded from external memory into the register file.

Most CISC machines provide fewer registers on-chip and a richer, although

slower, spectrum of techniques for accessing memory.

Most RISC microprocessors also include memory management hardware

on the same chip (e.g. Intel Corp.'s i860) or on separate chip (e.g.

Motorolla's 88100 and 88200) to help achieve maximum system performance.

This memory unit manages instruction and data caching with an external

and/or internal cache. Some memory management systems include the

system bus master controller and direct memory access (DMA) controller as
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well. The cache management techniques range from direct mapping to set-

associative mapping.

Modern CISC microprocessors include memory/cache controllers as a

vital part of the memory access system as well, e.g., Intel's 80486 and

Motorolla's 68040. Additional details about this subject will be provided in

later chapters, including a proposed "Selected Caching" technique.

Another technique used by many designers of RISC microprocessors to

speed up the transfer of parameters during High Level Language (HLL)

subroutine calls is the use of overlapping register windows (ORW) within the

register file. A register window is a set of registers that can be accessed by

a procedure being executed. Some of the variables of the procedures are

global variables which need to be shared among the procedures. The

overlapping register windows technique is used to include the shared (or

global) registers/variables to be used by the current procedure.

Hitchcock and Sprunt (1985) wrote software simulators for the Berkeley

RISC I, Motorolla's 68000, and DEC's VAX which evaluated this technique

[HITCHCOCK 1985]. Overlapping register windows and non-overlapping

register windows techniques were simulated for the three microprocessors.

Their conclusion was that the simulation with overlapping register windows

produced much better overall performance given the same benchmark

programs. Most of the current RISC microprocessors available in the

market utilize such an overlapping register window technique.

Tanenbaum (1978) has found that 80% of all procedures have less than

five local scalar variables and 92% include less than five parameters in the
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five local scalar variables and 92% include less than five parameters in the

associated procedure calls (Figure 1.2) [Tanenbaum 1990]. These figures

indicate that most procedures share same global variables with other

procedures in the main program, thus supporting the notion of overlapping

windows as well.

Microprocessors not employing the register window technique represent

one extreme in terms of window usage. In such machines, all subroutines

share one common set of registers, the entire register file. This later

technique is employed in the proposed architecture. By utilizing the entire

register file, the proposed architecture's program procedures can access all

variables (global or local) which are stored in register file. Therefore, the

register access of every procedure in a program is not limited to the set of

registers in the register window for the procedure, as in the case of the

overlapping or non-overlapping window technique.

1.1.3 Pipelining and Compilers.

One of the trademarks of RISC architecture is the extensive

implementation of multiple pipelines in the fetching and execution of

instructions. Some machines pipeline the execution of the integer unit and

the floating point processor, e.g. Motorolla's 88100 [MOT088100 1990] as

well. This later technique allows floating point multiplications and divisions,

which usually take multiple Central Processing Unit (CPU) cycles to

complete, to be executed in the background independent of the main

execution pipeline (Fig. 1.3).
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Many techniques have been proposed to solve the problems naturally

inherited by microprocessors that adopt pipelined execution techniques.

Among the primary problems associated with pipelining are:

1. Multiple cycle instruction execution issues,

2. Data dependencies among successive instructions, and

3. Branch dependencies.

These problems have to be dealt with by every RISC machine that

implements pipelining. If the pipeline is not managed carefully, it is possible

for the pipeline to become stalled and the performance advantage of

pipelining is nullified.

Since the "if' statement of HLL programs occurs in the average of 23%

of the time, certainly branch dependency problem must be taken care of for

RISC microprocessors intended to execute high level language programs.

This is also true for assignment instructions.

Some of the solutions proposed to solve the inherited problems of

pipelined architecture rely heavily upon the close collaboration of the

software (compiler and operating system technology) and the hardware. The

compiler itself compiles, i.e. creates machine language instructions, from the

high level language application programs. The compiler has to create and

arrange the machine language instructions so that the hardware pipeline is

stalled as infrequently as possible. These stalls may occur when data and

branch dependencies exist in the instruction stream. In some instance, the

dependencies cannot be avoided. In these (hopefully) infrequent instances,

stalling of execution pipeline is inevitable. Optimizing compiler technology
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is necessary if highly RISC machines are to be utilized to their maximum

potential. Thus, the burden of complexity management has been partially

shifted from the shoulders of the hardware designer to that of the compiler

writer.

Although, there are many advantages to implementing pipelined

systems, there are also some disadvantages. The essential disadvantage is

that the Control Unit (CU) of the RISC machine must become more

"intelligent" in order to deal with the dependency issues previously discussed

and therefore somewhat more complex, although less complex than those

found in CISC machines. This is particularly the case if the CPU includes

instruction prefetch techniques and an internal /external cache memory

system. Extensive flowchart(s) and state diagrams are required to define the

hardware logic circuits to control the flow of the execution in many sub-units

within the RISC CPU. Moreover, the communications and timing of signals

among several control units (e.g. the CPU control unit and cache control

unit) becomes crucial.

1.1.4 Floating Point Processor.

One of the often discussed RISC architecture capabilities is whether to

include a floating point processor in the hardware. Some designers have

proposed the use of simple (internal) instructions to construct software

routines capable of performing any required floating point calculations. Sun

Microsystems Inc.'s Scalable Processor Architecture (SPARC), utilizes this

approach. The SPARC architecture does not include an on-chip floating



9

point processor nor does it implement integer multiplication and division

directly. Instead, Sun chose to let the software writer exploit the open

system architecture and write his/her own routines to perform such

operations. In contrast, Motorolla Inc.'s 88100 implements a complete

floating point processor at the hardware level within the CPU chip. MIPS

Computer Systems Inc.'s 83000 approaches the floating point processor

implementation via an additional coprocessor chip. This chip includes the

memory management unit as well. Intel's i860 bundles and balances the

integer, floating point, memory management, and graphics processors in a

single chip [INTEL860 89].
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Statement SAL XPL Fortran Pascal Average

Assignment 47 55 51 38 45 47

If 17 17 10 43 29 23

Call 25 17 5 12 15 15

Loop 6 5 9 3 5 6

Goto 0 1 9 3 0 3

Other 5 5 16 1 6 7

Fig. 1.1 Frequency of usage of different types of instruction written in
different high level languages (Source: Fig. 8-1 of Tanenbaum 1990). The
sum does not necessarily add to 100% due to roundoff.
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N Terms N Locals N Parameters
0 0 22 0 41

1 80 1 17 1 19

2 15 2 20 2 15

3 3 3 14 3 9

4 2 4 8 4 7

>5 0 >5 20 >5 8

(a) (b) (c)

Fig. 1.2 (a) Number of terms in assignment statements. (b) Number of local
scalar variables per procedure. (c) Number of parameters in procedure calls
(Source: Fig. 8-2 of Tanenbaum 1990). The sum does not necessarily add to
100% due to roundoff.
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IF : Instruction Fetch

ID : Instruction Decode

OF : Operand Fetch

EX : Execution

SR : Store Result

IF OF EX SR

ID OF FPO SR

Each block of Integer
processing is usually
completed in one CPU
cycle.

FPI. FP2 FP3 FP4

* This Multiple-Cycle Floating Point in-
structions are performed in background
when no data dependency is detected.

Fig. 1.3 Pipeline Stages for Floating Point
Processing and Integer Processing.
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2.0 Current Memory Architectures.

2.1 Caching and Main Memory.

Pipelining and caching architectures have been an integral part of all

RISC machines developed in the nineteen eighties. The two techniques have

helped tremendously in the designers' effort to accelerate the rate of

execution of simple/reduced instruction set and the rate of the retrieval of

instructions from external memory.

Instruction execution is significantly accelerated through the use of

cache memory. Cache memory is a very high speed local memory which

may be located internal or external to the CPU. Its primary function is to

hold instructions emanating from main memory which are used in the

execution of a particular program. Performance analysis studies have shown

that most programs access instructions located in a relatively small region of

system memory. If the instructions can be maintained in a small, fast cache,

they may then be accessed rapidly by the CPU. Without a cache memory, it

is necessary for instructions to be fetched from the (significantly) slower

main memory (See Fig. 2.1).

For many years, DRAM (Dynamic Random Access Memory) chips

have been used in the creation of volatile, medium speed memory systems,

such as those associated with computer main memory. Due to its low cost

and ease of design and manufacturing, DRAM has, and will continue for the

near term to dominate the computer system main memory market.

Presently, single and multi-processor systems use DRAM for main
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memories whose total capacity ranges from hundreds of kilobytes to

gigabytes. One key disadvantage of DRAM is memory access time. With

the increased performance of today's computers, faster memory access

becomes crucial.

Although the ratio of DRAM access time to computer clock periods

(2X to 10X) has remained fairly constant during the last decade, it has

proven impossible to provide economical DRAM chips which can supply

data directly to the CPU without an intermediate cache memory. DRAMs

are simply not fast enough.

Cache memories usually employ high speed SRAM (Static Random

Access Memory) technology. SRAMs provide very fast access time and also

do not require the memory refresh cycle inherent in DRAM technology.

One disadvantage of SRAM technology is its cost. Since in the average of

six times as many transistors are required in SRAM technology per bit of

storage, SRAMs are often four to ten times as expensive per bit of

information.

Because of the high cost of cache memories composed of SRAM chips,

cache capacity is often limited to a small fraction of the main memory,

which is based on DRAM technology. Cache sizes range today from 4

kbytes to 256 kbytes for internal (on-chip) cache up to a few megabytes for

external cache structures typical of some supercomputer systems.

The success of a cache depends upon whether the data or instruction

locations in the main memory conform to the principle of locality. This

principle states that programs or subprograms tend to access a limited
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address space (spatial locality) in their execution. In other words, the

locations of the data and instructions tend to be adjacent to each other in a

restricted area of main memory. The way a program is partitioned and

executed, plus the specific location of the instructions and data in the main

memory, depends to some extent on the design of the program and the

operating system which manages the computer resources.

The challenge of the cache controller is to put the working set

of the program in the cache memory. A working set of a program is part of

the entire program which is active. The rest of the program (inactive) is

usually stored as an "overlay" file in the disk storage until needed later.

Since the cache capacity is substantially smaller than that of the main

memory, the memory fetch algorithm, placement policy, and cache

replacement algorithm are critical in determining which part of main

memory is to be allocated to, i.e., placed in, the cache, and where and when

to put this information in the cache to allow fast access. See Figure 2.2 for

a simplified block diagram of a cache memory.

For more information about the memory fetch algorithm, placement

policy, and replacement policy, see section 3.1.3, 3.1.4, and 3.1.5.

2.1.1 Line Size.

The term "Hit ratio" is commonly used to define the effectiveness of a

cache memory design. A hit is defined as the situation when the data or

instruction being accessed is available in the cache memory, otherwise it is

called a miss. A hit ratio is the ratio of number of hits over the sum of the
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number of hits and number of misses. If a miss is represented by M and a

hit is represented by H, then the hit ratio equals H / (M + H) and miss

ratio equals M / (M + H). The higher the hit ratio for a particular

benchmark program, the better the performance of the CPU for that

particular benchmark.

One very important factor that directly affects the hit or miss ratio is

the block size or line size of the data fetch. Line size is defined to be the

number of bytes or words tht the cache retrieves from main memory for

one memory access. Obviously, the larger the line size parameter, the lower

the miss ratio of the cache memory. As one might guess, the miss ratio

saturates as the total capacity of the cache grows (See Fig. 2.3). This

figure shows the miss ratio with two variables (cache size and line size).

This result was generated by Smith in 1982, on a DEC PDP-11 architecture

[SMITH 1982]. The line size also affects the replacement and placement

policies of the cache design.

2.1.1.1 Burst Mode Memory.

Burst mode memory implementation in the main memory is

extremely useful in systems where there exists a cache memory that adopts

multiple-word line size. Burst mode memory is a memory architecture that

supplies multiple adjacent words of information starting from a given starting

address.

Each new address presented to the main memory needs additional

setup and hold times to fetch a word properly. Burst mode memory is
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designed to reduce the setup and hold times for additional words adjacent to

the first word addressed by the CPU. In other words, the main memory

returns multiple word data starting from the initial address provided by the

CPU. The multiple words are usually serially latched into the CPU. Burst

mode memory is commonly used for cache memory that employs prefetch

policy.

If parallel access of data at a specific bandwidth is required, parallel

burst-mode memory can be configured by simply connecting the single-word

memory modules in parallel (See Fig. 2.3A). An identical address is

dispatched to both the memory modules at the same time. The response

(multiple words) will be decoded by the CPU shielded from memory

modules. As an example, if there are two memory modules (each with 32-

bit words), a 64-bit data bus is needed to fetch the data, but only one 15-bit

address bus is needed in a 16-bit-address system. The least significant bit

(LSB) of the complete 16-bit address is of no use to the memory modules.

The CPU treats the two 32-bit words fetched from memory as two different

addressed data elements.

The two memory architectures discussed above help increase the

bandwidth of instructions or data fetched and, therefore, it cuts down the

total access time per bit of information. This high bandwidth can be

effectively utilized by cache memory that employs prefetching technique to

increase hit ratio.
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2.1.2 Hit Ratio Measurement.

Another aspect of memory analysis which is often misleading is how

and when the hit ratio is calculated. For an initially cleared (unloaded)

cache, the hit ratio is defined as the cold-start hit ratio. This value is

obviously much lower than the warm-start hit ratio, especially for a

demand-loading cache.

Very few RISC chip manufacturers announce both their cold-start and

warm-start cache hit ratios. Most simply announce the hit ratio of the best

case, warm-start hit ratio. Certainly, the style of programming the system

applications and the operating system's execution policy hold important roles

in determining the hit ratio. It is generally a good idea when defining the

hit ratio for a cache system, that all tested operating conditions be explicitly

stated. Without this information, a legitimate comparison of the hit ratios

achieved by different architectures are quite arguable and perhaps

questionable.

2.1.3 Memory Fetch Policy.

Two commonly used memory fetch algorithms are demand loading (or

demand fetching) and prefetch. Demand loading states that a block of data

or instructions is fetched only when it is needed and it is not available in

the cache (cache miss). A prefetch policy predicts data block(s) that may be

used in the near future. Both policies are used in the instruction fetching of

the proposed architecture.
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2.1.4 Placement Policy.

Placement algorithms determine the mapping of data and instructions

between the smaller cache and the much larger main memory. A good

placement policy affects directly the performance of the tag search time

during retrieval from the cache memory (See Fig. 2.2). A tag is a part (as

necessary) or entire address format attached to every cache entry to identify

the source of the entry in the main memory. Countless new algorithms have

been introduced over the years for improving placement policies. Two

policies that have been consistently used for RISC architectures are:

Fully associative placement.

Set associative placement.

2.1.4.1 Fully Associative Cache.

This method allows data from any main memory location to be placed

in any location in the cache (See Fig. 2.4). This requires a fast or highly

parallel search of the existing cache tags or addresses in the cache's tag

memory. Consequently, extensive logic circuitry (many comparators) and

the resulting large chip area are required to implement this method

successfully. In this scheme a separate memory management (cache

controller) chip is usually adopted. It is specialized to perform the

extensive parallel search and other related cache memory control functions.

A fully associative caching technique is used in the proposed architecture

for instruction fetching.
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2.1.4.2 Set Associative Cache.

To reduce the number of comparators needed for the implementation

of a fully associative cache, the fully associative cache may be divided into X

sets, each of which contains Y lines per set. For Y lines, the resulting

memory structure is called a Y-way set associative memory. One of most

common values for Y is a set size of four. For example, let the cache size

Z be 1 k lines (1024 lines) (See Fig.2.5), then X= Z/Y = 1024/4 = 256

sets. The set number can be determined using only eight (28 = 256 sets)

out of sixteen possible (216 = 65535 possible lines) bits used for addressing.

Consequently, line L of main memory (16 bit address) can be placed in set

number L modulo X. The rest of the address (8 bits) is used for the tag of

the content of each set which has four lines. In other words, each line in

the set has an 8-bit address tag attached to it.

Therefore, the cache control unit knows exactly in which set in the

cache a given line from main memory resides by simply examining the least

significant eight bits of the sixteen bit address. A set associative cache is

used in the proposed architecture for the data fetching.

2.1.5 Replacement Policy.

When the cache memory is full or when an addressed line is mapped

onto an occupied line or set of lines in the cache, which line to be replaced

is quite essential to the cache operation and the line arrangement within the

entire cache or within one set of lines. Commonly used replacement policies

are First-In-First-Out and Least-Recently-Used. The Least-Recently-Used
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policy is the most commonly used and is used in the proposed architecture

for both the instruction and data caches.

2.2 Memory Interleaving.

Another popular technique used to minimize external memory access

time is known as memory interleaving. The term 'memory interleaving' has

been used by different designers to describe many different memory access

techniques. Some designers use the term to describe a technique for

increasing memory bandwidth by fetching words from memory larger than

the standard word size. For example, assume that a CPU's standard word

size is four bytes (32 bits). Instead of having the data retrieved from the

external memory in 32-bit words, the bandwidth of the memory may be

increased by a factor of two by accessing a specialized memory organized in

64-bit long words. Identical memory access cycles are assumed in both

cases. By using the higher bandwidth memory access technique, more data

is retrieved per unit time.

Others use the term 'memory interleaving' to represent pipelined

memory structures. In such a structure, multiple memory modules of

external RAM are accessed one after another, i.e., pipelined, not accessed

in parallel. If the memory is accessed in parallel, the bandwidth of the

address and data buses has to be increased by the same number of times as

the number of available memory modules. Figure 2.6 shows the timing of

pipelined memory interleaving with two RAM modules.

For the rest of the this study, "memory pipelining" is be used instead of
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of the term "memory interleaving".

2.3 Harvard Architecture.

In the RISC machine in question, two memory address buses and two

data buses were utilized. This approach allowed pipelined access for

instructions and data. One set of buses is intended for instruction fetching

and the other set is for data fetching. To implement an enhanced Harvard

architecture, as in the proposed system, the CPU requires separate

instruction and data main-memories also. Such an approach allows for

complete parallelism between the instruction and data fetching activities.
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3.0 Proposed RISC System Architecture.

In this chapter, the proposed RISC CPU and its associated memory

architectures are discussed. The proposed CPU will be called the SL9001.

The '90' represents year 1990, when this CPU architecture was completed,

and the '01' is simply the number for the first architecture completed by the

author in that year.

As the title of this thesis indicates, the focus of the design of the

SL9001 is on the memory architecture. In particular, special attention is

placed on techniques for efficient fetching of instructions. For the block

diagram of the SL9001, see. Fig. 3.1B.

The primary features of the SL9001 include the following:

Harvard architecture and separate instruction and data external-main-

memories are utilized.

Two-stage-pipelined instruction fetch and high bandwidth (64 bit)

instruction bus.

Four pairs of 32-bit Instruction Registers are used to support the

instruction prefetch technique.

Selected Cache architecture (Fully Associative Cache) is used to cache

only the jumped-to instructions.

Data cache (Four-Way-Set-Associative Cache) uses both copy-back and

write-through for its memory-write-back policies and a 32-bit data bus.

Both Selected Instruction Cache and data (Set-Associative) Cache
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employ the Least-Recently-Used replacement policy.

Separate control units for instruction fetch, instruction cache, data

cache, and execution pipeline are employed.

Four-stage pipeline is used for execution of most instructions.

Most instructions execute in one CPU cycle.

Scoreboard bits are implemented on registers to handle the inevitable

data dependency problem.

Multiple-cycle instructions can be executed in the background while the

four-stage execution pipeline proceeds normally.

The reduced instruction set contains a total of 31 basic-operation

instructions including floating point instructions.

Thirty two 32-bit general registers are used for both integer and

floating point operations.

Through the use of an "intelligent" control units, the two pipelines

(instruction fetch and execution pipelines) are effectively synchronized. The

SL9001 is internally a 32-bit architecture but the instruction registers used by

the CPU Control Unit (CU) for instruction decoding are actually pairs of

32-bit registers, four 64-bit registers.

Moreover, the addresses for both instruction and data memory is 26

bits long. The opcode and operand fields of the instructions occupy 32 bits.

Five bits are used for opcode and one bit is for Selected Cache Bit (to

indicate the instruction to be cached in the Selected Cache). The rest ( 32 -

5 - 1 = 26 bits) is used for addresses of data (LOAD and STORE
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instructions) and for addresses of branch instructions. Therefore, only 26

bits are needed for the addresses for data and instruction memories. Thus,

each has a maximum capacity of 64 Mbyte of information.

3.1 Instruction Fetching.

3.1.1 Selected Cache Architecture.

In order for the SL9001 to execute most instructions in one CPU cycle

and to avoid stalling of execution pipeline, SL9001 has to be able to receive

most of the instructions in one CPU cycle. These instructions include the

jumped-to instructions (destinations) as the result of the execution of the

conditional or non-conditional branch instructions.

To deal with this, most modern RISC machines simply employ set-

associative cache or fully associative cache for instruction fetching purposes.

The internal (on chip) or external cache can usually supply the CPU with

the instructions, that are already available in the cache, within one CPU

cycle. Also, the cache memory may cache any part of the main instruction

memory.

Selected Cache Architecture (SCA) takes this caching technique one

step further. Rather than caching any part of the instruction memory, SCA

caches only the selected (by compiler) instructions of a program. These

instructions are the Jumped-To Instructions (JTI) with their corresponding

Jumped-To Addresses (JTAs). These JTIs are the destination instructions of

conditional and unconditional branch instructions and subroutine calls and
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returns.

The only break points (involving non-adjacent instruction addresses) in

the program flow are those locations which are the destinations of branch

instructions and procedure calls and returns. JTIs are easily identified by

the compiler during the compilation from high level language programs to

machine instructions. Therefore, the compiler can assist the CPU in

identifying the JTIs by asserting a special bit (Selected Cache Bit) in the

instruction format. Every instruction fetched from main memory is examined

by the cache control unit to evaluate if the particular bit is set, therefore

retained in the cache.

From the surveys of different machines previously cited, it has been

shown that branches, including subroutine calls and returns, constitute an

average of 22% of the instructions executed [Goor 1989]. Thus, the

(possible) destinations of those instructions constitute also an average of only

22% of the program (or process) being executed. SCA's principle is to

cache only the 22% percent of the entire program rather than the entire

program (100%). The less instructions which may be potentially cached, the

higher the probability a cache hit occurs. This technique is particularly

intended to help the execution of the conditional branch instruction whose

destination is unknown until the end of the execution.

In SL9001, the rest of the non-JTIs (an average of 78% of the entire

programs) are fetched from the slower main memory. This is possible

because of the employment of instruction prefetch policy, Harvard

architecture, separate instruction and data memories, two-stage-pipelined
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instruction fetching, and high bandwidth (64 bit) instructions bus.

3.1.2 Pipe lined Instruction Fetching.

The access time of an external main memory is usually higher than the

CPU clock cycle. In order to access the main memory for an average of

one (instruction-bus-bandwidth = I bits) word per CPU clock cycle in a long

term period, the main memory can be divided into N modules. With N-

stage instruction-fetching pipeline, the above objective can be satisfied. With

a dispatch of an address to different memory module at each CPU cycle, on

the average, I bits of information can be retrieved from different memory

module at every CPU cycle. SL9001 is designed with two memory modules

for its instruction main memory (See Fig. 3.1, Fig. 3.1A, and Fig. 3.1B). For

more detailed explanation of the SL9001 pipelined instruction fetch, see next

section.

The SL9001 is designed for a main memory access time which is twice

that of the CPU clock cycle. If 30 ns is the access period of the DRAM

chips used for the main memory, the average of total access time, which

incudes set-up time, hold time, and bus skew, may bring the access time up

to as high as 35 ns. The memory bus between CPU and the main memory

is assumed to have a few nanoseconds of skew time.

Assuming the pipelined access of two separate modules of main

memory (See Fig. 3.1, Fig. 3.1A, and Fig. 3.1B), the average access time per

block of information can be cut in half, i.e., reduced to about 17.5 ns. With

this access time, a maximum CPU clock frequency of about 57 MHz is
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possible. This frequency is comparable to that of current commercial RISC

machines.

3.1.3 Instruction Address Dispatch.

SL9001 has a 64-bit wide instruction bus (I Bus). This allows two

instructions (32 bits each) to be fetched on average on each CPU cycle.

Two instruction address registers (IARO and IAR1) are needed to make

possible the two-stage pipelining of the instruction fetch from the slower

main memory. The memory address is chosen by the 2-way-24-bit

multiplexer using a one bit control signal (IARMUX). The address in one

of the Instruction Address Registers chosen must be latched in the

corresponding Input Instruction Buffer (IIBO or IIB1) within one CPU cycle.

The IIBx holds the address for the corresponding Instruction RAM (IRAM)

module for two CPU cycles. The two CPU cycles allow enough time for the

DRAM chips to provide the requested data. The two pairs of registers and

buffers are required to avoid collision of multiple address dispatched from

the CPU to the external main memory as the result of the two-stage

pipeline utilized.

Control signals from the Instruction Fetch Control Unit (IFCU) and

CPU clock signal are used to control the timing of the memory fetch.

Control signals to the main memory consist of Address Ready (ARO and

AR1) from the CPU, and Data Ready (DRO and DR1) from the memory

modules as shown in Fig. 3.2. Once the memory modules have produced

the requested data, DRx is asserted, which, at the same time, latches the
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data into the Output Instruction Buffer (OIBO or 01B1). These buffers

allow the corresponding IDRAM module to work on the new address before

the old data is latched in by the CPU from the IBUS. Figure 3.3 shows a

timing diagram of both the control signals for both IDRAMO and IDRAM1

memory modules.

3.1.4 From the Instruction Bus to the Selected Cache.

An instruction available on the Instruction Bus (IBUS) is examined by

the Selected-Instruction-Cache Control Unit (SICCU) if the Cache Selected

bit (CS bit), the most significant bit (MSB) of the 32-bit instruction, is set by

the compiler. If the CS bit of the first 32 bits is set, the first 32 bits of the

instruction are stored in the Selected Instruction Cache Module 0 (SICMO).

Following this activity, the last 32 bits of the instruction are also stored in

the SICM1. Each of SICMO and SICM1 has 16-kbyte capacity. The access

time is slightly less than the CPU cycle to allow the setup and hold time

requirements to be satisfied.

3.1.5 Placement Policy (Fully Associative).

Through examination of the IABus (Instruction Address bus), the

SICCU can assert the corresponding addresses as the tags for both modules

of the cache. Note that SCA modules are designed to operate with a fully

associative placement policy. The disadvantage is that a complex SICCU is

need to perform parallel searching on the first module of the two modules.

Each module has a capacity of 16 kbytes or 4k 32-bit words. This means
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that only 4k address tags are to be searched instead of 16k.

3.1.6 Replacement Policy (Least Recently Used)

The best replacement policy in this case would be the Least Recently

Used (LRU) policy. LRU cache memory acts like a Last-In-First-Out

(LIFO) stack. When a word of information is read from the main memory

to be stored in the Selected Instruction Cache, the entry is put on the top of

the LRU cache and the existing entries are pushed down by one address

(See Figure 3.5). In Fig. 3.5, the new information has an address tag '8'

which is put at the top of the stack, and '7', '4', and '2' are pushed down by

one address.

When an existing entry in the cache is accessed (or read) by the CPU

Control Unit, the particular entry is read and moved onto the top of the

stack and the rest of the stack, which was previously above it, is pushed

down one address to fill the hole. In Fig. 3.5, the entry with address tag '4'

was accessed from the cache. After the information is sent to the CU, '4' is

moved onto the top of the stack and '8' and '7' are pushed down by one

address.

This algorithm will keep the least recently used cache entry at the very

bottom of the stack. When the cache is filled up to maximum capacity, the

last entry will be pushed out of the cache if a new entry is to be retrieved

from the main memory and moved into the Selected Instruction Cache. The

new entry is, therefore, to be placed on the top of the cache and the rest of
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the existing entries are pushed down by one address.

3.2 Execution Pipeline.

The execution of instructions within the SL9001 is implemented through

the use of a four-stage execution pipeline. An execution pipeline is the

stages that an instruction go through starting from the dispatch of control

signals from Control Unit to decode the instruction until the stage of storing

the result of the execution. The architecture of this pipeline is illustrated in

Fig. 3.6. Because of the instruction fetching is carried out by the Instruction

Fetch Control Unit, therefore, the Instruction Fetch stage is not included in

the execution pipeline. The four stages of the pipe are:

ID : Instruction Decode

OF : Operand Fetch

EX : Execution

SR : Store Result.

Each of these stages requires a minimum of one CPU cycle to

complete its task. If a particular pipe stage is required to have multiple

CPU cycles in order to complete its function, the pipeline is usually stalled

until that particular long stage activity is completed. Of course, there are

particular exceptional situations in which it is possible to avoid stalling the

pipeline, e.g., floating point calculations, as discussed in section 3.2.2.
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3.2.1 Data Dependency and the Scoreboard Bit.

A number of problems that caused disruption of normal pipeline

activity architecture were solved. In particular, the SL9001 handles the

inevitable data dependency problem by simply stalling the pipeline until the

particular information required by the dependency is available. Stalling of

the pipeline is performed by inserting a No OPeration (NOP) cycle into the

pipeline. An example of a simple program, provided in Appendix C, shows

the timing of such a pipeline stall. In order to understand the entire

operation of the execution pipeline and instruction fetch pipeline, it is

recommended that the reader goes through the example.

Registers RO to R32 ,internal to the machine, include a tag bit called

the Scoreboard Bit (SB) as shown in Fig. 3.7A. Scoreboard bit is used for

to handle the data dependency problem mentioned above. It identifies a

register, on which the SB is attached, is not ready to be used when the SB

is asserted. This prevents the use of the content of the register by later

instructions which need the information as an operand.

When it is not set, it indicates that it is "ready to be used" or "is not

currently waiting for the results of a pending instruction". When the bit is

set, it means " not ready to be used" or "it is currently waiting for the

results of an pending instruction". The scoreboard bit of a register is set at

the ID stage if the instruction is to store a result into the particular register

and reset at the end of the EX stage of the instruction. A result may be

made available from a pending calculation in the Integer Unit, Floating

Point Unit or from the execution of MOVe instruction.
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If the next instruction needs the result from a particular instruction, it

has to be stalled at the beginning of the Operand Fetch (OF) stage. Thus,

the next instruction does not pick up the erroneous result for the operands

during its OF stage. Until the end of the EX stage of the current

instruction, the OF stage of the next instruction can not proceed.

This problem is solved by the scoreboard bit quite well. Although, it

can be more effectively handled by the system compiler. The system

compiler can rearrange the program in such a way that an unrelated

instruction can be inserted between the two instructions that have a data

dependency problem. A NOP instruction may be used if another simple

solution is not possible.

Not all situations can be handled well by the insertion of NOP

instructions by the system compiler. Some instructions need an unspecified

number of CPU cycles to be completed, e.g. ,the Floating Point (FP)

Arithmetic instructions. The system compiler simply can not predict the

total number of cycles needed to complete those instructions. For Floating

Point arithmetic instructions, the system compiler inserts two unrelated

instructions or two NOP instructions between the data dependent

instructions. Two instructions are inserted because any of the Floating Point

instructions requires at least two cycles to be completed. If additional cycles

are needed for the FP calculation to finish, the Scoreboard bit is used to

handle the situation.



42

3.2.2 Run-Ons.

Execution of EX stage requiring multiple cycles, e.g. integer and

floating point multiplications and divisions, does not stall the pipeline.

The execution of the following instruction (from the instruction that needs

multiple CPU cycles) proceed through the pipeline without delay unless the

it depends on the result of the multiple-cycle instruction. Multiple-cycle

instructions (MCI) are dispatched to the appropriate execution unit during

the EX stage. The results will not be available until several cycles later.

Therefore, the SR stage that immediately follows the EX stage will not

perform its function for the MCI until the result is available from the

execution unit. When the result is ready, the pipeline is stalled for one

cycle to allow the previously suspended SR stage to be completed.

The execution unit of the MCIs in the SL9001 is handled by the

Floating Point Unit (FPU) as shown in Fig. 3.7 and Fig. 3.8. The FPU

handles all the instructions dealing with floating point operands. A separate

sub-unit within the FPU carries out the multiplications and divisions of

integer operands.

3.2.3 Branch Dependency Issues.

3.2.3.1 Conditional Branch.

The instruction set of the SL9001 is designed in such a way that only

one instruction allows a conditional branch (JMPC). The instruction set is

discussed in detail in a later chapter. The conditional branch causes



43

disruption in the execution pipeline. If the ID stage of the execution

pipeline currently contains a conditional branch, the branch compare

instruction's EX stage has to be completed at the end of the CPU cycle to

allow the ID stage to decide whether to jump or not. This means that the

compare and the conditional branch instruction must have a non-compare

instruction between them. This ensures that the compare instruction is in

the EX stage while the conditional branch instruction is in the ID stage.

For example:

original instructions

cmpr R1, R5

jumpc 27

add R9, R32

compiled instructions

cmpr R1, R5

add R9, R32

jumpc 27

The system compiler has to identify such a branch dependency situation

and tries to put the next non-compare instruction in the program after the

compare instruction.

However, when the looping or branching in such program is too

complicated, the compiler may choose to insert a NOP instruction in

between the compare and the conditional branch instructions. A NOP

instruction can be substituted by using the MOVe instruction, i.e. move from

one register to the same register, e.g. MOV R2, R2.

For example:



original instructions compiled instructions

cmpr R1, R5

jumpc 27

jump 34

cmpr R1, R5

mov R32, R32

jumpc 27

jump 34
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Another alternative for the compiler is to completely ignore the

problem and let the Control Unit of SL9001 take care of it. The Control

Unit recognizes if a cmpr instruction is followed by an jumpc instruction.

The Data Dependency Bit (DDB) is set and the jumped-to instruction is fed

into the next ID stage of the pipeline. Later, after the execution of the

cmpr instruction, if a no-jump situation exists, the pipeline is

flushed and ID stage is returned to the instruction following the jumpc

instruction.

Mc Farling (1986) found that, in general, 67% of conditional branches

are taken [MCFARLING 1986] and on PDP-11, Lee (1984)

found that about 74% of conditional branches are taken. These results

support the technique used in the paragraph above. Furthermore, by using

the benchmark or type of the programs, the tendency to jump or not to

jump can be easily predicted by the compiler which sets bits within the

instruction for the CPU Control Unit to identify as jump or no jump.

See the CONCLUSIONS chapter for recommendations of other

effective hardware techniques that eliminate the involvement of the compiler

to solve the unconditional-branch data dependency problem.
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3.2.3.2 Unconditional Branch.

The rest of the flow control instructions are absolute jumps, i.e.

unconditional jump, subroutine call, and subroutine return. For these three

instructions, the CPU Control Unit fills the next pipeline stage with the

Jumped-To instructions. This does not allow the execution pipeline to be

stalled or bubbled with NOP instruction unless the jumped-to instructions

have not been retrieved by the Instruction Fetch Control Unit (IFCU) nor

available in the Instruction Selected Cache. During the ID stage for the

three instructions, the JTI is already decoded from the instruction register

format by identifying the Flow Control Bit (FCB) (See Section 3.3 for

instruction register format discussion). For RETURN, the address of the

instruction following the JTI is popped from the top of the CALL stack

which employs the Last-In-First-Out (LIFO) algorithm.

3.3 Instruction Registers.

To make instruction prefetch possible, a multiple-word instruction bus

and multiple instruction registers are needed to store the prefetched

instructions from the slower, pipelined instruction memory. There are eight

instructions registers (32 bit each) illustrated in Fig. 3.4. The eight form

four pairs of 64 bit instruction register pairs (IRP). These IRPs are IRO

and IR1, IR2 and IR3, IR4 and IRS, IR6 and IR7 which are respectively

shortened as IRO/1, IR2/3, IR4/5, and IR6/7. This large number of

Instruction Registers are needed because of the method employed in the

four-stage execution pipeline to solve the branch dependency problem for the
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Flow Control Instructions.

The 64-bit information retrieved from the instruction main memory is

fed into one of these IRPs. Which IRP is to take the information retrieved

from the slower main memory or from the Selected Instruction cache is

determined by the "To-Be-Used" (TBU) bit that is tagged to the IRP as

shown in Fig. 3.10. The EF'CU finds the smallest-numbered IRP that does

not have the TBU bit set to store the retrieved information. For example,

if both IRPO/1 and IRP4 /5 have their TBU unset and if IRP2/3 has its

TBU bit set, then the next instructions fetched are to be stored in IRPO/1.

An IPR is selected by the CPU CU by controlling the

DECMUX (DECode Mux).

The complete flow chart of steps taken by the Instruction Fetch

Control Unit can be found in Appendix A.

3.4 Instruction Set.

The instruction set of SL9001 is designed to be as simple as possible

and to be able to handle most of the basic processes require of any CPU,

including Floating Point calculations. The total of thirty one instructions are

included in the instruction set of SL9001. The instruction format, operations

and opcode are summarized starting on the next page.



Instruction Set of SL9001

Instruction Format Operation

1. Integer Arithmetic Instructions:

add (integer add) add Rx, Ry

adds (integer sign add) adds Rx, Ry

addc (add with Carry in) add Rx, Ry

addcs (sign add with

Carry in)

sub (integer subtract)

subs (sign subtract)

addcs Rx, Ry

sub Rx, Ry

subs Rx, Ry

cmp (compare registers) cmp Rx, Ry

div (integer divide) div Rx, Ry

divs (sign divide) divs Rx, Ry
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Rx,C = Rx + Ry, C:Carry Out

Bit.

Rx,C = Rx + Ry

Rx = Rx + Ry + C

Rx = Rx + Ry + C

Rx = Rx - Ry

Rx = Rx - Ry

if Rx=Ry --> CB =1,

if Rx!= Ry --> CB =0

CB:Conditional Bit

Rx = Rx/Ry; Rx is

automatically converted

to FP format.

Rx = Rx/Ry; Rx --> FP

format.



mul (integer multiply) mul Rx, Ry

muls (sign multiply) muls Rx, Ry

2. Floating Point Instructions:

fadd (FP add)

fsub (FP subtract)

fmul (FP multiply)

fdiv (FP division)

fadd Rx, Ry

fsub Rx, Ry

fmul Rx, Ry

fdiv Rx, Ry

3. Data Transfer Instructions:

ld (load)

st (store)

my (register move)

4. Bit-Wise Instructions:

and (bitwise AND)

or (bitwise OR)

xor (bitwise XOR)

shl (shift left)

Id <address>

st <address>

my Rx, Ry

and Rx, Ry

or Rx, Ry

xor Rx, Ry

shl Rx

Rx = Rx * Ry; Rx is

automatically converted to FP

format.

Rx = Rx * Ry; Rx -->FP

format.

Rx = Rx + Ry

Rx = Rx - Ry

Rx = Rx * Ry

Rx = Rx / Ry

R1 <-- [address]

R1 --> [address]

Rx <-- Ry

Rx = Rx . Ry

Rx = Rx + Ry

Rx = Rx (+) Ry

Rx is shifted left by one

bit and LSB = 0.
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shr (shift right) shr Ry Rx is shifted right by one

bit and MSB = 0.
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5. Flow Control Instructions:

jmp (unconditional jump) jmp <address> Next instruction is located at

<address>.

jmpc (conditional jump) jmpc <address> Next instruction is located at

<address> if conditional bit is

set.

jmps (subroutine jump) jumps <address> Push (current address + 1) into

stack and jump to <address>.

ret (return from jmps) ret Pop the subroutine stack for

the address of next instruction.
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Instruction Opcode

Instruction Opcode

1. Integer Arithmetic Instructions:

add 00001

adds 00010

addc 00011

addcs 00100

sub 00101

subs 00110

cmp 00111

div 01000

divs 01001

mul 01010

muls 01011

2 Floating Point Instructions:

fadd 01100

fsub 01101

fmul 01110

fdiv 01111

3. Data Transfer Instructions:

Id 10000
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st 10001

my 10010

4. Bit-Wise Instructions:

and 10011

or 10100

xor 10101

shl 10110

shr 10111

5. Flow Control Instructions:

jmp 11000

jmpc 11001

jmps 11010

ret 11011

The instruction format is the following:

Bit Number Content

0 Selected Cache bit: set by compiler for JTA instructions.

1-5 5-bit Opcode to identify 31 instructions
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6-10 To identify the first register number

11-15 To identify the second register number

6-31 26-bit address for LD an ST instructions

Only two instructions can directly access the data memory, LD (load)

and ST (store). The rest of the instructions are expected to work with

internal storage space, registers. The programmers and compilers are

expected to adhere to this view so that the required data is expected to be

in the cache or in the registers for the most frequently used ones.

Because of the demand loading policy used by the data cache controller, a

word (32 bits) of data must be accessed once before it is loaded in the data

cache.

Each arithmetic instruction has its twin for sign calculation instructions,

e.g. ADDS for ADD. These sign instructions assume all the operands are

signed. The SL9001 adopts the two's complement format to represent the

sign bit. For integer addition, if the result is more than 32 bits, the carry

bit in RO is set. For integer multiplication, if the result is more than a 32-

bit register can hold, the left over bits, i.e. the most significant portion, are

stored in R32. When spill-over occurs, the Multiplication-Spill-Over bit of

RO (bit 4) is set. These registers (RO and R32), besides performing the

function described above, can function as any other register.

The floating point format is implemented in accordance with the

ANSI/IEEE standard 754 which is defined as follows [INTEL860 1989] for

single-precision real numbers:
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1. if e = 0 AND f < > 0 or e =255 then generate a floating-point source-

exception trap when encountered in a floating-point operation.

2. if 0 < e < 255, then the value is (-1)s x 1.f x 2e-127

3. if e = 0 and f = 0, then the value is signed zero, which is treated as

logical zero.

The SL9001 implements only the single precision floating point number

representation. Its format is as follows:

Single-Precision Real:

Bit number Content

1 - 23 f (Fraction)

24 - 31 e (Exponent)

32 s (sign)

Only one of the four Flow-Control instructions is a conditional jump

type, i.e. JMPC. Others are unconditional jumps. When JUMPS

(Subroutine Jump) occurs, the current instruction address plus one is pushed

onto the address stack. The depth of the stack is four, i.e. four 26-bit

registers. When a RET (Return) is executed, the stack is popped. The

stack operates as Last-In-First-Out stack.
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3.5 General Registers and Control Bits.

There are thirty two 32-bit general registers in the machine. These

registers can be used for integer (signed and non-signed) operands and

floating point operands. When data is retrieved from the data memory, it is

retrieved as it appears in the memory. In other words, no conversion is

made for a specific format. The format of registers R1 to R32 is as follows:

Bit number Content

0 SB (Scoreboard Bit)

1-32 register content

33 set if Floating-Point format

RO and R32 are two special registers. R32 may contain the spill-over

bit of the integer multiplication (i.e. the result is larger than 32 bits). Bit

four of RO is set by the Floating Point Unit at the end of integer

multiplication (end of EX stage) if a spill-over condition occurs and

otherwise unset The format of RO is as follows:

Bit number Content

0

1

2

SB (Scoreboard Register)

Carry Bit (Carry in or carry out)

Conditional Bit (set by CMPR is compared the same and unset

if otherwise)
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3 Data Dependency Bit (set by Control Unit when a CMPR

instruction is followed by a JMPC)

4 Integer-Multiplication-Spill-Over bit

5 - 36 register content or data

37 Floating-Point bit

Note that every bit in the 34-bit long register can be accessed by the

bit-wise instructions.

3.6 Integer Unit (IU) and Floating Point Unit (FPU).

The Integer Unit takes care of most of the instructions that involve

data movement except LD and ST instructions. The operation it performs

depends on the control signals generated by the Control Unit. The

instructions it deals with consist of integer addition and integer

multiplication, compare, register move, and all bit-wise operations as

illustrated in Fig. 3.9. NOP can be simulated by a MOV Rx, Rx. The

thirteen instructions described above need to have at least four bits of

control from the CU. The Integer Unit can set the Carry

bit (R0.1) directly before the result of the integer addition is dispatched to

the result register.

The Floating Point Unit implements all the floating-point instructions

and integer multiplication and division. The inputs to the FPU depend on

the Floating-Point bit of the operand registers. This is especially important

to the Floating-Point Arithmetic Unit (FPAU) illustrated in Fig. 3.8
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The FPU can directly control set or reset the Multiplication-Spill-Over

bit (R0.4). This bit is set or reset at the end of the EX stage for the

floating-point instructions.

Because of the separation of the Integer-Multiplication-Division Unit

(IMDU) and the Floating-Point-Arithmetic Unit (FPAU), parallel processing

may be achieved. The result write-back of the two units, if simultaneously

available, is handled by the control unit of the FPU.

In addition, the scoreboard bit of every register is controlled by the

CPU Control Unit. The IU and FPU has no control over it.

3.7 Control Unit.

The Flowchart for the Instruction Fetch Control UNit is presented in

Appendix A. The operation of the CPU control unit is discussed within the

corresponding sections above.

3.8 Data Cache.

The main memory of SL9001 for data is bridged by a 16-kbyte-four-

way-set-associative cache. This is a demand-load cache, which means that

the cache is loaded from main memory (each two-word or 64-bit data) when

a miss occurs, otherwise it is not loaded. Then it is kept in the cache until

it is replaced. See section 2.1.4.2 for more information about set associative

caches. This data cache employs a Least-Recently-Used (LRU) replacement

policy. For an explanation of the implementation of the LRU policy, see

section 3.1.6.



57

The data cache has a unique feature in its main-memory-update policy.

It employs a mix of write-through and copy-back policies. When a word of

data is written onto the cache, the cache is immediately updated. The main

memory is updated at the next CPU cycle at the corresponding address if no

read miss occurs on the next cycle. If a read miss occurs, a read miss takes

priority over the copy-back to the main memory process. If a write miss

occurs in the next cycle, the old write miss data is copied back to the main

memory before the new write-miss is performed. This means the CPU CU

receives a WAIT signal from the Data Cache Controller.

If the read data of the read miss is to replace the data at location of

the to-be-copied-back data, then the copy back has to be performed before

the fetch from main memory is performed. The flow chart of the data

cache controller activity is as follows:

Data Cache Controller Process.

1. If a READ process occurs go to step 10

2. Calculate the set number from the address

3. Replace the Least-Recently-used value from the set.

4. Store the address in the temporary register for copy back purposes and

set the copy back bit.

5. If the next instruction is a READ miss go to step 30

6. go to step 50

7. go to step 1.



58

10. If a READ miss occurs, go to step 20

11. Read from the cache memory.

12. Go to step 1

20. Set the WAIT signal for CPU CU to wait

21. Access main memory for the data.

22. If WAIT signal from main memory is set, go to step 22

23. Send the data to CPU CU and at the same time fill the cache

24. Go to step 1

30. If the set number of the READ miss is the same as the one of the

temporary register go to step 40

31. Set WAIT signal for CPU CU to wait

32. Access main memory for the data.

33. If WAIT signal from main memory is set go to step 33

34. Send the data to CPU CU and simultaneously fill the cache

35. If the next instruction is a READ miss, go to step 30

36. go to step 50

37. go to step 1

40. go to step 50

41. go to step 31
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50. Set WAIT signal for CU

51. Copy back the temporary register content to main memory

52. If WAIT signal from main memory is set, go to step 51

53. Reset WAIT signal for CU

54. Return
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ID OF FPO SR

FP1 FP2 FP3 FP4
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Point Processing and Integer Processing.
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4.0 Simulation.

The simulation of SL9001 was concentrated at the architecture level.

A "C" program and associated subroutines have been written to simulate all

of the functional units of the SL9001. Each main functional unit of the

SL9001 is represented by a subroutine in the simulation. For example, the

Integer Unit has its own subroutine, Selected Instruction Cache Controller

has its own subroutine, and so on.

The "main {}" subroutine of the C program acts as an coordinator

among the subroutines and as an input interface from system disk. It steps

through each CPU cycle by calling each of the subroutines. The execution

of each subroutine depends on the communication among them. Data and

communication signals are shared among the subroutines with global

variables. For example, the WAIT signals between the CPU Control Unit

and the Data Cache Control Unit and between the Data Cache Control Unit

and the main memories are both global and logical (conditional) variables.

By selecting different subroutines and making small adjustments, a

different CPU can be constructed. For example, for both the data and

instruction caches, a four-way-set-associative cache was selected to implement

a different architecture than that of the SL9001. This particular simulation

was performed with no prefetching nor multiple-word instruction bus

bandwidth.

On the other hand, the SL9001 was combined using the set associative

cache subroutine to simulate the data fetching architecture and the

Selected-Cache subroutine for the instruction fetching architecture. Of
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course, this SL9001 is simulated with a 64-bit instruction bus bandwidth and

a two-stage-pipelined instruction main memory. Separate instruction and

data main memories were also implemented.

A total of three different architectures were simulated. A description

of these simulations follows:

1. Features of SL9001-2 :

The machine has the same data and instruction main memory.

Both instruction and data caches are of the four-way-set-associative type

and employ only the copy back memory-write-back policy.

Both data and instruction buses are one-word (32 bits) wide.

The caches employed LRU replacement policies and a demand loading

policy.

The machine has the same instruction set and execution pipeline of

the SL9001.

The main memory is assumed to have a total access time of two CPU

cycles.

The machine has four 32-bit instruction registers to accommodate the

four-stage execution pipeline.

No prefetching technique is used, therefore the Flow-Control-

Instruction bit in the Instruction Registers is not needed.

2. Features of SL9001-1:
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The SL9001-1 has all the features of SL900-2 but it has a 64 bit wide

instruction bus and its instruction cache fetches 64 bits of instruction at

a time. Of course, four 64-bit instruction registers exist for each of the

execution pipeline stages to allow instruction prefetching.

3. Features of SL9001:

The machine has separate data and instruction memories for more

parallelism in pipelined instruction fetch.

The main memory has two modules of 64-bit words to accommodate

the two-stage-pipeline instruction fetching architecture.

The machine possesses four 64-bit instruction registers with Flow

Control-Instruction bit implemented.

Data cache is of the four-way-set associative memory type and employs

a combination of write-through and copy-back policies.

Instruction cache is that of the Selected Cache architecture.

SL9001-2 has a memory fetching architecture similar to that of most of

the current RISC microprocessors, e.g. the Motorolla's 8800 and AMD's 29k.

The SL9001-1 represents one step up from the SL9001-2 with the 64-bit

instruction bus in the 32-bit CPU architecture. The SL9001 is the

"ultimate" of the proposed architectures discussed in this thesis.

Most of the performance measures or benchmarks for different modern

microprocessors are claimed by their own manufacturers and measured

during warm-start operation. In order to measure the performance of an



75

architecture for a certain benchmark, the architecture has to be subjected to

a cold-start condition, starting when the cache is empty. Therefore, all the

simulations performed for the three SL9001 versions are measured in terms

of cold-start conditions.

Four types of programs were used in the simulations. Two programs

are written for each type to try to measure the relative speeds of the three

machines mentioned above. Thus, a total of eight programs were used in

the simulation.

The four types of programs are as follows:

Type 1: This type contains extensive number of LD and ST

instructions. There are so many of the two instruction types, that they

exist essentially next to each other in the program. The total amount

of data used far exceeds the capacity of the 32 general registers.

Therefore, many LD and ST instructions were necessary. This program

type is typical of routines used in video controller cards in computer

systems. This type of program is designed to test the memory-write-

back policies of the three machines.

Type 2: This type contains instructions that consist of an extensive

number of jumps, conditional jumps, and subroutine calls. Subroutine

calls are nested up to three levels deep. Conditional jumps and

unconditional jumps follow each other with little intermediate code in

the program set. This type of program is intended to evaluate the

performance of programs that do not have majority of its instructions
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in a linear sequence. In other words, most of the instructions are Flow

Control instructions.

Type 3: This type of program contains extensive branch dependencies

and data dependencies. Although it is assumed that the test codes are

optimized for the two dependency problems, some part of the programs

were allowed to retain the dependency problems. This program was

intended to test the handling of the pipeline problems.

Type 4: This type has the combination of the three types listed above.

The results of the simulation are exhibited in Fig. 4.1, Fig. 4.2, Fig. 4.3,

and Fig. 4.4 respectively.
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5.0 Conclusions.

5.1 Simulation Results.

From the figures provided in chapter 4, the benchmarks for SL9001

clearly shows better performance during the cold-start tests. In general, the

performance evaluation results for the SL9001 were expected to be better

than the other two modified SL9001 machines. This is because of the

Selected-Cache architecture, the 64-bit instruction bus bandwidth that SL9001

possesses, and the separation of data and instruction main-memories which

allows higher parallelism of access.

From the four types of programs used in the test, the evaluation of

program Type 3 was expected to produce the closest results between

SL9001-1 and SL9001. Fig. 4.3 shows the differences in number of cycles

needed by SL9001-1 and SL9001 to complete the execution of program A

and program B of Type 3. This figure shows the least difference of number

of cycles between SL9001-1 and SL9001 compared to other program type

simulation results.

Programs of Type 2 were expected to show the greatest performance

differences. This type requires a group of well-cached instructions. Because

of the Prefetch technique utilized and the 64-bit instruction bandwidth used

in the SL9001-1, it far outperformed the benchmarks of SL9001-2. Again,

because of the Selected Architecture feature of SL9001 which excels when

numerous Flow Control Instructions are found in a program, the SL9001

performed better than the SL9001-1 despite the Prefetch technique of the
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SL9001-1. Also the lack of separate data and instruction main-memories

holds important role for the better performance of the SL9001.

Tests of programs of Type 1 shows better benchmarks for the SL9001

which possesses a mix of write-through and copy-back data cache policies.

Because of the high instruction bandwidth of SL9001-1, it outperformed the

SL9001-2.

Overall, the simulation shows results in favor of the Selected Cache

architecture and high bandwidth instruction bus.

5.2 Main Advantageous Features of SL9001.

The Selected Cache Architecture allows a much more effective

implementation of instruction caching. Instead of trying to cache the

entire program, SCA selects only the Jumped-To Instruction to cache.

SL9001 uses common DRAM chips for its main memory

implementation. This feature is supported by the two-stage pipelining

of the double-instruction prefetch technique. This prefetch technique

enables SL9001 to use slower main memory for most of the instruction

fetches, even unconditional branches.

With the combination of the simple implementation of Least-Recently-

Used replacement policy of the SCA, it ensures that most used

Jumped-To instructions are kept in the instruction cache.
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The combination of copy-back and write-through policies in the data

cache allows most of the ST instruction be performed in CPU a cycle.

Floating Point Calculations that usually need multiple CPU cycles can

be performed in the background while following instructions are being

executed. This is possible given that no data nor branch dependency

problems occur during the background execution.

53 Main Disadvantages of SL9001.

Because of the requirement of the fully associative memory of the

Selected Cache Architecture, the cache controller is expected to be

quite complex and it consumes significant chip area for the

implementation of the fast search algorithm.

The access time of the main memory DRAM chips is restricted to be

at most twice the CPU cycle. This is because of the two-stage-

pipelined instruction fetch. Because of the increasing speed of DRAM

chips lately, this is actually not such a critical disadvantage.

5.4 Suggestions for Further Development of SL9001.

Because of the Instruction Prefetch technique, most of the Jumped-To

instructions for unconditional jump instructions (JMP, JMPS, RET) can

be retrieved by the prefetch technique before the ID stage of the jump

instructions. After the simulation for SL9001 has been completed, the
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results were analyzed and they support the claim above. Thus, only the

Jumped-To instructions of the conditional jump (JMPC) are put in the

Selected Cache. This will tremendously reduce the number of

instructions which may be potentially cached into the Selected Cache.

Therefore, the hit ratio for the Selected Instruction Cache is expected

to be higher than the one for SL9001.

Modify the memory management units to handle external Direct

Memory Access (DMA).

During the suspended copy-back cycle of the data memory, data

coherency between the data cache and main memory has to be

maintained. This can be accomplished by using snooping procedure

implemented at the Data Cache Controller or a special bit may be

introduced in the external memory configuration to avoid "bad" data

being taken by other system unit. This can be coordinated with the

implementation of the DMA handler above.

Compiler specifically designed for SL9001 to be written to automatically

optimize the raw code to avoid stalling of the execution pipeline.

Double precision floating point format can be introduced by pairing the

32-bit registers to become 64-bit registers or by introducing more

general registers.
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Use double execution pipelines to completely avoid the branch

dependency problem. One execution pipeline contains the instructions

if the jump is not taken, and the other contains the instructions if the

jump is taken. Thus, both conditions are prepared for the ID and OF

stages. When one of the pipelines is selected, the other is simply

discarded.
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Appendix A
Flowchart of Instruction Fetching
Performed by the Instruction Fetch
Control Unit.
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APPENDIX A (continued)
Latching in the fetched
instructions.

Is the Selelcted
Cache Bit set?

Put in the next
Instruction Register
Pair (See next page)

RETURN

Set the CPU
WAIT signal.

Latch in the instruction
on to the top of the
cache stack.
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Appendix A (continued)
Put in the next IR Pair.

Is TBUBO set?

Is TBUB2 set?

Is TBUB4 set?

- Set TBUB 0

- Set TBUB 2

_i

I

Is TBUB6 set?

- Set TBUB 4

- Set TBUB 6
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Appendix B

Example of Program Type 4

Instruction Flow:

* Assume both Instruction Cache and Data Cache are empty (cold start).

Address Instruction

0 MOV R2, R1

1 ADDC R2, R3

2 MOV R1, R2

3 LD

4 MOV R3, R1

5 LD

6 MOV R4, R1

7 FMUL R3, R4

8 CMP R7, R8

9 JMPC 12

12 MOV R13, R3

13 FMUL R12, R15

14 CMP R12, R13

15 JMPC 25

16 JMP 85

85 ADD R5, R6
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86 XOR R5, R9

87 CMP R5, R23

88 JMPC 97

89 JMP 85

85 ADD R5, R6
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Step by Step Execution of the Above Program Example.

* x : no applicable usage.

* The numbers represent the addresses of content of the registers or execution

pipeline stages.

CLK IDIBO IDIB1 IRO/1 IR2/3 IR4/5 IR6/7 ID OF EX SR

1 0 x x x x x x x x x

2 0 2 x x x x x x x x

3 4 2 0/1 x x x 0 x x x

4 4 6 0/1 2/3 x x 1 0 x x

5 8 6 4/5 2/3 x x 2 1 0 x

6 8 10 4/5 2/3 6/7 x 2 1 x 0

7 12 10 4/5 2/3 6/7 8/9 3 2 1 x

8 12 10 4/5 10/11 6/7 8/9 3 2 x 1

9 12 14 4/5 10/11 6/7 8/9 4 3 2 x

10 12 14 4/5 10/11 6/7 8/9 5 4 3 2

11 16 14 12/13 10/11 6/7 8/9 6 5 4 3

12 16 18 12/13 10/11 14/15 8/9 7 6 5 4

13 16 18 12/13 10/11 14/15 8/9 7 6 x 5

14 16 18 12/13 10/11 14/15 8/9 8 7 6 x

15 16 18 12/13 10/11 14/15 8/9 8 7 x 6

16 16 18 12/13 10/11 14/15 8/9 9 8 7 x

* Assume execution of "7" requires 3 CPU cycles.



x g8 98 L8 x L8/98 x/98 58/x 06 88 6E 

x x S8 98 x L8/98 x/98 g8/x 98 88 8E 

x x x g8 x x x 58/x 98 tOT LE 

x x x 68 66/861 01/001 68/88 16/06 98 tOT 9E 

L8 88 L6 86 66/861 OT/00I 68/88 16/06 ZOI tOI SE 

x L8 88 L6 66/861 01 /00I 68/88 16/06 ZOI WI 'OE 

98 x L8 88 66/86 L6/96 68/88 16/06 Z01 001 EE 

x 98 L8 88 LI/9T L6/96 68/88 16/06 86 001 ZE 

S8 x 98 L8 LI/9T LZ/9Z 68/88 16/06 86 96 LE 

x S8 98 L8 LT/9T LZ/9Z 68/88 L8/98 06 96 OE 

x x g8 98 Li /91 LZ/9Z SZ/tZ L8/98 06 88 6Z 

x 9T x g8 LT /9I LZ/9Z SZ/tZ g8/t8 98 88 8Z 

ST x 91 x LI/9I LZ/9Z SZ/tZ g8/t8 98 t8 LZ 

Si x x 91 LI/91 LZ/9Z SZ/tZ 61/81 OE 178 9Z 

tI ST SZ 9Z Li /9I LZ/9Z SZ/tZ 6T/81 OE. 8Z SZ 

ET tI ST SZ LI/91 LZ/9Z SZ/tZ 6I/81 OC 8Z f'Z 

x ET tI SI LI/9I LZ/9Z 5Z/tZ 61/81 OE 8Z CZ 

x ET tI ST LT/9T LZ/9Z gZ/tZ 61/8I OE 8Z ZZ 

x ET ti ST LT /9I ST/tI gZ/tZ 61/81 9Z 8Z TZ 
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t6 



95

40 92 90 88/89 86/x 86/87 x 87 86 x 85


