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Multiprocessor computers may eventually be the only method of

increasing computer throughout. One of the major problems with

multiprocessor computers is the interference or contention between

processors when accessing a shared resource. This work describes the

design, construction, and analysis of a prototype multiprocessor com-

puter utilizing a replicated shared memory for interconnection which

has less interference than many conventional interconnection net-

works.

The prototype multiprocessor computer consists of five processor

boards and a communications board. Each processor board contains an

Intel 8086 central processing unit (CPU), resident and shared random

access memory (RAM), and associated control circuitry. The shared

RAM consists of five copies (replication), one for each processor,

with concurrent and independent read cycles and a common write cycle.

Thus, this shared memory provides minimal interference for read ope-

rations.



A general probabilistic model to predict throughput with inter-

ference for a system of N processors and M shared resources is

developed. Input parameters for the model include the number of pro-

cessors, number of shared resources, resource utilizations, processor

priority, and bandwidth of the resources, This model is applied to

replicated shared memory multiprocessor computers for systems of two

to five processors, two to five shared memories, and shared memory

utilizations of 5%, 10%, 15%, 20%, 25%, and 30% (per processor per

shared memory). When compared to conventional shared uniport memory

systems, the model predicts throughput improvements (speedup) of up

to 400% for a system with five processors, one shared memory, memory

utilization of 0.5, and a read utilization factor of 90%.

Results of experiments conducted on the five-processor prototype

computer agree to within 3.17% of results predicted by the model for

utilizations 'below memory saturation' (total usage of memory less

than 100%). Above memory saturation, the model over estimates

throughput because of processor queueing that occurs on the actual

machine. For the case with read interference (memory arbiter inter-

ference), an additional interference term was added to the model

results. These model results agree to within 4.87% of experimental

results.
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MULTIPROCESSOR COMPUTERS WITH REPLICATED SHARED MEMORY

CHAPTER I

INTRODUCTION

Increasing the throughput of a computer can be achieved by

building faster processors or exploiting parallelism. To increase

individual processor speed, two methods may be employed: 1) de-

creased gate delays, and 2) application of parallelism within the

processor. The first method has practical device limits, while the

second method has been used in existing processors (i.e., array pro-

cessors). Another technique to exploit parallelism is to intercon-

nect several processors and share resources between them.

Besides improved throughput, multiprocessor computers have three

main advantages over uniprocessor computers: 1) reliability, 2) mod-

ularity, and 3) cost-effectiveness. However, there exists two basic

problems with multiprocessor computers: 1) how to structure programs

to take advantage of the parallelism, and 2) how to interconnect the

processors and resources. Thus, the problem investigated in this

research is how to cost-effectively interconnect processors.

To achieve this goal, the following three main objectives have

been studied:

1) Design and build a prototype multiprocessor system using rep-

licated shared memory.

2) Predict the performance of the multiprocessor computer by us-

ing a throughput model based on probability.
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3) Compare performance predicted by the model with actual per-

formance for various shared memory utilizations.

Results of this research will benefit the following groups of

people involved in the design and application of multiprocessor

computers.

I) End-users will benefit by having computers with higher

throughput, modularity, and reliability.

2) Computer designers will benefit by having a method to

increase computer throughput and a model to predict the

throughput.

3) Systems programthers and analysts will be able to use the

throughput model to optimize system software.

4) Integrated circuit designers will have an architecture

useful for integrated processor/memory designs.

The remainder of this thesis is divided into five chapters. Chapter

II discusses the literature of multiprocessors, presents some classi-

fication schemes for multiport memories, and describes

implementations using replicated storage. Chapter III provides a

general description of the prototype system while Chapter IV begins

with a review of the literature of performance models for multipro-

cessors and then presents the interference model and results of this

model. Chapter V compares the model results to the results obtained

from experiments run on the prototype computer. And finally, Chapter

VI presents some conclusions and recommendations for future work.
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CHAPTER II

MULTIPROCESSOR COMPUTERS

Historically, computer systems were constrained by a limiting

structural framework: the cost of processing logic. Now, with the

advent of very large scale integration (VLSI) and automated design

tools the computer designer may implement a system with tens or even

thousands of processors all cooperating to solve a single problem.

Hundreds of these highly parallel structures have been proposed, and

many have been built. Several are specialized for a particular prob-

lem (e.g., array processor, data flow machine, and associate proces-

sor), others are more general in nature and can solve a variety of

problems such as the multiprocessor computer.

Advantages of Multiprocessors

Three advantages of multiprocessor computers over uniprocessor

designs are presented in a paper by Fuller, a ate, (15). They in-

clude:

1) Potential for cost effectiveness. System cost versus memory

bandwidth in bits-per-second degrades with increasing system

size. In practice, ideal performance cannot be obtained due to

interference between processors and the cost of interconnec-

tions. Still, multiprocessor performance is significantly

better than uniprocessor performance.
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2) Potential for reliability. Since multiprocessor computers

inherently contain redundancy (due to more than one processor),

they are the obvious choice for a system that is reliable and

available.

3) Modularity. Incremental expandibility, ease of maintenance,

enhanced production, and the possibility of VLSI implementation

are all benefits of modularity. Also, modularity allows for the

possibility of reconfiguration of resources.

One aspect Fuller overlooked is that once the technological

limit is reached, multiprocessors may be the only way to achieve

increased computational power. Specifically, the speed of sequential

uniprocessors is limited by device technology, while the speed of a

multiprocessor computer is limited only by the degree of parallelism

in a task. If a computer is running at the maximum speed allowed by

its device technology, then the only way to increase speed is to ex-

ploit parallelism.

Problems With Multiprocessors

Haynes, et Ajj (17) pointed out five problem areas associated

with multiprocessor structures: 1) Synchronization, 2) Algorithms,

3) Overhead, 4) Contention, and 5) Input/Output (I/O). Item 1 re-

lates to loss of performance if the algorithm requires the processors

to be periodically coordinated. Item 2 results since an algorithm

designed for a uniprocessor may not expose all the parallelism inher-

ent in the problem. A related problem is the overhead required to
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manage a parallel algorith (Item 3). Item 4 refers to the inter-

ference between processors vying for the same resource. And finally,

Item 5 must be considered since traditional input/output (I/O)

structures cannot feed a high-performance processor fast enough to

avoid processor idle time. Still other difficulties have been iden-

tified by Fuller, et al, (15), they are: software system structure

(operating systems), deadlock avoidance, fault tolerance, and address

mapping mechanisms.

Essentially, multiprocessor problems are either hardware diffi-

culties (interconnection networks, interference, or I/O) or software

difficulties (operating systems, detection of parallelism, synchroni-

zation). Baer has indicated that software is by far the most formid-

lble problem area (2).

One of the major hardware problems is that of interprocessor

interference. The degree of interference is directly related to the

amount of shared resource utilization and to the specific network

used to interconnect the processors to each other and to the shared

resources.

Interconnection Networks

In a survey article by Feng (13), interconnection networks are

divided into two general types: static and dynamic. In a static

topology, links between two processors cannot be reconfigured while

links in a dynamic topology can be reconfigured by setting the net-

work's active switching elements. A detailed taxonomy (classifica-

tion scheme) for static networks was devised by Anderson and
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Jenson (1). It is based on various levels of interprocessor message

handling and hardpware topology and distinguishes ten basic architec-

tures.

Perhaps the most common classification scheme is based on the

degree of coupling between processors. Fuller, et al. (15) defined

'coupling' as the worst case processor's minimum access time to a

global data structure. But, a more general definition of the degree

of coupling is: 1) loosely coupled - processors are connected by

serial communication links; this would include computer networks such

as ARPA and ETHERNET, 2) tightly coupled - processor communication is

achieved through a shared resource, usually a memory; this would in-

clude the traditional multiprocessor computer, and 3) very tighly

coupled - the multifunction computers (multiple arithmetic logic

unit); communication is through the control unit. Baer (3) reports

that the design goals of the system dictate the degree of coupling -

the more specialized the application, the greater the degree of coup-

ling. And the degree of coupling influences the amount of inter-

ference between processors so the more closely coupled the processors

are, the greater the chance for a conflict over shared resources.

Still another method to classify interconnection networks was

given by Haynes, jft Al4 (17) in which they characterize the

interconnection design space with three parameters: specialization,

complexity (cost), and efficiency of processor utilization. They

conclude that the higher the efficiency, the higher the cost.
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Three principal processor-to-memory interconnection networks for

tightly coupled multiprocessors, as determined by Baer (3) and Enslow

(12), are the crossbar switch, the time shared bus, and the multiport

memory (Figure 1).

Crossbar switches are the most extensive and expensive intercon-

nection networks. If the number of processors (N) equals the number

of memories, then the number of crossbar switches (and the cost)

grows as N squared with increasing number of processors. Conflict

between processors occur if more than two processors attempt to

access the same memory module. Many researchers are studying methods

to reduce this conflict by correct partitioning of programs and data

among the memory modules (6, 18, 21, 23, 33). Use of local cache or

private memories (6, 18) represents another method of reducing inter-

ference. Since some of the memory references are to this local

memory, conflicts over common memory are reduced. Carnegie-Melon's

C.mnp computer is an example of a system using a crossbar switch for

interconnection.

Time-shared buses are the simplest and least expensive method of

interconnection. Unfortunately, the possibility for conflicts is

high since all of the processors must contend for use of the buses.

Also, reliability is poor since if a processor fails and does not

release the bus, then all other processors are locked off the bus and

the entire system fails. Thus, this method is used when cost is im-

portant and interprocessor communication is minimal. Intel's popular

MULTIBUS microcomputer systems are an example of a time-shared buses.
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This bus has been defined as Standard 796 by the Institute of Elec-

trical and Electronic Engineers (IEEE).

In multiport memory organizations, each memory has a dedicated

physical access port and address and data path for each processor.

In true multiport memory, all accesses are serviced concurrently.

This results in no memory conflicts for the processors and therefore

no delay. Thus, multiport memory appears to be the ideal intercon-

nection structure, but two basic problems exist. First, is that the

number of address and data lines becomes large as the number of pro-

cessors is increased. And second, is how to arbitrate between con-

current accesses. Both the UNIVAC 1108, CDC 3600, and Intel's iSBC

86/12 CPU board incorporate multiport memories in their designs.

More recently, Intel announced the 8207 dynamic RAM controller chip

which is similar to the 'discrete' dynamic ram controller discussed

in Chapter III of this thesis. A practical application of a multi-

processor system utilizing two-port memories is discussed by Sholl,

et al. (35).

Variations of these three interconnection strategies are, of

course, possible and in practice this is frequently done. Lang, et

al. (24) reports on an interconnection network consisting of B, a

number less than the number of processors or memories, time-multi-

plexed buses. They conclude that the performance of this °partial"

bus structure is comparable to that of a crossbar while it costs less

and is simpler. In (12), Enslow discusses the interconnection
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structure of many modern commercial multiprocessor computer systems

and also presents his views on the future of multiprocessing.

A useful annotated bibliography of multiprocessing literature

has been compiled by Satyanarayanan in (32). Topics range from

architectures and operating systems to performance and fault tole-

rance.

Multiport Memory

Multiport memory is defined as a memory with more than one phy-

sical access port, each port being one of three different types:

read only, write only or read/write. Each type of memory access

(read or write) can be serviced in one of two ways: concurrently or

sequentially. Concurrent service implies that on each memory cycle

all accesses are serviced while sequential service means that on each

memory cycle only one access is serviced, all other accesses must

wait. This leads to the following definitions:

1) Sequential-read/sequential-write (SRSW). Internally, this

type of multiport memory is equivalent to a common bus. Only

one access (either a read or a write) is serviced on each memory

cycle.

2) Sequential-read concurrent-write (SRCW).

3) Concurrent-read sequential-write (CRSW).

4) Concurrent-read concurrent-write (CRCW). This is the ideal

(or true) multiport memory; all accesses serviced concurrently.

All of these c 1 asses of multiport memory, except CRCW, al 1 ow



11

some conflict between processors which must be resolved. Pro-

cessors can simply wait until the access can be serviced or they

can do other tasks until notified by an interrupt that service

is available.

Several authors have studied methods for the design of CRCW mem-

ory. Chu and Korff (9) present a design which they call a multi-

access memory. Their design consists of an array of cross-coupled

gates with separate sense and drive lines for each read/write port.

Chang (8) presents a similar design, but only one port is read/write

with the remaining ports being read only.

An inherent problem of concurrent write access occurs when more

than one processor attempts to write to the same memory location. To

resolve this problem, Chu and Korff's memory uses an array of compar-

ators which check the addresses on each cycle. If a conflict occurs

(the same address from two or more ports), then one of the ports re-

ceives priority and the others must wait. This design introduces

some delay (not an ideal CRCW). Chang's memory design avoids the

problem by having only one write access port. He contends that for

most applications only one write port is required. His memory could

be classified as CRSW since at most one write is occuring on each

memory cycle. Both Chu and Korff's and Chang's memories are intended

for implementation as integrated circuits.

Replicated Shared Memory

Rather than provide multiple ports to a memory, concurrency may

also be developed using several copies or replication of the memory
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contents. Both Covo (10) and Pearce and Majithia (28) have sug-

gested that memory replication, a copy for each port, may be used as

multiport memory structure. More recently, Li 1 levik, et al. (25)

have presented guidelines for the design of CRSW multiport memory.

In this design, reads from memory may occur asynchronously, concur-

rently, and at various cycle times. By minimizing read conflicts,

interprocessor interference is reduced and throughput increased.

A multiprocessor with replicated shared memory (CRSW) is shown

in Figure 2. It consists of a conventional RAM and two sets of bus

switches for each port. The bus connects together all the individual

RAM elements with each of the memory elements containing a copy of

the data. In addition to the shared multiport memory, each processor

block may include private memory and resources.

This multiprocessor and memory functions as follows: when a

processor wishes to read from the shared memory, Switch A is enabled

and Switch B is disabled, and data in the common memory are read by

the processor. Thus, reads from other ports can occur concurrently

and asynchronously. When a processor writes to the shared memory,

Switches A and B are enabled, while the remaining passive ports dis-

able Switch A and enable Switch B. Data from the writing processor

pass through Switch A and all Switch B's so that every copy of the

shared memory remains the same. Because several processors may at-

tempt to write to the memory, write requests require'arbitration and

all but one processor must wait for the completion of the write. It
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is clear that while reads are concurrent, writes are sequential

(CRSW).

An example implementation of this type of memory system was

given by Skinner and Lillevik (30. They describe an implementa-

tion using three complementary metal oxide semiconductor (CMOS)

microprocessors, transmission gates for bus switches and a synchro-

nous multiport bus with distributed arbiters for control. They point

out that each processor, memory, and switch section could reside on a

single chip with the multiport bus signals terminating on pins. The

desirability of this "building block" approach for achieving high

volume production and therefore low cost for future VLSI chips was

pointed out by Patterson and Sequin (27). Another advantage is in

maintenance. Since all modules are identical, fewer spare parts are

needed and repairs consist of simply replacing a module.

Still another advantage is that of reduced interference when im-

plementing semaphores. Since a processor only performs read opera-

tions when waiting for the semaphore to be deactivated, the bus is

not used for these 'busy waits'. Therefore, the processor which has

activated the semaphore may have full use of the bus. For these rea-

sons, the IEEE P896 Future Bus Committee is considering supporting

replicated shared memory.



CHAPTER III

HARDWARE PROTOTYPE

Overview

15

A fiye-processor computer has been developed to investigate the

characteristics of replicated shared memory. Selection of major com-

ponents was based on both technical and economic criteria. Industry -

university cooperation at times dictated the use of specific

products. However, the decision to use the MULTIBUS as a system bus

influenced the overall design more than any other tradeoff. This bus

supports multiple masters (which are active) and multiple slaves

(which are passive). Basically a common bus with synchronous and

distributed arbitration, the MULTIBUS represents a 'widely' accepted

bus, recently accepted as a standard (IEEE 796). Once the system bus

was selected, use of the 8086 processor assured compatibility between

the bus and the processors. In addition, the 8086 contains some

multiprocessor features such as bus lock, synchronization, and

coprocessing.

A processor-memory-switch (PMS) diagram of the multiprocessor

computer is shown in Figure 3. The system contains five processor

boards and one communications board. Each of the five processor

boards includes an 8086 microprocessor, 64 Kbytes of dynamic RAM, and

MULTIBUS interface support circuits. The RAM may be partitioned into
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Figure 3. PMS diagram of a multiprocessor computer
with replicated shared memory.
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all resident, all shared, or some division of resident and shared

memory. As well as providing five serial RS232 ports, the communica-

tions board contains 16 Kbytes of programmable, read only memory

(PROM) which contains a power-on and restart debug program shared

among the five processors. Also, the communications board implements

an interprocessor interrupt scheme which allows any processor to

interrupt another processor (including itself). And finally, this

board contains the MULTIBUS priority resolution and lock

request/grant resolution circuitry, both consisting of priority en-

coder/decoder pairs.

Physically, the multiprocessor consists of a single, desk-sized

19" rack holding a power supply, 21-slot MULTIBUS card cage and back

plane, and a panel with RS232 connectors and processor/system restart

switches. The five processor boards each contain around 80 packages

and 2,000 wirewraps. The last and sixth board contains the serial

ports, PROM, and interrupt generator circuits.

Typical Multibus/8086 Implementation

An implementation of a MULTI BUS /8086 master may range in com-

plexity, but the general approach used in most designs is illustrated

in Figure 4. Interface circuitry splits the 8086's buses into a

resident and system configuration by decoding the address space.

These circuits include an interrupt controller, MULTIBUS arbiter,

command controller, address latch, and data transceivers. Slave de-

vices do not contain these circuits but instead, simply monitor the
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MULTIBUS address and control buses and respond to commands as they

occur.

Prototype Implementation

Some deviations from a typical MULTIBUS/8086 implementation were

required for this design. Since accesses to shared memory differ for

reads and writes, the read/write space had to be included in the

address decoding. To obtain this information, the processor status

lines (which indicate read and write operations) were used in the de-

sign. Another problem involved the dynamic RAM controllers. They

assume a single-port memory system, while a dual-port memory system

was required. So an additional finite state machine arbiter was used

to resolve requests for the memory and enable transceivers for the

two address and data buses. Lastly, a fundamental and essential

multiprocessing feature was partially disabled by decoding the

read/write space; the facility for a read-modify-write cycle and

semaphores. Since reads to shared memory occur on a resident bus,

the system bus lock signal was disabled. The solution involved

distribution of individual processor generated locks to all dynamic

RAM arbiters.

Processor Module

Each basic processor circuit (see Figure 5) consists of an 8086

CPU and various support circuits: two each of - system controllers

(8288), bus latches (8283), bus transceivers (8286), and one each of
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bus arbiter (8289, not shown) and decode logic. Basically,

these support circuits interface the 8086 CPU to the resident and

system (MULTIBUS) buses. Because more than one processor can access

the system bus,the 8289 bus arbiter is required and the system

address transceivers must be enabled only when access is granted. On

the resident side, the address transceivers are always enabled since

there is no contention for the resident bus. Therefore, the decode

logic uses the resident address bus to generate the resident bus

(RES) and system bus (SYS) enable signals. RES and SYS then enable

the corresponding 8288 system controller which generates the memory

and I/O read/write signals.

At the begining of each CPU cycle, the 8086 CPU enables the

address and status buses; at this time an address latch enable (ALE)

signal is generated by both 8288 system controllers to latch the 20-

bit address (data and address are time-multiplexed on the same bus)

into the 8283 latches. On the resident side, the status lines (S0,

Sl, S2) and the byte high enable (BHE) signals are latched as well

(not shown in the figure). An ALE is always generated for each CPU

cycle even if the 8288 is not enabled.

Resident and system commands are decoded as follows:

A resident command is (all values in hex):

1) I/O read or write to address 80 - FF (HEX).

2) Memory read or writesfrom or to resident memory

(0000-7FFFH).

3) Memory read from shared memory (8000-FFFF).
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A system command is:

1) I/O read or write, from or-toaddress 00.7F.

2) Memory write to shared memory (8000-FFFF).

3) Memory read or write from or to memory not in the

address range OXXXX (i.e., PROM corresponds to

FE000-FF000).

All of the above address ranges may be chariged by altering wire-wrap

jumpers.

The status lines determine whether an I/0 read or write, or mem-

ory read or write operation is to be performed. They are encoded as

follows:

S S S
0 I 2

Description

0 0 0 interrupt acknowledge (INTA)

0 0 1 I/O read (IORC)

0 1 0 I/O write (IOWC)

0 1 1 halt

1 0 0 code access (MRDC)

1 0 1 memory read (MRDC)

1 1 0 memory write (MWTC)

1 1 1 passive state

The address and status thus contain the necessary information to

generate RES and SYS.

Once RES or SYS has been generated by the decode logic, the ap-

propriate 8288 system controller is enabled and it then generates a
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command (IORC, IOWC, MRDC, MWTC, or INTA) and transceiver enables.

The operation then proceeds across the resident or system bus.

SYS Operations

All system operations occur over the MULTIBUS. The general

operation is as follows: the master device originates the command

and enables the address and data buses (see (40) for details on oper-

ation). Then, the slave device responds to the command and enables

or reads the data bus, and returns a transfer acknowledge (SXACK).

Ideally, all slave devices should function this way; however, the

shared memory (a slave device when accessed from the MULTIBUS) re-

quired a modification.

According to the MULTIBUS specification, only one slave device

may be active at any one time, so only one acknowledge is returned.

But because the shared memory has five copies and all must return an

acknowledge to complete the operation, each acknowledge was logically

ANDed together on the communications board. Thus, only when all the

memories have acknowledged does the master device receives its ac-

knowledge.

RES Operations

All resident operations are either an I/O access to the 8259

(not shown in the figure) interrupt controller (see (41) for opera-

tional details) or an access to memory. I/O read and writes proceed

as follows: a command (IORC, IOWC, or INTA) is generated which along
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with RESCMD enables the 8259 to perform the appropriate operation.

The 8259 requires no wait states so a resident operation acknowledge

(R-XACK) is asserted as soon as RESCMD is generated.

Resident memory operations are very similar to system memory

operations. The main difference is that only one acknowledge is re-

turned to the CPU (R-XACK). Initially, RES is asserted by the decode

logic, which enables the resident 8288 system controller. A MRDC or

MWTC command is then generated, at which time the memory circuit

enables or reads the data bus, and returns an R-XACK.

Memory Circuit

The memory portion of each CPU board can be divided into two

main parts: a dynamic RAM (DRAM) chip array and DRAM controller chip

and a DRAM arbiter. Essentially an interface between the DRAM con-

troller and the resident and system buses, the DRAM arbiter resolves

resident and system (MULTIBUS) accesses to memory, while the DRAM

controller chip coordinates DRAM refresh and memory read/write

operations.

When memory accesses occur from both the resident and system

buses, only one bus is granted access to the memory by the arbiter.

In the case of simultaneous requests, the system bus has priority,

while a system write when the memory is busy causes the requesting

processor to wait. In addition to resolving memory requests, the

DRAM arbiter controls the bus transceivers, and generates signals to

the DRAM controller.
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The arbiter is implemented as a synchronous finite state

machine: one for each processor board. Figure 6 illustrates the

state transition diagram for the circuit.

When the machine powers up, it enters State A (idle state) and

remains in this state until a request for memory is received. While

in this state, the DRAM address and data buffers are off and none of

the commands to the 8202 DRAM controller are asserted.

When a resident memory request (RESCMD asserted) occurs, the ar-

biter enters State C if a system memory request (SYSCMD asserted) is

not pending or in progress. Having entered this state, the resident

address tranceivers are enabled and a memory read or write command to

the 8202 is asserted. The 8202 will then execute the command while

providing' DRAM refresh automatically. If a read was performed, then

the data is latched into 74S373 latches by the DRAM-XACK signal

originating from the 8202. If a write was performed, then the resi-

dent bus data transceivers gate the data to the DRAM chips. In both

a read or write operation, DRAM-XACK is used to provide a ready sig-

nal back to the 8086 CPU. The 8086 then changes its status to

'passive' which causes the RESCMD to be negated and the arbiter to

return to State A.

A system memory request (SYSCMD asserted) causes a transition to

State B even if a RESCMD is pending but not if a RESCMD is in

progress. Since a SYSCMD is always a write, DRAM-MWTC is asserted

and the 8202 proceeds with the write. Also, a system memory write

causes data to be written to all the copies of shared memory, so each
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arbiter must perform this function. When the DRAM-XACKs from all the

arbiters are asserted, the S-XACK (system XACK) is asserted. This

allows the local processor to proceed to the passive state and the

next operation. When this occurs, SYSCMD is negated; however, the

arbiter does not enter the idle state (A) unless the shared memory

lock signal (CMLK) signal is negated. CMLK indicates that a proces-

sor has "locked" the shared memory for a 'read-modify-write' cycle.

A processor does this by asserting a lock request (LKRQn, n = 0, 1,

2, 3, or 4). The arbiter remains in State C until the processor per-

forming the write negates its lock request (LKRQn).

Arbitration between simultaneous lock requests is performed by a

priority encoder-decoder pair on the communications board. Thus, in

order to "lock" the'shared memory a processor must first request a

lock by executing a lock instruction. A lock request is then sent to

the encoder-decoder pair which then grants the lock (LKGTx, x = 0, 1,

2, 3, or 4) to the highest priority processor. When a lock has been

granted, CMLK is asserted to indicate to the arbiters that the memory

has been "locked".



CHAPTER IV

INTERFERENCE MODEL

Background
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An analytical model to predict throughput with shared resource

interference in a multiprocessor system is very valuable. By using

such a model, computer designers could calculate the cost-effective-

ness of their designs, the value of adding another processor or

memory, or of changing architectures. Also, such a model could be

used to perform optimal real-time task scheduling. An ideal model

might include as input parameters the number of processors, the num-

ber and bandwidth of shared resources, the utlizations of shared

resources by each processor, the priorities of processors, and the

influence of local resources. Unfortunately, such a model does not

presently exist because of the complexities introduced by considering

all of these effects.

A number of models have been developed and presented in the lit-

erature (4, 5, 7, 11, 16, 19, 20, 22, 28, 29, 30, 31, 34). None of

these models consider all of the above mentioned effects. In addi-

tion, all of the present models use many explicit and implicit

simplifying assumptions and most are not verified on actual hardware.

Most often, two methods are used in developing mathematical models of

multiprocessor systems: Markov chains and probability arguments.
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Markov Chain Models

A widely referenced paper by Bhandarkar (5) presents a Markov

chain model of a system of N processors and M memory modules (shared

resources) connected by a crossbar switch. Bhandarkar assumes no

private memories and equal utilization of all the common memory

modules by each processor, so the probability of a processor

accessing a memory module is 1/M. The memory modules are character-

ized by an access time to and a rewrite time tw, and the processors

are characterized by a process time tp. Bhandarkar considers two

cases - tp = tw and tp" tw with geometrically distributed tp.

Brandarkar develops exact numerical solutions to the Markov chain

model for both cases and also derives an approximate closed form

solution for the first case. The numberical solution is extremely

complicated and uses a large amount of computer time, but the closed

form solution is worthy of note:

memory bandwidth (MBW) = M*(1 - (1 - 1/M)N). (1)

This equation is interesting in that it can be interpreted prob-

abilistically. If 1/M is the probability that a processor is ac-

cessing a specific memory module, then (1 - 1/M) is the probability

that a processor is not accessing a specific memory module. There-

fore, (1 - 1/M)N is the probability that no processors are accessing

the specific memory module. This can also be viewed as the propor-

tion of time the memory is busy. Finally, M times this quantity is
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the total memory bandwidth since all M memory modules are identical

and have equal utilizations.

Bhandarkar verifies his mathematical results against tests run

on C.nvnp a multiprocessor system in use at Carnegie-Mellon Univer-

sity. He also presents some extensions to his model including the

use of private cache memories. His model does not allow for

arbitrary utilizations of memory or for processor priority. Also,

individual processor throughput cannot be calculated with his model,

only shared memory bandwidth.

In a paper appearing shortly after Bhandarkar's, Sastry and Kain

(31) present a very similar model. They give graphs of instruction

execution rate (IER) which is derived from MBW for various numbers of

processors and memory modules, and degrees of interleaving.

Jensen and Baer (20) present some extensions to Bhandarkar's

work. They take into account effects of contention for several

shared resources. Baskett and Smith (4) use the same methods as

Bhandarkar but use slightly different assumptions to arrive at a dif-

ferent expression for memory bandwidth that is closer to the exact

solution of the Markov chain as the number of processors or memory

modules becomes large. They also point out that these expressions

model a system that is bound by the speed of the memory, not the

speed of the processors.

Chang, et al. (8) discuss the effects of data dependencies on

the utilization of common memory modules. They present a simplifica-

tion of an expression for memory bandwidth given in an earlier paper
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by Ravi (30). The simplified expression turns out to be the same as

the closed form expression for MBW given by Bhandarkar (Eq. 1).

Pearce and Majithia (29) use Markov chains to analyze a system

with replicated resources and present some results based on cost ef-

fectiveness. Willis (37) provides exact closed form solutions of a

Markov chain model for two and three processors and also investigates

the effect of limited data highways (buses). Sethi and Deo (33) use

methods similar to Bhandarkar, but assume a localized memory access

probability that one of the memory modules has a greater probability

of being accessed for each processor.

Rau (29) presents yet another closed form solution to the Markov

chain model. This solution can be reduced to that of Baskett and

Smith by a further approximation. More recently, Marsan, et al. (26)

have developed closed form solutions of total system processing power

(throughput) for architectures with distributed shared memory.

Marsan assumes equal utilization of all the shared memories by each

processor. Four different architectures are considered and a solu-

tion for throughput developed for each. These solutions are then

used to compare throughput-per-unit-cost with the number of process-

ors. Other papers dealing with interference by use of Markov chains

are by Kinney and Arnold (22) and Craine (11).

Probabilistic Models

Hoogendoorn (19) develops a model of interference, called the

General Memory Interference (GMI) model based on probabilities of a
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successful access to memory by a processor. Hoogendoorn's assump-

tions are basically the same as Bhandarkar's, but instead of using

Markov chains he develops a relationship between a "Static Access

Matrix - X" and a "Dynamic Access Matrix - Y". The dynamic access

matrix can be used to calculate memory bandwidth and system execution

rate. Specifically, the Y matrix is determined by iteration, using

the X matrix as an initial guess.

Hoogendoorn compares results from his model to results derived

by Bhandarkar and other researchers and concludes that the GMI model

is in good agreement. The GMI model allows for arbitrary memory uti-

lizations, but not for private resources or arbitrary priority or

processors.

All of the models discussed so far assume a large computer en-

vironment. A different approach is taken by Fung and Torng (16) in

that they assume a multiple-microprocessor environment. They also

take into account the effect of processor contentions for buses, not

just memory contentions. Another interesting aspect of their analy-

sis is that they do not assume a uniform instruction stream as all

other models do. They account for the fact that in an actual

computer system the utilization of shared memory will change from

instant to instant and processor to processor.

Fung and Torng begain their analysis by partitioning the in-

struction stream into short time segments. Then, they assume a mem-

ory utilization for each processor and memory in that segment. These

memory utilization vectors are quantized and the probability of each
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vector occuring is computed. An expression relating the expected

number of denied memory references due to interference to these uti-

lization vectors is then developed using probability arguments.

A similar process is followed to develop the model for bus con-

tentions and then the two effects (bus and memory contention) are

combined. Their model is very similar to the model to be developed

later in this chapter except they do not account for arbitrary prior-

ities of processors.

Yen, et al. (39) develops a steady-state flow model for memory

bandwidth in an N processor, M shared memory multiprocessor with a

crossbar interconnection network. In their model, memory

utilizations must all be equal. However, unlike most other research-

ers, they do not assume that denied requests for memory are discarded

but instead, are resubmitted. They then calculate a new memory

request rate, alpha, which includes the denied requests and use this

to compute memory bandwidth.

Many researchers have addressed the problem of memory interfer-

ence by building mathematical models, but few have adequately incor-

porated all of the features needed to describe an actual, physical

system. Most of the models have not been tested on actual hardware,

but instead have been simulated or, worse still, not verified at all.

Also, the criteria used for the simulation is not always made clear.

In addition, the assumptions made in developing the models are, for

the most part, arbitrary and unrealistic and many times are not

explicity stated.
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Model Assumptions

The throughput of a system with shared resources and processors

depends on the interference encountered in accessing the resources.

In turn, the extent of interference varies with the utilization of

the resources; high utilization creates much interference, low utili-

zation creates little interference. Resource utilization represents

the fraction of time actually spent using the resource to total pro-

cessor time. Also, it can be interpreted as the probability of using

the resource in a sufficiently large time interval selected randomly.

A stochastic model of interference will be developed based on this

concept.

The hardware environment assumed in developing this model con-

sists of a system of N processors and M shared resources as shown in

Figure 7. Notice that each processor connects to local and global

resources. In addition, the processors access shared resources with

some conflict free method. Conflicts occur only over the resource,

not over the data paths to the resource. Other assumptions used to

develop the model include:

1) All resources and processors cycle independently (asyn-

chronously) with zero (or infinitesimally short) cycle

times.

2) Independent spacial accesses by processors to resources

(one processor's accesses do not influence another pro-

cessors's accesses).



LOCAL
RESOURCES

1

.40-1110,-

LOCAL
RESOURCES

2

PROCESSOR
1

.11*31110.

LOCAL

RESOURCES
N

PROCESSOR
2

.011-...- -illm., PROCESSOR
N

RESOURCE
I

RESOURCE
2

I

RESOURCE
P4

N x 14

INTERCONNECTION

NETWORK

Figure 7. Processor-resource interconnection diagram.



36

3) Random, independent, and uniformly distributed time ac-

cesses for processors to resources (the present access

is not influenced by past or future accesses).

4) Resource utilization is a constant measureable quanti-

ty in the period of observation and completely charac-

terizes the interaction of a processor and a resource.

Assumption 1 facilitates use of resource utilization as a prob-

ability; each instant of time is a new trial. For some machines,

this assumption is obviously not true; but if the period of observa-

tion far exceeds the actual cycle time, then it may introduce a neg-

ligible error. This assumption may also affect the probabilities of

waiting. On many machines, when a processor has use of a resource it

retains the use of it until the end of the resource cycle (even if

higher priority processors attempt to access it).

Assumption 2 is generally true for an actual machine, although

there may be some small interprocessor correlation depending on the

programs being executed.

When a shared resource experiences low utilization, Assumption 3

is valid. But as utilization increases, hardware queues requests and

the accesses are no longer independent. If the last attempt to

access a resource was unsuccessful, then most actual processors (and

programs) will continue to access the resource until it is success-

ful; this implies that a model incorporating access queues for each

resource would be more accurate. Because it considerably simplifies

the model, Assumption 3 will be used with an expected loss of
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accuracy. To incorporate queues, a modeling scheme similar to

Bhandarkar's (5) or the use of conditional probabilities would be

required.

Concerning Assumption 4, resource utilization of an actual

machine is not a constant quantity but changes from instant to

instant depending on the program being executed. Utilization can

only be measured as an average over some portion of a computation and

is more meaningful, as a measure, for loop-type programs. Here, the

utilization could be averaged over many passes through the program

loop. The idea of utilization changing with time could be handled by

partitioning a program into small segments each with a utilization

for each processor (similar to the method used by Fung and Torng

(16)).

General Model

At any instant in time, a processor may either access a local or

shared (global) resource. Let the 1 X N row "request" matrix Rs

represent the state of the N processors at some point in time,

Rs = (r1 r2 rN), where

rn = resource presently accessed by

(2)

by processor n, and

1 )1. rn M +1 with rn = M +1 denoting access of a local

resource.

Here and throughout this thesis, the (M+1) subscripts denote the
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local resources. Also, s defines one of the possible request states

which may occur at any instant; thus s ranges from

1<s<(m+1)N.s (3)

because each processor may only access one shared resource at a time

or else none at all (local access).

When a processor requests use of a resource, it may have to wait

as the result of other interfering requests. Let the N X S

P11 P12 P1S

P21 P22 P
2S

(4)

PN1 PN2 PNS

Pns = probability that processor n will wait when

state s occurs as a result of request priority

Several techniques may be used to find the entries in P; essentially,

pns varies with the priority of individual processor requests for a

specific resource. Since many multiprocessors implement a fixed

priority scheme, the entires may be determined as

Pns

f0, if processor n has priority

1, else.

Another possible approach involves an even priority scheme where
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entries equal the inverse of the number of requests for a resource

when state s occurs.

Once an access is granted, individual processor throughput may

be limited by the resource. For example, consider core memory re-

write, DRAM refresh, peripheral device delay, or in the case of the

prototype system, DRAM arbiter delay. To account for this, an N X

(M+1) "bandwidth" matrix B may be used:

B

bll b12

b12 b22

bN1 442

S
blm bl(M +1)

b2M b2(M+1)

bNm bN(M +1)

, where

bnm = bandwidth of processor n with respect to

(5)

resource m in units of information-per-second.

To find the entires in matrix B, the individual throughputs of the

processors and resources may be used, let

t
P

= throughput of processor n,

tr = throughput of resource m, then

bnm = tr / t
-r

/
-P

Next, define an N X (M+1) "utilization" matrix U which identifies the

usage of resources by the processors,



11
=

ull u12

u21 u22

.

0-

uN1 uN2
AMINIIMID

ulm ugm+1)

u2m u2(m4.1)

uNm uN(m4.1)

, where

unm = probability that processor n will access

resource m, with

M+1

1 Z unm

m=1
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(6)

(each processor always is accessing at least

one shared resource).

These utilizations vary with the instruction mix of each processor

and the specific system application.

Yet even if a processor successfully accesses a resource, its

overall utilization will shift as a result of bandwidth mismatches.

This phenomena may be represented by combining the information in

Eqs. (4) and (5) to form an N X (M+1) "effective" utilization matrix

E:

E 2.

ell e12

e21 e22

elm el(M +1)

e2M e2(m+1)

a

eN1 eN2 eNm eN(M +1)

, where

(7)
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enm = effective probability that processor n accesses resource

m, and

M+1

1 = enm

m=1

(8)

Each value in E must reflect both utilization and bandwidth concepts,

and may be found as follows:

unm in
enm =

bnm

where each In represents a weighted, average throughput reduction re-

sulting from resource bandwidth mismatch.

These In values may now be placed in a N X N diagonal "limit"

matrix L for later use in finding individual processor throughputs.

11 0 0

0 12 0

L (9)

, with

0 0 1N

1 n
probability that processor n experiences

reduced throughput because of resource limiting.

-1
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The probability of each request matrix or of state S occuring

may be found by considering which processors are accessing what re-

sources. Thus, let the S X 1 column "occurence" matrix 0 be defined

as

T
0 = E 02 ... 0]] , where

os = probability that request matrix Rs will occur.

(10)

The individual terms os represent the intersection of N independent

events (effective utilizations) for a specific combination of re-

quests as defined by Rs. Specifically,

°s rir xn

, where (11)

n=1

enm , for all m where rnm = 1 or

xn = M

1 - unm , if for all m, rnm = 0 and

. m=1

S

1 = Z o
s

s=1

(12)

To determine the reduced processor throughput, Eqs. (4) and (10)

may be combined to form an N X 1 column "delay" matrix D,
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T
D = [1.41 d2 did . (13)

= [0] [Pi ,

do = probability of delayed throughpout for processor n.

Here, the probability of delayed throughput for a specific pro-

cessor equals the sum of the probabilities of delay state occurences.

The P matrix establishes the effect of processor priority and the 0

matrix represents the probability of a specific request state occur-

ing.

Finally, the throughput of individual processors may be deter-

mined from Eq. (13), matrix subtraction, and Eq. (9) to form an N X 1

"throughput" matrix T,

T
T

tn =

=

t2

throughput of processor

L (1 - D).

, where

n,

(14)

Matrix L provides the average reduction in throughput for each pro-

cessor while (1-D) represents the processor limited throughput under

interference conditions. Together, these matrices provide individual

processor throughputs, and the total system throughput T
sys

may be

determined by summing the individual throughputs

N

Tsys
=

tn .

n=1

(15)
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In Eq. (15), total system throughput varies sipecifically with:

(1) processor priority,

(ii) resource bandwidths,

(iii) processor utilizations, and

(iv) local resources.

Model Results

The model presented in the previous section was programmed in

Fortran on an HP 1000 computer. To apply the model to multiproces-

sors with replciated shared memory, consider the following defini-

tions.

In the previous section the utilization of each memory by each

processor was entered into a N X(M + 1) matrix U where each entry

unm probability that processor n accesses shared memory m.

Since accesses to a shared memory may contain both read and

write requests, each unmactually consists of two factors. To repre-

sent this, let each elementu6mof the utilization matrix U contain a

read utilization
nm
r and a write utilization wnm

such that

unm = rnm + wnm , with (16)

rnm = probability that processor n requests a read from

shared memory m, and

wnm = probability that processor n request a write to

shared memory m.
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Furthermore, let0(nm represent the fraction of read requests compared

to total requests,

r rnm

c(nm (17)
rnm + wnm unm

The above definitions provide a method to determine the speedup of

multiprocessors with replicated shared memories compared to multi-

processors with conventional shared memories. Since replicated

memories provide nearly conflict-free read requests, the read factors

may be used to determine a modified utilization matrix U' for given

application, where

U' =

MW

uill ..-

u'21

u'lM U'l(m+1)

1.112(M4.1)

O NM U1N(M4.1)

4111ID MMIIM

,where

Onm.= probability that processor n requests a write to

replicated shared memory m,

N = number of processors, and

M = number of memories.

Using Equation (16),

unm =
w
nm

= unm (1 -0(nm ) . (18)

In Eq 18, the ur!im represent reduced values of the unm because

some fraction of the total requests for a replicated shared memory
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are essentially conflict free (the reads), and can be considered

resident memory accesses.

From Eqns. (16) and (18), an expression may be developed for

the speedup of a multiprocessor with replicated shared memories

compared to a multiprocessor with conventional shared memories,

where

S = speedup
throughput for replicated shared memory

=

throughput for conventional shared memory

Throughputs for multiprocessor computer systems of two to

five processors, two to five memories, and shared memory utili-

zations from 5% to 12% where computed. The total system through-

puts for multiprocessor computers using replicated shared memory

were compared with computers using a typical shared memory system

(both reads and writes cause interference) by calculating the

speedup (S) for each case.

Rather than consider an unlimited number of combinations of

N processors and M shared resources, and various utilizations and

read fractions, only symmetric multiprocessors (N=M) and multipro-

cessors with one shared resource (as is the case for the prototype

system) will be analyzed. For the symmetric multiprocessor, each

processor divides its accesses equally between the M shared memories.

Also, the number of shared memories and processors will be less than,

or equal to five. And, it is assumed that there is no resource band-

width limiting,
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Figure 8. Speedup as a function of shared memory
utilization for Mal,

Symmetric Multiprocessors

Figure 8 shows the speedup (S) as a function of the read frac-

tion for several different values of the number of processors (N)
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and constant number of shared memories, M = I. In all cases, the

speedup begins at zero percent for read fraction of zero, and as the

read fraction increases the speedup increases nonlinearly. By anal-

yzing the data (Appendix AI it can be seen that as the number of

processors is increased, the speedup increases but as the number of

memories is increased, the speedup decreases. Also, the amount of

interference increases as the speedup increases. Overall, the

speedup decreases as both N and M are increased.

Multiprocessors With One Shared Resource

In this case, the number of processors is varied from two to

five and the number of memories is held constant at M=1, As figure 9

shows, again the speedup increases nonlinearly as the read fraction

is increased. Overall, when either the number of processors or read

fraction is increased, interference and speedup increase.

In summary, the speedup is proportional

to the amount of interference. Interference is reduced when the

number of memories is increased, or when the number of processors is

decreased. Therefore, for these cases the speedup is reduced. Also,

speedup is reduced when the read factor is decreased, and approaches

zero when the read factor is zero. The maximum speedup occurs for a

single replicated shared memory with all N processors performing

reads only. Here, the speedup approaches the number of processors

S=0(N). And for greatest speedup, the multiprocessor should contain

a large number of processors. Under these ideal conditions, the
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processors experience no shared memory interference and achieve max-

imum theoretical throughput 0(N) because they are all functioning

independently. So the net effect of a replicated shared memory

structure is to increase processor independence, decrease interfer-

ence, and therefore increase system throughput.
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CHAPTER V

EXPERIMENTAL RESULTS

A series of experiments were conducted on the prototype to

determine the performance of the shared memory system. First, the

throughput and memory utilization of each of the five processors

operating individually (only one processor executing at a time) was

measured. These same quantities were then measured while two, three,

four, and five processors were executing concurrently. Each of the

processors executed the same program.

Measurement of Memory Utilization and Throughput

Memory utilization is defined to be the fraction of time that a

processor is using the bus to access the shared memory. A measure of

memory utilization is obtained by measuring the fraction of time the

bus is enabled (SAEN asserted). Values in the test programs were

adjusted to obtain the desired utilization.

When a processor encounters interference the XACK line is held

negated for a longer period of time than for the case with no inter-

ference. The 8086 CPU continues with the next instruction only when

the READY line is asserted. And since XACK directly affects the

READY line, the READY line asserted (or negated) time can be measured

and the interference calculated.
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Figure 10 shows a schematic of the measurement hardware. To

monitor the signals from each processor, a ribbon cable was used to

connect one of the processor boards to the communications board. The

R-MRDC (resident memory read command) signal was connected to a

counter to measure the number of read operations. To measure the

number of write operations, the SLENB (arbiter write enable) signal

was connected to a counter. The two remaining measurements were time

measurements, so an 18.432 Mhz clock was logically ANDed with SAEN

and READY. Total memory write time was estimated by counting the

clock pulses while SAEN was asserted low. And interference was esti-

mated by counting the clock pulses while READY was negated.

Test Program

Figure 11 shows the two different test programs that were run -

one performed shared memory write and resident memory read opera-

tions, the other performed shared memory write and multiple (MUL BX)

operations. The first program consisted of two string operations -

one to write to shared memory and the other to read from resident

memory. Counter values which determined the number of read and write

operations were varied to obtain the different shared memory utili-

zations. The second program was written so as to minimize the shared

memory read operations and their effect on throughput. By comparing

the results from these two programs the amount of "arbiter interfer-

ence" could be measured.
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Figure 10. Schematic diagram of measurement circuit.
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Test Program I Test Program 2

.REPEAT: MOV CX,RD COUNT REPEAT: MOV CX,WR COUNT

MOV DI,0000H NOV DI,8000H

REP LODSB REP STOSB

MOV CX,WR COUNT MUL BX

MOV DI,8000H

REP STOSB

JMP REPEAT MUL BX

JMP REPEAT

Figure 11.'- Listings of the Test Programs.

Shared memory utilization was varied between 5% and 30% (per

processor) for N = 2, 3, 4, and 5 processors. Not only are these

utilizations typical for most programs but there is a maximum utili-

zation that may be obtained when using an 8086 CPU. For any write

operationpa minimum of 10 clock periods (or 2.2 microseconds) is re-

quired but the MULTIBUS is requested for only four of these clock

periods. If bus overhead is included,then the maximum shared memory

utilization is approximately 45%.

Results

Tables 1 and 2 indicates the results of the laboratory experi-

ments. *-These tables indicate system throughput for both test

programs, system throughput predicted by the model, and percentage

difference between the modeled and measured throughputs. These
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Table 1

Results from Test Program 1

Throughput
N = 2

Util. TO T1 T2 T3 T4 Tsys Est. Diff. (%)

30 .9017 .8978 1.798 1.836 2.11
25 .9151 .9199 1.835 1.872 2.02
20 .9289 .9334 1.862 1.904 2.25
15 .9476 .9489 1.896 1.933 1.95
10 .9649 .9623 1.928 1.958 1.88
5 .9665 .9823 1.969 1.981 0.61

N = 3

30 .8384 .8410 .8323 2.512 2.536 0.98
25 .8755 .8775 .8962 2.649 2.631 -0.68
20 .9121 .9106 .9115 2.734 2.720 -0.51
15 .9343 .9325 .9329 2.799 2.802 0.11
10 .9553 .9594 .9659 2.881 2.877 -0.16
5 .9792 .9797 .9867 2.946 2.943 -0.10

N = 4

25 .7896 .7872 .7911 .7723 3.140 3.289 4.75
20 .8432 .8430 .8504 .8376 3.374 3.455 2.38
15 .9011 .9001 .9103 .8935 3.605 3.610 0.15
10 .9357 .9344 .9502 .9301 3.750 3.755 0.13
5 .9723 .9697 .9799 .9705 3.893 3.886 -0.18

N = 5

25 .7625 .7599 .7526 .7210 .2139 3.210 3.855 20.1

20 .7838 .7911 .7840 .7899 .3239 3.473 4.112 18.4

15 .8516 .8480 .8470 .8549 .8246 4.226 4.360 3.17

10 .9261 .9214 .9619 .9438 .9238 4.678 4.595 -1.78
5 .9585 .9665 .9557 .9567 .9410 4.778 4.809 .665
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Util. TO

Table 2

Ti

- Results for Test Program 2.

T2 T3 T4 Tsys Est. Diff. (%)

N = 2

30 .9945 .9918 1.986 1.910 -3.83

25 1.00 .9929 1.988 1.938 -2.54

20 1.00 1.00 1.993 1.960 -1.66

15 1.00 1.00 2.00 1.978 -1.13

10 1.00 1.00 2.00 1.990 -0.50

5 1.00 1.00 2.00 1.998 -.125

N = 3

30 .8810 .8816 .8668 2.629 2.757 4.87

25 .9295 .9299 .9087 2.768 2.828 2.17

20 .9711 .9713 .9302 2.873 2.888 .522

15 1.00 1.00 .9919 2.919 2.936 .578

10 1.00 1.00 1.00 3.00 2.971 -0.97

5 1.00 1.00 1.00 3.00 2.993 -.246

N = 4

25 .9825 .9768 .5412 .4776 2.978 3.684 23.69

20 .9497 .9292 .9226 .9237 3.725 3.790 1.76

15 .9835 .9757 .9678 .9678 3.902 3.878 -0.62

10 1.00 1.00 1.00 .9804 3.980 3.944 -0.91

5 1.00 1.00 1.00 1.00 4.00 3.986 -0.36

N = 5

25 .8773 .8839 .8664 .7072 .1917 3.527 4.513 27.95

20 .9569 .9150 .8952 .8603 .8312 4.430 4.672 5.47

15 .9755 .9675 .9597 .9441 .9366 4.783 4.806 .481

10 1.00 1.00 .9903 .9804 .9704 4.941 4.910 -0.64

5 1.00 1.00 1.00 1.00 1.00 5.00 4.976 -0.48
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values are provided for different combinations of shared memory uti-

lizations and number of processors, N.

Since the model predicts only "bus" interference, the inter-

ference caused by read operations (arbiter interference or delay)

must be calculated separatedly. This can be done by first calculat-

ing the percentage of reads to total time. By analyzing the first

test program it was found that read operations were approximately 35%

of the total string read time. Thus, the probability that a read

operation is in progress is 0.35*(1 - prob. of a write). This is

waited by the average delay when interference is encountered. A read

operation requires approximately 1 us. and since reads are asynchro-

nous to write operations, the average delay is 500 nsec. Thus, total

arbiter interference is

arbiter inter. = 0.5 * PRD * PWR * N, where

PRD = prob. of a read * (N-1), and

PWR = prob. of a write

The N term appears because all of the processors experience this in-

terference regardless of priority. This estimate of arbiter inter-

ference is subtracted from the estimate obtained by using the model.

Comparison of both sets of estimated data with measured data

indicates that the estimated results agree within 3.17% of the mea-

sured results except when the shared memory is "overuti 1 ized". If

the attempted number of accesses to shared memory is greater than the

bandwidth of the memory, then the shared memory is said to be over -

utilized. When this happens, memory requests are queued and the
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throughput for the lower priority processors decreases drastically.

And when arbiter interference is present (both reads and writes from

and to shared memory occur) each individual throughput is decreased.

This is expected since arbiter interference is not related to proces-

sor priority. Finally, because of MULTIBUS arbitration, the

throughputs for the two highest priority processors are nearly equal.

In actual operation, these two processors tend to alternate bus

cycles and hence have equal priority except when each requests the

bus simultaneously, then CPU 0 is granted the bus and CPU 1 must wait.



CHAPTER VI

CONCLUSION

Summary
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One of the main problems in designing multiprocessor computers

is the choice of an interconnection network. This thesis has des-

cribed the design of a five-processor computer using a replicated

shared memory for interconnection. The advantage to using this type

of memory structure is the reduced interference and increased

throughput.

A prototype multiprocessor computer was developed which con-

sists of five processor boards and a communications board. Intel's

MULTIBUS was used to interconnect the 8086.:based processors, each of

which contain resident and shared dynamic random access memory.

The shared RAM consists of five copies (replication), with a common

write cycle and independent read cycles. And finally, the communica-

tions board contains 16 Kbytes of PROM which hold a debug

program and five RS232 I/O ports.

A probabilistic model was developed to describe the performance

of a replicated shared memory computer system. The model considers

the number of processors, number of resources, processor priorities,

utilizations of each resource, and the bandwidth of each resource.

Individual throughputs as well as the total system throughput were
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calculated. Thus, the shifting of individual throughputs as various

system parameters change could be determined.

Model predictions were verified on the prototype for several

different shared memory utilizations. Experimental results agreed to

within 3.17% of model results except when the shared memory was over-

utilized (total utilization >100%). When effects of read inter-

ference were measured, experimental results agreed to within 4.87% of

model results. Again, overutilization of the shared memory produced

larger errors.

Recommendations for Future Work

A shortcoming of this prototype is that there are no truly local

resources. Adding local resources such as Intel's 8087 math co-

processor and local, serial I/O would be beneficial. Future redesign

might include local memory although this would most likely require

another DRAM controller or static RAM. However, the controller would

be simplified and reduced in size through the use of Intel's 8207

dual-port DRAM controller chip. And error correction could be easily

added with Intel's 8206 error correction and detection chip.

Finally, a more ambitious design might include multiple MULTIBUSes

which could be used to verify the model for multiple resources.

For this computer to be of real value an operating

system is needed. Perhaps an existing operating system designed for

a uniprocessor computer could be modified or one could be written

from the 'ground up'. In addition, mass storage would
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probably be needed to store the user programs and operating system.

As a first step, a more powerful monitor could be useful for debugg-

ing and program development.

Another area of future work might include extending the model to

account for the interference caused by read operations as well as

write operations. This was done for this particular prototype but

incorporating this into the model for any computer would be useful.
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Appendix A - estimated speedup (S) for various combinations
of N, M, and e (read fraction).

N M 00. .5 c<= .7 oer .9 0(r1.0

2 1 1.75 1,91 1,99 2.0
2 2 1.25 1.318 1,332 1.33
2 3 1,116 1.14 1,15 1.15
2 4 1.107 1.13 1.14 1,143
2 5 1.083 1.101 1.11 1.11

3 1 2.25 2.73 2,97 3.0
3 2 1.52 1.64 1.71 1,71
3 3 1.38 1.45 1,49 1.49
3 4 1.22 1.27 1.29 1.3

3 5 1,17 1,21 1.23 1.23

4 1 2,53 3.46 3.94 4.0

4 2 1.8 2.0 2.12 2.13
4 3 1.57 1.69 1.75 1.76
4 4 1.34 1.42 1.46 1.46
4 5 1.26 1.32 1.35 1.36

5 1 2.71 4.1 4.9 5.0

5 2 2,08 2.38 2.56 2.58

5 3 1.65 1.81 1,9 1.92
5 4 1.46 1.57 1.63 1,64
5 5 1.35 1.44 1.48 1.49


