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A STUDY OF THE EFFECT OF THE CHOICE
OF PIVOT ELEMENTS ON ROUND-OFF

ERRORS IN GAUSS ELIMINATION

L INTRODUCTION

This paper reports on experiments with the choice of pivot ele-

ments in Gauss elimination, the basic method used to solve a square

system of linear equations, in order to determine which such choice

minimizes round-off errors incurred during solution of the equation

Cx = b, C being the inverse of a Hilbert matrix (1/I+J-1), I = 1, 2,

J = 1, 2, ..., N, and b a column matrix of N rows with each

element 1, and shows, for the solution of the matrix equation Cx = b,

with C of size 5x5, 6x6, and 7x7, neither of the standard methods of

choice of pivot elements, using the diagonal elements and searching

the entire suppressed matrix for the element largest in absolute value,

minimize round-off errors. The suppressed matrix is defined as the

(N-Ijx(N-I) submatrix remaining after each stage of elimination, i.e.,

after the first stage the suppressed matrix is of size (N-1)x(N-l),

with c22 the first element of the main diagonal of the submatrix.

In order to perform the algorithm, certain elements, called

pivots, are chosen, so as to execute the necessary row and column

transformations. Each pivot element is used to eliminate a single

variable from all the equations, except the one in which the pivot

element occurs, i.e., the first pivot would eliminate x in the first
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elimination stage, the second pivot, x2 in the second stage, ..., the

(N-1)st pivot, xN-1 in the (N-1)st stage. There are (N-1) stages to

the elimination process. Once an element has been used as a pivotal

element in order to eliminate one variable, it is left unaltered in the

future stages of the elimination process.

Because a computer is capable of carrying only a finite number

of digits, the choice of pivot elements is of great importance, so as

to minimize round-off errors incurred during computation. A stand-

ard procedure is to use the diagonal elements of the matrix as pivot

elements. However, if such an element is near 0, an arithmetic

overflow will occur during computation. Thus, this practice is cer-

tainly inadequate.

We study several alternatives, including the one advocated in

standard texts, e.g. Wilkinson (5). This method searches the entire

suppressed matrix for the element largest in absolute value, How-

ever, use of this method, when operating with unstable matrices

(whose determinant is near 0), will result in large round-off errors

incurred during elimination, for the following reason. The deter-

minant of a matrix can be computed as the product of its pivot ele-

ments. Consider as the following example an unstable system of 20

equations, in the matrix equation form Ax = b, where the determinant

of A equals 1. Suppose that each of the 19 pivot elements chosen is

of magnitude 103, their product being of magnitude 1057. In order
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for the determinant to be near 1, c20, 20
(element which occurs in

20th row and 20th column) must be of magnitude 10-57. However,

operating with a number of this magnitude will result in an arithme-

tic overflow during elimination. Since the standard method of choice,

searching the entire suppressed matrix for the element largest in

absolute value, seems to be inadequate when operating with unstable

matrices, which method of choice of pivot elements will minimize

round-off errors incurred during performance of the algorithm?

This project experiments, by the use of FORTRAN program-

ming, on the inverses of the Hilbert matrices, for N = 5, 6, and 7,

with various methods of choice of pivot elements, which will be de-

scribed in other sections of this paper. One such method, searching

the entire suppressed matrix for the non-zero element whose absolute

value is nearest the arithmetic aver -age of the absolute values of the

elements of the suppressed matrix, minimizes round-off errors in-

curred in the solution of the 5x5, 6x6, and 7x7 cases discussed, the

reason being that instead of round-off errors being increased by

propagation, which occurs by choosing extremely large or small

pivot elements, the errors are instead "averaged" by forcing the

pivot elements to be nearest the arithmetic average of the absolute

values of the elements of the suppressed matrix.



II. DESCRIPTION OF THE METHODS OF CHOICE

Method 1:

4

The common, and most obvious, method of choice is to use the

diagonal element, if it does not equal 0, of the column whose number

is that of the current stage of elimination, as a pivot element (c 11
is

used during the first elimination stage, c22 during the second

stage, . .). If the diagonal element equals 0, the first non-zero

element (if it exists) below the main diagonal is used as a pivot ele-

ment. Very little element searching is performed by this method;

therefore, it is quite possible that extremely large or small elements

can be chosen as pivots, causing large round-off errors to be in-

curred.

Method 2:

A method advocated in standard texts, e.g. Scarborough (4),

searches the column (excluding those elements above the main

diagonal), whose number is that of the current stage of elimination,

for the element largest in absolute value. Although this technique

is a standard method of search, it is shown to be inadequate in our

test cases, yielding round-off errors much larger than those of

method 6, when operating on the inverses of Hilbert matrices, for

N = 5, 6, and 7.
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Method 3:

Another common method advocated in standard texts, e. g.

Wilkinson (5), searches the entire suppressed matrix for the ele-

ment largest in absolute value. The results of this method were

comparable to those of method 2.

Method 4:

An example of a poor method of choice is to search the column

(excluding those elements above the main diagonal), whose number is

that of the current stage of elimination, for the non-zero element

smallest in absolute value. By choosing elements which are extreme-

ly small in absolute value, round-off errors are increased by propa-

gation during performance of the algorithm. The reader is referred

to appendix 2 for details.

Instead of choosing pivot elements extremely large in absolute

value, methods 2 and 3, which increasingly propagates round-off

errors, it was felt that the pivot elements should be more temperate,

by choosing the pivots such that Min(ABS IJ)
< Pivot element <

Max (ABS c
LT

) ' methods 5-9, in order to "average" rather than in-

creasingly propagate, round-off errors.

Method 5:

This method searches the column (excluding those elements

above the main diagonal), whose number is that of the current stage
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of elimination, for the non-zero element whose absolute value is

nearest the arithmetic average of the absolute values of the elements

of the matrix. This method, as expected, yielded poor results in the

test cases. The results are summarized in appendix 2.

Method 6:

This method searches the entire (N-I) x (N-I) suppressed

matrix (I denoting the current stage of elimination) for the non-zero

element whose absolute value is nearest the arithmetic average of

the absolute values of the elements of the suppressed matrix. Use

of this method yielded the smallest round-off errors for the test

cases.

Method 7:

This method searches the column (excluding those elements

above the main diagonal), whose number is that of the current stage

of elimination, for the non-zero element whose absolute value is

nearest the Nth root of the absolute value of the determinant of the

NxN matrix. An approximation of the determinant is calculated as

the product of the pivot elements used in Gauss elimination (diagonal

elements are used as pivots), and the Nth root is calculated as the

absolute value of the determinant raised to the power (1/N)--N is

the number of rows and columns in the matrix. Since this method

requires a double performance of the elimination, it is not advocated
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unless a significant decrease in round-off errors is obtained. This

was not the case in the test experiments (see appendix 2).

Method 8:

This method searches the column (excluding those elements

above the main diagonal), whose number is that of the current stage

of elimination, for the non-zero element whose absolute value is

nearest the (N-I) th root of the absolute value of the determinant of

the matrix. During the first stage of elimination, column 1 is

searched for the non-zero element whose absolute value is nearest

the Nth root of the absolute value of the determinant of the NxN matrix

(previously calculated for use in method 7). In subsequent stages of

elimination, the N th root of the determinant is divided by the pivot

element used in the preceding stage of elimination and the result

stored in the storage location of the Nth root of the determinant, in

order to calculate an approximation of the (N-I) th root of the deter-

minant. The results of method 8 were similar to those of method 7.

Method 9:

This method searches the entire suppressed matrix for the

non-zero element whose absolute value is nearest one-half of (Max

(ABS c13) ) + Min (ABS c13)), c being the elements of the suppressed

matrix.



Method 10:

This method alternates between method 1, the "diagonal" meth-

od, and method 5, the "current column arithmetic average method".

It was thought by alternating between two methods, round-off errors

would be minimized.



III. DESCRIPTION OF THE PROGRAM

This FORTRAN program consists of a main program, primar-

ily used for input and output, and various subprograms, which per-

form the algorithm.

The input, using a READ statement, consists of N (the size of

the matrix C in the matrix equation Cx=b), the inverse, C, of the

NxN Hilbert matrix, and the N actual values, ACTU, of the unknown

column matrix, x. Each element of the column matrix, b, calculated

in the program, is chosen to be 1, because it is then easier to calcu-

late, by hand, the actual values of x. Since the matrix equation is of
-the form Cx = b, then x = C lb. C is the inverse of the NxN Hilbert

matrix; therefore, the inverse of C is the original NxN Hilbert ma-

trix. The actual value of each element of x is the sum of the corres,

ponding row elements of the NxN Hilbert matrix. Because of the CDC

3300 48 bit representation of a floating point number, of which 12 bits

are the exponent, and a 36 bit mantissa, the inverse, consisting of

integers, of the NxN Hilbert matrix, rather than the Hilbert matrix,

is used as input, so as to avoid any input error. The Hilbert matrix

contains elements, such as 1/3, 1/6, 1/7, ..., which cannot be

exactly represented as floating point numbers. If used as input,

these fractions would contain an input error in the 10th or llth

decimal place, thus causing, because of the extremely large
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condition number of both the Hilbert matrix and its inverse, a probable

output error in the 3rd or 4th decimal place of the final answer after

performance of the algorithm.

The average of the absolute values of the elements of the NxN

matrix is computed by the use of a DO loop, which totals the absolute

values of the elements, then divides this sum by the number of ele-

ments.

An approximation of the absolute value of the determinant is

calculated as the product of the pivot elements used during Gauss

elimination. The diagonal elements are used as pivot elements, be-

cause this method of choice minimizes computer execution time in-

volved. The Nth root of the absolute value of the determinant is then

calculated as the absolute value of the determinant raised to the power

(1/N). If the matrix is singular (determinant is 0), a flag is returned

to the main program, so as to print an appropriate message and

terminate the algorithm.

Because of the 36 bit mantissa representation of a floating point

number, only 10 or 11 decimal place accuracy, it is necessary to
-8

define an allowable tolerance, EPSILON, equal 10 I ICH (maximum

absolute column sum), so that if the absolute value of a pivot element

is less than EPSILON, too large a round-off error will occur, and a

message to this effect will be printed. The I Ic
8

l I 10 , rather than
1

10-8, is used as a tolerance, so as to allow for performance of the
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algorithm on a matrix whose elements are of varying magnitude.

In order to perform the elimination, subroutine GAUSS is then

called. The square matrix, C, and the column matrix, b, must be

copied to dummy matrices, A and d, respectively, so as not to de-

stroy their contents each time the elimination is performed. A

permutation array, called KR 1, is initially defined to be (1 2 3...N).

if a pivot element occurs in the Jth column, but J does not equal I

(current stage of elimination), the Ith and Jth columns of the matrix

C and the Ith and Jth permutation marks of KR 1 must be exchanged,

in effect exchanging x(I) and x(J), elements of the unknown column

matrix, x.

For the inverse of an NxN Hilbert matrix, employing the Qth

method of choice of pivot elements (Q =1, 2, , number of methods

of choice), Gauss elimination is performed (N-1) times. If, by use

of the Qth method, too large a round-off error results, signified by

a pivot element less than EPSILON, a message to this effect is

printed, and use of the Qth method is terminated. If (Q+1) is less

than the number of methods of choice, the (Q+1)st method is then

employed to perform the algorithm on the original, unaltered, dummy

matrix A. If (Q +l) is not less than the number of methods of choice,

Ilia algorithm terminates.

During performance of the algorithm, the index I is used to

denote the current stage of elimination. By use of a computed GO TO
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statement, with reference to a counter, IKL, the method of choice

of pivot elements is determined. During execution of the various

methods of choice, parameters ICHECK and ISWITCH are initially

set equal to 0 and 1, respectively. If any row or column of the

matrix, C, has no non-zero element, the matrix is singular, and a

value ICHECK equal 1 is returned to the elimination subroutine. If

the absolute value of a pivot element is less than EPSILON, the value

of ISWITCH is changed (the new value depends on the method of choice

employed), before returning the parameters, i. e., if the pivot ele-

ment obtained by use of method 1 is less than EPSILON, then ISWITCH

equals 2, method 2, then ISWITCH equals 3, ... . After each pivot

element has been chosen by the appropriate method, the values of the

pivot element and both the row and column indices in which the pivot

element occurs are returned as parameters.

Method 1, subroutine DIAG, uses the diagonal element (if it

does not equal 0) of the column, whose number is that of the current

stage of elimination, as a pivot element. A row index, K, is initially

set equal to I. If A(I, I) does not equal 0, then the pivot element, PIV,

equals A(I, I). However, if A(I, I) equals 0, by means of a DO loop

(K=I+1, N), PIV is set equal l A(K, I), K corresponding to the row

occurrence of the first non-zero element (if it exists) below the main

diagonal.

Method 2, subroutine LARGE, searches the column (excluding
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those elements above the main diagonal), whose number is that of the

current stage of elimination, for the element largest in absolute value.

A row index, MAX, is initially set equal to I, and if A(MAX, I) does

not equal 0, PIV is set equal to A(MAX, I). If A(MAX, I) equals 0,

PIV is set equal to the first non-zero element below the main diagonal,

at which time MAX contains the row index of the occurrence of PIV.

By means of a DO loop (J=I+1, N), the ABS(A(J, I)), if A(J, I) is not 0,

is compared to ABS(A(MAX, I)). If ABS(A(J, I)) is less than or equal

to ABS(A(MAX, I)), the value of PIV remains unchanged, and the loop

continues. However, if ABS(A(J, I)) is greater than ABS(A(MAX, I)),

the value of J must be stored in MAX and PIV set equal to A(J, I),

before continuing the loop. After the element largest in absolute

value has been determined, MAX contains the row index and I the

column index in which the pivot element occurs.

Method 3, subroutine LARGSM, searches the entire suppressed

matrix for the element largest in absolute value. A row index, K,

and a column index, L, are initially assigned equal to I, and if A(K, L)

does not equal 0, PIV is set equal to A(K,. L). If A(K, L) equals 0,

PIV is set equal to the first occurrence (columnwise) of a non-zero

element, at which time K contains the row index and L the column

index of the occurrence of the pivot element. By means of two nested

DO loops and an IF statement, the entire suppressed matrix is

searched for the element largest in absolute value.
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Method 4, subroutine SMALL, searches the column (excluding

those elements above the main diagonal), whose number is that of

the current stage of elimination, for the non-zero element smallest

in absolute value. A row index, MIN, is initially set equal to I. If

A(MIN, I) does not equal 0, then PIV equals A(MIN, I); otherwise, PIV

is set equal to the first occurrence of a non-zero element below the

main diagonal, at which time MIN contains the row index of the oc-

currence of the pivot element. By means of a DO loop (J=MIN+1,N),

ABS(A(J, I)), if A(J, I) does not equal 0, is compared to ABS(A(MIN,I))'.

If ABS(A(J, I)) is greater than or equal to ABS(A(MIN, I)), the value of

PIV remains unchanged, and the loop continues. However, if

ABS(A(J, I)) is less than ABS(A(MIN, I)), the value of J must be

stored in MIN and PIV set equal to A(J, I), before continuing the

loop. After the non-zero element smallest in absolute value has

been determined, MIN contains the row index and I the column index

of the occurrence of the pivot element.

Method 5, subroutine MEAN, searches the column (excluding

those elements above the main diagonal), whose number is that of

the current stage of elimination, for the non-zero element whose

absolute value is nearest the arithmetic average of the absolute val-

ues of the elements of the matrix. Two row indices, L and KT, are

initially assigned equal to I. If A(KT, I) equals 0, then both L and KT

are set equal to the row index of the occurrence of the first non-zero
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element below the main diagonal (if it exists); otherwise, both L and

KT are left unaltered. DIFF1 is then set equal to ABS(ABS(A(L, I))-

XMEAN), XMEAN being the arithmetic average of the elements of

the matrix. By use of a DO loop (J=L+1,N) and several IF state-

ments, DIFF2 is calculated as ABS(ABS(A(J, I))-XMEAN), A(J, I)

not equal 0. If A(J, I) equals 0, DIFF2 is not calculated; J is incre-

mented, and the loop continues. Otherwise,DIFF1 is then compared

to DIFF2,. If DIFF1 is less than or equal to DIFF2, DIFF1 remains

unchanged, and the loop continues. However, if DIFF1 is greater

than DIFF2, signifying ABS(A(J, I)) is nearer XMEAN than

ABS(A(L, I)), the value of DIFF2 must be stored in DIFF1 and

KT set equal to J, before continuing the loop. After execution of

the search, PIV equals A(KT, I), signifying the absolute value of

the element, which occurs in row KT and column I, is nearest the

arithmetic average of the absolute values of the elements of the

matrix.

Method 6, subroutine MEANER, searches the entire suppressed

matrix for the non-zero element whose absolute value is nearest the

arithmetic average of the absolute values of the elements of the sup-

pressed matrix. A flag, IDIG, is set equal to 1, signifying the entire

suppressed matrix is searched, instead of only searching the cur-

rent column. Two row indices, K and KP, and two column indices,

L and LP, are initially set equal to I. By means of two nested
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DO loops, the first occurrence of a non-zero element of A is deter-

mined (search conducted columnwise), at which time K and KP denote

the row index and L and LP the column index of this occurrence.

DIFF1 is then set equal to ABS(ABS(A(KP, LP))-CMEAN); CMEAN

is the arithmetic average, calculated after each stage of elimination,

of the absolute values of the elements of the (N-I)x(N-I) suppressed

matrix. By means of two DO loops (J1=KP,N J2=LP,N), DIFF2 is

calculated as ABS(ABS(A(J2,J1))-CMEAN), A(J2, 51) not equal to 0.

If A(J2, J1) equals 0, DIFF2 is not calculated; the proper index is

incremented, and the loop continues. Otherwise, DIFF1 is compared

to DIFF2. If DIFF1 is less than or equal to DIFF2, DIFF1 remains

unchanged, and the loop continues. However, if DIFF1 is greater

than DIFF2, signifying ABS(A(J2, J1)) is nearer CMEAN than

ABS(A(KP, LP)), the value of DIFF2 must be stored in DIFF1, K

set equal to J2 and L set equal to J1 before continuing the loops.

After execution of the search, PIV equals A(K, L), signifying the

absolute value of the element occurring in row K and column L is

nearest the arithmetic average of the absolute values of the sup-

pressed matrix.

Method 7, subroutine CLOSE, searches the column (excluding

those elements above the main diagonal), whose number is that of

the current stage of elimination, for the non-zero element whose

absolute value is nearest the Nth root of the absolute value of the



17

determinant of the. NxN matrix. Two row indices, L and KT, are

initially assigned equal to I. If A(KT, I) equals 0, then both KT and

L are set equal to the row index of the occurrence of the first non-

zero element below the main diagonal; otherwise, both KT and L

remain unaltered. DIFF1 is then set equal to ABS(ABS(A(KT, I))-

SROOT), SROOT being the Nth root_ of the absolute value of the de-

terminant of the NxN matrix. By use of a DO loop (J=KT+1,N),

DIFF2 is calculated as ABS(ABS(A(J, I))-SROOT), A(J, I) not equal 0.

If A(J, I) equals 0, DIFF2 is not calculated; J is incremented, and the

loop continues. Otherwise, -DIFF1 is compared to DIFF2. If DIFF1

is less than or equal to DIFF2, DIFF1 remains unchanged, and the

loop continues. However, if DIFF1 is greater than DIFF2, signifying

ABS(A( J, I)) is nearer SROOT than -ABS(A(KT, I)), the value of DIFF2

must be stored in DIFF1 and L set equal to J, before continuing the

loop. After execution of the search, PIV equals A(L, I), signifying

the absolute value of the element, which occurs in row L and column

I, is nearest the Nth root of the absolute value of the determinant of

the NxN matrix.

Method 8, subroutine CLOSER, searches the column (excluding

those elements above the main diagonal), whose number is that of

the current stage of elimination, for the non-zero element whose

absolute value is nearest the (N-I) th root of the absolute value of

the determinant of the matrix. This method calls CLOSE (method 7);
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however, instead of the Nth root of the absolute value of the deter-

minant used as a parameter, the (N-I)
th root of the absolute value

of the determinant is used. During the first stage of elimination,

column 1 is searched for the non-zero element whose absolute value

is nearest the Nth root of the absolute value of the determinant.

subsequent stages of elimination, the current column is searched for

the non-zero element whose absolute value is nearest the (N-I) th

root, calculated as the N th root of the absolute value of the deter-

minant, divided by the pivot element used in the preceding stage.

Method 9 searches the entire suppressed matrix for the non-

zero element whose absolute value is nearest one-half of

(ABS(Max cu.) + ABS(Min c IJ)). A subroutine, LARGSM, is used

to determine the largest and smallest elements in absolute value,

and a variable, SPRED, is then set equal to one-half the sum of

these elements. Subroutine MEANER, used in method 6, is called,

using SPRED, instead of CMEAN, as a parameter, in order to

determine the non-zero element whose absolute value is nearest

one-half of (ABS(Max cu.) + ABS(Min cij)).

Method 10 alternates between the use of method 1, subroutine

DIAG, and method 5, subroutine MEAN. Employing the character-

istic of truncation when setting a floating point number equal to a

fixed point number, determines if a counter, ICTR, is even or odd.

If ICTR is odd, method 1 is used; if even, method 5 is used.
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After a pivot element, determined by the Qth method of choice,

has been returned as a parameter to the elimination subroutine, it

must be compared to EPSILON, the allowable tolerance. If the pivot

element is less than EPSILON, a flag is returned to the main pro-

gram, signifying too large a round-off error will occur. A message

to this effect is printed, and use of the Qth method is terminated.

If Q equals the number of methods of choice, the program terminates;

otherwise, the {Q+1)st method of choice is employed to perform the

algorithm on the original, unaltered, dummy matrix, A.

If the pivot element is greater than or equal to EPSILON, the

parameter, K, denoting the row index of the occurrence of the pivot

element, must be compared to I, the current stage of elimination.

If K equals I, the row elements of A are left unaltered; however, if

K does not equal I, signifying the pivot element does not occur in

the Ith row, the Ith and Kth rows of A and the Ith and Kth elements

of D are exchanged, performed by use of a DO loop and a temporary

storage location.

The parameter, L, denoting the column index of the occurrence

of the pivot element, must be compared to. I. If L equals I, the col-

umn elements remain unaltered; however, if L does not equal I, sig-

nifying the pivot element does not occur in the Ith column, the Ith

and the Lth columns of A are exchanged. The Ith and Lth permuta-

tion marks of the permutation array, KR1, must also be exchanged,
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which in effect exchanges the Ith and Lth elements of the unknown

column matrix, x.

Employing the selected Qth method of choice, the elimination is

performed (N-1) times, and the matrix A is reduced to upper tri-

angular form.

The elements of the unknown column matrix, x, can now be

calculated by a process called back substitution. The last equation

determines xN'
which is then substituted in the next-last equation to

determine xN-1' and so on.

If no column exchanges were performed during execution of

the algorithm, denoted by IDIG equal 0, the values of the column

matrix, x, are left unaltered and returned to the main program.

However, if column exchanges were performed, signified by IDIG

equal 1, the permuted elements of x, in the computer's memory,

are not in the correct order x(1) . . . x(N). By simultaneous arrange-

ment of both the permutation array, KR 1, which signifies what col-

umn exchanges were performed, and the column matrix, x, in the

form KR 1( 1) ... KR 1(N) and x(1) x(N), respectively, the values

of x will be returned to the main program in the correct order, i. e.,

if the initial permutation array was 1 2 3 ... N, and the second and

third columns of A were exchanged, the array is then 1 3 2 N,

signifying the second and third columns of A were exchanged.

The relative error for each computed value of x is then
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calculated in the form ERROR(J)=ABS((ACTU(J)-X(J))/ACTU(J))( J=1, N).

Computing the relative error, rather than calculating the error as

ABS(ACTU(J)-X(J)), gives a better indication of the actual computa-

tional error involved. As an example, consider a computed value of

x equal to 106 and an actual value equal to 10 -5. The ABS(ACTU-X)

equals 9x10 -5, a very small number. However, the relative error

equals 9. 1, which is an indication a large error was incurred during

computation.

The actual and computed values of x and the relative error for

each computed value are then printed in table form (refer to appendix

2). If IKL, the counter corresponding to the method of choice em-

ployed, does not equal the number of methods of choice, the (IKL+1)st

method is used to perform the algorithm on the original, unaltered,

dummy matrix, A. However, if IKL equals the number of choices

employed, the program terminates.
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IV. CONCLUSIONS

Experiments with the choice of pivot elements in Gauss elimina-

tion were performed, in order to determine which such choice mini-

mizes round-off errors incurred during solution of the equation

Cx = b, C being the inverse of a Hilbert matrix, for N = 5, 6, and

7, and b a column matrix of N rows with each element equal 1.

Hilbert matrices of size less than 5 were not employed, because

it was felt they were not unstable enough to provide conclusive re-

sults.

The results for the solution of the matrix equation for the in-

verse of the 5x5 Hilbert matrix conclusively show that the common

method of choice of pivot elements, using the diagonal elements,

and both standard methods of search, searching the column (exclud-

ing those elements above the main diagonal), whose number is that

of the current stage of elimination, for the element largest in abso-

lute value, and searching the entire suppressed matrix for the ele-

ment largest in absolute value, do not minimize round-off errors.

Employment of method 6, in the case N = 5, searching the

entire (N-Ijx(N-I) suppressed matrix for the non-zero element

whose absolute value is nearest the arithmetic average of the abso-

lute values of the elements of the suppressed matrix, yields relative

errors which are of magnitude 103 less than the errors obtained by
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use of the diagonal method and both of the largest in absolute value

methods. With the exception of alternating between the diagonal

method and the current column arithmetic average method, which

yielded round-off errors comparable of those of method 6, the errors

obtained by use of the other methods were similar to those of the

diagonal and largest in absolute value methods.

The smallest relative error obtained by the arithmetic average

method is 2. 5x10
-11, and the largest is 6. 5x10

11
, while the smallest

error of the diagonal method is 1.9x10 8, and the largest is 3x10 -8.

The current column largest in absolute value method yields a smallest

relative error of 1. 7x10 -8 and a largest error of 2.6x10 -8, and the

smallest and largest relative errors obtained by searching the entire

suppressed matrix for the element largest in absolute value are

6x10-9 and 9x10 8, respectivelyslightly better results than those

obtained by use of the current column largest in absolute value

method.

Of the methods used in the solution of the 5x5 case, searching

the column (excluding those elements above the main diagonal),

whose number is that of the current stage of elimination, for the

non-zero element smallest in absolute value, yields the largest rela-

tive errors. This, of course, was expected. The reader is re-

ferred to appendix 2 for details of the results.

Because several of the methods employed in the solution of
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the 5x5 case yielded large relative errors, only four methods,

alternating between the diagonal and current column arithmetic av-

erage methods, the current column largest in absolute value, the

entire matrix largest in absolute value, and the entire matrix arith-

metic average, were employed in the solution of both the 6x6 and 7x7

cases.

Use of method 6, in -both the cases N = 6, 7, searching the

entire suppressed matrix for the non-zero element whose absolute

value is nearest the arithmetic average of the absolute values of the

elements of the suppressed matrix, yields relative errors which

are of magnitude 102 less than the errors obtained by employment

of the other methods.

For the case N = 6, the smallest relative error obtained by

the arithmetic average method is 8. 3x10-9, and the largest is

5. 4x10
-8

, while the smallest error obtained by the "alternating"

method is 2. 3x10
-7, and the largest is 4. 7x10 6. The current col-

umn largest in absolute value method yields a smallest relative

error of 1. 5x10-7 and a largest error of 2. 6x10-6, and the smallest

and largest relative errors obtained by searching the entire sup-

pressed matrix for the element largest in absolute value are 1x10
7

and 3. 1x10 6, respectively (refer to appendix 2).

As with the cases N =5, 6, the results of the 7x7 test case show,

that of the methods of choice employed, use of method 6 minimizes
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relative errors incurred. The reader is referred to appendix 2 for

details.

Since by use of all the methods of choice employed in the solu-

tion of the 7x7 case, element a7 7' obtained after performance of the

algorithm, is of magnitude less than EPSILON, it appears that none

of the methods of choice employed will be able to solve the case N = 8,

because certain pivot elements would be less than EPSILON, thus

causing too large a round-off error.

Viewing the results of the study of the effect of the choice of

pivot elements on round-off errors in Gauss elimination, it appears,

that of the methods of choice used in the 5x5, 6x6, and 7x7 cases dis-

cussed, searching the entire (N-I) x (N-I) suppressed matrix for the

non-zero element whose absolute value is nearest the arithmetic

average of the elements of the suppressed matrix, yields the smallest

relative errors. Although employment of this method requires more

CPU time than the diagonal method or either of the largest in abso-

lute value methods, it seems that one would be willing to sacrifice

several microseconds of CPU time for much smaller relative errors

incurred during performance of the algorithm.
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APPENDIX 1

Flow Charts of the Program
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APPENDIX 2

Output for the Solutions

of the Test Cases



SOLUTIONS FOR THE MATRIX EQUATION INVOLVING THE INVERSE OF THE 5X5 HILBERT MATRIX

USIMG Tm7 lIA-ONA1 71EmENTS 7IQ PIVOT FLE:ME4TS

C017,4TE4 ;OLuTIOM

X( 1)= .2331333751,7 in
X( ?). 1.45110'7,7537 3r
X( 71= 1.0I?IL1717?47
X( 4)= I.R45?7476I'i7-11
X( )_-= 7.4,i67494279F-11

ACTUAL VALUE RELATIVE ERROR

X( 1)= 2.28333331737 00
X( ?)= 1.451C0I0O00F CO
X( 3)= 1.012I571424E co
X( 0= 8.?4521809S1E-01
X( 5)= 7.4553482067E-01

SFARCHINT, Tm7 CUR'4FMT COLUMN cO/ THE ELEMENT LARGEST 14 APSOLUTE VALUE

f71-471)770 SOLUTIlm

X( 1)- 2.23113727?1E 11
X( ?)= 1.449qgq463?E" 71
X( 3)= 1.012957122tr irl
X( 4)= 8.8452379378E-11
X( 5),: 7.4567490714F-71

1.87369186367E-08
2.43267879408E-08
2.79037193567F-08
2.86259479105E-18
2.97230406650E-II

ACTUAL VALUE RELATIVE ERROR

X( 1)= 2.2833333333E 01
X( ?)=. 1.45000000007 Cl
X( 3)= 1.0928571429E 90
Y( 4)= 8.8452380951E-01
X( 5)= 7.4563492063E-01

2.64356252714E-I8
2.12558320374E-0R
1.89678716193E-08
.1.77842814321E-08
1.70186737621F-08 w



SEARCHING THE O.uRRENT rluvIN F!1R THE NON-ZERO ELEMENT E,MALLEST IN ARSOLUTE VALUr

C217,UTEO SOLUTION ACTUAL VALUE RELATIVE CRROR

)(( t) = 2.7833333707 X( tf= 2.2833 37333E 00 1.87369185157F-01
X( 2)= 1.450000,3153F ^n X( ?)= 1.451.0101100E. CO 2.43257879401F-01
X 3) = 1.7q?.95717247 01 X( 7)= 1.0928571429E CO 2.71037193557E-08
X ( 4) = 1.34523134127 -11 X( 4)= 8.3452381951F-L1 2.86259471115E-01
X( 51= 7.4553494171r-11 X( 5)= 7.451,1492057F-01 2.97230305650E-01

SEARCHING THE E-URFNT COLUAN FOR THE NON-ZFRO ELEMENT WHOSE ARSOLUTE VALUE IS
NEAREST TE ARITHmETIC AV,E.RATE OF THE- ABSOLUTE VALUES OF THE ELEMENTS OF THE MATRIX

roinuTF9 SOLUTION ACTUAL VALUE RELATIVE ERROR

X( ))= 2.2117772721E 10 X( 1)= 2.2/11173311E 00 2.64356252714E-18
2)= 1.449999992E On 2)= 1.4510010000F CO 2.12558320374E-01

X( 7)= 1.1923571221E 10 X( 1)= 1.092/571429F 00 1.19878715093E-08
Y( 4)= 1.1452.3791707-11 X( 4)= 1.8452180951E-01 1.77142114321E-08
X( 5)= 7.4551490794F-01 5)= 7.4553492053E-01 1.70180737523E-03



SEAPCHIW; TmE ENTIRE SUDRREsc7EU MATRIX EnR T.-;E v0M-ZER9 wL7:0EMT WHOSE AnSnLUTE VALUE IS
NEAREST THE. AUTHmETIC AV7RAc,E IF TLC_ AnSOLUTE VALUES OF THE ELEMENTS CF TPE SUPPRESSED MATRIX

X( 1)=
X( ?)=
X( 1)7
X( 41=
X ( 5) =

CC I, (JIFF.) SOLUTI Om

2.71-7,337373?E TIC

1.4510a)Y1AE Or
1.0921571.7 1' Jr

1.14577/1945F-11
7.4567492?59E-01

X( I)=
X( 2)=
X( 71=
X( 4)=
X( 5)=

ACTUAL VALUE

2.213777377E 00
1.4530P'0000E CO
1.01'17714?9E 00
8.1452780951E-01
7.45'63497063E-01

SEARCHIMG !-477 ,1URRENT COLUMN FOR THE NON-7FR0 ELEMENT WHOSE ABSOLUTE VALUE IS
NEAREST THr7 N-TH ROOT OF THE AOSOLUTF VALUE OF THE OFTEPmINANT OF THE MATRIX

X( 1)=
X( 2)=
X( 3)=
X( 4)=
X( 5)=

C110UTED SOLUTION

2.2113774415F 30
1.4571100013:7.F: 11'

1. C19)1572r97E OP
8.145'7716571E-11
7.4763496125E-11

X( 11=
X( ?)=
X( 31=
X( 4)=
X( 51=

ACTUAL VALUE

2.2177173313F CO
1.4570100001E 00
1.09215714?9E 00
8.8452310951E-01
7.4563492063E-01

RELATIVE FRROR

2.549241162401E-11
2.00716072117F-it
5.32619119459E-11
F.53067763055E-I1
5.85484189063E-11

RELATIVE ERROR

E.05004567618E-08
5.74248682323E-01
6.114467491517-01
6.15199913126E-08 w
6.52034225233E-88 v.'



SEARCHING TH7 ^URRENT COLU4N rOR THE NON-7FR1 7LPIENT AHOS7 AOSOLUTE VIUYE IS
NEAREST THE (A-I)TH ROOT OF T47 A3SOLUTE VALUE OF THE DETERMINANT OF THE MATRIX.

CrIAPUTEO SOLUTION ACTUAL VALUE RELATIVE ERROR

X( 1) = 2.23337344157 1' X( 1)= 2.2813373333E 00 5.05004567618E-08
X( 2)= 1.45g0000132E 10 X( 2)= 1.45300000007 00 5.74248682323E-08
X( 3)= 1.015790177 X( 3)= 1.09?8571421E CO 6.11446749151E-18
X( 4)= 9.345?386579F-11 X( 4)= 8.8452380951E-C1 6.35199913126E-08
X( 5)= 7.4563496925E-11 X( 5)= 7.4563492067E-01 6.52034225233E-08

ALTFRNATIN 9ETWE7N THE DIAGONAL METHOD AND THE CURRENT COLUMN ARITHMETIC AVERAGE METHOD

COAPUTE0 SOLUTION ACTUAL VALUE RELATIVE ERROR

Y( 11= 2.2833133755E 30 X( 1)= 2.2037713333E 00 9.68711437122E-10
?)= 1.45)0001011F 10 X( 2)= 1.4509000000E 00 8.02864281469E-11

X( 3)= 1.0.928571423E 00 X( 1)= 1.0928571429E 00 2.66309559729E-11
X( 4)= R.345218014qE-01 X( 4)= 8.8452381951E-01 3.29033884028E-11 (-A)

X( 5)= 7.45514920627-11 X( 5)= 7.4567492063E-01 1.95161396352E-11 (3'



SEARCHING THE ENTIRE SUR2RFSSEO MATRIX. FOR TAF ":0N-7.ERO FLEmENT WHOSE ARSOLUT": VALUE IS
NEAREST (A9S(1IX ELFMENT)APS(MIN ELEMENT))/7

rninuTRo SOLUTION ACTUAL VALUE RELATIVE ERROR

X( 1)= 2.2117131157E 90 X( 1).= 2.2837773171E CO 8.65467191137E-08
X( 2)= 1.4499993297F 31 X( 2i= 1.4501100099F 01 1.17719976293E-07
X( 1)= 1.1928569977E in X( 7)= 1.0928571479E CO 1.332346727297-07
X( 4)= 8.3452368769F-01 X( 4)= 8.8452181949E-01 1.42241348073E-07
X( 5)= 7.4557491123F-11 X( 5)= 7.4561492060E-11 1.48068951420E-07

SEARCHING THE ENTIRE SURRR .;SFP MATRIX FOR TOE ELEMENT LARGEST IN AISOLUTE VALUE

rO10UTrO SOLUTION ACTUAL VALUE RELATIVE ERROR

X( 1) = 2.2813311947F On Y( 1)= 2.2373333337E 00 2.68689961761E-08
X( 2) = 1.4531201087F on X( 2)= 1.4500000100E 00 6.00141055614E-09
X( 1) = 1.19235.71693E 15 X( 1)= 1.0928571429E 00 2.41542770667E-18
X( 4)= 8.5452786919F-11 . X( 4)= 8.84521809417-01 6.73861394520E-08
X( 5) = 7.4563491790E-11 X( 5)= 7.4563492060E-01 9.02621458168E-08

w



SOLUTIONS OF THE MATRIX EQUATION INVOLVING THE INVERSE OF THE 6X6 HILBERT MATRIX

SEARCHING THE ENTIRE SUPRRESSEI MATRIX FOR THE NON-ZERO ELEMENT WHOSE ABSOLUTE VALUE IS
NEAREST THE ARITHMETIC AVERAGE OF THE ABSOLUTE VALUES OF THE ELEMENTS OF THE SUPPRESSED MATRIX

ColPuTE9 SOLUTION

X( 11= 2.4500C..0211E Jo
X( 2)= 1.5928571187E IC
X( 3)= 1.2178572452E 00
X( 4)= 9.9563492885F-91
X( 5)= 8.4563496048E-11
X( 6)= 7.3654405129E-01

ACTUAL VALUE RELATIVE ERROR

X( 1)= 2.4500000000E 00
X( ?)= 1.5928571429E 00
X( 31= 1.2178571429E 00
X( 4)= 9.9563492059E-01
X( 5)= 8.4563492059E-01
X( 6)= 7.3654401150E-01

9.43201689073E-09
1.52018572713E-08
8.48124879762E-08
8.33095696871E-09
4.71850802086E-08
5.40354514169E-08

ALTERNATING BETWEEN THE DIAGONAL METHOD AND THE CURRENT COLUMN ARITHMETIC AVERAGE METHOD

colPuTEn SOLUTION

X( 1)= 2.4499992357E 00
X( 2) =. 1.5928567813E 00
X( 3)= 1.2178579351E 00
X( 4)= 9.9561957241E-01
X( 5)= 8.4563410250E-.01
X( 6)= 7.3654376121E-01

X( 11=
X( 21=
X( 31=
X( 41=
X( 5)=
X( 6)=

ACTUAL VALUE RELATIVE ERROR

2.4500000000E 00
1.5928571429E 00
1.2178571429E 00
9.9563492059E-01
8.4563492059E-01
7.3654401150E-01

3.11969304259F-07
2.27022928593E-07
6.50491947785E-07,
4.67220528808E-06
9.67431810452E-07 w
3.39820754796E-07 c°



SEARCHING THE CURRENT COLUmN FOR THE ELEMENT LARGEST IN ABSOLUTE VALUE

c04ouTEn SOLUTION ACTUAL VALUE RELATIVE ERROR

X( 1)= 2.4499996217E IP X( I)= 2.4509000000E 00 1.54404729907E-07
X( 21= 1.5128536419F 00 X( 2)= 1.5928571429E CO 2.19794737304E-06
X( 31= 1.2178577406E 00 X( 3)= 1.2178571421E CO 4.90784464800E-07
X( 4)= 9.9563754761E-01 X( 4)= 9.1563492059E-01 2.63851638191E-06
X( 51= 8.4563402128E-01 X( 5)= 8.4563492059E-C1 1.06345396492E-06
X( 61= 7.7654389871E-01 X( 6)= 7.3654401150E-01 1.53136666885E-07

SEARCHING TH7 ENTIRE SURPRESSEO MATRIX FOR THE ELEMENT LARGEST IN ABSOLUTE VALUE

COMPUTF1 SOLUTION ACTUAL VALUE RELATIVE ERROR

X( 1)= 2.4499997025E 90 X( 11= 2.4500000000E 00 1.21428308132E-07
X( 2)= 1.5928569821E 00 X( 2)= 1.5928571429E OD 1.00949833440E-97
X( 31= 1.2178579529E 00 X( 3)= 1.2178571429E CO 6.65021672426E-07
X( 41= 9.1563805929E-01 X( 4)= 9.9563492059F-01 3.15246334835E-06
X( 51= 8.4563429870E-01 X( 5)= 8.4563492059F-01 7.35412687017E-07
X( 6) = 7.3654298760E-01 X( 61= 7.3654401150E-01 1.39012372334E-06

t



SOLUTIONS FOR THE MATRIX EQUATION INVOLVING THE INVERSE OF THE 7X7 HILBERT MATRIX

SEARCHING THE ENTIRE SUPPRESSED MATRIX FOR THE NON-ZERO ELEMENT WHOSE ABSOLUTE VALUE IS
NEAREST THE ARITHMETIC AVERAGE OF THE ABSOLUTE VALUES OF THE ELEMENTS OF THE SUPPRESSED MATRIX

COMPUTED SOLUTION ACTUAL VALUE RELATIVE ERROR

X( 1),2 2.5928576286E 00 X( 1)2 2.5928571429E 00 1.87316421958E-07X( 2)2 1.7178572892E 00 X( 2)2 1.7178571429E 00 8.51671259804E-08
X( 3)2 1.3289679542E 00 X( 3)= 1.3289682539E 00 2.25499850226E-07X( 4)= 1.0956342315E 00 X( 4)= 1.0956349206E 00 6.28969088674E-07
X( 5)2 9.3654373279E-01 X( 5)2 9.3654401149E-01 2.97581616062E-07X( 6)2 8.1987698788E-01 X( 6)= 8.1987734488E-01 4.35433590785E-07X( 7)= 7.3013421730E-01 X( 7)= 7.3013375510E-01 6.33031863335E-07

ALTERNATING BETWEEN THE DIAGONAL METHOD AND THE CURRENT COLUMN ARITHMETIC AVERAGE METHOD

COMPUTED SOLUTION ACTUAL VALUE RELATIVE ERROR

X( 1)= 2.5928197853E 00 X( 1)= 2.5928571429E 00 1.44078969676E...05X( 2)= 1.7178371025E 00 X( 2)= 1.7178571429E 00 1.16659309942E-05X( 3)2 1.3289853681E 00 X( 3)= 1.3289682539E 00 1.28778218830E-05X( 4)= 1.0956279113E 00 X( 1)= 1.0956349206E 00 6.39748531883E-06X( 5)= 9.3653986522E-01 Xt 5)= 9.3654401149E-01 4.42721020593E-06X( 6)= 8.1986795310E-01 X( 6)2 8.1987734488E-01 1.14551177621E-05
X( 7)= 7.3013662340E-01 X( 7)= 7.3013375510E-01 3.92845678848E-06 °



SEARCHING THE CURRENT COLUMN FOR THE ELEMENT LARGEST IN ABSOLUTE VALUE

COMPUTED SOLUTION ACTUAL VALUE RELATIVE ERROR

X( 1)= 2.5928519765E 00 X( 11= 2.5928571429E 00 1.99254925456E-06
X( 2)= 1.7178360251E 00 X( 2)= 1.7178571429E 00 1.22931046240E-05
X( 3)= 1.3289761324E 00 X( 3)= 1.3289682539E 00 5.92830061726E-06
X( 4)= 1.0956038653E 00 X( 4)= 1.0956349206E 00 2.83445698122E-05
X( 5)= 9.3653870211E-01 X( 5)= 9.3654401149E-01 5.66912245576E-06
X( 61= 8.1986430949E-01 X( 61= 8.1987734488E-01 1.58992098222E-05
X( 7)= 7.3013993569E-01 X( 7)= 7.3013375510E-01 8.46501241159E-06

SEARCHING THE ENTIRE SUPPRESSED MATRIX FOR THE ELEMENT LARGEST IN ABSOLUTE VALUE

COMPUTED SOLUTION ACTUAL VALUE RELATIVE ERROR

X( 1)= 2.5928501534E 00 X( 11= 2.5928571429E 00 2.69568176311E...06
X( 2)= 1.7178375097E 00 X( 2)= 1.7178571429E 00 1.14208963293E-05
Xt 3)= 1.3289506713E 00 X( 3)x 1.3289682539E 00 1.32302516286E-05
X( 4)= 1.0956152986E 00 X( 4)= 1.0956349206E 00 1.79012559498E-05
X( 5)= 9.3653915359E-01 X( 5)= 9.3654401149E-01 5.18704396684E-06
X( 6)= 8.1986551390E-01 X( 6)= 8.1987734488E-01 1.44302049477E-05 4
X( 7)= 7.3012015319E-01 X( 7)= 7.3013375510E-01 1.86293372954E-05 I-


