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This thesis addresses a fundamental computer vision problem, that of action recognition.

The goal of action recognition is to recognize a class of human actions in a given video.

Action recognition has a wide range of applications, including automated surveillance,

sports video analysis, internet-based searches etc. The main challenge is that actors

move and change their pose while performing the action, and/or that the actors may be

captured from different viewing angles. For example, certain viewpoints of a distinct ac-

tion class may produce very similar appearance and motion features in the videos. This

may cause confusion in recognizing the two action classes. Therefore, action recogni-

tion should be invariant to changes in camera viewpoints. While action recognition in

videos captured from a fixed view has received significant interest in the past, multi-view

action recognition is still an under-explored field.

We have specified an exemplar based approach for multi-view action recognition.

We propose a novel method for training the K - Nearest Neighbor (K-NN) classifier.



Specifically, the K-NN is learned within a large-margin framework with a set of suit-

able constraints specified over camera viewpoints and action classes. Our constraints

enforce that affinity between videos belonging to the same class should be larger than

that of the videos belonging to distinct classes. Moreover, within the same action class,

affinity between videos captured from the same camera viewpoint should be larger than

that of distinct viewpoints. We efficiently compute the affinity between any two videos

based on many-to-many matching of their supervoxels. The correspondences of the su-

pervoxels of two videos are treated as latent random variables. Thus, we formulate a

novel latent large-margin learning of the K-NN, subject to a set of viewpoint and class

constraints. Given a new video, we use K-NN classifier to identify K closest training

exemplars to the video, and transfer their majority action class label as the class label of

the new video. Our approach outperforms the state of art on benchmark datasets: INRIA

IXMAS, a newer version of IXMAS (NIXMAS) and i3DPost.
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Chapter 1: Introduction

A human action is defined as a spatiotemporal configuration of body movements of a

single person. Typical human actions considered in computer vision, include walking,

running, dancing, kicking, punching etc. The goal of action recognition is to identify the

class of action performed in a video. Some applications of action recognition include,

automated surveillance in public places (e.g. airports and stations) and monitoring of

patients in nursing home [10]. Recently action recognition has been applied in sports

videos as well, to analyze the performance of players [27].

Typically, prior research focuses on a sanitized setting where actors are captured

from a single, pre-specified camera viewpoint (e.g. frontal view). In this thesis, we

focus on developing a multi-view approach for action recognition. Our goal is to rec-

ognize different classes of actions from the videos, which were recorded from multiple

predefined viewpoints.

Recognition invariance to viewpoint changes is critical for a number of applications,

because human actions may unfold in arbitrary directions relative to the camera view-

ing axis, or actions may be captured with arbitrarily pointed cameras. This problem is

challenging, because human movements and poses that are characteristic of an action

class may appear foreshortened in 2D space and time under perspective projection, and

thus falsely characteristic of another action class. In addition, movements of the actor’s

arms and legs characteristic of an action class (e.g., kicking) may not be visible from all
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viewpoints. So there is a need for developing multi-view action recognition methods.

We propose a novel method for training K-NN classifier. Specifically, the K-NN

is learned within a large-margin framework with a set of suitable constraints specified

over camera viewpoints and action classes. The constraints enforce that affinity between

videos belonging to the same class should be larger than that of the videos belonging to

other classes. Moreover, within the same action class, affinity between videos captured

from the same camera viewpoint should be larger than that of distinct viewpoints.

Our approach consists of following steps. First, a video is oversegmented in space-

time into small spatiotemporal segments, called supervoxels. Second, we efficiently

compute the affinity between any two videos based on many-to-many matching of their

supervoxels. The correspondences of the supervoxels of two videos are treated as latent

random variables. Then, we formulate a novel latent large-margin learning of the K-NN,

subject to a set of viewpoint and class constraints. Finally, the learned K-NN is used for

classification of test videos. In the following section we motivate our approach.

1.1 Motivation of our Approach

Motivated by the recent proliferation of large video datasets, we formulate an exemplar-

based approach to multi-view action recognition. Its appeal is conceptual simplicity,

while addressing the aforementioned challenges of multi-view action recognition. Given

a test video, we identify its K nearest neighbors from a large annotated dataset, and trans-

fer their majority action class to the video. Our approach has a number of advantages

over existing approaches. It relaxes the stringent requirements for 3D scene/human re-
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construction. It increases robustness, especially in terms of handling (self-)occlusions

and background clutter, by accounting for the spatiotemporal structure of actions, and

by partitioning foreground from background video parts. At the same time, it is com-

putationally efficient, does not require retraining with the appearance of new data, and

is scalable to an increasing number of action classes and number of viewpoints. Fi-

nally, with the rapidly growing abundance of video data, exemplar-based approaches

to multi-view action recognition are becoming a viable solution in many applications.

This is because, the K-NN classifier can be viewed as a non-parametric probability den-

sity function (pdf) estimator, which counts data samples in a neighborhood of our query

video, where robustness of this estimation grows with an increasing number of videos

collected every day.

1.2 Overview of our Approach

In this section, we first give the intuition and then provide the basic details of our ap-

proach. Here we formally define the affinity between two videos and two types of con-

straints. Then we explain how constraints are imposed in learning, based on action

classes and viewpoints of the videos.

Consider the triplet of videos from the NIXMAS dataset [48], shown in the top row

of Figure 1.1. Suppose we want to estimate the action class and viewpoint of a query

video, vi. We have access to exemplar videos vj and vl, annotated with their respective

action-class and viewpoint labels. Let Aji and Ali be the asymmetric affinities from

vj to vi, and from vl to vi. Since vi and vj show instances of the same action class,
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Figure 1.1: An overview on sample videos from the benchmark NIXMAS dataset [48].
(top) The video triplets – vi and vj are of the same class, and vl is from a different
class – can be used to learn the K-NN classifier under the constraint that for all triplets
Aji > Ali. But this does not ensure accuracy in viewpoint estimation. (bottom) It takes
quadruples – vi and vj are of the same class and same view, and vk is from the same
class but different view, and vl is from a different class – to learn the K-NN classifier
under the two constraints that for all quadruples Aji > Aki and Aki > Ali for ensuring
accuracy in both action-class and viewpoint estimation.(Best viewed in color)
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we expect that Aji > Ali. If so, the 1-NN classifier based on these affinities would

correctly transfer the action class of vj to vi. But, what about the viewpoint? Clearly,

we would like that the relation Aji > Aki simultaneously informs the 1-NN classifier

that both action class and viewpoint of vj can be transferred to vi. Therefore, our goal

is to learn these video affinities so as to ensure high accuracy of the K-NN classifier in

both action-class and viewpoint estimation. This additional viewpoint information helps

in action recognition.

This can be efficiently achieved by learning local, asymmetric affinity functions

characterizing each exemplar video in the dataset. The key advantage of tying the affin-

ity function locally with a particular video is that it allows K-NN to account only for the

discriminative foreground action parts of that video. This is particularly important for

multi-view action recognition, because the action-characteristic movements of the actor

seen in one video, may not be visible in other videos taken from different viewpoints,

due to self-occlusion. In addition, any changes of the dataset would require retraining

of only a relatively small number of the local affinity functions, which would not be the

case with a global unique affinity defined over the entire feature space.

For computing the affinity among the videos, we consider quadruples (vi, vj, vk, vl),

where vj comes from the same class and same view as vi; vk is from the same class as

vi; and vl is from a different class, as illustrated in the bottom row of Figure 1.1. Given

a set of these quadruples, we would like the following two constraints hold with respect

to vi:

• Constraint 1: Aji > Aki, for all videos vj and vk,

• Constraint 2: Aki > Ali, for all videos vk and vl.
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By transitivity, Aji ≥ Ali will also hold. Such affinities, under Constraint 1 and Con-

straint 2, will enforce K-NN to simultaneously consider both viewpoint and action-class

when assigning labels to the query videos, as desired.

To approach this problem, we define the affinity as a weighted linear combination of

similarities between video features. Thus, for a pair of videos, vj and vi, we define their

similarity vector xji = x(vj, vi) indexed by the features of vj , and use it to specify the

asymmetric affinity:

Aji = wT
j · xji. (1.1)

The intuition is that the weights, wj , will be large for features of vj that are relevant

for multi-view action recognition, and small, otherwise. Essentially, the role of wj

associated with each video vj in the dataset is to identify the discriminative foreground

action parts of that video, and thus enable a more robust K-NN classifier. So, our goal

is to learn the weights wj , wk and wl, for ‘all’ vj, vk and vk such that the Constraint 1

and Constraint 2 among the quadruples of videos hold for ‘all’ vi .

For a target video we compute weighted affinities of all the exemplars to it. The

affinities are computed based on the learned weights. Then a K - nearest neighbour (K-

NN) classifier with the maximum voting scheme is used to determining the action class

of the target video.

1.3 Organization of the Thesis

This paper is organized as follows. In chapter 2 we review prior work in three areas:

action recognition, multi-view action recognition and large margin distance learning.
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Chapter 3 provides details about our feature extraction mechanism and how we repre-

sent videos using those features. Chapter 4 describes problem formulation and Chapter

5 specifies the matching between supervoxels of two videos. Chapter 6 presents la-

tent large-margin learning of K-NN classifier. Chapter 7 presents our results on three

standard datasets and comparisons with state-of-the-art approaches.
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Chapter 2: Literature Review and Our Contributions

There is a large volume of work on action recognition, and reviewing the entire literature

is beyond the scope of this thesis. We only review closely related literature. We provide

detailed review of prior work on multi-view action recognition. Also, we briefly review

the large margin metric learning literature to provide the background because our learn-

ing mechanism is a variant of metric learning approach and it is performed in a large

margin framework.

2.1 Prior Work on Action Recognition

Action recognition approaches can be divided in two broad categories: 1. Classifier

based approaches and 2. Spatiotemporal model based approaches [33]. The first group

of approaches do not model time explicitly. They usually summarize the entire video in

a single representation. Some approaches use a specific representation for each frame.

These holistic or frame based representations of the video are assumed to be distinctive

across different classes, and thus used for classification. For example, K-NN and dis-

criminative classifiers such as Support Vector Machine (SVM) are the popular choices

for classification.

The second group of approaches usually have states in the model where a state rep-

resents an atomic sub-action performed in a particular moment. Spatio-temporal models
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are of two types: 1) generative models and 2) discriminative models. The most popular

generative model is Hidden Markov Model (HMM) [8, 20, 42, 52], where the joint prob-

ability is computed over two types of variables: hidden variables and observed variables.

Hidden variables are states that correspond to atomic actions, and observed variables are

features associated with states. To avoid complexity in the inference logic this type of

models assume the Markov assumption: state transitions are conditioned only on the

previous state and observation from a state is conditioned on that state only. Discrimi-

native models such as Conditional Random Field (CRF) [31, 35] can account multiple

observations from different time, and thus this model can overcome the limiting Markov

assumption. These models are trained to discriminate between action classes based on

the observation instead of learning the joint probability of action class and observation

as in generative models. In [28, 38] CRFs are used for action recognition. A detailed

review of action recognition is done by Aggarwal et al. [1]. Spatiotemporal model based

approaches usually have models for different action classes.

However, having a specialized model for a specific action class might not be suitable

for multi-view action recognition as a single model might not be sufficient to capture the

large variation of the action caused by varying viewpoints. Inference mechanisms for

the spatiotemporal model based approaches are more complex than that of the classifier-

based approaches. So we prefer the classifier based approach over spatiotemporal model

based approaches for our work.

We use K-NN classifier with maximum voting scheme for classification. To ap-

ply K-NN classifier, the entire or a part of the video is represented by a feature vector.

Training is performed to determine feature weights from labelled training videos. Based
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on the learned weights, k closest training examples are chosen for each of the testing

video. The label of the testing video is decided by the label of maximum number of

videos among k training videos. K-NN classifiers are used for action recognition in a

variety of approaches [2, 3, 4, 34, 40, 45, 47]. K-NN classifier needs to compute dis-

tance among the exemplar videos for classification. The distance between two videos

can be computed at frame level or over entire video sequences. In the later case whole

video sequence is represented by a single global feature vector. Blank et al. [3] use

global feature representation while Batra et al. [2] use Bag of Words (BOW) represen-

tation of videos. Though Euclidean distance is commonly used as the distance measure

between the features, Bobick and Davis [4] propose Hu moments of different order as an

alternate distance metric. Some approaches [34, 40] learn discriminative distance metric

for classification. Weinland and Boyer [45] propose an exemplar based framework with

K-NN classifier for action recognition.

Inspired by the success and simplicity of the K-NN classifier in action recognition,

we use it for our recognition method. Similar to [47], we also use supervoxels as features

for action recognition.

2.2 Prior Work on Multi-View Action Recognition

In multi-view action recognition, in addition to the action performed in the video, view-

point information is also needed to recognize the action in the video. Various approaches

are proposed to capture the viewpoint information in the multi-view action recognition

literature. We categorize the multi-view action recognition approaches in three broad
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categories: model based, view-invariant descriptor discovery and knowledge transfer

approaches.

2.2.1 Model Based Approaches

In model based multi-view action recognition approach, human body is represented by

2D or 3D models. Then, view-invariant features are extracted from the models for ac-

tion recognition. These models are built using very fine details such as silhouettes of

the human body, point trajectories of the body junctions, poses of the body parts etc.

For example, [44] presents an exemplar based approach where projected silhouettes of

the human body are stored as action models and HMM is used to find correspondence

between template model and target video models. In [54] a spatiotemporal body contour

is generated as an action model while Yan et al. [53] develop a 4D action model (4D-

AFM) from the spatiotemporal volume information. High curvature points are extracted

from the 4D-AFM as view-invariant features.

Trajectory based modelling of body motion is proposed in [36] and [55] where junc-

tion points of human body are tracked to obtain the trajectories. Properties of these

trajectories such as alignment and how they evolve in time are used as discriminative

action features. Parameswaran et al. [32] try to find projective invariants of coplanar

landmarks for action representation.

Pose informations of an action provide informative queues for action recognition.

For example, a pose of ‘stretching hand’ hints that the corresponding action can be of

‘waving hand’ or ‘punching’ but its less likely to be a action of ‘sit down’ or ‘get up’.
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Mikic et al. [29] and Cheng et al. [6] use the 3D human pose as queues for multi-view

action recognition. First approach [29] uses the video volume data to locate body parts

(head, hand, leg etc) for pose estimation while the second one [6] relies on Gaussian

Mixture Model to track body parts and hand models. Additional kinematic constraints

can be imposed on the body model for more accurate representation [6].

Model based approaches capture detailed information about the action, so perfor-

mance of these approaches is usually satisfactory. But these modelling techniques are

computationally expensive and occlusion can easily introduce errors in them. So we

avoid these type of approaches.

2.2.2 View-Invariant Descriptor Discovery

Another line of work focuses on finding rich descriptors that have view-invariance prop-

erty. Junejo et al. [23] compute symmetric self-similarity matrix for frame-to-frame

transition as a discriminative property of a particular action. In [46] they use 3D HOG

as a view-invariant descriptor which can also handle occlusion. Cohen et al. [7] use

the cylindrical histogram of voxels as a view-invariant descriptor and [21] relies on 3D

cylindrical shape-context to capture human body configuration. Motion based 3D de-

scriptors are shown to have view-invariance property by Holte et al. [18]. They use 3D

Motion Context (3D-MC) and Harmonic Motion Context (3D-HMC) as view-invariant

descriptors. 3D-MC can be viewed as a 3D version of shape context [18] descriptor

which implicitly incorporates motion information by embedding 3D histogram of opti-

cal flow (3D-HOF) in the descriptor. 3D-HMC is an advanced version of 3D-MC which
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decomposes the feature representation into a set of spherical basis functions.

These types of approaches are less complex as the descriptor computation is easier

than modelling the human bodies. Also linear classifiers such as SVM can be used for

classification, once descriptors are computed. We use similar representation of videos,

where supervoxels are extracted from videos and each supervoxel is represented by the

HOG and HOF features.

2.2.3 Knowledge Transfer Based Approaches

The knowledge transfer based approaches gain knowledge from the videos of certain

viewpoints, and then apply this knowledge to recognize action in the videos from other

viewpoints. For example, if we see a video of ‘walking’ recorded from the side view, that

still helps to recognize the action from a video recorded from frontal view. The more

viewpoints we see in training the better the recognition accuracy in testing. Farhadi

et.al. [11] obtain features from multiple viewpoints of an action and let the classifier

learn the transition of features from training views to target views. In [26], actions are

represented as a bag of ‘bilingual words’ where each of the word is computed from

two different views. Li et al. [25] propose an approach where descriptors from source

view to target view can be bridged by a series of linear transformation in an augmented

feature space.

A review of recent progress in multi-view action recognition can be found in [19].
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2.3 Prior Work on Large Margin Distance Metric Learning

Accuracy of the K-NN classifier that we use for our approach, significantly depends on

the selected features and their weights while computing distance between exemplars.

Finding appropriate features and their weights is itself a separate line of research. This

problem is known as distance metric learning (DML) and usually this learning is done

in a large margin framework. Approaches for solving the DML problem fall into three

broad categories: 1. Eigenvector method, 2. Convex optimization and 3. Fully super-

vised method to optimize KNN classifier error [43].

Eigenvector methods usually focus on finding linear transformations which map in-

put features to a target feature space, so data analysis becomes efficient. Popular eigen-

vector methods are principal component analysis (PCA), linear discriminant analysis

(LDA), relevant component analysis (RCA) etc. PCA is widely used as a dimension-

ality deduction tool and LDA is used for liner preprocessing of data in a supervised

setting. A ‘kernelized’ version of these type of transformations can be used to project

the features in a non-linear feature space [30, 41].

In Convex optimization based approaches, DML is formulated as a convex problem

and usually solved using semi-definite programming (SDP). This type of approach is

first introduced by Xing et al. [50], where the goal is to learn a distance metric such that

distances between exemplars from different classes are high while distances between

same class exemplars are kept low.

In a fully supervised settings, we have labeled data and the aim to find a distance

metric that minimizes the empirical misclassification error. In neighborhood component
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analysis (NCA) approach, a distance metric is learned especially for K-NN classifier.

This method is proposed by Goldberger et al. [16], where expected leave-one-out class-

satisfaction error is computed by stochastic K-NN method. Then a linear transformation

is learnt which minimizes the expected misclassification error. Globerson et al. propose

another method known as Metric Learning by Collapsing Classes (MLCC) [15]. This

method finds a distance metric which keeps intra-class variance low, keeping inter-class

variance high.

Weinberger et al. [43] aim to learn the Mahalanabis distance metric to compute

distance between two feature vectors. Assume two feature vectors: xi and xj , then the

distance is computed as DZ(xi, xj) = (xi − xj)TZ(xi − xj), where Z is the distance

metric to be learnt. These types of approaches usually aim to learn feature weights

for every dimension. Another type of distance learning method, introduced by Schutlz

et al. [37], which goes to an extreme and aims to find feature weighs for each of the

training exemplars. This method learns global distance metric from local information by

comparing pair of exemplars. The constraint of learning is that distances of inter-class

exemplars have to be higher that intra-class exemplars and this constraint should hold for

any pairs of exemplars. Similar idea of using local distance function for learning feature

weights of the exemplars, is successfully applied for object retrieval and classification

by Frome et al. in [12] and [13].

We advance the K-NN based learning approach by considering triplets of exemplars

for computing local distance function instead of pairs, so that distance learning become

suitable for multi-view action recognition. Learning of weights is done in a more con-

strained settings, where apart from class based constraints, viewpoint based constraints
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are added to include the information about viewpoints in recognition.

2.4 Our Contributions

As our key contribution, we formalize the learning problem within the latent large-

margin framework [56], subject to constraint 1 and constraint 2 as mentioned in Sec-

tion 1.2. The latent variables, Hji, are defined as unknown correspondences between

features of two videos, vj and vi, that are used for computing their similarity vector

xji = x(vj, vi). As our results demonstrate, estimation of these correspondences is

crucial for multi-view action recognition, since we cannot expect that the actor would

be prominently featured, in the center of the video frames, while performing an action.

Rather, in real videos, the actor’s trajectory may take them to various locations within

the space-time volume of the video. Thus, for robust multi-view action recognition, it is

critical to estimate which video parts correspond to the activity of interest, and use these

foreground visual cues for computing the affinity between the videos. Since discrimi-

native video parts are not known a priori, our contribution is to incorporate estimation

of the latent variables Hj· together with learning the affinity weights wj . Hj· is formal-

ized as many-to-many matching of video features, and optimized so as to increase the

classifier margin.

Similar large-margin learning from relative comparisons of images has been used for

image classification [12]. The approach of [12] is concerned only with the image class,

and thus uses only constraint 2, whereas we introduce in the large-margin learning both

constraint 1 and constraint 2. Also, [12] does not have latent variables, whereas we
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Figure 2.1: Boundaries of supervoxels are usually aligned with object boundaries. (left)
The actor’s arm is partially occluded, but we still identify the supervoxel corresponding
to the actor’s other arm, and use it to recognize “punching”. (right) The kicking leg is
partially occluded, and yet its supervoxel enables localizing the informative visual cue.
Shown weights are normalized between zero and one.

specify the latent large-margin learning.

As another contribution, we argue that mid-level video features, i.e., supervoxels, are

more appropriate for multi-view action recognition than common spatiotemporal points

[36]. Our choice of supervoxels as basic video features is motivated by the observa-

tion that partial self-occlusions in different views seem to present the major obstacle to

capturing visual cues characteristic of the action class. This is well illustrated in Fig-

ure 2.1 that shows two videos of the “punching” and “kicking” classes from the IXMAS

dataset [48], and their supervoxels (i.e., intersections of supervoxels with the selected

video frame). As can be seen, boundaries of supervoxels are nearly aligned with object
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boundaries. Therefore, recognizing the right combination of supervoxels immediately

delineates the actor and parts of their body. Access to parts is important under occlu-

sion, as shown in both frames in Figure 2.1. Although, we cannot see the actor’s arm,

because it is behind the actor’s body, we can still identify the supervoxel corresponding

to the actor’s other arm, and use this visual cue to recognize “punching”. In the other

example, the kicking leg is partially occluded, and yet its supervoxel enables localizing

the informative visual cue. Prior works [7, 32] use relatively larger space-time tubes as

video features for multi-view action recognition. However, the tubes are less stable than

supervoxels, and often merge the actor with the low-contrasting background.

We formulate a novel approach to multi-view action recognition based on latent

large-margin learning of K-NN, where:

• Videos are represented by supervoxels as its features,

• Supervoxel correspondences are latent variables, and

• Local, asymmetric video affinities are subject to Constraint 1 and Constraint 2

Our approach outperforms the state of art by 9.04% on the IXMAS [48], and by 7.4%

on the NIXMAS [46], and by 3.5% on the i3DPost [14].
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Chapter 3: Feature Extraction

We use supervoxels as features for our approach. Supervoxels are described by his-

togram of oriented gradients (HOG) and histogram of optical flow (HOF) descriptors.

Steps for feature extraction are explained below.

First, given a dataset we detect Space Time Interest Point (STIP) [24] features from

the training videos. Each STIP features is represented by the HOG [9] and HOF [5]

descriptors. We cluster all STIPs into 1000 clusters by K-means clustering. Then we

obtain 1000 codewords as the cluster centers.

Second, we extract supervoxels from each exemplar video by Graph Based Hierar-

chical segmentation (GBH) [17] using libsvx software [51]. In GBH method, a video

is initially over-segmented into spatiotemporal supervoxels. Then, a spatiotemporal

smoothing is performed over initial noisy supervoxels. This helps to obtain larger and

coherent supervoxels. We only consider the supervoxels containing atleast one STIP. As

videos usually have static background, STIPs usually fall in the supervoxles correspond-

ing to moving body parts. This helps us to eliminate spurious background supervoxels.

Third, we represent each supervoxel using the BoW model based on the STIP points

that fall in the supervoxel and previously obtained codewords. So each supervoxel is

represented as a histogram of codewords. Similar type of feature representation is suc-

cessfully used in multi-view action recognition by Li et al. [25].

Finally, we use the negative exponential of the Chi-square χ2 distance to compute
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Figure 3.1: Visualization of the supervoxels, STIP locations and HOG features extracted
‘punching’ video from NIXMAS dataset.

the affinity between two supervoxels. We provide a visualization of the supervoxels,

STIP locations and HOG features corresponding to a video of ‘punching’ action from

the NIXMAS dataset in Figure 3.1. Top left: a frame extracted from the video of the

‘punching’ action. Top right: temporal cross-section of the supervoxels corresponding

to the frame, Bottom left: STIP locations in the frame and Bottom right: HOG features

extracted from the frame.
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Chapter 4: Problem Formulation

This section introduces the latent variable and explains how to compute affinity of two

videos based on the latent variable. Here, we also mention a compact feature represen-

tation, that fits in large margin learning formulation, explained in Chapter 6.

Similarity Matrix: Given two videos, vj and vi, with a total of Mj and Mi fea-

tures, we define an Mj ×Mi similarity matrix, Xji = [Xji(m,n)], where Xji(m,n)≥0

represents similarity of mth feature in vj and nth feature in vi.

Latent Variables: Many-to-many correspondence of features from two videos, vj

and vi, is specified as an indicator matrix Hji ∈ {0, 1}Mj×Mi , where Hji(m,n) = 1

denotes that mth feature of vj is matched with nth feature of vi, and Hji(m,n) = 0,

otherwise. Many-to-many matching is aimed at addressing errors of spatiotemporal

video segmentation with noisy mergers and splits of supervoxels. It allows a set of

supervoxels from vj to be matched to a single supervoxel in vi, and conversely a set of

supervoxels from vi to be matched to some other supervoxel in vj .

Asymmetric Similarity Vector: Expected similarity of Mj features from video vj

to video vi is defined as

xji(m) =
∑Mi

n=1Xji(m,n)�Hji(m,n), m = 1, ...,Mj. (4.1)

where ‘�’ is element-wise multiplication operator.
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Note that the many-to-many matching formulation allows zero rows in Hji. Conse-

quently, some elements of the similarity vector, xji = [xji(m)]T can be equal to zero.

The intuition is that xji(m) = 0 means that mth feature in vj is much different from

all features in vi, and thus can be regarded as irrelevant background with respect to the

action occurring in vi.

Asymmetric Affinity: Elements of the similarity vector, xji = [xji(m)]Mj×1, are

weighted and linearly combined to compute the asymmetric affinity from video vj to

video vi, Aji = wT
j · xji, as defined in Equation 1.1. The weight vector wj is aimed at

assigning relevance to every feature in vj for multi-view action recognition with respect

to all vi in the training set. Note that wj uniquely characterizes vj , and thus makes Aji

asymmetric, i.e., in general, Aji 6= Aij .

Our goal is to jointly learn all weight vectors, w = [wT
1 , ...,w

T
i , ...]

T , of exemplar

videos in a given dataset, V = {(φ(vi), yi, zi) : i = 1, ..., N}, subject to Constraint 1 and

Constraint 2, where φ(vi) is the set of extracted supervoxels, yi denotes the action class,

and zi denotes the viewpoint of vi. To this end, we consider quadruples of exemplar

videos {vi, vj, vk, vl} ⊂ V, where, for each vi ∈ V, vj is a class-view hit, vk is a class-

hit, and vl is a class-miss, as illustrated in Figure 4.2.

A class-view hit to vi, denoted as vj , has the same action class and viewpoint as vi,

(yi, zi) = (yj, zj).

A class-hit to vi, denoted as vk, has the same action class but different viewpoint

from vi, yi = yk, and zi 6= zk.

A class-miss to vi, denoted as vl, has a different action class from vi, yi 6= yl.

From the definitions of Constraint 1 and Constraint 2, stated in Sec. 1.2, and the
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definitions presented in this section, the two constraints can be specified as:

 wj

wk


T  xji

−xki

 ≥ 1,

 wk

wl


T  xki

−xli

 ≥ 1. (4.2)

For considering Equation 4.2 over all videos vi ∈ V, it is convenient to define sparse

vectors Φijk and Φikl as

Φijk =



0

xji

−xki

0


,Φikl =



0

xki

−xli

0


, (4.3)

where all elements of Φijk and Φikl are zero except those that correspond to xji, xki,

and xli. Note that Φijk = Φijk(Xji, Xki, yi, zi, Hji, Hki), which we also write as Φijk =

Φijk(yi, zi, Hji, Hki), for short. Similarly, we write Φikl = Φikl(yi, zi, Hji, Hki). To

clarify the structure ofw and Φ vectors, we present a visualization of their representation

in Figure 4.1. Where we see Φijk is represented as a vector of the same length as w,

where all the values of this vector are ‘zero’ except xji and −xki, which are in the same

range as wj and wk in w respectively. Moreover lengths of xji and xki are same as wj

and wk respectively. This representation allows us to express wT
j · xji −wT

k · xki in a

compact way as wT · Φijk.

From the Equations 4.2 and 4.3, it follows that all weight vectors w can be jointly



24

Figure 4.1: Representation of w and Φ vectors.

learned, such that for every vi ∈ V, the following two constraints are enforced:

wTΦijk≥ 1, for all {vi, vj, vk} ⊂ V, (4.4)

wTΦikl≥ 1, for all {vi, vk, vl} ⊂ V, (4.5)

where Φijk represents for class-view hit and class-hit of vi, and Φikl is for class-hit and

class-miss respect to vi.
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Figure 4.2: Learning by considering quadruples of videos (vi, vj, vk, vl). Super-
voxels of vi are efficiently matched to supervoxels of the class-view hit vj , class-
hit vk, and class-miss vl. The matching results xji, xki, xli are used to specify
Constraint 1 and Constraint 2 for latent large-margin learning of the weights w =
[...,wT

j , ...,w
T
i , ...,w

T
k , ...,w

T
l ...]

T .
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Chapter 5: Estimation of the Latent Variables

We define latent variables as the correspondence between the two sets of features (i.e.

supervoxels) extracted from two videos. Establishing correspondences between video

features is efficiently formulated as many-to-many matching with complexity O(M2)

in the number of features M . This complexity comes from computing the similarity

matrix Xji, defined in Sec. 4. Since the number of extracted supervoxels is typically

much smaller than that of other common video features (M ≈ 500) for IXMAS and

NIXMAS datasets, estimation of the latent correspondences, Hji, does not represent a

runtime bottleneck in our implementation.

Given two videos, vj and vi, and their similarity matrix Xji = [Xji(m,n)], where

Xji(m,n)≥0 for all features m = 1, ...,Mj and n = 1, ...,Mi, we want to find the

feature correspondence indicator matrix, Hji = [Hji(m,n)] ∈ {0, 1}Mj×Mi , so as to

maximize the total similarity of features,
∑Mj

m=1

∑Mi

n=1Xji(m,n)Hji(m,n). By relax-

ing the binary values of Hji to the continuous domain, Hji(m,n) ∈ (0, 1), our problem

can be conveniently formulated as the following convex linear optimization:

maximize vec[Xji]
Tvec[Hji]

subject to ‖vec[Hji]‖22 = 1, Hji(m,n) ≥ 0,

(5.1)

where the operator vec[·] takes a matrix and converts it into a vector by concatenating the

matrix’s columns. The convex problem of (5.1) is well-studied, and, for Xji(m,n)≥0,
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as is our case, has a closed-form solution:

vec[Hji] =
vec[Xji]

‖vec[Xji]‖22
. (5.2)

The above solution, found in the continuous domain, is binarized to identify feature cor-

respondences. Binarization is done by putting a threshold in the continuous solution. If

the solution in the continuous domain isHji and the chosen threshold is t, then binarized

solution Hb
ji is obtained as Equation 5.3.

Hb
ji(m,n) =


1 if Hji(m,n) ≥ t

0 if Hji(m,n) < t

m = 1, ...,Mj. n = 1, ...,Mi. (5.3)

While most of the related work on matching uses a heuristic threshold for converting

continuous solutions to the discrete domain, we learn a suitable threshold as the latent

variable in the latent large-margin learning. Learning the hidden variables is explained

in the following chapter.
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Chapter 6: Latent Large-Margin Learning

In this chapter, we explain the latent large margin learning framework aiming to compute

w. We want to learn w that satisfy the viewpoint and action class-based constraints in

Equation 4.4 and 4.5. However, when dealing with real videos, it may not be possible

to simultaneously satisfy all constraints in Equation 4.4 and 4.5. We therefore relax the

constraints, using the notion of loss function, and formulate learning of w within the

latent large-margin framework [56].

In particular, we define two loss functions corresponding to the two types of con-

straints:

∆
(1)
ijk = ∆(yi, zi, H

∗
ji, H

∗
ki, ŷi, ẑi, Ĥji, Ĥki), (6.1)

∆
(2)
ikl = ∆(yi, zi, H

∗
ki, H

∗
li, ŷi, ẑi, Ĥki, Ĥli) (6.2)

where the loss in Equation 6.1 includes class-view hit vj and class-hit vk, whereas the

loss in Equation 6.2 includes class hit vk and class-miss vl for video vi. The symbol H∗

indicates the estimates of the latent variables when the ground truth action class yi and

viewpoint zi are given:

(H∗
ji, H

∗
ki) = argmax

(Hji,Hki)

wTΦijk(yi, zi, Hji, Hki) (6.3)

(ŷi, ẑi, Ĥji, Ĥki) in Equation 6.1, refers to the joint estimation of the labels (both
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action class and viewpoint) and hidden variables:

(ŷi, ẑi, Ĥji, Ĥki) = argmax
(y,z,Hji,Hki)

wTΦijk(y, z,Hji, Hki) (6.4)

Symbols in second loss function ∆
(2)
ikl , in Equation 6.2 carry same meaning as that in

Equation 6.1.

Using these two loss functions, we define the following latent large-margin learning

objective. Minimizing the loss function itself might result in over-fitting. To avoid that,

we impose additional L2 regularization penalty on w.

arg min
w

1

2
‖w‖2 + C1

∑
i

∑
jk ∆

(1)
ijk + C2

∑
i

∑
kl ∆

(2)
ikl

(6.5)

C1 and C2 are regularization constants which control the relative importance of the

regularization term over the empirical loss. Larger value of regularization constants

implies smaller empirical error. We choose values for C1 and C2 by cross-validation.

Following the derivation presented in [56], we specify a hinge-loss style upper bound

of the loss function in Equation 6.1:

∆
(1)
ijk≤ max

(ŷi,ẑi,Ĥji,Ĥki)

[
wTΦijk(ŷi, ẑi, Ĥji, Ĥki) + ∆hloss

ijk

]
− max

(Hji,Hki)
wTΦijk(yi, zi, Hji, Hki),

(6.6)

where ∆hloss
ijk = ∆(yi, zi, ŷi, ẑi, Ĥji, Ĥki) denotes the standard hinge loss:

∆hloss
ijk = [1−wTΦijk(ŷi, ẑi, Ĥji, Ĥki)]+ (6.7)
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The operator [z]+ is defined as max {0, z}.

Similar to Equations 6.6 and 6.7, we also derive the upper bound of the loss function

∆
(2)
ikl from Equation 6.2.

∆
(2)
ikl ≤ max

(ŷi,ẑi,Ĥki,Ĥli)

[
wTΦikl(ŷi, ẑi, Ĥki, Ĥki) + ∆hloss

ikl

]
− max

(Hki,Hli)
wTΦikl(yi, zi, Hki, Hli),

(6.8)

where ∆hloss
ikl is defined in a same way as Equation 6.7:

∆hloss
ikl = [1−wTΦikl(ŷi, ẑi, Ĥki, Ĥli)]+ (6.9)

From the Equation 6.5 and the upper bounds of the loss functions in Equations 6.6,

6.8, we obtain the following latent large-margin formulation:

arg min
w

[
1

2
‖w‖2

+ C1

∑
i

∑
j,k

max
(ŷi,ẑi,Ĥji,Ĥki)

(
wTΦijk + ∆hloss

ijk

)
− C1

∑
i

∑
j,k

max
(Hji,Hki)

wTΦijk

+ C2

∑
i

∑
k,l

max
(ŷi,ẑi,Ĥki,Ĥli)

(
wTΦikl + ∆hloss

ikl

)
− C2

∑
i

∑
k,l

max
(Hki,Hli)

wTΦikl

]
,

(6.10)

where the arguments of vectors Φijk and Φijk are uniquely determined by the arguments

of the max operators in each term. Note that, in Equation 6.10, the second and fourth
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terms headed by the “+” sign, including with first term can be grouped into a convex

function of (w, ŷi, ẑi, Ĥji, Ĥki). Similarly, the third and fifth terms in Equation 6.10

headed by the “−” sign can be grouped into a concave function of (w, Hki, Hli). This

rearrangement of Equation 6.10 results in final formulation:

arg min
w

[
1

2
‖w‖2

+ C1

∑
i

∑
j,k

max
(ŷi,ẑi,Ĥji,Ĥki)

(
wTΦijk + ∆hloss

ijk

)
+ C2

∑
i

∑
k,l

max
(ŷi,ẑi,Ĥki,Ĥli)

(
wTΦikl + ∆hloss

ikl

) ]
−
[
C1

∑
i

∑
j,k

max
(Hji,Hki)

wTΦijk + C2

∑
i

∑
k,l

max
(Hki,Hli)

wTΦikl

]
,

(6.11)

This formulation of Equation 6.11 allows us to readily use the Concave-Convex

Procedure (CCCP) [57] for learning [56].

The CCCP is an optimization algorithm which can be applied to a wide range of

optimization problems with the guarantee of convergence [57, 39]. To apply CCCP for

optimizing an objective function, the objective function needs to be decomposed into

the sum of a convex function and a concave function: E(x) = E1(x) − E2(x), where

E1(x) is a convex function and −E2(x) is an concave function. So both E1(x) and

E2(x) are convex functions. An example of this decomposition is shown in Figure 6.1.

The algorithm proceeds by matching points on the two functions which have the same

tangents. For an input point x0 we calculate the gradient ∇E2(x0) and find the point x1

such that ∇E1(x1) = ∇E2(x0). Then we find another point x2 such that ∇E1(x2) =

∇E2(x2). We repeat this process until convergence. In our case the objective function
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(E) is given in Equation 6.11, which is to be minimized. We decompose it into a convex

function

E1 =

[
1

2
‖w‖2

+ C1

∑
i

∑
j,k

max
(ŷi,ẑi,Ĥji,Ĥki)

(
wTΦijk + ∆hloss

ijk

)
+ C2

∑
i

∑
k,l

max
(ŷi,ẑi,Ĥki,Ĥli)

(
wTΦikl + ∆hloss

ikl

) ]
(6.12)

and a concave function

E2 = −
[
C1

∑
i

∑
j,k

max
(Hji,Hki)

wTΦijk + C2

∑
i

∑
k,l

max
(Hki,Hli)

wTΦikl

]
, (6.13)

Inside CCCP, we find a hyperplane which is a upper bound of the concave function.

Computation hyperplane requires latent variable inference as mentioned in Equation

6.3. So we are to compute the weighted matchings between two pairs of videos vj, vi

and vk, vi where first pair of videos are more similar to each other than the videos of

the second pair. However these matchings are controlled by binarizing thresholds as

mentioned in Equation 5.3 in Chapter 5. These thresholds are determined such a way

that, for a specific set of supervoxels of video vi, difference between Aji and Aki is

maximized. Here, Aji and Aki are affinities of video pairs vj, vi and vk, vi respectively.

After computing the latent variables, rest of the problem becomes a standard Structured

SVM problem which can be solved using the cutting plane method [56].
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Figure 6.1: An illustration, showing how the CCCP algorithm decomposes an objective
function and iteratively optimizes it [57].
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Chapter 7: Results

This chapter presents our results on three datasets and comparisons with state-of-the-art

methods. We perform experiments on three datasets: INRIA IXMAS [48], NIXMAS

[46] and i3DPost [14]. IXMAS dataset has videos of 12 actors performing 13 daily-

life actions, including checking watch (cw), crossing arms (ca), scratching head (sh),

sitting down (sd), getting up (gu), turning around (ta), walking (wa), hand wave (hw),

punching (pc), kicking (ki), pointing (po), picking up (pu) and throwing(th). Every

action is performed three times by a single actor and each video is recorded from five

different camera views: four side views and a top view. Among these 13 actions, videos

for ‘throwing’ action is not complete. So, we consider 12 actions except the throwing.

The second dataset, NIXMAS, has 11 out of 13 action classes of IXMAS dataset. The

videos of this dataset were recorded from five viewpoints: four side views and a frontal

view. There are objects such as tables, chairs etc., present in the background, while

recording the videos. Every two out of three actions were recorded with objects which

partially occlude the actors. Presence of cluttered background and occlusion makes this

dataset challenging. In i3DPost there are videos of eight actors performing 10 different

actions. Among these actions six are single actions walk, run, jump, bend, hand-wave

and jump-in-place and others are combined actions sit-stand-up, run-fall, walk-sit and

run-jump-walk. All the videos are recorded from eight calibrated camera views as shown

in Figure 7.1. We choose these datasets as these are the standard datasets for evaluating
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Figure 7.1: Camera settings of the i3DPost dataset.

multi-view action recognition approaches.

We select a set of exemplars for learning the feature weights of exemplars. For a

single exemplar vi, we select a set of triplet of exemplars vj, vk, vl, to determine the con-

straints. For every exemplar, we chose 10 such triplets of closest videos vj, vk and vl,

to impose the constraints on the learned weight. Notice that one set of triplet vj, vk, vl,

gives rise to a pair of constraints: viewpoint based constraint (vi with vj, vk) and ac-

tion class based constraint (vi with vk, vl). So we consider 20 constraints for a single

exemplar.

For a target video we compute weighted affinities of all the exemplars to it. The

affinities are computed based on the learned weights. Then a ‘K’ nearest neighbour (K-
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NN) classifier with the maximum voting scheme is used to determining the action class

of the target video.

7.1 Input Parameters Testing

We evaluate our approach varying three of the input parameters to examine how the

performance depends on them.

Input parameters:

i. Number of training exemplars: For our experiments we choose 10, 15, 20, 25,

30 exemplars from each action class having equal number of videos from each view-

point. Which is 6% (for 10 per class), 18% (for 30 per class) of total number of video on

the IXMAS dataset [48] and 9% , 29% respectively on the NIXMAS dataset [46]. We

show how the accuracy varies with increasing number of exemplars in Figure 7.2 on the

NIXMAS dataset [46].

ii. K in K-NN classifier for testing: We examine how the accuracy changes with

‘K’, which selects the number of closest exemplars for the K-NN classifier to make the

final decision. Figure 7.3 shows that accuracy increases with ‘K’ but saturates after K =

10.

iii. Number of supervoxels per video: We vary the number of supervoxels ex-

tracted from the videos and observe how the accuracy changes with it. Results are

shown in Figure 7.4. We see that accuracy increases with the increasing number of

supervoxels and then drops after reaching the highest mark. This tells us that both

under-segmentation and over-segmentation fail to capture visual cues from the video
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and optimal segmentation is somewhere in between them. However, performance is less

insensitive to the number of supervoxels on the i3DPost dataset, due to higher resolution

of videos. Highest accuracy achieved for NIXMAS, IXMAS and i3DPost datasets are

83.1%, 89.1% and 86.2% respectively. We provide results for the best parameter set-

tings. As it is seen from the results our approach is insensitive to a wide range of input

parameter variation.

7.2 Baseline Comparison

We compare our approach with three common baselines and our approach performs

better than all three of them on standard datasets.

Baselines:

i. B1: Cubelets based approach: To justify the use of supervoxels, we compare

our approach where regular cubelets are extracted from video are considered as features

instead of supervoxels. We extract the same average number of cubelets as supervoxels

from videos. Correspondence between cubelets from videos is measures using matching

as in our approach. We see significant improvement of accuracy, in Figure 7.2 and 7.3,

while supervoxels are used as features instead of the cubelets.

ii. B2: Without viewpoint based constraint: We perform our experiments without

the viewpoint based constraint to analyse how this constraint affects the performance.

It can be seen in Figure 7.2 and 7.3, that the accuracy is considerably less when we

remove these constraints from learning algorithm. This shows the importance of the

view information in multi-view action recognition.
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iii. B3: Large margin distance learning: We compare with another exemplar

based large margin distance learning framework called large margin nearest neighbour

(LMNN)[43]. Their goal is to learn the suitable metric for K-NN classifier. They learn

a linear transformation of the feature space and pose the learning as the semidefinite

programming. Our ‘latent’ large margin distance learning framework performs better

as we are finding the feature correspondence as a latent variable and then learning the

weights for them. Results in the Figure 7.2 and 7.3 show the importance of considering

the latent variable while learning the weights.

7.3 Comparison with State of the Art

Comparison with state of the art approaches are done on the IXMAS dataset as most

of the state-of-the-art results are available on this dataset. Results on other two datasets

are presented later. We compare our approach with an exemplar based approach [44],

transfer learning based approaches [25] and [26], geometric model based approaches

[54] and [53], view invariant feature finding approach [23], robust descriptor finding

approach [46] and another latent SVM based approach [49].

We perform the experiments as leave one actor out as a standard experiment setting

where we learn with videos from all but one actor and test on the videos of the remaining

actor. We consider 12 action classes for all the experiments. Except [49], all presented

approaches perform experiments on 11 classes excluding the confusing ‘pointing’ class.

Table 7.1 shows results where videos from all viewpoints are used for training and test-

ing is done on videos from each of the viewpoint. We marginally outperform [49] but
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Figure 7.2: Plot of accuracy vs. number of exemplars per class for training on the NIX-
MAS dataset. Here ‘Cubelets’ represents our approach using the cubelets instead of the
supervoxels (B1), ‘Single constraint’ represents our approach without considering the
viewpoint based constraint(B2), ‘LMNN’ represents our approach in an another large
margin distance learning framework [43] (B3) and ‘Full approach’ is our proposed ap-
proach. Axes are scaled for better visualization.
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Figure 7.3: Plot of accuracy vs. number of the closest exemplars for K-NN classifier
in testing on the NIXMAS dataset. Here ‘Cubelets’ represents our approach using the
cubelets instead of the supervoxels (B1), ‘Single constraint’ represents our approach
without considering the viewpoint based constraint(B2), ‘LMNN’ represents our ap-
proach in an another large margin distance learning framework [43] (B3) and ‘Full ap-
proach’ is our proposed approach. Axes are scaled for better visualization.
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Figure 7.4: Plot of accuracy vs. average number of supervoxels per video for three
datasets: NIXMAS, IXMAS and i3DPost. Axes are scaled for better visualization.



42

c1 c2 c3 c4 c5 Average
[44] 65.4 70.0 54.3 66.0 33.6 57.86
[46] 86.7 89.9 86.4 87.6 66.4 83.4
[23] 74.8 74.5 74.8 70.6 61.2 71.2
[49] 95.14 89.58 91.67 90.28 - 91.67
Ours 94.1 95.6 92.3 95.8 84.4 92.44

Table 7.1: Comparison of accuracy(%) on the IXMAS dataset when training is done
using all views and testing is done for a specific view. Our average accuracy 92.44 % >
91.67 %, best state of the art [49]

.

c1 c2 c3 c4 c5 Average
[25] 85.1 82.1 82.2 85.7 77.6 82.54
[26] 86.6 81.1 80.1 83.6 82.8 82.8
[49] 86.11 93.06 73.61 80.56 - 83.34
Ours 87.21 93.1 87.3 88.2 82.1 87.58

Table 7.2: Comparison of accuracy(%) on the IXMAS dataset when training is done
using the four views and testing is done for the 5th view. Our average accuracy 87.58 %
> 83.34 %, best state of the art [49]

in their case accuracy is computed without considering the challenging top view. In the

similar experiment settings we are 9.04% ahead of the previous best approach [46]. Ta-

ble 7.2 shows results where we perform training with videos from four viewpoints and

test on videos from the other viewpoint. Finally the confusion matrix for the 12 action

classes is presented in Figure 7.5.

We find informative view combinations by performing experiments where training

using videos from multiple view combinations and present results in Table 7.3. Results

are compared with [53] and [44]. We observe that side view combination (1,2,3) per-

forms better than the side views with top view (1,2,3,5) together. So, we infer that the
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Figure 7.5: The confusion matrix for 12 actions on the IXMAS dataset

top view is not discriminative and adds confusion in recognition. Detailed recognition

results for multiple view settings for the specific action classes are presented in 7.6.

7.3.1 Results on the NIXMAS dataset

On the NIXMAS dataset our average accuracy of 83.1% is 7.4% higher than the previous

best approach [46]. In Table 7.4 we show results of recognition accuracy when training

is done with the videos from all the viewpoints and testing is done on the videos from a

particular viewpoint.

Table 7.5 presents the recognition accuracy when training is done with the videos
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Cameras 2,4 1,3 3,5 1,3,5 1,2,3 1,2,3,5 1,2,3,4

[53] 71 71 - - 60 - 78
[44] 81.3 - 61.6 70.2 - 75.9 81.3
Ours 83.1 80.2 74.8 78.9 87.7 85.1 92.8

Table 7.3: Recognition accuracy (%) of our approach on the IXMAS dataset for multiple
camera combination.

Figure 7.6: Recognition accuracy (%) for the specific action classes on the IXMAS
dataset for multiple view combinations.

from four viewpoints and testing is done on the videos from the remaining viewpoint.

Recognition accuracy for multiple viewpoints are presented in Table 7.6, where

training is done with the videos from specific viewpoint combinations. We see frontal

views are more informative than the side views as self-occlusion is more probable in the

side views. Detailed recognition results for multiple view settings for the specific action

classes are presented in Figure 7.7.

Finally we present the confusion matrix for action recognition on the NIXMAS
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Camera c1 c2 c3 c4 c5
Accuracy 86.4 78.2 84.1 79.2 87.1

Table 7.4: Recognition accuracy(%) on the NIXMAS dataset when training is done
using all the views and testing is done on a specific view.

Camera c1 c2 c3 c4 c5
Accuracy 80.6 74.4 79.2 73.2 83.2

Table 7.5: Recognition accuracy(%) on the NIXMAS dataset when training is done
using four views and testing is done for the remaining view.

dataset in Figure 7.8.

7.3.2 Results on the i3DPost dataset

From i3DPost dataset we choose eight actions: walk (wk), run (rn), jump in place (jp),

jump forward (jf), bend (bd), sit (st), fall down (fl) and wave one hand (wo)). Our

average accuracy on this dataset is 94.3 % which is 3.5% the higher than the previous

best approach [22].

In Table 7.7 we present results of recognition when training is done with the videos

from all the viewpoints and testing is done on videos from a particular viewpoint.

Table 7.8, shows recognition accuracy when training is done with videos from seven

Cameras 2,4 1,3 3,5 1,3,5 1,2,3 1,2,3,5 1,2,3,4

Accuracy 70.2 76.2 74.4 80.8 78.7 83.6 79.8

Table 7.6: Recognition accuracy (%) on the NIXMAS dataset when training is done
with multiple camera combinations.
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Figure 7.7: Recognition accuracy (%) for the specific action classes on the NIXMAS
dataset for multiple view combinations.

viewpoints and testing is done on videos from the remaining viewpoint.

Results for multiple viewpoints are presented in Table 7.9, where training is done

with the videos from a specific viewpoint combinations. Here also we see the frontal

views are more informative than side and back views due to presence of occlusion in

side and back views. Detailed recognition results for multiple view settings for specific

action classes are presented in Figure 7.9.

Finally we present the confusion matrix for action recognition on the i3DPost dataset

in Figure 7.10.

We demonstrate the learned weights for supervoxels of the videos from different ac-
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Figure 7.8: The confusion matrix for 11 actions on the NIXMAS dataset. Average
recognition accuracy is 83.1 %.

tion classes in Figure 7.11. For better visualization we show only selected supervoxels

having distinctive weights. The weight of a supervoxel reflects its importance in action

recognition. In the first column, (a) and (b) are the frames corresponding to same action,

kick, from left view and right view respectively. As it shows, different set of weights

are learnt for the same action, recorded from different viewpoints. This justifies the

importance of view information for multi-view action recognition. In both of the cases

supervoxels corresponding to moving leg, are assigned higher weights. Supervoxels
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Cam. c1 c2 c3 c4 c5 c6 c7 c8
Acc. 97.4 97.0 95.7 93.4 86.3 92.8 95.5 96.7

Table 7.7: Recognition accuracy(%) on the i3DPost dataset when training is done using
all the views and testing is done on a specific view.

Cam. c1 c2 c3 c4 c5 c6 c7 c8
Acc. 94.8 92.7 91.1 88.2 82.8 87.6 90.8 93.8

Table 7.8: Recognition accuracy(%) on the i3DPost dataset when training is done using
seven views and testing is done on the remaining view.

correspond to hands are assigned due to the movement of hands while performing the

‘kick’ action. In (c) our algorithm fails to differentiate weights of the supervoxels cor-

responding to upper and lower portions of the body. In this action of ‘check watch’, the

whole body remains static except the left hand. Due to the similar appearance, similar

weights are learnt for the supervoxels from entire body. In (d), ‘kick’ action is captured

from the top view. In this case, left arm remains partially occluded. Hence, even the

arm is moving during the action, weight of supervoxels corresponding to that arm are

less. For frames from i3DPost dataset (e and f), due to higher resolution of the videos,

supervoxels are extracted more accurately and thus, distinct weights are learned for the

body parts, according to their importance. We conclude from the shown results that su-

pervoxels, correspond to moving body parts, are usually assigned higher weights. But

Cameras 1,2,8 4,5,6 2,3,4 6,7,8 1,2,3,7,8

Accuracy 90.8 79.8 86.1 87.4 94.8

Table 7.9: Recognition accuracy (%) on the i3DPost dataset for multiple camera com-
bination.
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Figure 7.9: Recognition accuracy (%) for the specific action classes on the i3DPost
dataset for multiple view combinations.

weights are less for occluded supervoxels.

It is interesting to see, how our approach performs on a test video from particular

viewpoints, which are not considered for training. If both of the action class and view-

point of a test video are present in training, then the test video is expected to match with

videos from same action class and viewpoint. This is due to the large margin learning

of weights guided by viewpoint and action class based constraints. But if the viewpoint

of the test video is not seen in training, classification becomes a chance game. All the

exemplars give low matching score for that test video while classifying by K-NN. But

we hope, in this case, test video is better matched with the exemplars from same class

instead of other classes. This is due to the presence of action class based constraints in

learning. It can be seen from Table 7.1 and 7.2, average recognition accuracy on the
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Figure 7.10: The confusion matrix for eight actions on the i3DPost dataset. Average
recognition accuracy is 94.3 %.

IXMAS dataset is less when any particular view is not considered in training. Similar

changes of recognition accuracy can be noticed on the NIXMAS dataset (Table 7.4 and

7.5) and on the i3DPost dataset (Table7.7 and 7.8).
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Figure 7.11: Visualization of weights, learned for supervoxels for specific action classes.
Weight are defined by colors as in Matlab jet scale. Here (a), (b) are frames of the ‘kick’
action from NIXMAS dataset. (c), (d) are frames of ‘check watch’ and ‘kick’ actions
respectively, from IXMAS dataset. And (e) ,(f) are frames of ‘walking’ and ‘hand-wave’
actions respectively, from i3DPost dataset. (Best viewed in color)
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Chapter 8: Conclusion

In this thesis, we have addressed a fundamental computer vision problem, that of action

recognition. The goal of action recognition is to identify the class of action performed in

a video. The main challenges for action recognition is that actors move and change their

pose while performing the action, and/or that the actors may be captured from different

viewing angles. To address these challenges, we have developed a multi-view approach

for action recognition. Our approach is able to recognize different classes of actions

from the videos, which were recorded from multiple viewpoints.

We have specified an exemplar-based approach for view-invariant action recogni-

tion. We have formulated a novel latent large-margin learning of the K-NN, subject to a

set of viewpoint based and action class based constraints. The main challenge for multi-

view action recognition is that, different actions from the same viewpoint may appear

very similar and thereby creating confusion in recognition process. Hence, we have in-

troduced a novel viewpoint based constraint to address this issue. A mid level feature -

supervoxel, which has been used to capture visual cues from the videos. Then matching

is employed to find correspondence between the two set of supervoxels extracted from

two videos. This matching is treated as the latent variable in our large margin learning

framework.

We have done extensive experiments on three standard datasets: INRIA IXMAS,

NIXMAS and i3DPost. Our approach has outperformed the state-of-the-art by 9.04%
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on the IXMAS, by 7.4% on the NIXMAS and by 3.5% on the i3DPost. We have eval-

uated all the input parameters such as number of training exemplars, average number

of supervoxels per video and number of closest exemplars (K) considered for K-NN

classification. We have concluded, from the results, that our approach is robust against

a wide range of parameter variations. Our approach has also outperformed the com-

mon baselines. Comparison with the ‘Cubelets based approach’ (B1) has justified the

use of the supervoxels as mid level features. Effectiveness of including the additional

viewpoint based constraints is proved as our approach has outperformed the approach

‘Without viewpoint based constraint’ (B2). To validate the contribution of matching of

supervoxels as a latent variable in recognition process, we have compared our learning

method with another large margin distance learning framework LMNN(B3) [43]. We

have concluded from the baseline study that the ‘viewpoint’ based constraint is crucial as

accuracy drops significantly if we do not consider these constraints in learning (Figures

7.2 and 7.3).

When we exclude some of the viewpoints in the training, recognizing videos from

those viewpoints becomes a chance game. We have noticed that recognition accuracy

is less when any particular view is not considered in training. This holds for all three

datasets. Though, due to the presence of action based constraints, recognition accuracy

is satisfactory for all three datasets (Table 7.2, 7.5, 7.8).

We have compared our approach with the state-of-the-art approaches, and in most

cases our approach outperformed them. In rare cases we do not outperform the state-

of-the-art methods when the supervoxels become noisy. Another cause of errors is that

we consider a subset of all possible constraints while learning the feature weights of the
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exemplars. This reduces the learning time.

Some of the limitations of our approach include, dependency on the supervoxel seg-

mentation and time complexity of the learning algorithm. We use supervoxels as the

features, so any segmentation error while extracting supervoxels could effect the per-

formance of our approach. Also, ideally, there are exponentially many constraints to be

considered while learning the feature weights of the exemplars. As this is not practica-

ble due to its time complexity, we only consider a subset of closely violated constraints,

which result in efficient learning of the weights. To address these issues, one might con-

sider a better method for supervoxel extraction and more sophisticated framework for

learning the weights. These are beyond the scope of this thesis.
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[46] Daniel Weinland, Mustafa Özuysal, and Pascal Fua. Making action recognition
robust to occlusions and viewpoint changes. ECCV, 2010.

[47] Daniel Weinland, Remi Ronfard, and Edmond Boyer. Automatic discovery of
action taxonomies from multiple views. CVPR, 2:1639–1645, 2006.

[48] Daniel Weinland, Remi Ronfard, and Edmond Boyer. Free viewpoint action recog-
nition using motion history volumes. CVIU, 104(2-3):249–257, 2006.

[49] Xinxiao Wu and Yunde Jia. View-invariant action recognition using latent kernel-
ized structural SVM. ECCV, 2012.



59

[50] Eric P Xing, Michael I Jordan, Stuart Russell, and Andrew Ng. Distance metric
learning with application to clustering with side-information. NIPS, 2002.

[51] Chenliang Xu and Jason J. Corso. Evaluation of super-voxel methods for early
video processing. CVPR, 2012.

[52] Junji Yamato, Jun Ohya, and Kenichiro Ishii. Recognizing human action in time-
sequential images using hidden markov model. CVPR, pages 379–385, 1992.

[53] P. Yan, S. M. Khan, and M. Shah. Learning 4D action feature models for arbitrary
view action recognition. CVPR, 2008.

[54] A. Yilmaz and M. Shah. Actions as objects: A novel action representation. CVPR,
2005.

[55] A. Yilmaz and M. Shah. Recognizing human actions in videos acquired by uncal-
ibrated moving cameras. ICCV, 2005.

[56] Chun-Nam John Yu and T. Joachims. Learning structural svms with latent vari-
ables. ICML, 2009.

[57] A. L. Yuille and A. Rangarajan. The concave-convex procedure. Neural Compu-
tation, pages 915–936, 2003.




