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A	  Comparison	  of	  Machine	  Learning	  Methods	  
for	  Predicting	  Bird	  Distributions	  

Introduction	  
	  

Species distribution modeling (SDM) is used for making predictions of patterns of 

distribution across a landscape. For example, scientists in New Zealand used an SDM to 

predict the best marine protected areas (MPAs) to conserve for fish stocks. These MPAs 

were predicted using SDMs that take into account variables such as ocean current speed, 

direction, temperature, and trawling practices (Leathwick, et al., 2008). In this case, 

SDMs were important because they helped select MPAs for conservation policies to 

conserve fish stocks. SDMs can also be used to provide an estimate of the extent of a 

species’ range to help determining whether it is endangered.  

One way to categorize species distribution modeling methods is into parametric 

and nonparametric approaches. Parametric modeling is usually the fastest and most 

accurate method if the model is chosen correctly. However, for SDM it is often 

challenging to choose the right model in the presence of many variables. Non-parametric 

(NP) modeling is useful because it is model-agnostic. This means the models’ complexity 

grows depending on the input data (Baayen, 2001). In contrast to parametric methods, NP 

models have a variable number of parameters instead of a fixed number of parameters. 

Generalized Boosted Regression Models (GBM) are an example of a 

nonparametric method that has been very successful in species distribution modeling 

(Elith et al, 2006).  However, few other nonparametric methods have been explored in 

this domain. The purpose of this research is to explore the value of other NP techniques, 

namely kernel logistic regression and kernel support vector machines (SVM), to analyze 



	   2	  

species distribution data. These techniques might prove to be faster, use less memory, or 

be more accurate. The four methods compared in this study are: GBM, kernel logistic 

regression (KLR), kernel support vector machine (KSVM), and generalized linear models 

(GLM) as the baseline method.	   	  
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Methods	  

Overview	   	  
	   To compare four machine learning method for species distribution modeling, the 

eBird dataset was selected for the case study. Ecological features from the National Land 

Cover Dataset (NLCD) were merged with the eBird dataset to create 41 features for 

training. Observation points were passed through a checkerboarding technique to 

generate training, validation, and test sets. Each of the four methods was tested against 

four states, and four species from each state. The 64 different runs from the combinations 

were run on a High Performance Computing Cluster. The accuracy of the runs was 

measured by using area under the curve (AUC) of the receiver operating characteristic 

(ROC) curve. The speed of the runs was measured by using the CPU user time.  

 In the next sections, the eBird dataset and data preprocessing (including 

checkerboarding) will be explained. Then, a comparison of how each of the four methods 

work will be presented. Finally, a detailed explanation of the experiment steps will be 

described.  

The	  eBird	  Dataset	  
The case study used for this investigation was the eBird dataset. eBird is a citizen 

science project run by the Cornell Lab of Ornithology, where the collection of bird 

sightings has been crowd sourced (Sullivan, et al., 2009). Anyone can request access to 

this online database. It is one of the largest biodiversity datasets available with, for 

example, over 3 million observations across North America just in March 2012. The 

observers provide information such as bird species they saw, bird species they did not 

see, and their GPS coordinates. Unusual records are flagged by automated data quality 

filters and later reviewed by local experts.  
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Since the eBird dataset is very large, the initial analysis was restricted to four 

different states in the United States: New York, Oregon, Texas, and Florida. These states 

provide geographic variety and sufficient quantities of observations.  

The Cornell Lab of Ornithology recommended bird species (indicated by the bold 

letters in Table 1) to use in each state out of more than 1500 available in the dataset. 

Additional species were chosen based on the prevalence in each state.  

Data	  pre-‐processing	  
The eBird data contains time, location, birds reported, and environmental features 

for each row (observation). In addition, an R script combined and aggregated all the 

observations provided by eBird with the National Land Cover Database (NLCD) (Jun 

Yu, pers. comm.). Table 3 shows the list of the 41 features. The NLCD features are the 

percent of the square neighborhood whose sides are 7500 meters from the observation 

covered by each of the 16 land cover classes. 

To avoid data from when birds are migrating, only the records from May to July 

were selected. This data provides a stationary snapshot of the distribution, since this time 

period corresponds to the breeding season for the species in this study. Additionally, 

records with missing covariates were removed. The final number of observations in each 

state is listed in Table 2.  
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Table 1. Types of birds in each state used in this study. The bolded birds are those recommended by the 
Cornell Lab of Ornithology for the specific state. The others were chosen based on their prevalence. 

State	   Birds	   Common	  Name	   Prevalence	  (%)	  
Oregon	   Turdus	  migratorius	   American	  Robin	   48	  

Melospiza	  melodia	   Song	  Sparrow	   37	  
Ardea	  herodias	   Great	  Blue	  Heron	   17	  
Geothlypis	  trichas	  
	  

Common	  Yellowthroat	   16	  
	  

New	  York	   Turdus	  migratorius	   American	  Robin	   67	  
Setophaga	  petechia	   American	  Yellow	  Warbler	   37	  
Ardea	  herodias	   Great	  Blue	  Heron	   19	  
Hylocichla	  mustelina	  
	  

Wood	  Thrush	   20	  
	  

Texas	   Cardinalis	  cardinalis	   Northern	  Cardinal	   59	  
Passer	  domesticus	   House	  Sparrow	   38	  
Ardea	  herodias	   Great	  Blue	  Heron	   19	  
Chaetura	  pelagica	  
	  

Chimney	  Swift	   20	  
	  

Florida	   Cardinalis	  cardinalis	   Northern	  Cardinal	   51	  
Cyanocitta	  cristata	   Blue	  Jay	   37	  
Ardea	  herodias	   Great	  Blue	  Heron	   24	  
Picoides	  pubescens	   Downy	  Woodpecker	   20	  

	  

Table 2. The total number of May to July observations in each state after data was cleaned. 

New York 20622 
Florida 8782 
Oregon 9353 
Texas 13919 
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Table 3. A list of features used to train the machine learning methods. 

	   Name	  of	  the	  feature	  in	  dataset	   Description	  of	  the	  feature	  
eB

ird
	  D
at
as
et
	  

"EFFORT_HRS"	   Duration	  of	  observation,	  in	  hours	  

"EFFORT_AREA_HA"	   Size	  of	  survey	  area,	  in	  hectares	  

"HOUSING_DENSITY"	   Number	  of	  housing	  units	  per	  square	  mile	  (2000	  census)	  
"CAUS_TEMP_MIN"	   Mean	  daily	  minimum	  temperature	  for	  month	  	  

"CAUS_TEMP_AVG"	   Mean	  daily	  average	  temperature	  for	  month	  	  
"CAUS_TEMP_MAX"	   Mean	  daily	  maximum	  temperature	  for	  month	  	  

"CAUS_PREC"	   Mean	  total	  precipitation	  for	  month	  of	  observation	  
"EFFORT_DISTANCE_KM"	   Distance	  traveled	  during	  observation,	  in	  kilometers	  

"POP00_SQMI"	   Population	  per	  square	  mile	  (2000	  census)	  

N
at
io
na

l	  L
an

d	  
Co

ve
r	  D

at
as
et
	  (N

LC
D)
	  

"NLCD2001_FS_C11_7500_PLAND"	   2001	  Open	  Water	  in	  surrounding	  area	  
"NLCD2001_FS_C12_7500_PLAND"	   2001	  Perennial	  Ice/Snow	  in	  surrounding	  area	  

"NLCD2001_FS_C21_7500_PLAND"	   2001	  Developed,	  Open	  Space	  in	  surrounding	  area	  
"NLCD2001_FS_C22_7500_PLAND"	   2001	  Developed,	  Low	  Intensity	  in	  surrounding	  area	  

"NLCD2001_FS_C23_7500_PLAND"	   2001	  Developed,	  Medium	  Intensity	  in	  surrounding	  area	  

"NLCD2001_FS_C24_7500_PLAND"	   2001	  Developed,	  High	  Intensity	  in	  surrounding	  area	  
"NLCD2001_FS_C31_7500_PLAND"	   2001	  Barren	  Land	  (Rock/Sand/Clay)	  in	  surrounding	  area	  

"NLCD2001_FS_C41_7500_PLAND"	   2001	  Deciduous	  Forest	  in	  surrounding	  area	  
"NLCD2001_FS_C42_7500_PLAND"	   2001	  Evergreen	  Forest	  in	  surrounding	  area	  

"NLCD2001_FS_C43_7500_PLAND"	   2001	  Mixed	  Forest	  in	  surrounding	  area	  
"NLCD2001_FS_C52_7500_PLAND"	   2001	  Shrub/Scrub	  in	  surrounding	  area	  

"NLCD2001_FS_C71_7500_PLAND"	   2001	  Grassland/Herbaceous	  in	  surrounding	  area	  

"NLCD2001_FS_C81_7500_PLAND"	   2001	  Pasture/Hay	  in	  surrounding	  area	  
"NLCD2001_FS_C82_7500_PLAND"	   2001	  Cultivated	  Crops	  in	  surrounding	  area	  

"NLCD2001_FS_C90_7500_PLAND"	   2001	  Woody	  Wetlands	  in	  surrounding	  area	  
"NLCD2001_FS_C95_7500_PLAND"	   2001	  Emergent	  Herbaceous	  Wetlands	  in	  surrounding	  area	  

"NLCD2006_FS_C11_7500_PLAND"	   2006	  Open	  Water	  in	  surrounding	  area	  

"NLCD2006_FS_C12_7500_PLAND"	   2006	  Perennial	  Ice/Snow	  in	  surrounding	  area	  
"NLCD2006_FS_C21_7500_PLAND"	   2006	  Developed,	  Open	  Space	  in	  surrounding	  area	  

"NLCD2006_FS_C22_7500_PLAND"	   2006	  Developed,	  Low	  Intensity	  in	  surrounding	  area	  
"NLCD2006_FS_C23_7500_PLAND"	   2006	  Developed,	  Medium	  Intensity	  in	  surrounding	  area	  

"NLCD2006_FS_C24_7500_PLAND"	   2006	  Developed,	  High	  Intensity	  in	  surrounding	  area	  
"NLCD2006_FS_C31_7500_PLAND"	   2006	  Barren	  Land	  (Rock/Sand/Clay)	  in	  surrounding	  area	  

"NLCD2006_FS_C41_7500_PLAND"	   2006	  Deciduous	  Forest	  in	  surrounding	  area	  

"NLCD2006_FS_C42_7500_PLAND"	   2006	  Evergreen	  Forest	  in	  surrounding	  area	  
"NLCD2006_FS_C43_7500_PLAND"	   2006	  Mixed	  Forest	  in	  surrounding	  area	  

"NLCD2006_FS_C52_7500_PLAND"	   2006	  Shrub/Scrub	  in	  surrounding	  area	  
"NLCD2006_FS_C71_7500_PLAND"	   2006	  Grassland/Herbaceous	  in	  surrounding	  area	  

"NLCD2006_FS_C81_7500_PLAND"	   2006	  Pasture/Hay	  in	  surrounding	  area	  

"NLCD2006_FS_C82_7500_PLAND"	   2006	  Cultivated	  Crops	  in	  surrounding	  area	  
"NLCD2006_FS_C90_7500_PLAND"	   2006	  Woody	  Wetlands	  in	  surrounding	  area	  

"NLCD2006_FS_C95_7500_PLAND"	   2006	  Emergent	  Herbaceous	  Wetlands	  in	  surrounding	  area	  
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 The cleaned dataset was divided into four groups so that it could be split into a 

training set (one group), a validation set (one group), and a test set (two groups). For the 

division of records, a checkerboarding technique was used so that different geographic 

areas could be represented in each group, but spatial autocorrelation between the training 

and test sets was reduced. The technique overlaid a checkerboard on top of the maps in 

Figure 1, and split the data into four groups, represented by the colors. The data was split 

Figure 1. Maps of observations split into 4 different groups specified by the different colors. The splits made by 
the checker board technique.  
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into 9 sections by latitude and 16 sections by longitude, for a total of 144 cells. This 9x16 

split placed observations from all across the state in each group, while reducing spatial 

autocorrelation between the groups. 

	   All of the features from the dataset were rescaled to fit between 0 and 1. The 

motivation behind scaling the features is that kernel machine learning techniques depend 

on the distance between features. For example, if one feature is in the thousands range, 

and another in the tens range, the learning algorithm will be influenced more by the 

thousands range feature. However, both the features might be equally important in 

determining the species distribution. Working from the four groups, the first was selected 

as the training set, the second as the validation set, and finally the third and the fourth as 

the test set. The data was scaled so that the scaling process didn’t influence the data in the 

validation or test sets. The training and validation sets were scaled based only on the 

training set’s minimum and maximum values for each feature. Finally, the test set was 

scaled based on the training and validation sets’ minimum and maximum values.  

During the process of rescaling, the four groups were converted to two different 

collections; one where the “black” data sets were used for training/validation, and 

“white” data sets were used for testing, and one where “white” data sets were used for 

training/validation, and “black” data sets were used for testing. These two collections 

were stored separately. Therefore, rescaling and grouping did not need to be processed at 

every run. This saved time for each run, and made sure that the same groups are being 

used for every run. The reason for the two different collections was so that the machine 

learning method could be tested on all the records available.  
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Methods	  and	  implementation	  
	   All of the methods took three things: training data 𝑥 features, training data 𝑦 

observations of the bird, and a set of tuning parameters. One way to compare the different 

methods is by their loss functions. The different methods learn to classify the data by 

minimizing the loss function, which sometimes includes a penalty term. Another way to 

understand the differences between the methods is by looking at the methods’ decision 

boundaries. Decision boundaries are how the method separates the two classes. Finally, 

the importance features for each method will be examined. 

The following subsections will present each method’s loss function, functional 

form, fixed parameters, and tuned parameters. 

GLM	  
 Generalized linear models (GLM) were used as the baseline method. The R 

package GLMNET was used for the GLM implementation (Friedman, 2009). The 

package takes training data 𝑥 features, and training data 𝑦 observations of the bird. If 𝑦 

has two levels, -1 (bird not present) and 1 (bird present), we can predict the probability of 

𝑦 given vector 𝑥 features by: 

𝑝 𝑦! = 1|𝑥! = 1+ 𝑒!! !! !!
 

𝑝 𝑦! = −1|𝑥! = 1+ 𝑒! !! !!
 

where 𝑦! represents the response variable for training site 𝑖, 𝑥! is the predictor vector, and 

𝑓 𝑥!  encodes the relationship of the features to the response variable. The function 𝑓 𝑥!  

is where the main differences are between the methods. The likelihood function from the 

probabilities above can be represented as: 

ℒ = 1+ 𝑒!!!! !! !!
!

!!!
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Finally, taking the log and negating the likelihood function gives the negative log 

likelihood (NLL) function: 

𝑁𝐿𝐿(𝛽!,𝛽) = log 1+ 𝑒!!!! !!

!

!!!

 

  

 The form of the model 𝑓 𝑥!  for GLM is a linear function with parameters 𝛽: 

𝑓 𝑥! =   𝛽! + 𝛽𝑥! 

This produces a linear decision boundary. 

 By minimizing the NLL, the 𝛽s that result in the least error among all the training 

set will be obtained. The optimization problem is: 

min
!
[𝑁𝐿𝐿(𝛽!,𝛽)+ 𝜆𝑃! 𝛽 ] 

The function 𝑃! is the elastic-net penalty: 

𝑃! 𝛽 =
1
2 1− 𝛼 𝛽!! + 𝛼 𝛽!

!

!!!

   

where 𝑝 is the number of features. This penalty function is the specialty of the GLMNET 

package because it allows the user to choose from lasso (𝛼 = 1), ridge regression 

(𝛼 = 0), or a combination of the two. For this study, the alpha value is set to 0 for ridge 

regression. Ridge regression shrinks the coefficients (𝛽) towards zero, which avoids 

some problems caused by correlated predictors. This is ideal if there are many predictors, 

and there are 41 in this study.  

As for 𝜆, GLMNET chooses 100 different 𝜆s to try when originally fitting. So 

when the original model is fit, cross-validation is employed to find the best 𝜆, and then 

the model is retrained on the union of both training and validation sets with the best 𝜆. 
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Fixed Parameters 

• Alpha (𝜶): set to 0. Ridged regression is used for the penalty term. 

Tuned Parameters 

• Lambda (𝜆): GLM chooses 100 𝜆𝑠, when training a model. The 𝜆 that gives the 

best accuracy is chosen during cross validation.  

GBM	  	  
The R library GBM was utilized for the implementation of generalized boosted 

regression models (GBM) (Ridgeway, 2006). Generalized boosted regression tree models 

are a combination of two algorithms: regression trees (models that use recursive binary 

splits) and boosting (a method for combining many simple models to give improved 

predictive performance) (Friedman, 2002). Boosting works by combining many rules, 

rather than finding a single highly precise rule (Schapire 2003).  

GBM uses the same NLL function as GLM: 

𝑁𝐿𝐿(𝑓) = log 1+ 𝑒!!!! !!

!

!!!

 

 However, 𝑓 𝑥!   equals: 

𝑓 𝑥! =    𝜎𝑤!𝐹!(𝑥!)
!

!!!

 

where 𝐹!(𝑥!) is an tree representation identical with the 𝑦!"#$%  example below. In addition, 

𝑇 represents the number of trees used in the model, 𝜎 is the shrinkage, and 𝑤! is the 

weight assigned to each tree. Each new 𝐹!(𝑥!) is fit in a forward stagewise fashion, by 

fitting pseudo-targets (residuals from the previous stage). This functional form produces a 

non-linear decision boundary between the positive and negative observations. 
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Each tree node partitions the data into two groups based on a feature. Depending 

on the interaction depth, each group is then split again based on another feature.  Finally, 

the leaf nodes have the prediction for that regression tree. Since	  regression	  trees	  are	  

highly	  dependent	  on	  the	  training	  data	  and	  often	  struggle	  to	  fit	  simple	  smooth	  

functions,	  they	  are	  often	  combined	  into	  ensemble	  models.	  	  In	  boosting,	  they	  are	  

trained	  and	  weighted	  sequentially.	  Then when predicting, all the weighted trees’ 

“votes” are summed for the final answer.  

Here is an example a of 2-way interaction tree (interaction depth = 2): 

Figure 2. Example of tree, splitting on features to lead to prediction 𝒚 

 
𝑦!"#$% =   𝑦!I 𝑥! < 2   ∧ 𝑥! > 5 + 𝑦!I 𝑥! < 2   ∧ 𝑥! ≤ 5 + 𝑦!I 𝑥! ≥ 2   ∧ 𝑥! < 4

+ 𝑦!I 𝑥! ≥ 2   ∧ 𝑥! ≥ 4  
 
 
The optimization problem to solve during the training phase of GBM is: 

min
!
[𝑁𝐿𝐿(𝑓)] 

There were many tuning parameters in GBM. However, only shrinkage (𝜎), tree 

count (𝑇), and interaction depth were tuned. Some of the parameter values were chosen 

as recommended by the Elith et al 2008 paper on “A working guide to boosted regression 

trees”.  
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Fixed Parameters 

• Bag fraction: is the amount of training data used to train each tree. This was 

disabled (bag fraction =1) for this study to minimize stochasticity. This allowed 

for easier tuning of parameters because the models were only affected by the 

tuning parameters and not from the bag fraction.  

• Distribution = "bernoulli" (logistic regression for 0-1 outcomes) 

• Minimum number of observations for terminal nodes = 10. 

Tuned Parameters 

• Shrinkage (learning rate) 𝜎: smaller shrinkage or learning rate reduces the 

impact of each tree and typically results in more trees in the model. Values 

evaluated by cross-validation: 0.1, 0.05, 0.01, and 0.005.  

• Number of trees 𝑇: is the number of trees trained in the ensemble for making the 

prediction. The maximum number trained was 2000 trees. Still, the number of 

trees must be specified during the prediction. This controls under-fitting and over-

fitting of the model. The number of trees tested was between 100 and 2000, but in 

steps of 7 to reduce the number of trees to test (100, 107, 114, …). 

• Interaction depth: is the depth of the tree. An interaction depth of 1 implies an 

additive model, whereas a value of 𝑛 implies up to 𝑛-way interactions between 

features, where 𝑛 is the depth. Values evaluated by cross-validation: 1, 2, 5, and 

10. 

KSVM	  
	   Kernel support vector machines, and other kernel-based methods have gained 

popularity in recent years. SVMs operate by using linear classifiers. However, using the 



	   14	  

so-called “kernel trick”, they are able to classify and regress non-linearly (Amari, 1999). 

The R package KERNLAB was used for this study (Karatzoglou, 2004). 

 A trained linear SVM is composed of two things: a set of support vectors  𝑥! (the 

training points), and set of weights  𝛼!. Given these two things, the following function can 

be used to obtain a prediction: 

𝑓 𝑥! =    𝛼! 𝑥! , 𝑥!!
!!!   

where the notation 𝑥! , 𝑥!  represents the dot product between the two vectors. 

 KSVMs are very similar to the SVM concept, however instead of using the dot 

products for 𝑥!   and 𝑥!, they are passed through a non-linear kernel function. So the 

prediction from a KSVM takes the form:  

𝑓 𝑥! =    𝛼!𝑘 𝑥! , 𝑥!!
!!!   

The kernel trick is a very powerful tool because it is the mathematical equivalent 

of taking the input and mapping it to a higher dimensional space. Therefore, a linear 

algorithm in this higher dimensional space will produce a non-linear decision boundary in 

the original input space.  

Some common types of kernels are linear kernels, polynomial kernels, and 

Gaussian kernels. Polynomial kernels behave similar to decision trees that handle 

interaction terms up to the degree of the polynomial. Gaussian kernels are generally used 

with data when not much is known about the training set. The Gaussian kernel (radial 

basis function) is selected for this study:  

𝑘 𝑥,𝑦 = exp −
𝑥 − 𝑦 !

2𝜎!  

KSVM uses a different loss function than the other methods: 
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𝐿(𝑓) = 𝐶 1− 𝑦!𝑓 𝑥! !

!

!!!

 

where C is the cost (regularization term) and the 𝑧 ! notation is a hinge loss function. If 

𝑧 is greater than 1, then – 𝑧 is returned otherwise 0 is returned. This behavior of the hinge 

loss function drives many 𝛼s to go to zero. The remaining 𝛼s effectively define the 

support vectors.  

The final optimization problem with the Reproducing Kernel Hilbert Space 

(RKHS) term and 𝜆 scalar is: 

min
!
[𝐿 𝑓 +

𝜆
2 𝑓 ℋ

! ] 

Fixed Parameters 
 

• Kernel: “rdfdot” Radial Basis kernel function, or Gaussian.  

• Probabilistic model: set to TRUE, so that probabilities are generated with the 

predictions. 

• Scaled: FALSE. Features already scaled between 0 and 1. 

 
Tuned Parameters 

• Sigma (𝜎): inverse kernel width for the Radial Basis kernel function. Increasing 

the sigma will make the model sparser; however increasing too much will make 

the model inaccurate. Values evaluated by cross-validation: 2, 1, 0.7, 0.5, 0.3, 0.2, 

0.1, 0.05, and 0.01. 

• Cost (𝐶): cost of constraints violations. This is the regularization term in the 

Lagrange formulation. Increasing 𝐶 will increase the cost of misclassifications; 

however this may cause models to not generalize well. Values evaluated by cross-

validation: 0.05, .1, 5, 1, 3, 5, 10, and 20. 
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KLR	  
Kernel Logistic Regression is very similar to Support Vector Machines (SVM). 

However it is in a different class of methods called Import Vector Machines (IVM) (Zhu, 

2005). One major difference between KLR and KSVM is that KLR is 𝑂(𝑁!) and KSVM 

is 𝑂(𝑁!𝑘) (where 𝑘 is the number of support points) in terms of memory and CPU time. 

This is because the classifier in SVM is designed with support vectors only. However in 

KLR, the classifier uses all the training points, not just the support vectors. The R 

package used for KLR is CSVT (Krueger, 2013). 

The NLL function of KLR is in the form of as GLM and GBM: 

𝑁𝐿𝐿(𝑓) = log 1+ 𝑒!!!! !!

!

!!!

 

Here,  𝑓 𝑥!  in KLR is the same form as KSVM:  

 𝑓 𝑥! =    𝛼!𝑘 𝑥! , 𝑥!!
!!!   

where 𝑥! is a point from the training set. However, the weight vector 𝛼 is typically all 

nonzero, where as in KSVM, 𝛼 is only nonzero where support vectors exist.  

The final optimization problem with the Reproducing Kernel Hilbert Space 

(RKHS) term and 𝜆 scalar is: 

min
!

𝑁𝐿𝐿 𝑓 +   
𝜆
2 𝑓 ℋ

!  

Fixed Parameters 

• Kernel: “rdfdot” Radial Basis kernel function, or Gaussian. 

• Lambda: set to 0.1/number of training examples as suggested by the KLR 

manual. This controls the penalty term.  

• Maxiter: set to 100 
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Tuned Parameters 

• Sigma: inverse kernel width for the radial basis kernel function. Values evaluated 

by cross-validation: 1, 0.5, 0.1, 0.05, 0.01, 0.005, 0.001 

Review	  of	  Methods	  
Table 4. Overview of compared machine learning methods. 

Method Functional Form 
Loss Function 
Function optimized during training 

Decision 
Boundary 

Tuning 
Parameters 

GLM 

𝑓 𝑥! =   𝛽! + 𝛽𝑥! 

𝑁𝐿𝐿(𝛽!,𝛽) = log 1+ 𝑒!!!! !!

!

!!!

 

min
!
[𝑁𝐿𝐿(𝛽!,𝛽)+ 𝜆𝑃! 𝛽 ] 

Linear 𝜆 

GBM 

𝑓 𝑥! =    𝜎𝑤!𝐹!(𝑥!)
!

!!!

 

𝑁𝐿𝐿(𝐹) = log 1+ 𝑒!!!! !!

!

!!!

 

min
!
[𝑁𝐿𝐿(𝐹)] 

Non-linear 
(trees) 

𝜎,𝑇,   
Interaction 

depth 

KSVM 

𝑓 𝑥! =    𝛼!𝑘 𝑥! , 𝑥!

!

!!!

 

𝐿(𝑓) = 𝐶 1− 𝑦!𝑓 𝑥! !

!

!!!

 

min
!
[𝐿 𝑓 +

𝜆
2 𝑓 ℋ

! ] 

Non-linear 
(kernels) 𝐶,𝜎 

KLR 

𝑓 𝑥! =    𝛼!𝑘 𝑥! , 𝑥!

!

!!!

 

𝑁𝐿𝐿(𝑓) = log 1+ 𝑒!!!! !!

!

!!!

 

min
!

𝑁𝐿𝐿 𝑓 +
𝜆
2 𝑓 ℋ

!  

Non-linear 
(kernels) 𝜎 
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Experiment	  Steps	  
	   All experiments were programmed in R, with R package implementations of the 

machine learning methods. Each run consisted of one species, one state, and one method. 

There were 4 species for each of the 4 states and 4 methods. The 64 different experiments 

were run on the High Performance Computing Cluster (HPC). 

 The experiment followed a similar structure for all the methods being compared. 

For each of the methods and each bird, there were two main steps: Cross-Validation, 

Final Training/Predictions. 

• Cross-Validation 

Models were fit using the training set for each combination of tuning parameters. 

For example, if the parameters were 𝜎 and 𝛼, to test values of 1 or 2 for 𝜎, and 

values 3 or 4 for 𝛼, models with the following (𝜎, 𝛼) combinations would be 

generated: (1,3) (1,4) (2,3) (2,4). Next, the best tuning parameters were chosen 

based on the model that performed the best at predicting on the validation set. The 

accuracy is measured using Area under Curve (AUC) of a Receiver Operating 

Characteristic (ROC) curve. ROC plots show the performance of a binary classifier 

as the discrimination threshold is varied. The R package pROC was used for the 

AUC ROC implementation (Robin, 2011). 

• Final Training/Predictions 

Training on the union of the training and validation sets resulted in a final model, 

using the tuning parameters from the best model in the previous step. Next, the final 

model made predictions for the test set. The predictions are compared with the 

actual observations in the test set to measure accuracy. The training of the final 

model and predictions were timed for CPU usage.  
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Results	  
	  

Figure 3 shows the AUC ROC performance of the four methods for all 16 

different combinations of state and species. Over all 16 cases, the largest length of the 2-

sided error bar was 0.03. GBM has 10 cases out of the 16 where it is the clear top 

performer without error bar overlap.  

Figure 4 illustrates what the CPU user time was for training the final model and 

making the final predictions. Only the final model was timed to avoid inconsistences 

among methods tuning different amount parameters. 

0.5	  

0.55	  

0.6	  

0.65	  

0.7	  

0.75	  

0.8	  

0.85	  

1	   2	   3	   4	   5	   6	   7	   8	   9	   10	   11	   12	   13	   14	   15	   16	  

AU
C	  
RO

C	  

Comparison	  of	  Methods	   GLM	  
GBM	  
KSVM	  
KLR	  

Figure 3. The area under the curve for the receiver operating curve of predictions made by the different 
methods vs the actual observations. The numbers on the x-axis correspond with the configuration of the run. 
The table with that information is in Appendix A. 
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Table 5 shows the most influential features from one of the GBM runs (Florida, 

cyanocitta cristata). The amount of hours the observer spent looking for the species were 

ranked the most important feature. Followed by ‘mixed forest’, ‘developed, open space’, 

‘open water’, and ‘developed, low intensity’. 

 

Figure 4. This chart shows the training time and prediction time averages for all four methods. These 
times are only for the final models, they do not take into account cross validation. The y-axis is in log 
scale because of the huge time differences. 

	  

Table 5. The relative influence of the top 10 features in GBM method. (This is only for Florida and 
cyanocitta cristata, other runs might have different top features) 

Features	   Relative	  Influence	  
EFFORT_HRS	   32.7	  %	  
NLCD2006_FS_C43_7500_PLAND	   26.1	  %	  
NLCD2001_FS_C21_7500_PLAND	   22.7	  %	  
NLCD2001_FS_C11_7500_PLAND	   4.8	  %	  
NLCD2001_FS_C22_7500_PLAND	   3.6	  %	  
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Discussion	  and	  Conclusions	  

Method	  performance	  
GBM had the best accuracy 10 out of 16 times without error bar overlap. This can 

be seen from the chart in Figure 3. The accuracy might be attributed to the way GBM 

learns from the training data. It is flexible in that it can create nonlinear relationships 

among a single feature, and among many features (feature interaction). GBM also ranks 

the features importance. Overall, the GBM method is also forgiving for the typical user, 

in the terms that it is more robust and easier to use. There are more kernel types to be 

considered when using one of the kernel methods.   

Computational	  Costs	  
KLR method takes longer to train and predict than the other methods as seen in 

Figure 4. The fastest to slowest order is: GLM, GBM, KSVM, KLR. Since the 

application of predicting bird distributions is not time sensitive, it is better to go choose 

the more accurate model regardless of the time. KLR is the slowest because the algorithm 

is ranked as O(n3). 

Feature	  Importance	  
The effort hours feature is the most important when deciding whether the bird is 

present according to GBM (Florida, cyanocitta cristata). If more hours are put into 

looking for a bird, the probability of finding the bird increases. For example, the 

probability of detecting	  the	  presence	  of	  a	  particular	  species	  when looking for 2 hours 

is more than when looking for a bird for only 10 minutes. The KSVM and KLR models’ 

most influential features were not as accessible as GLM and GBM. 

	  



	   22	  

Final	  Conclusions	  
From the results above, the GBM method appears to be the best model to use for 

bird distribution models because of its accuracy. Even though it scored second best in 

terms of time, bird distribution modeling does not require time sensitive predictions. This 

result could be applicable to species distribution modeling of other species and 

geographic areas. 

Recommendations	  for	  Future	  Research	  
 Future areas of studies could be to try more kernel types for KSVM and KLR, as 

well as trying more parameters in the tuning process (Cost and kernel width). In addition, 

feature selection for the kernel methods is worth exploring. Finally, comparing Non-

parametric multiplicative regression (NPMR) as another NP method could be of interest 

(McCune, 2006). 	    
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The	  numbers	  on	  x-‐axis	  above	  correspond	  with	  the	  numbers	  on	  first	  column	  below.	  
	  

	  
State	   Bird	   Common	  Name	   Prevalence	  	  

1	   Oregon	   Turdus_migratorius	   American	  Robin	   48	  %	  
2	   Melospiza_melodia	   Song	  Sparrow	   37	  %	  
3	   Ardea_herodias	   Great	  Blue	  Heron	   17	  %	  
4	  
	  

Geothlypis_trichas	  
	  

Common	  Yellowthroat	   16	  %	  
	  

5	   New	  York	   Turdus_migratorius	   American	  Robin	   67	  %	  
6	   Setophaga_petechia	   American	  Yellow	  Warbler	   37	  %	  
7	   Ardea_herodias	   Great	  Blue	  Heron	   19	  %	  
8	  
	  

Hylocichla_mustelina	  
	  

Wood	  Thrush	   20	  %	  
	  

9	   Texas	   Cardinalis_cardinalis	   Northern	  Cardinal	   59	  %	  
10	   Passer_domesticus	   House	  Sparrow	   38	  %	  
11	   Ardea_herodias	   Great	  Blue	  Heron	   19	  %	  
12	  

	  
Chaetura_pelagica	  
	  

Chimney	  Swift	   20	  %	  
	  

13	   Florida	   Cardinalis_cardinalis	   Northern	  Cardinal	   51	  %	  
14	   Cyanocitta_cristata	   Blue	  Jay	   37	  %	  
15	   Ardea_herodias	   Great	  Blue	  Heron	   24	  %	  
16	   Picoides_pubescens	   Downy	  Woodpecker	   20	  %	  
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