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Statistical Methods for Serially Correlated Zero-inflated Proportions 

1 Introduction 

This work is motivated by a marine science example in which the original question of 

interest is addressed by comparing two samples. Because of the sampling procedure, 

however, the observations within and across samples are correlated through time. In 

addition, there are some uncertainties in the actual determination of the two samples. 

The majority of observations are zero-inflated proportions, i.e., numbers in [0,1). The 

time series of observations were collected at unequally spaced sampling intervals. We 

provide more details about the motivating dataset in each chapter of the thesis with 

difference emphasis. We develop statistical methods to study different aspects of this 

dataset. 

Proportion data falling in the continuum (0, 1) are very common in practice. Ex

amples include the percentage of conifer cover in a particular area, the proportion of 

household income spent on food or the volume of stroke lesion as a percentage of total 

brain volume. The family of Beta distributions provides broad flexibility for model

ing proportion data. Depending on its parameters, the Beta probability density function 

(pdf) can be right-skewed; left-skewed; “U-” or “J-” shaped; inverted “J-” shaped; or 

uniform (Ospina and Ferrari, 2012). In some cases, however, an inflated number of 

zeros and/or ones in a sample of proportions can render the Beta distribution an unsuit

able model, since the Beta distribution takes support on the open interval (0, 1). There 

are extensive studies of zero-inflated data in the literature (Chiogna and Gaetan, 2007; 
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Barry and Welsh, 2002; Marin et al., 2005). Almost all of them, however, focus on 

zero-inflated count data (for example zero-inflated Poisson counts). The proportion data 

that we are considering here are not based on counts, however, but rather on continu

ous proportions across space and/or time. Ospina and Ferrari (2010) propose a mixed 

continuous-discrete distribution for data observed on the intervals [0, 1), (0, 1] or [0, 

1]. The discrete component of this distribution is defined by a degenerate (point mass) 

distribution that assigns non-zero probability to 0 and/or 1 depending on whether there 

is zero- and/or one-inflation. In particular, the interest of our work, zero-inflated Beta 

(BEZI) has a point mass on zero. As is the Beta family of distributions, the BEZI family 

is quite flexible in shape. 

In the first part of this work, assuming independence, we evaluate hypothesis tests 

aimed at distinguishing multiple features (i.e., parameters) of two BEZI population: 

We introduce several new parametric tests for such situations. We also develop non-

parametric and semi-parametric tests as alternatives for simultaneously testing multiple 

features of un-specified populations. In many studies, interest focuses on comparing the 

distributions of samples or experimental units obtained under different conditions. For 

example, in an investigation of the proportion of conifer cover in forests, it might be 

interesting to know whether forests at higher elevation have generally different propor

tions of conifer than do forests at lower elevations. A two-sample comparison of the 

means for data such as these may not be sufficient for testing the equality of the two 

populations. It might be possible, for example, that two samples of forests at different 

elevations have very similar sample means (i.e., average proportions of conifer cover), 

but one sample has a larger variance or one sample has a higher proportion of zeros. 
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In cases like this, the samples may clearly come from two distinct populations, but if 

our focus is on the means only, these populations will be viewed as the same. Most 

existing work for testing the homogeneity of two populations with multiple parameters 

is focused on location and scale parameters. The strategy is first to test for the equality 

of scale parameters and once the equal scale assumption is found to be tenable, then to 

test for the equality of the location parameters. Surprisingly, there is not a well-known 

hypothesis test that considers the equalities of means and variances at the same time. 

Although the usual multiple parameter likelihood ratio test can be used, it appears to 

be rarely applied in practice. Beyond the likelihood ratio test there appear to be few 

existing tools that address the equality of location and scale parameters simultaneously, 

let alone tools for cases with more than just location and scale parameters. 

In the second and third parts of this work, we focus on another aspect of the two-

sample problem: serial correlation within samples. Dependent data are common in both 

social and natural science studies because of the methods of data collection. One of the 

most common dependence is serial dependence. Failing to account for this dependence 

may lead to misleading conclusion (Montgomery et al., 2008; Ramsey and Schafer, 

2002) because researchers may think they have more independent pieces of information 

than they actually do. As discussed by Cox (1981), time series analysis for dependent 

data can be categorized as “parameter-driven” or “observational-driven”. Parameter-

driven models introduce the autocorrelation through a latent process. For example, in 

Hidden Markov Models (HMM) autocorrelation is determined by a hidden Markov pro

cess. Observation-driven models define the autocorrelation in the observations directly; 

i.e., the distribution of a variable, Yt , is a function of previous observations, Y1, · · · , Yt−1. 
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Some examples are autoregressive moving average models and Markov chain models. 

In this work, we study both types of models 

Many serially dependent observations can be well-modeled using HMM in which 

observations are random variables whose probability distributions depend on the current 

state of an unobserved Markov chain (Rabiner et al., 1985). The mathematical theory 

of HMM was first developed by Baum and his colleagues in a series of classic papers 

in the late 1960s and early 1970s (Baum and Petrie, 1966; Baum and Eagon, 1967; 

Baum et al., 1970; Baum, 1972). The model is especially well known for its successful 

applications in speech recognition (Baker, 1975; Rabiner, 1989; Rabiner and Juang, 

1993) and bioinformatics (Bishop and Thompson, 1986; Durbin et al., 1998; Krogh 

et al., 1994). Other applications include handwriting recognition (Rigoll et al., 1996), 

gesture recognition (Starner and Pentland, 1995), music score following (Pardo and 

Birmingham, 2005), image processing (Yamato et al., 1992), partial discharge image 

classification (Satish and Gururaj, 1993), finance (Mamon and Elliott, 2007), ecology 

(Baum and Eagon, 1967) and leaning behavior of live and artificial systems (Petrushin, 

2000). 

Two types of HMM have been extensively studied: Discrete Density Hidden Markov 

Model (DDHMM) and Continuous Density Hidden Markov Model (CDHMM). A DDH

MM has observations chosen from a finite or countable set following discrete distribu

tions, whereas a CDHMM has observations generated from continuous densities. For 

CDHMM, the most commonly used density is a mixture of Gaussian densities (Rabiner, 

1989) because it can well-approximate many continuous density functions (Sorenson 

and Alspach, 1971). However, when the number of hidden states increases, the number 
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of parameters in these mixture models increases rapidly, which can cause a high com

putational load. The situation can become worse when the true emission density is far 

from Gaussian. Furthermore, when the number of observations is small, the parameters 

of the mixture density become non-identifiable, making the model infeasible in practice. 

An alternative is to use a parametric model tailored to the observed data. In Chapter 3, 

we use a Hidden Markov Model with zero-inflated Beta emission densities to model 

zero-inflated proportional data with serial correlation. 

As an observation-based approach to addressing serial correlation in our BEZI data, 

we consider a generalized linear mixed model framework. Being a member of the ex

ponential family (Ospina and Ferrari, 2010), BEZI is a candidate for the response distri

bution in generalized linear models (Nelder and Wedderburn, 1972). Ospina and Ferrari 

(2012) give a regression model for a general class of zero-or-one inflated beta distribu

tions including BEZI, in which they link explanatory variables to all three parameters in 

the BEZI density through suitable link functions and assume the response variables are 

independently distributed after accounting for explanatory variables. For our situation, 

with serially correlated BEZI data, the generalized linear model is no longer appropriate. 

As an extension of generalized linear model (McCulloch et al., 2008), the generalized 

linear mixed model (GLMM) can accommodate not only non-normal responses but also 

autocorrelation among those responses. GLMM can be viewed as an extension of linear 

mixed model as well: compared with the generalized linear model, the GLMM adds nor

mally distributed random effects to the linear predictor; compared with the linear mixed 

model, conditioned on realizations of random effects, the GLMM has non-normally dis

tributed response variable. In Chapter 4, we develop a generalized linear mixed model 
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with zero-inflated Beta as the response distribution. We use a Bayesian approach for 

parameter estimation and other inferences. And we focus on the autoregressive random 

effect. 

Our study fills the gap in modeling serially correlated zero-inflated continuous data 

with a constrained support (i.e., [0,1)). Starting with an assumption of independence, in 

the first portion of this work we focus on comparing multiple features of zero-inflated 

proportion data from two populations. In the second and third portions, we are con

cerned about both the non-normal distribution feature and the correlation among obser

vations. Specifically, the proportion data that we are considering here are not based on 

counts, but rather on continuous proportions across some unit of space and/or time. The 

correlation that we are concerned with comes from sampling data through time. 

The organization of this dissertation is as follows. In Chapter 2, we propose mul

tiple hypothesis tests for accessing the homogeneity of two populations. We first use 

Fisher’s method to combine independent likelihood ratio tests and asymptotic indepen

dent score tests to assess the equivalence of two zero-inflated Beta populations. For 

each test, test statistics for the three individual parameters are combined into a single 

statistic to address the overall difference between the two populations. We also de

velop non-parametric and semi-parametric permutation-based tests for simultaneously 

comparing two or three features of unknown populations. In Chapter 3, we propose a 

Hidden Markov Model with zero-inflated Beta emission densities to model zero-inflated 

proportions with serial correlation. We show that the standard EM algorithm for Hidden 

Markov Model parameter estimation can be applied in this case with emission distribu

tions that are mixtures of discrete and continuous parts. Also, we present accessible code 
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for Hidden Markov Model data generating, decoding and estimating under open-source 

software R. In Chapter 4, we develop a generalized linear mixed model with autore

gressive random effect and use Bayesian estimates for inference. Zero-inflated Beta is 

used as the response distribution conditional on realization of an AR(1) structural ran

dom effect. WinBUGS and R code are provided for this model. We also provide some 

suggestions about choosing prior distributions and monitoring convergence of Markov 

Chain Monte Carlo. In each of Chapter 2, 3 and 4, we examine our methods both by 

simulation and analyzing the marine science dataset. A summary of our findings and 

a discussion about Hidden Markov Models and generalized linear mixed models are 

provided in Chapter 5, as well as some possibilities for future work. 
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2 Simultaneous Tests for Homogeneity of Two Zero-inflated (Beta) 

Populations 

2.1 Abstract 

Typical practice for testing homogeneity of two populations in terms of location and 

scale parameters is first to test the equality of the scale parameters and if that assump

tion is tenable then to test the equality of the location parameters. Few tools have been 

developed to evaluate both parameters simultaneously, let alone in cases with more than 

two parameters. Motivated by an example in marine science, we use Fisher’s method to 

combine independent likelihood ratio tests and asymptotic independent score tests to as

sess the equivalence of two zero-inflated Beta populations (mixtures distributions with 

three parameters). For each test, test statistics for the three individual parameters are 

combined into a single statistic to address the overall difference between the two pop

ulations. We also develop non-parametric and semi-parametric permutation-based tests 

for simultaneously comparing two or three features of unknown populations. Simula

tions show that the likelihood-based tests perform well for large sample sizes and that 

the statistics based on combining likelihood ratio test statistics outperforms the ones 

based on combining score test statistics. The permutation-based tests have overall better 

performance in terms of both power and type I error rate. Our methods are easy to im

plement, computationally efficient and can be expanded to more than two populations 
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and to other multiple parameter families. The permutation tests are entirely generic and 

can be useful in various applications dealing with zero (or other) inflation. 

Keywords: Simultaneous comparison, Fisher’s method, Likelihood ratio test, Score 

test, Permutation test, Zero-inflated Beta 

2.2 Introduction 

Proportion data falling in the continuum (0, 1) are very common in practice. Examples 

include the proportion of conifer cover in a particular area, the proportion of household 

income spent on food and the proportion of weekly hours spent on work-related travel. 

The family of Beta distributions provides broad flexibility for modeling proportions. 

Depending on its parameters, the Beta probability density function (pdf) can be right-

skewed; left-skewed; “U-” or “J-” shaped; inverted “J-” shaped; or uniform (Ospina and 

Ferrari, 2012). It can happen, however, that an inflated number of zeros and/or ones in 

a sample of proportions can render the Beta distribution an unsuitable model, since the 

Beta distribution takes support on the open interval (0, 1). There are extensive studies of 

zero-inflated data in the literature (Chiogna and Gaetan, 2007; Barry and Welsh, 2002; 

Marin et al., 2005). Almost all of them, however, focus on zero-inflated count data, 

for example zero-inflated Poisson counts. The proportion data that we are considering 

here are not based on counts, however, but rather on continuous proportions across space 

and/or time. Ospina and Ferrari (2010) propose a mixed continuous-discrete distribution 

for data observed on the intervals [0, 1), (0, 1] or [0, 1]. The discrete component of this 

distribution is defined by a degenerate (point mass) distribution that assigns non-zero 
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probability to 0 and/or 1 depending on whether there is zero- and/or one-inflation. In 

particular, the zero-inflated Beta (BEZI) has a point mass on zero. 

Suppose Y ∼ BE ZI(p, µ,φ). Then the pdf of Y is 

fY (y) = 

⎧ ⎪⎨ ⎪⎩
 

p if y = 0,
 
Γ(φ) µ φ −1(1 − y)(1−µ)φ −1(1 − p) y if y ∈ (0,1),

Γ(µ φ )Γ((1−µ)φ) 

where Γ(·) is Gamma function, 0 < p < 1, 0 < µ < 1 and 0 < φ < ∞. The mean and 

variance of Y are 

E(y) = (1 − p)µ 

and 
µ(1 − µ)

Var(y) = (1 − p) + p(1 − p)µ2 ,
φ + 1 

where µ and φ are the mean and precision parameter of Beta component. As is the Beta 

family of distributions, the BEZI family is quite flexible in shape. 

In many studies, interest focuses on comparing the distributions of samples or ex

perimental units obtained under different conditions. For example, in an investigation 

of the proportion of conifer cover in forests, it might be interesting to know whether 

forests at higher elevation have generally different proportions of conifer than do forests 

at lower elevations. A two-sample comparison of the means for data such as these may 

not be sufficient for testing the equality of the two populations. It might be possible, 

for example, that two samples of forests at different elevations have very similar sample 

means (i.e., average proportions of conifer cover), but one sample has a larger variance 

or one sample has a higher proportion of zeros. In cases like this, the samples may 
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clearly come from two distinct populations, but if our focus is on the means only, these 

populations will be viewed as the same. In this paper we evaluate hypothesis tests aimed 

at distinguishing multiple features (i.e., parameters) of two BEZI populations, and we 

introduce several new tests for such situations. 

Most existing work for testing the homogeneity of two populations with multiple pa

rameters is focused on location and scale parameters. The strategy is first to test for the 

equality of scale parameters and once the equal scale assumption is found to be tenable, 

then to test for the equality of the location parameters. In Normal populations, for ex

ample, when comparing two means there is usually an assumption about the variances: 

they could be known or unknown, equal or not equal, and a z-test or t-test can be applied 

to compare the means depending on the situation. Or, when comparing two variances 

we could assume the means are known or unknown, equal or not equal, and then use 

an F-test with appropriate degrees of freedom. Surprisingly, there is not a well-known 

hypothesis test that considers the equality of means and variances at the same time. Al

though the usual multiple parameter likelihood ratio test (LRT) can be used, it appears 

to be rarely applied in practice. Beyond the LRT there appear to be few existing tools 

that address the equality of location and scale parameters simultaneously, let alone tools 

for cases with more than just location and scale parameters. 

Singh (1986) develops a test statistic for testing the equality of means and variances 

of two Normal populations based on combining two independent likelihood ratio tests: 

one for testing the equality of means given the variances are equal but unspecified and 

the other for testing the equality of variances when the means are unspecified and not 

necessarily equal. In this paper, Singh claims that the test is asymptotically optimal 
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in the sense of Bahadur efficiency based on facts derived by Littell and Folks (1971, 

1973). The idea of combining tests originated with Fisher (1950), though the detailed 

steps for actually doing the combining were omitted there. Durairajan (1985) also ap

plies Fisher’s idea to test the parameters of the inverse Gaussian distribution based on 

combining two independent likelihood ratio tests. 

In an extension of Singh’s work, Paul and Jiang (2005) expand the method from 

Normal distributions to several other two-parameter distributions including the Negative 

Binomial and Beta-Binomial distributions. They also consider combining asymptotic in

dependent score test statistics. Their simulations provide evidence that Fisher’s method 

performs well even where there is only asymptotic independence. The authors recom

mend statistics based on combining score tests because the approach appears to maintain 

the appropriate level of the test in all the situations they investigate. Thiagarajah (2012) 

considers a combined test procedure for testing the homogeneity of Weibull (or Extreme 

value) populations with censored data following ideas similar to Singh (1986) and Paul 

and Jiang (2005). Simulation shows that Fisher’s method of combining statistics per

forms reasonably well under censoring. 

In this paper, we adopt Fisher’s method to combine the p-values of independent 

likelihood ratio tests for the three parameters of the BEZI distribution. We also combine 

asymptotically independent score tests for these three parameters. We discuss the incon

sistency of some versions of the score test and evaluate several non-parametric tests of

ten applied in situations of non-Normality. In addition to these standard parametric tests, 

we develop two new non-parametric and two new semi-parametric permutation tests for 

testing multiple features of the populations simultaneously. One of the non-parametric 
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tests considers only location and scale, and the other considers the zero proportion in 

addition to location and scale. The two semi-parametric tests can be viewed as hurdle 

(Ridout et al., 1998) models—we first model the presence/absence of zeros, and then 

we model the non-zeros. Although motived by data from BEZI populations, the non-

parametric and semi-parametric approaches are applicable to other inflated populations. 

The organization of this paper is as follows. In Section 2, we describe an example 

from marine science where in the original analysis, non-parametric tests were applied 

to distinguish two populations, where these non-parametric tests typically look at only 

one feature of the populations. In this example. the underlying data populations are 

well-represented by the BEZI distribution. In Section 3, we introduce the parametric 

simultaneous tests that we developed for assessing the equivalence of the two popula

tions. Then we discuss two non-parametric and two semi-parametric permutation tests 

as alternatives. In Section 4, we give simulation results for evaluating the performance 

of our new tests and compare them with standard parametric and non-parametric alter

natives. In Section 5, all tests are applied to the marine science data and compared. We 

discuss our findings and possible extension of this work in Section 6. 

2.3 Settlement of Onshore Barnacle Larvae 

Tyburczy (2011) compares settlement distributions of onshore barnacle larvae with and 

without the occurrence of different oceanographic processes. Such processes as large-

scale regional relaxation or upwelling and smaller-scale localized diurnal upwelling 

driven by afternoon sea breezes are thought to influence barnacle settlement. The data 
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consist of observations on two types of barnacle larva (Balanus cf.glandula and Chthama

lus spp.) daily or bi-daily settlement information, and covariate information involving 

the physical processes (regional relaxation, front passage, and diurnal upwelling) in 

four study areas (Sandhill Bluff, Terrace Point, Bonny Doon Beach and Lighthouse 

Point) collected within northern Monterey Bay, CA in 2007 (May-Sept). As described 

in Tyburczy (2011), the settlement data on intertidal plates was normalized for hours 

of immersion based on tidal height of the plates and combined with pump samples and 

larvae counts on larval traps deployed with different depths. The manipulation process 

compressed the settlement information for Balanus cf.glandula to the range [0, 1), with 

more than half of them being zeros. Examples of the barnacle larvea settlement data 

are shown in Figure 2.1, where all panels are for data from Sandhill Bluff. Each panel 

contains overlapping histograms of settlement data with and without the occurrence of 

a particular oceanographic process and the settlement data are the same in these panels. 

Notice that the two zero counts are also indicated in each panel. 

Tyburczy studied the associations between the occurrence of the oceanographic pro

cesses and the larvae settlement at each location. His analysis treated the settlement dur

ing and between occurrences of the oceanographic process as two samples which were 

then compared. Analysis of the association between the oceanographic processes and 

settlement is certainly complicated by non-normality and autocorrelation in the data, as 

well as uneven sampling intervals. Tyburczy used Superposed Epoch Analysis (Chree, 

1913, 1914) on log-transformed settlement data (after adding a small constant) with a 

modified t-test statistic and the difference between sample means as permutation statis

¯ ¯ ¯tics. These test statistics are SE A = ( Ē − B̄)/S and SE AD = E − B̄, where E and B are 
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Figure 2.1: Histogram of settlement for Balanus cf.glandula in Sandhill Bluff (SHB) 
with and without physical processes (regional relaxation, front passage and diurnal up
welling; left to right). 

the sample mean numbers of settlement during the periods when the process did and 

did not occur, respectively, and S is a modified pooled estimate of standard deviation. 

Tyburczy also used the Wilcoxon rank-sum test to compare settlement during intervals 

when each process occurred and those when it did not. After describing our new tests, 

we will compare them against the tests Tyburczy used by using simulations. We will 

also compare all tests as they apply to the settlement data. 
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2.4 Test Statistics for Simultaneous Tests 

2.4.1 Fisher’s Method Based on Combining Tests 

Fisher’s method, also known as Fisher’s combined probability tests, was initially sug

gested by Fisher (1950). It combines p-values from several independent tests into one 

test statistic using the formula 

X2 = −2 
k 

∑ ln(pi), (2.1) 
i=1 

where pi is the p-value for the it h hypothesis test. When the p-values tend to be small, 

X2 will be large, which suggests that the null hypotheses are not true for every test (Paul 

and Jiang, 2005). When all the null hypotheses are true and the pi’s (more essentially, 

their corresponding test statistics) are independent, X2 will have a χ2
2 
k distribution where 

k is the number of tests being combined. This fact can be used to determine the p-value 

corresponding to X2 . 

The key steps for deriving a simultaneous test via Fisher’s method are: 

1. Partition the general hypotheses into several sub-hypotheses 

2. Obtain test statistics for each sub-hypotheses 

3. Show the test statistics in 2 are independent (or asymptotically independent) 

4. Use expression (2.1) to combine the multiple tests to obtain the test statistic for 

the general (or simultaneous) hypotheses 
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We consider Y11,Y12, · · · , Y1n1 ∼ BE ZI (p1, µ1,φ1) and Y21,Y22, · · · , Y2n2 ∼ BE ZI(p2, 

µ2, φ2), where all observations are mutually independent both within and across sam

ples. The general hypotheses we investigate are 

H0 : p1 = p2; µ1 = µ2; φ1 = φ2 vs H1 : At least one equality fails (2.2) 

Because the reduced model is nested in the full model, these general hypotheses can be 

tested using several tests: a standard likelihood ratio test (denoted LRT in the simula

tions and comparisons that follow in Section 2.4.1.1 and Section 2.5), a score test based 

on maximum likelihood estimates (MLE) under the reduced model (Ŝ in what follows) 

or a score test based on MLE under the full model (S̃ in what follows). These three 

approaches, while reasonably straightforward, do not allow for making direct inference 

about individual BEZI parameters separately. 

The general hypotheses for the two-sample BEZI setting as defined in (2.2) can be 

partitioned into three sub-hypotheses: 

" "
H0 : µ1 = µ2;φ1 = φ2; p1 = p2 vs H1 : µ1 = µ2;φ1 = φ2; p1 = p2 (2.3) 

"" ""
H0 : µ1 = µ2;φ1 = φ2; p1 and p2 arbitrary vs H1 : µ1 = µ2; φ1  = φ2; p1 and p2 arbitrary (2.4) 

""" """
H : µ1 = µ2;φ1,φ2, p1 and p2 arbitrary vs H : µ1  = µ2;φ1, φ2, p1 and p2 arbitrary (2.5)0 1 

Notice that the null parameter space (i.e., the parameter space under the null hypoth

esis) for (2.3) is the same as the null parameter space for (2.2); the null parameter space 

for (2.4) is the same as the entire parameter space (union of the parameter space under 

the null and the alternative hypotheses) for (2.3); the null parameter space for (2.5) is 
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the same as the entire parameter space for (2.4); the entire parameter space for (2.5) is 

the same as that for (2.2). In other words, the parameter spaces have a nested structure. 

There are other ways to partition the general hypotheses. The ones given here, how

ever, address equality of the different BEZI parameters. Specifically, (2.3) addresses 

the equality of the proportions of zero and keeps the Beta components equal. Then, the 

scale parameter (φ ) of the Beta component is evaluated in (2.4) and finally, the location 

parameter (µ) in the Beta component in (2.5). 

2.4.1.1 Likelihood Ratio Tests 

To use Fisher’s method of combining independent tests, we need the likelihood ratio 

test statistics for the sub-hypotheses as defined in (2.3), (2.4) and (2.5). Given two sam

ples from BEZI populations (BE ZI (p1, µ1,φ1) and BE ZI(p2, µ2,φ2)), the log-likelihood 

function under each sub-hypothesis can be easily written. Let l̂0, l̂1 and l̂2 denote these 
" "" """ 

log-likelihoods evaluated at the MLE under H0, H0 , H0 , respectively; and let l̂  denote 

the log-likelihood evaluated at the MLE under H1 
""" 

. Because of the nested relationship 

of the parameter spaces, the corresponding likelihood ratio test statistics for (2.3), (2.4) 

and (2.5) are LRT 1 = 2(l̂1 − l̂0), LRT 2 = 2(l̂2 − l̂1), and LRT 3 = 2(l̂ − l̂2) respectively. 
" "" """ 

When H0, H0 , H are true, LRT 1, LRT 2 and LRT 3 are asymptotically distributed as χ1 
2 .0 

Notice that LRT 1+LRT 2+LRT 3 = LRT , where LRT is likelihood ratio test statistic for 

hypotheses (2.2). The degrees of freedom for the χ2 distributions have a correspond

ing equality. Similar to Paul and Jiang (2005), and according to Cochran’s Theorem 

(Cramer, 1946), LRT 1, LRT 2 and LRT 3 are mutually independent. 
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In another approach, we combine three independent likelihood ratio tests using 

Fisher’s method. If we let L1(t1) = P(LRT 1 > t1 | H0 
" 
), L2(t2) = P(LRT 2 > t2 | H0 

"" 
) 

and L3(t3) = P(LRT 3 > t3 | H0 
""" 
), and let LRT 1obs, LRT 2obs and LRT 3obs denote the 

observed value of LRT 1, LRT 2 and LRT 3, respectively, then 

MLR = −2ln(L1(LRT 1obs) · L2(LRT 2obs) · L3(LRT 3obs)) ∼ χ6 
2 under H0 in (2.2). 

The decision rule will reject H0 in (2.2) at level α if MLR ≥ χ6 
2(1 − α) with χ6 

2(1 − α) 

as the (1 − α)% quantile of χ6 
2 . 

2.4.1.2 Score Tests 

As another likelihood-based large sample tool, the score test is particularly appealing 

because it only requires the estimates of parameters under the null hypothesis (i.e., for 

the reduced model only). Since the BEZI is a full-rank exponential family (Ospina 

and Ferrari, 2010), it satisfies the regularity condition needed for the score test. For 

notational simplicity, we re-parameterize p1, p2, µ1, µ2, φ1 and φ2 taking p = p2, δ = 

p1 − p2, µ = µ2, β = µ1 − µ2, φ = φ2 and γ = φ1 − φ2. The corresponding new general 

hypotheses are: 

H0 : δ = 0; β = 0; γ = 0 vs H1 : At least one of δ , β and γ differs from 0 (2.6) 

Let £0 and £ f denote the log-likelihood under the reduced and full models in (2.6). 

Then the first and second partial derivatives of £ f with respect to (p,δ , µ,β ,φ ,γ) can be 
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∂ £ f ∂ £ f ∂ £ fobtained. Define s = and
∂ δ ∂ β ∂ γ 

⎤⎡⎤⎡ 
∂ 2£ f ∂ 2£ f ∂ 2£ f ∂ 2£ f ∂ 2£ f ∂ 2£ f−
 −
 −
 −
 −
 −
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A = EH0 
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.
−
 −
 −


∂ p∂ µ ∂ µ 2 ∂ φ ∂ µ 

∂ 2£ f ∂ 2£ f ∂ 2£ f− − −
∂ p∂ φ ∂ µ ∂ φ ∂ φ 2 

Let ŝ = s| with (p̂0, µ̂0, φ̂0) the MLE under H0 in (2.6). Using (δ =0,β =0,γ=0,p̂0,µ̂0,φ̂0) 

the formula for blockwise inversion of matrices, the score test statistics involving the 

nuisance parameters for testing (2.6) is S = ŝT (A − CD−1CT )−1ŝ. Under H0 in (2.6), 

S is asymptotically distributed as χ2 (Pace and Salvan, 1997). Since A,C,D involve 3 

the expected information matrix, they may be hard to derive in explicit forms. Others 

(Mukhopadhyay, 2000) have used the observed (or empirical) information matrix to 

simplify the problem so that 
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∂ 2£ f ∂ 2£ f ∂ 2£ f ∂ 2£ f ∂ 2£ f ∂ 2£ f− − − − − −
∂ δ ∂ γ ∂ β ∂ γ ∂ γ 2 ∂ p∂ γ ∂ µ ∂ γ ∂ φ ∂ γ 

⎤⎡ 
∂ 2£ f ∂ 2£ f ∂ 2£ f− − −
∂ p2 ∂ µ ∂ p ∂ φ ∂ p 

∂ 2£ f ∂ 2£ f ∂ 2£ fD̂(0,0,0,p̂0,µ̂0,
= 

φ̂0) 

⎢⎢⎢⎢⎣
 

⎥⎥⎥⎥⎦
 
.
−
 −
 −


∂ p∂ µ ∂ µ 2 ∂ φ ∂ µ 

∂ 2£ f ∂ 2£ f ∂ 2£ f− − −
∂ p∂ φ ∂ µ ∂ φ ∂ φ 2 
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TThen Ŝ = ŝT (Â − ĈD̂−1Ĉ )−1ŝ becomes the score test statistic we typically use. 

Asymptotically, its distribution is χ3 
2 (Mukhopadhyay, 2000). 

Because the observed information matrix is not always positive definite, it can hap

pen that the observed Ŝ is negative, and so, not consistent for the expected information 

(Verbeke and Molenberghs, 2007). As a consequence, the p-value for hypothesis test

ing turns out to be 1. Some argue that the negative score statistics implies a rejection 

of the null hypothesis as the data fit poorly under the reduced model (Morgan et al., 

2007). Another way to deal with the negative score statistics, though, is to consider 

the MLE for (p,δ , µ,β ,φ ,γ) from the full model, denoted as (p̃, δ̃ , µ̃, β̃ , φ̃ , γ̃), rather 

than the MLE of (p, µ,φ ) from the reduced model. Then the corresponding estimators 

for A,C,D would be Ã,C̃, D̃. A new score test statistic S̃ = ŝT (Ã− C̃D̃−1C̃T 
)−1ŝ can 

be constructed, and it is also asymptotically χ3 
2 distributed (Conniffe, 2001; Freedman, 

2007). 

Following Paul and Jiang (2005), in addition to the standard score test, we also 

consider Fisher’s method-based on score test statistics. As in the ordinary score test 

case, the sub-hypotheses can be re-parameterized as H0 
" 

: δ = 0 vs H 1 
" 

: δ = 0 with four
"" "" 

dimensional parameter space ( p, µ,φ are nuisance parameters); H0 : γ = 0 vs H 1 : γ = 

0 with a five-dimensional parameter space ( p,δ , µ,φ are nuisance parameters); H0 
""" 

: 

β = 0 vs H 1 
""" 

: β = 0 with six-dimensional parameter space ( p,δ , µ,γ,φ are nuisance 

parameters). The score test statistics for these hypotheses can be obtained following the 

same steps as before. Under the same pattern of notation, we have Ŝ1, Ŝ2 and Ŝ3 (and 

also S̃1, S̃2 and S̃3) as test statistics for the three hypotheses, respectively. Each of these 

follows a χ1 
2 distribution under its respective null hypothesis. To use Fisher’s method 
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for combining p-values, we need to show the independence between Ŝ1, Ŝ2 and Ŝ3 (S̃1, 

S̃2 and S̃3). No exact result exists; however, we show the asymptotic independence of 

these statistics in Appendix (Theorem 1). 

-Taking L-1(t1) = P(Ŝ1 > t1 | H0), 0 ) and -" 
L2(t2) = P(Ŝ2 > t2 | H 

"" 
L3(t3) = P(Ŝ3 > t3 | 

H0 
""" 
), and letting Ŝ1obs, Ŝ2obs, Ŝ3obs denote the observed value of Ŝ1, Ŝ2, Ŝ3, we have 

-MScore = −2ln(L1 
-(Ŝ1obs) · L2 

-(Ŝ2obs) · L3 
-(Ŝ3obs)) ∼ χ6 

2 under H0 in (2.6). 

The decision rule rejects H0 in (2.6) at level α if - 6 (1 − α).MScore ≥ χ2
 

Similarly, let LL1(t1) = P(S̃1 > t1 | H0 
" 
) , L 0 

"" 
) and L
L2(t2) = P(S̃2 > t2 | H L3(t3) = P(S̃3 > 

t3 | H0 
""" 
), and let S̃1obs, S̃2obs, S̃3obs denote the observed value of S̃1, S̃2, S̃3 then 

MScore = −2ln( · · 6 under H0 in (2.6).L L1 
L(S̃1obs) L2 

L(S̃2obs) L3 
L(S̃3obs)) ∼ χ2 

The decision rule rejects H0 in (2.6) at level α if L 6 (1 − α).MScore ≥ χ2 

2.4.2 Non-parametric Simultaneous Tests 

In this section, we develop two non-parametric simultaneous tests based on permuta

tions to address the question of homogeneity between two BEZI populations. Although 

we mainly discuss BEZI populations, the application of these new tests is not limited 

to the BEZI. Our idea is to transform two or three features of the data into one dimen

sional tests using squared Mahalanobis distance (Mahalanobis, 1936). Compared with 

Euclidean distance, Mahalanobis distance takes into account covariance among vari
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ables and is scale invariant. We use squared Mahalanobis distance because the square 

transformation is monotone for non-negative values, and in general, taking the square 

root is computationally inefficient. 

2.4.2.1 Test Based on Location and Scale 

We consider Y11, · · · ,Y1n1 ∼ f1 and Y21, · · · ,Y2n2 ∼ f2, where f1 and f2 come from the 

same distributional family whose first and second moments exist and are finite. We 

assume that all the observations are mutually independent within and across samples. 

Suppose E(Y1i) = ν1, Var(Y1i) = σ1 
2 , E(Y2i) = ν2 and Var(Y2i) = σ2 

2, the hypotheses we 

investigate are 

H0 : f1 = f2 vs H1 : f1 = f2 (2.7) 

If BEZI is the underlying distributional family, hypotheses (2.7) are equivalent to hy

potheses (2.2) and (2.6). 

Given the observations, let ȳ1obs, ȳ2obs,s2 
2
2 

obs denote the respective sample means 1obs,s

and variances. We compute 

2 2Dobs = |ȳ1obs − ȳ2obs| and Robs = |log(s1obs) − log(s2obs)|. 

Next, we permute Y11, · · · ,Y1n1 ,Y21, · · · ,Y2n2 p times. For the it h permutation, we es

sentially re-label Y11, · · · , Y1n1 , Y21, · · · ,Y2n2 as Y11(i), · · · , Y1n1(i) , Y21(i), · · · , Y2n2(i) . For 
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i = 1, · · · , p, we compute 

2 2D(i) = |ȳ1(i) − ȳ2(i)| and R(i) = |log(s ) − log(s )|.1(i) 2(i)

  T   T 1Define D = Dobs D(1) · · · D(p) and R = Robs R(1) · · · R(p) , let D̄ = p+1 ∑l
p
=
+

1 
1 Dl , 

1R̄ = p+1 ∑l
p
=
+

1 
1 Rl and Σ = Cov(D,R). 

For l = 1, · · · , p + 1, let 

T 

Σ
−1Tl = Dl − D̄ Rl − R̄ Dl − D̄ Rl − R̄ . 

The decision rule will reject H0 in (2.7) at level α if T1 (i.e., Tobs) ≥ T1−α , the (1− α)th 

quantile of T = (T1, · · · ,Tp+1)
T . 

2.4.2.2 Test Based on Zero Proportion, Location and Scale 

Under the same setting as in Section 2.4.2.1, in addition to ν1, σ1 
2 , ν2 and σ2 

2, we define 

p1 and p2 as zero proportions in the two populations, respectively. Given samples from 

two populations, we have p̂1obs, p̂2obs ȳ1obs, ȳ2obs, s1
2 

obs and s2
2 

obs as the respective sample 

zero proportions, means and variances. We compute 

2 2Qobs = |p̂1obs − p̂2obs|,Dobs = |ȳ1obs − ȳ2obs| and Robs = |log(s1obs) − log(s2obs)|. 
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As before we permute Y11, · · · ,Y1n1 ,Y21, · · · ,Y2n2 p times, and for i = 1, · · · , p, we com

pute 

2 2Q(i) = |p̂1(i) − p̂2(i)|,D(i) = |ȳ1(i) − ȳ2(i)| and R(i) = |log(s ) − log(s )|.1(i) 2(i) 

Then define 

T T TQ = Qobs Q(1) · · · Q(p) ,D = Dobs D(1) · · · D(p) and R = Robs R(1) · · · R(p) , 

1 1 1and let Q̄ = p+1 ∑l
p
=
+

1 
1 Ql , D̄ = p+1 ∑l

p
=
+

1 
1 Dl , R̄ = p+1 ∑l

p
=
+

1 
1 Rl and Σ∗ = Cov(Q,D,R). 

For l = 1, · · · , p + 1, let 

T 

Σ
∗−1Vl = Ql − Q̄ Dl − D̄ Rl − R̄ Ql − Q̄ Dl − D̄ Rl − R̄

The decision rule will reject H0 in (2.7) at level α if V1 (i.e., Vobs) ≥ V1−α , the (1−α)th 

quantile of V = (V1, · · · ,Vp+1)
T . 

2.4.3 Semi-parametric Simultaneous Tests 

In this section, we develop two semi-parametric tests to compare two zero-inflated pop

ulations. Both tests can be viewed as two-stage approaches in which we first analyze the 

data for presence/absence of zeros, and we then analyze the non-zeros (Liu and Chan, 

2008). The proportion of zeros is controlled by a parameter p ∈ (0,1), whereas the non-

zeros are characterized by a density function, hY (y). The only requirement is that hY (y) 
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has finite second moment. We don’t assume any particular functional form for hY (y). 

This idea is similar to that of hurdle models (Ridout et al., 1998). For example, in the 

Poisson hurdle model, hY (y) is zero-truncated Poisson density (Zeileis et al., 2008). 

hY (y) is the non-parametric component; p is the parametric component. Therefore the 

tests we have in this section are semi-parametric methods. 

2.4.3.1	 Test Based on Zero Proportion, Location and Scale of Non-zero 

Component 

Consider a zero-inflated population with pdf fY (y) such that 

fY (y) = 

⎧ ⎪⎨ ⎪⎩
 

p if y = 0,
 

(1 − p)hY (y) if y ∈ (0,1), 

where E(hY (y)) = η and Var(hY (y)) = ω2 . We suppose Y11, · · · , Y1n1 ∼ fY1 (y) with 

(p1,η1,ω1 
2) and Y21, · · · ,Y2n2 ∼ fY2 (y) with (p2,η2,ω2 

2). Assuming independence, the 

hypotheses we are interested in are 

H0 : fY1 = fY2 vs H1 : fY1 = fY2 . 

In other words, 

H0 : p1 = p2 and hY1 = hY2 vs H1 : Either equality fails. (2.8) 
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2 2We use p̂1, p̂2, ỹ1, ỹ2, s̃1, s̃2 as estimates of p1, p2, η1, η2, ω1 
2 and ω2 

2. Specifically, for 

i = 1 and 2, 

∑
ni 

∑
ni 

∑
ni 

j=1 I(yi j =0) j=1 yi j I(yi j >0) 2 j=1(yi j − ỹi)
2I(yi j >0)

p̂i = , ỹi = and s̃i = .
∑

ni 
∑

nini j=1 I(yi j >0) j=1 I(yi j >0) − 1 

Then we compute 

2 2˜Qobs = |p̂1obs − p̂2obs|,Dobs = |ỹ1obs − ỹ2obs| and R̃obs = |log(s̃1obs) − log(s̃2obs)|. 

As before, we permute Y11, · · · ,Y1n1 ,Y21, · · · ,Y2n2 p times. And for i = 1, · · · , p, calculate 

2 2Q(i) = |p̂1(i) − p̂2(i)|, D̃(i) = |ỹ1(i) − ỹ2(i)| and R̃(i) = |log(s̃1(i)) − log(s̃2(i))|. 

Then define 

T T TQ = Qobs Q(1) · · · Q(p) , D̃ = D̃obs D̃(1) · · · D̃(p) and R̃ = R̃obs R̃(1) · · · R̃(p) , 

1 ¯ 1 ¯ 1let Q̄ = p+1 ∑l
p
=
+

1 
1 Ql , D̃ = p+1 ∑l

p
=
+

1 
1 D̃l , R̃ = p+1 ∑l

p
=
+

1 
1 R̃l and Σ̃ = Cov(Q, D̃, R̃). 

For l = 1, · · · , p + 1, let 

T 

Σ̃
−1Ul = Ql − Q̄ Dl − D̃̄ Rl − R̄̃ Ql − Q̄ Dl − D̃̄ Rl − R̄̃

The decision rule will reject (2.8) at level α if U1 (i.e., Uobs) ≥ U1−α , the (1 − α)th 

quantile of U = (U1, · · · ,Up+1)
T . 
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2.4.3.2 Hybrid Test 

Now we consider a two-step procedure for testing (2.8). The first step is testing whether 

the zero proportions are the same or not. We use Fisher’s exact test (Fisher, 1922) for 

evaluating whether p1 = p2 to account for potentially small and unbalanced sample 

sizes. When the sample size is large and balanced, standard z-test for comparing two 

proportions using the Normal approximation could be used. If the first step test rejects 

p1 = p2, we reject the overall null hypothesis in (2.8) and conclude that the two samples 

are from different populations. Otherwise, in the second step, we use a permutation 

test based on sample means and variances of the non-zero component (i.e., hY ) to see 

whether we can reject the overall null hypothesis in (2.8). The second step of the proce

dure is the same as in Section 2.4.2.1 except we use D̃ and R̃ defined in Section 2.4.3.1 

instead of D and R. 

Because the two-step test (denoted as H ybrid in what follows) actually involves 

two separate tests, we need an adjustment to obtain the correct overall type I error rate. 

Here we use a Bonferroni correction. This correction assumes independence among test 

statistics and can reduce the power to detect the true effect (Gelman et al., 2012). For 

our situation, we prove that the type I error rate under this correction is less than or equal 

to the nominal level. In other words, the test is a level α test, but a more powerful test 

exists (see Theorem 2 in Appendix). As with other multiple comparison procedures, 

one drawback of this hybrid test is that for a particular set of observations, there is no 

overall p-value available. The only thing we can say is whether we reject or fail to reject 

the null hypothesis at a certain nominal level. 
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2.5 Simulation 

To evaluate the performance of the tests we derived in Section 3—in terms of type I 

error rate and power—we conducted a simulation study. We compared the tests defined 

in Section 3 with several other tests that typically only focus on a single feature of the 

populations in a two-sample comparison. 

Table 2.1 gives a compilation of all the tests we compare in our simulations. Among 

them, RS, SEA and SEAD are designed to compare location parameters only; KS as

sumes a continuous distribution1; LRT , SS and Ss are standard likelihood-based tests; the 

- Lothers (MLR, Mscore, Mscore, T , V , U and Hybrid) are our new procedures, designed 

for simultaneous comparison between two populations. 

Table 2.1: Test statistics evaluated in simulation 

Acronym Test
 
KS Kolmogorov-Smirnov test
 
RS Wilcoxon Rank-Sum test
 
SEA Permutation-based test using two-sample t-test statistic
 
SEAD Permutation-based test using mean difference
 
LRT Standard LRT
 
MLR Fisher’s method-based LRT
 
SS Standard Score test using MLE under reduced model
 
Ss Standard Score test using MLE under full model
 
-Mscore Fisher’s method-based Score test using MLE under reduced model 
LMscore Fisher’s method-based Score test using MLE under full model 

T Permutation test based on sample mean and variance 
V Permutation test based on sample proportion, mean and variance 
U Permutation test based on sample proportion,

mean and variance of non-zero component
 
Hybrid Two-step test based on Fisher’s exact test and permutation
 

1For this tests, we assume that the underlying distribution is continuous with support [0,1) 
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In our simulations, we considered several different settings for the BEZI parameters 

(p = 0.1,0.3,0.6, µ = 0.1,0.5, φ = 10,100), as well as several different sample sizes, 

since the likelihood-based tests should perform better for large samples. These sample 

sizes are n1 = n2 = 10,30,60,100 in the equal sample size situations and n1 = 20 vs 

n2 = 40, n1 = 40 vs n2 = 80 and n1 = 20 vs n2 = 60 in the unequal sample size situations. 

For each configuration of parameters and sample sizes, we ran 1000 simulations. For the 

permutation-based tests, we used 1999 permutations. The nominal significance level is 

α = 0.05. Portions of the results regarding type I error rate and power are summarized 

in Tables 2.2 and 2.3. 

In terms of type I error rate (Table 2.2), for both equal and unequal sample size 

situations, all the tests perform as well as expected, except for the KS test. Because 

all the assumptions for the RS, SEA and SEAD are met, they have reasonable type 

I error rates for all settings. T , V and U have the desired type I error rate as well. 

The type I error rate of H ybrid is often less than the nominal level as expected. As 

sample size increases, the type I error rates of all the asymptotic tests get closer to the 

desired nominal level. LRT and MLR outperform the score tests. A possible reason is 

that the independence is exact for the likelihood ratio based tests but only asymptotic 

for the score based tests. In general, compared with the RS, SEA, SEAD and our new 

permutation tests T , V and U , the likelihood-based tests are slightly inferior, and H ybrid 

is perhaps too conservative (as expected). 

In terms of power, a general result is that when the parameters of the Beta component 

remain the same and the proportion of zeros gets larger, the power of all tests goes down. 

This is likely because the zeros are not as informative as the non-zeros. The higher the 
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Table 2.2: Empirical type I error rate (%) of different statistics for testing homogeneity of two 
BEZI populations when the data are simulated from BEZI(pi, µi,φi) with sample size ni, i = 1,2; 
based on 1,000 replications using level at α = 0.05; the bold numbers are ranged from 4.3 to 
5.7. 

Test 
statistics 

p1 = 0.3, µ1 = 0.1,φ1 = 10 
p2 = 0.3, µ2 = 0.1,φ2 = 10 

n1 = 10 n1 = 30 n1 = 60 n1 = 100 n1 = 20 n1 = 40 n1 = 20 
n2 = 10 n2 = 30 n2 = 60 n2 = 100 n2 = 40 n2 = 80 n2 = 60 

KS 1.2 3.6 4.7 4.0 2.7 3.3 2.3 
RS 4.2 4.8 4.6 5.7 3.7 5.1 5.6 

SEA 4.8 4.4 3.8 4.6 3.8 4.1 5.0 
SEAD 5.0 4.4 4.2 4.6 4.1 4.4 4.9 
LRT 8.9 5.9 5.8 5.0 5.4 5.6 6.3 
MLR 9.0 5.8 5.4 4.9 5.2 5.1 6.6 SS 12.2 8.5 6.5 5.2 6.4 7.0 8.4 sS 18.7 8.5 7.1 5.9 10.1 8.2 10.7 
-Mscore 16.2 9.0 6.6 5.3 8.6 6.4 11.1 
LMscore 20.7 8.3 6.8 6.0 10.4 7.9 9.1 

T 4.5 4.9 4.7 5.4 5.2 4.2 4.9 
V 4.7 4.7 5.5 5.7 5.1 4.8 4.9 
U 4.9 4.5 5.1 5.8 4.4 5.7 4.5 

Hybrid 2.9 3.1 4.3 4.7 3.5 5.3 3.7 

proportion of zeros, the less information in the sample. For both equal and unequal 

sample size situations, the difference in locations are easily detected by all tests, as 

shown in the left panels in Table 2.3. When the zero proportion and mean of the Beta 

component are the same (so that the means of two BEZI populations are the same), 

but the precisions are different, the RS, SEA and SEAD perform much worse than all 

of our new procedures (the center panels of Table 2.3). Because SEA and SEAD are 

designed for comparison of location parameters, when the real difference is only in the 

scale parameters, their power is very low for both equal and unequal sample sizes (the 
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Table 2.3: Empirical power (%) of different statistics for testing homogeneity of two 
BEZI populations when the data are simulated from BEZI(pi, µi,φi) with sample size 
ni, i = 1,2; based on 1,000 replications using level at α = 0.05; the bold numbers are 
greater than or equal to 80. 

Test 
statistics 

p1 = 0.3, µ1 = 0.5,φ1 = 10 
p2 = 0.3, µ2 = 0.1,φ2 = 10 

p1 = 0.3, µ1 = 0.1, φ1 = 10 
p2 = 0.3, µ2 = 0.1,φ2 = 100 

p1 = 0.1, µ1 = 0.1, φ1 = 10 
p2 = 0.3, µ2 = 0.1, φ2 = 10 

n1 = 10 n1 = 30 n1 = 60 
n2 = 10 n2 = 30 n2 = 60 

n1 = 10 n1 = 30 n1 = 60 
n2 = 10 n2 = 30 n2 = 60 

n1 = 10 n1 = 30 n1 = 60 
n2 = 10 n2 = 30 n2 = 60 

KS 54.1 99.7 100 6.2 34.3 69.0 3.1 23.7 50.0 
RS 44.7 87.2 99.4 7.3 11.7 14.6 10.6 29.3 47.7 

SEA 83.2 99.9 100 7.9 5.8 5.0 8.9 15.1 23.6 
SEAD 83.5 99.9 100 7.8 6.0 5.0 8.6 14.7 24.2 
LRT 99.4 100 100 76.2 99.8 100 18.1 36.2 64.9 
MLR 99.2 100 100 72.5 99.5 100 18.3 35.4 61.8 SS 67.7 97.7 99.9 42.2 96.1 98.4 38.6 44.5 68.3 sS 85.2 100 100 91.6 100 100 44.2 32.2 60.2 
-Mscore 67.9 80.0 92.4 42.9 98.6 100 42.7 44.5 66.5 
LMscore 68.2 92.0 99.9 90.8 100 100 45.0 30.6 57.7 

T 93.2 100 100 15.9 43.8 78.3 8.7 15.2 24.5 
V 90.5 100 100 13.6 33.2 70.5 13.2 38.6 67.8 
U 97.7 100 100 40.0 93.7 99.8 11.8 36.7 66.2 

Hybrid 95.1 100 100 37.1 93.2 99.8 3.7 30.4 63.6 

Test 
statistics 

p1 = 0.3, µ1 = 0.5,φ1 = 10 
p2 = 0.3, µ2 = 0.1,φ2 = 10 

p1 = 0.3, µ1 = 0.1, φ1 = 10 
p2 = 0.3, µ2 = 0.1,φ2 = 100 

p1 = 0.1, µ1 = 0.1, φ1 = 10 
p2 = 0.3, µ2 = 0.1, φ2 = 10 

n1 = 20 n1 = 40 n1 = 20 
n2 = 40 n2 = 80 n2 = 60 

n1 = 20 n1 = 40 n1 = 20 
n2 = 40 n2 = 80 n2 = 60 

n1 = 20 n1 = 40 n1 = 20 
n2 = 40 n2 = 80 n2 = 60 

KS 99.7 100 99.6 31.3 59.6 31.3 19.2 35.5 18.0 
RS 83.0 97.6 83.5 10.3 15.6 11.4 21.8 41.0 27.3 

SEA 99.9 100 100 10.1 10.7 11.7 12.3 22.0 14.3 
SEAD 99.9 100 100 10.2 10.2 11.9 12.0 21.4 14.2 
LRT 100 100 100 99.1 100 99.5 30.5 58.3 33.8 
MLR 100 100 100 98.8 100 99.4 29.4 56.1 33.8 SS 32.8 18.9 78.1 86.7 83.5 78.7 41.9 68.3 46.9 sS 98.1 100 100 99.7 100 99.5 20.4 30.0 21.4 
-Mscore 56.1 37.7 94.9 97.5 100 98.0 41.7 66.6 46.7 
LMscore 90.6 100 99.6 99.20 100 99.3 21.0 28.7 21.4 

T 100 100 100 45.5 80.3 54.6 15.3 23.3 15.6 
V 100 100 100 33.2 72.4 41.7 29.1 58.1 30.3 
U 100 100 100 83.8 100 86.4 23.6 56.2 23.4 

Hybrid 100 100 100 81.9 99.9 85.1 27.8 58.4 28.0 
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center panels of Table 2.3). The RS has slightly higher power than SEA and SEAD. T 

and V have marginally smaller power than our other new tests in both equal and unequal 

sample size cases when only the scales are different. The KS test has better power than 

the RS, SEA and SEAD, but they all have inferior power relative to the new tests. When 

the difference exists only between the zero proportions (the right panels of Table 2.3), 

all tests have relatively low power. In general, the empirical power is less than 0.50 

unless the sample sizes are large (n1 = n2 = 60 and n1 = 40 vs. n2 = 80). The new tests 

are in general more powerful than KS, RS, SEA and SEAD. When at least two of the 

parameters are different, all tests have reasonable power. Due to space limitation, we do 

not include all results here. It is also interesting to notice that the power of the reduced 

model MLE-based score test is usually smaller than that of the full model MLE-based 

score test. The presence of negative score values is the likely reason for this. There is no 

clear distinction between the standard tests and those based on Fisher’s method. Again, 

the likelihood ratio tests perform better than the score tests in terms of power. When the 

total sample sizes are equal (i.e., comparing n1 = n2 = 30 and n1 = 20 and n2 = 40), all 

tests generally have larger power in the equal sample size cases. 

Ŝ, S̃, - LOn the one hand, the simulations show that LRT , MLR, MScore and MScore 

all have similar power to U and H ybrid. T and V have slightly smaller power in a few 

settings. However, all of these tests are better than RS, SEA and SEAD in terms of 

power. On the other hand, RS, SEA and SEAD have type I error rates that are similar to 

S̃, -those of T , V and U . LRT , MLR, Ŝ, MScore and MScore L have larger type I error rates, 

unless the sample size is about 100 in each sample. H ybrid is conservative as expected 

using the Bonferroni correction. The KS test performs the worst in terms of both type 
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I error rate and power. Overall, considering both power and type I error rate, U is the 

best test, followed by H ybrid, V and T . When the sample sizes are large, the likelihood 

ratio tests, LRT and MLR, perform well. 

We also examined several settings with parameters near the boundary of the param

eter space ( p=0.05, µ=0.01 and 0.05, φ =0.5 and 12). The patterns of type I error and 

power results are in general similar to those we report in Tables 2.2 and 2.3. However, 

the tests require larger sample sizes to achieve the desired nominal level in type I error 

rate or to have reasonably large power. We also found when parameters are close to their 

boundaries, although the two populations are different, because of the small magnitude 

of the difference, the power of the tests is also lower than in the cases reported in Table 

2.3. 

We implemented all tests in R (R Core Team, 2013) (code available from authors 

upon request). The tests are all computationally efficient. The computing time for the 

four permutation-based non-parametric and semi-parametric tests range between 4 and 

7 seconds to compute for a single dataset with 1999 permutations (sample sizes vary 

from 20 to 200). All simulations were performed on an Intel c© CoreT M 2 Quad CPU 

Q6600 @ 2.40GHz 2.40GHz processor with 4.00 GB RAM. 

2We choose these numbers because when p is close to 1 we almost always get zeros in samples, as a 
result we do not have much information to compare; naturally when µ is small, there is likely to be zero 
inflation; when φ is greater than 10, for fixed µ , φ ’s influence on the variance of BEZI random variable is 
small. 
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2.6 Application to the Barnacle Settlement Data 

In this section, we apply our new tests to the barnacle settlement data described in Sec

tion 2, and we compare our results to those in Tyburczy (2011); namely SEA and SEAD 

(refer to Section 2). 

Table 2.4: Settlement data summary for Balanus cf. glandula at Sandhill Bluff, with 
and without physical processes (regional relaxation as relax, front passage as front and 
diurnal upwelling as dup). Abs/pre presents absent/present of process. MLE is based 
on zero-inflated Beta distribution. Sample zero proportions are the same as MLE of p’s, 
therefore only present once. 

Process name relax front dup 
Sample Size (abs/pre) 41 / 19 24 / 36 28 / 32 

means (abs/pre) 0.092 / 0.022 0.032 / 0.095 0.087 / 0.054 
variances (abs/pre) 0.023 / 0.001 0.003 / 0.025 0.029 / 0.007 

p (abs/pre) 0.415 / 0.632 0.583 / 0.417 0.500 / 0.468 
µ (abs/pre) 0.169 / 0.061 0.079 / 0.176 0.193 / 0.103 
φ (abs/pre) 5.416 / 65.139 31.068 / 4.914 4.021 / 14.696 

Table 2.4 provides sample means and variances and MLE of all parameters under 

the BEZI distribution assumption for the settlement data at Sandhill Bluff. The sample 

zero proportions are the MLE of the population zero proportions. For these data, the 

sample sizes are nearly equal in some cases and twofold different in other cases. There 

are many zeros in all cases, with many samples having zero proportions greater than 

50%. The sample means are less than 0.1 and the sample variances are all small. 

As shown in Table 2.5, the KS and H ybrid tests conclude that there is no difference 

between samples. The likelihood-based tests conclude that the samples are different, 

and these tests have the smallest p-values among all the tests. The p-value that is greater 
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Table 2.5: Simultaneous test results for settlement of Balanus cf. glandula at Sandhill 
Bluff, with and without physical processes (regional relaxation as relax, front passage as 
front and diurnal upwelling as dup). The number of observations are indicated as sample 
size. Test names are consistent with Table 2.1. The p-values are two-tailed; those < 0.1 
are bold and those < 0.05 are marked with an asterisk (∗). Hybrid test does not have an 
overall p-value, we indicate whether it rejects or fails to reject the null hypothesis that 
the two samples are the same. 

Process name relax front dup 
Sample Size (abs/pre) 41 / 19 24 / 36 28 / 32 

KS
 
RS
 

SEA
 
SEAD
 
LRT
 
MLR
 SS
 

Ss

-MScore 
LMScore
 

T
 
V
 
U
 

Hybrid
 

0.167 0.269 0.982 
0.045∗ 0.107 0.981 
0.044∗ 0.058 0.366 
0.039∗ 0.055 0.374 
0.004∗ 0.013∗ 0.076 
0.004∗ 0.011∗ 0.079 
>0.999 0.006∗ 0.090 
<0.001∗ <0.001∗ 0.013∗ 

0.483 0.461 0.084 

0.099 0.003∗ 0.011∗ 
0.037∗ 0.116 0.824 
0.056 0.184 0.727 
0.046∗ 0.417 0.686 

fails to reject fails to reject fails to reject
 

than 0.999 under the regional relaxation (relax) condition for Ŝ is due to the presence 

of negative score statistic. The RS, T , V and U indicate that the settlement for Balanus 

larvae is associated with regional relaxation only. We would conclude from SEA and 

SEAD that the settlement for Balanus larvae is associated with regional relaxation and 

front passage. 

The possible reason for the discrepancy between the likelihood-based tests and the 

non- and semi-parametric tests is that these data are actually well-represented by the 
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BEZI distribution. When the parametric assumption is satisfied, the parametric tests 

are typically more powerful than the non-parametric and semi-parametric alternatives. 

Because of the large proportions of zeros, the sample means are pulled close to zero and 

the sample variances are also small. In other words, the data do not vary a lot. Therefore, 

the magnitude of difference between two samples are small compared to the potential 

range. The unbalanced sample sizes between two samples also provide some challenges 

for all the tests. 

2.7 Discussion 

We have extended Paul and Jiang’s (2005) study to assess homogeneity across two three-

parameter populations that are mixtures of discrete and continuous components (namely, 

the BEZI distribution). This distribution is particularly useful for modeling data taking 

the form of a proportional change in some continuous measurement, such as space, 

time or income, with the added complication of zero-inflation. We develop two non-

parametric and two semi-parametric simultaneous tests to compare two or three features 

between the two populations simultaneously. Fisher’s method based on likelihood ratio 

test statistics outperforms the tests based on score test statistics. The non-parametric 

and semi-parametric simultaneous tests have even more desirable properties than the 

tests based on Fisher’s method. Specifically, their type I error rates are desirable even 

in small sample situations and their power is comparable with the parametric tests. In 

addition, these non-parametric and semi-parametric tests can be applied to other zero

and/or one-inflated distributions directly. All methods can be expanded to compare more 
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than two populations. 

In Paul and Jiang’s simulation for Normal and Negative Binomial distributions, the 

standard likelihood ratio test has larger type I error rate than the desired level (0.05), 

and the standard score test has smaller type I error rate than the desired level. But 

the tests based on Fisher’s method have the correct levels. These distinctions do not 

appear in our BEZI simulation3 . The standard tests achieve similar type I error rate 

and power as the tests based on Fisher’s method. More interestingly, the score test 

statistics should equal the likelihood ratio test asymptotically, so it is not clear why they 

behaved differently in Paul and Jiang’s simulations, even in the large sample size case. 

Furthermore, Paul and Jiang (2005) do not mention the negative score statistics in their 

paper, but we came across such occurrences with the barnacle settlement data and many 

times in our simulation study. Thiagarajah’s (2012) simulations show similar patterns 

as ours: Fisher’s method using likelihood ratio tests has smaller type I error rate than 

Fisher’s method using score tests. However, there is no clear distinction between the 

standard tests and combined tests. Thiagarajah (2012) recommends using combined 

score tests because of the simplicity in maximum likelihood estimation and inversion of 

a low-dimension matrix. 

One benefit of considering combined tests, rather than a single likelihood ratio test, is 

that it provides more information about what aspect or aspects of two populations might 

be different. The sub-tests deal with specific features of the data distributions, so they 

may be useful when examined individually. Based on our simulation results, within the 

3There was no evidence of this in zero-inflated Poisson simulations either, and only weak evidence in 
Normal simulations. 
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parametric setting, we recommend combining the likelihood ratio tests using Fisher’s 

method. The non-parametric simultaneous tests we developed can be applied to other 

populations with and without inflation directly, as can the semi-parametric tests. They 

can also be extended to cases of both zero and one inflation. This is particular appealing 

in ecological data, where zero inflation is common due to reasons such as species rarity 

or poor habitat conditions (Chiogna and Gaetan, 2007; Barry and Welsh, 2002). Current 

statistical methods for ecological analysis often involve count data (Marin et al., 2005). 

Zero-inflated continuous data are mostly based on the log-normal (Tian, 2005), Gamma 

(Feuerverger, 1979) and exponential (Wu et al., 2012; Zhang et al., 2010) model. Our 

study fills the gap in simultaneous comparison of zero-inflated continuous data with a 

constrained support. 

Finally, when sample sizes are large and the data can be well represented by BEZI 

distributions, likelihood-based tests are superior to the non-parametric and semi-parametric 

alternatives. In small sample size situations, however, the non-parametric and semi-

parametric tests are preferred. 

2.8 Appendix 

2.8.1 Partition of Multivariate Normal Distribution 

Lemma 1 (Partition of multivariate normal distribution).
 ⎤ ⎥⎦
⎡ ⎢⎣ 

Suppose Y ∼ Np(µ,	V ) where 

Y1
V is nonsingular. Let Y , µ and V be similarly partitioned in the form Y
 =
 , µ
 =
 

Y2 



� �
� � � �

� �

� �

40 ⎤⎡⎤⎡ ⎥⎦

⎢⎣
 

V11 

µ2 V21 V22 

V11.2 V11 −V12V −1 Y1 −V12V −1 = 22 V21 and let T = 22 Y2. Then 

1. T ∼ Nq(µ1 −V12V −1 
22 µ2,V11.2) and V11.2 is nonsingular. 

⎢⎣ 
V12µ1 ⎥⎦
, V
 Assume Y1 is q × 1 and that s = p − q so that Y2 is s × 1. Set=
 .
 

2. T and Y2 are independent random vectors. ⎤ 

Y1
Proof. 1. Since T = Iq −V12V −1 

⎡ ⎢⎣22
⎥⎦
,
 

Y2 ⎞⎤⎡⎤⎡⎤⎡⎛ 

Iq 
T ⎢⎣ 

V11 

−V −1V21 V22 22 V21 

V12µ1⎢⎣ 
⎜⎝
 Iq 

⎥⎦
, Iq −V12V −1 
22 

⎢⎣ 
⎥⎦ 

⎟⎠ 
⎥⎦−V12V −1 

22
T ∼ Nq 

µ2 

d
22 µ2,V11.2).→ Nq(µ1 −V12V −1 

Since
 ⎤⎡⎤⎡ 

Iq 
T ⎢⎣ 

V11 

−V −1V21 V22 22 V21 

V12 ⎢⎣ 
⎥⎦ 

⎥⎦
V11.2 = Iq −V12V −1 
22 

,
 

⎤⎡ 

Iq 
T ⎢⎣
 
⎥⎦
 = dim(R(Iq)) + d im(R(−V12V −1−V12V −1 

22 )) 22
rank
 = rank
 Iq 

−V −1 
22 V21 

−dim(R(Iq) ∩ R(−V12V −1 
22 )) 

= dim(Rq) + d im(R(−V12V −1 
22 )) = q.22 )) − dim(Rq ∩ R(−V12V −1 

That is,
 ⎤⎡ 

Iq 
T ⎢⎣
 
⎥⎦
is full-column rank.
 

−V −1 
22 V21 
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Therefore, V11.2 is positive definite, and so nonsingular. 

2. Cov(T ,Y2) = Cov(Y1 −V12V −1 
22 Y2,Y2) = Cov(Y1,Y2) −Cov(V12V −1 

22 Y2,Y2) 

= V12 −V12V −1 
22 V22 = 0.22 Cov(Y2,Y2) = V12 −V12V −1 

Since T and Y2 are jointly normally distributed, T and Y2 are independent. 

2.8.2 Asymptotic Independence among Score Tests 

Theorem 1 (Asymptotic Independence among Score Tests). Ŝ1, Ŝ2 and Ŝ3 (and also S̃1,
 

S̃2 and S̃3) are asymptotically independent.
 

Proof. Consider Ŝ1, Ŝ2 and Ŝ3 first: Denote
 

ω = (p, µ,φ)T , ζ = (δ , p, µ,φ)T = (δ ,ωT )T , η = (γ,δ , p, µ,φ)T = (γ,ζ T )T = (γ,δ ,ωT )T , 

θ = (β ,γ,δ , p, µ,φ)T = (β ,ηT )T = (β ,γ,ζ T )T = (β ,γ,δ ,ωT )T . 

Recall that 
T

Ŝ1 = ŝ1 
T (Â1 −Ĉ1D̂1 

−1Ĉ1 )
−1ŝ1, 

T
Ŝ2 = ŝ2 

T (Â2 −Ĉ2D̂2 
−1Ĉ2 )

−1ŝ2 

and 
T

Ŝ3 = ŝ3 
T (Â3 −Ĉ3D̂3 

−1Ĉ3 )
−1ŝ3. 
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Under H0, 

∂ l1 f ∂ l f ∂ l2 f ∂ l f ∂ l3 f ∂ l f s1 = = = = , and s3 = = 
∂ δ ∂ δ 

, s2 
∂ γ ∂ γ ∂ β ∂ β 

. 

And 

ŝ1 = s1(ω̂), ŝ2 = s2(ζ̂ ), ŝ3 = s3(η̂), 

where ω̂ , ζ̂ and η̂ are maximum likelihood estimates of ω under H0
" 
, ζ under H0 

"" 
and 

η under H0 
""" 

, respectively (i.e., ŝ1 =
 
∂ l f 
∂ δ

  

ω ω , ŝ2= ˆ =
 

∂ l f 
∂ γ

  

ζ ζ̂ and ŝ3=

=
 
∂ l f 
∂ β

  

η=η ). Notice ˆ

" "" """ 
that when H0 is true, H0, H0 and H are all true. Expanding ŝ1, ŝ2 and ŝ3 around the 0 

true parameters θ0 via Taylor expansion with l f = l: 

∂ l ∂ l
I−1ŝ1 = − Iδ ω0 + Op(1),ω0ω0∂ δ ∂ ω0 

∂ l ∂ l
I−1 =ŝ2 − Iγ ζ0 ζ0ζ0 

+ Op(1)
∂ γ ∂ ζ0 

and 
∂ l ∂ l

I−1 =ŝ3 − Iβ η0 η0η0 
+ Op(1),

∂ β ∂ η0 

where 

   
    
    
∂ 2l ∂ 2l ∂ 2l
Iδ ω0 = E H0 , Iω0ω0 = E H0 , Iγ ζ0 

= E H0−
 −
 −
 ,

∂ δ ∂ ω T ∂ ω ∂ ω T ∂ γ ∂ ζ T

   
    
    
∂ 2l ∂ 2l ∂ 2l
Iζ0ζ0 

= E H0 , Iβ η0 = E H0 , Iη0η0 = E H0−
 −
 −
 ,

∂ ζ ∂ ζ T ∂ β ∂ η T ∂ η ∂ η T
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and
 
∂ l ∂ l ∂ l ∂ l ∂ l ∂ l 

= , = , = .
∂ ω0 ∂ ω ω=ω0 ∂ ζ0 ∂ ζ ζ =ζ0 ∂ η0 ∂ η η=η0 

Let 

∂ l ∂ l ∂ l ∂ l ∂ l ∂ l
I−1 I−1 I−1s01 = − Iδ ω0 ω0ω0 

, s02 = − Iγ ζ0 
and s03 = − Iβ η0 η0η0 

.
ζ0ζ0∂ δ ∂ ω0 ∂ γ ∂ ζ0 ∂β ∂η0 

Since the score function can be written as 

⎞
⎛
 
∂ l 

∂ l
 
∂ θ
 

=
 

⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝
 

∂ β 

∂ l 
∂ γ 

∂ l 
∂ δ 

∂ l 
∂ p 

∂ l 
∂ µ 

⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
 

=
 

⎞
⎛
 
∂ l⎞
⎛
 ⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝
 

⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
 

∂ β 

∂ l 
∂ γ 

∂ l 
∂ δ 

∂ l 

∂ l⎞
⎛
 ⎜⎜⎜⎜⎜⎜⎝
 

⎟⎟⎟⎟⎟⎟⎠
 

∂ β 

∂ l 
∂ γ 

∂ l 

∂ l ⎜⎜⎝
 
⎟⎟⎠
 

∂ β 

∂ l 
=
 =
 ,
 

∂ η 

∂ ζ 

∂ ω 

∂ l 
∂ φ 

dwe have ∂ l → N(0, I(θ0)). Or 
∂ θ ⎞⎞⎛⎞⎛⎛⎞⎛ 

∂ l ∂ 2l ∂ 2l0
⎜⎜⎝
 
⎟⎟⎠
 

d→ N 
⎜⎜⎝
 
⎜⎜⎝
 

⎟⎟⎠
,−E
 
⎜⎜⎝
 

∂ β 2 ∂ β ∂ η T 

∂ 2l ∂ 2l 
H0 
⎟⎟⎠

⎟⎟⎠
 

∂ β 

∂ l 
.
 

0

∂ η ∂ η ∂ β ∂ η ∂ η T 

As the sample size going to +∞, using the result from partition of multivariate normal
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⎛
 
∂ l⎞
⎛
 ⎜⎜⎜⎜⎜⎜⎝
 

⎟⎟⎟⎟⎟⎟⎠
 

∂ γ 

∂ l 
∂ δ 

∂ l 

∂ l ⎜⎜⎝
 
⎟⎟⎠
 

∂ γ 

∂ l 
distribution, under H0, s03 is independent of ∂ l 

∂ η =
 . Since s01 and=
 

∂ ζ 

∂ ω 

∂ l ∂ ls02 are only functions of ( ∂ l 
∂ ζ ) and ( ∂ l 

∂ ω ), s03 is independent of s01 and s02. Simi
∂ γ , ∂ δ , 

larly, it is easy to show s01 and s02 are independent as well. 

For the independence among S̃1, S̃2 and S̃3, similar arguments can be made. 

2.8.3 Size of Hybrid Test 

Theorem 2 (Size of Hybrid test). The hypothesis in (2.8) is 

H0 : p1 = p2 and hY1 = hY2 vs H1 : Either equality fails. 

Here, p1 and p2 are the population zero proportions for populations 1 and 2, and hY1 

and hY2 are the pdf for the non-zero components of populations 1 and 2. To test these 

hypotheses at the level α , the H ybrid procedure involves the following steps: 

1. Test H01 : p1 = p2 versus H11 : p1 = p2. 

2. H01 is rejected if the p-value is p < α1. In this case, reject H0 in (2.8); otherwise, 

test H02 : hY1 = hY2 versus H12 : hY1 = hY2 . 

3. H02 is rejected if the p-value is p < α2. In this case, reject H0 in (2.8); otherwise, 

do not reject H0. 
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The size of H ybrid is less than or equal to α1 + α2. 

Proof. Define 

A = {(p1, p2) ∈ (0,1)2 : p1 = p2} and B = {hY1 ,hY2 ∈ F : hY1 = hY2 } 

where F is the space of a particular family of pdf. Under the set notation, H0, H1, 

H01, H11, H02 and H12 can be expressed as H0 : A ∩ B, H1 : Ac ∪ Bc , H01 : A, H11 : Ac , 

H02 : A ∩ B and H12 : A ∩ Bc . 

Further define R1, R2 and R as rejection region for H01, H02 and H0, then 

C = {x : x ∈ R1} and D = {x : x ∈ R2}, 

then we have 

C ∪ (Cc ∩ D) = {x : x ∈ R}. 

It is reasonable to assume A and B are independent because the form of hY does not 

depend on p, neither the other way around. Also, it is reasonable to assume B and C are 

independent because C only concerns the p’s. 

Let α0, α1 and α2 denote the type I error rates of H0 vs H1, H01 vs H11 and H02 vs 

H12, respectively. 

Then 

α0 = P(Reject H0|H0 is true) = P(C ∪ (Cc ∩ D)|A ∩ B), 

α1 = P(C|A) and α2 = P(D|A ∩ B). 
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Since C ∩ (Cc ∩ D) = /0, we have (C|A ∩ B) ∩ (Cc ∩ D|A ∩ B) = 0. Therefore,/ 

P(C ∪ (Cc ∩ D)|A ∩ B) = P(C|A ∩ B) + P((Cc ∩ D)|A ∩ B). 

Since Cc ∩ D ⊂ D, there is Cc ∩ D|A ∩ B ⊂ D|A ∩ B. Therefore, 

P((Cc ∩ D)|A ∩ B) ≤ P(D|A ∩ B) = α2. 

P(C ∩ A ∩ B) P(B|A ∩C) · P(A ∩C) P(B|A ∩C)
P(C|A ∩ B) = = = P(C|A) · 

P(A ∩ B) P(B|A) · P(A) P(B|A) 

Because we assume A and B are independent and B and C are independent, P(B|A) = 

P(B) and P(B|A ∩C) = P(B). Hence, 

P(C|A ∩ B) = P(C|A) = α1 

As a result, 

α0 = P(C ∪ (Cc ∩ D)|A ∩ B) = P(C|A ∩ B) + P((Cc ∩ D)|A ∩ B) ≤ α1 + α2. 

Under the Bonferroni correction, α1 = α2 = α/2. 
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3 Zero-inflated Beta Hidden Markov Model 

3.1 Abstract 

In this paper, we use a Hidden Markov Model (HMM) with zero-inflated Beta (BEZI) 

emission densities to model zero-inflated proportion data with serial correlation. We 

show that the standard EM algorithm for HMM parameter estimation can be applied in 

this case with emission distributions that are mixtures of discrete and continuous parts. 

We conduct simulations to show the effectiveness of this approach. We find that the 

initial values, the number of observations and the BEZI density shape all impact the 

performance of the EM algorithm. We provide some suggestions about the choice of 

initial values. When decoding a hidden state chain, the Viterbi algorithm gives more 

accurate identifications than does posterior decoding. However, the Viterbi algorithm is 

sensitive to BEZI density shapes. For both the EM algorithm and the Viterbi algorithm, 

asymmetric BEZI densities provide a lesser challenge than other density shapes. We 

apply the method to an oceanographic dataset. 

Keywords: Zero-inflated Beta, Hidden Markov Model, EM Algorithm, Viterbi Al

gorithm 
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3.2 Introduction 

As discussed by Cox (1981), time series analysis for dependent data can be catego

rized as observational-driven or parameter-driven. Observation-driven models define 

the autocorrelation in the observations directly; i.e., the distribution of a variable, Yt , 

is a function of previous observations, Y1, · · · , Yt−1. Examples include autoregressive 

moving average models and Markov chain models. Parameter-driven models introduce 

the autocorrelation through a latent process, as for example, in Hidden Markov Models 

(HMM). 

Many serially correlated observations can be well-modeled using HMM in which 

observations are random variables whose probability distributions depend on the current 

state of an unobserved Markov chain (Rabiner et al., 1985). The mathematical theory 

of HMM was first developed by Baum and his colleagues in a series of classic papers 

in the late 1960s and early 1970s (Baum and Petrie, 1966; Baum and Eagon, 1967; 

Baum et al., 1970; Baum, 1972). The model is especially well known for its successful 

applications in speech recognition (Baker, 1975; Rabiner, 1989; Rabiner and Juang, 

1993) and bioinformatics (Bishop and Thompson, 1986; Durbin et al., 1998; Krogh 

et al., 1994). Other applications include handwriting recognition (Rigoll et al., 1996), 

gesture recognition (Starner and Pentland, 1995), music score following (Pardo and 

Birmingham, 2005), image processing (Yamato et al., 1992), partial discharge image 

classification (Satish and Gururaj, 1993), finance (Mamon and Elliott, 2007), ecology 

(Baum and Eagon, 1967) and leaning behavior of live and artificial systems (Petrushin, 

2000). 
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Depending on the form of the probability density function at each state (called 

the “emission density” or “emission distribution” in this context), two types of HMM 

have been extensively studied: Discrete Density Hidden Markov Model (DDHMM) 

and Continuous Density Hidden Markov Model (CDHMM). A DDHMM has obser

vations chosen from a finite or countable set following discrete emission distributions, 

whereas a CDHMM has observations generated from continuous emission densities. For 

CDHMM, the most commonly used density is a mixture of Gaussian densities (Rabiner, 

1989) because it can well-approximate many continuous density functions (Sorenson 

and Alspach, 1971). However, when the number of hidden states increases, the number 

of parameters in these mixture models increases rapidly; leading to computational load. 

The situation can become worse when the true emission density is far from Gaussian. 

Furthermore, when the number of observations is small, the parameters of the mixture 

density become non-identifiable, making the model infeasible in practice. An alternative 

is to use a parametric model tailored to the observed data. 

The contribution of this paper is to extend the HMM framework to the situation 

where the emission distribution is non-standard, and in fact, a mixture of discrete and 

continuous components. Specifically, we consider the zero-inflated Beta density (Ospina 

and Ferrari, 2010). Data that are proportions falling in the continuum (0, 1) are very 

common in practice. Examples include the proportion of conifer cover in a particular 

area, the proportion of household income spent on food and the proportion of weekly 

hours spent on work-related travel. The family of Beta distributions provides broad 

flexibility for modeling proportions. In some cases, however, an inflated number of 

zeros and/or ones in a sample of proportions can render the Beta distribution unsuitable 
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since it takes support on the open interval (0, 1). Ospina and Ferrari (2010) propose a 

mixed continuous-discrete distribution for data observed on [0, 1), (0, 1] or [0, 1]. The 

discrete component is defined by a degenerate (point mass) distribution that assigns non

zero probability to 0 and/or 1 depending on whether there is zero- and/or one-inflation. 

In particular, the zero-inflated Beta (BEZI), the primary focus for our study here, has a 

point mass at zero. 

Suppose Y ∼ BE ZI(p, µ,φ). Then the probability density function of Y is 

fY (y) = 

⎧ ⎪⎨ ⎪⎩
 

p if y = 0,
 
Γ(φ) µ φ −1(1 − y)(1−µ)φ −1(1 − p) y if y ∈ (0,1),

Γ(µ φ )Γ((1−µ)φ) 

where Γ(·) is the Gamma function; 0 < p < 1, 0 < µ < 1 and 0 < φ < ∞. The mean and 

variance of Y are, respectively, 

E(Y ) = (1 − p)µ 

and 
µ(1 − µ)

Var(Y ) = (1 − p) + p(1 − p)µ2 ,
φ + 1 

where µ and φ are the mean and precision parameters of the Beta component. As is the 

Beta family of distributions, the BEZI family is quite flexible in shape. 

In this paper, we use a HMM with BEZI emission densities to model zero-inflated 

proportions with serial correlation. We provide an Expectation-Maximization (EM) al

gorithm (Dempster et al., 1977) for parameter estimation and justify its applicability in 
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this setting. We compare the Viterbi algorithm (Viterbi, 1967) and posterior decoding 

(Durbin et al., 1998) for identifying the underlying state sequence. We perform two sim

ulation studies to evaluate our algorithm, and we apply our methods to an oceanographic 

dataset. In both simulations and real data application, our model performs well. Not sur

prisingly, the initial values, the number of observations and the BEZI density shape all 

impact the performance of the EM algorithm. When decoding a hidden state chain, 

the Viterbi algorithm gives more accurate identification than does posterior decoding. 

However, the Viterbi algorithm is sensitive to BEZI density shapes. For both the EM 

algorithm and the Viterbi algorithm, asymmetric BEZI densities provide a lesser chal

lenge than other density shapes. We provide suggestions about the selection of initial 

values for the EM algorithm. 

In Section 2, we describe an example from marine science where interest lies in 

distinguishing two populations. The observations from there can be well represented 

by BEZI distributions, and because of the sampling method there is autocorrelation 

among observations. In Section 3, we develop a two-state HMM with BEZI as the 

emission distributions. We give a review of standard analytical methods for traditional 

HMM problems, and then provide the EM algorithm for our BEZI HMM along with its 

justification. In Section 4, we report results of two simulation studies used to evaluate 

the performance of our method. In Section 5, we apply our method to the marine science 

data. We discuss our findings, possible extensions of this work and several interesting 

issues about the EM algorithm in the HMM framework in Section 6. 
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3.3 Settlement of Onshore Barnacle Larvae 

Tyburczy (2011) compares settlement distributions of onshore barnacle larvae with and 

without the occurrence of different oceanographic processes such as large-scale regional 

relaxation of upwelling, and some smaller scale processes such as localized diurnal 

upwelling driven by afternoon sea breezes. The data consist of observations on two 

types of barnacle larva (Balanus cf.glandula and Chthamalus spp.): daily or bi-daily 

settlement information and covariate information such as the occurrence of multiple 

physical processes (regional relaxation, front passage, and diurnal upwelling) in four 

study areas (Sandhill Bluff, Terrace Point, Bonny Doon Beach and Lighthouse Point) 

collected within northern Monterey Bay, CA in 2007 (May-Sept). 

The larva settlement data are a combination of samples from onshore intertidal plate 

after normalized for hours of immersion based on tidal height of the plates, samples 

from larval traps deployed on and below the surface of multiple moorings with different 

depths and samples from sea water collected using pumps during several field work. The 

presence/absence of physical processes were also determined based on combinations of 

different physical conditions; for example, temperature, salinity, current direction and 

velocity, local wind force and nearshore pressure gradients. More details are provided 

in Tyburczy (2011). For Balanus cf.glandula, the distributions of larva settlement are 

compressed to the range between zero and one after some data manipulation; i.e., all 

observations are in the interval [0, 1), and more than half of them are zeros. Some 

examples of the Balanus cf. glandula larvea settlement data are shown in Figure 3.1. 

All panels are for the Sandhill Bluff site with and without the occurrence of different 
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ocean processes. Notice that in each panel, the two zero counts are also indicated.
 

Figure 3.1: Histogram of settlement for Balanus cf.glandula in Sandhill Bluff (SHB) 
with and without physical processes (regional relaxation, front passage, and diurnal 
upwelling; left to right). 

Tyburczy’s ultimate goal was to build a new ecological model that describes the 

mechanism of nearshore barnacle transport and settlement procedure. To do this, the 

fundamental question is whether there is an association between the oceanographic pro

cesses and the larvae settlement outcomes. Evaluation of this association is complicated 

by non-normality and autocorrelation in the data, as well as uneven sampling intervals. 

In this paper, we use a HMM with BEZI emission densities to account for the non-

normal distribution and the autocorrelation. In this work, we assume equal sampling 

intervals, which is approximately true for these data. We assume each time point corre

sponds to an unknown state from a Markov chain with two states – one for the population 

with occurrence of a particular physical process, which may or may not be observed (or 

correctly identified), and the other for the population without the occurrence of that pro
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cess. Given a particular state, a larva settlement outcome is generated from a population 

distribution in the BEZI family. We know the actual settlement sequence, but we assume 

that we do not know the state chain. 

In Tyburczy’s study, he determined the with- and without-processes time points 

based on values of other explanatory oceanographic features – arguably, a subjective 

determination. The appeal of the HMM approach is that it lets the data identify the 

two populations. And then one can attempt to align those determinations with values 

of the explanatory variables. When the determinations provided by the settlement data 

agree with some explanatory series, we argue that the binary formed explanatory se

ries is the hidden selection process for switching between the states. Therefore, there 

is strong association between response and explanatory variable. Otherwise, the data 

provide no evidence of such an association. Using the HMM approach, we remove the 

subjectivity in determining the physical event. More importantly, the autocorrelations 

among observations are modeled by construction in HMM. It may happen that none of 

the pre-determined explanatory processes are related to the larva settlement, with the 

actual driving process being unmeasured. The decoded hidden state chain in this case 

could inspire further research into this driving process. Another advantage of HMM is 

that the states in the state chain are correlated because of the property of Markov process 

and in reality, the ecological driving processes are also likely to be correlated. 

To use HMM to answer the association question, we first estimate the parameters of 

the HMM. Then, based on these estimated parameters, we decode the most likely hidden 

state sequence. Final, we compare the decoded sequence with the three pre-determined 

oceanographic process chains, which are coded as binary sequences, to see how well 



55 

they correspond. The more agreement between the decoded state chain and a particular 

process, the more likely the process is associated with larvae settlement. 

3.4 Methodology 

3.4.1 Traditional Hidden Markov Model 

HMM are stochastic processes in which a latent process controls correlation between 

observations and a group of densities generate actual observations (Cappè et al., 2005). 

The latent process is a discrete Markov chain where the current state depends on the 

previous states only through the most recent one. At each time point, an observation 

depends only on the current state of the Markov process. We see the observations from 

emission distributions, but the state chain is hidden. 

Transitions among states in a Markov process are characterized by the transition 

matrix, A, where [ai j ] represents the probability of transitioning from state i to state j 

in one step. An observation and the current state of the chain are related through the 

emission distributions. In the case of discrete emission densities, individual emission 

probabilities are summarized in a matrix, B, where [bi j ] represents the probability of 

emitting the jt h signal at the it h state. When there are uncountable signal candidates, an 

observation at time t, say yt , is consider to be a random draw from a probability density 

function (pdf), bi, where i is determined by the current state of the chain. 

The number of states in the Markov chain typically takes on a finite or countable 

number of possible values (Ross, 2010), st at e1, st at e2, · · · . The initial probability of 
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being in the it h state is denoted by πi with ∑i πi = 1. For the purpose of our work, we 

consider HMM with two states and hence, π = (π1,π2). Table 3.1 gives our notation 

for the HMM with a two-state Markov process and BEZI emission distributions. In this 

table S1, · · · , ST denote the state chain, and y1, · · · , yT denote the observed data. When 

A, B (or b1 and b2) and π are specified, we say the HMM is specified (Rabiner, 1989). 

Table 3.1: Notation for a two-state zero-inflated Beta Hidden Markov Model, St denotes 
the state of the chain at time t, yt denotes the signal chain at time t 

Parameter Notation Comments 

Transition Matrix A = 
a11 a12 
a21 a22 

ai j = P(St = j|St−1 = i) for i, j = 1,2 and all t 

a11 + a12 = 1 and a21 + a22 = 1 

a = (a11,a12,a21,a22) 

Emission Density B = 
b1(y) 
b2(y) 

bi(y) is the pdf of BE ZI (pi, µi,φi) for i = 1,2 

fYt |St =i(yt ) = bi(yt ) for all t 

b = ( p1, µ1,φ1, p2, µ2,φ2) 

Initial Probability π 
" 
= 

π1 
π2 

πi = P(S1 = i) for i = 1,2; π1 + π2 = 1 

There are three fundamental problems in HMM: evaluation, decoding and estima

tion. In evaluation, a specific HMM (i.e., A, B and π) is assumed and one evaluates 

the probability of getting a particular sequence of observations under this model. The 

forward-backward algorithm (Baum and Eagon, 1967) was developed for solving this 

problem. Decoding involves determination of a best sequence of hidden states given a 

particular HMM and a sequence of observations. The Viterbi algorithm (Viterbi, 1967) 

is a common tool for this problem. The posterior decoding method (Durbin et al., 1998; 

Nilsson, 2005) is also sometimes adopted. Finally, in estimation, also called learning 

or training (Phil, 2004; Petrushin, 2000), given observed data, parameters of the HMM 
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are estimated to best account for these observations (Rabiner, 1989; Starner and Pent-

land, 1995). Several methods are developed for estimation, including a HMM version 

of the EM algorithm, the Baum-Welch algorithm (Baum et al., 1970; Baum, 1972), the 

Baldi-Chauvin algorithm (Baldi et al., 1994; Baldi and Chauvin, 1994) and Bayesian 

approach (Robert et al., 1993; Scott, 2002). These standard procedures for the common 

discrete and continuous HMM can be found in many HMM tutorials such as Rabiner 

(1989) and Petrushin (2000). However, none of this work deals with HMM whose emis

sion densities are a mixture of discrete and continuous distributions, such as the BEZI. 

More recently, Turner (2008) gives a method that maximizes the likelihood of the HMM 

directly in the case of discrete emission distributions. 

3.4.2 Model Specification 

We illustrate the structure of a two-state HMM with the BEZI emission densities (BEZI

HMM) in Figure 3.2, for the first five time points. The solid arrows give the actual path 

of the Markov process. The dashed arrows give other possible transitions between the 

two states. The thick vertical arrows illustrate the connections between observations, y1, 

· · · , y5, and their emission states. A similar illustration can be found in Churbanov and 

Winters-Hilt (2008), it is for a discrete density HMM. 

Y = (Y1, · · · , YT ) is the sequence of observations and S = (S1, · · · , ST ) is the latent 

sequence of Markov states. In the two-state BEZI-HMM, realizations of Y are values in 

the interval [0, 1), and S is a sequence of 1’s and 2’s. 
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St at e1 

St at e2 

y1∼ BE ZI1 y2∼ BE ZI1 y4∼ BE ZI1 

y3∼ BE ZI2 y5∼ BE ZI2 

t = 1 t = 2 t = 3 t = 4 t = 5 

Figure 3.2: Illustration of two-state zero-inflated Beta Hidden Markov Model for five 
time points. 

With θ = (π,a,b), the complete likelihood function of the HMM is 

L(Y,S;θ) = L(Y|S;θ )L(S;θ). (3.1) 

First consider L(S;θ). Because S consists only of 1’s or 2’s, L(S;θ ) is the joint 

probability mass function (pmf) of S, which we will write as Pθ (S), or simply P(S) 

when there is no confusion. First 

2 
P(S1) = π1I(S1 = 1) + π2I(S1 = 2) = ∏
π I(S1=i) 

i .
 
i=1 

Then, using the notation in Table 3.1, the conditional pmf of St |St−1 is 

P(St |St−1) = a11I(St = 1,St−1 = 1) + a12I(St = 2,St−1 = 1) + a21I(St = 1,St−1 = 2) 

2 

∏
 I(St = j,St−1=i)
+a22I(St = 2,St−1 = 2) = a
 .i j 

i, j=1 
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Using conditional probability and the Markov property, 

P(S) = P(S1,S2, · · · ,ST ) = P(ST |S1,S2, · · · ,ST −1)P(S1,S2, · · · ,ST −1) 

T −1 
· · =
∏
= P(ST |ST −1)P(S1,S2, · · · ,ST −1) = · P(St+1|St )P(S1,S2) 

t=2 

T −1 

∏
P(St+1|St ) · P(S1)=
 
t=1 � � � � 

T −1 2 2
I(St+1= j,St =i) 

π
I(S1=i) 

. (3.2)i∏
∏ 
i j 1=, 

a
 ∏
=
 i j 
t=1 i=1 

Equation (3.2) gives the expression for L(S;θ ). 

Next consider L(Y|S;θ). As defined in Table 3.1, we have fYt |St =i(yt ) = bi(yt ) for 

t = 1, · · · ,T and i = 1,2, in which 

(1−I(y=0)) 

bi(y) = p I(y=0)
(1− pi)

(1−I(y=0)) Γ(φi) yµiφi−1(1 − y)(1−µi)φi−1 ,i 
Γ(µiφi)Γ((1 − µi)φi) 

and 

fYt |St (yt ) = fYt |St =1(yt )I(St = 1) + fYt |St =2(yt )I(St = 2) 

2 
= b1(yt )I(St = 1) + b2(yt )I(St = 2) = ∏
bi(yt )

I(St =i).
 
i=1 

Again, using conditional probability we have 

L(Y|S;θ) = fY|S(y1, · · · ,yT ;θ) = fYT |Y1,··· ,YT −1,S(yT ;θ) fY1,··· ,YT −1|S(y1, · · · ,yT −1;θ). 
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Based on the definition of HMM, for t ∈ {2, · · · ,T }, 

fYt |Y1,··· ,Yt−1,S1,··· ,St (yt ;θ) = fYt |St (yt ;θ ) 

and 

fY1,··· ,Yt−1|S1,··· (y1, · · · ,yt−1;θ ) = fY1,··· ,Yt−1|S1,··· (y1, · · · ,yt−1;θ ),St−1,St ,St−1 

since St comes after yt−1. Consequently, 

L(Y|S; θ ) = fYT |ST (yT ;θ ) fY1,··· ,YT −1|S1,··· (y1, · · · ,yT −1;θ ),ST −1 

= (y1, · ·fYT |ST (yT ;θ ) fYT −1|ST −1 (yT −1;θ) fY1,··· ,YT −2|S1,··· ,ST −2 · ,yT −2;θ ) 

T 
= · · · =
∏
 

t=1 

T 2 

fYt |St (yt ;θ) 

=
 ∏
∏
 bi(yt )
I(St =i). (3.3) 

t=1 i=1 

By combining (3.2) and (3.3), Equation (3.1) can be written: 

T 2 T −1 2 2
I(St+1= j,St =i) 

π
I(S1=i) 
i .
L(Y,S;θ) =
 ∏
∏
 bi(yt )

I(St =i)
∏
∏
 a
 ∏
 (3.4)
i j 

t=1 i=1 t=1 i, j=1 i=1 

The log-likelihood function, l(Y,S;θ) = log (L(Y,S;θ)), is then written as: 

T 2 

∑
∑
l(Y,S;θ) =
 I(St = i)log (bi(yt )) 
t=1 i=1 
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T −1 2 2 

∑
∑
 I(St+1 = j,St = i)log(ai j ) + ∑
I(S1 = i)l og(πi). (3.5)
+
 
t=1 i, j=1 i=1 

Equation (3.5) is the sum of three components: 

T 2 
QB(b) = ∑
∑
 I(St = i)log (bi(yt )) , 

t=1 i=1 

T −1 2 

∑
∑
QA(a) = I(St+1 = j,St = i)log(ai j ) 
t=1 i, j=1 

and 
2 

Qπ (π) = ∑
I(S1 = i)log(πi). 
i=1 

QB(b) involves the BEZI densities, QA(a) involves the transition matrix and Qπ (π) 

involves the initial state probabilities. 

3.4.3 A Review of Standard Methods 

3.4.3.1 Forward-Backward Algorithm 

As mentioned in Section 3.4.1, the first problem in HMM is to evaluate the probability of 

getting a particular sequence of observations given the HMM parameters. The forward-

backward algorithm (Baum and Eagon, 1967) provides a solution to this problem. To 

understand the algorithm, consider a two-state CDHMM that is comparable to our BEZI

HMM. Following Rabiner (1989), the “forward” variables are 

αt (i) = fY1,Y2,...,Yt ,St =i(y1, · · · ,yt ;θ ), for t = 1, · · · ,T, i = 1,2. 
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These are the probabilities of having a partially observed sequence, y1,y2, · · · ,yt , and 

being in state i at time t, given θ . The “backward” variables are 

βt (i) = fYt+1,··· ,YT ,St =i(yt+1, · · · ,yT ;θ ), for t = 1, · · · ,T, i = 1,2. 

These are the probabilities of having a partially observed sequence, yt+1, · · · ,yT , and 

being in state i at time t, given θ . We can calculate both sets of variables recursively. 

To solve αt (i), first initialize 

α1(i) = πibi(y1) for i = 1,2, 

and then inductively, 

2 
αt+1( j) = ∑
αt (i)ai j b j(yt+1) for 1 ≤ t ≤ T − 1, j = 1,2. 

i=1 

To solve βt (i), first initialize βT (i) = 1 for i = 1,2, and then inductively, 

2 
βt (i) = ∑
ai j b j(yt+1)βt+1( j) for t = T − 1,T − 2, · · · ,1, i = 1,2. 

j=1 

The forward-backward solution for evaluation is: 

fY(y1, · · · ,yT ;θ ) = fY,ST =1(y1, · · · ,yT ;θ ) + fY,ST =2(y1, · · · ,yT ;θ) 

2 2 

∑
αT (i) = ∑
β1(i)α1(i).=
 
i=1 i=1 
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That is, the last two sums give the probability of any sequence of observations. Strictly 

speaking, we do not need to have backward variables to solve the evaluation problem. 

However, we introduce them here since they will be used in solving the third HMM 

problem, estimation. For the BEZI-HMM evaluation problem, one replaces the general 

form of the emission distribution, bi(y), by the corresponding BEZI density. 

3.4.3.2 Viterbi Algorithm and Posterior Decoding 

Consider the observed sequence, Y, where the HMM parameters, θ , are known. The 

decoding question involves determining the optimal state sequence. Depending on how 

we define optimality, there are several solutions. The most common optimality criterion 

is to find the most likely state sequence that emits the observed sequence, Y. More 

precisely, within all possible state sequences, we find the one with the highest probability 

of emitting the entire observed chain. Let y be a realization of Y. Then mathematically, 

we need 

arg max L(S|y;θ). 
S 

The solution to this maximization problem is the Viterbi algorithm (Viterbi, 1967) where 

the most likely state chain is called a Viterbi path. 

Because L(S,y;θ ) = L(S|y;θ)L(y;θ), when y and θ are known, maximizing L(S|y;θ ) 

is equivalent to maximizing L(S,y;θ). Following the notation in Rabiner (1989) and still 

considering a two-state HMM, we define 

δt (i) = max L(S1, · · · ,St−1,St = i,y1, · · · ,yt ;θ) for i = 1,2. 
S1,··· ,St−1 
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Here δt (i) is the largest probability (likelihood) of being in state i at time t, after ac

counting for the first t observations along a single path. Furthermore, 

δt+1( j) = max{δt (i)ai j }b j(yt+1) for j = 1,2 
i=1,2

For each t = 1, · · · ,T and i = 1,2, we keep a record of the state path that maximizes 

δt (i) in two vectors, ψt (1) and ψt (2). 

We now express the algorithm as follows: 

Initialization : For i=1 and 2, δ1(i) = πibi(y1) and ψ1(i) = 0 because there is no history 

of state at t = 1 

Recursion : For 2 ≤ t ≤ T and j = 1,2, 

δt ( j) = max{δt−1(i)ai j }b j(yt )
i=1,2

ψt ( j) = arg max {δt−1(i)ai j }
i=1,2 

Termination : 

L∗ = max{δT (i)}
i=1,2

and 

ST 
∗ = arg max {δT (i)}

i=1,2 

Path backtracking : For t = T − 1,T − 2, · · · ,1, S∗ = ψt+1(St 
∗ 
+1). The output of the t
 

algorithm, S1 
∗ , · · · ,ST 

∗ , is the Viterbi path
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Figure 3.3 gives an illustration of the Viterbi algorithm with five time points. The 

dashed lines give all possible paths, the solid black arrows indicate the ψt (i)’s, and the 

double arrows give the Viterbi path as S∗ = (st at e2,st at e2,st at e2,st at e2,st at e2). A 

similar illustration for a three-state HMM can be found in Nilsson (2005), page 37. 

St at e1 

St at e2 

t = 1 t = 2 t = 3 t = 4 t = 5 

Figure 3.3: Illustration of the Viterbi algorithm: the total number of paths is 25 = 32, 
the number of candidate paths in the Viterbi algorithm is 2. 

Similar to the forward-backward algorithm, the justification for the Viterbi algorithm 

is the same for all emission densities. For BEZI-HMM, we can simply replace the 

bi(y)’s by BEZI densities. Ross (2010) provides a justification for the applicability of 

the Viterbi algorithm. 

An alternative to the Viterbi algorithm for the decoding problem is known as pos

terior decoding (Durbin et al., 1998). This method is based on a different optimality 

criterion. At each time point, the conditional probability of a particular state given 

observations and parameters, P(St = i|y;θ), is maximized. In other words, posterior 

decoding only uses marginal information. The solution chain may be invalid under cer

tain transition matrices, (i.e., some transitions are impossible because of zero transition 

probability (Nilsson, 2005)). This decoding method is a sub-product of the EM algo

rithm, and as a result, we can get the decoded state chain when we solve the estimation 
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problem (Rabiner, 1989; Nilsson, 2005). 

3.4.3.3 Baum-Welch Algorithm 

The third general question in HMM is estimating the model parameters (θ ) given an 

observed sequence, Y. Because the state sequence, S, is missing (or hidden), the EM al

gorithm (Dempster et al., 1977), in particular, the Baum-Welch algorithm (Baum et al., 

1970; Baum, 1972) is often applied. The general Baum-Welch algorithm for strictly 

log-concave density functions, elliptically symmetric density functions, and mixtures 

and products of mixtures of strictly log-concave and/or elliptically symmetric densities 

can be found in Baum et al. (1970), Liporace (1982), Juang et al. (1986), and Rabiner 

et al. (1985), respectively. However, BEZI falls in none of these categories. Fortunately, 

we are able to prove that the EM algorithm update indeed increases the likelihood func

tion and is able to achieve at least local maximum points for BEZI-HMM. We provide 

more details about the EM algorithm for BEZI-HMM along with the justification of its 

applicability in section 3.4.4. 

3.4.4 BEZI-HMM Estimation 

3.4.4.1 BEZI-HMM EM Algorithm 

The utility of the EM algorithm (Dempster et al., 1977) is in finding maximum likelihood 

estimates given incomplete data. In our situation, the complete data are (Y,S), though 

we only observe Y. We determine maximum likelihood estimates of θ by maximizing 
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the marginal likelihood function 

L(θ ;y) = L(θ ;y,S)dµ(S) (3.6) 

where, in the HMM framework, µ(S) is the discrete measure of the states S. Equiva

lently, we maximize the log-likelihood l(θ ;y) = log(L(θ ; y)). 

The EM algorithm maximizes l(θ ;y) indirectly by iteratively maximizing the com

plete log-likelihood function log(L(θ ;S,y)) (McLachlan and Krishnan, 2008). Because 

S are unobservable, we replace the components that are involved in S in log(L(θ ;S,y)) 

by their conditional expectations using the current estimate of θ . More specifically, 

given the observations (y) and current step of parameter estimates (θ (k)), define 

Q(θ ;θ
(k)) = log(L(θ ;S,y))L(θ (k);S,y)dµ(S) = ES log(L(θ ;S,y))|θ (k)

for all θ and θ (k) in the parameter space (Baum et al., 1970; Jamshidian and Jennrich, 

2000; Capp` .e et al., 2005). Then the algorithm maximizes Q(θ ;θ (k)) to obtain θ (k+1)

The process is repeated until a stopping rule is satisfied. 

For BEZI-HMM, we give log(L(θ ;y,S)) in Section 3.4.2 as Equation (3.5). There

fore 

      
Q(θ ;θ (k)) = ES log(L(θ ;S,y))|θ (k) = ES QB(b)|θ (k) + ES QA(a)|θ (k)

  
+ES Qπ (π)|θ (k) . 
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The algorithm iterates between the E-step and the M-step to maximize these three com

ponents. 

Expectation step (E-step) : Given y and current estimates θ (k), we replace the in

dicators involved in the missing data (S) in QB(b), QA(a) and Qπ (π) by their 

expectations. That is, replace I(St = i), I(St+1 = j,St = i) and I(S1 = i) by, re

spectively, 

E(I(St = i)|y,θ (k)) = P(St = i|y,θ (k)), (3.7) 

E(I(St+1 = j,St = i)|y,θ (k)) = P(St+1 = i,St = j|y,θ (k)), (3.8) 

E(I(S1 = i)|y,θ (k)) = P(S1 = i|y,θ (k)). (3.9) 

We can obtain the probabilities on the right hand side of (3.7), (3.8) and (3.9) 

using the forward and backward variables defined in Section 3.4.3.1. To be more 

specific, the probability of being in state i at time t is 

αt (i)βt (i)
γt (i) = P(St = i|y,θ ) = . 

∑
2 
l=1 αt (l)βt (l) 

The probability of being in state i at time t and state j at time t + 1 is ξt (i, j) for 

t = 1, · · · , T − 1, with 

αt (i)ai j b j(yt+1)βt+1( j)
ξt (i, j) = P(St+1 = j,St = i|y,θ) = . 

∑
2 
m=1 ∑

2 
l=1 αt (m)amlbl(yt+1)βt+1(l) 
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Therefore, we can replace the probabilities on the right hand sides of (3.7), (3.8), 

(3.9) by γt (i), ξt (i, j) and γ1(i) respectively. 

Maximization step (M-step) : In M-step, given the expectations in (3.7), (3.8) and 

(3.9), we maximize Q(θ ;θ (k)) to obtain updated estimates.
 

We now summarize the entire algorithm as follows:
 

1. Obtain an initial value θ (0) 

2. Given estimates, we calculate θ (k) for k = 0,1,2, · · · , (3.7), (3.8) and (3.9) by 

obtaining γt (i), ξt (i, j) and γ1(i). Because 

2 
γt (i) = ∑
ξt (i, j), 

T 1− 

∑ 

j=1 

γt (i)(k) = expected number of transitions from i under current estimate θ (k), 
t=1 

T −1 

∑
ξt (i, j)(k) = expected number of transitions from i to j under current estimate θ (k). 
t=1 

So that we update πSi(k+1) and aZi j (k+1) by 

γ1(i)(k) = expected frequency in state i at time 1 given θ (k) 

and 

∑
T −1 
=1 ξt (i, j)(k) expected number of transitions from i to j given θ (k) 

t = ,
∑

T 
=
−
1 
1 

γt (i)(k) expected number of transitions from i given θ (k) 
t 
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respectively. 

π
(k+1)Then we update the elements in A, π1 and π2 by aZi j (k+1) and Si for i, j = 1,2. 

This finishes the (k+1)t h step of increasing ES QA(a)|θ (k) and ES Qπ (π)|θ (k)| . 

For b, because there is no closed form expression, we use “Limited-memory 

quasi-Newton code for bound-constrained optimization method” (L-BFGS-B) (Byrd 

et al., 1995) to numerically update them by maximizing ES QB(b)|θ (k) . For 

a comprehensive reference of relevant optimization algorithm, see Nocedal and 

Wright (1999) 

3. Compare θ (k) with θ (k+1) (or Q(θ (k),θ (k)) with Q(θ (k+1),θ (k))). If they are close 

together (for example, their Euclidean distance is less than a pre-determined tol

erance), stop the algorithm and report the estimates as θ (k+1); otherwise return to 

step 2. Another way of terminating is when a pre-determined maximal number of 

iterations is exceeded. 

3.4.4.2 Justification of the BEZI-HMM EM Algorithm 

In this section, we argue that the EM algorithm in the proceeding section increases the 

marginal likelihood and converges to stationary points. Essentially, there are two steps to 

show this. First we must show that the marginal likelihood, L(θ ;y), does not decrease 

after an EM iteration update. That is, L(θ (k+1);y) ≥ L(θ (k);y) if Q(θ (k+1);θ (k)) ≥ 

Q(θ (k);θ (k)). In other words, the EM algorithm is a monotone optimization algorithm. 

Second, we must show that the EM update sequence, {θ (k)}k, converges to stationary 

points (θ ∗) of the likelihood and hopefully one of them achieves the global maximum. 
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The general result for the first step has been proved by Dempster et al. (1977) (see 

Lemma 1 and Theorem 1 in that paper), and it can be applied to the BEZI-HMM di

rectly1. The detailed steps can be found in McLachlan and Krishnan (2008) and Cappè 

et al. (2005) as well. 

Several authors provide the second step for many common density families including 

the normal, Poisson, binomial and Gamma (Baum et al., 1970); however, there is no 

result for mixtures of discrete and continuous densities. We now develop the justification 

for this second step in the case of BEZI emission densities. 

Although updating Q(θ ;θ (k)) involves simultaneously updating 

ES QB(b)|θ (k) , ES QA(a)|θ (k) and ES Qπ (π)|θ (k) , 

given the current estimates, the parameters in QB(b), QA(a) and Qπ (π) are disjoint. 

Increasing any of these does not depend on the others. Therefore, we can focus on 

ES QB(b)|θ (k) for our purposes since the other two parts are the same for the BEZI

HMM and for other types of HMM. 

Recall that b represents the parameters in the BEZI emission densities. Let θ (k) be 

the estimates of θ at step k. We need to maximize ES QB(b)|θ (k) . Let 

2 T 2 
ES QB(b)|θ (k) = Q(b,θ (k)) =
 ∑
∑
 

i=1 t=1 
P(St =
 i|y,θ (k))log(bi(yt )) =
∑
Qi(pi, µi,φi,θ

(k)) 
i=1 

1Dempster and the others give the result for regular exponential family, curve exponential family and 
a very general form of Q function. In the case of the last one, the requirement is (I use their notation) 

" " " 
Q(φ |φ) = E(log f (x|φ )|y, φ) exist for all pairs of (φ ,φ). 
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where Qi(pi, µi,φi,θ
(k)) = ∑T 

=1 P(St = i|y,θ (k))log(bi(yt )) = ∑T 
=1 γ

(k)
(i)log(bi(yt )) fort t t 

i = 1,2 with γ(k)(i) being calculated given y, θ (k).t 

If we can show Q(b,θ (k)) is a strictly concave function of (pi, µi,φi), then according 

to Baum et al. (1970), the EM algorithm update increases the likelihood function and 

will converge to a stationary point. Unfortunately, under the BE ZI(p, µ,φ ) parameter

ization, Q(b,θ (k)) is not strictly concave. To overcome this problem, we consider the 

standard parameterization for Beta distribution with two scale parameters, ν and ω . In 

this parameterization, the pdf of a BEZI random variable is 

fY (y) = 

⎧ ⎪⎨ ⎪⎩
 

p if y = 0,
 
Γ(ν+ω)(1 − p) yν−1(1 − y)ω−1 if y ∈ (0,1),

Γ(ν)Γ(ω) 

for ν > 0 and ω > 0. 

Given the new parameterization, for both i = 1,2, we let log(bi(y))’s denote the 

log-likelihood functions of the BEZI distribution. If we ignore the index 

Γ(ν + ω)
log(b(y)) = I(y = 0)log(p) + I(y = 0)log(1 − p) + I(y = 0)log 

Γ(ν)Γ(ω) 

+ I(y = 0)(ν − 1)log(y) + I(y = 0)(ω − 1)log(1 − y). 

Q(b,θ (k)) is the sum of Qi, and each Qi(pi,νi,ωi,θ (k)) is a linear combination of 

log(bi(yt )) with non-negative coefficients (as probabilities, γ(k)(i) ≥ 0). Convexity is t 

closed under positive scaling and summation (Boyd and Lieven, 2004), and so is con

cavity. Therefore, if we can show that the log(bi(yt ))’s are strictly concave functions of 

pi, νi and ωi, then we are done. 



 
� �
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It is easy to check log(p) and log(1 − p) are concave function of p as their second 

derivatives with respect to p are negative. Now the remaining question is, for fixed y, 

whether 

Γ(ν + ω)
l∗ (y, µ,ω) = I(y = 0)l og + I(y = 0)(ν − 1)log(y) + I(y = 0)(ω − 1)l og(1 − y)

Γ(ν)Γ(ω) 

is concave in ν and ω . Essentially, we must verify that the Hessian matrix of l∗ with 

respect to ν and ω is negative definite. The first and second derivatives of l∗ with respect 

to ν and ω are 
∂ l∗ 

= I(y = 0) [ϕ(ν + ω) − ϕ(ν) + log(y)] ,
∂ ν
 

∂ l∗
 
= I(y = 0) [ϕ(ν + ω) − ϕ(ω) + log(1 − y)] .

∂ ω 

∂ 2l∗ " " 
= I(y = 0) ϕ (ν + ω) − ϕ (ν) ,

∂ ν 2 

∂ 2l∗ ∂ 2l∗ 
= = I(y = 0)ϕ 

" 
(ν + ω),

∂ ν ∂ ω ∂ ω ∂ ν 

∂ 2l∗ " " 
= I(y = 0) ϕ (ν + ω) − ϕ (ω)

∂ ω 2 

dlog(Γ(x)) Γ 
" 
(x) " dϕ(x)where ϕ(x) = = and ϕ (x) = are, respectively, the digamma and dx Γ(x) dx 

trigamma functions (Lehmann and Casella, 1998). We can show the Hessian matrix of 

l∗ is negative definite as follows. 

1When k=1, using the trigamma expansion ϕ 
" 
(x) = ∑∞ (Artin, 1964), it is i=0 (x+i)2 



� �
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easy to check 

∞ 

∑ 
∞ 

∑ 
∞ 

∑
∂ 2l∗ (2ν + ω + 2i)(−ω)
1
 1
 

< 0.
−
=
 =
 
∂ ν 2 (ν + ω + i)2 (ν + i)2 (ν + ω + i)2(ν + i)2 

i=0 i=0 i=0 

When k=2,
 

∂ 2l∗ ∂ 2l∗ ∂ 2l∗ 2 
" " " " " 

− = ϕ (ν)ϕ (ω) − ϕ (ν + ω) ϕ (ν) + ϕ (ω) . (3.10)
∂ ν 2 ∂ ω 2 ∂ ν ∂ ω 

We now need to show that (3.10) is strictly greater than 0. This cannot be done ana

lytically. So we formulate this question as a linearly constrained optimization problem 

(Nocedal and Wright, 1999): 
" " " " " 

We minimize f (ν ,ω) = ϕ (ν)ϕ (ω) − ϕ (ν + ω) ϕ (ν) + ϕ (ω) , subject to the 

constraint ν > 0 and ω > 0. If the minimum of f (ν ,ω) is greater than 0, then (3.10) 

is strictly greater than 0 for all positive ν and ω . The R function constrOptim() 

is applied to obtain the minimum (R code is attached in appendix), and it is indeed 

positive. This means that we have stationary points for (pi,νi,ωi) for i = 1,2 from the 

EM updates. 

As for the global maximality, there is no simple way to guarantee that. And as 

many authors point out (Turner, 2008; Aittokallio and Uusipaikka, 2000), the likeli

hood functions in HMM are very likely to have multiple local maxima. We can ex

clude saddle points by examining whether the observed information is positive definite 

(Aittokallio and Uusipaikka, 2000), however, which local maximum the algorithm con

verges to depends on the initial values. Uncertainty of achieving global maximality is 

not a unique problem for the EM algorithm. Multiple local maxima may complicate 
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any maximization technique, including the commonly used Newton algorithm or Fisher 

scoring method. At this point, we can only show that the maximality is located in the 

interior of the parameter space. It is easy to check that for fixed y, the likelihood func

tion of BEZI (b(y)=b(p,ν ,ω;y)) goes to 0 (so that l og(b(p,ν ,ω;y)) goes to −∞) as 

p goes to 0 or 1; ν goes to 0 or +∞; or ω goes to 0 or +∞. This tells us the global 

maximality has to be achieved in the interior of the parameter space. The best possible 

way to increase the possibility of achieving global maximality is to start from multiple 

points in the parameter space and compare the maximum when the algorithm converges 

(Aittokallio and Uusipaikka, 2000; Turner, 2008). 

Because the MLE is invariant to one-to-one transformations, the MLE of (pi,νi,ωi) 

gives the MLE of (pi, µi,φi) for i = 1,2. If the EM algorithm finds the MLE of (pi,νi,ωi), 

then it gives the MLE of (pi, µi,φi) for i = 1,2. 

The justification for the applicability of the EM algorithm is complete. 

There are two other ways to argue that the EM algorithm converges to stationary 

points for the BEZI family. Lehmann and Casella (1998) and McLachlan and Krish

nan (2008) give the following theorem that provides an easily applicable condition to 

guarantee convergence to a stationary point. 

“If the expected complete data likelihood Q(θ |θ0,y) is continuous in 
both θ and θ0, then all limit points of an EM sequence {θ̂ 

( j)} are stationary 
points of L(θ |y), and L(θ̂ 

( j)|y) converges monotonically to L(θ̂) for some 
stationary point θ̂ .” 

In this contents, θ0 is the current step estimate and θ is the free parameter to be 

updated. Using our notation, because we can obtain the first derivative of Q(θ ;θ (k)) 
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and the existence of first derivatives guarantee continuity, the theorem may be applied 

directly. For both θ and θ0 (our θ (k)), the continuity for A and π are trivial. Meanwhile, 

we show the first derivative for b in the proceeding argument; for b0’s (our b(k)), the 

derivatives of them are functions of γt (i)’s, αt (i)’s and βt (i)’s, however, eventually they 

all come from the BEZI density so that the first derivatives are available. 

The other useful result is with regard to regular exponential families, given by Little 

and Rubin (1987), page 137. It is: 

“If f (Y |θ) is a regular-exponential family and l(θ |yobs) is bounded, then 
θ (t) converges to a stationary point θ ∗.” 

Ospina and Ferrari (2010) claim that BEZI is a regular exponential family. We verify 

that l(θ |yobs) is indeed bounded from above in the Appendix. 

3.4.4.3 Initial Value Selection 

As mentioned in the previous discussion, the EM algorithm may converge to a local 

maximum. Without prior information, we suggest using a grid search method or using 

multiple randomly generated initial values (Aittokallio and Uusipaikka, 2000). In the 

first option, for every parameter in the model, start the algorithm with multiple points 

equally spaced within the parameter space; in the second option, start the algorithm with 

multiple initial values randomly generated from the parameter space. For both methods, 

we can obtain multiple stationary points, then the stationary point with the largest value 

of Q function may be viewed as “global maximum.” For the BEZI parameters, we may 

also consider using method of moments or method of maximum likelihood to estimate 
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the starting values for the parameters in BEZI densities. For method of moments, we 

let p1 = p2 = p, the sample proportion of zeros, and solve µ and φ from the sample 

mean and sample variance of the non-zeros, letting µ1 = µ2 = µ and φ1 = φ2 = φ . For 

both of these estimation methods, we assume there is only one BEZI population and 

that the samples are independent. In the case where some prior information is available 

(for example, a training set) more informative initial values could be obtained. One 

may apply global optimization technique as well. See Horst and Pardalos (1995) for a 

literature review of common global optimization methods. 

In the next section, we describe simulation studies we preformed to evaluate our 

methods. But first, we would like to comment on an interesting scenario. Although 

π1 = π2 = 0.5 and a11 = a12 = a21 = a22 = 0.5 seems to be reasonable, naive candidates 

for the initial probabilities and the transition matrix for a two-state model when there is 

no prior information of the transitions, starting the EM algorithm with these probabilities 

is ineffective. The algorithm does not iterate at all or only a few times when we let the 

two emission densities have the same initial values. In other words, the algorithm is 

trapped in the initial point when we assume p1 = p2, µ1 = µ2, φ1 = φ2, π1 = π2 = 0.5 

and a11=a12=a21=a22 = 0.5. ⎤⎡We suspect this awkward result is due to the fact that 

0.5 0.5 
π = (0.5,0.5) is the limiting probability of A =
 ⎢⎣
 

⎥⎦
. We suggest avoiding such
 
0.5 0.5 

initial values for π and A. 
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3.5 Implementation and Simulation 

To evaluate the performance of our BEZI-HMM model and its solutions for the standard 

HMM problems, we conduct two simulation studies. Study 1 investigates the Viterbi al

gorithm and compares it to the posterior decoding method, and Study 2 investigates the 

performance of the EM algorithm for the BEZI-HMM. The code for generating BEZI

HMM observations, estimating the parameters, and decoding the hidden state chain are 

all written in R. 

There are four types of BEZI densities: symmetric, asymmetric, one-sided and bi

modal (Cribari-Neto and Vasconcellos, 2002) as shown in Figure 3.4. For a two-state 

HMM, there are ten possible shape pair combinations that we can control using the 

parameters of the BEZI density. 

Figure 3.4: Four possible BEZI probability density plots 

For both studies, we generate 1000 two-state BEZI-HMM sequences, each with 100 
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observations. More specifically, for each sequence, we first draw a random number from 

uni f orm(0,1) and compare it to the initial probability of being in state 1, π1, to deter

mine whether the state is 1 or 2 at time point 1. Then the first observation is generated 

from the BEZI distribution that corresponds to the first state. For the succeeding time 

points, we generate the state at time t, St , by comparing a random number generated 

from uni f orm(0,1) to the first element of a particular row of a two-row matrix; the row 

to compare to depends on the state at the previous time, St−1. When the random number 

is greater than that element, St = 1, otherwise St = 22. The reminding observations are 

then generated from the BEZI densities that correspond to the state sequence. 

3.5.1 Study 1 

In this study, we consider how the values of the HMM parameters influence the perfor

mance of the Viterbi algorithm and posterior decoding methods. Specifically, we want 

to learn how the transition matrix (A) and the BEZI parameters (b) affect our ability to 

decode the state chain. In these simulations, we ignore initial probabilities because these 

probabilities are used only once at the beginning of the process, and their effects, if any, 

are washed out. 

We use the following performance metrics: 

2For HMM having more than two-state, we compare the random number to a particular cumulative 
row sum of the transition matrix; the row to compare to depends on the state at the previous time point, 
St−1. When the random number is greater than the (i−1)t h cumulative sum but less than the it h cumulative 
sum, St = i. 
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Accuracy rate of individual state: 

number of correctly decoded states 
Accuracy rate 1 (AR1) = 

number of total states 

Accuracy rate of sequential state: 

number of correctly decoded sequential states 
Accuracy rate 2 (AR2) = ,

number of total sequential states 

where sequential states are defined as pairs of {St−1,St } for t = 2, · · · ,T 

AR1 evaluates the accuracy of identifying individual states, whereas AR2 evaluates 

the accuracy of state identification while considering the Markov property in the state 

chain. To obtain a correct pair of states {St−1,St }, an algorithm has to have correctly 

decoded both St−1 and St . 

For both AR1 and AR2, we look at the average rates over 1000 trials, as well as their 

standard deviations, and 25%,50% and 75% (Q1,Q2 and Q3) quantiles. 

In addition to the ten BEZI density shape pairs, we consider two transition matrices: 

⎤⎡⎤⎡ ⎢⎣ 
⎢⎣ 

0.8 0.2 

0.3 0.7 0.7 0.3 

A HMM with transition matrix A1 has a high probability of staying in the same state, 

whereas one with A2 has large probability of moving between states. For all simulations, 

the initial probabilities are π1 = 0.4 and π2 = 0.6. 

Tables 3.2 and 3.3 give the simulation results for the Viterbi algorithm and posterior 

0.2
 0.8
⎥⎦

⎥⎦
A1 and A2=
 =
 .
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decoding method, respectively. We summarize the results as follows: 

Table 3.2: Summary statistics (mean, standard deviation, 25%, 50% and 75% quantiles 
(Q1, Q2 and Q3)) for the Viterbi algorithm accuracy rates (AR1 and AR2) under simulated 
data with BEZI-HMM(Ai, p1, µ1,φ1, p2, µ2,φ2), i = 1,2; based on 1,000 trials. Sym, 
Asym, Bi and One stand for symmetric, asymmetric, bimodal and one-sided density 
shape, respectively. 

Settings AR1 (%) AR2 (%) 
Density BE ZI (pi, µi,φi) A Mean SD Q1 Q2 Q3 Mean SD Q1 Q2 Q3 

Sym (0.2, 0.5, 18) A1 79.55 5.33 76.00 80.00 83.00 67.71 7.44 62.63 67.68 72.73 
Asym (0.1, 0.3, 10) A2 79.96 5.21 77.00 80.00 83.00 68.21 7.34 63.64 68.69 72.73 
Asym (0.1, 0.3, 10) A1 82.20 4.88 79.00 82.00 86.00 71.40 7.01 66.67 71.72 76.77 

Bi (0.2, 0.5, 1) A2 79.70 5.45 76.00 80.00 83.00 68.30 7.50 63.64 68.69 73.74 
Bi 
Bi 

(0.1, 0.3, 1) 
(0.2, 0.5, 1.5) 

A1 
A2 

65.89 
66.49 

7.39 
7.06 

61.00 66.00 
62.00 67.00 

71.00 
71.00 

53.25 
53.08 

8.64 
8.24 

47.47 53.54 
47.47 53.54 

58.59 
58.59 

One 
Asym 

(0.2, 0.25, 4) 
(0.1, 0.3, 10) 

A1 
A2 

69.41 
65.50 

6.94 
7.25 

65.00 69.50 
61.00 66.00 

74.00 
70.00 

56.64 
52.07 

8.39 
8.53 

50.51 56.57 
46.46 52.53 

62.63 
57.58 

One 
Sym 

(0.2, 0.25, 4) 
(0.1, 0.5, 10) 

A1 
A2 

81.05 
78.98 

5.25 
5.57 

77.00 81.00 
75.00 79.00 

85.00 
83.00 

69.92 
67.14 

7.34 
7.72 

64.65 69.70 
62.63 67.68 

74.75 
72.73 

One 
Bi 

(0.1, 0.25, 4) 
(0.2, 0.5, 1) 

A1 
A2 

72.30 
73.00 

6.83 
6.40 

68.00 73.00 
69.00 73.00 

77.00 
78.00 

59.74 
60.13 

8.47 
8.03 

54.55 60.61 
54.55 60.61 

65.66 
65.66 

Sym (0.1, 0.5, 40) A1 61.99 8.19 57.00 62.00 68.00 49.52 9.22 43.43 49.49 55.56 
Sym (0.2, 0.5, 18) A2 61.52 7.39 57.00 61.00 66.25 48.05 8.17 43.43 47.47 53.54 

Asym (0.1, 0.3, 10) A1 95.01 2.40 93.00 95.00 97.00 90.67 4.30 87.88 90.91 93.94 
Asym (0.2, 0.8, 20) A2 95.47 2.29 94.00 96.00 97.00 91.57 4.08 88.89 91.92 93.94 
One 
One 

(0.1, 0.1, 7) 
(0.2, 0.25, 4) 

A1 
A2 

71.86 
70.80 

6.47 
6.62 

68.00 72.00 
66.00 71.00 

76.00 
76.00 

59.25 
57.52 

7.92 
8.18 

53.54 58.59 
51.52 57.58 

64.65 
63.64 

Sym (0.1, 0.5, 40) A1 89.62 3.35 88.00 90.00 92.00 81.64 5.56 77.78 81.82 85.86 
Bi (0.2, 0.25, 1) A2 89.77 3.41 88.00 90.00 92.00 81.72 5.63 78.54 81.82 85.86 

•	 Comparing the Viterbi algorithm and posterior decoding: 

The Viterbi algorithm is overwhelmingly superior to posterior decoding. The av

erages of AR1 and AR2 for the Viterbi algorithm are 76.50% and 65.38%, respec

tively, whereas the averages of AR1 and AR2 for posterior decoding are 50.06% 

and 24.91%, respectively. 

•	 Comparing AR1 and AR2: 

For both decoding methods, AR1’s are higher than AR2’s with smaller standard de

viation in all settings. This is as expected because a correctly identified sequence 
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Table 3.3: Summary statistics (mean, standard deviation, 25%, 50% and 75% quantiles 
(Q1, Q2 and Q3)) for posterior decoding accuracy rates (AR1 and AR2) under simulated 
data with BEZI-HMM(Ai, p1, µ1,φ1, p2, µ2,φ2), i = 1,2; based on 1,000 trials. Sym, 
Asym, Bi and One stand for symmetric, asymmetric, bimodal and one-sided density 
shape, respectively. 

Settings AR1 (%) AR2 (%) 
Density BE ZI (pi, µi,φi) A Mean SD Q1 Q2 Q3 Mean SD Q1 Q2 Q3 

Sym (0.2, 0.5, 18) A1 49.74 4.20 47.00 50.00 53.00 20.03 4.84 17.17 20.20 23.23 
Asym (0.1, 0.3, 10) A2 50.50 6.34 46.00 51.00 55.00 29.97 6.77 25.25 30.30 34.34 
Asym (0.1, 0.3, 10) A1 49.95 4.06 47.00 50.00 52.00 19.87 4.57 16.92 20.20 23.23 

Bi (0.2, 0.5, 1) A2 50.48 6.28 46.00 51.00 55.00 30.03 6.71 25.25 30.30 34.34 
Bi 
Bi 

(0.1, 0.3, 1) 
(0.2, 0.5, 1.5) 

A1 
A2 

49.68 
50.80 

4.02 
6.04 

47.00 50.00 
47.00 51.00 

52.00 
55.00 

19.86 
30.30 

4.56 
6.45 

16.16 19.19 
26.26 30.30 

23.23 
34.34 

One 
Asym 

(0.2, 0.25, 4) 
(0.1, 0.3, 10) 

A1 
A2 

49.64 
50.02 

4.17 
6.22 

47.00 50.00 
46.00 50.00 

53.00 
54.25 

19.86 
29.53 

4.69 
6.55 

16.16 19.70 
25.25 29.29 

23.23 
34.34 

One 
Sym 

(0.2, 0.25, 4) 
(0.1, 0.5, 10) 

A1 
A2 

49.57 
50.42 

4.09 
6.01 

47.00 50.00 
46.00 50.00 

52.00 
54.00 

19.68 
29.96 

4.53 
6.44 

17.17 19.19 
25.25 29.29 

22.22 
34.34 

One 
Bi 

(0.1, 0.25, 4) 
(0.2, 0.5, 1) 

A1 
A2 

49.90 
50.22 

4.07 
6.17 

47.00 50.00 
46.00 50.00 

53.00 
55.00 

20.05 
29.81 

4.62 
6.62 

17.17 20.20 
25.25 29.29 

23.23 
34.34 

Sym (0.1, 0.5, 40) A1 49.62 3.09 47.00 50.00 52.00 19.87 4.36 17.17 20.20 23.23 
Sym (0.2, 0.5, 18) A2 50.35 6.12 46.00 50.00 55.00 29.89 6.56 25.25 29.29 34.34 

Asym (0.1, 0.3, 10) A1 49.70 3.95 47.00 50.00 52.00 19.94 4.48 17.17 20.20 23.23 
Asym (0.2, 0.8, 20) A2 50.35 6.04 46.00 50.00 54.00 29.89 6.45 25.25 29.29 34.34 
One 
One 

(0.1, 0.1, 7) 
(0.2, 0.25, 4) 

A1 
A2 

49.76 
50.29 

3.89 
6.20 

47.00 50.00 
46.00 50.00 

52.00 
55.00 

19.98 
29.80 

4.43 
6.60 

17.17 20.20 
25.25 29.29 

23.23 
34.34 

Sym (0.1, 0.5, 40) A1 49.63 4.04 47.00 50.00 52.25 19.85 4.65 16.16 19.19 22.22 
Bi (0.2, 0.25, 1) A2 50.52 6.30 46.00 51.00 55.00 30.13 7.62 25.25 30.30 34.34 

of states requires two correctly identified consecutive individual states. When the 

accuracy rate for individual state is low, the accuracy rate for a subsequent state 

has to be low as well. The means and medians for AR1 and AR2 are close in both 

decoding methods. 

• Comparing BEZI density shapes: 

For the Viterbi algorithm, among the ten two-density shape combinations, asym

metric vs asymmetric yields the highest accuracy rates (the average AR1 is greater 

than 95% and the average AR2 is greater than 90%3, respectively); followed by 

3We use similar correspondence for the following: the first number in parenthesis is the average of 
AR1 and the second number is the average of AR2. 
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symmetric vs bimodal (> 89% and > 81%). Symmetric vs asymmetric, asym

metric vs bimodal and one-sided vs symmetric have similar rates (about 80% and 

68%); one-sided vs bimodal and one-sided vs one-sided have similar rates (about 

72% and 59%); bimodal vs bimodal and one-sided vs asymmetric have similar 

rates (about 66% and 53%). Symmetric vs symmetric is the worst case with the 

averaged AR1 being less than 62% and the averaged AR2 being less than 50%. For 

posterior decoding method, however, the differences are no longer striking among 

different density shape combinations. 

•	 Comparing A1 and A2: 

On the one hand, for the Viterbi algorithm, as shown in Table 3.2, there is no clear 

distinction between the two transition matrices: Five out of ten BEZI parameter 

settings have higher averaged AR1 under A1, the other five have higher averages 

under A2. Meanwhile, six out of ten settings have higher averaged AR2 under 

A1. On the other hand, for the posterior decoding, as shown in Table 3.3, A2 has 

uniformly higher average for both AR1 and AR2, even though the differences in 

AR1’s are subtle between A1 and A2. 

•	 Large sample size: 

Although we do not provide the results here, we had several 1000-observation 

chains and we found the rates for these are higher than those for the 100-observation 

chains within the same settings. We expect the rates to get better with the number 

of observations increasing. 
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3.5.2 Study 2 

As in Study 1, we randomly generate artificial data from a BEZI-HMM with two states. 

We now evaluate the performance of the EM algorithm. This time we focus on compar

ing the effect of BEZI density shape combinations and initial value selection methods 

on the EM estimation results. For all the simulations, we use A1 defined in Study 1 as 

the transition matrix and π1 = 0.4 and π2 = 0.6 as the initial probabilities. 

We consider three sets of initial values for the BEZI emission densities: the true 

parameters, method of moments estimates (MOM) and maximum likelihood estimates 

(MLE). In the calculation of the latter two, we assume there is only one BEZI population 

and all observations are independent. Initial values for transition probabilities and initial 

probabilities are taken to be the true values. 

The estimation performance metrics we consider are bias, relative bias (bias/true), 

root mean squared error (RMSE) and CVRMSE (RMSE/mean). Among these, relative 

bias and CVRMSE are used to account for the different ranges of the parameter space: 

the parameter space for µ and p are bounded within 0 and 1 so they cannot vary as 

much as φ , whose parameter space is the non-negative real line. We only show the 

results for bimodal vs bimodal and asymmetric vs asymmetric density combinations. We 

summarize these in Table 3.4. We also look at several computing metrics, for example, 

number of iterations, computing time and the values of the maximized objective function 

(Q(θ ,θ (k))). We give these results in Table 3.5. 
Again, we ignore initial probabilities because as Turner (2008) states 

“there is usually no hope of estimating the initial state distribution con
sistently, ‘as there is only one random variable...(that is not even observed!) 
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drawn from this (distribution)’ ... It is interesting to note that if π is treated 
as a ‘free’ variable, the (inconsistent) maximum likelihood estimate will 
necessarily be obtained by setting one of the πi equal to unity and all the 
others to zero. This index i to be chosen is one for which L(y1, · · · ,yn|S1 = i) 
is maximal.” 

This is exactly what we find in our simulations: in the output, estimates of π are 

either (0, 1) or (1, 0). The more common assumption is to use the limiting probabilities 

of the Markov chain as the initial probability (Capp ̀e et al., 2005; Turner, 2008). For 

calculation of limiting probabilities of homogeneous Markov chain with two states, see 

Ross (2010), page 216. 

We summarize our finding from Study 2 in the following points. 

• Comparing three initial values: 

MOM and MLE yield very similar results in all the estimation performance and 

computing metrics. This is because for a given simulation, MOM and MLE are 

not very far apart. When using the true population parameters as initial values, the 

bias and relative bias are usually smaller than when using MOM and MLE. The 

bias for φ is often large under all three initial values. For one-sided vs asymmetric, 

bimodal vs bimodal and symmetric vs symmetric density combinations, the true 

initial values sometimes have larger CVRMSE than the other two initial values. 

The numbers of iterations required by the EM algorithm to converge are smaller 

when we use the true parameters as initial values. The maximized objective func

tion Q(θ ,θ (k)) usually has a larger value under true parameter initial values. The 

difference between MOM, MLE and the true value initials could be the a result of 

multiple local maxima. 
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Table 3.4: The EM algorithm accuracy metric summary. The length of chain is 100, the 
number of trials is 1000. True, MOM and MLE represent using true parameter values, 
method of moment estimates and maximum likelihood estimates as initial values for the 
algorithm, respectively. Asym and Bi stand for asymmetric and bimodal BEZI density 
shapes, respectively. 

Density Metric a11 a21 a12 a22 p1 µ1 φ1 p2 µ2 φ2 
true value 0.8 0.3 0.2 0.7 0.1 0.3 10 0.2 0.8 20 
bias true -0.004 0.009 0.004 -0.009 -0.002 0 0.860 -0.009 0 3.064 

MOM -0.035 -0.030 0.035 0.030 0.033 0.191 5.061 -0.043 -0.201 -1.914 
MLE -0.035 -0.030 0.035 0.030 0.033 0.190 5.127 -0.043 -0.200 -2.010 

rela-bias true -0.005 0.031 0.021 -0.013 -0.019 0.001 0.086 -0.043 -0.001 0.153 
Asym MOM -0.043 -0.1 0.174 0.043 0.333 0.635 0.506 -0.215 -0.251 -0.096 

vs MLE -0.043 -0.1 0.174 0.043 0.331 0.634 0.513 -0.217 -0.25 -0.101 
Asym RMSE true 2.06 2.75 2.06 2.75 1.93 0.72 90.45 2.99 0.66 271.89 

MOM 2.76 3.13 2.76 3.13 2.78 7.59 277.86 3.43 7.68 302.03 
MLE 2.75 3.13 2.75 3.13 2.78 7.6 282.14 3.37 7.66 294.83 

CVRMSE true 2.59 8.91 10.08 3.99 19.65 2.41 8.33 15.62 0.82 11.79 
MOM 3.61 11.59 11.78 4.28 20.89 15.48 18.45 21.83 12.81 16.7 
MLE 3.6 11.59 11.72 4.29 20.87 15.50 18.65 21.51 12.77 16.39 

true value 0.8 0.3 0.2 0.7 0.1 0.3 1 0.2 0.5 1.5 
bias true -0.021 0.020 0.021 -0.020 0.002 -0.040 1.817 0.006 0.056 30.46 

MOM 0.022 0.017 -0.022 -0.017 0.046 0.042 0.628 -0.046 -0.073 7.846 
MLE 0.023 0.017 -0.023 -0.017 0.046 0.042 0.635 -0.047 -0.073 8.975 

rela-bias true -0.026 0.068 0.104 -0.029 0.019 -0.133 1.817 0.029 0.111 20.305 
Bi MOM 0.028 0.058 -0.112 -0.025 0.462 0.140 0.628 -0.232 -0.146 5.231 
vs MLE 0.028 0.058 -0.112 -0.025 0.464 0.139 0.635 -0.234 -0.146 5.983 
Bi RMSE true 6.27 8.12 6.27 8.12 3.26 3.14 968.38 5.92 5.03 21162.25 

MOM 5.54 8.19 5.54 8.19 3.65 4.08 67.6 5.91 6.69 2342.63 
MLE 5.53 8.21 5.53 8.21 3.64 4.06 68.95 5.91 6.68 2784.22 

CVRMSE true 8.04 25.33 28.39 11.94 32.01 12.06 343.79 28.75 9.06 662.19 
MOM 6.73 25.82 31.18 12.01 24.97 11.94 41.53 38.49 15.67 250.66 
MLE 6.73 25.86 31.18 12.02 24.89 11.9 42.18 38.55 15.64 265.80 

•	 Comparing different BEZI density shapes: 

Among the ten BEZI density combinations, one-sided vs one-sided and bimodal 

vs bimodal have the largest relative bias, whereas asymmetric vs asymmetric and 

asymmetric vs symmetric have the smallest relative bias. Symmetric vs symmetric 

and one-sided vs symmetric have the third and fourth smallest relative bias. One-

sided vs bimodal and bimodal vs bimodal have the largest CVRMSE. Possible 

reason for that is when a BEZI random variable, Y , has a one-sided or bimodal 

http:21162.25
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Table 3.5: The EM algorithm computational metric summary. The length of chain is 
100, the number of trials is 1000. True, MOM and MLE represent using true param
eter values, method of moment estimates and maximum likelihood estimates as initial 
values for the algorithm, respectively. Sym, Asym, One and Bi stand for symmetric, 
asymmetric, one-sided and bimodal BEZI density shapes, respectively. The computing 
time is based on R user time in seconds, all simulations are conducted on the same PC 
with an Intel c© CoreT M 2 Quad CPU Q6600 @ 2.40GHz 2.40GHz processor with 4.00 
GB RAM. 

Density
shapes 

Average iteration Objective function Computing time 
true MOM MLE true>MOM true>MLE MLE>MOM true MOM MLE 

Sym vs Asym
Asym vs Bi 

Bi vs Bi 
One vs Asym
One vs Sym
One vs Bi 
Sym vs Sym

Asym vs Asym
One vs One 
Sym vs Bi 

94 99 99 
65 73 72 

129 132 132 
111 114 114 
78 87 87 
95 101 100 

135 140 139 
28 47 46 

119 120 120 
36 44 44 

674 687 496 
589 590 519 
607 617 493 
577 568 487 
605 603 492 
563 561 498 
582 561 524 
547 537 521 
637 622 496 
621 618 475 

5985 6808 6819 
3714 4271 4243 
7814 7791 7782 
7497 7845 7828 
5138 5876 5885 
6109 6427 6403 
8103 8503 8491 
1768 3521 3519 
8548 8952 8883 
1900 2610 2620 

density function, as its realization, y, approaches to 0 and/or 1, the corresponding 

f (y) approaches to positive infinity. 

The computing time and average number of iterations are large when we have 

symmetric vs symmetric, one-sided vs one-sided, bimodal vs bimodal and one-

sided vs asymmetric. By contrast, asymmetric vs asymmetric has the smallest 

average number of iterations and the shortest computing time. 

In summery, one-sided is the hardest shape for the EM algorithm, followed by 

bimodal and symmetric. Asymmetric is the easiest density shape for the algorithm 

to obtain convergence and obtain accurate results. 

• Comparing individual parameters: 
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Among all the parameters we considered, the precision parameter, φ , has the 

largest bias and CVRMSE. We suspect the unbounded parameter space is the 

problem here. It is also interesting that φ2 always has larger bias and CVRMSE 

than φ1. We think the reason is that the transition matrix forces the HMM to 

have more observations from population 1 than from population 2 as the limiting 

probability for A1 is (0.6, 0.4). For the same reason, the estimates for p1 and µ1 

usually have better properties than the estimates for p2 and µ2. The estimates for 

transition matrix have similar scale of bias and CVRMSE. Sometimes one of the 

off-diagonal elements (a21 and a12) has relatively large bias. We suspect it is be

cause the true values for the off-diagonal are smaller than those for the diagonals 

so that we have fewer transitions in the unobserved Markov chain, therefore, there 

are fewer data points to estimate a21 and a12 than there are to estimate a11 and a22. 

3.6 Application to the Barnacle Settlement Data 

In this section, we apply the EM algorithm, the Viterbi algorithm (VA) and posterior 

decoding (PD) to the oceanographic dataset described in Section 3.3. We assume at 

each time point there is an unobserved state from a Markov chain with two states— 

one for the population with occurrence of certain physical process and the other for the 

population without the occurrence of that process. Given that state, a larva settlement 

outcome is generated from a BEZI population. We know the actual settlement sequence, 

but because all the BEZI distributions can generate zero-inflated proportions, we do not 

know the population chain. To use HMM to answer the ecological association question, 
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we first estimate the parameters of the HMM using the observed outcome sequence. 

Then, based on these estimates, we decode the most likely hidden state sequence. After 

that, we compare the decoded sequence with the three known oceanographic processes 

to see how consistent they are. The more agreement between the decoded state chain 

and a process, the more likely the process is associated with larvae settlement. 

We assume there are only equally spaced observation intervals, and we first use the 

EM algorithm to estimate the BEZI-HMM parameters. Then we use these estimates as 

the known parameters in the decoding methods to decode the hidden state sequence. 

We conduct a grid search of initial values to see the possible impact of local maxima 

on our results. To be more specific, we consider π1 = (0.1,0.2,0.3,0.4,0.5), a11 = a22 = 

(0.05,0.25,0.45,0.65,0.85), p1 = p2 = (0.2,0.4,0.6,0.8), µ1 = µ2 = (0.2,0.4,0.6,0.8) 

and φ1 = φ2 = (1,5,10,20,40). This grid search gives 10000 starting points, which 

consequently produce 10000 stationary points. We compare these stationary points and 

treat two stationary points as the same when the difference between their maximized Q 

functions is less than 0.0014. We pick the largest three Q values and count the frequency 

of achieving these stationary points. We give the frequency results in Table 3.6 and 

the corresponding parameter estimates in Table 3.7. Mostly, the estimated values of the 

top three searches are very close. The second and third searches at the BDB site seem 

different from the first. However, this is only because the second and third searches 

have labeled state 1 and 2 in a different direction than the first search. There are some 

differences among the top three searches for φ1 at the TPT site and φ2 at the LHP site. 

However, when φ is greater than 40, its influence on the density function of BEZI is 

4We choose this number because in the EM update we use 0.0001 as stopping tolerance. 
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very small. In other words, the density function of BEZI with φ = 118 and φ = 127 are 

very close to each other, as those with φ = 145 and φ = 136. Therefore, we only use 

the results from the top search as if they are the known parameter values in the decoding 

procedure. 

Table 3.6: Grid search results in the EM initialization. The grid we consider are π1=(0.1, 
0.2, 0.3, 0.4, 0.5), a11=(0.05, 0.25, 0.45, 0.65, 0.85), a22=(0.05, 0.25, 0.45, 0.65, 0.85), 
p1=p2=(0.2, 0.4, 0.6, 0.8), µ1=µ2=(0.2, 0.4, 0.6, 0.8) and φ1=φ2=(1, 5, 10, 20, 40), 
which gives 10000 searching points. SHB, TPT, BDB and LHP are the four study sites. 

Study site Q rank max(Q) Frequency Study site Q rank max(Q) Frequency 
SHB 1 

2 
3 

12.589 
12.588 
12.587 

1 
1 
3 

TPT 1 
2 
3 

7.929 
7.912 
7.910 

1 
2 
1 

BDB 1 
2 
3 

9.491 
9.478 
9.477 

1 
2 
2 

LHP 1 
2 
3 

23.527 
23.285 
23.158 

1 
1 
1 

At all study sites, the decoded state chains using the stationary points with the high

est Q value are compared with the three ecological processes (regional relation - relax, 

diurnal upwelling - dup and front passage - front) through 2 × 2 tables. The two groups 

(with and without the occurrence of a particular process) can be labeled in two ways. 

For example, in Table 3.8 , if we label state 1 as decoded “with process event,” then 

the diagonal cells, x11 and x22 are the numbers of matched assignments, whereas if we 

label state 2 as decoded “with process event,” the off-diagonal cells, x12 and x21 are the 

numbers of matched assignments. We use the one gives a larger number of total matches 

(x11 + x22 or x12 + x21) as the final label. 

The process with a higher match is more likely to be associated with the ecological 

settlement outcome. Meanwhile, to account for the proportion of agreement by chance, 

http:a22=(0.05
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Table 3.7: The EM estimates from the top three searches in the grid search, rounded to 
the third decimal. We consider π1=(0.1, 0.2, 0.3, 0.4, 0.5), a11=(0.05, 0.25, 0.45, 0.65, 
0.85), a22=(0.05, 0.25, 0.45, 0.65, 0.85), p1=p2=(0.2, 0.4, 0.6, 0.8), µ1=µ2=(0.2, 0.4, 
0.6, 0.8) and φ1=φ2=(1, 5, 10, 20, 40), which gives 10000 searching points. SHB, TPT, 
BDB and LHP are the four study sites. 

Study site Q rank iter a11 a22 p1 µ1 φ1 p2 µ2 φ2 

SHB 1 
2 
3 

98 
98 
96 

0.766 0.643 0.219 0.095 18.009 0.868 0.482 4.348 
0.766 0.643 0.219 0.095 18.009 0.868 0.482 4.348 
0.766 0.643 0.219 0.095 18.010 0.868 0.482 4.347 

TPT 1 
2 
3 

130 
123 
123 

0.000 0.763 0.366 0.030 118.263 0.921 0.092 87.780 
0.000 0.768 0.363 0.030 126.859 0.920 0.091 86.162 
0.000 0.768 0.363 0.030 126.859 0.920 0.091 86.162 

BDB 1 
2 
3 

426 
362 
412 

0.940 0.251 0.999 0.082 24.022 0.008 0.051 100.909 
0.252 0.940 0.008 0.051 103.125 0.999 0.081 28.003 
0.252 0.940 0.009 0.051 100.876 0.999 0.082 24.012 

LHP 1 
2 
3 

93 
49 
78 

0.767 0.925 0.001 0.085 22.026 0.853 0.033 148.219 
0.770 0.926 0.0001 0.084 23.049 0.853 0.033 136.708 
0.770 0.927 0.001 0.085 22.097 0.853 0.033 135.707 

we also compute Cohen’s Kappa statistics (denoted as κ) (Wood, 2007). As stated in 

Wood (2007), “Cohen’s Kappa is an index of inter-rater reliability that is commonly used 

to measure the level of agreement between two sets of dichotomous rating or scores.” 

The value of κ depends on the observed and expected agreement, for the details of cal

culation, see Wood (2007). A κ equals to 1 means prefect agreement, -1 means prefect 

disagreement, 0 means random level of agreement/disagreement, i.e., no relationship 

between ratings. The interpretation of κ is similar as the interpretation of p-value. That 

is, there is no clear cut-off value of significance. According to Viera and Garrett (2005), 

κ < 0 implies less than chance agreement, 0.01 ≤ κ ≤ 0.20 implies slight agreement 

and 0.21 ≤ κ ≤ 0.4 implies fair agreement. 

We show the agreement results in Table 3.9. Three of the four study sites have 
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Table 3.8: Illustration of 2 × 2 table for group matching assignment.
 

With process Without process 
state 1 x11 x12 
state 2 x21 x22 

the same coded results for the Viterbi algorithm and posterior decoding. For site TPT, 

posterior decoding gives more agreement for all three pre-determined processes. For 

each location, we boldface the process with the highest number of matches (i.e., the 

highest match rate). There are several cases where the match rate is higher than 0.65 . 

However, according to κ , half of the time, there is only chance agreement, the other 

half, there is slight agreement. None of the cases gives an indication of fair agreement. 

In other words, most of the time, the agreement between the decoded chain and a pre

determined process is not different from random agreement. For SHB, the front passage 

process may be associated with the larval settlement because it has the highest match 

and its κ statistic indicates a slight agreement. For the same reason, at BDB, diurnal 

upwelling may be associated with the larval settlement. Whereas for TPT and LHP, 

it is likely that none of the pre-determined processes is associated with the ecological 

outcome. Because we are assuming equal-spaced interval (not actually true) for this 

study, better results could emerge after accounting for the unequal spacing. 

5The match rates have to be greater than 0.5 because of the way we defining agreement in the two by 
two table: we choose the larger one in the diagonal sum and the off-diagonal sum, and the sum of the two 
is one. 
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Table 3.9: Decoding results for the Viterbi algorithm (VA) and Posterior Decoding 
(PD) for the oceanographical data (species Balanus cf.glandula). HMM parameters are 
obtained from the EM algorithm using a grid search initial values. Relax, dup and front 
are regional relaxation, diurnal upwelling and front passage processes; SHB, TPT, BDB 
and LHP stand for study area Sandhill Bluff, Terrace Point, Bonny Doon Beach and 
Lighthouse Point. Match rates are in % scale. Boldfaced numbers are the largest ones 
among different processes within the same site, n gives the sample size. κ represents 
Cohen’s Kappa statistic, italic numbers are greater than 0.01. 

Site Process 
VA 

# match match rate κ 
PD 

# match match rate κ 
SHB relax 34 56.67 0.100 34 56.67 0.100 

(n=60) dup 33 55.00 0.094 33 55.00 0.094 
front 35 58.33 0.150 35 58.33 0.150 

TPT relax 35 0.583 -0.140 36 0.600 -0.113 
(n=60) dup 36 0.600 -0.216 37 0.617 -0.194 

front 39 0.650 -0.198 40 0.667 -0.179 
BDB relax 35 0.636 -0.032 35 0.636 -0.032 

(n=55) dup 48 0.873 0.154 48 0.873 0.154 
front 30 0.545 -0.057 30 0.545 -0.057 

LHP relax 36 0.600 0.020 36 0.600 0.020 
(n=60) dup 30 0.500 0.130 30 0.500 0.130 

3.7 Discussion 

We have developed a Hidden Markov Model with zero-inflated Beta emission distribu

tions to model zero-inflated proportions with serial correlation. A HMM version EM 

algorithm is provided with justification of its applicability to the mixture of a discrete 

and continuous distribution emission density. To simplify notation and simulations, we 

have considered a model with only two states; however, all the methods we developed 

are valid for more than two states. We have evaluated the model and methods have 

through simulations and applied them to an oceanographic data example. 

According to our simulations, for the decoding problem, the Viterbi algorithm is 



94 

better than posterior decoding in terms of making more accurate identification of hidden 

states. While, the Viterbi algorithm seems to be more sensitive to the BEZI density 

shapes, posterior decoding is more sensitive to the transition matrix. 

As for the estimation problem, we find: 

1. The precision parameter of the Beta component, φ , is harder to estimate than the 

zero proportion, p, and the mean parameter of the beta component, µ , as φ usually 

has much larger bias and RMSE than the other two. 

2. The accuracy of estimates depends on the number of observations.	 When the 

HMM have more observations from one state, the estimates of the BEZI parame

ters at that state have smaller bias and RMSE than the ones from the other state. 

For the same reason when more transitions happen in one direction, the corre

sponding element in the transition matrix A also has less bias and smaller RMSE. 

3. The performance of the EM algorithm depends on the initial values. When the 

starting values are close to the truth, the algorithm usually provides more accurate 

estimates and takes fewer iterations to converge. There is no apparent distinctions 

between the method of moments and method of maximum likelihood for use as 

initial values. 

4. The BEZI density shape has strong impact on the EM algorithm performance. 

For both decoding and estimation problems, asymmetric BEZI density provides the 

least challenge to the algorithms. Symmetric density provides the most challenge to the 

Viterbi algorithm, whereas bimodal density provides the most challenge to the EM algo
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rithm. One-sided density provides slightly less challenge than bimodal and symmetric 

density do to the algorithms. 

When applying the EM algorithm to BEZI-HMM parameter estimation in data anal

ysis, we suggest starting with multiple initial values. Researchers could use randomly 

generated start points or conduct a grid search as we did in the oceanographic data ex

ample. Then when multiple stationary points are achieved, the one (or ones) with the 

maximum value of objective function can be viewed as final estimation. 

Compared with traditional HMM with mixture of Gaussian emission distribution, 

BEZI-HMM can model zero-inflated proportions with relative fewer number of param

eters. Compared with other time series models and mixed effect models, rather than 

assuming a linear dependence, BEZI-HMM considers the autocorrelation among ob

servations in a more integral sense without assuming any distribution or structure of 

the correlation. Instead, it lets the data inform about its specific structure. This can 

remove the subjectiveness in determining the correlation structure as in other time se

ries models, for example, when using standard time series model, one often eye-balls 

autocorrelation function and partial autocorrelation function to identify the orders of 

autoregressive and/or moving average structure (Montgomery et al., 2008), which may 

or may not be correct. Also the latent Markov process is more interpretable in practice 

since it can match certain assumptions or theory in applied fields. 

The BEZI-HMM might be extended to multiple inflated Beta populations with care

ful justification of the validity of the EM algorithm. One could incorporate more com

plicated likelihood structure. For example, we could replace the simple BEZI density 

by the likelihood in generalized linear model settings where BEZI parameters are linked 
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to certain linear combination of covariates. This is particularly appealing in ecologi

cal data, where temporal correlation and zero inflation are common due to the nature 

of the field (Chiogna and Gaetan, 2007; Barry and Welsh, 2002) and extra information 

are available from the study process. Current statistical methods for ecological analysis 

often involve count data (Marin et al., 2005). Zero-inflated continuous data are mostly 

based on the log-normal (Tian, 2005), Gamma (Feuerverger, 1979) and exponential (Wu 

et al., 2012; Zhang et al., 2010) model. Often autocorrelation is ignored or considered in 

hard-shelled ways, for example, assumed as known and fixed, in which subjectiveness 

are common. Our study fills the gap in modeling correlated zero-inflated continuous 

data with a constrained support. 

The EM algorithm is often criticized for its lack of an automatically produced stan

dard error (McLachlan and Krishnan, 2008). There are two ways of calculating standard 

errors for MLE obtained from the EM algorithm (Baker, 1992): using the information 

matrix based on the likelihood model or using resampling techniques. For the informa

tion based methods, examples for the EM algorithm in general can be found in Baker 

(1992) and Jamshidian and Jennrich (2000). For HMM, Aittokallio and Uusipaikka 

(2000) discuss the situation for normal emission density HMM; Lystig and Hughes 

(2002) provide an idea for computing the observed information matrix for general HMM. 

The idea may be applicable to BEZI-HMM. However, the logic of using information ma

trix to obtain standard error is to use the asymptotic properties of MLE. Therefore, large 

sample size is a requirement for accurate standard error. As for the resampling tech

nique, bootstrap approach can be implemented, however it is usually computationally 

expensive (Baker, 1992; Zucchini and MacDonald, 2009). Also for the HMM problem 
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because of the autocorrelation among observations, simply resampling individual obser

vation may not be sufficient, we may have to use some technique like block bootstrap 

(H ̈ardle et al., 2003). 

One benefits of using the EM algorithm is that one may expand this framework 

to handle the unequally spaced interval problem in the oceanographic data example. 

The unequally spaced intervals could be a result of another form of missing data: the 

irregularly spaced observations come from a chain with regularly spaced observation 

with some observations missing. A hierarchical framework could be established by 

considering another structure that controls whether at any given time t the observation 

is actually observed. Therefore, when there are observations missing at some t, the 

sequence becomes unequally spaced. This is a topic for future work. 

3.8 Appendix 

3.8.1 A Justification for the Viterbi Algorithm 

The objective of the Viterbi algorithm is to find the state sequence that maximizes 

L(S|y;θ). Given y and θ , 

max L(S|y;θ ) ⇔ maxL(S,y;θ) ⇔ max l(S,y;θ ) where l(·) = log(L(·)). 

Because L(S,y;θ) = πS1 fS1 (y1)aS1S2 fS2 (y2) · · ·aST −1ST fST (yT ), we have 

l(S,y;θ) = log(πS1 ) + log( fS1 (y1)) + log(aS1S2 ) + log( fS2 (y2)) + · · · 



98 

+l og(aST −1ST ) + log( fST (yT )). 

Define h1(S1) = log(πS1 ) + l og( fS1 (y1)) and ht (St ,St−1) = log(aSt−1St ) + log( fSt (yt )), 

then 
T 

l(S,y;θ) = h1(S1) + ∑
ht (St ,St−1). 
t=2 

We can always split l(S,y;θ) at time t ≥ 2 into three terms: 

t T 
l(S,y;θ) = h1(S1) + ∑ 

2m= 
hm(Sm,Sm−1) + ∑
 hm(Sm,Sm−1), 

m=t+1 

where the first two terms only involve observations before t and the last term only in

volves observations after t. 

For k = 1,2, define 

t−1 
Ht,k(S1, · · · ,St−1,St = k) = h1(S1) + ∑
hm(Sm,Sm−1) + ht (k,St−1) for all t. 

m=2 

To simplify notation, we abbreviate Ht,k(S1, · · · ,St−1,St = k) as Ht,k. According to this 

definition, the Viterbi algorithm aims to find S1, · · · ,ST −1 and k that maximize HT,k. To 

do so, we can first find maximized HT,k for each k in the state space (in our two-state 

case, k = 1,2), i.e., find S1, · · · ,ST −1 that maximize Ht,k and then choose the k that has 

the largest HT,k. 

We show (in Lemma 1 ) that for l = 1,2 

Ht,l(S1, · · · ,St−2,St−1 = k,St = l) = Ht−1,k(S1, · · · ,St−2,St−1 = k) + ht (l,k). 
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Because of this recursive relation, we can maximize Ht,k for each t step by step and 

eventually find the maximized HT,k for each k. 

Specifically, we use a “∗” to stand for maximum. For t = 1, we have H1
∗ 
,k = h1(k). 

For t = 2, the maximized H2,k is 

H∗ 
2,k = max{H1

∗ 
,l + h2(k, l)} = H1

∗ 
,l∗ + h2(k, l∗ ) where l∗ = arg max {H1

∗ 
,l}. l=1,2 l=1,2 

For t = 3, · · · ,T we repeat the procedure successively as 

H∗ {H∗ = maxt,k t−1,l + ht (k, l)} = Ht 
∗ 
−1,l∗ + ht (k, l∗ ),

l=1,2

where l∗ gives the proceeding state that maximize Ht 
∗ 
−1,l . Therefore Ht 

∗ 
,k is the sum of 

the log likelihoods of the best path up to time t that ends in state k. We keep a record of 

{l∗} in ψt (k) for t = 1, · · · ,T . By time T , two paths are formed and each path ends with 

different state. Now we select the path ends with k∗, where k∗ = arg maxk=1,2{HT
∗ 
,k}. 

This path is the Viterbi path. 

Lemma 1 (Recursive relation). Show 

Ht,l(S1, · · · ,St−2,St−1 = k,St = l) = Ht−1,k(S1, · · · ,St−2,St−1 = k) + ht (l,k). 

Proof. Because 

Ht,l(S1, · · · ,St−2,St−1 = k,St = l) = h1(S1) + h2(S2,S1) + · · · + ht−2(St−2,St−3) 



�

100 

+ht−1(St−1 = k,St−2) + ht (St = l,St−1 = k) 

and 

Ht−1,k(S1, · · · ,St−2,St−1 = k) = h1(S1) + h2(S2,S1) + · · · 

+ht−2(St−2,St−3) + ht−1(St−1 = k,St−2). 

That is 

Ht,l(S1, · · · ,St−2,St−1 = k,St = l) = Ht−1,k(S1, · · · ,St−2,St−1 = k) + ht (St = l,St−1 = k). 

This gives the recursion relationship of Ht,k 

3.8.2 A Sketch of Why l(θ |yobs) is Bounded 

L(θ ,yobs) is our marginal log-likelihood function. According to (3.4), because µ(S) is 

the discrete measurement of the states S, the marginal likelihood function is 

L(θ ,y) = L(θ ;y,S)dµ(S) 

T 2 T −1 2 2
I(St+1= j,St =i) 

π
I(S1=i) 
i =
 ∏
∏
∑
 bi(yt )

I(St =i)
∏
∏
 a
 ∏
i j .
 

S t=1 i=1 t=1 i, j=1 i=1 

Notice that for a HMM with T observations, there are 2T possible state chains because 

St ’s consist of only 1’s and/or 2’s. For a particular state chain, say S = (1,1, · · · ,1), the 

product part is just ∏T 
=1 b1(yt )∏

T 
=
−
1 
1 a11π1, which is a finite number given fixed values t t 

of y’s. As a result, L(θ ,y) is a finite sum of finite numbers, which has to be finite. Hence 
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the marginal log-likelihood is bounded from above. 



102 

4 Bayesian Analysis for Zero-inflated Beta Mixed Model with 

Autoregressive Random Effect 

4.1 Abstract 

In this paper, we propose a generalized linear mixed model with autoregressive random 

effect to model zero-inflated proportion data with serial correlation. The response dis

tribution is zero-inflated Beta, conditional on realization of the random effect. Bayesian 

methodology is adopted for parameter estimation and statistical inference. We provide 

guidelines for monitoring convergence of our Markov Chain Monte Carlo used to simu

late from the posterior distribution. We use simulations to evaluate the method. We find 

that fixed effect coefficients and the variance parameter in the autoregressive random 

effect are more likely to have convergence problems than other parameters. The autore

gressive parameter, ϕ , is often not different from 0, despite the fact that its posterior 

interval almost always includes its true value. When the mean of the Beta component 

is small, the posterior interval of the zero proportion parameter often excludes its true 

value. Some intervals of fixed effect coefficients also exclude their true values. When 

the value of precision parameter of the Beta component, φ , increases, the performance 

of the method improves. We also apply the model to an oceanographic dataset. 

Keywords: Zero-inflated Beta, Generalized Linear Mixed Model, Autoregressive 

Random Effect. 



103 

4.2 Introduction 

Data that are proportions falling in the continuum (0, 1) are very common in practice. 

Examples include the percentage of conifer cover in a particular area, the proportion of 

household income spent on food and the volume of stroke lesion as a percentage of total 

brain volume. The family of Beta distributions provides broad flexibility for modeling 

proportions of some continuous measurement such as area, income and volume. It can 

happen, however, that an inflated number of zeros and/or ones in a sample of proportions 

can render the Beta distribution an unsuitable model since its support does not include 

0 or 1. Ospina and Ferrari (2010) propose a mixed continuous-discrete distribution 

for data observed on [0, 1), (0, 1] or [0, 1]. The discrete component is defined by 

a degenerate (point mass) distribution that assigns non-zero probability to 0 and/or 1 

depending on whether there is zero- and/or one-inflation. In particular, the zero-inflated 

Beta (BEZI), the primary focus for our study here, has a point mass at zero. 

Suppose Y is a random variable following BE ZI(p, µ,φ ). Then the probability den

sity function of Y is 

fY (y) = 

⎧ ⎪⎨ ⎪⎩
 

p if y = 0,
 
Γ(φ) µ φ −1(1 − y)(1−µ)φ −1(1 − p) y if y ∈ (0,1),

Γ(µ φ )Γ((1−µ)φ) 

where Γ(·) is the Gamma function; 0 < p < 1, 0 < µ < 1 and 0 < φ < ∞. The mean and 

variance of Y are, respectively, 

E(Y ) = (1 − p)µ 



104 

and 
µ(1 − µ)

Var(Y ) = (1 − p) + p(1 − p)µ2 , (4.1)
φ + 1 

where µ and φ are the mean and precision parameters of the Beta component. As is the 

Beta family of distributions, the BEZI family is quite flexible in shape. 

Being a member of exponential family (Ospina and Ferrari, 2010), the BEZI family 

is a candidate for the response distribution in generalized linear models (Nelder and 

Wedderburn, 1972). For example, Ospina and Ferrari (2012) propose a regression model 

for a general class of zero-or-one inflated Beta distributions including BEZI. In this 

model, the authors link explanatory variables to all three parameters in the BEZI density 

through suitable link functions and they assume the response variables are independent 

after accounting for explanatory variables. However, the independence assumption may 

not always be valid. For example, when observations are gathered within a certain time 

period or spacial extent, the observations that are collected close together are likely to 

be related. In the presence of dependence, a generalized linear model is not appropriate. 

As an extension of generalized linear model (McCulloch et al., 2008), the gener

alized linear mixed model (GLMM) can accommodate not only non-normal responses 

but also autocorrelation among those responses. GLMM can be viewed as an extension 

of linear mixed model as well. On the one hand, compared with the generalized lin

ear model, the GLMM adds random effects to the linear predictor, and usually, random 

effects are assumed to be normally distributed. On the other hand, compared with the 

linear mixed model, conditioned on realizations of random effects, the GLMM has non-

normally distributed response variable. For a brief history of GLMM, see Littell et al. 
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(2006), chapter 14. 

As mentioned already, there are two keys in a GLMM: The first key is the response 

distribution. This usually takes the form of an exponential family and the conditional 

mean of a response is linked to the linear predictor through a link function. The second 

key is the random effects in the linear predictor. Random effects may be used to model 

the correlation of observations in clusters. Examples are plots within blocks in an ex

perimental study or repeated measurements on subjects in a longitudinal study. Random 

effects can also be used to account for serial correlation when a sequence of observations 

are obtained through time. In this paper, we focus on this second type of correlation. 

Given a GLMM, there are three general methods for parameter estimation (Mont

gomery et al., 2008): 

(a) Linearize the conditional mean and then repeatedly apply linear mixed model tech

niques to the approximated model. Examples are pseudo-likelihood method (Wolfin

ger and O’Connell, 1993) and quasi-likelihood method (Breslow and Clayton, 1993) 

(b) Use numerical methods to approximate the integrals involved in the marginal like

lihood and develop a set of estimating equations based on this approximation. Ex

amples are Laplace (Pinheiro and Bates, 1995) and quadrature approximation (An

derson and Aitkin, 1985; Pinheiro and Chao, 2006) 

(c) Bayesian methods (Zeger and Karim, 1991; Hay and Pettitt, 2001; Robinson et al., 

2009; Fong et al., 2010) 

A major concern for (a) is the potential bias in estimating model parameters when 

there is presence of relatively large variance components (Pinheiro and Chao, 2006; 
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Fong et al., 2010). Lower order approximation in (b) may produce biased estimates 

as well (Pinheiro and Chao, 2006). The higher order approximation can be more ac

curate; however it increases the computational complexity (Pinheiro and Chao, 2006). 

Usually, likelihood-based approaches need large sample sizes to achieve the property of 

asymptotic sampling distribution of estimators (Fong et al., 2010). Meanwhile, because 

of nonlinearity (Zeger and Karim, 1991) and the uncertainty in estimating the variance 

components (Natarajan and Kass, 2000), variance expressions of the fixed effect esti

mates, typically denoted as V In non-standard distribution Var(β̂ ), are hard to derive. 

situation like BEZI, there are no existing tools or theoretical results in any of these 

likelihood-based methods. 

Bayesian inference relies on the posterior distribution of parameters so it does not 

require approximate normality or asymptotic properties (Gelman et al., 2004). The pos

terior distribution provides Bayesian point estimates (posterior means or medians), pos

terior standard deviations, as well as interval estimates (posterior intervals). In addition, 

the interpretation of the interval estimates in Bayesian method is quite straightforward. 

Inferences about functions of parameters are also easy to obtain. 

In this paper, we develop a generalized linear mixed model using a zero-inflated Beta 

distribution as the distribution of the response variables. Our model has an autoregres

sive random effect. To be more specific, we let Y = (Y1,Y2, · · · ,Yn) denote the vector 

of response variables. Each Yt is a BEZI random variable with parameters (p, µt ,φ) for 

t = 1,2, · · · ,n. The mean of the Beta component, µt , is linked to fixed effects and an 

autoregressive random effect through a logit link function. More details of this model 

are given in Section 4.4.1. 
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There are some examples of generalized linear mixed model about zero-inflated data 

or having an autoregressive random effect in the literature. Lawrence (1982) proposes 

an autoregressive model with order 1 (the so-called AR(1) model) having a Gamma 

marginal distribution. Zeger (1988) proposes a quasi-likelihood based on time series 

model for counts by adding an unobservable process to the linear predictor in a log-

linear model. McGilchrist (1995) gives a generalized linear mixed model with Binomial 

response and an AR(1) distributed random component that is applicable when there are 

multiple time series. Hall (2000) discusses zero-inflated Poisson and zero-inflated Bino

mial model with random intercept in the case of repeated measurements. Hay and Pettitt 

(2001) consider a time series model for counts in Bayesian framework. Robinson et al. 

(2009) propose a Bayesian analysis for split-plot experiments with Gamma response. 

Rocha and Cribari-Neto (2009) develop Beta autoregressive moving average models 

based on a regression model in Ferrari and Cribari-Neto (2004). Jazi et al. (2012) pro

pose a first order integer valued autoregressive process with zero-inflated Poisson inno

vation. To the best of our knowledge, there are no studies concerning both zero-inflated 

proportions and serial correlation simultaneously. Our work fills the gap. 

The organization of this paper is as follows. In Section 2, we describe an example 

from marine science where interest lies in distinguishing two populations. The obser

vations from these populations are well-represented by BEZI distributions. Because of 

the sampling method, there is autocorrelation among the observations. In Section 3, we 

describe the generalized linear mixed model with BEZI distributed response in more 

detail and describe our Bayesian implementation. We discuss the choice of priors and 

how to monitor the MCMC convergence. In Section 4, we describe a simulation study 
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used to evaluate the performance of our model. In Section 5, we apply our model to the 

marine science data. We discuss our findings and possible extensions of this work in 

Section 6. 

4.3 Settlement of Onshore Barnacle Larvae 

Figure 4.1: Histogram of settlement for Balanus cf.glandula at Sandhill Bluff (SHB) 
with and without physical processes (regional relaxation, front passage and diurnal up
welling; left to right). 

Tyburczy (2011) compared settlement distributions of onshore barnacle larvae with 

and without the occurrence of different oceanographic processes such as large-scale re

gional relaxation of upwelling and smaller scale processes such as localized diurnal up

welling driven by afternoon sea breezes. The data consist of observations on two types 

of barnacle larva (Balanus cf.glandula and Chthamalus spp.): daily or bi-daily settle

ment information and covariate information such as the occurrence of multiple physical 
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processes (regional relaxation - relax, front passage - front, and diurnal upwelling - dup) 

in four study areas (Sandhill Bluff - SHB, Terrace Point - TPT, Bonny Doon Beach 

BDB, and Lighthouse Point - LHP) within northern Monterey Bay, CA in 2007 (May-

Sept). According to Tyburczy (2011), the larva settlement data are a combination of 

onshore intertidal plate samples that were normalized for hours of immersion based on 

tidal height of the plates, larva counts from larval traps deployed on and below the sur

face of multiple moorings with different depths and samples from water collected using 

pumps on several vessels. The presence/absence of physical processes were also de

termined based on combinations of different physical conditions, such as temperature, 

salinity, current direction and velocity, local wind forcing and nearshore pressure gradi

ents. For Balanus cf.glandula (Bal in what follows), the distributions of larva settlement 

are compressed to the range between zero and one after the data manipulation; i.e., all 

observations are in the interval [0, 1), and more than half of them are zeros. Some ex

amples of Bal larvea settlement data are shown in Figure 4.1. All panels are for the SHB 

site with and without different oceanographic processes. Notice that in each panel, the 

two zero counts are also indicated on the far left hand side. 

Tyburczy’s ultimate goal was to build an ecological model to describe the mecha

nism of nearshore barnacle transport and settlement. To do this, a fundamental ques

tion was whether there is an association between the larvae settlement outcomes and 

the oceanographic processes. Evaluation of this association is complicated by non-

normality and autocorrelation in the data, as well as uneven sampling intervals. In this 

paper, we use a generalized linear mixed model with distribution from BEZI family as 

the response distribution to account for the non-normal distribution feature and the au
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tocorrelation simultaneously. In this work, we assume equal sampling intervals, which 

is approximately true for these data. 

Figure 4.2: Residual series from a simple linear regression model: Balanus cf.glandula 
(bal) is regressed on regional relaxation (relax) process (p-value=0.054) for the SHB 
site. 

The first benefit of using GLMM in setting like this is that it allows us to consider 

multiple processes simultaneously (with their interaction terms as well when neces

sary). More importantly, GLMM can account for the autocorrelation among observa

tions. Figure 4.2 and 4.3 give time series plot and its corresponding autocorrelation 

function (ACF) and partial autocorrelation function (PACF) plots for residuals sequence 

from a simple linear regression model that has Bal settlement information as response 

and relax as explanatory variable. This residual series can reasonably be identified as 

an autoregressive process with order 1 because its PACF plot has a peak at lag 1 and its 

ACF plot decreases exponentially (Montgomery et al., 2008). 
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Figure 4.3: ACF and PACF plots of the residual series from a simple linear regression 
model: Balanus cf.glandula (bal) is regressed on regional relaxation (relax) process (p
value=0.054) for the SHB site. The series can be identified as an autoregressive process 
with order 1. 

4.4 Methodology 

In this section, we introduce the zero-inflated Beta generalized linear mixed model with 

autoregressive random effect, and we provide details of our Bayesian approach for pa

rameter estimation. 
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4.4.1 Zero-inflated Beta Generalized Linear Mixed Model with AR(1) 

Random Effect 

Let Y = (Y1,Y2, · · · ,Yn) denote the vector of response variables. Let 

⎤⎡ 

X =
 

⎢⎢⎢⎢⎢⎢⎢⎣
 

1 X11 X12 · · · X1m 

1 X21 X22 · · · X2m 

. . . 
. . . 

. . . . . . . . . 

1 Xn1 Xn2 · · · Xnm 

⎥⎥⎥⎥⎥⎥⎥⎦
 

be the design matrix in which Xi = (X1i,X2i, · · · ,Xni) is the it h explanatory variable for 

i=1,2, · · · ,m. In the oceangraphic dataset, because there are three processes, m = 3 and 

the Xi’s are variables containing information about individual physical process. More 

specifically, the Xi’s are binary vectors with 1 and 0 denoting presence and absence of 

each particular process. For t = 1,2, · · · ,n, we denote Xt = (1,Xt1,Xt2, · · · ,Xt m)
T and 

β = (β0,β1, · · · ,βm). Then 

ρt = g(µt ) = Xt β + ηt (4.2) 

is the linear predictor, in which g(.) is the link function, Xt is the 1 × (m + 1) design 

matrix in the fixed effect for the tt h observation, β is the (m + 1) × 1 unknown fixed 

effect parameter vector and ηt is a random time effect. Because the mean parameter for 

the Beta component, µt , has support space (0,1), we use logit link function. That is 
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g(µt ) = log µt . Let 1−µt 

ex p(ρt )h(ρt ) = g−1(ρt ) = , (4.3)
1 + ex p(ρt ) 

ex p(Xt β + ηt )then µt = h(ρt ) = h(Xt β + ηt ) = .
1 + ex p(Xt β + ηt ) 

For ηt , we use a stationary, invertible Gaussian autoregressive time series process 

with order 1 (the so-called AR(1) model (Montgomery et al., 2008)). We have 

ε1
η1 =  and 

1 − ϕ2 

ηt = ϕ ηt−1 + εt for t ≥ 2, 

where |ϕ| < 1, {εt }t are Gaussian white noise (i.e., the εt ’s are independent random 

variables following N(0,σ2))1 . The AR(1) process can also be expressed in a form of 

conditional distribution: 
σ2 

η1 ∼ N 0, and (4.4)
1 − ϕ2 

ηt |ηt−1, · · ·η1 ∼ N(ϕ ηt−1,σ
2) for t = 2, · · ·n. (4.5) 

We will use (4.4) and (4.5) when we specify priors for η1,η2, · · · ,ηn in Section 4.4.2.1. 

We assume that given the values of the µt ’s, the Yt ’s are independent random vari

ables following BE ZI(p, µt ,φ) for t = 1, · · · ,n. Let y = (y1,y2, · · · ,yn) be realizations 

1Notice that in general we could assume non-Gaussian white noise {εt } so that η = (η1, · · · ,ηn) have 
means 0 and variance covariance matrix Σ, where Σ is a function of σ2 and ϕ , or we could assume a 
Gaussian autoregressive moving average model (ARMA(p,q)) with η follows N(0,Σ), in which Σ is a 
function of p, q and other variance covariance parameters. 
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of Y. 

We show that the unconditional mean and variance of Yt are 

ex p(Xt β )
E(Yt ) = (1 − p) , (4.6)

1 + ex p(Xt β ) 

1 − p ex p(Xt β ) ex p(Xt β ) 2 

Var(Yt ) = − (1 − p)2 
φ + 1 1 + ex p(Xt β ) 1 + ex p(Xt β ) 

(1 − p)φ (ex p(Xt β ))2 σ2 
+ 1 + . (4.7)

φ + 1 (1 + ex p(Xt β ))2 (1 − ϕ2)(1 + ex p(Xt β ))2 

Details are in Appendix. 

According to (4.6), φ , σ2 and ϕ do not impact the unconditional mean of the Yt ’s. 

In (4.7), φ , the β ’s and p are the primary contributors to the unconditional variance. 

Consequently, p, the β ’s and φ are more influential than σ2 and ϕ to the values of yt ’s. 

4.4.2 Estimation Method 

Let θ = (β , p,φ ,σ2 ,ϕ) be the unknown parameters. η = (η1, · · · ,ηn) are the unob

served random effects that can be viewed as parameters as well. 

Given a sequence of µt ’s, the Yt ’s are independent. Therefore the likelihood function 

of Y is a product of individual likelihoods. In other words, 

n 
L(y|θ ,η) = ∏ fYt (yt ), (4.8) 

t=1 

where fYt (yt ) is the probability density function of BEZI random variable given in Sec
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tion 4.2. 

In Bayesian approaches, all inferences depend on the posterior distribution of model 

parameters. In our case, the posterior distribution of (θ ,η) is 

L(y|θ ,η) f (η ,θ) L(y|θ ,η) f (η ,θ)
f (θ ,η |y) = =   (4.9)

f (y) L(y|θ ,η) f (η ,θ)dθdη 
. 

L(y|θ ,η) is the likelihood function in (4.8), f (η ,θ ) is the prior distribution of the pa

rameters. We write f (η ,θ) as 

f (η ,θ) = f (η |θ) f (θ ). (4.10) 

When the y is known, the denominator in (4.9) is a scaler (normalizing constant) (Don

gen, 2006). Hence, combining (4.9) and (4.10), we have 

f (θ ,η |y) ∝ L(y|θ ,η) f (η ,θ) = L(y|θ ,η) f (η |θ ) f (θ ). 

That is, the posterior distribution is a combination of prior knowledge about the param

eters ( f (η ,θ) or f (η |θ) f (θ)) and knowledge obtained in the data (L(y|θ ,η)). The 

primary parameters of interest to us are the β ’s because they are the coefficients of the 

explanatory variables. The other parameters, ( p, ϕ , φ , σ 2 , η), can be viewed as nuisance 

parameters. 

While the Bayesian approach has many advantages, it poses two important addi

tional difficulties, namely, prior specification and issues related to convergence of the 

MCMC simulation (Dongen, 2006). In the next two sections, we discuss these explic



116 

itly. 

4.4.2.1 Prior specification 

We give thee joint prior distribution in (4.10). We now discuss the prior distributions for 

individual parameters. 

Because of the AR(1) structure, 

n 

∏ 
2t=

f (η |θ) =
 f (ηt |ηt−1, · · · ,η1,θ) f (η1|θ). 

When we assume normally distributed white noise, according to (4.4) and (4.5), f (ηt |ηt−1, 

· · · ,η1,θ) and f (η1|θ) are normal densities whose explicit forms only depend on the 

values of ϕ and σ2 and a sequence of realization of normal random variables. Therefore, 

the primary challenge here is to find reasonable prior distributions for θ . 

We further assume information about each individual parameter in θ is independent 

of information about the others. In other words, we assume independent priors (Chris

tensen et al., 2011): 

m 
f (θ ) =
 ∏
f (βi) f (p) f (φ) f (σ2) f (ϕ). 

i=0 

We use non-informative priors. The idea is to use a prior that is uniform over the 

range of interest so that all the possible values along that range are equally likely to 

be considered (Lambert et al., 2005). Ideally, given non-informative priors, Bayesian 

inference would be very close to likelihood inference when the sample size is large (the 
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Table 4.1: All priors investiaged for BEZI GLMM Bayesian method. Parameters in 
normal densities are means and variances. 

Parameter Prior 
β0 and β1 N(0,1000000) 

N(0,10000) 

p U ni f orm(0,1) 

σ U ni f orm(0,10) 
U ni f orm(0,100)∗∗ 

1
τ = 

σ2 ∼ Gamma(0.001,0.001)∗ 

ϕ U ni f orm(−1,1) 

Parameter Prior
 
φ U ni f orm(0, 100)
 

U ni f orm(0,40)
 
U ni f orm(0,20)
 

Gamma(0.1,0.1)
 
Gamma(0.01,0.01)
 

1
γ = 

φ ∼ Gamma(0.001,0.001) 
1

γ = 
φ ∼ Gamma(0.01,0.01) 

1
γ = √

φ ∼ Gamma(0.01,0.01)√
γ = φ ∼ U ni f orm(0,10) 

∗ Gamma distribution on the precision, a proper distribution (Spiegelhalter et al., 2003) 
∗∗ Uniform distribution on standard deviation, an improper prior (Gelman, 2006) 

so-called “data to dominate” (Lambert et al., 2005)). 

We investigate nine sets of priors on a single simulated dataset with one explanatory 

variable (so β0 and β1 are the only parameters for the fixed effects in the linear predic

tor). We enumerated these priors in Table 4.1. Each of these sets has an unique prior 

distribution for the precision parameter, φ . There are some discussions about priors for 

precision parameters. However, almost always, these are for the precision parameter 

in the normal density. For examples, Lambert et al. (2005) discuss several priors for 

variance components under hierarchical normal model (one-way random effect model). 

Kass and Wasserman (1996) and Gelman (2006) also have reviews about prior selec

1 1tion. φ is similar to the precision parameter in normal density, 
σ2 . Unlike 

σ2 in the 

normal case, however, φ cannot uniquely specify the variance of a BEZI random vari

able because as shown in (4.1) p and µ also contribute to its variance. To the best of our 

knowledge, there is no discussion about prior specification for φ in literature. Because 

http:Gamma(0.01
http:Gamma(0.01
http:Gamma(0.01
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Table 4.2: Final prior used for simulation and real data application.
 

Parameter
 
βi for i = 0,1, · · · ,m 

p 
φ 
σ 
ϕ 

Prior
 
N(0,10000)
 
U ni f orm(0,1)
 
Gamma(0.1,0.1)
 
U ni f orm(0,10)
 
U ni f orm(−1,1)
 

of this, we tried nine prior distributions for it, which gives our nine sets of priors. 

For each prior set we used three chains started at different initial values from across 

the parameter space. We ran each chain for 70000 iterations. After discarding the first 

1000 iterations as burn-in, we sampled every 150 iterations, leaving 1320 samples for 

inference. We assessed the convergence of MCMC by inspection of Gelman-Rubin 

statistics (Gelman and Rubin, 1992) and the trace plots of the samples. 

Among all the parameters, the precision parameter of the Beta component, φ , is the 

most problematic. Quite often, when the marginal posterior distribution for the other 

parameters have small Monte Carlo errors (Spiegelhalter et al., 2003), φ has a quite 

large one. Sometimes β0 and β1 also have large Monte Carlo errors and wide posterior 

intervals. We suspect the uncertainty in φ gives the BEZI unstable variation, which 

consequently, influence the results for the β ’s. 

The final priors we selected for both simulated and real data are given in Table 4.2. 

We choose uniform distributions as priors for p and ϕ because they have bounded pa

rameter spaces and uniform distributions can provide flat density functions over those 

spaces. For the β ’s, as Gelman (2006) points out, when the predictor is binary and 

the regression is on the logit scale, for most applications the effect size will be less 
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than 10 and certainly less than 100, so we would expect small variation on these co

efficients. In the selection of the prior for σ2, we followed the suggestions in Gelman 

(2006) and Lambert et al. (2005), as our simulation provides consistent results to theirs: 

Inverse Gamma prior on σ2 is quite sensitive to the choice of scale parameters (Gel

man, 2006) and a uniform prior for σ has miscalibaration toward higher value. We use 

Gamma(0.1,0.1) as the prior for φ because the trace plots of samples under other priors 

have a few spikes for φ or for other parameters. All priors seem to provide conver

gent chains, according to the Gelman-Rubin statistic. We think it is less risky to use 

Gamma(0.1,0.1) as prior for φ because as we will discuss later, Gelman-Rubin statis

tics are not sufficient for monitoring convergence. We tested these final priors in Table 

4.2 under different parameter settings, each with five simulated datasets. There is no 

indication of convergence problem. 

4.4.2.2 MCMC Convergence 

We use the Gelman-Rubin diagnostic statistic (Gelman and Rubin, 1992) to monitor 

chain convergence. We also use visual inspection of trace plots of all parameters (except 

the random effects). As described by Lambert et al. (2005), a Gelman-Rubin statistic is 

an estimated posterior variance of a particular parameter based on a mixture of several 

MCMC runs. The method requires multiple chains starting from different initial points. 

The statistic tries to distinguish the natural variability in a convergent chain from the 

typically larger variation in a pre-convergent chain (Lambert et al., 2005). Other tools 

for monitoring convergence include Geweke statistic (Geweke, 1992), Heidelberger and 
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Welch test (Heidelberger and Welch, 1981, 1983), Raftery-Lewis convergence diagnos

tic (Raftery and Lewis, 1992, 1996), a test for convergence based on Gelman-Rubin 

statistics (Brooks and Gelman, 1998) and the trace plots of parameters of interest (or 

other important nuisance parameters) (Brooks and Gelman, 1998). The WinBUGS man

ual (Spiegelhalter et al., 2003) gives a rule of thumb as well: 

“the simulation should be run until the Monte Carlo error for each pa
rameter of interest is less than about 5% of the sample deviation.” 

However, as Ghosh et al. (2006) state: 

“These diagnostics should not be taken as a proof of convergence of the 
chains, however if there were any problems, usually the diagnostic factors 
point to some potential problem.” 

Based on the results of our simulation and application, we strongly recommend that 

instead of just looking at the Gelman-Rubin statistics (GR-stat from now on), it is es

sential to visually inspect the trace plots of the parameters as well. We found that even 

when the GR-stat is close to 1 for all parameters in θ , the history plots for some of the 

parameters can show obvious non-convergence as the multiple chains do not mix at all. 

We give an example of such situation in Section 4.6. 

4.4.3 Implementation 

We use the WinBUGS (Lunn et al., 2000) software to carry out our MCMC simulation to 

sample from the posterior distribution. Because BEZI is not a standard distribution, we 

specified its density function in WinBUGS using the “zero trick” (Spiegelhalter et al., 

2003). 
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4.5 Simulation 

We conduct a simulation study to evaluate the performance of our model and method. 

We look at the simplest case with a single explanatory variable (X1 = (X11,X21, · · · ,Xn1)), 

so we have β0 and β1 as coefficients for the fixed effects in the linear predictor. We con

sider several parameter settings (θ ) as described in Section 4.5.3. For each θ , we sim

ulate multiple datasets with 100 observations. Fifty of them have xt1 = 1, the rest have 

xt1 = 0. We run four chains on each dataset, with 100,000 iterations per chain (the first 

50,000 iterations are discarded as burn-in, following the rule of thumb given in Brooks 

and Gelman (1998)). We sample every 150t h iteration, i.e., thin=150, to decrease the 

dependence among samples. The four chains give 1333 samples in total. Inferences on 

a particular dataset are based on these samples. 

Convergence is more difficult to achieve under some parameter settings, so we use 

varying numbers of simulated datasets to get 100 results that converge. We use the 

R2WinBUGS package (Sturtz et al., 2005) to conduct the MCMC simulation and model 

fitting by calling WinBUGS from R. 

4.5.1 Initial Values 

As mentioned earlier, we ran four chains per dataset. Therefore four sets of initial values 

are needed. We use: 

1. Parameter values used for simulating datasets (“the true” values) 

2. Method of moments estimates 1 (MOM1) 
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3. Method of moments estimates 2 (MOM2) 

4. Maximum likelihood estimates (MLE) 

The difference among the last three sets of initial values essentially have to do with 

φ . For the other parameters we use naive estimates defined as follows: 

• For p: 
∑

n 
=1 I(yt = 0)ini tp	 = (sample proportion) 

n 

•	 For β0 and β1:
 

β ini µ0
 
= log 0 1 − µ0 

β ini µ1 µ0 
1 = log 

1 − µ1 
− log 

1 − µ0 

ȳ0	 ȳ1where µ0 = 1−pini and µ1 = 1−pini with ȳ0 and ȳ1 the average of yt ’s with 

xt1 = 0 and xt1 = 1, respectively 

•	 For σ2 and ϕ: We fit an AR(1) model on the residuals, Rt = yt − ŷt = yt − (1 − 

ini) ̂p µt , to obtain estimates for σ2 and ϕ , where µ̂t =µ0 or µ1 depending on the 

value of xt1 

To get initial values for φ , we have: 

MOM1 Suppose we get independent samples from one BEZI population (so that ϕ = 0) 

and there is no measurement error (σ2 = 0), then we use the mean and variance 

expressions for BEZI random variable to solve φ as: 

ini)µ(1 − µ)(1 − p	 ȳ
φ

ini MOM1 =	 − 1 where µ = 
s2 − pini(1 − pini)µ2	 1 − pini 
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pini, ȳ and s2 are the sample proportion, mean and variance 

MOM2 Consider only the nonzero observations and use the mean and variance expres

sions for Beta random variable to solve φ as: 

ȳ+(1 − ȳ+)) 
φ

ini MOM2 = − 12s+ 

where ȳ+ and s2 are the sample mean and variance of nonzeros + 

MLE Use maximum likelihood method to obtain initial value for φ which is calcu

lated by R function gamlssML(.) in package gamlss (Mikis Stasinopoulos and 

Akantziliotou, 2011). 

4.5.2 Information Recorded 

For each simulated dataset, we record the posterior mean, posterior standard deviation, 

posterior median, 2.5% and 97.5% empirical simulation quantiles for each parameter in 

θ . Then for each setting, we take the averages of these qualities over the 100 simulations 

that have converged MCMC. The 2.5% and 97.5% quantiles provide an equal-tail 95% 

posterior interval estimator for each parameter. Therefore, we also record whether the 

95% posterior intervals include the true parameter values and whether they include zero. 
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4.5.3 Parameter Settings 

Table 4.3 gives the parameter settings we consider for our simulations. When β0 =
 

−1 and β1 = −3, the sample means of BEZI are about 0.14. When β0 = 1 and β1 =
 

2 and β0 = 0.1 and β1 = 0.5, the sample means are greater than 0.6 and about 0.45,
 

respectively. We evaluate more cases under β0 = −1 and β1 = −3 because intuitively
 

when the mean of the non-zero data is small, overall it seems more likely that there
 

would be zero-inflation.
 

Table 4.3: Simulation parameter setup. Within each settings, there are five different
 
values for φ : 1, 5, 10, 20 and 40. 

Parameter Setting 1 Setting 2 Setting 3 Setting 4 Setting 5 Setting 6 Setting 7 Setting 8 
β0 1 -1 0.1 -1 1 -1 -1 -1 
β1 2 -3 0.5 -3 2 -3 -3 -3 
p 0.2 0.2 0.2 0.2 0.2 0.2 0.2 0.2 
φ 1,5,10, 1,5,10, 1,5,10, 1,5,10, 1,5,10, 1,5,10, 1,5,10, 1,5,10, 

20,40 20,40 20,40 20,40 20,40 20,40 20,40 20,40 
σ2 1 1 1 1 1 0.25 1 0.0625 
ϕ 0.5 0.5 0.5 0.25 0.25 0.5 0.75 0.5 

We have several ways of grouping the settings in Table 4.3 to understand how the 

different parameter values influence our simulation results. Specifically, to see the effect 

of changing the β ’s, we compare settings 1, 2 and 3 or settings 4 and 5; to see the effect 

of changing φ , we compare the five sets within each setting; to see the effect of changing 

σ2, we compare settings 2, 6 and 8; to see the effect of changing ϕ , we compare settings 

2, 4 and 7, or setting 1 and 5. 
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4.5.4 Simulation Result 

4.5.4.1 Convergence 

We use the GR-stat to monitor the convergence of the MCMC. According to Gelman 

et al. (2004), a GR-stat less than 1.1 typically means that the MCMC has converged. 

For fixed number of iteration, we found that marginally, σ2 is the hardest parameter to 

get to converge. For all the settings, it almost always gets several GR-stat values that 

are greater than 1.1, with some value as large as 3 or 4, and occasionally even 6 or 7. 

β0 also often has one or two GR-stat values that are greater than 1.1. Usually the large 

values are between 1.2 to 1.5 but occasionally as large as 1.8. By contrast, p never has 

any GR-stat value that is greater than 1.1 in our simulations. Sometimes φ and ϕ have 

one value around 1.3. β1 also has value as big as 1.8, but usually its GR-stat values are 

smaller than 1.1. 

When at least one of the parameters has a GR-stat greater than 1.1, we say the 

Markov chain does not converge to the posterior distribution. To fairly compare results 

we needed to run different numbers of simulations to get 100 converged MCMC for the 

different parameter settings. Table 4.4 gives the number of required simulations for each 

setting to have 100 convergent chains. Notice that for simulation purposes, we fixed the 

number of iterations, however, for a particular dataset, it is advisable to run a longer 

chain aiming to achieve convergence. Overall, settings 3 and 7 have the lowest numbers 

of required simulations, followed by settings 1 and 2. When φ=1, we almost always have 

one third of MCMC that do not converge. The general trend within the same setting is 

that when the value of φ increases, the number of required simulation decreases, and 
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when φ is equal to or greater than 10, the numbers of required simulations are close. 

We think the reason for this is that as φ increases, the variance of Y decreases; however 

after φ is greater than 5, the variance does not change very much. See Figure 4.4b and 

Figure 4.4a. 

Table 4.4: Number of simulations that are needed to achieve 100 convergent MCMC 

φ Setting 1 Setting 2 Setting 3 Setting 4 Setting 5 Setting 6 Setting 7 Setting 8 
1 162 152 158 153 170 139 147 151 
5 132 135 115 151 152 160 126 151 
10 129 138 117 151 144 149 114 152 
20 111 133 108 146 137 157 115 156 
40 118 111 111 131 135 153 116 149 

(a) How values of φ affect the variance: 
when φ as large as 10, the variance of y 
does not change much 

(b) How values of linear predictor affect 
the variance: When φ = 1, linear predictor 
has the biggest effect, the variance curve is 
quite different from others 

Figure 4.4: How values of φ and linear predictor affect the variance of BEZI random 
variable 
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Figure 4.5: Averaged posterior quantities for setting 1 in Table 4.3. Reference lines 
give the true values. PI standards for posterior interval 

4.5.4.2 Results 

The posterior distributions for β0, β1 and p are quite symmetric, as their posterior means 

and medians are close to each other for all settings. For φ and σ2, the posterior distri

butions have long tails on the right, and the posterior means are usually larger than the 

posterior medians. By contrast, the posterior distribution for ϕ is left skewed: the pos

terior medians are usually slightly greater than the posterior means. Most of the time, 

the posterior standard deviation of β0, β1 and p stay constant when φ increases. Occa

sionally, β0 and β1 have smaller standard deviation for φ=1 than for the other values of 

φ . The posterior standard deviation for φ increases when the value of φ increases. By 

contrast, the posterior standard deviations for σ2 and ϕ usually drop when φ gets larger. 
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Some examples of the posterior quantities are given in Figure 4.5. For example, in the 

top left panel of Figure 4.5 the circles (means) and triangles (medians) are overlapped, 

and the distance between the pair of crosses (the length of the 95% posterior interval) 

has the smallest value for φ=1 and roughly remains constant for the other values of φ . 

We first investigate how different values of β ’s affect the posterior interval coverage 

for themselves and other parameters. We first compare settings 1, 2 and 3. As we can 

see in Figure 4.6, there is no difference in the rates of covering the true values for β0 

and ϕ in the three settings. The rates are always greater than 0.9. For β1 and p, setting 

2 behaves differently from the other two: the rates of covering the true value are quite 

low except when φ = 40 and they increase as the value of φ increases. The reason for 

this is likely that when β0 = −1 and β1 = −3, the mean of the Beta component (µ) is 

small; consequently, in simulations we get many observations that are close to zero, and 

by rounding, those values are treated as zeros, which creates problems for both p and 

β1
2. Setting 1 also has low coverage (about 0.2) for β1 when φ = 1. In all three settings, 

the tendencies for φ and σ2 are upward first then downward as the value of φ increases. 

The rate for σ2 is extremely low when φ = 1 in setting 1. 

When we look at the rates of excluding zero (as shown in Figure 4.7), there is no 

difference in the three settings for p, φ and σ2: all rates are 1. For β0 and β1, settings 

1 and 2 are similar: the rates of excluding zero are about 0.9 for β0 and 1 for β1 except 

when φ =1. However, for setting 3, the rates are around 0.05 and 0.2 for β0 and β1, 

respectively. We suspect it is because in setting 3 the true values of the β ’s are not too 

2Observations are used to estimate β1 only when xt1 = 1, so there is less information for β1 than for β0. 
Also µ is smaller when xt1 = 1 than it is when xt1 = 0, which may give more close-to-zero observations 
in the first case. 
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Figure 4.6: Rate of including the true value of parameter in the posterior interval; Set
tings 1, 2 and 3 have β0 and β1 in different values. 

far from zero (as 0.1 for β0 and 0.5 for β1, respectively). In other words, it is possible 

the effect size is too small to detect. As φ increases, the rate of excluding zero for ϕ 

increases in all three settings; for a particular φ , setting 3 has the largest rate, setting 1 

has the median one and setting 2 has the smallest one. The reason for this could be when 

the magnitudes of the β ’s are small, the signal in the AR correlation is enlarged so that 

it is easier to detect. 

We now look at how values of other parameters alter the coverages of the posterior 

intervals for the β ’s. On the one hand, as illustrated in the top left panel of Figure 4.8, 

when the value of σ2 changes (comparing settings 2, 6 and 8), the rate of covering the 

true value of β0 does not vary much. Similarly, when the value of ϕ changes (bottom 

left panel of Figure 4.8, comparing settings 2, 4 and 7) the rate does not vary either. In 
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Figure 4.7: Rate of excluding zero in the posterior interval; Settings 1, 2 and 3 have β0 
and β1 in different values. 

both comparisons, increasing in φ does not affect the rates; they are almost always about 

0.9. Whereas for β1, setting 2 (σ2 = 1) has a lower rate than settings 6 and 8, the later 

two have similar rates (top right panel of Figure 4.8). When the value of ϕ changes from 

0.75 to 0.5 to 0.25, as shown in the bottom right panel of Figure 4.8, the rate of covering 

the true value for β1 deceases. For all these groups, when the value of φ increases, on 

average the rates increase from 0.2 to 1. 

On the other hand, when comparing the rate of excluding zero, see Figure 4.9, setting 

2 has the lowest rate for β0 among settings 2, 6 and 8 (the top left panel). The rates 

increase for all three settingss as φ increasing. For β1, the rates are 1 in all cases except 

when φ = 1. The rates for β0 about 0.6 for all three settings (the top right panel). 

When the value of ϕ changes from 0.25 to 0.5 to 0.75, the rate of excluding zero for β0 
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Figure 4.8: Rate of including the true value of β0 and β1 in the posterior intervals; true 
values of β0 and β1 are the same within each plot; the varied parameters are given in the 
legend. 

decreases (the bottom left panel). ϕ = 0.75 also has the lower rate of excluding zero for 

β1. However, there is no difference between ϕ = 0.5 and ϕ = 0.25 except when φ=1 

(the bottom right panel). In this case, the rates in all three settings are less than 0.5. 

Overall, φ =1 causes troubles in both coverage rates. We think this is related to the 

relatively large variation under such φ . In Figure 4.4b, the plot shows how the variance 

of a BEZI random variable changes against the value of the linear predictor. Notice that 

the curve for φ=1 is quite different from the other four. 

In summary, the performance of our model seems quite sensitive to the true values 

of parameters. Under some values, it is difficult for the Markov chains to converge. For 

example, when φ = 1, usually one third of the simulations do not converge. When φ ≥ 



132 

Figure 4.9: Rate of excluding zero for β0 and β1 in the posterior intervals; true values of 
β0 and β1 are the same within each plot; the varied parameters are given in the legend. 

5 and the β ’s have large positive true values, the Bayesian estimates are accurate with 

reasonable precision. When the mean of the Beta component is small, caused by the 

small values of β0 and β1, the posterior intervals for β1 and p exclude the true values 

quite often. When the β ’s are close to zero, the posterior intervals for them cover the 

true values, however, they cover zeros as well. In other words, the estimates are accurate 

but not very precise. When φ is small, the posterior interval for ϕ usually includes 

zero; it includes the true value as well. When the variance of the response decreases (φ 

increases), the performance improves. 
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4.6 Application to the Barnacle Settlement Data 

In this section, we apply the generalized linear mixed model with autoregressive random 

effect to the oceanographic dataset described in Section 4.3. We consider the four study 

sites independently, as the researcher did. Because this is a real data example, we only 

have MOM1, MOM2 and MLE as initial values for our MCMC. For all applications, 

we start with three chains and run for 100000 iterations. The first 50000 are discarded 

as burn-in and we sample every 150t h iteration of the remaining. We run longer chains 

when it is necessary to achieve convergence. We provide the results for site SHB in 

Table 4.7. 

We first consider the three physical processes one at a time as the explanatory vari

able. This is the situation we evaluated using simulation in Section 4.5. For the TPT site 

with diurnal upwelling process, the MCMC do not converge even for very long chains 

(400000 iterations with 200000 burn-in and 250 thin). The samples for β0 and β1 var

ied widely in the history plots. On a closer examination, we find that the settlement 

information consists of only zeros when there is no occurrence of diurnal upwelling, 

which likely explains the non-convergence. The result for TPT front looks suspicious 

because the posterior standard deviance is more than 100. On closer inspection, when 

there is occurrence of a front passage process, there are only zeros for settlement. So 

even though the MCMC indeed converged, the results are not very useful. 

For all processes, the 95% posterior intervals for β1 include zero, implying the set

tlement information is not different for time points with and without the occurrence of 

each physical process. In addition, the autoregressive component does not seem neces
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sary (95% posterior intervals include zero for ϕ). 

Table 4.5: β ’s part in the linear predictor (ρ) when there are multiple explanatory vari
ables (see equation (4.2)). The left panel has three explanatory variables and the right 
panel has two explanatory variables. 

ρi x1 x2 x3 β ’s ρi x1 x2 β ’s 
1 
2 
3 
4 
5 
6 
7 
8 

0 
1 
0 
0 
1 
1 
0 
1 

0 
0 
1 
0 
1 
0 
1 
1 

0 
0 
0 
1 
0 
1 
1 
1 

β0 
β0 + β1 
β0 + β2 
β0 + β3 

β0 + β1 + β2 
β0 + β1 + β3 
β0 + β2 + β3 

β0 + β1 + β2 + β3 

1 
2 
3 
4 

0 
1 
0 
1 

0 
0 
1 
1 

β0 
β0 + β1 
β0 + β2 

β0 + β1 + β2 

Table 4.6: Different ways of getting estimates of β ’s when there are multiple explana
tory variables. Notations are consistent with Table 4.5. 

βi Candidates when there are three explanatory variables 
β0 
β1 
β2 
β3 

ρ1 
ρ2 − ρ1 
ρ3 − ρ1 
ρ4 − ρ1 

ρ2 + ρ3 − ρ5 ρ2 + ρ4 − ρ6 ρ3 + ρ4 − ρ7 ρ5 + ρ6 + ρ7 − 2ρ8 
ρ5 − ρ3 ρ6 − ρ4 ρ8 − ρ7 
ρ5 − ρ2 ρ7 − ρ4 ρ8 − ρ6 
ρ6 − ρ2 ρ7 − ρ3 ρ8 − ρ5 

βi Candidates when there are two explanatory variables 
β0 
β1 
β2 

ρ1 
ρ2 − ρ1 
ρ3 − ρ1 

ρ2 + ρ3 − ρ4 
ρ4 − ρ3 
ρ4 − ρ2 

We also consider two and three explanatory variables together (for the LHP site, 

there were only regional relaxation and diurnal upwelling). These are situations we 

have not investigated by simulation. Notice that because we at most have three binary 

vectors, there are eight combinations for the fixed effect (Xtβ ) in the linear predictor. 

If we just consider two of the three processes, there are four combinations. Because 
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Figure 4.10: Trace plot for iterations of β1 and β2 in the BDB site. β1 and β2 are 
coefficients for relax and dup processes, respectively. GR-stat is less than 1.1 for all 
parameters. Trace plot shows non-convergence. 

we assume an additive model, there are multiple ways of getting the initial estimates 

for the β ’s. For example, when there are two covariates, β0 can be estimated by ρ1 

and ρ2 + ρ3 − ρ4, (see the right panel of Table 4.5 and the bottom section of Table 4.6). 

To obtain initial values of β ’s for the MCMC, we first calculate all the candidates as 

indicted in Table 4.6, then we randomly take one candidate for each β as the initial 

value. The initial values for p, σ2 , ϕ and φ are calculated using the same method as 

in Section 4.5. For the TPT site and the BDB site, the MCMC with all three processes 

do not converge even for very long chains (8000000 iterations, 4000000 burn-in and 

4000 thin). Hence we may consider two of the three processes at a time as it is in the 

LHP site. For TPT, the relax and dup combination and front and dup combination do 
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Table 4.7: Application result for the SHB site. For each model, we run three chains. 
Each chain has 100000 iterations (with 50000 burnin and 150 thin) unless specificed. 
GR-stat gives the average of Gelman and Rubin’s diagnostic statistic (values are less 
than or close to 1 suggests convergence) 

Parameter Mean SD 2.50% 25% Median 75% 97.50% GR 
One process at a time

Relax 
β0 -1.967 0.387 -2.765 -2.172 -1.941 -1.729 -1.225 1.001 
β1 -0.640 0.506 -1.667 -0.970 -0.650 -0.296 0.390 1.002 
p 0.484 0.064 0.360 0.442 0.482 0.529 0.606 0.999 
φ 21.290 14.057 4.795 10.250 18.415 28.680 55.956 1.007 
σ2 0.625 0.452 0.006 0.280 0.601 0.875 1.665 1.027 
ϕ 0.358 0.334 -0.502 0.184 0.394 0.592 0.911 1.006 

Front 
β0 -2.509 0.561 -3.627 -2.847 -2.476 -1.581 1.021 1.021 
β1 0.573 0.475 -0.356 0.248 0.558 0.889 1.528 1.005 
p 0.483 0.0625 0.362 0.441 0.481 0.524 0.611 1.000 
φ 20.287 13.238 4.670 10.030 17.980 26.867 54.836 1.001 
σ2 0.586 0.440 0.004 0.239 0.548 0.321 1.596 1.057 
ϕ 0.380 0.363 -0.651 0.217 0.432 0.644 0.910 1.024 

Dup (number of iterations = 120000) 
β0 -1.877 0.431 -2.782 -2.118 -1.835 -1.587 -1.167 1.006 
β1 -0.289 0.415 -1.079 -0.5797 -0.293 -0.007 0.552 1.007 
p 0.485 0.0626 0.362 0.444 0.485 0.528 0.601 1.000 
φ 17.074 12.239 4.223 7.658 13.620 22.650 48.940 1.008 
σ2 0.529 0.462 0.002 0.113 0.463 0.802 1.646 1.047 
ϕ 0.312 0.400 -0.723 0.125 0.383 0.597 0.897 1.019 

Three processes together

number of iterations =100000, burnin =50000, thin = 150
 

β0 -1.722 0.760 -3.287 -2.170 -1.682 -1.244 -0.310 1.008
 
β1 -0.840 0.809 -2.352 -1.353 -0.859 -0.300 0.739 1.006
 
β2 0.351 0.657 -0.905 -0.089 0.330 0.763 1.722 1.005
 
β3 -0.807 0.470 -1.669 -1.136 -0.810 -0.492 0.108 1.005
 
p 0.484 0.064 0.362 0.440 0.485 0.527 0.609 1.003
 
φ 20.545 13.274 5.139 10.540 16.885 26.905 54.843 1.000
 
σ2 0.560 0.417 0.005 0.215 0.515 0.833 1.488 1.010
 
ϕ 0.228 0.359 -0.598 0.009 0.267 0.475 0.852 1.004
 

not converge (400000 iterations, 200000 burn-in and 300 thin). β0 and β2 have very 

large GR-stats. We suspect zero-only settlement in the absence of diurnal upwelling 

is the reason. For the BDB relax and dup combination, the MCMC do not converge 

with 400000 iterations, 200000 burn-in and 300 thin. We found that despite the fact 

that the values of the GR-stat are all less than 1.1, the trace plots of β1 and β2 show 

non-convergence as the three chains do not mix at all (See Figure 4.10). At site BDB, 
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when dup=0 or relax=1 there is only zero settlement. This may be the reason for the 

non-convergence. 

Again, none of the combination of processes seems important (95% posterior inter

vals include zero for all β1, β2 and β3). There is no indication that the correlation part 

is needed either (95% posterior intervals include zero for ϕ). 

Compared with the simulation study, in the real data application, obtaining conver

gent MCMC is more challenging. We suspect there are multiple reasons. First of all, the 

dataset has fewer number of observations (≤ 60) than the simulations. Besides, in this 

dataset there are lots of zeros as the response (proportion of zero is usually greater than 

50%, sometimes greater than 80%). Those zeros can only provide knowledge about 

p. Even worse, those few non-zero settlement information are not evenly distributed 

in the fixed effect combinations. In other words, we are lack of information to update 

the knowledge about some parameters. The three facts together contribute to the non-

convergence. 

4.7 Discussion 

We have developed a generalized linear mixed model with autoregressive random effect 

to model zero-inflated proportional data with serial correlation. Bayesian methodol

ogy is adopted for parameter estimation and statistical inferences. We discussed prior 

specification as well as monitoring the convergence of Monte Carlo Markov Chain that 

used to sample from posterior distribution. The model is implemented in WinBUGS; 

R2WinBUGs package is used to call WinBUGS from R. We have been evaluated our 
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model and method in simulations and applied them on an oceanographic data example. 

According to the simulations, we found the model performance is sensitive to the 

true values of parameters. Marginally, σ2 is the hardest parameter to get to converge, 

followed by the coefficients of the fixed effects (β ’s); whereas p is the easiest one to 

converge. In addition, the number of iterations for convergence seems to depend on the 

true values of parameters. The cases with small value of φ are usually hard to converge. 

Also, when ϕ is small, convergence needs a longer chain. In addition, with respect to 

the coverage of posterior intervals, ϕ is often not different from 0, though its posterior 

interval almost always covers the true value. When the mean of the Beta components 

is small, it is quite often that the posterior interval of p does not include the true value. 

Sometimes the intervals for β1 and β0 also exclude their true values and their coverage 

changes when other parameters vary. When the value of φ increases, the performance 

of the method usually improves. We expect the performance to improve with a larger 

sample size. 

There are several directions for future work. The first is to investigate additional 

priors. Because most non-informative priors are not invariant to transformation, arbi

trarily chosen priors may create extra problem for generalized linear mixed model. We 

started to investigate several opinions for φ , however, more systematic work should be 

done to further understand the impact of prior specification for this precision parameter. 

Meanwhile, in this work, we assume independent priors. However, we observed in our 

simulations that the marginal posterior distributions of p and the β ’s interact with each 

other since poor performed posterior intervals for p comes with small true value of the 

β ’s. A joint prior may have to be found to improve the method. Also, monitoring conver
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gence is essential to Bayesian approach so we may need more guidelines for evaluating 

convergence. Statistics like Gelman-Rubin diagnostic statistic provide simple numbers 

to look at, but, it is crucial to actually look at the history plots also. When possible, one 

should check the marginal convergence of all parameters, not just the ones of interest. 

It would also be interesting to develop classical methods for the same generalized linear 

mixed model and compare their performance to the Bayesian approach. Another possi

bility is to consider linking the explanatory variables to multiple parameters in the BEZI 

density. In this work we assume constant p and φ for all observations. However, these 

two parameters can be related to explanatory variables as well and the serial correlation 

could also affect them. One may consider linking p and/or φ with explanatory variables 

and serial correlation as more complex models. Again, Bayesian approach can be adopt 

for parameter estimation. Achieving convergence could be more challenge for MCMC 

as the posterior distribution is expected to be more complicated than the current model. 

4.8 Appendix 

4.8.1 Mean and Variance of Yt 

The unconditional mean and variance of ηt are E(ηt )=0, Var(ηt ) = 1−
σ 

ϕ 

2 
2 , so that, 

σ2 
ηt ∼ N(0, 

1 − ϕ2 ) for t = 1, · · · ,n. 
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As a result, 
σ2 

ρt ∼ N(Xt β , 
1 − ϕ2 ). 

Given h(ρt ) in 4.3 and using the delta method we have 

σ2 2 
h(ρt ) − h(Xt β ) ∼ N 0, h(1)(Xt β ) ,

1 − ϕ2 

where 
ex p(Xt β )

h(1)(Xt β ) = 
(1 + ex p(Xt β ))2 

is the first derivative of h(ρt ) with respect to ρt . Therefore, 

σ2 (ex p(Xt β ))2 
µt − h(Xt β ) ∼ N 0, ,

1 − ϕ2 (1 + ex p(Xt β ))4 

that is 
ex p(Xt β )

E(µt ) = ,
1 + ex p(Xt β ) 

σ2 (ex p(Xt β ))2 
Var(µt ) = 

1 − ϕ2 (1 + ex p(Xt β ))4 . 

ex p(xt β )
E(Yt ) = E (E(Yt |µt )) = E((1 − p)µt ) = (1 − p) ,

1 + ex p(xt β ) 

1 − p 2Var(Yt ) = E (Var(Yt |µt )) + Var (E(Yt |µt )) = E(µt (1 − µt )) + p(1 − p)E(µt )
φ + 1 

+Var((1 − p)µt ) 

1 − p   2 2 2 = E(µt − µt ) + p(1 − p)E(µt ) + (1 − p)2 E(µt ) − E2(µt )
φ + 1 
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1 − p 1 − p 2 = E(µt ) − (1 − p)2E2(µt ) + − + p(1 − p) + (1 − p)2 E(µt )
φ + 1 φ + 1
 

1 − p ex p(xt β ) ex p(xt β ) 2
 

= − (1 − p)2 
φ + 1 1 + ex p(xt β ) 1 + ex p(xt β ) 

(1 − p)φ (ex p(xt β ))2 σ2 
+ 1 + .

φ + 1 (1 + ex p(xt β ))2 (1 − ϕ2)(1 + ex p(xt β ))2 
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5 Discussion 

My dissertation is a collection of methods for analyzing serially correlated zero-inflated 

proportion data. It is motivated by a marine science example in which the original 

question of interest is addressed by comparing two samples. However, because of the 

sampling procedure, the observations within and across samples are serially correlated 

and there are some uncertainties in the actual determination of two samples. Due to data 

manipulation, the majority of observations are zero-inflated proportions. In addition, 

the observations were collected in unequally spaced sampling intervals. The researchers 

who collected these data used standard nonparametric tests that focus on location pa

rameters to compare two samples. However, the analysis of these data is complicated 

by non-normality and autocorrelation, as well as uneven sampling intervals. This is not 

typically a case that a permutation t-test or a Wilcoxon rank sum test can answer ad

equately. In this work, we develop three more sophisticated approaches for analyzing 

data of this nature. 

5.1 Summary 

Chapter 2 focuses on simultaneously comparing multiple features of two populations 

of zero-inflated proportions. We look at a two-sample comparison problem assuming 

the two samples are correctly identified and the observations are independent. Using 

zero-inflated Beta as underlying distribution family, we first propose multiple parametric 
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test statistics that not only compare location parameters but also scale parameters and 

zero-inflation proportions. We adopt Fisher’s method to combine multiple individual 

test statistics, each emphasizing the comparison between one pair of parameters. We 

consider both likelihood ratio test statistics and score test statistics. We then propose 

two non-parametric and two semi-parametric tests as alternatives. These are based on 

permutation (relabeling observations) and can be expended to multiple types of data 

inflation problems. Our methods are easy to implement, computationally efficient and 

can be expanded to more than two populations and to other multiple parameter families. 

Simulations showed that the likelihood-based tests perform well for large sample sizes 

and that the statistics based on combining likelihood ratio test statistics outperforms the 

ones based on combining score test statistics. The permutation-based tests have overall 

better performance in terms of both power and type I error rate. 

Chapter 3 concerns both the non-normality and the autocorrelation among observa

tions with the two samples. We use a Hidden Markov Model with zero-inflated Beta 

emission densities to model zero-inflated proportion data with serial correlation. We 

show that the standard EM algorithm for Hidden Markov Model parameter estimation 

can be applied in this case with emission distributions that are mixtures of discrete and 

continuous parts. Our simulations show the effectiveness of this approach. We find that 

the initial values, the number of observations and the BEZI density shape all impact 

the performance of the EM algorithm. We provide some suggestions about the choice 

of initial values. We compare the Viterbi algorithm and posterior decoding method for 

decoding the unobserved states. When decoding a hidden state chain, the Viterbi algo

rithm gives more accurate identifications than does posterior decoding. However, the 
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Viterbi algorithm is sensitive to BEZI density shapes. For both the EM algorithm and 

the Viterbi algorithm, asymmetric BEZI densities provide a lesser challenge than other 

density shapes. 

Chapter 4 is also concerned with the non-normality and autocorrelation of our sam

ples. We address the question of interest using a generalized linear mixed model with 

Bayesian approach for parameter estimation and statistical inference. The response dis

tribution is zero-inflated Beta, conditional on realizations of autoregressive random ef

fect. We provide guidelines of monitoring the convergence of our MCMC used to simu

late from the posterior distribution. We use simulations to evaluate our method. We find 

that fixed effect coefficients and the variance parameter in the autoregressive random ef

fect are more likely to have convergence problems than the other parameters. Also, the 

accuracy and precision of the method is sensitive to the true values of parameters. The 

autoregressive parameter, ϕ , is often not different from 0, despite its posterior interval 

almost always covers its true value. When the mean of the Beta component is small, the 

posterior interval of zero proportion often excludes its true value. Sometimes intervals 

of fixed effect coefficients also exclude their true values. When the value of precision pa

rameter of the Beta component, φ , increases, the performance of the method improves. 

In addition, several times we find that it is possible that after many iterations of the MC, 

all the Gelman-Rubin statistics are close to 1 but the trace plots are not well mixed. We 

strongly recommend that researchers use visual inspection to assist diagnostic statistics 

in monitoring convergence of the MCMC. 
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5.2	 A Comparison between Hidden Markov Models and Generalized Lin

ear Mixed Models 

As discussed by Cox (1981), time series analysis for dependent data can be categorized 

as observational-driven or parameter-driven. Parameter-driven models introduce the au

tocorrelation through a latent process, whereas observation-driven models on the other 

hand define the autocorrelation in the observations directly (i.e., the distribution of a 

variable, Yt , is a function of previous observations, Y1, · · · , Yt−1) Hidden Markov Model 

(Rabiner, 1989) is an example of parameter-driven model and generalized linear mixed 

model is an example of observation-driven model. 

On the one hand, the first advantage of using Hidden Markov Models in a setting like 

the motivating example is that Hidden Markov Models let the data identify the two pop

ulations themselves and the autocorrelation among observations are considered through 

the hidden stochastic process by default. In addition, the decoded hidden state chain 

could inspire further research when none of the pre-determined explanatory processes 

are related to the ecological outcomes. Most importantly, the states in the state chain are 

correlated because of the property of Markov process. Therefore, it may provide more 

reasonable explanations for the natural phenomena. 

On the other hand, in generalized linear mixed models, multiple predictors can be 

considered simultaneously, as well as their interaction terms when necessary. Continu

ous valued predictors are also valid in the generalized linear mixed models. By contrast, 

in Hidden Markov Models, because the autocorrelation is introduced through a latent 

process, it is more convenient to just consider one or two predictors with discrete sup
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port so that the underlying hidden process has a tractable number of states. Another 

advantage of generalized linear mixed models is that it is possible to extend them to 

cluster data situation in which correlations are generated because of repeated measure

ments or grouping. 

Hidden Markov Models are more useful when researchers are not only interested 

in the autocorrelation between response but also predictors. Generalized linear mixed 

models are more useful when researchers want to make inference for particular pre

dictors. Both types of models have their own assumptions. Generalized linear mixed 

models usually assume a particular form of random effect, for example, normally dis

tributed. Hidden Markov Models have no distribution assumption about the autocorrela

tion; however they do assume certain properties in their transition matrix, such as a one 

step stationary transition matrix. Both models have their place in practice. Researchers 

should choose models that match their data collecting methods and questions of interest. 

5.3 Future Work 

Some interesting extensions of this work include: 

•	 Expand Hidden Markov Model to unequally spaced situation 

An extra layer could be added to the zero-inflated Beta Hidden Markov Model 

to account for unequal spaces between observations by thinking of the irregularly 

spaced observations as coming from a chain with regularly spaced observations 

with some observations missing. Between the population states and the observa

tional sequence, we could consider another structure that controls whether at any 
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given time, t, the observation is actually observed. Therefore, when there are ob

servations missing at some t, the sequence becomes unequally spaced. Because 

the EM algorithm is developed for situations with missing data, it is a natural 

extension to the case of unequally spaced intervals. 

•	 Expand generalized linear mixed model to clustered random effect 

In chapter 4, we considered a generalized linear mixed model with autoregressive 

random effects. Another way of getting correlations is through clusters. Examples 

are blocks in experimental design study or subjects in longitudinal study. In the 

first case, plots in the same block are usually correlated, whereas in the second 

example, measurements taken on the same subject are typically correlated. It 

would be interesting to develop methods for zero-inflated Beta generalized linear 

mixed model with clustered random effect. 

•	 Develop estimation methods for generalized linear mixed models in classical statis

tics framework 

We developed Bayesian approach for a zero-inflated Beta generalized linear mixed 

model. It would be interesting to develop estimating methods under classical 

statistic framework (linearizing the conditional mean or numerical approximating 

integrals in the marginal likelihood) and compare the performance of the different 

methods. 
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A R Code for Zero-inflated Beta Hidden Markov Model
 

############# R code for two state BEZI-HMM ############# 
library(gamlss) #BEZI density function is given in this library 

######## Sample a HMM from a hidden markov chain 
## in: pai = initial distribution as vector of size 2 
## A = transition matrix of size 2 
## p1, mu1, phi1, p2, mu2, phi2 = parameters for BEZIs 
## n = positive integer, length of the chain 
## out: (x,y) = sample trajectory of size n of a HMM defined by 
## (pi,A,p1,mu1,phi1,p2,mu2,phi2): 
## x = sample trajectory of size n of a Markov Chain with 
## initial distribution pi and transition matrix A 
## y = observations such that the conditionnal distribution of 
## y[k] given x[k] is BEZI(x[k], :) 
BEZIHMMsample <- function(pai, A, theta, n){ 

p1<-theta[1];
 
mu1<-theta[2];
 
phi1<-theta[3];
 
p2<-theta[4];
 
mu2<-theta[5];
 
phi2<-theta[6];
 
cA <- t(apply(A, 1, cumsum));
 
x <- array(0, n);
 
y <- array(0, n);
 
x[1] <- 1+sum(as.numeric(runif(1)>cumsum(pai)));
 
y[1] <- ifelse(x[1]==1,rBEZI(1,mu=mu1,sigma=phi1,nu=p1),
 

rBEZI(1,mu=mu2,sigma=phi2,nu=p2)); 
for (t in 2:n){
 

x[t] <- 1+sum(as.numeric(runif(1)>cA[x[t-1],]));
 
y[t] <- ifelse(x[t]==1,rBEZI(1,mu=mu1,sigma=phi1,nu=p1),
 

rBEZI(1,mu=mu2,sigma=phi2,nu=p2)); 
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} 
list(x=x,y=y); 

} 

####### Viterbi algorithm ######## 
## obtain HMM state decoding, given hmm parameters 
## in: pai = initial distribution as vector of size 2 
## A = transition matrix of size 2 
## p1, mu1, phi1, p2, mu2, phi2 = parameters for BEZIs 
## y = observation sequence 
## nstate = number of state 
## out: delta = delta[i,t] is the largest probability of partial 
## observation sequence Y_{1:t} and state sequence S_{1:t} till 
## time t with S_t=i given theta log scale. 
## psi = psi[i,t] is the proceeding state (S_{t-1}) that maximize 
## delta[i,t] 
## S_star = viterbi path 
Viterbi<- function(y, pai, A, theta){ 

p1<-theta[1];
 
mu1<-theta[2];
 
phi1<-theta[3];
 
p2<-theta[4];
 
mu2<-theta[5];
 
phi2<-theta[6];
 
n <- length(y);
 
dims <- dim(A);
 
#To save the largest prob at each t
 
delta <- matrix(nrow = dims[1], ncol = n);
 
# To save the largest argument
 
psi <- matrix(nrow = dims[1], ncol = n);
 
S_star<-rep(NA,n);
 
#Initializtion
 
delta[,1] <- log(pai*c(dBEZI(y[1],mu=mu1,sigma=phi1,nu=p1),
 

dBEZI(y[1],mu=mu2,sigma=phi2,nu=p2)));
 
psi[,1]<-c(0,0)
 
#Recursion
 
for (t in 2:n){
 

delta[,t]<- apply(t(delta[,t-1]+log(A)),1,max)+ 
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log(c(dBEZI(y[t],mu=mu1,sigma=phi1,nu=p1),
 
dBEZI(y[t],mu=mu2,sigma=phi2,nu=p2)))
 

psi[,t]<-apply(t(delta[,t-1]+log(A)),1,which.max)
 
}
 
#Termination
 
L_star<-max(delta[,n]) #log L max
 
S_star[n]<-which.max(delta[,n])
 
#Backtracking
 
for (t in (n-1):1)
 
{
 

S_star[t]=psi[S_star[t+1],t+1]
 
}
 
S_star;
 

} 

####### Posterior decoding: obtain HMM state given hmm parameters 
## in: pai = initial distribution as vector of size 2 
## A = transition matrix of size 2 
## p1, mu1, phi1, p2, mu2, phi2 = parameters for BEZIs 
## out: alpha = forward variable, the probability of partial 
## observation sequence 
## Y_{1:t} till time t and state i at time t given theta 
## beta = backward variable, the probability of partial 
## observation sequence 
## from t+1 to the end, given state i at time t and theta 
## gamma = the probability of being state i at time t, given 
## Y_{1:T} and theta 
PosteriorDecoding<- function(y, pai, A, theta){ 

p1<-theta[1];
 
mu1<-theta[2];
 
phi1<-theta[3];
 
p2<-theta[4];
 
mu2<-theta[5];
 
phi2<-theta[6];
 
n <- length(y);
 
dims <- dim(A);
 
res <- list();
 
alpha <- matrix(nrow = dims[1], ncol = n); #forward variable
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beta <- matrix(nrow = dims[1], ncol = n); #backward variable 
alpha[,1] <- pai*c(dBEZI(y[1],mu=mu1,sigma=phi1,nu=p1), 

dBEZI(y[1],mu=mu2,sigma=phi2,nu=p2));
 
beta[,n]<-c(1,1)
 
for (t in 2:n){
 
alpha[,t]<- (alpha[,t-1] %*% A) * c(dBEZI(y[t],mu=mu1,sigma=phi1,nu=p1), 

dBEZI(y[t],mu=mu2,sigma=phi2,nu=p2)) 
beta[,n-t+1]<-(beta[,n-t+2]*c(dBEZI(y[n-t+2],mu=mu1,sigma=phi1,nu=p1), 

dBEZI(y[n-t+2],mu=mu2,sigma=phi2,nu=p2)))%*% t(A) 
} 

gamma<-matrix(nrow = dims[1], ncol = n); # prob of being in i at time t
 
gamma<-alpha*beta/apply( alpha*beta,2,sum)
 
Posterior<-apply(gamma,2, which.max) # The max step.
 
Posterior;
 

} 

######## Forward backward function ######## 
###### obtain HMM alpha, beta, gamma, xi, given hmm parameters 
## in: pai = initial distribution as vector of size 2 
## A = transition matrix of size 2 
## p1, mu1, phi1, p2, mu2, phi2 = parameters for BEZIs 
## out: alpha = forward variable, the probability of partial 
## observation sequence Y_{1:t} till time t and state i at 
## time t given theta 
## beta = backward variable, the probability of partial 
## observation sequence from t+1 to the end, given state i 
## at time t and theta 
## gamma = the probability of being state i at time t, 
## given Y_{1:T} and theta 
## xi = the probability of being in state i at time t and state j 
## at time t+1, for t=1,...T-1 
## Notes: Rescaling part follows suggestion in Rabiner 1989. 
## -->avoid underflow 
forwardbackward <- function(y, pai, A, theta){ 

p1<-theta[1]; 
mu1<-theta[2]; 
phi1<-theta[3]; 
p2<-theta[4]; 
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mu2<-theta[5];
 
phi2<-theta[6];
 
n <- length(y);
 
dims <- dim(A);
 
res <- list();
 
res$alpha <- matrix(nrow = dims[1], ncol = n); #forward variable
 
c<-rep(NA,n) #scaling factor
 
a <- pai*c(dBEZI(y[1],mu=mu1,sigma=phi1,nu=p1),
 

dBEZI(y[1],mu=mu2,sigma=phi2,nu=p2)); 
c[1]<-sum(a) 
res$alpha[,1] <- a/c[1]; 
for (t in 2:n){ 
a<-(res$alpha[,t-1] %*% A) * c(dBEZI(y[t],mu=mu1,sigma=phi1,nu=p1),
 
dBEZI(y[t],mu=mu2,sigma=phi2,nu=p2))
 
c[t]<-sum(a)
 
res$alpha[,t]<- a/c[t];
 

}
 
res$beta <- matrix(nrow = dims[1], ncol = n); #backward variable
 
res$beta[,n]<-c(1,1)/c[n]
 
for (t in seq(n-1, 1, -1)){
 

res$beta[,t] = A %*% (c(dBEZI(y[t+1],mu=mu1,sigma=phi1,nu=p1), 
dBEZI(y[t+1],mu=mu2,sigma=phi2,nu=p2))*res$beta[, t+1])/ c[t]; 

} 
# prob of being in i at time t 
res$gamma<-matrix(nrow = dims[1], ncol = n); 
for (k in 1:n) 
{res$gamma[,k]<-(res$alpha*res$beta)[,k]/ 

apply( res$alpha*res$beta,2,sum)[k] } 
#apply( res$alpha*res$beta,2,sum) is the marginal likelihood 
# prob of being in i at time t and j at time t+1 
res$xi<-matrix(nrow = dims[1]*dims[2], ncol = n-1); 
tempxi<-matrix(nrow = dims[1]*dims[2], ncol = n-1) 
for (l in 1:(n-1)) 
{ 

tempxi[,l]=c(t(res$alpha[,l]%*%t(res$beta[,(l+1)]))*
 
c(dBEZI(y[l+1],mu=mu1,sigma=phi1,nu=p1),
 
dBEZI(y[l+1],mu=mu2,sigma=phi2,nu=p2)))*c(t(A))
 

} 
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# The rows are xi_{t}(1,1), xi_{t}(1,2), xi_{t}(2,1), xi_{t}(2,2)
 
res$xi<-tempxi/apply(tempxi,2,sum)
 
res;
 

}
 
# forwardbackward(y, pai, A, theta)
 

## log-likelihood function for single observation 
## in: BEZI parameters and observation value 
## out: loglikelihood value 
log.f<-function(theta,obs) 
{ 

p<-theta[1] 
mu<-theta[2] 
phi<-theta[3] 
ind<-ifelse(obs==0,1,0) 
logf<-ind*log(p)+(1-ind)*log(1-p)+(1-ind)*(lfactorial(phi-1)

lfactorial(mu*phi-1)- lfactorial((1-mu)*phi-1)) 
+(1-ind)*(mu*phi-1)*ifelse(log(obs)==-Inf,0,log(obs))+ 

(1-ind)*log(1-obs)*((1-mu)*phi-1) 
return(logf) 

}
 

######### likelihood function section for the BEZI part
 
## in: gamma = gamma variables from forwardbackward
 
## eta = unknow BEZI parameters
 
## out: negative likelihood function of the BEZI part,
 
## given the gamma’s estimated at current stage.
 
## ->use negative because the optimization minimze objective
 
## function.
 
neg.Q.BEZI<-function(eta, gamma, y){
 

p1<-eta[1]
 
mu1<-eta[2]
 
phi1<-eta[3]
 
p2<-eta[4]
 
mu2<-eta[5]
 
phi2<-eta[6]
 
Q<-sum(gamma[1,]*log.f(c(p1,mu1,phi1),y),gamma[2,]*
 
log.f(c(p2,mu2,phi2),y))
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return(-Q) 
} 

##### Baum-Welch algorithm for two-state BEZI-HMM 
## Need to run function forwardbackward, log.f, and neg.Q.BEZI first 
## in: pai = initial distribution as vector of size 2 ->initial value 
## A = transition matrix of size 2 ->inital value 
## p1, mu1, phi1, p2, mu2, phi2 = parameters for BEZIs ->inital value 
## alpha = forward variable, the probability of partial observation 
## sequence Y_{1:t} till time t and state i at time t given theta 
## beta = backward variable, the probability of partial observation 
## sequence from t+1 to the end, given state i at time t and theta 
## gamma = the probability of being state i at time t, given Y_{1:T} 
## and theta 
## xi = the probability of being in state i at time t and state j at 
## time t+1, for t=1,...T-1 
## note: alpha,beta,gamma,xi are obtained from forwardbackward function. 
## out: pai.new, A.new, p1.new, mu1.new, phi1.new, p2.new, 
## mu2.new,phi2.new as HMM estimation. 
BWupdate<-function(y, pai, A, theta, tol=1e-4, maxIt=200){ 

n <- length(y);
 
dims <- dim(A);
 
pai.ij<-array(0,dims[1]*dims[2])
 
it<-0;
 
oldpai<-pai-tol;
 
oldA<-A-tol;
 
oldtheta<-theta-tol;
 
while(((sum(abs((oldA-A))) +
 
sum(abs(oldtheta-theta))+sum(abs(oldpai-pai)))> tol) &
 
(it<maxIt)){ 
oldpai<-pai 
oldA<-A 
oldtheta<-theta 
#E-step 
fbvar<-forwardbackward(y, oldpai, oldA, oldtheta) 
#fbvar are initial fitting for forwardbackward variables 
pai<-fbvar$gamma[,1] #<-Updated initial prob 
pai.ij<-apply(fbvar$xi,1,sum)/c(apply(fbvar$gamma[,-n],1,sum)[1], 



167 

apply(fbvar$gamma[,-n],1,sum)[1],apply(fbvar$gamma[,-n],1,sum)[2],
 
apply(fbvar$gamma[,-n],1,sum)[2])
 
A<-matrix(pai.ij,nrow=2,byrow=TRUE) #<-updated transition prob matrix
 
#M-step
 
omega0<-optim(theta, neg.Q.BEZI, y=y, gamma=fbvar$gamma,
 
method="L-BFGS-B", control=list(maxit=500,pgtol=1e-2),
 
lower=c(1e-4,1e-4,1e-4,1e-4,1e-4,1e-4),
 
upper=c(1-1e-4,1-1e-4,Inf,1-1e-4,1-1e-4,Inf))
 
# lower=c(1e-4,1e-4,1e-4,1e-4,1e-4,1e-4),
 
# upper=c(1-1e-4,1-1e-4,100000,1-1e-4,1-1e-4,100000))
 
theta<-omega0$par #<-updated BEZI parameters
 
it<-it+1;
 

}
 
est <- list();
 
est$pai<-pai;
 
est$A<-A;
 
est$theta<-theta;
 
est$it<-it;
 
est$Q<--neg.Q.BEZI(theta,fbvar$gamma,y)
 
est;
 

}
 

########### Linearly constrained optimzation problem ###########
 
##### Verify the negative definited Hessian matrix of l^{\ast} #####
 
objfun<-function(x)
 
{
 

a<-x[1]
 
b<-x[2]
 
trigamma(a)*trigamma(b)-trigamma(a+b)*(trigamma(a)+trigamma(b))
 

} 

grfun<-function(x) 
{ 

a<-x[1] 
b<-x[2] 
c(psigamma(a,2)*trigamma(b)-psigamma(a+b,2)*(trigamma(a)+trigamma(b)) 
-trigamma(a+b)*psigamma(a,2) , 
psigamma(b,2)*trigamma(a)-psigamma(a+b,2)*(trigamma(a)+trigamma(b)) 
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-trigamma(a+b)*psigamma(b,2)) 
} 

constrOptim(c(0.5,0.5),objfun,grfun,ui=rbind(c(1,0),c(0,1)),ci=c(0,0), 
outer.iterations = 1000, outer.eps = 1e-09) 

# $par 
# [1] 16.44413 16.44413 
# $value 
# [1] 5.972717e-05 <- postive 
# $counts 
# function gradient 
# 63 42 
# $convergence 
# [1] 0 
# $message 
# NULL 
# $outer.iterations 
# [1] 8 
# $barrier.value 
# [1] -0.005919779 

################## BEZI-HMM toy example code ############ 
#initial prob 
pai <- c(0.4, 0.6); 
#transition matrix 
A <- matrix(c(0.8, 0.2, 0.3, 0.7), byrow=TRUE, nrow=2); 
#parameters for the two BEZI population 
p1<-0.1 
mu1<-0.3 
phi1<-1 
p2<-0.2 
mu2<-0.5 
phi2<-1.5 

theta<-c(p1,mu1,phi1,p2,mu2,phi2) 
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#BEZIsample
 
real<-list()
 
real$pai<-pai
 
real$A<-A
 
real$theta<-theta
 
real$eta<-eta
 
real
 

##Look at the pdf plot
 
x<-seq(0,0.999,0.001)
 
fx1<-dBEZI(x,mu=mu1,sigma=phi1,nu=p1)
 
fx2<-dBEZI(x,mu=mu2,sigma=phi2,nu=p2)
 
plot(x[-1],fx1[-1],type=’l’,lty=1,xlab=’x’, ylab=’f(x)’,ylim=c(0,13),
 
main=’Probability Density Function’)
 
lines(x[-1],fx2[-1],type=’l’,col=2,lty=2)
 
points(x[1],fx1[1])
 
points(x[1],fx2[1],col=2,pch=2)
 
legend(x=0.6,y=13.5,bty=’n’,c(’BEZI 1’,’BEZI 2’),col=c(1,2), lty=c(1,2))
 
mtext(text=substitute(paste(alpha,"=",k, ", ", mu,"=",m,", ", phi,"=",p ),
 
list(k=p1, m=mu1, p=phi1)),side=3,line=-5.8, outer=TRUE)
 
mtext(text=substitute(paste(alpha,"=",k, ", ", mu,"=",m,", ", phi,"=",p ),
 
list(k=p2, m=mu2, p=phi2)),side=3,line=-6.8, outer=TRUE)
 

#number of observations
 
n=10
 
#sample
 
BEZIsample<-BEZIHMMsample(pai,A,theta,n)
 
#y is observation chain, x is the hidden state chain
 
y<-BEZIsample$y
 
x<-BEZIsample$x
 

######## Viterbi algorithm toy example ###########
 
Vresult<-Viterbi(y,pai,A,theta)
 
count<-ifelse(x==Vresult,1,0)
 
sum(count)/length(count)
 

######## Posterior decoding toy example ###########
 
PD<-PosteriorDecoding(y,pai,A,theta)
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######## BW algorithm toy example ########### 

#Initials
 
thetait<-c(0.2,0.5,2,0.2,0.5,3)
 
etait<-c(0.2,0.25,0.25,0.5,2,3)
 

#Use the mu and phi parameterization for the Beta part.
 
fit<-BWupdate(y, pai, A, theta, maxIt=1000)
 
fit
 
#bias:
 
cbind(c(’a11’,’a21’,’a12’,’a22’,’p1’,’mu1’,’phi1’,’p2’,’mu2’,’phi2’),
 
c(as.vector(fit$A-A,),as.vector(fit$theta-theta)))
 

fit.it<-BWupdate(y, pai, A, thetait, maxIt=1000)
 
fit.it
 
#bias:
 
cbind(c(’a11’,’a21’,’a12’,’a22’,’p1’,’mu1’,’phi1’,’p2’,’mu2’,’phi2’),
 
c(as.vector(fit.it$A-A,),as.vector(fit.it$theta-theta)))
 
# to initial
 
cbind(c(’p1’,’mu1’,’phi1’,’p2’,’mu2’,’phi2’),
 
as.vector(fit.it$theta-thetait))
 

####### Grid search for the EM algorithm, real data application ######
 
## Search grids are defined as follows:
 
## pi_1=c(0.1,0.2,0.3,0.4,0.5)
 
## a_11=c(0.05,0.25,0.45,0.65,0.85)
 
## a_22=c(0.05,0.25,0.45,0.65,0.85)
 
## p_1=p_2=p0=c(0.2,0.4,0.6,0.8)
 
## mu_1=mu_2=mu=c(0.2,0.4,0.6,0.8)
 
## phi_1=phi_2=phi=c(1,5,10,20,40)
 
########################################################################
 
# total number of searching point
 
ncomb=10000 #=5*5*5*4*4*5
 
# search index
 
i=0
 
# save Q, iter, theta fitted, A fitted and pai fited
 
Q<-rep(NA,ncomb)
 

http:a_22=c(0.05,0.25,0.45,0.65,0.85
http:a_11=c(0.05,0.25,0.45,0.65,0.85
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iter<-rep(NA,ncomb) 
thetafit<-matrix(NA,nrow=ncomb,ncol=6) 
Afit<-matrix(NA,nrow=ncomb,ncol=4) 
paifit<-matrix(NA,nrow=ncomb,ncol=2) 

# Notice that we need to read the data first: 
# The code here assuming y is the observation sequence 

# Start grid search 
for (k00 in c(1,2,3,4,5)) 
{pai<-c(0.1*k00,1-0.1*k00) 
for (k11 in c(0,1,2,3,4)) 
{ a11<-0.05+0.2*k11 

for (k22 in c(0,1,2,3,4)) 
{a22<-0.05+0.2*k22
 

for (k33 in c(1,2,3,4))
 
{p0<-0.2*k33
 

for ( k44 in c(1,2,3,4)) 
{mu0<-0.2*k44
 

for (k55 in c(1,5,10,20,40) )
 
{ phi0<-1*k55
 

A<-matrix(c(a11, 1-a11, 1-a22, a22), byrow=TRUE, nrow=2); 
thetagrid<-c(p0,mu0,phi0,p0,mu0,phi0) 
i=i+1 
fit<-BWupdate(y, pai, A, thetagrid, maxIt=1000) 
Q[i]<-fit$Q 
iter[i]<-fit$it 
thetafit[i,]<-fit$theta 
Afit[i,]<-as.vector(fit$A) 
paifit[i,]<-fit$pai 

}
 
}
 

}
 
}
 

}
 
}
 

# Round Q values for stationary points into the forth digit 
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round4Q<-round(Q,4)
 
# number of unique Q after rounding
 
lthuniq4Q<-length(unique(round4Q))
 
#find the top three values
 
top3<-c(max(unique(round4Q)),sort(unique(round4Q),
 
partial=lthuniq4Q-1)[lthuniq4Q-1],
 
sort(unique(round4Q),partial=lthuniq4Q-2)[lthuniq4Q-2])
 

#See how many Q’s are equal to the top 3
 
match.seq<-match(round4Q,top3)
 

#give the counts
 
table(match.seq[is.na(match.seq)==F])
 

#give the top 3 index
 
Qmax
 
top3
 
which(round4Q==top3[1])
 
which(round4Q==top3[2])
 
which(round4Q==top3[3])
 

#outputs for the max Q
 
Afit[which(Q==max(Q)),]
 
thetafit[which(Q==max(Q)),]
 
iter[which(Q==max(Q))]
 
paifit[which(Q==max(Q)),]
 

#second best
 
Afit[which(round4Q==top3[2]),]
 
thetafit[which(round4Q==top3[2]),]
 
iter[which(round4Q==top3[2])]
 
paifit[which(round4Q==top3[2]),]
 

#third best
 
Afit[which(round4Q==top3[3]),]
 
thetafit[which(round4Q==top3[3]),]
 
iter[which(round4Q==top3[3])]
 
paifit[which(round4Q==top3[3]),]
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#### Use the estimated result as input for decoding methods
 
# Give the fitted values (obtained in the EM algorithm output)
 
pai_fit<-c(0,1)
 
A_fit<-matrix(c(0.000, 1, 0.237, 0.763), byrow=TRUE, nrow=2);
 
theta_fit<-c(0.366,0.030,118.263,0.921,0.092,87.780)
 

# Decoding process
 
VA<-Viterbi(y,pai_fit,A_fit,theta_fit)
 
PD<-PosteriorDecoding(y,pai_fit,A_fit,theta_fit)
 
# print the decoded chains
 
VA
 
PD
 
# See how the decoded chains are consistant with the processes
 
trVA<-table(VA,relax)
 
tdVA<-table(VA,dup)
 
tfVA<-table(VA,front)
 
cbind(max(trVA[1,1]+trVA[2,2],trVA[2,1]+trVA[1,2]),
 
round(max(trVA[1,1]+trVA[2,2],trVA[2,1]+trVA[1,2])/sum(trVA),4))
 
cbind(max(tdVA[1,1]+tdVA[2,2],tdVA[2,1]+tdVA[1,2]),
 
round(max(tdVA[1,1]+tdVA[2,2],tdVA[2,1]+tdVA[1,2])/sum(tdVA),4))
 
cbind(max(tfVA[1,2]+tfVA[2,3],tfVA[1,3]+tfVA[2,2]),
 
round(max(tfVA[1,2]+tfVA[2,3],tfVA[1,3]+tfVA[2,2])/sum(tfVA),4))
 
trVA
 
tdVA
 
tfVA
 
trPD<-table(PD,relax)
 
tdPD<-table(PD,dup)
 
tfPD<-table(PD,front)
 
cbind(max(trPD[1,1]+trPD[2,2],trPD[2,1]+trPD[1,2]),
 
round(max(trPD[1,1]+trPD[2,2],trPD[2,1]+trPD[1,2])/sum(trPD),4))
 
cbind(max(tdPD[1,1]+tdPD[2,2],tdPD[2,1]+tdPD[1,2]),
 
round(max(tdPD[1,1]+tdPD[2,2],tdPD[2,1]+tdPD[1,2])/sum(tdPD),4))
 
cbind(max(tfPD[1,2]+tfPD[2,3],tfPD[1,3]+tfPD[2,2]),
 
round(max(tfPD[1,2]+tfPD[2,3],tfPD[1,3]+tfPD[2,2])/sum(tfPD),4))
 
trPD
 
tdPD
 
tfPD
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B R Code for Zero-inflated Beta Generalized Linear Mixed Model with
 
Autoregressive Random Effect
 

################################################################# 
## Function for simulation BEZI-AR1 data: 
## Input: n number of observations 
## p proportion of zero in BEZI distribution 
## beta0 intercept in linear predictor, logit link on mu 
## beta0 coefficient for x, logit link on mu 
## phi phi parameter in BEZI distribution 
## sigma standard deviation of Normal white noise, logit 
## link on mu varphi autoregression coefficient for AR1, 
## logit link on mu 
## Output: x: simulated x predictor, the first half are 1, the 
## second half are 0, can be modified to more complex 
## case, for example, continuous variable 
## y: simulated BEZI response, notice that each y has its 
## unique mu because of the AR1 part on logit link. 
## mu_bar: average of mu parameters for all simulated 
## data, can give idea about the general density of y. 
## Note: mu is the mean of Beta component 
################################################################## 
BEZIAR1sim<-function(n,p,beta0,beta1,phi,sigma,varphi) 
{ 
sigmasq<-sigma^2
 
x<-c(rep(1,n/2),rep(0,n/2)) #binary, n/2 are 1, rests are 0
 
# simulate WN
 
eta<-rnorm(n,0,sigmasq)
 
# AR 1
 
epsilon<-rep(0,n)
 
epsilon[1]<-eta[1]/(sqrt(1-varphi^2))
 
for (t in 2:n)
 
{
 
epsilon[t]=varphi*epsilon[t-1]+eta[t]
 

}
 
# mu_t
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mu_t<-rep(0,n)
 
mu_t<-exp(beta0+beta1*x+epsilon)/(1+exp(beta0+beta1*x+epsilon))
 
mu_bar<- mean(mu_t)
 
# simulate y
 
y<-rep(0,n)
 
for (i in 1:n)
 
{
 
y[i]<-rBEZI(1,mu=mu_t[i],sigma=phi,nu=p)
 

}
 
list(y=y,x=x,mu_bar=mu_bar)
 

}
 

##################################################################
 
## Call WinBUGs from R, use pacake R2WinBUGS
 
## Turn on all the packages and add options, give random seeds
 
library(gamlss)
 
library(R2WinBUGS)
 
library(xtable)
 
set.seed(37)
 

##################################################################
 
## Give simulation configuration:
 
nsim<-50 #number of simulation
 
n<-100 # number of observation
 
beta0.true=-1 # intercept for mean function, \beta_0
 
beta1.true=-3 # coefficient for covariate, \beta_1
 
p.true=0.2 # zero proportion in BEZI, p
 
phi.true=1 # precision parameter in BEZI, \phi
 
sigma.true=1 # standard error of WN, \sigma
 
varphi.true=0.5 # correlation coefficent for AR 1,
 
sigma2.true<-sigma.true^2
 
true<-c(beta0.true,beta1.true,p.true,phi.true,sigma2.true,
 

varphi.true) 

##################################################################
 
# Simulate data
 
# y matrix[,i] is response in i th simulated dataset
 
ymatrix<-matrix(0,n,nsim)
 
# x matrix[,i] is predictor in i th simulated dataset
 
xmatrix<-matrix(0,n,nsim)
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mu_bar<-rep(0,nsim) 
for (i in 1:nsim) 
{ 
BEZIsample<-BEZIAR1sim(n,p.true,beta0.true,beta1.true,phi.true,
 
sigma.true,varphi.true)
 
#y is observation chain, x is the hidden state chain
 
ymatrix[,i]<-BEZIsample$y
 
xmatrix[,i]<-BEZIsample$x
 
mu_bar[i]<-BEZIsample$mu_bar
 

}
 
mean_y<-apply(ymatrix,2,mean)
 
var_y<-apply(ymatrix,2,var)
 
median_y<-apply(ymatrix,2,median)
 
C<-matrix(0,nsim,66)
 
for (i in 1:nsim)
 
{
 
y=ifelse(round(ymatrix[,i],6)==1,round(ymatrix[,i],6)-0.000001,
 
round(ymatrix[,i],6))
 
x=xmatrix[,i]
 
data<-list("n","y","x")
 

inits1<-list(beta0=beta0.true, beta1=beta1.true,p=p.true,phi=phi.true,
 
sigma=sigma.true,varphi=varphi.true, eta0=0,
 
eta=as.vector(arima.sim(list(order=c(1,0,0),ar=varphi.true),n=n)))
 
#can define other intials as in inits1 above
 
inits2<-initial.1(y,x)
 
inits3<-initial.2(y,x)
 
inits4<-initial.3(y,x)
 
inits<-list(inits1,inits2,inits3, inits4)
 
parameters<-c("beta0","beta1","p","phi","sigmasquare","varphi")
 
sim <- bugs(data, inits, model.file = "Z://WB sim//sp2prior7_Jan14.odc",
 

parameters, n.chains = 4, n.iter =100000, n.burnin =50000, 
n.thin = 150, bugs.directory = "Z://winbugs14//WinBUGS14") 

# A save sim result, in column order: mean sd 2.5% 25% 50% 75% 97.5% 
# in row order: beta0,beta1,p,phi,sigmasquare,varphi 
A<-matrix(as.numeric(sim$summary[1:6,]),nrow=6) 
#whether 95% posterior interval covers true 
cover<-ifelse(true>=A[,3]&true<=A[,7],1,0) 
# whether 95% posteror interval covers 0: 1 means cover, so not significant. 
sign<-ifelse(0>=A[,3]&0<=A[,7],1,0) 
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# B save sim result, in column order: mean sd 2.5% 25% 50% 75% 97.5%,
 
# Cover true, cover 0
 
# in row order: beta0,beta1,p,phi,sigmasquare,varphi
 
B<-as.matrix(cbind(A,cover,sign))
 
# Save result for one sim in a vector.
 
C[i,]<-as.numeric(c(B[1,],B[2,],B[3,],B[4,],B[5,],B[6,]))
 

}
 
#Save the result
 
Final<-cbind(mu_bar,mean_y,var_y,median_y,C)
 
write.csv(Final,file="Z://WB sim//Final4.0.csv")
 
#Print the result
 
result<-apply(Final,2,mean)
 
basic.sec<-result[1:4]
 
beta0.sec<-result[5:15]
 
beta1.sec<-result[16:26]
 
p.sec<-result[27:37]
 
phi.sec<-result[38:48]
 
sigmasquare.sec<-result[49:59]
 
varphi.sec<-result[60:70]
 
basic.sec
 
beta0.sec
 
beta1.sec
 
p.sec
 
phi.sec
 
sigmasquare.sec
 
varphi.sec
 

C WinBUGS Code for Zero-inflated Beta Generalized Linear Mixed
 

Model with Autoregressive Random Effect
 

model 
{ 
#Define the AR1 part on mu 
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# White Noise 
m[1]<-varphi*eta0 
eta[1]~dnorm(m[1],tau) 
for (t in 2:n) 
{ 
m[t]<-varphi*eta[t-1] 
eta[t]~dnorm(m[t],tau) 

} 
#likelihood part 
for ( t in 1:n) 
{ 
#define 0,1 indicator 
z[t]<-step(y[t]-0.00000001) #if y[t]=0 then z[t]=0, if y[t]>0, then z[t]=1 
#link function part 
#SINGLE PREDICTOR 
logit(mu[t])<-beta0+beta1*x[t]+eta[t] # g(mu)=xbeta+eta 
#TWO PREDICTORS 
#logit(mu[t])<-beta0+beta1*x1[t]+beta2*x2[t]+eta[t] #g(mu)=xbeta+eta 
#THREE PREDICTORS 
#logit(mu[t])<-beta0+beta1*x1[t]+beta2*x2[t]+beta3*x3[t]+eta[t] 
#g(mu)=xbeta+eta 
#ll[t] is log likelihood 
ll[t]<-log(p*equals(y[t],0)+z[t]*(1-p)*betapdf[t]) 
# when y[t]=0 log(0)=-infty, log(1)=0 
betapdf[t]<-exp( loggam(phi)-loggam(mu[t]*phi)-loggam((1-mu[t])*phi) 
+(mu[t]*phi-1)*log(y[t])+((1-mu[t])*phi-1)*log(1-y[t]) ) 
# This is the zero trick part. Specify a new sampling distribution. 
zeros[t]<-0 
#need to have a large number to ensure m>0 as poisson mean 
muPoisson[t]<- -ll[t]+100000 
zeros[t]~dpois(muPoisson[t]) 
inv.like[t]<-1/exp(ll[t]) 

} 
LL<-2*sum(ll[]) ##Deviance, may use as model selection, as AIC 
#nuisance parameters 
sigmasquare<-sigma*sigma 
tau<-1/sigmasquare 
tau0<-(1-varphi*varphi)*tau 
#priors 
beta0~dnorm(0,1.0E-4) 
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beta1~dnorm(0,1.0E-4) 
#ADD beta 2 and 3 when there are multiple predictors 
#beta2~dnorm(0,1.0E-4) 
#beta3~dnorm(0,1.0E-4) 
p~dunif(0,1) 
phi~dgamma(0.1,0.1) 
sigma~dunif(0,10) 
varphi~dunif(-1,1) 
eta0~dnorm(0,tau0) 

} 






