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1.1 All of the results shown above require local point-wise orientations to
guide the patterns or objects. Top-left: hexahedral remeshing. Top-
right: Pen-and-ink non-photorealistic rendering. Bottom: Honeycomb
texture tiling. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

1.2 Vector field singularities. On the top, we show a sink (left) and a center
(right) and on the bottom, source (left) and a saddle (right). . . . . . . . 4

1.3 Top row (2D rotational symmetry): The square and the cross (a) and (b)
exhibit 4-way rotational symmetry (4-RoSy), meaning that they can be
rotated by multiples of 2π

4 = π

2 about their center and appear the same.
Rectangles (c) exhibit 2-RoSy and can be rotated by multiples of 2π

2 = π

with the same effect. Hexagons and the vertices in equilateral triangle
tilings (d) have 6-RoSy. On the bottom we see an anisotropic box, which
has what we refer to as “box” symmetry; that is, it has 2-RoSy when
rotated around each of the shown mutually orthogonal axes. . . . . . . . 5

1.4 Rotationally symmetric objects being oriented by fields containing sin-
gular topological features. On the left we see 2-way rotationally sym-
metric (2-RoSy) “bricks” (top), 4-RoSy bricks (bottom). On the right
we show the same orientations, but we have disrupted the symmetry by
drawing on each object; the bricks on the top are now 1-RoSy, and the
ones on the bottom are now 2-RoSy. Note that changing the symmetry
causes discontinuities in the orientations near the singularities. . . . . . 7

2.1 Array representations for 3rd-order tensors; imagine number in each cell. 17

2.2 If the tangent vector represented by the blue arrow were given to the
spherical function associated with the curvature tensor of the surface at
that point, the result would be a value of zero, as there is no bending in
that direction; the vector represented by the red arrow would result in a
positive value as there is bending in that direction. . . . . . . . . . . . . 22
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3.1 Pen-and-ink sketching of the Venus using four different fields: (a) the
curvature tensor smoothed as a 2-RoSy field, (b) the curvature tensor
smoothed as a 4-RoSy field, (c) topological editing operations applied
to (b), and (d) more global smoothing performed on (b). Notice that
treating the curvature tensor as a 4-RoSy field (b) leads to fewer unnatu-
ral singularities and therefore less visual artifacts than as a 2-RoSy field
(a). In addition, both topological editing (c) and global smoothing (d)
can be used to remove more singularities from (b). However, topologi-
cal editing (c) provides local control while excessive global smoothing
(d) can cause hatch directions to deviate from their natural orientations
(neck and chest). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

3.2 N-way rotational symmetries appear naturally in the Platonic solids:
tetrahedron (N = 2), octahedron (N = 3), cube (N = 4), icosahedron
(N = 6), and dodecahedron (N = 10). . . . . . . . . . . . . . . . . . . 33

3.3 A comparison between a 4-RoSy field (left) and its representation vector
field (right). Notice that the sets of points with a zero value are the
same for both fields (colored dots). Representation vectors remove the
directional ambiguity in an N-RoSy field. . . . . . . . . . . . . . . . . 38

3.4 This figure illustrates the importance of singularity and separatrix ex-
traction in quad-dominant remeshing. Given a 3D model (left), the sin-
gularities and separatrices are highlighted by colored dots and curves,
respectively. Including separatrices during remeshing can lead to better
meshes near the singularities (right) than not including them (middle). . 40

3.5 The separatrices of an N-RoSy field are the boundaries of the hyperbolic
sectors in the vicinity of a singularity. In (a)-(d), we show the four hyper-
bolic sectors for a positive singularity of a 3-RoSy field. These sectors
overlap and each of them has an incoming separatrix (red line) and an
outgoing separatrix (green line). Together, they describe the topology
of the field near the singularity (e). In (f), we show the separatrices for
a negative singularity in a 4-RoSy field. Notice that separatrices do not
have directions when N is even. . . . . . . . . . . . . . . . . . . . . . 45

3.6 Vector field singularity cancellation [87]. . . . . . . . . . . . . . . . . . 52
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3.7 This figure illustrates the topological editing operations of our system.
The fields shown in the images are: a 4-Rosy field with three singular-
ities (left), after singularity pair cancellation (middle), and after singu-
larity movement (right). The actual editing was performed on the rep-
resentation vector fields, which allows us to reuse corresponding vector
field editing operations. . . . . . . . . . . . . . . . . . . . . . . . . . 54

3.9 Surface classification scheme to determine directional constraints. φ ∈
[−π/2,π/2] is color mapped to the [BLUE,RED] arc in HSV color
space: Left top: continuous mapping. Bottom: binned classification.
The legend (right) shows surfaces patches which are locally similar to
points with given values. . . . . . . . . . . . . . . . . . . . . . . . . . 60

3.10 Selection of constraints. Left: Color mapping of ρ . Middle: Highest
35% of values; colors are based on φ as in Figure 3.9. We use max-
imum curvature directions where φ > 0 (yellow) and minimum direc-
tions where φ < 0 (cyan) as being orthogonal to the direction in which
the surface is bending the most (see close-up, right). Notice that chosen
directions in nearby yellow and cyan regions agree as they would not if
we had selected only one of the curvature directions everywhere. . . . . 62

3.11 Clustering pipeline: (a) Initial field. (b) Singularity graph G. (c) Re-
duced graph obtained by performing edge-collapses. The region R is
shown in green. (d) Reduced field generated by resolving in R with
singular constraints at the nodes of G and directional constraints at the
boundary of R. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63

3.13 Geometry-aware 4-RoSy field and corresponding texture tiling. . . . . . 69

3.14 Topological editing operations were applied to pen-and-ink sketching of
the Bimba model in order to remove visual artifacts caused by undesir-
able singularities. The original 4-RoSy field (left) contains a number of
such singularities on the visible side of the face (left). Two of them (on
the lower side of the face near the neck) were removed through singu-
larity pair cancellation (middle). Next, a singularity near the corner of
the right eye was moved to reduce the amount of discontinuity in the
hatching directions near the eye. . . . . . . . . . . . . . . . . . . . . . 70



LIST OF FIGURES (Continued)

Figure Page

3.15 4-RoSy field design was applied to quad-dominant remeshing. The field
in the top was obtained by performing smoothing on a 4-RoSy field
derived from the curvature tensor, while the field in the bottom was ob-
tained by performing a sequence of topological editing operations on
the same tensor field. Notice that while both fields are smooth, the field
in the bottom contains singularities that situate in natural locations such
as near the leg. In contrast, the field in the top is overly smooth and does
not follow the curvature directions in many parts of the model. . . . . . 71

4.1 A planar 4-RoSy field with many singularities, visualized using direc-
tional glyphs (left) and our texture-based method (right). Positively in-
dexed singularities are highlighted in yellow, and negatively index ones
in cyan. The glyph visualization appears cluttered and discontinuous,
while the texture based method is smooth, and the patterns surrounding
singularities are clearly visible. . . . . . . . . . . . . . . . . . . . . . . 76

4.2 Here we see an image (a) generated by blending N LIC images of N
vector fields derived from the directions of a 4-RoSy field with 4 sin-
gularities. Note that the image appears faded, and mostly gray (as a
result of signal interference between the N images blended to create it),
and so we apply contrast correction and enhancement to get an image
that more clearly shows the directional information (b). However, be-
cause of the fact that there is no way to decompose the directions of the
original field into continuous vector fields around the singularities, the
vector fields used to generate the image in (a) are necessarily discontin-
uous; this leads to artifacts eminating from each singularity, which are
even more visible in (b). We thus generate another image (c) in a simi-
lar fashion that has artifacts in different places. The artifacts can then be
blended out by composing the images in (b) and (c) using an appropriate
weight map (not shown) to get the image in (d), in which the artifacts in
question are not visible. . . . . . . . . . . . . . . . . . . . . . . . . . 77



LIST OF FIGURES (Continued)

Figure Page

4.3 Our visualization algorithm is demonstrated with an example 3-RoSy
field S. In (a)-(c), we applied the LIC algorithm to V0, V1, and V2 (the
guiding angle for each is shown in the upper-right corner) to obtain I0,
I1 and I2, respectively. Notice that while (a)-(c) provide a complete
coverage of the streamlines passing through any regular point in the
domain, they have the same regions of breaking points (left X-axis). By
blending them uniformly, we obtain I, a visualization of S with visual
artifacts in the same place (a close-up of the artifact, highlighted in red,
is seen inset with the contrast enhanced; note the curving patterns in a
region that should be regular). To remedy the problem, we also apply
the LIC algorithm to V ′0, V ′1, and V ′2, generating the images I′0 (f), I′1
(g), and I′2 (h), and blend them uniformly to obtain I′ (i). The visual
artifacts in I′ appear on the right side (again, a close-up is inset) of the
X-axis. By blending I and I′ using the weight map w (e), we obtain the
final image in (j) in which the artifacts due to field discontinuities are no
longer visible. Note that the image in (j) has had its contrast corrected
via the transformation described in Section 4.1.2. . . . . . . . . . . . . 78

4.4 A demonstration of the Gauss map for 4-RoSy fields; here we see 4-
RoSy singularity with an index of +1

4 (left), and the boundary of a re-
gion isolating that singularity (in yellow). Starting with the green mem-
ber vector, we travel around the boundary in the counter-clockwise di-
rection, tracking the changes in the angular component of this member
vector as we go. Note that when we get back to the same point we
started at, the member vector has made a +2π

4 counter-clockwise rota-
tion and that the starting and ending vectors are discontinuous. Since
we cannot create a continuous vector field from the member vectors in
this very small subset of the field, clearly there is no way to do so for
the entire field. On the right, the same concept is demonstrated for a
4-RoSy singularity of index −1

4 . . . . . . . . . . . . . . . . . . . . . . 81

4.5 LIC images as we increase the length of the convolution kernels, l. Here,
l is the ratio of the kernel length in pixels to the width of the image. Inset
in image is a histogram of the pixel values, which range from 0 (black),
to 1 (white); the normal distribution with the same mean and variance as
the pixel values is plotted in red. Note how the variance σ of the pixel
signals decreases as l increases. For all of these images, the mean is
almost exactly 0.5 (gray). . . . . . . . . . . . . . . . . . . . . . . . . . 82
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4.6 Here we demonstrate our contrast correction and enhancement for a con-
stant 4-RoSy field. The two member vector field images I0 (a) and I1 (b)
are blended uniformly to get I (c). However the pixel signals in I have
reduced variance, which makes the image appear washed out and gray,
and so we apply the transformation in Equation 4.3 to get Icorrected (d),
whose pixel signals have the same variance as those in I0 and I1. We can
then (optionally) expand the variance further, by using the same trans-
formation with a larger scaling factor to get the image in (e). . . . . . . 89

4.7 On the left, we see a 4-RoSy on a plane that is parallel to the view plane;
all of its directions are 2kπ

4 rotations of the others, where k is an integer.
As the plane is rotated so that it is nearly orthogonal to the view plane
(middle and left), these relationships no longer hold. . . . . . . . . . . 90

4.8 On the left we have a 4-RoSy field on a sphere that forms a cube pattern.
On the right, a close-up is shown of an artifact in the visualization on the
left (on the top of the sphere). These artifacts can appear in the surface
version of our visualization due to the fact that the weighting functions
described in Section 4.1.1.3 (cosNθ and sinNθ ) only approximate the
locations of artifacts in the surface case. However, they only appear in
regions where the normal of the surface is nearly orthogonal to the view
direction, and thus are difficult to see without close inspection. . . . . . 91

4.9 Here we see 4-RoSy fields on the Bunny (a) and Rocker Arm (b) models
visualized using our system. In (c) we see a 3-RoSy field on a sphere and
a 6-RoSy field on a torus is shown in (d). Positively indexed singularities
are highlighted in yellow and negative ones in cyan; separatrices are
shown in red on the sphere. . . . . . . . . . . . . . . . . . . . . . . . . 94

5.1 In (a), a designed 3D tensor field designed by our method and visualized
by our traceless glyphs. (b)-(e) show the same field guiding orientation
in various applications. The example-based synthesis (b) uses the inset
exemplar. In (c), streamtubes traced in the field with cut-plane intersec-
tions colored red. Anisotropic solid Gabor noise interactively generates
the texture effects in (d) and (e) . . . . . . . . . . . . . . . . . . . . . . 98

5.2 The topology of a surface tensor field (a) does not provide a complete
picture of the corresponding volume tensor field . . . . . . . . . . . . . 99
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Chapter 1: Introduction

The main theme of this thesis is the design, analysis, and visualization of various kinds

of tensor fields for various applications. The term tensor refers to the generalization of

the concepts of scalar, vector and matrix values from linear and multi-linear algebra,

which are zeroth, first and second order tensors respectively. An nth order tensor can

analogously be represented by an n-dimensional array of numbers. A tensor field is a

tensor valued function of space (analogous to a vector field).

Tensor fields are of interest to us mainly for two reasons. The first concerns computer

graphics and geometry processing and the second concerns the analysis and visualiza-

tion of existing scientific data.

Computer graphics and geometry processing: Many applications in computer

graphics and geometry processing rely on the ability to locally orient 2D and 3D entities

on a surface, or inside a volume, such as the sinusoidal kernels in Gabor noise [40, 3, 38],

the color and geometry textures in pattern synthesis [75, 83, 71, 82, 30, 45], The cross-

hatches in non-photorealistic rendering [23], and the finite elements in remeshing [33,

52, 51, 28]. In these applications, it is often desirable to have the orientations of objects

near each other in the domain be similar; that is, it is optimal that the orientations vary

smoothly (Figure 1.1).

One way of accomplishing this is to generate a smooth orientation field of some kind

over the entire domain to guide the orientation of the objects. Such a field should respect
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Figure 1.1: All of the results shown above require local point-wise orientations to guide
the patterns or objects. Top-left: hexahedral remeshing. Top-right: Pen-and-ink non-
photorealistic rendering. Bottom: Honeycomb texture tiling.
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the symmetry of the objects, and be flexible enough to achieve a variety of effects. Also

of particular interest to us is the topology of the field; that is, the set of invariant features

that make up the high-level field structure (for example, singular points, like the sinks,

sources and saddles of a vector field; see Figure 1.2). The field can behave irregularly

near singularities. For example the singular points themselves have no direction, and

the field and points nearby can change direction discontinuously. Since the domain and

constraints on the field can force topological features to appear in the general case, this

can cause problems for applications in which we wish to use this information to guide

the orientations of objects (Figure 1.4).

There are other obstacles. The objects and patterns that we wish to orient could have

any of a number of different kinds of symmetry (Figure 1.3). If the symmetry of the

field and what we wish to orient with it do not match, we will either fail to capture all

possible configurations, or worse, not be able to orient the objects consistently at all.

Finally, there has been a lack of mathematical representation for orientation fields for

both the 2D and 3D cases.

Tensor fields of various kinds are a good candidate solution for these kinds of prob-

lems, because they are well-defined in mathematical literature and can thus be rigor-

ously analyzed. That is, there are known ways to soundly interpolate the orientations

and algorithms to compute the set of topological features. This allows us to construct

systems by which they can be predictably designed and also algorithms by which exist-

ing fields can be analyzed and locally manipulated. Furthermore, there are tensor fields

that are intrinsic to shapes, such as the curvature tensor (Figure 2.2), which provide us

with starting points by which to generate fields automatically. In Chapter 3, we consider
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Figure 1.2: Vector field singularities. On the top, we show a sink (left) and a center
(right) and on the bottom, source (left) and a saddle (right).
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(a) (b) (c) (d)

Figure 1.3: Top row (2D rotational symmetry): The square and the cross (a) and (b)
exhibit 4-way rotational symmetry (4-RoSy), meaning that they can be rotated by mul-
tiples of 2π

4 = π

2 about their center and appear the same. Rectangles (c) exhibit 2-RoSy
and can be rotated by multiples of 2π

2 = π with the same effect. Hexagons and the ver-
tices in equilateral triangle tilings (d) have 6-RoSy. On the bottom we see an anisotropic
box, which has what we refer to as “box” symmetry; that is, it has 2-RoSy when rotated
around each of the shown mutually orthogonal axes.
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the problem of using Nth-order 2D tensor fields for the purpose orienting objects of all

possible rotational symmetries on surfaces;

Scientific visualization: Tensor field analysis is also important in science, engineer-

ing, and medicine. Three-dimensional symmetric tensor fields appear in a wide range

of science, engineering, and medical applications. Example tensor fields include stress

and strain tensors in solid and fluid mechanics and diffusion tensors in medical imag-

ing. In addition, the symmetric component of some asymmetric tensor fields such as

deformation gradient from solid mechanics and velocity gradient from fluid dynamics

can also provide key insight for their respective applications. Degenerate features in a

tensor field, i.e., with repeating eigenvalues, is a constitute of tensor field topology. Like

their counterpart in scalar fields and vector fields, tensor field topology can provide key

insight into the global behaviors of a tensor field [93].

In their pioneering work, Zheng et al. [92, 94] point out that stable degenerate fea-

tures in a 3D symmetric tensor field form curves. They also provide analytical formulas

to evaluate the tangent along a degenerate curve, which they use to extract degenerate

curves given a starting point. Furthermore, Zheng et al. [93] point out that along a de-

generate curve the tensor field exhibits 2D degenerate tensor patterns such as wedges

and trisectors. Such pattern changes occur at transition points. They also enumerate

types of bifurcations around transition points.

The physical interpretation of a tensor is highly dependent on the physical meaning

of the tensor. This has led to rather different analysis and visualization frameworks on

different types of tensors. One of the mostly popular and well-studied symmetric ten-

sors are the diffusion tensor from medical imaging [91]. To incorporate the anisotropy
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Figure 1.4: Rotationally symmetric objects being oriented by fields containing singular
topological features. On the left we see 2-way rotationally symmetric (2-RoSy) “bricks”
(top), 4-RoSy bricks (bottom). On the right we show the same orientations, but we have
disrupted the symmetry by drawing on each object; the bricks on the top are now 1-
RoSy, and the ones on the bottom are now 2-RoSy. Note that changing the symmetry
causes discontinuities in the orientations near the singularities.
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into glyph-based visualization, a number of rotationally invariant measures have been

introduced, such as the relative anisotropy and fractional anisotropy of Basser et al. [2].

Unfortunately such measures do not distinguish between the linear and planar types of

anisotropy. Westin et al. [84] overcome this by modeling the anisotropy using three

coefficients that measure the linearity, planarity, and sphericalness of a tensor, respec-

tively. For positive-semidefinite tensors such as the diffusion tensor, the three coeffi-

cients are guaranteed to be non-negative and sum to one. However, such measures can

take negative values for indefinite tensors, such as the stress and strain tensors that we

are interested in. Recent work in medical imaging often models the tensor fields using

higher-order tensors [26] in isotropic regions. In contrast, double degeneracies, i.e., only

two of the three eigenvalues are the same, have not found much use in the analysis of

diffusion tensors. On the other hand, in geomechanics and fluid mechanics, researchers

are often interested in detecting features in stress or strain tensors, which can be defined

in terms of the degeneracies in the tensor field, i.e., topology. We focus more on this

approach to the visualization problem, although we do use glyphs to visualize regular

regions of the field. In Chapter 6, we consider the problem of visualizing the symmetric

portion of the gradient of vector fields, and apply the resulting visualizations to various

datasets. To summarize, our contributions in this thesis are as follows:

• introduce a mathematical presentation for 2D N-RoSy fields which allows analy-

sis and visualization as well as design.

• provide mathematical analysis of the topology of 2D N-RoSy fields.

• develop a visualization method for 2D N-RoSy fields.
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• provide a design system for 2D N-RoSy fields.

• provide novel topological analysis for 3D tensor fields by giving insights on knots

and links in such fields.

• identify design operations for the control of 3D symmetry tensor field topology.

• introduce a new glyph design for 3D tensor field visualization.

1.1 Prior work

We begin by covering prior work relevant to many or all of the proceeding chapters.

This work can be roughly broken into several categories.

1.1.1 2D orientation fields

There has been a significant amount of work in the analysis, visualization and design of

2D orientation fields.

1.1.1.1 Analysis and design

Applications of 2D orientation field design include quadrilateral and triangle remesh-

ing [1, 60, 33, 5, 52], fluid simulation [70], texture and geometry synthesis [58, 83,

75, 52], non-photoreactivat rendering [22, 23], and vector and tensor field visualiza-

tion [72, 78, 79, 7, 88]. Zhang et al. [87] present a vector field design system in which

they use Conley index theory to control the number and location of the singularities in
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the vector field. Such a system is later extended to tensor field design [88]. Fisher

et al. [15] use discrete exterior calculus to design a vector field with control over the

singularities in the field.

Palacios and Zhang [55] address the more generic problem of designing of 2D orien-

tations under N-way rotational symmetries, which they refer to as N-RoSy’s. They also

propose a theoretical framework and design system that reduces N-RoSy field design

and analysis to that of vector fields. Ray et al. [62] develop a design system for such

orientation fields under rotational symmetries with a focus on the control of location

and type of the singularities in the field. They later automate this process to generate a

field whose directions conform to the geometry of the surface [61]. Bommes et al. [5]

integrate field generation and quadrangular remeshing into the same system which they

solve by an mixed-integer solver.

The ability to control the topology of an orientation field is dependent on the ability

to extract it. There has been much work in 2D vector and tensor field analysis, and to

provide a complete literature survey is beyond the scope of this thesis. Here we only

mention the only relevant ones. Helmann and Hesselink [21] introduce vector field

topology to the scientific visualization community and provide efficient algorithms to

extract the topology of a vector field. Delmarcelle and Hesselink [11] provide similar

analysis for 2D symmetric tensor fields.
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1.1.1.2 Visualization

Glyphs are a relatively simple visualization technique that involves sampling a given

field an graphically representing the vector or tensor at each sampled point with a

“glyph” or icon of some kind (arrows, boxes, ellipses, etc.). Such visualizations are

usually interactive. However, even with glyph packing techniques (like the one intro-

duced by Kindlmann and Westin [34]), they are not space-filling, which means that

there are gaps in the visual information they provide. Consequently, features such as

singularities may be missed.

Streamline techniques have been popular as vector and tensor field visualizations, as

they give a good description of particle flow, and do a reasonable job of capturing the

continuous nature or “connectivity” of a given field. Turk and Banks [76] were, to the

best of our knowledge, the first to introduce the problem of placing streamlines evenly,

which is the standard for such visualizations today. Since then, there have been many

methods introduced for accomplishing this task, such as those proposed by Jobard and

Lefer [32], Mebarki et al. [47] and Liu et al. [43]. Unfortunately, though tracing stream-

lines (particularly in the planar case) can be done relatively quickly, placing them evenly,

with a specified density, can be computationally expensive, and usually puts smoothly

interactive frame-rates slightly out of reach when the field is changing. Streamlines are

also not space-filling.

Texture-based visualizations, first introduced by Van Wijk [77] in 1991, are space-

filling, and usually interactive when accelerated by today’s graphics hardware (even

when applied to fields on curved surfaces). Many variations, accelerations and exten-
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sions have since been proposed such as Image Based Flow Visualization (IBFV) [78],

IBFV for surfaces [79], LIC [6], and others [69, 68, 27]. IBFV and LIC have both

been adapted to also handle symmetric second-order tensors fields (2-RoSy), in work

by Zheng and Pang [96] and Zhang et al. [88], respectively. In 2004, Sanderson et

al. [65] propose a vector field visualization based on reaction-diffusion, that combines

concepts from glyph, streamline, and image based techniques.

LIC is of particular interest, as it is very easily adapted to run at highly interactive

frame-rates on modern graphics hardware. While many streamlines must be traced, it

is nonetheless much faster than evenly placed streamline techniques, as no care need be

taken to ensure that they are uniformly distributed, making the tracing parallelizable.

1.1.2 3D orientation fields

The analysis and design of 3D orientation field is a relatively new topic. Applications of

3D orientation fields include solid texture and geometry synthesis [37, 71, 30, 82, 40, 3,

38, 90, 45] and hexahedral remeshing [42, 19, 51, 29]. However, it is difficult to specify

and control the topology of the orientation fields, such as the number, location, shape,

type, and connectivity of degenerate features. This is due to our limited understanding

of the topology of 3D orientation fields and thus limited ability to extract them.
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1.1.2.1 Symmetric tensor field analysis and visualization

In this thesis, we focus on 3D orientation fields modeled by 3D second-order symmetric

tensor fields, which can consistently orient objects with “box” symmetry (i.e., objects

that exhibit 2-way rotational symmetry around three mutually orthogonal axes). More

work has been done on these types of tensor fields, because of their relevance to various

topics in science and engineering (stress tensors, diffusion magnetic resonance imaging,

etc.). We now discuss this prior work in more detail.

There have been a number of proposed methods for the analysis and visualization

3D symmetric tensor fields. Delmarcelle and Hesselink [10] introduce the notion of

hyperstreamlines for the visualization of 2D and 3D symmetric tensor fields. Zheng and

Pang visualize hyperstreamlines by adapting the well-known Line Integral Convolution

(LIC) method of Cabral and Leedom [6] to symmetric tensor fields which they term

HyperLIC [96]. Zheng and Pang also deform an object to demonstrate the deformation

tensor [95]. These visualization techniques have been later used for geomechanics data

sets [50]. One of the fundamental differences between the diffusion tensor and the other

symmetric tensors from mechanics (stress, strain, symmetric part of the velocity gradient

tensor) is that the former is positive definite (no negative eigenvalues) while the latter

can have both positive and negative eigenvalues. Schultz and Kindlmann [67] extend

ellipsoidal glyphs that are traditionally used for positive-definite tensors to superquadric

glyphs which can be used for general symmetric tensors. In our work, we focus on the

analysis of traceless tensors which lead to a different glyph design.

Delmarcelle and Hesselink [10, 11] introduce the topology of 2D symmetric tensor
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fields as well as conduct some preliminary studies on 3D symmetric tensors in the con-

text of flow analysis. Hesselink et al. later extend this work to 3D symmetric tensor

fields [24] and study the degeneracies in such fields. Zheng and Pang [92] point out

that triple degeneracy, i.e., a tensor with three equal eigenvalues, cannot be extracted

in a numerically stable fashion. They further show that double degeneracies, i.e., only

two equal eigenvalues, form curves in the domain. In this and subsequent research [94],

they provide a number of degenerate curve extraction methods based on the analysis

of the discriminant function of the tensor field. Furthermore, Zheng et al. [92] point

out that near degenerate curves the tensor field exhibits 2D degenerate patterns and de-

fine separating surfaces which are extensions of separatrices from 2D symmetric tensor

field topology. Tricoche et al. [74] also propose a method of finding degenerate curves

based on the image processing technique of ridge-valley detection; additionally, they

propose the mode property of tensors, which is a numerical quantity that can describe

the linearity or planarity of a tensor, and how close it is to linear or planar degener-

acy. Our research is inspired by all of this previous work, especially that of Zheng et

al. [92, 93, 94]. However, our analysis is based on four observations. First, by focusing

on the deviator of the tensor field which is traceless, we are able to greatly simplify the

algebraic expressions of the previous analysis and provide a more geometric interpre-

tation of the analysis. Such a geometric approach can lead to new insights that were

difficult with the more algebraic method. Second, we apply our analysis to piecewise

linear tensor fields which can lead to additional insights that are otherwise hidden due

to the complexity in the algebraic expressions. Third, the linearity and planarity compo-

nents of a tensor are related to the degree of degeneracy. Consequently, we incorporate
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the set of tensors whose linearity equals its planarity into the topology of tensor fields.

Last, we provide physical interpretation of our topological analysis in the context of

seismology and flow visualization.

1.1.2.2 Design

Relatively little work has been done on the design of 3D orientation fields and most of

it (similar to early work on vector field design) has been for the purposes of particular

applications. For the purposes of hexahedral remeshing, Levy et al. [42] and Huang

et al. [29] propose methods based on using curvature tensor of the domain boundaries

to generate fields on the domain interior. However, the results of both methods are

determined by the fields on the boundary, and provide no direct control over the interior

directions or topology.

Takayama et al. [71] and Zhang et al. [90] both propose methods to generate frame

fields for the purposes of locally orienting texture patterns in texture synthesis. A frame

field over a given domain is a local X , Y and Z axis at each point; it could also be

described as a rotation field. These methods allow the user to place constraints on the

surface or int the volume, and produce the remainder of the orientations via constrained

optimization. However, neither provides any control over topology.
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Chapter 2: Mathematical Background

In this Chapter we review mathematical background on tensor fields. For the sake of

completeness, we shall begin with a more general definition of the concept and then

narrow our definition to more specific cases; namely, those that are the primary concern

of this work. Thus the purpose of the immediately following section is to perform this

narrowing from one of the most general definitions, so that the reader might understand

the context of our use of the term amongst the surrounding mathematical theory. The

subsequent sections will then concern the types of tensors that are our focus.

2.1 The general definition of tensors and tensor fields

We have informally defined tensors in Chapter 1, and give a more rigorous definition

here, as well as explain some of their basic properties and representations. Also, there

are a wide range of definitions for tensor among various research communities, and

so we shall attempt to reconcile these discrepancies, moving from the more general

definitions to the ones that are of interest to us in this work. In the midst of this, we will

formally introduce our notation and explain how and why it differs from others. Further,

as vectors and matrices are likely more familiar to most, we will often introduce the

characteristics of tensors as extensions of the characteristics of these simpler concepts.
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(a) (b)

Figure 2.1: Array representations for 3rd-order tensors; imagine number in each cell.

2.1.1 Definitions

One definition of tensor (and also the one we shall adopt in this section) is as follows: a

tensor T , according to [4], is a scalar-valued multi-linear function with arguments all in

either V or V ∗, where V is a d-dimensional vector space and V ∗ its dual space. Different

types of tensors can be distinguished by the value of d, as well as the number of vector

arguments from V and V ∗. Thus tensor T of type (r,s) (and order r+ s) is as follows:

T : V ∗× ...×V ∗︸ ︷︷ ︸
r times

×V × ...×V︸ ︷︷ ︸
s times

→ R (2.1)

Though tensors can be defined over other mathematical fields, we shall concern our-

selves primarily with V =Rd and T ∈Rd×...×d (d: n times), in the cases where d = 2,3.

The components of T are denoted t i1...ir
j1... js where i1...ir and j1... js are indices (called con-

travariant and covariant indices, respectively), and range from 1 to d. When we speak

of components, recall that T can be expressed as a multidimensional array of numbers

under a given basis, similar to a matrix or vector (see Figure 2.1a).
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This notation can be intimidating, but becomes more clear when we consider the

following: the components of a vector x∈Rd can be represented by xi, where 1≤ i≤ d.

Likewise, the components of matrix A ∈ Rd×d , are commonly expressed by ai j, where

1 ≤ i, j ≤ d. Further, the components of a d-dimensional third order tensor X of type

(0,3) can be similarly represented by xi jk. In this light, the representation of a tensor of

type (r,s) in this fashion is the natural extension of these notational practices.

Another important property of tensors that relates to their definition is the transfor-

mation laws that dictate how they behave under change of basis. The type of a tensor

(and whether it is indeed a tensor at all) can be determined by the transformation laws to

which it adheres. Given two bases ei and ẽi, with 1≤ i≤ d, a tensor of type (r,s) must

respect the following transition formula:

t̃ i1...ir
j1... js =

d

∑
h1

...
d

∑
hr

d

∑
k1

...
d

∑
ks

qi1
h1
...qir

hr
wk1

j1 ...w
ks
jst

h1...hr
k1...ks

(2.2)

where Q is a transition or change of basis matrix that takes a vector expressed in ei to

the same vector expressed in ẽi, and W = Q−1 is the inverse transition.

Many choose to forgo the distinction between contravariant and covariant indices

when using an orthonormal basis, as a vector space and its dual behave identically un-

der such conditions, making vector arguments from V and V ∗ interchangeable. This is

especially common in science, engineering, and graphics applications. As it is the case

that the mathematical theory associated with dual vector spaces is unnecessary for all of

the topics we wish to discuss in this work, we shall, from this point onward, also omit

the corresponding notation for the sake of clarity. Thus we shall denote the components
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of a nth-order tensor T as ti1...in .

Other definitions of tensors [36] allow for any general multilinear function, repre-

sented by any general multidimensional array of numbers (see Figure 2.1b). Under this

definition the tensor T is as follows:

T : V1× ...×Vn→ R (2.3)

where V1...Vn are vector spaces of respective dimensions d1...dn. Here, the components

of T are denoted ti1...in , with ik ranging from 1 to dk, and 1 ≤ k ≤ n. This definition is

overly broad and unwieldy for the applications we wish to discuss.

2.1.2 Tensors as Multilinear Functions

Earlier we stated that tensors are in fact multilinear functions; Here we give a more

detailed explanation of this statement. Recall that a vector v in the vector space Rd

defines a scalar-valued linear function:

v : Rd → R (2.4)

v(x) =
d

∑
i=1

vixi (2.5)
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where x is another vector in Rd . Similarly, a matrix A ∈ Rd×d gives rise to a scalar-

valued bilinear function:

A : Rd×Rd → R (2.6)

A(x,y) =
d

∑
i=1

d

∑
j=1

ai jxiy j (2.7)

where x and y are in Rd . In the same way, every nth-order tensor T ∈ Rd×...×d (d: n

times) is associated with the multilinear function:

T : Rd× ...×Rd︸ ︷︷ ︸
n times

→ R (2.8)

T (x1, ...,xn) =
d

∑
i1=1

...
d

∑
in=1

ti1...inx1
i1...x

n
in (2.9)

Here, in a fashion similar to the above examples, x1...xn are all vectors in Rd . Also,

one should take care in noting that the superscripts in this case are merely labels used

to differentiate these vectors, and not exponents or one of the types of indices discussed

earlier.

The reader may observe that in the above equations, the summation signs are not

very informative (since they are all virtually the same with the exception of their re-

spective summation indices) and add significant clutter; this is perhaps most apparent

in Equation 2.2. Thus, in many literatures, they are omitted and summation is implied

whenever an index appears twice in the right-hand side of a formula. Under this con-

vention, the whole right-hand side of Equation 2.6 would be written as ai jxiy j, and that
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of Equation 2.8 would likewise be ti1...inx1
i1...x

n
in . This is referred to as Einstein notation

or Einstein summation convention.

Something worth noting is that, quite often, tensors are actually used to represent

scalar-valued functions with one vector argument; such a function can be constructed

from any nth-order tensor T , by passing in the same argument n times:

fT : Rd → R (2.10)

fT (x) = T (x, ...,x︸ ︷︷ ︸
n times

) (2.11)

where x is a vector in Rd . Note that if we restrict x to being a unit vector, x̂ ∈ S2, this

gives rise to scalar function on the unit sphere:

σT : S2 → R (2.12)

σT (x̂) = fT (x̂) (2.13)

We shall call σT the spherical function associated with T . In many of the applications

we wish to cover, the functions represented are, in fact, of this kind. From differential

geometry, the curvature tensor at a point p on a curved surface is, perhaps, a familiar

example of this kind of tensor; when a vector from the tangent space of p is passed

in to this function, the resulting scalar value is a measure of how much the surface is

“bending” in the corresponding direction (see Figure 2.2).
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Figure 2.2: If the tangent vector represented by the blue arrow were given to the spher-
ical function associated with the curvature tensor of the surface at that point, the result
would be a value of zero, as there is no bending in that direction; the vector represented
by the red arrow would result in a positive value as there is bending in that direction.

2.1.3 Tensor Fields

A tensor field, analogous to a vector field, is a tensor valued function of space, such that

a different tensor is bound to every point in a given coordinate system. Most commonly

(and as is the case with most vector fields), the tensors in a tensor field are of the same

dimension as the space in which the field exists. Thus, if we let Σd
n be the set of d-

dimensional tensors of order n, an nth-order tensor field T defined on, for example a

subset U of R3 is defined by:

T : U ⊆ R3 → Σ
3
n (2.14)

T (p) = Tp (2.15)
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T : U ⊆ R3 → R3×...×3 (3: n times) (2.16)

T (p) = Tp (2.17)

where p ∈ U is a point in 3D space, and Tp is the tensor associated with that point.

In this section, we spend a significant amount of time discussing individual or “free”

tensors (that is, tensors not bound to any specific point in space). The reason for this is

that we see the notion of tensor fields to be a relatively straightforward concept given a

clear definition and understanding of tensors themselves.

2.2 3D second-order symmetric tensor fields

In the case of 3D orientation fields, a mathematical representation that captures all types

of rotational symmetry has remained elusive. Because of this, we instead focus on 3D

second-order symmetric tensor fields, which can be used to model the orientations of

objects and patterns exhibiting “box” symmetry. In Chapters 5 and 6, we respectively

investigate the design and analysis of symmetric tensor fields. For the sake of brevity,

in the remainder of this chapter, the word “tensor” shall refer to the symmetric second-

order case.

2.2.1 second-order symmetric tensors

A K-dimensional tensor T is symmetric if Ti j = T ji for any 1 ≤ i, j ≤ K. T has K

real-valued eigenvalues: λ1 ≥ λ2 ≥ ... ≥ λK . The largest and smallest eigenvalues are
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referred to as the major eigenvalue and minor eigenvalue, respectively. When K = 3,

the third (middle) eigenvalue is referred to as the medium eigenvalue. An eigenvector

belonging the major eigenvalue is referred to as a major eigenvector. Medium and minor

eigenvectors can be defined similarly. Eigenvectors belonging to different eigenvalues

are mutually perpendicular.

The trace of a tensor T is trace(T) = ∑
K
i=1 λi. T can be uniquely decomposed as

D+A where D = trace(T)
K I (I is the K-dimensional identity matrix) and A = T−D. The

deviator A is a traceless tensor, i.e., trace(T) = 0. More importantly, the directional

information (eigenvectors) in T is contained purely in its deviator in the following sense:

a vector v is an eigenvector of T if and only if v is an eigenvector of A. In fact, as we

will discuss later, the topology of a tensor field can be defined in terms of its deviator

tensor field. Another nice property of the set of traceless tensors is that it is closed

under matrix addition and scalar multiplication, making a linear subspace of the set of

symmetric tensors. Given these considerations, we will focus on the analysis traceless

tensor fields and also omit the term traceless in the remainder of this section.

When K = 3, a tensor can be classified as either linear (L), planar (P), and neutral

(N), corresponding to λ1− λ2 > λ2− λ3, λ1− λ2 < λ2− λ3, and λ1− λ2 = λ2− λ3,

respectively. Consider a positive-definite tensor T, i.e., with three positive eigenval-

ues. The non-zero level-set of the function f (x) = xT Tx form ellipsoids. When T

is linear the ellipsoids are longer and thinner than a sphere. In contrast, a planar T

leads to flattened spheres. When considering the deviator of the tensor A, for which

λ1(A) + λ2(A) + λ3(A) = 0, the above conditions are equivalent to λ2 < 0 (linear),

λ2 > 0 (planar), and λ2 = 0 (neural). We have found that this classification is useful
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for the set of all tensors, not necessarily positive-definite tensors. Moreover, we have

observed that the linear/planar-classification is related to the topology of tensor fields in

some profound fashion. Consequently, we will maintain the terminology for all tensors,

even when negative eigenvalues exist. In their work on topological analysis, Tricoche

et al. [74] point out that the linearity or planarity of a tensor T can be mathematically

described by a property called the tensor mode:

mode(T) = skewness(λ1,λ2,λ3) =
√

2
µ3
√

µ2
3 (2.18)

µ1 = ∑
i

λi/3 (2.19)

µ2 = ∑
i
(λi−µ1)

2/3 (2.20)

µ3 = ∑
i
(λi−µ1)

3/3 (2.21)

A tensor is said to be degenerate if it has repeating eigenvalues. When K = 2, the

only degenerate (traceless) tensor is the zero matrix. In this case, every non-zero vector

is an eigenvector, and no directional information exists in the degenerate tensor. When

K = 3, there are three types of degenerate tensors: neutral (λ1 = λ2 = λ3 = 0), linear

(λ1 > λ2 = λ3), and planar (λ1 = λ2 > λ3). The neutral degeneracy is also referred to as

the triple degeneracy, for which all non-zero vectors are an eigenvector. The linear and

planar degeneracies are called double degeneracies. The non-repeating eigenvalue is re-

ferred to as the non-degenerate eigenvalue, while the repeating eigenvalues are referred

to as the degenerate eigenvalues. The eigenvectors corresponding to the non-degenerate
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eigenvalues are referred to a non-degenerate eigenvector. The plane perpendicular to a

non-degenerate eigenvector is referred to as an degenerate plane. Any vector inside this

plane is an eigenvector corresponding to the degenerate eigenvalues.

There are four important quantities derived from T that are invariant under the

change of basis: (1) trace P = λ1 + λ2 + λ3 (disussed above), (2) minor Q = λ1λ2 +

λ2λ3+λ3λ1, (3) determinant R= λ1λ2λ3, and (4) tensor magnitude: ||T ||=
√

λ 2
1 +λ 2

2 +λ 2
3 .

Degenerate tensors can be described as the zeros of the so-called discriminant:

D = (λ1−λ2)
2(λ2−λ3)

2(λ3−λ1)
2 (2.22)

= Q2P2−4RP3−4Q3 +18PQR−27R2 (2.23)

In the next section, we shall see how the discriminant can be used to identify degenerate

curves in tensor fields.

2.2.2 3D Tensor fields and their topology

We now discuss second order tensor field topology. As in the general definition of

tensors, tensor field T(p) (p∈RK) is a tensor-valued function defined over some domain

Ω⊂ RK . A tensor field can be thought of as three eigenvector fields, corresponding the

major, the medium, and the minor eigenvalues. A point p0 ∈ Ω is a degenerate point if

T(p0) is degenerate. The topology of a tensor field consists of its degenerate points.

In 2D (K = 2), the set of degenerate points of a tensor field are isolated points under

numerically stable configurations, when the topology does not change given sufficiently
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small perturbation in the tensor field. An isolated degenerate point can be measured by

its tensor index [88], defined in terms of the winding number of one of the eigenvector

fields on a loop surrounding the degenerate point. The most fundamental types of de-

generate points are wedges and trisectors, with a tensor index of 1
2 and−1

2 , respectively.

The total tensor index of a continuously tensor field over a two-dimensional manifold is

equal to the Euler characteristic of the underlying manifold. Consequently, it is not pos-

sible to remove one degenerate point. Instead, a pair of degenerate points with opposing

tensor indexes (a wedge and trisector pair) must be removed simultaneously [88].

In 3D (K = 3), the situation is more complicated. Zheng et al. [92, 93] point out that

stable topological features consist of degenerate curves, each of which is either linear or

planar. The projection of the tensor field onto a plane transversally intersecting a degen-

erate curve exhibits either a wedge or trisector pattern. The 2D pattern is independent

on the angle between the degenerate curve and the plane. Consequently, a degenerate

point can be classified as either a wedge point or a trisector point. A degenerate curve

can be divided into consecutive segments of purely wedge points and trisector points.

The boundary point between these segments are transition points.

Finding degenerate curves can be reduced to finding the zeros of the field discrim-

inant D(T (p)), which turns out to be a polynomial of degree seven in the tensor com-

ponents Ti j. Further, as pointed out in [94], D can be broken down into the squares of
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seven constraint polynomials, each of which is cubic in the components of Ti j.

fx(T ) = T00(T 2
11−T 2

22)+T00(T 2
01−T 2

02)+T11(T 2
22−T 2

00)+

T11(T 2
12−T 2

01)+T22(T 2
00−T 2

11)+T22(T 2
02−T 2

12)

fy1(T ) = T12(2(T 2
12−T 2

00)− (T 2
02 +T 2

01)+2(T11T00 +T22T00−

T11T22))+T01T02(2T00−T22−T11)

fy2(T ) = T02(2(T 2
02−T 2

11)− (T 2
01 +T 2

12)+2(T22T11 +T00T11−

T22T00))+T12T01(2T11−T00−T22)

fy3(T ) = T01(2(T 201−T 2
22)− (T 2

12 +T 2
02)+2(T00T22 +T11T22−

T00T11))+T02T12(2T22−T11−T00)

fz1(T ) = T12(T 2
02−T 2

01)+T01T02(T11−T22)

fz2(T ) = T02(T 2
01−T 2

12)+T12T01(T22−T00)

fz3(T ) = T01(T 2
12−T 202)+T02T12(T00−T11) (2.24)

D(T ) = fx(T )2 + fy1(T )2 + fy2(T )2 + fy3(T )2+

15 fz1(T )2 +15 fz2(T )2 +15 fz3(T )2 (2.25)

Zheng and Pang [92, 94] use this decomposition to perform a modified Newton-

Rhapson search for each degenerate point along a curve (in the curve’s tangent plane).

Note that, while the discriminant itself is always non-negative (in the case of symmetric

tensors), each constraint function will have negative values and a well-defined zero-
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levelset surface. This means that the problem of extracting degenerate curves can be

mapped to the problem of finding the intersections of surfaces, a well-studied problem

in the CAGD community. In Chapter 6, we borrow techniques from this literature to

develop new methods for finding degenerate curves in volumetric tensor fields.

For tracless tensors, it can shown that the discriminant D = −4Q3− 27R2. More-

over, it is straightforward to verify that Q =− ||T ||
2

2 =−λ 2
1 +λ 2

2 +λ 2
3

2 and R =−λ 3
1 +λ 3

2 +λ 3
3

3 .

Consequently, D = ||T ||6
2 − 27R2. These simplified notations become convenient in our

analysis later, as we focus primarily on traceless tensors in this work.
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Part I

2D Tensor Fields
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Chapter 3: Rotational Symmetry Field Design On Surfaces

In this chapter, we address the problem of guiding the orientations of symmetric objects

in the plane and on surfaces. Intuitively, an N-way rotational symmetry (N-RoSy) repre-

sents phenomena that are invariant under rotations of an integer multiple of 2π

N . Example

N-RoSy’s include a vector (N = 1), an eigenvector of a symmetric matrix (N = 2), and

a cross (N = 4).

Symmetries naturally appear in surfaces, such as the five Platonic shapes (Fig-

ure 3.2). Notice that the order of the symmetry N is equal to the ratio between 2π

and the angle of deficit at a vertex. In surfaces where global symmetry is lacking, local

symmetries can still occur, such as the singularities (the vertices). In Figure 3.1 (c), sin-

gularities of a 4-RoSy field appear in natural places such as the corner of the shoulder

(not visible due to the highlight) and under the armpit.

As discussed previously, the ability to design and control N-RoSy fields on surfaces

is essential in many applications. We now focus on applications involving only planes

and curved surfaces. For example, in non-photorealistic rendering, the orientation of

brush strokes and hatches are usually guided by an N-RoSy field. Different artistic ef-

fects can be achieved by using guiding fields with different characteristics. In addition,

singularities in the guiding field can lead to visual artifacts such as brush strokes and

hatches with unnatural orientations. Singularities also present difficulties in the con-

struction of a global surface parameterization, where a significant amount of stretch can
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(a) (b) (c) (d)

Figure 3.1: Pen-and-ink sketching of the Venus using four different fields: (a) the curva-
ture tensor smoothed as a 2-RoSy field, (b) the curvature tensor smoothed as a 4-RoSy
field, (c) topological editing operations applied to (b), and (d) more global smoothing
performed on (b). Notice that treating the curvature tensor as a 4-RoSy field (b) leads
to fewer unnatural singularities and therefore less visual artifacts than as a 2-RoSy field
(a). In addition, both topological editing (c) and global smoothing (d) can be used to
remove more singularities from (b). However, topological editing (c) provides local
control while excessive global smoothing (d) can cause hatch directions to deviate from
their natural orientations (neck and chest).

occur in nearby regions. Similarly, it is difficult to produce ideal triangular and quad

elements near singularities in geometry remeshing. For these applications, a design sys-

tem can be used to create a wide variety of N-RoSy fields on surfaces, to add desirable

features in an existing field, and to control the number and location of the singularities in

the field. Most existing design systems focus on vectors (N = 1) [58, 75, 83, 72, 70, 87]

and tensors (N = 2) [88]. A number of difficulties must be addressed before a general

design system can be developed for N ≥ 3.

First, there has been a lack of a mathematical representation for rotational symme-

tries, which is required to define algebraic operations on N-RoSy’s such as sums and
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Figure 3.2: N-way rotational symmetries appear naturally in the Platonic solids: tetrahe-
dron (N = 2), octahedron (N = 3), cube (N = 4), icosahedron (N = 6), and dodecahedron
(N = 10).

scalar multiples as well as important concepts of N-RoSy fields such as singularities,

continuity, and differentiability. We overcome this difficulty by embedding N-way rota-

tional symmetries in the space of N-th order tensors, which allows algebraic operations

to be carried over from N-th order tensors to N-RoSy’s. We further derive a vector-based

representation of rotational symmetries based on the embedding, which enables efficient

analysis of N-RoSy fields on surfaces as well as allows vector field design functionalities

to be adapted to N-RoSy fields. Furthermore, the concepts of singularities, continuity,

and differentiability are well-defined.

Second, there is relatively little understanding of the topological structure in an N-

RoSy field. While the concepts of singularities have been used before, a proper defini-

tion of separatrices is missing when N ≥ 3. To address this, we present efficient algo-

rithms on extracting the singularities and separatrices in a field. In particular, we adopt

the approach of Zhang et al. [87] that allows continuous N-RoSy fields to be generated

on mesh surfaces despite the discontinuity in the surface normal.

With the above issues addressed, we present a design system for N-RoSy fields on
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surfaces that not only allows a wide variety of N-RoSy fields to be generated but also

provides explicit control over the number and location of the singularities in the field.

The main functionalities of our work is reminiscent of that for vector field design [87].

However, the implementations are rather different. For instance, we can create an initial

N-RoSy field on a surface using relaxation techniques [75] which do not require a global

surface parameterization. This greatly increases the interactivity of our system. We also

reuse algorithms for singularity pair cancellation and movement in vector fields through

the aforementioned vector-based representation.

We have applied our design system to graphics applications such as pen-and-ink

sketching and quad-dominant remeshing.

In this chapter, we present the following contributions.

1. We provide coherent definitions for algebraic operations on N-RoSy’s by observ-

ing the link between N-RoSy’s and N-th order symmetric tensors. This link also

enables the definitions of analytic properties of N-RoSy fields such as continuity,

differentiability, and singularity.

2. We present a vector-based representation for N-RoSy’s that supports compact

storage of discrete N-RoSy fields on mesh surfaces and facilitates the analysis

and design of N-RoSy fields.

3. We describe the topology of N-RoSy fields on surfaces and provide efficient algo-

rithms to extract singularities and separatrices.

4. We develop a design system in which N-RoSy fields can be interactively created

and modified on surfaces. In particular, our system provides explicit control over
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the number and location of the singularities in the field. We demonstrate the effec-

tiveness of our system with pen-and-ink sketching of surfaces and quad-dominant

remeshing.

The remainder of the chapter is organized as follows. We first discuss the analysis

and design of N-RoSy fields in Sections 3.2 and 3.3, respectively. Finally, in Section 3.5,

we show the results of applying our analysis and design system to pen-and-ink sketching

and geometry remeshing.

3.1 Vector-Based Representation

The analysis and design of N-RoSy fields require coherent definitions of the following

concepts: summation and scalar multiplication of N-RoSy’s as well as continuity, sin-

gularity, and differentiability. However, it is not immediately clear how to define these

concepts in a consistent manner given that a non-zero N-RoSy s consists of N directions.

For convenience, we will refer to these directions the member vectors of s. Consider the

case when N = 2, i.e., lines that can be modeled by eigenvectors of a symmetric matrix

with a zero trace [88]. Given two 2-RoSy’s s1 = {±

1

0

} and s2 = {±

0

1

}, defining

s1 + s2 as the sum of member vectors can lead to inconsistent results: (1) {±

1

1

}, or

(2) {±

 1

−1

}. As demonstrated by Zhang et al. [88], treating a line field as a vector

field results in discontinuities and inconsistencies. This is also true for N-RoSy fields
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when N ≥ 3.

To overcome this problem, we describe a representation for N-RoSy’s that is free of

directional ambiguity. For an N-RoSy

s = {

Rcos(θ + 2kπ

N )

Rsin(θ + 2kπ

N )

 | 0≤ k ≤ N−1} (3.1)

where R ≥ 0 is the strength of s and θ is the angular component of one of the mem-

ber vectors, we define the representation vector of s as

RcosNθ

RsinNθ

. Notice that the

representation vector is independent of the choice of member vectors since

N(θ +
2kπ

N
)≡ Nθ mod 2π (3.2)

for any integer k. Consequently, directional ambiguity no longer exists under this repre-

sentation. We will define a map γ which maps an N-RoSy s to its representation vector

γ(s). Given two N-RoSy’s s1 and s2 and a real number λ , we define

s1 + s2 = γ
−1(γ(s1)+ γ(s2)), λ s1 = γ

−1(λγ(s1)) (3.3)

These definitions are coherent as they do not rely on the choice of member vectors,

which allow us to define important concepts on N-RoSy fields, such as continuity, sin-

gularity, and differentiability in a consistent manner.

A representation vector and a member vector differ in how their components change

under a change of basis. Consider the case where the transformation matrix from the
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new basis to the original basis has the form Q =

cosϕ −sinϕ

sinϕ cosϕ

. While a member

vector v will have the form Qv under the new basis, a representation vector w will be

of the form Q′w where Q′ =

cosNϕ −sinNϕ

sinNϕ cosNϕ

. Therefore, a representation vector

is not a vector since its components do not change like a vector under changes of basis.

This is because N-RoSy’s can be represented by symmetric N-th order covariant tensors

of a special form. Recall that such a tensor t has the elements ti1...iN (1≤ i1, ..., iN ≤ 2),

which can be assigned as follows:

ti1...iN =



Rcos(Nθ) if i1 + i2 + ..+ iN ≡ 0 mod 4

Rsin(Nθ) if i1 + i2 + ..+ iN ≡ 1 mod 4

−Rcos(Nθ) if i1 + i2 + ..+ iN ≡ 2 mod 4

−Rsin(Nθ) if i1 + i2 + ..+ iN ≡ 3 mod 4

(3.4)

The unit vectors corresponding to the maxima of the spherical function of t (Sec-

tion 2.1.2) can then be used to represent the orientations objects exhibiting N-RoSy.

Consequently, the components of a representation vector transform differently than a

vector under a change of basis.

As will become apparent soon, γ not only provides a coherent and compact repre-

sentation of N-RoSy’s, but also allows efficient implementations of key operations on

N-RoSy fields by borrowing corresponding algorithms for vector fields, such as interpo-

lations and singularity extraction (Section 3.2.3), blending (Section 3.3.1), and topolog-

ical editing (Section 3.3.2). Figure 3.3 shows a 4-RoSy field (left) and its representation
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Figure 3.3: A comparison between a 4-RoSy field (left) and its representation vector
field (right). Notice that the sets of points with a zero value are the same for both fields
(colored dots). Representation vectors remove the directional ambiguity in an N-RoSy
field.

vector field (right). Notice that they have the same set of singularities. Next, we discuss

the analysis and design of N-RoSy fields on surfaces.

3.2 Topological Analysis of N-RoSy Fields

In this section, we describe important topological properties of N-RoSy fields on man-

ifold surfaces, such as singularities and separatrices. We will also present efficient

algorithms to compute these quantities on mesh surfaces.

Singularity identification is necessary for providing explicit control over the number

and location of singularities, which is needed in pen-and-ink sketching of 3D surfaces as
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undesirable singularities cause visual artifacts [23] (Figures 3.1 and 3.14). Singularity

and separatrix extraction allow better meshing near singularities during the remeshing

process (Section 3.5.2). Figure 3.4 illustrates this with a 3D surface obtained by joining

two cubes with rounded corners. In the left, the singularities are highlighted by colored

dots and the separatrices are the colored curves emanating from the singularities. Notice

that singularities appear in natural places (corners and joints) and separatrices indicate

important directions near the singularities. Utilizing separatrices during the remeshing

process produces meshes that can better maintain features in the original mesh (Fig-

ure 3.4, right) than disregarding them (Figure 3.4, middle).

The concepts of singularities and separatrices are well defined for vector and tensor

fields, i.e., when N = 1,2. Next, we will extend them to N-Rosy fields when N ≥ 3.

3.2.1 Singularities

For simplicity, consider a planar vector field V (x,y) =

F(x,y)

G(x,y)

. A singularity p0 is

a point in the domain where V (p0) = 0. p0 is isolated if there exists an open neigh-

borhood U of p0 with the property that p0 is the unique singularity in the interior of

U and there are no singularities on the boundary of U . An isolated singularity p0 can

be characterized by its Jacobian DV (p0) =

a b

c d

, where a = ∂F
∂x (p0), b = ∂F

∂y (p0),

c = ∂G
∂x (p0), and d = ∂G

∂y (p0). The local linearization of V at a point p0 is a function

LV (p) = DV (p0)(p−p0).

We now consider how the angular component of a vector field changes on an in-
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Figure 3.4: This figure illustrates the importance of singularity and separatrix extraction
in quad-dominant remeshing. Given a 3D model (left), the singularities and separatrices
are highlighted by colored dots and curves, respectively. Including separatrices during
remeshing can lead to better meshes near the singularities (right) than not including
them (middle).

finitesimal circle Γ centered at p0. Given a point p ∈ Γ, we have p = p0 +

r cosθ

r sinθ


where (r,θ) are the polar coordinates. The local linearization at p0 is LV (p)= r

acosθ +bsinθ

ccosθ +d sinθ

.

The angular component is

tan−1(
ccosθ +d sinθ

acosθ +bsinθ
) (3.5)

which has a derivative

ad−bc
(acosθ +bsinθ)2 +(ccosθ +d sinθ)2 (3.6)

When ad−bc 6= 0, the sign of the quantity ad−bc is related to the Poincaré index

of p0, which is defined in terms of the winding number for the Gauss map.

Let V be a continuous planar vector field and D0 ⊂ R2 be the zero set for V . The

Gauss map ε : R2 \D0→ S1 is defined as ε(x) = V (x)
|V (x)| . ε is continuous in R2 \D0. In
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particular, it introduces a continuous map ε|Γ on any simple loop Γ that does not contain

any singularity. When traveling along Γ in the positive direction once, the image under

ε|Γ necessarily covers the unit circle S1 an integer number of times counting orientation.

This integer is the winding number of V along Γ. The Poincaré index of an isolated

singularity p0 is the winding number of any simple loop that encloses p0 and contains

no other singularities either in its interior or on the boundary. Denote this number as

κ(V ;p0). The Poincaré index is +1 for sources, sinks, centers, and foci. It is −1 for

saddles, and 0 for regular points.

The Poincaré-Hopf theorem links the topology of a vector field to that of the under-

lying domain in the following way. Let M be a closed orientable manifold with an Euler

characteristic χ(M). Furthermore, let V be a continuous vector field defined on M with

only isolated singularities p1, ...,pn. Then

n

∑
i=1

κ(V ;pi) = χ(M) (3.7)

.

We now extend the concepts of singularities to N-RoSy fields where N ≥ 2. Given

a planar N-RoSy field S, we define VS(p) = γ(S(p)) as the representation vector field

of S. Then, a point p0 is an isolated singularity of S if and only if it is also an isolated

singularity of VS. We define the index of a singularity p0 with respect to S as

κ(S;p0) =
κ(VS;p0)

N
(3.8)

A singularity p0 is of L-th order if its index is | LN |. p0 is positive, negative, or regular
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if κ(S;p0) > 0, κ(S;p0) < 0, or κ(S;p0) = 0, respectively. As in the case of vector

fields and tensor fields, an L-th order singularity can be constructed by clustering L first-

order singularities [66, 11]. Assuming an N-RoSy field has first-order singularities only,

N|χ(M)| provides a lower bound on the number of singularities in the field. While more

singularities can occur, their signed sum remains constant, i.e., χ(M).

Figure 3.2 shows natural symmetries on the Platonic solids. To understand what

symmetry is natural in a shape, let us consider the total angle around a vertex of the

cube, which is 3π

2 . In order to admit continuity across such a corner, one must accept

a rotation of π

2 , which is essentially the case when N = 4. Similarly, an octahedron

naturally admits 3-RoSy’s, an icosahedron admits 6-RoSy’s, a dodecahedron admits 10-

RoSy’s, and a tetrahedron admits 2-RoSy’s (tensors). In all these cases, there are K first-

order positive singularities where K is the number of vertices in the shape. Furthermore,

the total signed index sum is 2, which is the Euler characteristic of a genus-zero surface.

Let β be the angle of deficit of a vertex, which equals 2π minus the total angle around the

vertex. β 6= 0 implies that the neighborhood of the vertex is likely to admit an N = 2π

|β |

symmetry. When β > 0, the vertex is a positive singularity, and when β < 0, the vertex

is a negative singularity. Next, we discuss the separatrices in an N-RoSy field.

3.2.2 Separatrices

A separatrix in a vector field is a trajectory that passes through a saddle. The topology

of a vector field on a two-dimensional surface consists of singularities and separatrices.

Extending the definition of separatrices to N-RoSy fields when N ≥ 2 is more difficult
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because separatrices can emanate from singularities with a positive index. To address

this, Delmarcelle and Hesselink [11] define separatrices for a tensor field (2-RoSy) as the

boundaries of a hyperbolic sector, which is a region in the vicinity of a singularity inside

which trajectories sweep pass the singularity. As an example, there are four hyperbolic

sectors for every saddle.

We adopt this approach and define separatrices of an N-RoSy field S as the boundary

of a hyperbolic sector for a singularity. Figure 3.5 (a-d) show the four hyperbolic sectors

for a positively-indexed singularity in a 3-RoSy field, and (e) their composition. The red

lines are incoming separatrices and the green lines are outgoing separatrices. In (f) we

show the separatrices of a negatively-index singularity in a 4-RoSy field. When N is

even, separatrices do not have directions. Notice when N ≥ 3, hyperbolic sectors can

overlap, which is a reflection of the fact that there are N member vectors. When N is

even, there are N
2 streamlines passing through every non-singular point. When N is odd,

there are N such streamlines.

To extract separatrices, we make use of the following observation: a separatrix ap-

proaches a singularity in a radial direction. In other words, given an isolated singularity

p0, we consider its local linearization DS =

a b

c d

, which is defined in terms of the

linearization of the representation vector field. On an infinitesimal circle centered at p0,

we consider directions v = p−p0 such that v is also a member vector at p. Let φ be

the angular coordinate of one of the member vectors. The aforementioned statement is

equivalent to finding directions v =

cosθ

sinθ

 such that
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Nθ ≡ Nφ mod 2π (3.9)

which can be used to find a separatrix that passes through the singularity. Note that this is

consistent with the definitions of separatrices in vector fields [73] and tensor fields [11].

The condition can be rewritten as

sinNθ

cosNθ
=

ccosθ +d sinθ

acosθ +bsinθ
(3.10)

Recall that

cosNθ =
N

∑
i=0

cos
iπ
2

N

i

cosN−i
θ sini

θ (3.11)

sinNθ =
N

∑
i=0

sin
iπ
2

N

i

cosN−i
θ sini

θ (3.12)

.

Consequently, solving Equation 3.10 amounts to finding the roots of an (N+1)-th order

polynomial.

A first-order negative singularity has N + 1 separatrices while a first-order positive

singularity has at most N +1 separatrices. Note that the above definition extracts all the

separatrices in an N-RoSy field S only when N is even. In case N is odd, the solutions

to Equation 3.10 correspond to the outgoing separatrices only. To capture the incoming

separatrices, we need to compute the solutions to
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(a) (b) (e)

(c) (d) ( f )

Figure 3.5: The separatrices of an N-RoSy field are the boundaries of the hyperbolic
sectors in the vicinity of a singularity. In (a)-(d), we show the four hyperbolic sectors
for a positive singularity of a 3-RoSy field. These sectors overlap and each of them
has an incoming separatrix (red line) and an outgoing separatrix (green line). Together,
they describe the topology of the field near the singularity (e). In (f), we show the
separatrices for a negative singularity in a 4-RoSy field. Notice that separatrices do not
have directions when N is even.

Nθ ≡ Nφ +π mod 2π (3.13)

which is equivalent to computing the separatrices of−S. Next, we describe how we rep-

resent an N-RoSy field on a triangular mesh surface and how to extract the topological

features in the discrete setting.
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3.2.3 Discrete Representation

On a triangular mesh, we use a vertex-based representation for an N-RoSy field S. In

such a setting, the values of S are defined at the vertices and interpolations are used to

obtain values on edges and inside triangles. Note that in practice we use the representa-

tion vector field VS instead of S itself.

When the triangular mesh represents a planar domain, we use the popular piecewise

linear interpolation scheme of vector fields [73]. Basically, inside every triangle the rep-

resentation vector field VS is linear and therefore can be expressed as

ax+by+ e

cx+dy+ f


under the global coordinate systems. Here,

a b

c d

 is the Jacobian of the representa-

tion vector field, and it is constant inside every triangle. This representation supports

efficient singularity and separatrix extraction. We perform the following steps in com-

puting the topology of an N-RoSy field.

1. We locate the singularities of the representation vector field using the method

in [73] and compute the linearization, which is constant for each triangle.

2. We extract separatrix directions by solving Equation 3.10 for every singularity.

3. For each separatrix direction w, we perform streamline tracing from a point suffi-

ciently close to the singularity in the direction of w.

On meshes that represent curved surfaces, the above piecewise linear scheme no

longer produces continuous N-RoSy fields. We refer the readers to [87] for an example
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when N = 1. Furthermore, a curved surface in general lacks a global parameterization

and consistent local frames. To overcome these problems, Zhang et al. [87] develop

a non-linear interpolation scheme that produces continuous vectors fields and supports

efficient singularity and separatrix extraction. Their scheme is based on the ideas of

geodesic polar maps and parallel transport from differential geometry. Extending this

scheme to N-RoSy fields is straightforward, and it has been done when N = 2 [88].

Recently, Wang et al. [81] have proposed another scheme based on edge subdivision and

discrete differential forms. Adapting their scheme to N-RoSy fields is also promising.

3.3 Design of N-RoSy Fields

In this section, we describe our design system for N-RoSy fields on 3D surfaces. In our

approach, the user can create a field either from scratch or by modifying an existing field,

such as the curvature tensor. Our system allows a user to add features to the field, to

remove unwanted singularities, and to relocate singularities to more natural locations.

These functionalities can be used in pen-and-ink sketching to reduce visual artifacts

caused by singularities (Section 3.5.1) and in geometry remeshing to maintain geometry

details (Section 3.5.2).

Our design system employs a two-stage pipeline: initialization and editing. In the

first stage, the user quickly creates or modifies an N-RoSy field through a set of con-

straints called design elements. Design elements can be in the forms of desired ori-

entations or singularities at a given point. The field obtained this way often contains

unwanted or misplaced singularities, which can be handled in the second stage through
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editing operations such as singularity pair cancellation and movement. This pipeline

is consistent with the design systems for vector fields [87] and tensor fields [88] when

N = 1 and N = 2, respectively. Given the intrinsic connection between an N-RoSy and

its representation vector, our design system can be adapted from a vector field design

system such as [87]. Next, we describe our implementations for both stages.

3.3.1 Initialization

There have been a number of techniques for creating a vector field on a 3D surface,

such as blending basis fields on surfaces [87] or in 3D [79], relaxation [75, 83], and

propagation [58]. These approaches provide tradeoffs among a number of factors such

as controllability, interactivity, and ease of use. For planar domains, the idea of using

basis fields is highly desirable due to its simplicity and intuitiveness [78]. We employ

this approach to create an N-RoSy field S in the plane by creating its representation

vector field VS. Basically, given a set of constraints C = {c1, ...,ck}, we define VS =

∑
k
i=1VSi where

VSi(ρ,θ) = e−dρ2

cosN(Lθ

N +θ0)

sinN(Lθ

N +θ0)

 (3.14)

In the above equation, (ρ,θ) are the polar coordinates of a point (x,y) with the center

of ci being the origin. θ0 is the phase shift constant that can turn a source into a sink or

a center when N = 1. L is the order of the design element. When L = 0, Equation 3.14

leads to a field of a constant direction. When L 6= 0, the design element is either a



49

positive or negative L-th order element. Finally, d is a constant that is used to describe

the falloff speed in the strength of VSi . Such a falloff function enables fast blending of

basis fields so that a user-desired pattern is not affected by other basis fields [78].

While our system can be used to generate singularities of arbitrary orders, we are

primarily interested in the cases when L = 0 or L =±1 since an L-th order element can

be simulated by combining L first-order elements.

On surfaces, the idea of blending basis vector fields encounters a serious difficulty,

i.e., Equation 3.14 requires a global parameterization, which is often unavailable for a

3D surface. Zhang et al. [87] address this problem by computing a global parameteri-

zation with respect to each design element. However, this approach is rather expensive.

Van Wijk [79] creates volume basis vector fields before projecting them onto the tan-

gent planes. While this approach is fast, it is difficult to achieve local patterns such as

sources, sinks, and saddles due to surface curvature.

Relaxation techniques such as [75, 83] provide a nice balance between controlla-

bility and computational cost. In this approach, vector values are defined at a (small)

number of vertices. Then, values elsewhere are obtained by solving a Laplace equation

on each of the three components of the vector field with the specified vector values be-

ing the boundary conditions. While being fast and relatively easy to implement, two

issues must be addressed before we can use such an approach to create N-RoSy fields

on surfaces. First, how do we automatically generate vector values so that the resulting

N-RoSy field contains the desired singularities. Second, directly performing relaxation

on the representation vector field VS is likely to produce undesired results as VS depends

on the local frame. Yet, without a global parameterization, local frames at the vertices
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are typically uncorrelated.

The first issue can be resolved relatively easily. Given a design element whose

L = −1,0,1, we can compute the N-RoSy values at the three vertices of the triangle

containing the design element. When |L| > 1, the support of the element is larger than

one triangle. In practice, we find it sufficient to only specify zeroth- and first-order

design elements as an L-th order element can be created by designing L first-order ele-

ments.

The second issue is more challenging, and it is related to the concept of parallel

transport from differential geometry. Consider two points p and q on the surface M and

a geodesic Γ : [0,1]→M such that Γ(0) = p and Γ(1) = q. Given two vectors vp and vq

that are defined at p and q respectively, vp is said to be equivalent to vq with respect to

Γ if the angle between vp and Γ′(p) is equal to the angle between vq and Γ′(q). Recall

that the shortest geodesic between the two incident vertices is the edge connecting them.

This allows us to set up the Laplace equation ∇2V = 0 and its discrete form on a mesh

surface,

wi = ∑
j∈J

ωi jTi j(w j) (3.15)

where wi is the representation vector value at vertex vi, ωi j is the mean value coordi-

nate [16] and Ti j is the transport function from the tangent plane at vertex v j to vertex

vi. Let

Fi

Gi

 be the coordinates of wi under the local frame at vertex vi. Equation 3.15

has the following more explicit form:
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Fi

Gi

= ∑
j∈J

ωi j

cosN∆θi j −sinN∆θi j

sinN∆θi j cosN∆θi j


Fj

G j

 (3.16)

where ∆θi j is the difference between the angle from the X-axis to the geodesic at q and

that from the X-axis to the geodesic at p.

Equation 3.16 is a sparse linear system that can be solved efficiently by a bi-conjugate

gradient solver.

There have been a number of other relaxation methods for smoothing a 4-RoSy

field that are similar to our formulation in spirit. Hertzmann and Zorin [23] define a

non-linear functional. While high-quality, it is more time-consuming than linear opti-

mization approaches. Ray et al. [60] set up a linear system by performing smoothing on

member vectors. As discussed in Section 3.1, smoothing (adding) member vectors may

lead to incoherent results.

Note that none of the aforementioned techniques including relaxation provide ex-

plicit control over the number and location of the singularities in the field. Conse-

quently, unwanted or misplaced singularities can occur. We address this issue through

topological editing operations such as singularity pair cancellation and movement, to be

described next.

3.3.2 Editing

Topological control over an N-RoSy field requires the ability to perform local modifica-

tion to the field near a singularity. Our system offers two topological editing operations:
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Figure 3.6: Vector field singularity cancellation [87].

singularity pair cancellation and singularity movement. Singularity pair cancellation

allows a first-order positive singularity to be canceled with a nearby first-order negative

singularity. Note that a singularity cannot be removed by itself due to the topological

constraints imposed by the surface. Singularity movement allows a singularity to be

moved to a more desirable location. Given the vector-based representation of an N-

RoSy field, we perform both operations on its representation vector field, which allows

us to reuse corresponding vector field editing algorithms such as [87].
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In their framework, singularity pair cancellation and movement operations are im-

plemented in a unified fashion that is based on Conley index theory from dynamical

systems [49]. According to this theory, a reasonably close singularity pair s−, s+ (s−

having an index of−1 and s+, +1) be made to look like the field shown in the top left of

Figure 3.6, via a field rotation. To cancel the pair, one can systematically find a region

R that encloses the singularity pair without covering any other singularities. By con-

struction, R will have a trivial Conley index, which means that it is possible to alter the

flow inside the region such that no singularity exists after the modification (Figure 3.6,

top-right).

R is found via the method shown in bottom row of Figure 3.6. On the left, a region

R+ is generated by following the flow forward from a neighborhood of s+ . Similarly,

a region R− is obtained by following the reverse flow from a neighborhood of s . When

there is a unique connecting orbit between s+ and s−, R = R+∩R− is an isolating block

with trivial Conley index. In Figure 3.6 (bottom-right), two valid regions R1 and R2 are

obtained by using different sizes of neighborhoods of s− . R2 is preferred, since it is

larger and tends to result in smoother flows after the cancellation. Singularity movement

is performed similarly. Zhang et al. [87] provide practical, more detailed algorithms to

compute the region and perform vector-valued Laplacian smoothing in order to modify

the flow inside. We refer the readers to [49] for details on Conley index theory and

to [87] for the implementation details on topological editing on vector fields.

Figure 3.7 illustrates topological editing operations on a 4-RoSy field that contains

two positive singularities and one negative singularity (left). First, the negative singu-

larity is cancelled with a positive singularity (middle). Next, the remaining singularity
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Figure 3.7: This figure illustrates the topological editing operations of our system. The
fields shown in the images are: a 4-Rosy field with three singularities (left), after sin-
gularity pair cancellation (middle), and after singularity movement (right). The actual
editing was performed on the representation vector fields, which allows us to reuse cor-
responding vector field editing operations.

is moved (right). The actual pair cancellation and movement operations are conducted

on the representation vector fields.

Performing singularity pair cancellation and movement on surfaces requires the abil-

ity to conduct Laplacian smoothing on the representational vector field inside a region.

To avoid the use of surface parameterization that is computationally expensive, we reuse

the idea of parallel transport discussed in Section 3.3.1, which allows relaxation to be

carried out on surfaces.
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3.4 Automatic Geometry-Aware N-RoSy field generation with singularity

clustering

For some applications, we wish to automatically generate a field based on the shape

of the surface, with minimal user input and specific field properties. For instance, in

quadrilateral and hexagonal remeshing based on global parametrization, it is often de-

sirable for the field that guides the parametrization to be aligned with the curvature; this

is because the parameterization will determine the orientation of the edges, and having

edges that go against the curvature result in a poor approximation of the input surface

(Figure 3.8).

In this section, we describe our pipeline for generating a geometry-aware N-RoSy

field F given an input surface S. The goal of this work targeted global tilings and remesh-

ing [52] and so (while the algorithms work for the general N-RoSy case) the applications

are primarily for the cases of 4- and 6-RoSy. Another distinction from the rest of this

chapter is that here the directions are stored piecewise-constant on the faces of the out-

put mesh, so higher-order singularities can be created on the vertices and the resulting

fields are compatible with the remeshing techniques described in [33, 5, 52].

We first review some relevant properties of N-RoSy fields from earlier sections.

An N-RoSy field F has a set of N directions at each point p in the domain of the field:

F(p)= {Ri
Nv(p)}, i∈{0, . . . ,N−1}. where the vector v(p)= ρ(p)(cosθ(p),sinθ(p))T

is one of the N directions, and Ri
N is the linear operator that rotates a given vector by

2iπ
N in the corresponding tangent plane. A singularity is a point p0 such that ρ(p0) = 0

and θ(p0) is undefined; p0 is isolated if the value of ρ 6= 0 for all points in a sufficiently
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small neighborhood of p0, except at p0. An isolated N-RoSy singularity can be mea-

sured by its index, which is defined in terms of the Gauss map [55] and has an index of

I
N , where I ∈ Z. A singularity p0 is of first-order if I =±1. When |I|> 1, p0 is referred

to as a higher-order singularity. A higher-order singularity with an index of I
N can be

realized by merging I first-order singularities.

Requirements and Pipeline. There are a number of goals that we wish to achieve

with our automatic field generation.

First, we wish to control the number, location, and type of singularities in the field.

When performing quadrangular and triangular remeshing, the singularities in the guid-

ing 4- or 6-RoSy field correspond to irregular vertices in the mesh. Such singularities

can also lead to the breakup of texture and geometry patterns during pattern synthe-

sis on surfaces. Consequently, the ability to control the number, location, and type of

singularities in the field can improve quality of remeshes and surface tilings.

Second, the field needs to be smooth, or distortion can occur in the resulting param-

eterization that has undesirable effects for triangular remeshing and surface tiling.

Third, we need the parameter lines in the parameterization to be aligned with the

feature lines on the surfaces, such as ridge and valley lines (see Figure 3.8). In addition,

it has been documented that having texture directions aligned with the feature lines in

the mesh can improve the visual perception of texture [86].

Note that these requirements may conflict with each other. For example, excessive

reduction of singularities can lead to high distortion in the field, and an overly-smoothed

field may deviate from feature lines. To deal with this we adopt the framework of Ray et

al. [61]. In their framework, a set of user-specified constraints and a modified Gaussian
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Figure 3.8: For remeshing, edges should follow principal curvature directions (right).
Edges ignoring surface features (left) cause ”twisting” artifacts (on the ears).

curvature K̄ defined at the vertices are used to generate a sparse linear system whose

solution (after several iterations) is the RoSy field that matches the constraints and K̄

in the least square sense. Each constraint represents a desired N-RoSy value, i.e., N

directions, at a given point. In our case we wish to have our field aligned with principal

curvature directions. The user-specified K̄ is a vertex-based function defined on the

mesh, whose value at a vertex represents the desired discrete Gauss curvature at this

vertex to be reflected by resulting field curvature. The integral of K̄ over S must be

equal to 2πχ(S) where χ(S) is the Euler characteristic of the surface S. It allows the

user to specify the location and type of singularities in the field. For example, a vertex

with a K̄ value of 2kπ

N should have a singularity of index k
N in the resulting field. We

would like to note that other field generation systems that allow directional constraints

and the specification of singularities of index greater than 1
N can also be used (such as

the one described in [62, 9]). We use the geometry-aware method of Ray et al. because
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it gives additional control over the initial number singularities if desired.

Given a surface with complex geometry and topology, it can be labor intensive

to provide all necessary constraints through a lengthy trial-and-error process. Conse-

quently, we automatically generate the directional constraints as well as K̄, which is at

the core of our algorithm for field generation. Our algorithm consists of two stages.

First, we identify a set of directional constraints based on the curvature and solve for an

initial 6-RoSy field using these constraints only. Second, we extract all the singularities

in the initial field and perform iterative singularity pair clustering until the distance be-

tween any singularity pair is above a given threshold. The remaining singularities will

be used to generate new values for the vertex function K̄, which will be used to generate

the final RoSy field with reduced singularities. We describe each of these stages in more

detail next.

Automatic Constraint Identification. To automatically identify directional con-

straints, we need to answer the questions of where to place constraints and what direc-

tion is assigned to each constraint.

Recall that we wish to align the parameter lines with feature lines such as ridges and

valleys, i.e., the principal direction in which the least bending occurs. Note that the di-

rections in the 6-RoSy field are the gradients of the parametrization [52]. Consequently,

we will choose the principal direction that has the most bending, i.e., maximum absolute

principal curvature, as one of the directions in the 6-RoSy. We estimate the curvature

tensor of the mesh using the method of Meyer et al. [48].

Principal curvature directions are most meaningful in cylindrical and hyperbolic re-

gions due to the strong anisotropy there. However, while purely hyperbolic regions
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possess strong anisotropy, the absolute principal curvatures are nearly indistinguish-

able, thus making both principal curvature directions candidates. Moreover, the two

bisectors between the major and minor principal curvature directions can also provide

viable choices for the edge directions in hyperbolic regions. Due to the excessive choice

of directions in hyperbolic regions and insufficient choice of directions in planar and

spherical regions, we only generate directional constraints in cylindrical regions. Note

that using the asymptotic directions could result in neighboring triangles being con-

strained with directions that differ by rotations of π

2 ; while this causes no problems in

4-RoSy field generation, such constraints conflict in the case of 6-RoSy field generation.

We make use of a representation of the curvature tensor that readily exposes where

on this spectrum of classification any point on a given surface falls. Using the trace-

and-deviator decomposition similar to those employed in [89], the curvature tensor T at

a point p ∈ S can be rewritten as:

T =

κ1−κ2

2

cos2θ sin2θ

sin2θ −cos2θ

+
κ1 +κ2

2
Id


=

ρ√
2

cosφ

 cos2θ sin2θ

sin2θ −cos2θ

+ sinφ · Id

 (3.17)

where κ1 and κ2 are the principal curvatures at p, ρ =
√

κ2
1 +κ2

2 , φ ∈ [−π/2,π/2] =

arctan(κ1+κ2
κ1−κ2

), θ ∈ [0,π) is the angular component of the maximum principal direction

measured in the local frame at p, and Id denotes the identity map. Note that the first

component in the sum is traceless and symmetric, while the second is a multiple of the
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Figure 3.9: Surface classification scheme to determine directional constraints. φ ∈
[−π/2,π/2] is color mapped to the [BLUE,RED] arc in HSV color space: Left top:
continuous mapping. Bottom: binned classification. The legend (right) shows surfaces
patches which are locally similar to points with given values.

identity matrix. T (p) can now be classified using (ρ(p),φ(p)), which spans a half plane.

There are six special configurations on this half plane, the first satisfying ρ(p) = 0, i.e.,

the local geometry near p is planar. For the remaining five configurations we have

ρ(p) > 0. Respectively, they correspond to φ(p) = π

2 (spherical), φ(p) = π

4 (cylindri-

cal), φ(p) = 0 (purely hyperbolic), φ(p) = −π

4 (inverted cylindrical), and φ(p) = −π

2

(inverted spherical). With this representation, we can classify any point ρ(p) as being

planar if φ(p) is smaller than a given threshold δ , elliptical if φ(p)≥ δ and |φ(p)|> 3π

8 ,

hyperbolic if φ(p) ≥ δ and |φ(p)| < π

8 , and cylindrical otherwise, i.e., φ(p) ≥ δ and
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π

8 ≤ |φ(p)| ≤
3π

8 . We wish to point out the tensor-based decomposition is equivalent to

the concept of shape index [35].

Given the classification, we propagate the directions in the cylindrical regions into

non-cylindrical regions (planar, spherical, hyperbolic) using energy minimization, an

approach taken in [5]. To accomplish this, we pick the points where ρ (the tensor

magnitude) is above certain a threshold tρ , and label these points as having “strong”

curvature (in all of our examples, we have chosen tρ so that 35 percent of the area of

S is so-labeled). From this set of points, we use only the directions of the cylindrical

points as constraints; that is, the points for which φ ∈ [−3π/8,−π/8]∪ [π/8,3π/8]

(Figure 3.10). Finally, we select the maximum direction θ as the constraint direction at

points where φ > 0 and the minimum direction θ +π/2 where φ < 0. Recall that the

directions in the output field specify the gradients in our resulting parameterization, and

we wish one of the isolines of the parameters to be orthogonal to the direction in which

the surface is bending the most. Clearly, the above directions satisfy this requirement

(see the shapes on the right side of the right image in Figure 3.9). Finally, the constraints

are used to set up a linear system [61] whose solution gives rise to our initial RoSy field.

For our solver, we use the geometry-aware N-RoSy field generation technique pro-

posed by [61], as it allows us to control the level of geometric detail that is reflected by

singularities, and also plays a role in the implementation of our singularity clustering

technique. This system, based on discrete exterior calculus (DEC) [25], filters (locally

averages) the Gauss curvature K of S to produce K̄ and then computes a target field cur-

vature Ct using the difference between K and K̄. Ct is then used to modify the angles by

which directions rotate when parallel transported along mesh edges. This compensates
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Figure 3.10: Selection of constraints. Left: Color mapping of ρ . Middle: Highest 35%
of values; colors are based on φ as in Figure 3.9. We use maximum curvature directions
where φ > 0 (yellow) and minimum directions where φ < 0 (cyan) as being orthogonal
to the direction in which the surface is bending the most (see close-up, right). Notice
that chosen directions in nearby yellow and cyan regions agree as they would not if we
had selected only one of the curvature directions everywhere.

for the actual curvature of S, and direction fields computed on S under these conditions

behave as though S has a Gauss curvature of K̄. Since K̄ is smoother than K, such fields

have reduced topological noise, which makes them more suitable for our parameteriza-

tion algorithm.

Automatic Singularity Clustering. Our initial field was obtained from directional

constraints only. Consequently, it typically consists of only first-order singularities.

Given a surface with rather complex geometry and topology, the number of singulari-

ties can be rather large. Furthermore, while the location of the singularities tend to be

appropriate (in high curvature regions), many of them form dense clusters. Having sin-
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Figure 3.11: Clustering pipeline: (a) Initial field. (b) Singularity graph G. (c) Reduced
graph obtained by performing edge-collapses. The region R is shown in green. (d)
Reduced field generated by resolving in R with singular constraints at the nodes of G
and directional constraints at the boundary of R.

gularities in closer proximity can lead to difficulties in the resulting parameterization.

This is because the singularities will be constrained to be on a lattice in the parameter

space as typically required by most global parameterization methods [33, 5]. Conse-

quently, the smallest distance between any singularity pair will be mapped to a unit in

the parameter space. If the smallest distance is too small, the two involved singularities

may be mapped to the same point on the lattice, leading to a locally infinite stretching

in the parameterization. Figure 3.12 illustrates this.

To address this, many field generation techniques constrain the number of singu-

larities to be as few as possible [62], but this represents another extreme, where the

field directions can become highly distorted in some regions. Furthermore, many of the

aforementioned approaches require much user interaction [55, 62, 61], which can be

time-consuming for models with complex geometry and topology.

Our goal is to automatically reduce the number of singularities in the field while

retaining the locations of the remaining singularities inside high curvature regions. To
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Figure 3.12: Singularities which are closer than the grid size may force the parameter-
ization to degenerate locally (left). This artifact can be avoided by either choosing a
finer grid size (middle) or by merging nearby singularities with our clustering approach
(right).

achieve this we employ the following process.

First, we extract the singularities in the initial RoSy field (using the method described

in [61]) which we use to build a graph embedded in the surface. The nodes of this

graph are the singularities in the field, and the edges representing proximity information

between singularity pairs. We refer to this graph as the singularity graph G. To construct

G, we compute a Voronoi diagram with the singularities as sites. The dual graph gives

rise to the singularity graph [14].

Second, we iteratively perform edge collapses on this graph, which is equivalent

to performing singularity pair clustering (merging or cancellation), until the minimal

surface distance between any singularity pair is above a given threshold. Every time a

singularity pair is clustered, we compute the sum of the singularity indexes and place

a singular constraint with the sum as its desired index. Note that we do this even if

the sum is zero, i.e., singularity pair cancellation. The singularity constraint is placed

on the path between the two original singularities, closer to the one with the Gaussian
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curvature of highest magnitude. This is an attempt to keep singularities near the features

that caused them to originally appear during initialization and is accomplished by in-

terpolating along the geodesic from p0 to p1 using the value |K(p1)|/(|K(p0)+K(p1)|,

where K(p) is the Gaussian curvature at p ∈ S. We continue to collapse edges in the

order of increasing edge-length on G until no edge of length less than dsing remains. At

the end of this process, we will have generated a set of singularity constraints, i.e., the

remaining vertices in the graph, which is then used to update the field in the vicinity of

these singularities. In the case of fields generated for remeshing, dsing can be selected

based on the edge-length of the output mesh. We choose dsing to be 0.1B where B is

the size of the bounding box for the model. For a visual summary of the algorithm, see

Figure 3.11.

Third, we modify K̄ based on the singularity constraints. Recall that the K̄ is sim-

ply a smoothed version of the discrete Gauss curvature during the generation of the

initial field. The singularity constraints, produced in the previous step, consist of a set

of vertices in the mesh and a desired singularity index t(p) for each such singularity

constraint p. We modify K̄ such that it is zero everywhere on the surface except at

singularity constraints where the value of K̄ is 2π

N t(p). Notice that such assignment sat-

isfies the constraint that the integral of K̄ over S is equal to 2πχ(S). We now modify the

field by solving the same system used to generate the initial field, with one difference:

we do not update the field everywhere on the surface. Instead, we generate a region

R = {p|d(p,Vcollapse) < dsing}, where Vcollapse is the set of vertices that were members

of collapsed edges in G, and update the field only in R. That is, the field values are fixed

in the complement of R and the values on the boundary of R will serve as the boundary
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conditions when updating the field in R; the original directional constraints are ignored

in this step. In this way, we largely preserve the results of the field generated from the

directional constraints, but force the merging and cancelation of singularities in the re-

gions where large clusters had appeared before. The field values for vertices inside R

are then updated. We have found this technique to be efficient in controlling the singu-

larities.

3.5 Applications

We have applied our design system to pen-and-ink sketching and quad-dominant remesh-

ing. In this section we describe example applications to these domains and discuss the

benefits and drawbacks of the methods described in this chapter.

3.5.1 Pen-and-ink Sketching of Surfaces

Pen-and-ink sketching of surfaces is a non-photorealistic style of shape visualization.

The efficiency of the visualization as well as the artistic appearance depend on a num-

ber of factors, one of which is the direction of hatches. Girshick et al. [18] show that

3D shapes are best illustrated if hatches follow principle curvature directions. How-

ever, curvature estimation on discrete surfaces is a challenging problem. While there

have been several algorithms that are theoretically sound and produce high-quality re-

sults [23, 48, 8, 64], most of them still rely on smoothing to reduce the noise in the

curvature estimate. Consequently, these methods do not provide control over the sin-
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gularities in the field. Hertzmann and Zorin [23] propose the concept of cross fields,

which are 4-RoSy fields obtained from the curvature tensor (a 2-RoSy field) by remov-

ing the distinction between the major and minor principle directions. They demonstrate

that smoothing on the cross field tends to produce more natural hatch directions than

smoothing directly on the curvature tensor. They also point out the need to control the

number and location of the singularities in the field. Zhang et al. [88] address this issue

by providing singularity pair cancellation and movement operations on the curvature

tensor field. However, their technique cannot handle a 4-RoSy field.

In this work, we follow Hertzmann and Zorin [23] by treating hatch directions as a

4-RoSy field and use topological editing operations to control the number and location

of the singularities. Figure 3.14 illustrates the utility of topological editing operations

with the Bimba model. The original 4-RoSy field (left) was obtained from the curvature

tensor, which we computed using the algorithm of Meyer et al. [48]. This field contains

three singularities on the visible side of the face, which cause visual artifacts in the

result. Two of them (on the lower side of the face near the neck) were removed through

singularity pair cancellation (middle), and the third one (near the corner of the right eye)

was moved within the highlight region (right).

Figure 3.1 provides the following comparisons with the Venus model: 2-RoSy (a)

versus 4-RoSy (b), and topological editing (c) versus global smoothing (d). Represent-

ing the curvature tensor as a 4-RoSy field leads to smoother results. Notice the visual

artifacts caused by the singularities on the chest in (a). The hatch directions in those

regions are more natural with 4-RoSy’s (b). In (c) and (d), we compare topological

editing and global smoothing that can both be used to further reduce the visual artifacts



68

caused by unwanted singularities. Compare these images to (b) near the chest and un-

der the armpit. Furthermore, topological editing operations provide local control that is

lacking in global smoothing. Notice that excessive global smoothing can lead to signifi-

cant deviations in the hatch directions. Compare (b) and (d) around the neck and on the

chest. Topological editing operations, on the other hand, preserve curvature directions

in regions where topological editing was not performed. See the same regions in (c).

3.5.2 Quadrilateral and Hexangonal Remeshing

The problem of creating quadrilateral meshes from input triangle meshes has been well

studied. Almost all methods employ a rotational symmetry field (often derived from the

curvature tensor) to guide the edges of the mesh. Earlier techniques relied on stream-

line tracing to create the edges [1], while most recent methods also construct a global

parameterization as an initial step and then use this mapping to tile the surface with

quadrilaterals [60, 33, 5]. The authors of [52] explore using the global parameterization

technique to create highly regular triangular output meshes (in which most of the faces

are close to equilateral and most vertices have exactly 6 adjacent faces) from irregular

input meshes.

Figure 3.15 shows the results of using one of our output 4-RoSy fields as input to the

streamline method described [1]. The outputs from our method described in Section 3.4

can also be used in the global parameterization methods (Figures 3.16).
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Figure 3.13: Geometry-aware 4-RoSy field and corresponding texture tiling.
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Figure 3.14: Topological editing operations were applied to pen-and-ink sketching of
the Bimba model in order to remove visual artifacts caused by undesirable singularities.
The original 4-RoSy field (left) contains a number of such singularities on the visible
side of the face (left). Two of them (on the lower side of the face near the neck) were
removed through singularity pair cancellation (middle). Next, a singularity near the
corner of the right eye was moved to reduce the amount of discontinuity in the hatching
directions near the eye.
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Figure 3.15: 4-RoSy field design was applied to quad-dominant remeshing. The field
in the top was obtained by performing smoothing on a 4-RoSy field derived from the
curvature tensor, while the field in the bottom was obtained by performing a sequence
of topological editing operations on the same tensor field. Notice that while both fields
are smooth, the field in the bottom contains singularities that situate in natural locations
such as near the leg. In contrast, the field in the top is overly smooth and does not follow
the curvature directions in many parts of the model.
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Figure 3.16: A 6-RoSy field designed using our system is used to guide the triangles of
this remeshed model, leading to extremely regular triangular elements [52].
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Chapter 4: Visualization of Rotational Symmetry Fields On Surfaces

In this chapter, we address the problem of interactively visualizing the N-RoSY fields

introduced in Chapter 3. Despite the number of applications, there has been very little

published work on the visualization of N-RoSy fields for N > 2. Some vector and

second-order tensor field visualizations, such as arrow glyphs and streamline tracing,

can be extended in relatively straightforward ways to handle N-RoSy fields for higher

values of N. However, many of these techniquees are not without drawbacks.

Images generated using directional glyphs, for instance can appear cluttered (espe-

cially as the number of directions at each point increases) as is demonstrated in Fig-

ure 4.1. Also, they are an inherently discontinuous representation of a continuous phe-

nomenon; for instance, as field complexity increases the “connectivity” of the field can

be lost due to the discrete sampling.

Streamlines can do a better job of capturing the continuous nature of N-RoSy fields,

however, even for a vector field, covering an entire planar domain or surface with suffi-

ciently dense and evenly-spaced streamlines is a time-consuming task. Also, unless they

are retraced on every frame (exacerbating the computational cost), the streamlines must

be stored in order to support interactive display. Finally, streamline-based methods can

often miss important features such as singularities, as well as local flow patterns around

these points. All of these difficulties carry over to the N-RoSy case.

We propose the following desirable qualities for any visualization of N-RoSy fields:
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1. Can show all N directions simultaneously.

2. Has interactive frame-rates.

3. Can capture the continuous nature of the field, as well as topological features such

as singularities.

4. Avoids as much as possible the clutter often associated with visually encoding so

much directional information.

5. Can handle both the planar and surface cases.

Texture-based visualizations of vector fields have often been lauded for satisifying

items 2 and 3 on the above list, and so we introduce a fast and faithful visualization

based on Line Integral Convolution (LIC), one such algorithm first proposed by Cabral

and Leedom [6] in 1993. Our algorithm can be GPU accelerated with relative ease, and

satisfies all of the above desirederata.

Given a vector field, the LIC algorithm traces a streamline in both directions at each

pixel, and uses these streamlines as convolution kernels to anisotropically blur a noise

image. A naı̈ve way to extend the LIC algorithm to handle the N-RoSy case, is to

simply alter the tracing method so that at each integration step, all N directions at the

corresponding point are examined, and the one that best matches previous direction is

chosen. However, choosing the best of N directions at every integration step introduces

a large amount of branching in the tracing algorithm, which increases linearly with N.

This branching can severely affect performance on modern parallel architechtures, such

as graphics cards.
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Our algorithm thus decomposes a given N-RoSy field into multiple vector fields

which, together, capture all N directions at each point. We then generate LIC images for

each of these vector fields, and blend the these images together uniformly which results

in an image that visually represents the entire N-RoSy field.

However, in the general case (when N > 1), it is impossible to decompose the di-

rections in an N-RoSy field into any number of continuous vector fields due to field

topology (Figure 4.4); our vector fields will thus be necessarily discontinuous, resulting

in distracing artifacts in the LIC images. Given this difficulty, we propose a solution

in which we are able to generate another image from the same N-RoSy field whose

artifacts are located in different places, and then compose these two images using ap-

propriate weights so that the artifacts are deemphasized.

Further difficulty arises from a generic problem in blending images from texture-

based flow images; as we blend more and more images together, the resulting image

begins to converge to the color gray. We thus make a further contribution in observing

that the pixel values of LIC images generated from the traditional “white noise” image

are normally distributed random variables. This allows us to use mathematically sound

concepts from probability theory to correct the loss of contrast resulting from the blend-

ing of LIC images, so that the clarity of our visualization is less severely reduced as N

increases and more directions must be represented.

Because we separate our N-RoSy field into vector fields and perform the streamline

tracing of the LIC algorithm on these, we avoid the branching that would normally be

necessary at each integration step in order to determine the best of the N directions to

travel in. This makes our algorithm significantly faster than a naı̈ve implementation of



76

Figure 4.1: A planar 4-RoSy field with many singularities, visualized using directional
glyphs (left) and our texture-based method (right). Positively indexed singularities are
highlighted in yellow, and negatively index ones in cyan. The glyph visualization ap-
pears cluttered and discontinuous, while the texture based method is smooth, and the
patterns surrounding singularities are clearly visible.
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(a) (b) (c) (d)

Figure 4.2: Here we see an image (a) generated by blending N LIC images of N vector
fields derived from the directions of a 4-RoSy field with 4 singularities. Note that the
image appears faded, and mostly gray (as a result of signal interference between the N
images blended to create it), and so we apply contrast correction and enhancement to
get an image that more clearly shows the directional information (b). However, because
of the fact that there is no way to decompose the directions of the original field into
continuous vector fields around the singularities, the vector fields used to generate the
image in (a) are necessarily discontinuous; this leads to artifacts eminating from each
singularity, which are even more visible in (b). We thus generate another image (c) in a
similar fashion that has artifacts in different places. The artifacts can then be blended out
by composing the images in (b) and (c) using an appropriate weight map (not shown) to
get the image in (d), in which the artifacts in question are not visible.

an N-RoSy version of LIC (See Table 4.1).

4.1 Visualization of N-RoSy Fields

In this section, we describe our algorithm and its various extensions in further detail. We

first give a rigorous definition of our basic planar algorithm (Section 4.1.1). Next, we

discuss our contrast correction method based on probability theory (Section 4.1.2), and

finally, we extend our planar algorithm to handle the surface case (see Section 4.1.3).
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I0 I1 I2 I = (I0 + I1 + I2)/3 w

(a) (b) (c) (d) (e)

I′0 I′1 I′2 I′ = (I′0 + I′1 + I′2)/3 w× I +(1−w)× I′

( f ) (g) (h) (i) ( j)

Figure 4.3: Our visualization algorithm is demonstrated with an example 3-RoSy field
S. In (a)-(c), we applied the LIC algorithm to V0, V1, and V2 (the guiding angle for each
is shown in the upper-right corner) to obtain I0, I1 and I2, respectively. Notice that while
(a)-(c) provide a complete coverage of the streamlines passing through any regular point
in the domain, they have the same regions of breaking points (left X-axis). By blending
them uniformly, we obtain I, a visualization of S with visual artifacts in the same place (a
close-up of the artifact, highlighted in red, is seen inset with the contrast enhanced; note
the curving patterns in a region that should be regular). To remedy the problem, we also
apply the LIC algorithm to V ′0, V ′1, and V ′2, generating the images I′0 (f), I′1 (g), and I′2 (h),
and blend them uniformly to obtain I′ (i). The visual artifacts in I′ appear on the right
side (again, a close-up is inset) of the X-axis. By blending I and I′ using the weight map
w (e), we obtain the final image in (j) in which the artifacts due to field discontinuities
are no longer visible. Note that the image in (j) has had its contrast corrected via the
transformation described in Section 4.1.2.
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4.1.1 Basic Algorithm

As previously mentioned, our basic planar algorithm has the following steps:

1. Decompose the original N-RoSy field into a set of N member vector fields.

2. Generate texture-based flow images for each of these vector fields.

3. Compose (blend) these images uniformly into a single image that captures the

original field.

There are some complications that arise from the fact that, in the general case, an

N-RoSy field cannot be decomposed into N continuous vector fields when N > 1 (see

Section 4.1.1.1), and thus further steps (described in Section 4.1.1.3) must be taken to

reduce the visual artifacts that result from these discontinuities.

We now describe each step in more detail; the entire pipeline is visually outlined in

Figure 4.3 for a field where N = 3.

4.1.1.1 Field decomposition

Recall that every point p in the domain of an N-RoSy field S (except singularities) has

an associated N-RoSy, S(p) = {ρ(p)
(

cos(θ(p)+ 2kπ

N ) sin(θ(p)+ 2kπ

N )

)T

| 0 ≤ k ≤

N − 1}. Our goal for this stage of our pipeline is to decompose the original field S

into a set of N vector fields {V0,V1, ...,VN−1}, such that for every point p in the domain,

Vi(p)∈ S(p) and Vi(p) 6=Vj(p), where i 6= j, and 0≤ i, j≤N−1. That is, the direction at

every point in each vector field Vi is one of the directions at the same point in S, and none
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of the vector fields have the same direction at the same point. Thus, every direction at

every non-singularity point in S is represented by the set {V0, ...VN−1}. These fields will,

in general, be necessarily discontinuous; this is a result of the fact that singularities for

fields with N > 1 often have fractional tensor indices (as demonstrated in Figure 4.4 for

the case of 4-RoSy fields). However, we wish each Vi to be as continuous as possible, so

as to facilitate nice LIC images (with as few artifacts as possible) in the next stage of our

algorithm, described in Section 4.1.1.2. Before describing how we generate V0, ...VN−1,

we require the following definitions.

Given an N-RoSy

s = {ρ
(

cos(θ + 2kπ

N ) sin(θ + 2kπ

N )

)T

| 0≤ k ≤ N−1}

and an angle φ ∈ [0,2π), we define

ls,φ = min
k
|θ +

2kπ

N
−φ |

and

vs,φ = ρ

(
cos(θ +

2ls,φ π

N ) sin(θ +
2ls,φ π

N )

)T

.

Note that vs,φ is the member vector of s that has the smallest angle with respect to the

vector vφ =

(
cosφ sinφ

)T

. When there are two minima, we choose the one such that

θ + 2kπ

N −φ > 0. In this case, we refer to φ as a breaking angle for s. It is straightforward

to verify the following observations:

1. s = {vs,φ+ 2kπ

N
| 0≤ k ≤ N−1} for any φ
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Figure 4.4: A demonstration of the Gauss map for 4-RoSy fields; here we see 4-RoSy
singularity with an index of +1

4 (left), and the boundary of a region isolating that singu-
larity (in yellow). Starting with the green member vector, we travel around the boundary
in the counter-clockwise direction, tracking the changes in the angular component of this
member vector as we go. Note that when we get back to the same point we started at,
the member vector has made a +2π

4 counter-clockwise rotation and that the starting and
ending vectors are discontinuous. Since we cannot create a continuous vector field from
the member vectors in this very small subset of the field, clearly there is no way to do
so for the entire field. On the right, the same concept is demonstrated for a 4-RoSy
singularity of index −1

4 .
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l = 0.001 l = 0.02 l = 0.04 l = 0.16
σ = 0.256 σ = 0.184 σ = 0.138 σ = 0.073

Figure 4.5: LIC images as we increase the length of the convolution kernels, l. Here,
l is the ratio of the kernel length in pixels to the width of the image. Inset in image is
a histogram of the pixel values, which range from 0 (black), to 1 (white); the normal
distribution with the same mean and variance as the pixel values is plotted in red. Note
how the variance σ of the pixel signals decreases as l increases. For all of these images,
the mean is almost exactly 0.5 (gray).

2. If φ is a breaking angle for s, so are φ + 2kπ

N for any k ∈ Z

3. If φ is a breaking angle for s, then φ + (2k+1)π
N is not a breaking angle for any

k ∈ Z

We thus define a vector field VS,φ (p) = vS(p),φ , and assign Vk = VS, 2kπ

N
. It can easily

be verified that {V0, ...VN−1} assigned in this fashion meet the criteria described at the

beginning of this section (i.e., these fields are mutually different and can collectively

capture all member directions in the N-RoSy field everywhere in the domain). By Ob-

servation 1, we can see that V0, ...,VN−1 together fully capture all directions at all points

in S. Also, note that the discontinuities in Vi will occur in the same locations as those in

Vj for all values of i and j (Observation 2).

Further, note that for every two fields Vi and Vj, Vi is a 2π(i− j)
N rotation of Vj. Thus,
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in practice, we only have to assign V0 in the way described above, and V1, ...,VN−1 can

be assigned as rotations of V0.

4.1.1.2 Flow Image Generation and Composition

We now generate N LIC images I0, ..., IN−1, one for each of the respective vector fields

V0, ...,VN−1 (see Figure 4.3a-c). The vector field LIC algorithm is described in [6], and

can easily be extended to run in real-time on the GPU. Though we used the LIC algo-

rithm in our experiments because of its fast frame-rates when it is adapted for modern

graphics hardware, most other texture based algorithms (e.g. IBFV [78]) would also

work for this step. Note that each I j has places where the direction of the field changes

abruptly; these will be the locations of the discontinuities (from the breaking points) in

each Vj.

Once we have the N images, we compose them by blending them uniformly into a

new image I = 1
N ∑

N−1
j=0 I j, which captures all N directions everywhere in the field (see

Figure 4.3d). Note, however, that due to the discontinuities in our vector fields, we have

artifacts at the corresponding locations in I. Also, note the loss of contrast in I compared

to each I0, ..., IN−1, as a result of the interference between these images during blending.

We attempt to mitigate these issues in Sections 4.1.1.3 and 4.1.2 respectively.

In cases where N is even, we can save computational cost by observing that each of

the N directions at every point in S is the opposite of another direction at the same point;

this means that each Vi generated in this case is oppositely directed of some Vj (the field

obtained by taking the the negative direction at every point). Because of how the LIC
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algorithm works, each such pair of fields will generate identical images. Thus in these

cases, we need generate only N
2 fields (V0, ...,VN

2−1) and images (I0, ..., IN
2−1) to visually

capture all directions.

4.1.1.3 Artifact Reduction

After the steps described up to this point, we have an image that visually encodes all

directions at every point in the fields. However, this image still contains artifacts that

are distracting, obscure the field in small regions of the image, and are aesthetically

displeasing. Thus, we propose a way to significantly reduce them here.

Let us define another set of vector fields {V ′0,V ′1, ...,V ′N−1} so that V ′k = V
S, (2k+1)π

N
.

Clearly these vector fields have the same kinds of discontinuities as the set defined in

Section 4.1.1.1. However, by Observation 3 (Section 4.1.1.1), we can easily see that

the discontinuities (set of breaking points) will be in places that are different from the

discontinuities in V0, ...,VN−1.

Thus, when we generate LIC images I′0, ..., I
′
N−1 (see Figure 4.3f-h) from this second

set of vector fields, and the image I′ = 1
N ∑

N−1
j=0 I′j, all of the artifacts appear in comple-

mentary locations to those from I (see Figures 4.3i, 4.2b, and 4.2c). The intersection of

the two sets of artifacts (breaking points) consists of the singularities in the field. Recall

that for the case where N is even, we again need generate only half as many fields and

images to obtain I′. We can then blend I and I′ using the weighting functions cos2 Nθ

and sin2 Nθ where θ is angular component of one of the member vectors at the corre-

sponding pixel location (see Figure 4.3e). We chose these blend weights because they
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will always sum to one, and because the regions where there are artifacts in I correspond

to the places where cos2 Nθ = 0, and the regions where there are artifacts in I′ corre-

spond to the places where sin2 Nθ = 0. Note that this idea of blending I and I′ using

these weights to eliminate artifacts coincides with the method proposed by [88] when

N = 2.

The result, shown in Figure 4.3j, is an image where the artifacts due to vector field

discontinuities are no longer visible (except very close to singularities), and where all

directions at every point in the field are accurately captured. This method works for all

values of N without modification, cases including where N = 1 and N = 2 (though when

N = 1, there will not be any breaking points, thus the steps described in this section are

unnecessary). Also note that the image in Figure 4.3j is actually contrast corrected by

process described in the following section.

4.1.2 Contrast Correction and Enhancement

In Section 4.1.1.2, we noted that uniformly blending the images I0, ..., IM−1 (where M

is equal to N or N/2, depending on whether N is odd or even) to form I appeared to

result in I having lower contrast than each I j, making the image appear faded, and the

directions at each difficult to discern (see Figure 4.3d). Here, we explore this issue

further, and find that the cause can be explained by probability theory, and the fact

that the independent pixel values in LIC images very closely approximate normally

distributed random variables.

Recall that the LIC algorithm takes a vector field and a “white noise” image (at least
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in our experiments) and then performs an anisotropic blur on the noise using streamline-

shaped convolution kernels whose shape corresponds to the streamlines passing through

each pixel. We have observed that the histograms of these images almost always very

closely approximate normal distributions from probability theory (see Figure 4.5). What

is, in fact happening, is that these images amount to a sampling of of the same distribu-

tion (one sample for every pixel), and so the corresponding histograms approximate this

distribution.

Intuitively, the pixel intensity at a pixel P in the LIC image is the weighted sum of

some number L pixels along the streamline containing P. For each of these pixels, the

value in the original “random” texture is either 0 or 1 (with the probability of either value

being roughly the same). Consequently, the pixel intensity at P satisfies the binomial

distribution, which is the discrete probability distribution of the number of successes

in a sequence of n independent yes/no experiments, each of which yields success with

probability p (in this case, p≈ 0.5 and n = L). When n approaches infinity, a binomial

distribution converges to a normal distribution.

A normal or Gaussian distribution is the well-known, bell-shaped distribution, which

we denote as N(µ,σ2), where µ is the mean of the distributed data, and σ is the stan-

dard deviation; σ2 is referred to as the variance of the data. If a random variable X is

normally distributed (meaning that its values follow a normal distribution) with mean µ

and variance σ2, we write X ∼ N(µ,σ2). Normally distributed random variables have

the following properties:

1. If X ∼ N(µ,σ2), and a,b ∈ R, then aX +b∼ N(aµ +b,(aσ)2)
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2. If X ∼ N(µX ,σ
2
X), and Y ∼ N(µY ,σ

2
Y ), then X +Y ∼ N(µX +µY ,σ

2
X +σ2

Y )

Thus, if we assume that the signals at pixels in LIC images are, in fact, normally dis-

tributed, we can use the above properties to explain why, and by how much the contrast

of the blended image decreases.

Recall that, given a pixel P in the image I defined in Section 4.1.1.2, and M signals

at that pixel P0, ...,PM−1 (one from for each respective I j), we have:

P =
1
M

M−1

∑
j=0

Pj (4.1)

If we assume that P0, ...,PM−1 are normally distributed random variables with the same

mean µ and and variance σ2 (that is, Pj ∼ N(µ,σ2) where 0 ≤ j ≤ M− 1), we find

(using the above properties) that P is also normally distributed:

P∼ N(µ,
σ2

M
) (4.2)

Note that the mean has remained the same (in our experiments the mean is always al-

most exactly 0.5, which translates to a perfect gray color), but the variance has shrunk

by a factor of 1
M . Recall that standard contrast enhancement methods such as histogram

equalization assume that pixel variance is proportional to image contrast. This explains

why the images I and I′ appear more gray than I0, ..., IM−1 and I′0, ..., I
′
M−1 (see Fig-

ure 4.6a-c).

Fortunately, in order to “correct” P so that its distribution is the same as that of
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P0, ...,PM−1, we need only apply the following transformation:

Pcorrected =
√

M(P−µ)+µ (4.3)

It is straightforward, using the above properties of normal distributions and algebra, to

verify that Pcorrected ∼ N(µ,σ2), and our empirical data supports this hypothesis (see

Figure 4.6d). Further, note that if we apply this transformation to every pixel in I (and

I′) using our empirical value of µ = 0.5, this amounts to contrast scaling.

We can take this contrast correction concept a step further to contrast enhancement,

and scale P by more than
√

M, in an attempt to make the directional information in the

image stand out even more (see Figure 4.6e); in all of our examples, we actually scale

P by 1.4
√

M (1.4 being a value arrived at by experimentation). One must be careful,

however, as the range of our normal distribution is clamped to the interval [0,1] rather

than infinite, meaning that scaling the contrast by too much, might cause pixel values to

“pile up” at the extremes of 0 and 1.

One might be inclined to ask why we do not have to perform similar correction when

blending the images I and I′; the answer is that, because of how these images are gener-

ated (using the same noise image, and the same field), they end up being almost exactly

identical, except in the regions very near their artifacts caused by breaking points. Thus,

there is very little interference between pixel signals when blending these two images,

leading to very little loss of contrast in the resulting image.
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(a) (b) (c) (d) (e)

Figure 4.6: Here we demonstrate our contrast correction and enhancement for a con-
stant 4-RoSy field. The two member vector field images I0 (a) and I1 (b) are blended
uniformly to get I (c). However the pixel signals in I have reduced variance, which
makes the image appear washed out and gray, and so we apply the transformation in
Equation 4.3 to get Icorrected (d), whose pixel signals have the same variance as those
in I0 and I1. We can then (optionally) expand the variance further, by using the same
transformation with a larger scaling factor to get the image in (e).

4.1.3 Extension to Surfaces

The algorithm described in Section 4.1.1 can be adapted to visual N-RoSy fields on

surfaces with relative ease, by performing all of the previously described operations in

image space and adding diffuse lighting; this is akin to techniques proposed by Van

Wijk [79] and Laramee et al. [41]. Figure 4.9 shows our results on several surfaces.

The implementation is actually almost no different, except that we must take care to use

the correct set of member vectors; this is because the member vectors at a point on the

surface are rotations of each other in tangent space, but their projections onto the view

plane do not necessarily share this property (see Figure 4.7).

This distinction, however, actually leads to an issue which lessens the effectiveness

of our artifact reduction step (see Section 4.1.1.3). Because the projections of the mem-

ber vectors in the view plane do not preserve the rotational relationships between them,
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Figure 4.7: On the left, we see a 4-RoSy on a plane that is parallel to the view plane;
all of its directions are 2kπ

4 rotations of the others, where k is an integer. As the plane is
rotated so that it is nearly orthogonal to the view plane (middle and left), these relation-
ships no longer hold.
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Figure 4.8: On the left we have a 4-RoSy field on a sphere that forms a cube pattern.
On the right, a close-up is shown of an artifact in the visualization on the left (on the
top of the sphere). These artifacts can appear in the surface version of our visualization
due to the fact that the weighting functions described in Section 4.1.1.3 (cosNθ and
sinNθ ) only approximate the locations of artifacts in the surface case. However, they
only appear in regions where the normal of the surface is nearly orthogonal to the view
direction, and thus are difficult to see without close inspection.

the weights we use to to blend I and I′ no are no longer effective in places where the

surface normal is not parallel to the view direction. This can lead to the reappearance of

the artifacts described in Section 4.1.1.3 in the corresponding regions of the image (see

Figure 4.8). We find, however, that these artifacts are usually quite difficult to discern,

as they always appear in regions that are not directly facing the view plane.
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4.2 Results

Our resulting algorithm produces accurate visual representations of N-RoSy fields at

interactive frame-rates. Table 4.1 shows rendering times for our algorithm compared to

those for a naı̈ve implementation of N-RoSy LIC. Recall that a naı̈ve implementation

simply alters the tracing method of the LIC algorithm so that all N directions are exam-

ined at each integration step, and the one that most closely matches the direction at the

previous step is chosen. Further, N (N/2 when N is even) streamlines are traced for each

pixel (one for each direction at that pixel), used as convolution kernels to anisotropically

blur the noise texture, and the result from these kernels is then uniformly blended to get

the final pixel color. In this method there is no need to decompose the original field into

vector fields. However, choosing the best direction at every tracing step requires a great

deal of branching, making this algorithm suboptimal for parallel architectures such as

graphics cards. In contrast, our algorithm benefits greatly from parallelization.

All of our experiments were performed on a laptop with an Intel(R) Core(TM)2-Duo

processor and an NVIDIA(R) GeForce(TM) 8600M GT video card. Both algorithms

were accelerated using the programmable graphics hardware. Our algorithm outper-

forms the naı̈ve implementation in all of our experiments, and maintains reasonably

interactive frame-rates for fields with values of N = 2,3,4 and 6, even for large meshes.

We do however, note that the effectiveness of this visualization technique begins

to lessen as N increases, and computational cost grows; it becomes difficult to discern

meaningful information in cases where N = 5,7 and beyond. Fortunately, for known

applications involving N-RoSy fields such as surface parameterization, remeshing, and
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non-photorealistic visualization of surfaces, only fields where N = 2, 4, and 6 have

found uses.

4.3 Conclusions

We have presented a fast and accurate texture-based visualization algorithm for N-RoSy

fields on surfaces and in the plane. Our algorithm runs at interactive frame-rates, can

show all N directions at every point in a given field simultaneously, and faithfully cap-

tures the features of N-RoSy fields (such as singularities). Our algorithm can be acceler-

ated with modern parallel graphics architectures with relative ease, and our visualization

framework is also general in that any texture-based vector field visualization techniques

can be used in lieu of LIC.

Further, we have observed that the pixel values in LIC images are normally dis-

tributed random variables, allowing us to use concepts from probability theory to correct

the loss of contrast usually associated with the blending of such images. Contrast can

also be further enhanced if desired.

In the future, we wish to investigate efficient contrast adjustment when the input

images are not gray-scale and have different hues. One example of this is to visualize

both the major and minor eigenvector fields of a second-order tensor. In addition, we

will consider how to best adjust the contrast given lighting conditions. Finally, N-RoSy

fields are special types of Nth-order symmetric tensors. We are also interested in ex-

tending our method to handle symmetric Nth-order tensor field visualization in which

angles between neighboring member vectors are no longer constant.
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(a) (b)

(c) (d)

Figure 4.9: Here we see 4-RoSy fields on the Bunny (a) and Rocker Arm (b) models
visualized using our system. In (c) we see a 3-RoSy field on a sphere and a 6-RoSy field
on a torus is shown in (d). Positively indexed singularities are highlighted in yellow and
negative ones in cyan; separatrices are shown in red on the sphere.
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Our algorithm Naı̈ve algorithm
N 12K ∆ 50K ∆ 200K ∆ 12K ∆ 50K ∆ 200K ∆

2 31 78 220 180 274 340
3 76 101 242 592 672 836
4 57 78 223 463 490 635
6 84 106 249 804 878 1181

Table 4.1: A rendering time comparison between our algorithm and a naı̈ve implemen-
tation of an N-RoSy version of LIC. Rendering times are in milliseconds and mesh sizes
in triangles appear in the second row. Note that the cases where N = 4 outperform the
ones where N = 3; this is because when N is even, we only need generate N/2 images
to represent all N directions everywhere in the field. The naı̈ve implementation takes
advantage of this as well, but is still outperformed by our method in every experiment.
All tests were 512× 512 pixel renderings using the surface implementations of these
algorithms, and the two methods produce virtually identical images.
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Part II

3D Tensor Fields



97

Chapter 5: Symmetric 3D Tensor Field Design

We now turn to the topic of tensor fields in volumes, and first to problem of orienting

objects in volumetric applications. Many such applications require this ability. Some

examples include Gabor noise [40, 3, 38], remeshing [52], and 3D geometry and texture

synthesis [37, 71, 82, 30, 45]. Here we propose to use the eigenvectors of a continuous,

symmetric tensor field to provide an orthonormal frame everywhere in the domain, with

the intent of orienting 3D objects (such as patterns or shapes) of certain symmetry.

As in Chapter 3, The topology of such a field can cause issues that must be overcome.

Degenerate points, where the tensor field has repeating eigenvalues and the frame is not

well-defined, can lead to visual artifacts in solid and geometry synthesis and meshing

difficulties in hexahedral remeshing. Unlike 2D tensor fields where degenerate points

are isolated points, in 3D tensor fields degenerate points form curves which can even be

loops inside the volume. While it is possible to borrow techniques from 2D tensor field

design in which the degenerate points can be removed or relocated on the boundary

surface, such techniques clearly cannot handle degenerate curves that are completely

inside the volume (Figure 5.2).

In this chapter, we present (to our knowledge) the first interactive, 3D symmetric

tensor field design system. The user can create a tensor field by specifying desired ten-

sor values and local patterns inside the volume, on the boundary surface, or in both

places. The field can be made boundary-conforming (i.e., one of the eigenvectors each
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(a) (b) (c) (d) (e)

Figure 5.1: In (a), a designed 3D tensor field designed by our method and visualized by
our traceless glyphs. (b)-(e) show the same field guiding orientation in various appli-
cations. The example-based synthesis (b) uses the inset exemplar. In (c), streamtubes
traced in the field with cut-plane intersections colored red. Anisotropic solid Gabor
noise interactively generates the texture effects in (d) and (e)

surface point is aligned with the corresponding surface normal). At the core of our

system is the ability to locally edit the topology of a tensor field, such as degenerate

curve removal, deformation, and reconnection. We have made a number of key observa-

tions that enable us to identify possible topological editing operations, and we provide

efficient algorithms to realize these goals. The topological editing operations that we

have developed, when restricted on the boundary surface, can have the effect of existing

2D tensor field topological editing operations such as singularity pair cancelation and

movement. However, our operations have the guarantee that only the intended degener-

ate features be modified while other degenerate features in the field are unaffected. In

addition, we provide the ability to locally increase the smoothness of the tensor field

based on user’s guidance.

Our motivation in this work is that different orientation fields can lead to very dif-

ferent effects on the same models (Figure 5.3), and that control and understanding of
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(a) a surface tensor field (b) volume tensor field for (a)

(c) singularity pair cancella-
tion of (a)

(d) volume tensor field for (c)

Figure 5.2: The topology of a surface tensor field (a) does not provide a complete picture
of the corresponding volume tensor field
Notice that it is difficult to predict which surface degenerate points belong to the same
degenerate curves. Also, there can be degenerate loops which do not intersect the bound-
ary surface. In addition, topological editing operations applied on the boundary tensor
field can lead to unpredicted behaviors in the topology of the corresponding volume
tensor field. For example, when removing a singularity pair in the surface tensor field
(from (a) to (c)), two degenerate curves in the volume tensor field are joined, one of
the degenerate loop is eliminated, and the shape of the other degenerate loop is altered
(compare (b) with (d)).

the field topology is of paramount in the pursuit of these effects. For example, in Fig-

ure 5.4, we see how unspecified curves can appear based on those the user specifies.

More understanding of how tensor fields behave can lead to better methods of control.



100

Figure 5.3: Here we demonstrate that different orientation fields can lead to very differ-
ent effects. On the top row we how a nearly constant field can be paired with a wood
texture to simulate a bunny carved from a block of wood; a single degenerate curve on
the hip simulates a tree knot. On the bottom row, we use a field derived from the cur-
vature tensor of the surface with the same wood texture to generate the effect that the
wood was actually “grown” in a bunny shape. Note that the wood grains align with the
surface; the blotchy regions with no apparent direction are where the is orthogonal to
the direction along which the kernel is aligned.
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Figure 5.4: Left: The user places a wedge constraint on the left (shown in yellow);
glyphs show the resulting field orientations in a small neighborhood around the curve.
Right: after the constraint is propagated to the remaining volume, unspecified curves
necessarily appear.
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We demonstrate the efficacy of our system by applying it to the control of Gabor

noise [40], geometry element synthesis [45], and solid texturing [90].

To summarize, we present the following contributions in this chapter:

• Identify 3D tensor field design as an important research problem for graphics.

• Introduce the first interactive tensor field design system that allows the user con-

trol over not only the smoothness but also the topology of the field.

• Seamless integrate the design of tensor fields based on constraints on the boundary

surface and inside the volume.

• Identify three topological editing operations for 3D tensor fields: degenerate curve

removal, degenerate curve deformation, and degenerate curve reconnection, and

provide a unified framework to implement the operations.

• As part of our editing operations, we make a number of theoretical observations

about the 3D tensor field topology that to best of our knowledge were previously

unreported.

For a review of prior work and mathematical background on 3D tensor fields, please

refer to chapters 1 and 2, respectively.

5.1 Overview

We now describe our 3D tensor field design system, which consists of two steps. First,

the user generates a tensor field by providing constraints inside the volume and/or on the
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boundary surface. Second, the user performs editing operations to individual degenerate

curves of the tensor field.

The computational setup of our system is as follows. The input domain is a tetra-

hedral mesh M ⊂ R3. Quite often the input is actually a triangle mesh representing a

closed, orientable surface. In this case the volume bound by the triangle mesh is tetrahe-

dralized using existing software such as TetGen. A 3D tensor field is represented as a set

of tensor values, one per vertex of M. Linear interpolation is used to extend the tensor

values from a set of points (vertices of M) to a continuous tensor field over M. When

performing tensor field design and editing, we modify the tensor field by modifying its

values on the vertices of M. After each modification to the tensor field, the degener-

ate curves are extracted based on the method of Zheng and Pang [92]. The LP-type as

well as wedge/trisector classification along degenerate curves are also performed and

color-coded in order to facilitate the user during design.

We will describe the first step, i.e., the design of tensor fields through a set of user

constraints, in Section 5.2. The discussion of topological editing of tensor fields is in

Sections 5.3 and 5.4.

5.2 3D Tensor Field Design

Our design system is based on a number of requirements. First, it is important to be

able to specify the tensor value at a given point in space. Second, if the desired tensor

value is degenerate, it is usually important to also specify the degenerate tensor pattern

near the point of interest. Third, we would like the interface to be both intuitive and
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easy-to-use for the user. These requirements lead to the following design metaphors:

Curve The user can specify a set of degenerate or non-degenerate tensors by sketching

3D curves in M. The curve primitive is useful when specifying degenerate curves

since degenerate features forms curves. In addition, we have found that it is often

convenient for the user to specify a set of non-degenerate tensors along a curve,

where the tangent to the curve can be one of the eigenvectors in the tensor. The

curve is sampled at a set of K evenly-spaced points, where the tensor constraints

are actually set.

Jacobian We also allow the user to graphically design the Jacobian of the tensor field

along the sketched curve. This is especially useful for specifying degenerate pat-

terns around a degenerate curve since this information is completely contained in

the Jacobian. Recall that the Jacobian of a tensor field T(x,y,z) = Ti j(x,y,z) is a

third-order tensor ∂Ti j
∂xk (x1 = x,x2 = y,x3 = z). Given that there are five indepen-

dent variables in a traceless tensor, the third-order tensor evaluated at any given

point has 15 degrees of freedom. Letting the user specify all 15 entries in the

Jacobian of the tensor field is not only tedious, but also unintuitive because, to the

best of our knowledge, relatively little is known about the geometric and topolog-

ical structures of third-order tensors. On the other hand, the wedge and trisector

information about degenerate points can be decided by the projection of the tensor

field onto the degenerate plane. That is, in order to specify such information it is

sufficient to specify only the Jacobian of the projected tensor field, which only

has four degrees of freedom (a 2D traceless tensor field has only two indepen-
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dent entries and therefore the Jacobian has four degrees of freedom). Moreover,

designing a 2D tensor field using its Jacobian has been well-researched [88].

LP-type To control the LP-type (or mode [74]) of tensors (degenerate or not), we make

use of the following parameterization:

t = 2tan−1(
λ1−λ2

λ2−λ3
)− π

2
(5.1)

t ∈ [−π

2 ,
π

2 ] interpolates from L (t = π

2 ) and P (t = −π

2 ) with neutral tensors sat-

isfying t = 0. When specifying a tensor constraint the user can simply turn a

dial between t ∈ [−π

2 ,
π

2 ] to specify the LP-type. This information, along with

the tensor magnitude
√

λ 2
1 +λ 2

2 +λ 2
3 , uniquely determine the three eigenvalues

of the desired the tensor. This is essentially a way of adjusting the tensor mode

(Section 2.2.1).

5.2.1 Solver

Once these constraints are identified, we compute a neighborhood N ⊂ M containing

the sketched curve (Figure 5.5 (left)). The user-specified constraints are then used to

generate tensor values at the vertices of N so that interpolating these tensor values will

lead to a tensor field inside N that satisfies the given constraints. N is constructed as a

tube surrounding the sketched curves with a nearly constant radius. In practice we make

use of wavefront propagation from the sketched curve in the increasing distance to the

curve. The user can adjust this radius. We then compute a parameterization Φ inside
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N Φ(N)

Φ

Figure 5.5: This figure illustrates the space-warping parameterization used in our con-
straint generation method. Left: a tubular neighborhood N surrounding the user’s placed
curve c (dark gray, black endpoints) is found using fast marching method. This region
is then mapped to a cylindrical parameter space Φ(N), so that we can easily generate a
3D tensor field in N. To further illustrate the mapping locally, two local frames along c
with the X ,Y,Z axes colored red, green, and blue (respectively) are also shown.

N based on the distance to the curve as well as the moving frame along it. For each

vertex v ∈ N, we find the nearest point p for which a user-constraint has been placed.

We then construct a basis tensor field based on the specified properties of p and evaluate

the tensor value at v based on the relative position of v with respect to p. The basis field

idea is a straightforward adaptation from 2D tensor field design [88].

Once the vertices in N has been given tensor values, we determine the tensor values

on the remaining vertices by solving the constrained-Laplacian smoothing on the entries

of the tensor field:

Ti = ∑
j∈Ji

ωi jT j (5.2)
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Where Ti is the tensor value at vertex vi, Ji is the set of neighbor vertex indices for

vi, and ωi j is the weighting function over the neigbors of vi, such that ∑ j∈Ji ωi j = 1∀i.

5.2.2 Boundary Constraints

We also allow the user to generate constraints on the boundary surface. While this in

itself does not pose any problems, it is often desirable to have one of the eigenvector

fields aligned with the boundary surface. Laplacian-based tensor field smoothing on

3D volumes does not in general maintain this property even if the input field is confor-

mal to the boundary. While it is possible to modify the tensor field on the boundary

after smoothing to make it boundary-conformal, we have found the following two-step

process more efficient.

We first decompose the tensor field T on the boundary surface as T = TN +TB where

TN is a tensor field which is degenerate everywhere on the boundary surface and the

surface normal is the non-degenerate eigenvectors of the field. TB = T −TN has a zero

eigenvalue for which the surface normal is an eigenvector. In essence, TB can be con-

sidered as a 2D tensor field augmented into a 3×3 tensor by padding a row and column

of zeros under the basis formed by eigenvectors. Our systems then performs 2D tensor

field smoothing of TB on ∂M with user specified surface constraints as the boundary

condition. This is performed by using parallel transport [55], which results in a tangent

tensor field T ′B on ∂M. T ′ = TN +T ′B results in a surface conformal tensor field on ∂M.

In the second step, we use the tensor values on ∂M and user-specified interior

constraints as the boundary condition and perform the same tensor-valued Laplacian
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smoothing.

5.2.3 Region-Based Field Smoothing

It is often important to reduce the topological and geometric complexity of the tensor

field in a region R with the field outside R unchanged. We refer to this operation as

local field smoothing. The region R can either be strictly inside the volume, or intersects

the boundary surface of the volume. We will discuss the former first. We reuse the

same tensor field Laplacian smoothing framework with the difference that the boundary

condition is now the tensor field values at the boundary vertices of R. If R intersects the

domain boundary and a boundary-conforming tensor field is required, we first perform

2D tensor field smoothing on the intersection of the domain boundary and R which we

set as part of the boundary condition for the second-step 3D tensor field smoothing.

Figure 5.6: Tensor field design based on purely user-specified constraints can lead to
excessive degenerate curves. When one curve constraint is placed (left, yellow spheres),
a single curve is generated in the corresponding location. When a second is placed
without care (right), a tangle of curves appears between the two constraints.
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The region R is specified by a painting interface. Given a viewpoint and a cut plane,

the user can move the mouse to select a set of tets that intersect the cut plane. By

changing the cut plane and the viewpoint, an arbitrary region can be selected. Local

tensor field smoothing tends to reduce both the geometric and topological complexities

in the field in the region, a characteristic reported for 2D tensor fields [1].

As to be seen in Section 5.4, tensor field smoothing can also be applied to direct

topological editing of a tensor field.

5.3 Tensor Field Topology

Figure 5.7: The winding number of the non-degenerate eigenvector field (shown in red
curves) along a degenerate loop (blue) dictates the number and type of linking degen-
erate curves (yellow and red). In the left the winding number is 2π , which requires at
least two wedge type of linking degenerate curves. In the middle and right, the winding
number is 0. Either there is no linking degenerate curve, or the number of wedge type of
degenerate curves (yellow) must equal the number of trisector degenerate curves (red).
Note that any pair of linking curves must be of different LP types.

The tensor fields generated in the first step often contain degenerate curves in addi-

tion to the ones that the user has specified (Figure 5.6). The additional degenerate curves
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can appear in unnatural locations, have undesirable shape and behaviors, and tangle with

degenerate curves specified by the user. Figure 5.11 (leftmost) shows an example of this.

While some of the additional degenerate curves appear due to topological constraints in

the tensor field, others are simply noise.

As mentioned earlier, excessive and misbehaving degenerate curves can lead to vi-

sual artifacts in the applications of tensor fields. We wish to control the number, location,

shape, and connectivity of degenerate curves. To enable such topological control, it is

important to understand what topological editing operations are possible. This in turn

requires deeper insights into tensor field topology than what is currently known [92, 93].

In this section, we present some new insights into tensor field topology gained as part

of this research. We only consider numerically stable tensor fields, i.e., numerically

unstable features such as triple degenerate points and degenerate surfaces do not exist.

We first consider the surface perpendicular one of the eigenvector field everywhere,

which we refer to such as a normal surface. Normal surfaces with respect to the ma-

jor eigenvector field are referred to as the major normal surfaces. Medium and minor

normal surfaces can be defined in a similar fashion.

Consider a minor normal surface S that is orientable and free of self-intersections

(Figure 5.7 (left): the plane containing the blue loop). Let γ ⊂ S be a loop (blue). We

now consider the major eigenvector field restricted to S (red ellipses). Since the major

eigenvector field is everywhere perpendicular to the minor eigenvector field, the major

eigenvector field can be considered as a 2D tangential line field on S. The intersection

of any P-type degenerate curve with S (the two orange curves) must be a singularity

in the major eigenvector field on S. Moreover, the index of this singularity is 1
2 if the
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intersection point is a wedge and −1
2 if the intersection point is a trisector. The total

index of these singularities inside the region R⊂ S bounded by γ is the winding number

of the major eigenvector field along γ (in this case 2π). It is straightforward to verify

that the winding number of γ and the wedge/trisector type of the intersection points are

independent of the choice of the orientation of S. Let dw and dt be the number of wedge

type and trisector type of intersection points, and ρ(γ) the winding number of the minor

eigenvector field along γ . We have

ρ(γ) = (dw−dt)π (5.3)

We say that γ and the intersecting degenerate curves are linked, inspired by the no-

tation of linking from Knots and Links Theory [63]. The number of degenerate curves

linked to γ is not fixed. However, the difference in the number of wedge type of degen-

erate curves and the number of trisector type of degenerate curves remains a constant,

which is given by the winding number of the non-degenerate eigenvector field along γ .

We now consider the case when γ is a degenerate loop ((Figure 5.7 (left)), which

must be of the L-type. The major eigenvector field along γ is the non-degenerate eigen-

vector field. A direct consequence of the above discussion is that when the winding

number of the non-degenerate eigenvector field is not zero, γ must be linked to other

degenerate curves of the opposite LP type. If the winding number is zero ((Figure 5.7

(middle and right)), either γ is not linked to any other degenerate curve (middle), or it

is linked the same number of wedge type of curves as the number of trisector types of

curves (right).
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This insight leads to the observation that it is possible to remove one wedge curve γ1

and one trisector curve γ2 without causing additional degenerate curves when γ1 and γ2

are of the same LP type and are linked to the same set of degenerate curves. We refer

to this operation as the two degenerate curve removal operation. Furthermore, when

the winding number of a degenerate loop γ is zero, it is possible to remove γ if it is

not linked to any other degenerate curves. This is referred as the one degenerate curve

removal operation. An open degenerate curve with exactly one transition point can also

be removed.

The algorithms to perform degenerate curve removal as well as other degenerate

curve editing operations such as degenerate curve deformation and reconnection will be

covered in Section 5.4.

5.4 Topological Editing

We now describe topological editing of tensor fields, which is at the core of our system.

We have identified three editing operations: degenerate curve removal, degenerate curve

reconnection, and degenerate curve deformation. Degenerate curve removal allows one

or two degenerate curves to be removed from the field. Degenerate curve reconnection

is designed to take two degenerate curves, break them open, and reconnect them. De-

generate curve deformation allows the shape of a degenerate curve to be modified. All

three operations are designed to control the number, connectivity, and shape of the de-

generate curves in the field. In addition, other degenerate curves are guaranteed to be

not impacted by these operations. We will describe the details of these operations next.
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Figure 5.8: Removing a wedge/trisector pair in 2D (top-left) can be made more robust
if additional constraints (top-middle: red lines) are added which reduce the chance of
additional degenerate points being generated (top-right). This idea is applied to one
degenerate curve removal (lower-left), two degenerate curve removal (lower-middle),
and degenerate curve reconnection (lower-right).

5.4.1 Degenerate Curve Removal

We have identified two types of degenerate curve removal: one curve removal, and two

curve removal. In both cases, the degenerate curve can be a loop or open curve, and the

condition under which they can be cancelled depends on this information.

5.4.1.1 One Curve Removal

If the degenerate curve is an open curve, i.e., both of its endpoints are on the boundary

surface, a necessary condition under which the curve can be removed is that its end
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Figure 5.9: Degenerate curve removal and reconnection can be seen as performing si-
multaneous bifurcations on a family of 2D tensor fields: a wedge and trisector curve pair
reconnection (top), a mixed loop removal (middle), and two wedge curve reconnection
(bottom). Note that top-left to middle-right corresponds to wedge and trisector curve
removal.
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points have the opposite wedge/trisector type. Notice that in this case, the degenerate

curve removal will remove the pair of singularities in the boundary surface. However,

unlike the so-called singularity pair cancelation from 2D tensor field editing [88], our

degenerate curve removal operation is designed to also maintain the rest of 3D tensor

field topology instead of just the 2D tensor field topology. Notice that in the latter case

the singularity pair may belong to different degenerate curves, and canceling the pair

may result in unpredictable changes in the 3D tensor field topology.

The input to our algorithm for one curve removal is a degenerate curve specified by

the user. Our algorithm performs the following steps:

1. The necessary condition is checked to see whether the curve can be removed with-

out impacting the rest of tensor field topology.

2. Once the condition is met, a connected region enclosing the degenerate curve and

no other degenerate curves is automatically computed.

3. Should such a region be found, a set of tensor field constraints are placed on the

boundary of the region as well as the interior of the region.

4. Local tensor field smoothing is performed inside this region with the above con-

straints as the boundary condition.

We wish to point out the above process is our generic algorithm for two curve re-

moval as well as degenerate curve reconnection and part of degenerate curve deforma-

tion. The difference lies how to compute the region and identify the constraints inside

the region, since this information depends on the type of topological editing operations.
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We will therefore focus on these aspects when describing this and the other topological

editing operations.

(a) pure wedge switch (b) wedge-trisector switch (c) loop cancel

Figure 5.10: Topological editing operations.

One way to remove the loop is based on the idea of wedge/trisector pair cancelation

in 2D tensor fields. In this case, a region enclosing the singularity pair is found that

intersects no other singularities. Tensor field smoothing is performed on the region with

the tensor values on the boundary serving as the boundary condition. In 3D, one can

build a correspondence between points on the wedge segment and the trisector segment.

Then for each point pair a 2D region is found. The collection of these 2D regions forms

a 3D region (topological ball) that encloses the degenerate loop. Tensor field smoothing

is then performed to remove the degenerate loop inside.

While it is relatively easy to construct a correspondence between the wedge segment

and the trisector segment, it may not be easy to construct a set of space-filling and

mutually non-intersecting planes, each of which corresponds to a pair of wedge and

trisector points. This is due to the complex shapes that a typical degenerate loop may

exhibit.

We therefore propose the following way of constructing the region. Staring with a tet
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(a) (b) (c) (d) (e)

Figure 5.11: A sequence of topological editing operations are applied to an input ten-
sor field on the bunny. From left to right are: (a) the curves of the input tensor field,
(b) two degenerate curves are reconnected, resulting in one pure wedge curve (yellow)
and one pure trisector curve (red), (c) the two degenerate curves are removed simulta-
neously, (d) a mixed degenerate loop is removed (the green/blue loop), and (e) a section
of the degenerate curve along the bunny’s back (green) is deformed. Notice that our
editing operations is able to perform degenerate curve reconnection even when they are
relatively far away and there are additional degenerate curves in the middle.

intersecting the degenerate curve, we iteratively add tets and ensure that the region re-

mains a topological ball. This is repeated as the region encloses the degenerate curve. In

addition, we avoid adding tets that intersect other degenerate loops. The resulting region

S′ is often too narrow (a flat ellipsoid) for tensor field smoothing to function well. Con-

sequently, we perform a second round of region growing, this time based on a distance

function to the original degenerate loop. Tets that are within a user-specified distance

from the degenerate loop and do not intersect other degenerate curves are added. At the

end of this stage, a region enclosing the original degenerate loop, having a sufficiently

large volume, and not intersecting any other degenerate curves is found.

Another difficulty arises during tensor field smoothing. We have found that just us-

ing the tensor values on the boundary of this region is often insufficient to create the

desired loop removal. There can be some additional degenerate curves generated in the
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vicinity of the original degenerate curve. To address this challenge, we add some ad-

ditional constraints in the interior of the region. Figure 5.8 (top-left) illustrates this in

the 2D setting. Notice that along the horizontal path connecting the wedge and trisector,

the 2D line field transitions from being vertical to being horizontal and being back to

vertical from left to right. Additional degenerate points may occur during degenerate

point pair cancelation. By setting additional constraints in the middle between the de-

generate point pair (Figure 5.8 (top-middle): red line segments), it is easier to ensure

no additional degenerate points appear after the pair cancelation operation (Figure 5.8

(top-right)). In one degenerate curve removal, it can be seen as performing the 2D pair

cancelation operations on a stack of planes intersecting the degenerate curve (one of

which is shown in Figure 5.8 (lower-left)). Similarly, additional constraints can be set

along a subset of these planes, similar to that of the 2D case. These additional con-

straints help reduce the chance of producing additional degenerate curves during the

removal operation.

a b

c d

Figure 5.12: Fundamental reconnection scenarios. Notice that the latter two cases (c
and d) can be realized from the first two cases (a and b) by reconnection inside a small
region (ellipse).
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Should the editing operation fails to achieve the objective, due to the lack of guaran-

tee in the Laplacian-based tensor field smoothing, the editing operation is automatically

undone.

To remove an open degenerate curve, we face the additional challenge that the re-

gion enclosing the degenerate curve will intersect the boundary surface of the volume.

This can lead to difficulty that a straightforward extension of the algorithm for degen-

erate loop removal will cause the tensor field to be no longer boundary-conforming. To

address this issue, we again make use of the two-step smoothing process (first in 2D

and then in 3D) that have been applied to region-based field smoothing (Section 5.2.3).

That is, we first perform singularity pair cancelation on the intersection of the domain

boundary and the region containing the degenerate curve. The resulting tangent tensor

field will then be included as the part of the boundary condition for the next step, i.e.,

3D tensor field smoothing inside the region.

5.4.2 Two Curve Removal

As discussed earlier, it is impossible to remove only a pure wedge or trisector loop

since it must be linked to some other degenerate curves. However, it is possible to

remove a pure wedge loop with a pure trisector loop if they are linked to the same set of

degenerate curves and are of the same LP type. It is also possible to remove a pair of

wedge open curve and trisector open curve, since open curves can be considered as part

of a loop should the tensor field be extrapolated. Note that in this case this amount to the

removal two wedge and two trisector singularities in the boundary surface, an operation
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not considered as atomic in 2D tensor field editing.

The basic pipeline is similar to that of the one curve removal. The difference is

in how to find the region enclosing the degenerate curve pair and what additional con-

straints to add. To illustrate this we will only discuss the removal of two degenerate

loops. The removal of two open degenerate curves is similar, with the additional issue

of handling the domain boundary that can be similarly solved as in the case of removing

one open degenerate curve.

We first compute Sw and St , the sets of tets enclosing the wedge loop and the trisector

loop, respectively. We then perform repeated closing until obtaining a topological ball

enclosing both Sw and St and therefore the two degenerate loops. S is further enlarged

based on the distance function to union of the two degenerate loops. Constraints are set

up inside this region to help enforce no more degenerate loops after the removal in a

way similar to that of one degenerate curve removal (Figure 5.8 (top-middle)).

5.4.3 Degenerate Curve Reconnection

Degenerate curve reconnection refers to switching the connectivity of two degenerate

curves. That is, given two degenerate curves γi with endpoints pi, j (1 ≤ i, j ≤ 2), the

reconnection operation will connect p1,1 with p2,1 or p2,2 while p1,2 is connected to the

other unused end of γ2. This operation, while not meaningful in 2D tensor field editing

since degenerate features are isolated points, can be rather useful in 3D tensor field

topology. Figure 5.10 shows two such scenarios: (left) reconnecting two pure wedge

curves, and (middle) reconnecting a pure wedge curve and a pure trisector curve. In the
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latter case, two curves containing both wedge and trisector segments result.

It is also possible to perform degenerate curve reconnection on either two degenerate

loops or one degenerate loop and one open degenerate curve, resulting in one degener-

ate loop or one open degenerate curve, respectively. The reverse of these scenarios can

also happen, i.e., a single degenerate loop can be broken into degenerate loops, or one

open degenerate curve broken into one open degenerate curve and one degenerate loop,

respectively. These operations are useful in that they can make loops with many linking

degenerate curves simpler, i.e., fewer linking curves. We have built an user interface

to facilitate the selection of curve or curves for reconnection, as well how they should

reconnected. The desired new curve segments along with the to-be-replaced segments

are used to find a region enclosing no other degenerate curves. In addition, these seg-

ments are used to generate constraints inside the region, similar to how degenerate curve

removal is done (Figure 5.8 (lower-right)), before tensor field smoothing is applied in

the region.

Note that a necessary condition is that the two degenerate curves must be of the

same LP type for otherwise a triple degenerate point will result, which is numerically

unstable.

5.4.4 Degenerate Curve Deformation

Degenerate curve deformation refers to deforming part of a degenerate curve. While this

operation does not alter the topology of the tensor field, it allows the user to modify the

geometry of a curve. When the curve is an open curve, i.e., and the part to be deformed
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involves one of the endpoints of the curve on the boundary surface, degenerate curve

deformation is related to, but not equivalent to the so-called singularity movement oper-

ation in 2D tensor field editing. While in both cases the endpoint of the degenerate curve

(a singularity) is relocated on the surface, singularity movement can cause topological

changes inside the volume, such as reconnection or even removal of degenerate curves.

In contrast, our degenerate curve deformation operation ensures that only the intended

curve is modified, and the rest of degenerate curves are not impacted.

To deform a degenerate curve γ , our system identifies a region R (topological ball)

that encloses the segment γ1 ⊂ γ and its deformed version γ2. We now consider a self-

homeomorphism of R. This homeomorphism automatically leads to a deformed tensor

field with the only degenerate curve inside R which is the deformation from the original

degenerate curve segment.

We construct the homeomorphism by treating it as a volumetric parameterization

problem with the conditions that the parameterization is the identity map on the bound-

ary of R and maps the original degenerate curve segment to the desired, deformed curve.

With these constraints, we solve the parameterization of the remaining vertices by solv-

ing the Laplacian on the coordinates of the points. Note that the parameterization may

have foldovers and usually has suboptimal distribution of stretches. However, we find

that this relatively simple method works well in practice. Once the parameterization is

given, we can look up the new tensor values at each vertex vi by using its pre-image

under the parameterization, f (vi). We then set the tensor value at vi to be that of f (vi).

One key advantage of doing this is to ensure that degenerate tensors remain degenerate

and non-degenerate tensors remain non-degenerate. While it is also possible to use the
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gradient of the parameterization to modulate the tensor field, we have found that it can

usually lead to additional degenerate curves.

Notice that unlike the other topological editing operations, we do not make sure of

tensor field smoothing to obtain the new tensor field inside the region.

Figure 5.11 (rightmost) shows the result of deforming a degenerate curve.

5.5 Applications

3D symmetric tensor fields (and thus also the design there of) have many applications

in computer graphics and geometry processing, in particular orienting any kinds of ge-

ometry objects or texture patterns that exhibit 2-way rotational symmetry. Here, we

demonstrate applications or our method in solid texturing, Gabor noise, and geometry

element placement.

5.5.1 Solid Texturing

Our method can be applied for both data driven and procedural solid texturing.

Data driven texture In 2D texture synthesis the goal is to take a small input exemplar

texture and generate larger output texture with the same visual characteristics; this prob-

lem is well-explored, and we refer to [82] for a recent survey. Solid texture synthesis

is the logical extension of this problem to the voxel case, and relatively fewer methods

have been proposed [54, 57, 71, 12, 90]. Interestingly, with the exception of [71] most

methods still rely on 2D exemplars as the direct input, as they are easier to acquire.
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Figure 5.13: Example based solid texture synthesis. The output is rendered through
different cross sections to illustrate its volumetric nature.

When the input texture exhibits anisotropy, an orientation field is needed to guide the

orientation and placement of the exemplar texture [71, 90]. As generating smooth fields

that naturally follow shapes can easily be accomplished by our method (nearly auto-

matically, when using the curvature tensor), our system readily benefits this application.

The only difference is that a tensor field is sampled instead of a vector or frame field,

and the eigenvectors must be computed and used as the local orientation for each neigh-

borhoood. As long as the texture is symmetric (or at least nearly so), the algorithms

work without other modification. We adapt the method of [90] to use symmetric tensor

fields. See Figure 5.13 for results.

Solid texturing techniques can be roughly classified into two categories. In the first
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Figure 5.14: Gabor noise and streamtubes.
Top row: Gabor noise would texture on the rocker arm. Bottom row: square

streamtubes traced in bunny, with intersection between the cut plane and the tubes
colored red. Except for the bunny all of the above were generate using a smoothed

version of the curvature of the boundary surface, The bunny field was generated from a
user designed surface surface field.

category, 2D texture synthesis is performed on the fly in the current visible cut sec-

tion [54, 31, 57, 12, 90]. In the second category, the synthesis is directly performed in

volumes using either 2D exemplar textures [54, 37, 57, 71, 12, 90] or 3D exemplar tex-

tures [71]. The second category of techniques typically leads to more coherent results

but come at a higher computational cost.

Anisotropic procedural noise Procedural noise is a powerful way to model natural

phenomena and enrich visual details, with particular advantages such as fast evaluation,

low memory consumption, virtually infinite resolution, and appearance control [13, 39].

Of particular interest to us is solid anisotropic noise, such as that introduced in [40] and

extended in [3, 38], which requires an axis at each point in the target domain to guide

the orientation of the corresponding anisotropic noise pattern.
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Vector fields are unable to model all of the features that anisotropic Gabor noise is

capable of exhibiting. As far as we know, the results generate in [40, 3, 38] use only

surface tensor fields for 2D noise and constant or simple 3D vector field functions to

orient solid noise, likely because of the lack of methods for easily producing 3D tensor

fields. Our system addresses this need, and allows the generation of much more complex

effects for the solid noise. Also, we find that Gabor noise makes for an apt texture-based

method of interactively visualizing 3D tensor fields, because of its fast computation.

Examples of our artistic results using Gabor noise can be seen in Figures 5.1 and 5.14.

5.5.2 Geometry Synthesis

Synthesis, orientation and placement of geometric details that have a coherent effect

has been shown to be an important application for many graphical and interactive tasks

[53, 20, 59, 56, 17, 85, 30, 46, 45]. These require good orientation fields for the corre-

sponding domains to achieve desired effects. However, as discussed in Chapter 1, the

design of 3D fields has been much less explored than the 2D counterparts. Thus, our

system aims to address this need, and is ideal for orienting geometric details that exhibit

certain symmetry (boxes, ellipses, lines, and the local neighborhoods of surfaces).

Streamline tracing is a well-explored topic, and can readily be used to generate inter-

esting effects with complex geometry. We adapt the 2D method of Jobard and Lefer [32]

to produce our streamtube results, which can be seen in Figures 5.16 and Figure 5.1.

Figure 5.15 is a demonstration of the power of 3D curve editing, in which degenerate

wedge loops are used to construct letters (the element packing effect of which is inspired
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Figure 5.15: Interactive curve design for element placement.
The 3D degenerate loop constraints like the one on the left produced the field which

orients and scales the little boxes in the three rows to the right (which is occluded by a
cutting plane that moves into the page from top to bottom). The the boxes faces are

colored red, green and blue, based on whether they are orthogonal to the major, middle
or minor directions, respectively. The letters thus become visible when the minor

directions are aligned with the view direction.
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by [45]). The faces of each box are colored red, green, or blue, based on whether the

faces are oriented orthogonal to the major, middle or minor eigenvectors, respectively.

Thus, from a given viewpoint, an observer only sees the colors corresponding the eigen-

vectors parallel to the view direction and the visible boxes. because of this we can

“encode” letters in the field topology. The letters in this example only appear when the

cut plane uncovers the portions of the field where the middle eigenvectors point towards

the observer. This example appears in our accompanying video as well, where the effect

is much more continuous.

Figure 5.16: Tapered stream tubes traced in the wood fish model.
The model and curve elemnents used to guide the field are the left and middle images,
and the result is shown on the right. For a more stylized effect such as this, having the
streams always following the surface may not always be desirable, leading naturally to
3D design. Note that a trisector curve was used to “pierce” the tail. Trisectors are one
of the features exhibited naturally by line field phenomena that cannot be modeled by

vector or frame fields.
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Figure 5.17: A failure case for a field generated on the Moai model. The user wishes to
perform the indicated reconnection on the two small red/yellow curves (left). However,
in the result, while the curves deform, they do not reconnect, and other small loops
appear (right).
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Chapter 6: 3D Tensor Field Analysis and Visualization

(a) (b) (c)

Figure 6.1: This figure shows the result of applying our tensor field visualization on the
Sullivan vortex (a). Tensor field topology such as degenerate curves (color curves) as
well as neutral surfaces (blue) are shown. In addition, novel glyph shapes based on the
notion of eigenvalue manifold are used in (b).

In this chapter, we turn to the problem of using the 3D tensors introduced in the

previous chapter for the purposes of analysis and visualization. This portion of the

thesis is in partial fulfillment of the requirements for an integrated minor in Ecosystem

Informatics, an interdisciplinary program funded by and NSF-IGERT grant, and we also

reflect on the experience of interdisciplinary training in Section 6.5.

Three-dimensional symmetric tensor fields appear in a wide range of science, engi-

neering, and medical applications. In this work, we focus on the symmetric component

of some asymmetric tensor fields such as deformation gradient from solid mechanics

and velocity gradient from fluid dynamics. Here we wish to explore how features of
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field data that are of interest domain experts can be visually illustrated by tensor field

analysis and visualization. Vector plots (Figure 6.1a) are the traditional method for vi-

sualizing flow data, because they provide a straightforward means of visually conveying

the magnitude and directions at each point in the domain. However, it can be difficult to

show “higher order” behavior such as kinematics (rotation, sheering, stretching, com-

pression, etc) with this method. Our aim is to use tensor fields generated from the flow

data to show a sort of “skeleton” of the points of interest in the data. It is our intent that

this will allow domain experts to more effectively draw conclusions from the datasets in

question.

Our research leads to the notion of eigenvalue manifold, which shows that the set

of traceless tensors and the set of neutral tensors (medium eigenvalue is the average

of major and minor eigenvalues) should also be included in tensor field topology. We

observe that a degenerate curve may be a loop and can be knotted [63]. Also, two

degenerate curves can be linked [63]. We provide insight on why a degenerate curve

may have to be linked to another, based on the notion of winding numbers of the non-

degenerate eigenvector field along the curve.

To robustly extract degenerate curves, we convert the problem of finding such fea-

tures into the problem of finding the intersection of algebraic surfaces. This has led

to a two-step framework inspired by results and ideas from computer-aided design and

algebraic geometry, such as Bernstein polynomials and A-patches [44]. In the first step

of our framework, mesh cells not containing degenerate curves are identified and culled

out. Cells containing degenerate curves are iteratively subdivided. In the second step,

degenerate curves are extracted using methods adapted from [92]. We also develop a
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similar framework for the detection of neutral surface, i.e., the set of points where the

tensor field is neutral.

Based on the concept of eigenvalue manifold, we develop a set of glyphs for 3D

symmetric tensors that are complementary to those of Schultz and Kindlmann [67]. The

shape, size, and color of the glyphs reflect their trace and magnitude as well as whether

the tensor is a linear, planar, or neutral tensor and how close it is to being a degenerate

tensor.

We apply our analysis and visualization to data sets from fluid dynamics and earth-

quake research and provide physical interpretations based on the visualization.

6.1 Novel Insights on Tensors and Tensor Fields

In this section we describe our tensor field analysis, giving novel insights into their

behavior, features, and algebra.

6.1.1 Eigenvalue Manifold

The set of 3D tensors is a six-dimensional linear space which can be re-parameterized by

λ1, λ2, λ3, and q. Here, λi ∈ R (1≤ i≤ 3) are the eigenvalues satisfying λ1 ≥ λ2 ≥ λ3,

and q ∈ SO(3) is a 3D orthonormal frame generated by the eigenvectors of the tensor.

We focus on the eigenvalues in the ensuing discussion.

The space {(λ1,λ2,λ3)|λ1≥ λ2≥ λ3} is one quarter of R3 and can be re-parameterized

by (ρ,θ ,φ) where ρ =
√

λ 2
1 +λ 2

2 +λ 2
3 ≥ 0 is the tensor magnitude, θ = 2λ2−(λ1+λ3)

3
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Figure 6.2: This figure shows various types of tensors by showing their effect on a cube
(a). Starting from (b) and clockwise: we have (b) a linear degenerate tensor, (c) a linear
non-degenerate tensor, (d) a neutral non-degenerate tensor, (e) a planar non-degenerate
tensor, and (f) a planar degenerate tensor. Notice that these items form a continuous
spectrum.

measures the linearity/planarity of the tensor, and φ = λ1+λ2+λ3
3 provides the ratio be-

tween the isotropic and anisotropic components in the tensor.

When restricting on tensors of unit magnitude (unit sphere in the above three-dimensional

space: one quarter of R3) becomes a lune bounded by two great circles {(λ1,λ2,λ3)|λ 2
1 +

λ 2
2 = 1,λ3 = 0} and {(λ1,λ2,λ3)|λ1 = 0,λ 2

2 + λ 2
3 = 1}. The lune can be naturally

parameterized by θ and φ (see Figure 6.3). When θ = −1 we have linear type de-

generate points while θ = 1 gives the set of planar type of degenerate points. When

φ = ±1 we have triple degenerate points with either expansion or contraction in terms

of physics. The bisector of the lune {(λ1,λ2,λ3)|λ 2
1 + λ 2

2 + λ 2
3 = 1,λ1 + λ2 + λ3 =

0} corresponds to volume-preserving deformations (pure shear). The second bisector
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Figure 6.3: This figure shows the eigenvalue manifold, which is of a shape of a lune.
Notice that the same lune has been used by Schultz and Kindlmann [67] for the de-
sign of glyphs for indefinite tensors. However, we use the lune to introduce tensor field
topology. The left and right part of the lune’s boundary corresponds to linear degener-
ate tensors and planar degenerate tensors, respectively. The vertical bisector are neu-
tral tensors while the horizontal bisector corresponds to traceless tensors. Along each
horizontal line segment intersecting the lune, from left to right are linear degenerate
tensors (Figure 6.2 (b)), linear non-degenerate tensors (Figure 6.2 (c)), neutral tensors
(Figure 6.2 (d)), planar non-degenerate tensors (Figure 6.2 (e)), and planar degenerate
tensors (Figure 6.2 (f)). The corner points of the lune correspond to triple degenerate
points. There are two types of such points, one with a positive trace, and the other a
negative trace.

{(λ1,λ2,λ3)|λ 2
1 +λ 2

2 +λ 2
3 = 1,2λ2− (λ1 +λ3) = 0} corresponds to the set of neutral

tensors. Along each curve φ = C in the lune (−1 < C < 1), starting from the left end
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point, we see, in this order, linear degenerate tensors, linear non-degenerate tensors,

neutral tensors, planar degenerate tensors, and planar degenerate tensors. When cross-

ing neutral tensors, the role of the eigenvectors changes as follows. On the linear tensor

side, the major eigenvectors are more prominent. On the other side of the neutral ten-

sors, the minor eigenvectors become more prominent. Such changes are topological,

and we therefore include the neutral surface and the traceless surfaces (where the ten-

sor is either neutral or traceless, respectively) into the tensor field topology. As to be

seen next, the linking between degenerate curves are a natural result of the shape and

topology of the neutral surface.

6.1.2 Degenerate Curves as a Curve Network

In this section, we make a number of observations of degenerate curves. First, degen-

erate curves can be loops. While this fact can be seen from existing research, it has not

been emphasized. Second, A degenerate loop may be a knot, i.e., it is not an unknot.

Third, two degenerate loops may be linked. Figure 6.4 (a) shows a synthetic 3D tensor

field (created by a design tool) that contains two linear degenerate loops (green), one

linear degenerate curve (green), and two planar degenerate curves (yellow). One of the

linear degenerate loops forms a trefoil, and it is linked to both the other linear degener-

ate loop as well as the planar degenerate curves. We examine the last observation more

carefully. Note that in some cases one of the degenerate curves can be an open curve

while the other is a loop. The open degenerate curve can be considered as a degenerate

loop cut open by the domain boundary. To simplify the matter we first consider a linear
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(a) (b) (c) (d)

Figure 6.4: Knots and links can occur in the degenerate curve network. In (a), a linear
degenerate trefoil (green) is linked to a linear degenerate unknot (green) as well as two
planar degenerate open curves (yellow). Some insights on why a degenerate curve may
have to be linked to another is shown in (b)-(d). In (b), an linear degenerate curve with
no transition points must be linked to another degenerate curve as the non-degenerate
eigenvector field (major eigenvectors, illustrated by the streamlines) form a circular pat-
tern that ensure some degenerate points of planar types inside (two such curves in this
case). In contrast (in (c)), a degenerate curve with two switch points does not have to
linked to another curve as the non-degenerate eigenvector field does not have a singu-
larity. In (d), three degenerate loops of the same type can be linked to each other.

type degenerate loop γ ⊂ Ω where Ω is a plane (Figure 6.4 (b)). Along γ no transi-

tion points exist, and the major eigenvector field (the non-degenerate eigenvector field

in this case), when restricted to Ω is always parallel to Ω. Under these assumptions, it

is straightforward to verify that the Poincaré index of the major eigenvector field along

γ is ±2π . Since the major eigenvector field can be considered as a continuous 2D line

field, we know that the interior of the region U ∈ Ω enclosed by γ must contain singu-

larities. The total index of these singularities add up to the Poincaré index of the major

eigenvector field along γ . Since each of the 2D singularities corresponds to a 3D de-

generate curve, the set of such degenerate curves will be linked to γ . We wish to point

out that in this case the degenerate curves being linked must be of the opposite type,
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i.e., planar in this case. This is because the major eigenvector field can only contain

degenerate curves in planar regions, when it is not the non-degenerate eigenvector field

(Section refsec:analysis).

Now suppose that γ contains exactly two transition points and therefore has a Poincaré

index of zero. One such example is shown in Figure 6.4 (c), where the major eigenvec-

tor field is constant along the vertical axis (this eigenvector field is not shown). In this

case it is not necessary to have a degenerate curve linked to γ . When there are curves

linked to γ , their intersections with Ω, the 2D singularities, must form pairs of wedges

and trisectors (this case is not shown).

It is possible that degenerate curves of the same type can be linked to each other.

Figure 6.4 (d) contains an example in which three linear degenerate loops are linked.

On a cut plane intersecting all loops, there are six degenerate points with three wedge

and three trisector patterns in the minor eigenvector field. Notice that this is different

from the case when the two degenerate curves have opposite types. In that case, the

minor eigenvector field has 2D degenerate patterns around the linear curve, while the

major eigenvector field has 2D degenerate patterns around the planar curve.

For more sophisticated cases, i.e., γ is not contained in a plane, and the major eigen-

vector field is not parallel to a plane, we still observe links between degenerate curves.

If it is possible to deform the space around a degenerate loop γ such that after the de-

formation γ is in a plane and the major eigenvector field becomes parallel to the same

plane, then the aforementioned analysis still makes sense. It is beyond the scope of this

thesis to investigate whether such a deformation always exists and if not under what

condition does it occur.
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6.2 Feature Extraction Methods

In this section we describe how we extract tensor field topology such as degenerate

curves, neutral surfaces, and traceless surfaces. Our goal is to guarantee that these

entities can be reconstructed completely. Our computation set up is as follows.

The input data is a tensor field defined on a tetrahedral mesh. If the input field is

a vector field, such as the velocity or deformation field, we compute its Jacobian and

take the symmetric part of the Jacobian as our input tensor field. If the input mesh is on

a hexahedral mesh, we tetrahedralize the mesh by adding extra faces. Given the input

tensor field on a tet mesh, we assume a piecewise linear interpolation scheme on the

entries of the tensor field, a widely accepted choice in 3D vector field visualization.

(a) 2D Isolation (b) Level 0 (c) Level 3 (d) Level 4 (e) Level 5

Figure 6.5: Our isolation algorithms for 2D and 3D. In (a), we show our 2D isolation,
with the subdivision levels (1, 2, 3, 4) in which the subtriangles where found to be
empty colored blue, cyan, green, and yellow, respectively. The level 5 triangles (the
deepest subdivision level) are colored red; in these triangles, two degenerate points were
detected precisely using the method described in [94]. 3D isolation for selected levels
are shown in (b)-(e), again with the final curves found using Zheng and Pang’s method,
and rendered red for planar curves and blue for linear.

We now describe the details of finding degenerate curves, neutral surfaces, and trace-

less surfaces. Our approach is based on the following insight: under a polynomial in-



139

terpolation, neutral surfaces and traceless surfaces are piecewise algebraic surfaces, and

degenerate curves are algebraic curves (intersection of two algebraic surfaces).

Neutral Surfaces and Traceless Surfaces: Under our interpolation scheme, i.e., a

piecewise linear tensor field over a tet mesh, the traceless surface is a simply a piece

of the plane inside each tet. Therefore, it can be reconstructed using the Marching

Tetrahedra algorithm.

The neutral surfaces are more challenging, as they are a cubic surface inside each tet.

To capture them accurately, we require a surface extraction method capable of finding

a cubic polynomial levelset surface inside each tet. We use the “A-patches” method

described in Luk’s thesis [44].

Degenerate Curves: Using the same formulation, we have converted the prob-

lem of finding degenerate curves to finding the intersection of two algebraic surfaces

(implicit surfaces) f = 0 and g = 0.

Our method consists of two stages. First, as in the surface case the tet mesh is

iteratively subdivided to locate tets (and subtets) that may contain a degenerate curve.

Second, inside each such subtet we locate possible degenerate curves.

During the first stage, a tet is subdivided if f = 0 or g= 0 has at least one sheet inside

the tet. Note, however, that unlike the surface case, even when each surface has a single

sheet inside the same tet, it does not mean their intersection has exactly one connected

component. For example, the intersection may be empty or contain multiple connected

components. To the best of our knowledge there is no current method that addresses

this, and consequently we iteratively subdivide each tet and subtet until a subset contains

zero sheets of f = 0 or g = 0 (thus the intersection is empty and no degenerate curve
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exists inside) or both surfaces intersect the tet but a user-specified maximum level of

subdivision has been reached. While this method may produce false positives (tets not

containing degenerate curves being selected for further processing), it is guaranteed to

not produce false negatives (tet containing degenerate curves not processed later).

A degenerate point satisfies the seven equations pointed out by Zheng and Pang [92].

This means that degenerate curves can be described as algebraic curves defined by the

intersection of any two of these algebraic surfaces. However, we have found that using

more equations can make the test more efficient and reliable; for example, consider

the seven functions proposed by Zheng and Pang f1, f2, ..., f7 (Section 2.2.2). Due to

degenerate conditions a tet may contain both f1 = 0 and f2 = 0. However, if it fails to

intersect f3 = 0 then it will not be further processed. We have found this approach to

produce more reliable tet classifications and lead to better computational performance.

In the second stage, we go through each subtet flagged during the first stage (may

contain a piece of degenerate curves) and identify the degenerate curves inside the subset

using a method adapted from Zheng and Pang [92] to tet meshes. In this approach,

degenerate points are first identified inside each face of the tet. Next, starting from

each such point, numerical tracing is used along the tangent of the degenerate curve,

which can be computed using the tensor value at the start point. To identify the initial

point inside a face, Zheng and Pang use a Newton-Rhapson method on the discriminant

function, i.e., a non-linear gradient descent method. While this method can produce

desirable results, we have found it to be sensitive to the initial guess and local minima

of the discriminant function, thus leading to missing curves inside tets.

We address this with a 2D version of the A-patch idea. Realizing that the discrim-
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inant function is non-negative and but the seven functions are not, we make use of 2D

Bernstein-Bezier coefficients of the seven functions to locate a more ideal initial guess,

which typically is quite close to the degenerate point in the plane. We have found that

this approach significantly reduces the number of flagged tets inside which degenerate

curves exist but are not detected.

6.3 Visualization Techniques

Our tensor field visualization system visualizes the topology of 3D symmetric tensor

fields by depicting its degenerate curves, traceless surfaces, and neutral surfaces. In ad-

dition, one can inspect the behaviors of the tensor field using glyphs and hyperstream-

lines following any of the eigenvector fields.

Degenerate curves are drawn as tubes around the actual degenerate curves. This

makes it easier to perceive the absolute and relative depth of the degenerate curves.

A point p on a degenerate curve γ can be further colored, based on the trace, tensor

magnitude, determinant, and curvature and torsion of γ at p. Furthermore, p can be

color-coded based on its linear/planarity and wedge/trisector classification: green (lin-

ear wedge), blue (linear trisector), yellow (planar wedge), and red (planar trisector).

Transition points are drawn on top of the curve as a sphere with a larger diameter to

highlight them.

Traceless surfaces and neutral surfaces are drawn using the smoke surface method [80].

They can be further color-coded with tensor magnitude and determinant. Furthermore,

neutral surfaces can be further color-coded with the trace of the tensor, while traceless
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surfaces with the tensor mode.

Glyphs: We now present a set of glyphs which we use to symmetric tensors. Unlike

existing glyph designs for indefinite tensors [67], our glyph design makes use of convex

glyphs even when some of the eigenvalues are negative. Moreover, our glyph design

exhibits symmetry between linear tensors and planar tensors.

To be more specific, we have three glyph types: (1) degenerate tensors, (2) neutral

tensors, and (3) non-degenerate and non-neutral tensors. A degenerate tensor is a cylin-

der where the axis of the cylinder indicates the non-degenerate eigenvector direction. A

loop is drawn in the middle of the cylinder, circling the axis. The cylinder is color-coded

in red if it is a linear degenerate tensor, and in green if it is a planar degenerate tensor.

A neutral tensor is drawn as a flat disk with a color of gray, and the normal to the disk

indicates the medium eigenvector direction. A red loop is drawn parallel to the minor

eigenvector direction, and a green loop is drawn parallel to the major eigenvector direc-

tion. For a non-degenerate, non-neutral tensor, we use a box with rounded corners and

edges. The color of the box is red if it is linear, and green if planar. A loop is drawn in

all faces of the box parallel to the non-degenerate eigenvector direction. Notice that the

glyphs are designed to have continuity. For example, starting from a degenerate tensor

(a cylinder) and decreasing the mode, the cylinder will morph into a box with round

corners and edges. Eventually, it becomes a flat disk. See Figure 6.6 for examples.

We wish to emphasize that we do not intend to replace existing, well-accepted glyph

designed with our own. Instead, we consider our design a complementary approach.

Performance: We have applied our analysis to a number of well-known data sets.

The data is collected from a computer with an Intel Core i7 3.07 GHz processor, 24 MB
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Data set degenerate curves neutral surfaces
Sullivan vortex 38.43 6.35
Two Sullivan vortices 42.77 4.85
ABC flow 13.17 13.17
Benard convection 24.45 7.71
Tornado 20.45 7.41
Terrashake 52.32 1:01.83

Table 6.1: All computational time measures are in seconds.

of RAM, and an NVIDIA GTX Titan graphics card.

6.4 Applications in flow data analysis

We now turn to using the techniques and ideas developed in this chapter to the analysis

of flow data generated from simulations. It is our intent to show that these tools can

be used to bring new understanding to this data, not covered by previous visualization

methods.

6.4.1 Flow Analysis

Sullivan vortex: The Sullivan vortex is an exact analytical solution of the Navier-Stokes

equations for incompressible fluids given by Sullivan (1959): the flow patterns in the

horizontal and vertical planes are depicted in Figure 6.7. Away from the vortex center,

the flow is predominantly in the negative radial direction (toward the center) with the

upward flow. Near the center, the flow is outward with the down-welling motion. Note

that the local flow pattern near the center resembles that of a hurricane or a tornado.
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Figure 6.6: Different types of glyphs used to visualize individual tensor values. The first
3 rows are elliptical glyphs, box glyphs, and superquadric glyphs respectively. From
left to right, the tensor shown is linear degenerate, linear anisotropic, pure anisotropic,
planar anisotropic, and planar degenerate, respectively. Superquadric glyphs combine
the strengths of first two rows by showing degenerate glyphs as cylindrical but also more
clearly showing directions as with the boxes. The fourth row shows the same tensors
above with the trace removed using our traceless superquadric glyphs, which highlights
the difference between linear, neutral, and planar tensors. Green and red represent linear
and planar, and the colored band intersects the glyph faces corresponding to eigenvalues
with the same sign (two negative, in the case of linear, and two positive for planar).

To extract symmetric part of the velocity-gradient tensor of the Sullivan vortex, we first

compute 5u+(5u)T

2 in which u is the velocity vector: this tensor represents the time rate

of angular deformation (i.e. the rate-of-strain tensor), and is traceless because of the

assumption of incompressible fluids.

Figure 6.1 shows (a) the velocity vector field and (b) the glyph presentation of the

symmetric tensor field for the half domain that is cut vertically through the center, and

(c) the degenerate curves with the neutral surface. The velocity plot shows the upwelling

and down-welling motion, as well as counterclockwise rotation about the vertical axis.
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Figure 6.7: The Sullivan Vortex viewed in (left) the x-y plane and (right) the x-z plane.

Additional information can be extracted from the glyph plot. In the outer-most part in

the plot (in the region far from the center of the vortex), the fluids are compressed in

the horizontal direction (presented by the red color glyphs (the planar type) with the

red band loop being oriented in the radial direction (Figure 6.1). Then, The pattern of

glyphs transforms to the green color (the linear type) pointing in the vertical direction

(the green band loop around the glyphs are vertically oriented). In the further inward

and upper region away from the ground, fluid deformation takes place primarily in the

x-z plane: fluids are stretching vertically downward toward the center and compressing

vertically upward toward the center (see the green and red band loop orientations). Near

the ground level of the vortex center, the fluid deformation becomes complex, but is

dominated by compression. The yellow lines shown in Figure 6.1 (b) represent the

planar degenerate curves, which represent pure compression in the direction of the curve

and the other eigenvectors being undefined. The structure of degenerate curves for the
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Sullivan Vortex is discussed the next.

Figure 6.1 (c) presents the degenerate curves of the rate-of-strain (symmetric) ten-

sor field. There are two distinct vertical planar type (yellow) lines surrounded by the

two planar-type circular degenerate loops and the one linear circular degenerate loop.

The two larger loops (the planar and linear types) form very close to the ground sur-

face. The vertical planar degenerate curves represent the fluid compression due to the

down-welling flow motion. The successive linear type and planar type degenerate loops

represent the fluid deformation near the ground boundary, which must be related to the

advective flow acceleration and the deceleration in the radial direction, respectively. The

appearance of those degenerate curves is considered to be the multiple link formation:

the two linear vertical degenerate lines at the center pierce through the three loops. Note

that the neutral surfaces shown in the transparent blue color separate the linear type from

the planar domain. The outer annular neutral surfaces coincide with the location of the

cylindrical wall-like region of the linear type (green) shown in Figure 6.1 (b).

Flow over obstacle: In Figure 6.8(top), we see the results of a free-surface-flow

simulation in which fluid (depicted as vector glyphs) is flowing over an obstacle. This

kind of flow scenario commonly appears in nature (such as in the case of a submerged

log spanning the width of a stream, etc.). The analysis of such flows could lend a

great deal of insight into fields such as sediment transport, stream geology and stream

ecosystems.

By computing the rate-of-strain component of the velocity gradient (as previously

described for the Sullivan vortex) over a sub-domain, we get the tensor field in Fig-

ure 6.8(bottom-left).
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Figure 6.8
Flow over obstacle. The full dataset is the result of a fluid simulation in which fluid
flows down a channel. Vector glyphs for the flow velocity of the whole dataset are

shown from and angle (top) and from the side (middle). An obstacle with a triangular
cross-section spans the width of the domain, near the end where the flow enters

(indicated by the gray triangle in the side view). For this research we selected an area
of interest containing the obstacle (indicated by the gray box in the side/middle view),

and computed the rate-of-strain tensor field for the flow field in this portion (tensor
glyphs for this field are shown bottom-left and degenerate curves bottom-right).
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Upon first examination, the degenerate curves extracted from this tensor field appear

very noisy (Figure 6.8, bottom-right). However, in Figure 6.9(top), we see that a view

from the side reveals that there are large regions near the obstacle (indicated in blue)

where almost no curves appear. The next two images in this figure show the field glyphs

from the same view clipped by two different view-aligned cut planes (Note that curves

are not affected by these cut-planes, and all that are not occluded by the glyphs are

shown).

By examining the glyphs in the aforementioned regions, we see that the tensors

in these regions are largely close to neutral (Figure 6.6, bottom row, center). Neutral

tensors are the type that fall near the blue line bisecting the lune from Figure 6.3. This

and the view-aligned orientation of the glyphs indicates that the nearby obstacle causes

the field in these regions to behave like a 2-dimensional field, experiencing anisotropic

pressure and expansion mostly in the plane spanned by the vertical and downstream

directions. This is consistent with the fact that the obstacle itself is homogenous in these

dimensions while spanning the remaining dimension.

Upon further examination, we can see that the red and green bands have nearly

swapped orientation between the two regions; the swap in both cut-plane images occurs

right at the peak of the obstacle. This indicates different directions of compression and

expansion. Compression occurs along directions indicated by green bands and expan-

sion along regions indicated by red bands. In the region preceding the obstacle, we that

compression is occurring largely in the vertical direction (with the orientation changing

slowly as the peak is approached), which is consistent with the fluid having to “squeeze”

past the obstacle. Expansion is mostly in the horizontal directions with could explain
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Figure 6.9
Flow over obstacle (side view).

the large increase in velocity that occurs immediately above the obstacle. In the region

following the obstacle, these orientations swap, except that in this region the expan-

sion slopes upward in the direction of the flow and downward in the opposite direction;

this downward expansion likely causes the region of high vorticity right in front of the

obstacle.

Finally, near the free surface about the obstacle, we observe a gradual transition in
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the pattern of glyphs. The planar dominant glyphs with the minor eigenvectors in the

the vertical direction (indicating compression) are gradually transformed to the neutral

dominant glyphs with the minor eigenvectors in the width-wise direction. The horizontal

orientation of the degenerate curves reflects this stream-wise gradual change in the flow

characteristics. Note that the pattern is different from the chaotic appearance of the

degenerate curves in the turbulence dominant flows behind the obstacle.

We believe that further such analysis could be hugely beneficial in understanding

how flows behave and in the research areas mentioned previously.

Benard convection: The Benard convection is one of the classic instability prob-

lems in fluid mechanics. Consider a horizontal layer of fluid with its lower boundary

hotter than the upper boundary. When the temperature difference across the fluid layer

is sufficiently great, then, an overturning instability takes place as thermal convection.

When the Rayleigh number (the ratio of the destabilizing effect of buoyancy to the sta-

bilizing effects of diffusion and dissipation) exceeds the critical value, then a structure

of convection rolls forms. Figure 6.10 (a) is the velocity vector plot for a portion of

convection cells, showing the two side-by-side cells. Clearly it is difficult to understand

this three-dimensional flow field with the velocity plot alone. Here we demonstrate that

the degenerate curves can effectively assist understanding the three-dimensional flow

field.

Figure 6.10 (b) shows the degenerate curves from the same angle view as the ve-

locity plot (Figure 6.10 (a)): the green color denotes the linear type (stretching) and the

yellow color denotes the planar (compression). The complex stretching/compression

takes place in the middle layer of the domain due to the complex interactions of the up-
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(a) (c) (e)

(b) (d) ( f )

Figure 6.10: This figure shows the result of applying our tensor field visualization on
the Benard convection (a). In (b) and (c), we show from two viewpoints the degener-
ate curve network of the data set. Notice the link in the degenerate curve network (d:
highlighted curves). In (e) we augment the visualization with the neutral surface (blue).
Notice how the surface is separates the linear type degenerate curves (green) and planar
type degenerate curves (yellow).

welling and downwelling convection. The top view for the degenerate curves is shown

in Figure 6.10 (c) that exhibits a more orderly symmetric pattern than that of the view of

Figure 6.10 (b). This is because the data is generated with the periodic lateral boundary

condition. The resulting symmetric pattern indicates the accuracy of our algorithm for

extracting the degenerate curves. As discussed earlier, the degenerate curves must form

either closed loops or must end at the triple degenerate points. In this dataset, we found
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that most of the curves form loops or escape out from the domain: the curves termi-

nating at the triple degenerate points within the domain are found to be rare. We also

found the formation of the link as shown in Figure 6.10 (d): the two planar degenerate

curves pierce through the linear degenerate loop. Recall that a degenerate loop can take

the formation of link with another degenerate curve, or the formation of knot.

The transparent blue surfaces shown in Figure 6.10 (e) represent the neutral surfaces.

On the surface, the deformation takes place only on the surface and no deformation in

the direction normal to the surface. In other words, the deformation becomes purely two-

dimensional on the neutral surface. In spite of the complex degenerate curve formation,

the present algorithm is capable of separating the linear and the planar domain with the

neutral surfaces as shown in Figure 6.10 (f). Dividing up the flow field into regions

bounded by the neutral surfaces is useful for understanding for interior flow structure.

With the aid of the visualization of degenerate curves, the flow structures can be revealed

from the very complex velocity field in the 3D domain.

6.4.2 Earthquake Data Visualization

We have applied our visualization technique to a simulated earthquake-generated seis-

mic wave propagation field. The simulation dataset is taken from the San Diego Super-

computer Center (SDSC) TerraShake 2.1 Project (http://viscontest.sdsc.edu/2006/data.html)

and represents the propagation of P and S-wave velocities generated from a magnitude

7.7 earthquake beginning South of Palm Springs and propagating Northwest along the

San Andreas Fault for 60 seconds after which the fault rupture stops but the waves con-
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(a)

(b)

Figure 6.11: Visualization of the TerraShake data set using a vector plot (top) and our
glyph-based tensor field visualization (bottom).
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tinue to propagate for several minutes. Due to the complexity of the data we only show a

single time step. The simulation is physics based and incorporates best available subsur-

face geological and geophysical data to provide a realistic, inhomogeneous, anisotropic

and inelastic rheology through which the seismic waves propagate.

Seismic waves are comprised of P-waves (compressional waves) and S-waves (shear

waves) where P-wave particle motion is in the direction of wave propagation and S-wave

particle motion is transverse to the direction of wave propagation. In homogeneous,

isotropic media, S-waves particle motion can be in the vertical (SV-Rayleigh waves)

or horizontal (SH-Love waves) plane. Greater complexity arises for waves traveling in

anisotropic media and SV and SH wave velocities no longer travel perpendicular to the

wave front. Complex subsurface structure also complicates the wavefield due to waves

bouncing off reflecting surfaces or refracting through them. Increasing symmetry and

isotropy, even locally within the medium, reduces the number of moduli and acts to

make the wave field more coherent.

Figure 6.11 shows the velocity vector field (top) and our visualization technique ap-

plied to the simulation data (bottom). Individual wave fronts as well as the transition

between the faster, leading P-wave train and the slower, trailing S-wave train can be

seen more easily in our visualization of the wavefield (bottom). Similar to the flow vi-

sualization examples, the green color represents stretching (positive major eigenvalue

being dominant) and the red color represents compression (negative minor eigenvalue

being dominant). The left-most region exhibits the alternating compression-expansion

pattern (green and red) in the direction of wave propagation. This represents the lead-

ing P-wave motions (the faster P-waves are further out from the center than the slower
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S-waves). Behind the P-waves, we see alternating red/green glyphs both along the wave

fronts (perpendicular to the propagation direction) as well as in the propagation direc-

tion, which represent the S-wave train. A careful observation of the glyphs along the

leading wavefront of the S-wave train (i.e. at the transition between the P- and S-waves)

reveals that the direction of compression/expansion is in the vertical direction there - the

disk-like glyph formation is vertically oriented. The glyph orientations immediately be-

hind the front of the S-waves indicate that the motions are mainly in the horizontal plane

(the disk-like glyphs point nearly horizontal). The glyph sizes are much larger than those

for the P-waves, which means that the magnitude of the S-wave is larger than the P-wave

motion, as expected at the free surface. This level of detailed information, particularly

the discrimination between P and S-wave motion and P and S-wave train transition wave

motion patterns cannot be detected explicitly using the velocity visualization alone. It

is possible that further study using this visualization technique could lead to a better

understanding of how complex subsurface structure can cause anisotropic seismic wave

propagation affects observed at the surface. Combined with standard seismic imaging

techniques, this tensor visualization technique can be a useful addition to both natural

resource exploration and earth structure seismologists.

6.5 Reflection on Interdisciplinary Experience

As previously mentioned, the contents of this chapter are in partial fulfillment of and in-

tegrated interdisciplinary ecosystem informatics minor funded by an NSF-IGERT grant.

The purpose of the program was to bring individuals from natural sciences, mathemat-
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ics, and computer science together to solve problems related to ecosystem science. In

this section, we reflect on this goal and our experience in the program.

Interdisciplinary scientific inquiry is increasingly important for the advancement of

science overall, because there is so much rapidly progressing technology that is now

at our disposal, but these tools have too often not been fully leveraged in many fields.

This is likely because of the differing cultures, habits and traditions of these fields,

which can lead to varying rates of adoption. Interdisciplinary research also presents

many challenges, for many of the same reasons. It can also be difficult to find common

ground amongst scientists who can have very different interests when conducting their

research.

In our experience with this program, a problem we often ran into as computer sci-

entists was that problems of interest to the computer science community were not im-

mediately useful for our natural science counterparts, who might be much more easily

aided by tools and techniques that were already well-explored in our own field. Another

challenge was finding data that was dense enough, due to the fact that data-collection

can be a much more difficult in many natural sciences. For example, gathering flow data

from an actual stream would require evenly spacing sensors for each data-point in that

stream. In this work, we thus resorted to using the results of simulations, to gain access

to data that was dense enough for our needs.

The experience nonetheless provided a great deal of insight into how our field fits

in with others and what tools are available to other sciences. We feel that the exposure

to other sciences we experienced as a result of this program has been invaluable to our

future as interdisciplinary scientists.
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Chapter 7: Conclusions and Future Work

In this thesis, we have made use of tensor fields to address several problems in computer

graphics, geometry processing and scientific visualization. To restate them specifically,

we have presented the following contributions:

• provide a mathematical presentation for 2D N-RoSy fields which allows analysis

and visualization as well as design.

• provide mathematical analysis of the topology of 2D N-RoSy fields.

• a visualization method for 2D N-RoSy fields.

• provide a design system for 2D N-RoSy fields.

• provided the first interactive tensor field design system and identify design opera-

tions for the control of 3D symmetric tensor field topology.

• identify and implement a number of topological editing operations

• a new glyph design for 3D tensor field visualization.

• provide novel topological analysis for 3D tensor fields by giving insights on knots

and links in such fields.

• introduce the notion of eigenvalue manifold for 3D symmetric tensors
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• add neutral surfaces and traceless surfaces to 3D tensor field topology

While we see this work as a significant advancement of these areas, we also believe

is still more work to be done before these problems are completely solved. While we

and others have addressed the problem of uniform rotational symmetries in the plain and

on 2D surfaces (Chapter 3), there is still much work to be done before the same can be

said of the volumetric case. In this thesis we have focused on orienting objects with box

symmetry, as symmetric second-order 3D tensors readily provide a convenient mathe-

matical representation. However, there are many other symmetries that are not modeled

by our system. In the future, we hope to find a unified framework that can model the

orientations for objects of these as well. Also, in many applications in both the surface

and volume cases, objects with mul- tiple, different but coexisting symmetries are of

interest, such as pen-and-ink sketching and texture synthesis. We plan to investigate a

mathematical framework with which such objects can be analyzed and designed.
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