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Chapter 1: Introduction 

The ability to automate some or all of the design process is a powerful tool 

becoming available increasingly available to designers. With the advent of 

new technology, simple and tedious design tasks can be minimized for 

human designers. This can be done either by providing assistive tools to 

speed the design process or tools that take a more holistic role in design. 

Examples of the former are Computer Aided Design (CAD) and Computer 

Aided Engineering (CAE) software. Both of these have become very 

prominent in modern engineering practice, and for good reason. They 

significantly increase ease of design and analysis. These tools still require a 

designer to make design decisions, however. These methods can be classified 

as ‘top-down’ approaches due to the requirement of designer with complete 

oversight of the design process. Because of the realities of these top-down 

approaches, there is no ability for these tools to increase the design space 

available to the user. The user is limited to the designs their experiences and 

creativity can support. In addition, CAD and CAE can only decrease the 

amount of time a user must apply to a task; they can never eliminate the 

user’s involvement. 

This top-down approach can be contrasted with the bottom-up approach 

found throughout the natural world. The bottom-up approach is exemplified 

by evolution and the emergent, self-organizing behavior of social insects. 

Bottom-up design systems are characterized by the development of complex 



 

2 

 

behavior that stems from a simple structural premise. The bottom-up 

approach is becoming a more accepted approach to solve problems. The 

most widely applied bottom-up approach in recent literature is the 

application of Genetic Algorithms to optimization problems.   

The purpose of this research is twofold: to create a new problem-solving 

paradigm, as well as to put forth a possible bottom-up method to solve 

problems within that paradigm. The problem-solving paradigm to 

autonomously design structures is organized as an iterative loop. Changes in 

the structure are informed by the results of a physics simulation for each 

iteration of the structure. Once a change is implemented, the structure is re-

evaluated and a new modification of the structure is chosen based on the 

results of the new evaluation. One of the great benefits to using a physics 

simulation as the evaluation stage is the ability to evaluate structures based 

on their dynamic properties, not just the simplified static models used for 

many modern structural evaluation models. 

To solve the physics engine-based paradigm, this research uses an agent-

based approach. Each component within the structure is assigned an agent 

that makes all decisions associated with that component. Each iteration, a 

single agent is chosen to make a decision for its component and selects the 

option that benefits it the most form the options available to it. The agents 

make their decisions based on the influence of a field that defines the fitness 
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of both the agents and their options. By iterating on this decision-making 

process, it is possible to create complex structures  

In this paper, some key related work will be covered in Chapter 2 followed by 

an overview of this paradigm in Chapter 3, both the overall structure as well 

as the intricacies of the solution. Chapter 4 will detail the results of the 

simulations, as well as a comparison to several other methods. Finally, 

Chapter 5 will detail the conclusions of this work both by discussing the 

results and elaborating on future work. 
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Chapter 2: Related Work 

The optimization approach most similar to this work is, of course other Multi-

Agent approaches[1]. While Multi-agent approaches are not as common in 

mechanical design as they are in other fields, they are most common in the 

field of artificial intelligence [2]–[4]. The underlying theme of multi-agent 

approaches is the distributed decision making. Rather than a single entity 

making a decision about how the topology of a system will change, the 

multiple agents in the system compete to change the topology. This work is 

done in collaboration with Yan Jin’s research group at University of Southern 

California [5], [6], who are applying agents as cellular automata that 

coordinate to solve complex problems. 

The stochastic approach to optimization differs from method to method, but 

the one of the more common is the genetic algorithm (GA) approach [7]. The 

main differences between the GA approach and the one proposed in this 

research are the scope of the competition. In a GA, a collections of distinct 

topologies are competing against each other. In this agent-based approach, 

individual components of the topology compete with each other instead. 

Another stochastic method that has some parallel to this research’s agent-

based approach is simulated annealing (SA)[8]. In this approach, decisions 

are based within the topology of the structure, rather than a population of 

topologies as in GA. The approach used here is most distinct from SA in that 
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SA does not increase the complexity of the topology, it only rearranges the 

topology.  

Another stochastic approach with some similarities to this agent-based 

approach is computational embryogeny (CE) [9]–[11]. CE is most easily 

compared to GAs, however, CE pits the rules that develop topologies against 

each other rather than the topologies themselves. In this respect, this 

research has much more similarities to CE than GA, since the goal of this 

work is to create a selection of rules that ‘grow’ the topology to meet a 

preset goal. However, the selection of these rules is the greatest distinction. 

In this work, the rule selection is preset, while the application of CE, the rule 

set evolves to meet the requirements of the problem. 

Topology optimization (TO) is another approach, one that has many similar 

goals to the problems solved in this research [12], [13]. In several of the 

problems solved in this work, the goals of minimizing compliance in a 

structure given a set of boundary conditions are shared by TO. This work is 

distinct form TO in two ways, however. First, the methods to find solutions 

diverge greatly, but also, the agent-based approach used in this work can be 

applied to much more dynamic structures and structures with less well 

defined boundary conditions. 

One of the major foundations of this work is graph grammars. The structure 

of graphs and the rules that modify them have been employed since the 

1950’s when Noam Chomsky developed them for use in the analysis of 
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natural language [14]. Beginning in the 1970’s, graph grammars began to be 

employed to solve engineering-type problems in computer science [15]–[18]. 

They began to be applied to design problems in the 1980’s and were used to 

create and describe complex systems, an application that they have been 

used for until the present [19]–[24]. This application of graph grammars 

carries the most parallels to the application of graph grammars in this work. 

Most applications of graph grammars in design have been used in 

conjunction with tree search methods, however. In this work, the design 

problem is approached bottom-up rather than the top-down approach of 

tree search methods. Regardless, graph grammars are used for the same 

purpose in both this research and top-down design problems: as a way to 

easily define the changes in the topology of a system. 
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Chapter 3: Overview 

3.1 Basic Structure 

The general structure of the design method is an iterative loop that uses 

each of three components in turn. First, a graph is translated into a physics 

environment and is simulated. The results of the simulation are collected and 

passed to the agents and the agents make decisions based on the simulation 

data. The agents then update the graph based on their decision and the new 

graph is used to create a new physics environment. This process is visualized 

in Figure 1. It is also important to understand how components within each 

step associate. The 1:1:1 relationship between nodes, rigid bodies, and 

agents as depicted in Table is a critical association to make. Other association 

between concepts will be discussed in later sections. 

Table 1: Correlations of Entities Between Design Steps 

Physics Engine Graph Representation Agent-Based Assessment 

   

Evaluation Topology Decision Making 

Rigid Body Node Agent 

Constraint Arc 
Fields 

Dynamics Data N/A 

World Body Mind 
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Agent-Based 
Assessment

Decision Making

Seed Graph

Solution

Inform

Graph Representation

Topology

Physics Engine

Evaluation

Is End Condition Met?

YN

 

Figure 1: Visualization of the Automated Design Process 

 

3.1.1 Graph Topology 

The structure’s topology is stored and modified within a graph, which is 

handled by the graph grammar package GraphSynth [25]. The syntax of the 

rules is entered through GraphSynth’s GUI, as are the seed graphs used to 

initialize the structures. Part of the role of the software package created in 

this research is to convert the graph representations of the structures into a 

form recognizable by the BulletPhysics engine in order to create the test 

simulations. Additionally, the software passes rule choices back to 

GraphSynth, which then modifies the graph appropriately. Graphs correlate 
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to the physics environment in the following fashion: nodes correspond to 

rigid bodies; arcs correspond to constraints. Hyperarcs are used as well, but 

instead of having a direct correspondence to physics objects, hyperarcs are 

used to simplify rule recognition and decrease computational load. In Figure 

2, the left hand graph shows the base structure that is used in one of the test 

problems. The right side of the graph shows what resulted from the 

translation from graph to physics simulation. Note that all nodes in the graph 

became spherical rigid bodies, while all the arcs became constraints.  

 

Figure 2: Conversion from Graph and Physics Engine 

 
3.1.2 Physics Engine 

In this work, the open source physics engine Bullet Physics is used, as is 

the .NET wrapper for Bullet Physics, Bullet Sharp [26], [27]. Two types of 

standard Bullet Physics construct to define the structures tested in this 
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research. First, rigid bodies, as the name suggests, represented rigid bodies 

that can interact with other rigid bodies through collision and friction. The 

second category of physics structures used are constraints, massless 

interactions between two rigid bodies. Within the scope of this work, 

constraints fall into two categories: spring constraints and 6-degree-of-

freedom constraints. As would be expected, the former provides a repulsive 

force between the two constrained rigid bodies proportional to the change in 

distance between them. The latter constrains the movement of two bodies 

relative to each other in any of the six standard degreed of freedom a rigid 

body may experience: linear motion along x, y and z directions as well as 

rotation about the x, y and axes. 

3.1.3 Intermediate Software 

The software package itself analyzes the data produced by the physics 

simulation and uses it to create the fields that, in turn, inform the agent’s 

rule choices.  One of the major conveniences of using a digital analogue of 

physics over an actual physical experiment is the data available. Kinetic and 

kinematic properties of all components of the structure is available since this 

information is integral to the physics simulation’s operation. Additionally, the 

lack of data collection simplified the process considerably. This ‘perfect 

knowledge’ data is ultimately used to inform the agent decisions. How the 

agents do this is discussed further in following sections. Another benefit to 

the use of a physics engine as a test environment is the lack of physical 
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artifacts. Creating a physical analogue of each iteration would require large 

amounts of time and expense. Since this research avoids physical prototypes, 

it is possible to make incremental changes to the design of a structure 

without the need to make thousands of artifacts. 

 

 3.2 Fields and Decision Making 

The fields that directly inform the agents’ decisions is formed by a weighted 

aggregate of all the simulation properties appropriate to the specific 

problem. The software contains a library of fields and those appropriate to 

the problem being solved are selected from it. Each field is then assigned a 

weight that determines the influence of the field in the aggregated score.  

3.2.1 Fields 

There are two broad categories of fields: those that use the rigid body’s 

properties during the simulation to create the field, and those that use the 

static graph locations. In order to illustrate the behavior of the first 

classification of field, the Maximum Kinetic Energy Field is a good example. In 

this case, the software collects all velocities of all rigid bodies at each time 

step, and takes the highest velocity of each rigid body. Each maximum 

velocity is squared and multiplied by the appropriate rigid body’s mass. All 

maximum kinetic energy values are associated with the rigid body and the 

agent that controls that agent. To illustrate the behavior of the second 

classification of field, the Linear Field is used. In this case, a location datum 
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and direction are selected and the field is based exclusively on the structure 

of the topology, with no information about the dynamics of the structure. 

The field values are calculated from the distance between the datum in the 

specified direction. 

 

3.2.2 Radial Basis Functions 

Once each agent is assigned a field value, a radial basis function creates a 

fourth-dimensional contour encompassing the three-dimensional structure. 
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Figure 3: Visualization of 2d Radial Basis Function 
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To envision how the radial basis function behaves within the contest of this 

problem it is necessary to decrease the degree of data to which it is applied 

so it can be physically represented. Using a one dimensional data set allows 

easy visualization: Figure 3 shows a randomly generated data set as an 

example. The x-axis represents an agent location, while the y-axis represents 

the fitness of that agent. Notice the radial basis function passes through all 

data points.  The radial basis function is made up of the weighted sums of all 

decay functions centered about each data point (shown in red.) To generate 

the array of weights, with one for each decay function, only one inverse 

matrix calculation is required. The square matrix A, is created by summing 

the influence of all decay functions at an agent location. As can be seen in 

Equation 1, A11 is the value of the first agent’s decay function at the first 

agent’s location, A12 is the value of the second agent’s decay function at the 

first agent’s location etc. and n is the number of agents. The weight matrix W 

is an unknown vector of length n, and the right hand vector, B, is populated 

by the weights of each agent and is also of length n. 

⎣
⎢
⎢
⎢
⎡
퐴 , 퐴 ,
퐴 , ⋱ ⋯

퐴 , 퐴 ,
⋱ 퐴 ,

⋮ ⋱ ⋮
퐴 , ⋱
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⋱ 퐴 ,
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⎥
⎥
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⎤

⎣
⎢
⎢
⎢
⎡
푊
푊
⋮

푊
푊 ⎦

⎥
⎥
⎥
⎤

=

⎣
⎢
⎢
⎢
⎡

퐴 ,
퐴 ,
⋮

퐴 ,
퐴 , ⎦

⎥
⎥
⎥
⎤

 (Eqn. 1) 

By setting the product of the influence matrix A and the weight matrix W 

equal to the fitness matrix B, it is possible to find the weights that force the 

sum of all decay functions to be equal to an agent’s fitness at that agent’s 

location. The black dotted lines in Figure 3 show the decay functions 
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multiplied by their respective weights. The sum of the dotted lines is equal to 

the radial basis function. 

There are several benefits of using a radial basis function to interpolate 

between points in 4-space over spline and polynomial interpolation methods. 

First, the radial basis function does not suffer as much computationally as 

spline interpolation when increasing the degree of the dimension. As the 

degree of a problem increased, the size and complexity of the matrices 

required to solve a spline interpolation increased much more rapidly than 

the single inverse matrix solution required to solve a radial basis function 

interpolation. Second, the polynomial interpolation approach increases in 

inaccuracy along the margins of the data set as the number of values in the 

data set increased, an issue which radial basis functions avoid. This issue is 

particularly critical considering most decisions are made on the margins of 

the topology, and the usage of a polynomial interpolation makes the 

estimation of new points increasingly uncertain as iterations increase.  

3.2.3 Field Application 

The influence of the user on the design outcome is most prominent in the 

field application and selection. On one hand, if the user selects abstract fields 

such as the Maximum Kinetic Energy Field, this method is more likely to 

create emergent structures. On the other hand, less abstract fields such as 

those that penalize agents far away from the central axis of the structure 

have a more concrete and predictable effect on the outcome of the process. 
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There are two philosophies that may be applied to the choice of fields and 

weights. One is to limit the designer’s influence on the process. That is, 

tending to choose abstract fields that would have a less obvious effect on 

how the structure will develop. This philosophy of limited influence 

decreases the chance of a high quality solution, but increases the probability 

of interesting, emergent solutions. In the second design philosophy, more 

concrete fields are chosen to constrain the problem in obvious ways. This 

philosophy of heavy influence tends to create high quality, but uninteresting 

structures. In this research, an attempt is made to apply the limited influence 

philosophy to problems in order to create more emergent solutions. 

3.2.4 Decision Making 

 

Figure 4: Visualization of Tetrahedron Rule Choices 
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The decision making process is based on the structure of the contour created 

by the radial basis function. The agent chosen each iteration to make a 

change to the graph is selected based on the height of the contour at its 

location. This translates directly to the total weighted score of that agent 

since all agent’s radial basis function score is, by definition, exactly equal to 

their score. The selected agent then generates a new agent located at the 

location with the highest value on the contour. In all of these problems, new 

nodes can only be placed adjacent to an existing node. For instance, in Figure 

4, the node at callout 1 has four options: face A, B, C and D. Since each agent 

has easily defined locations to choose from, the agent only needs to estimate 

and select an option from within a set of between one and eight options. This 

estimate of the fitness of new agents greatly reduces the computational 

expense of exploring the design space. This is critical given the large 

branching factor of the problems and the expense of evaluating even a single 

configuration. 

3.3 Test Problem Summary 

In this research, there are five test problems this method is applied to. They 

are the Cantilever, Dynamic Loaded, Tetra Drop, Constrained Tetra Drop, and 

Block Drop problems. Two of these, the Tetra Drop and Block Drop problems 

are used to compare the effectiveness of the agent-based approach to 

existing methods. The other three, the Cantilever, Dynamic Loading, and 
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Constrained Tetra Drop, are used to further illustrate the applications of this 

technique. 

3.3.1 Evaluation Test Problem Summary 

 

Figure 5: Conversion from Graph to Physics Engine 

 
In the evaluation phase of this research, there are two test problems used to 

illustrate how the agent-based approach performed when compared to tree 

search and genetic algorithms. The first problem, the Tetra Drop Problem, 

begins with a simple base structure of a double tetrahedron as shown in 

Figure 5. The structure is dropped at the start of the simulation and falls until 

it impacts the ground. Again, the structure developed with the repeated 

addition of tetrahedrons. The goal is to maximize the height of the tower 

once it came to rest, while minimizing the number of agents. The second 

problem, the Block Drop Problem, began with a single block dropped with 
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further blocks added to unobstructed faces in each iteration. The goal of this 

problem is to maximize the height of the tower after impact with the ground.  

 

Figure 6: Rule Choice Locations 

 
Both the Block Drop and Tetra Drop problems are solved by an A* search, 

Hill-Climbing search and the Agent-Based approach. In addition, the Block 

Drop is solved using a Genetic Algorithm. Both of the tree-search methods, 

the A* and Hill-Climbing searches, are required to evaluate each potential 

rule choice in order to populate the search tree. Figure 6 shows the initial 

configuration of the Tetra Drop problem. At this state, there are six choices, 

one for each face. To allow the tree search methods to populate the search 

tree, each face is chosen in turn, and the fitness of each configuration is 

assessed through a physics simulation. In any given iteration, the best 

candidate is chosen, however the pool of candidates varied based on the 

1 

2 

4 

3 

6 5 
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method. In the Hill-Climbing search, the best-scoring option is chosen and 

only offspring of that candidate could be considered; later candidates are all 

offspring of the same branch of the search tree. For the A* search, all 

previous configurations are saved and the highest scoring child at any level in 

the search tree is chosen as the new parent. In both of the tree search 

method the objective function is defined to be the sore minus cost function, 

where the score is the height achieved at the end of the simulation, and 

where the cost function is equal to the number of nodes. 

3.3.2 Application Test Problem Summary 

 

Figure 7: Start State of the Cantilever Problem 

 
Three other problems are used to display the Agent-Based approach to 

structure design. The first example is the Cantilever Problem, the initial 

structure of which can be seen in Figure 7. This problem starts with a fixed 

1 
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base on one side (Callout 2) and a vertically constrained tip (Callout 1). Like 

all of the problems that used tetrahedrons as their base structure, new 

tetrahedrons are added to free faces until the goal is met: to minimize 

change in position of the constrained tip to below a certain threshold. The 

second problem, the Dynamic Loading Problem begins with a constrained 

bottom and a vertically constrained top and can be seen in Figure 8. The top 

node has a vertical force with amplitude varying with time (Callout 1) and a 

constrained base (Callout 2). Similar to the previous problem, a tetrahedron 

is added at each iteration. The goal is to minimize the average change in 

position of the structure’s agents. The third problem, the Constrained Tetra 

Drop Problem is formulated identically to the Tetra Drop Problem, except 

that the topmost node is constrained vertically.  A depiction of this problem’s 

start state can be seen in Figure 9. Similar to the Tera Problem, the goal is to 

maximize the resting tower’s height, while minimizing the number of agents.  
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Figure 8: Start State of the Dynamic Loading Problem 

 

  Figure 9: Start State of the Constrained Tetra Drop 

3.4 Rules and Graph Grammars 

As mentioned before, the topology of the structures developed in this 

research are encoded into graphs. In this format, the seed graph can be 

easily created and modified to suit the problem being solved. In addition, the 

F 

1 
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rules that modify the graph can be interacted with in a simple GUI 

environment. After an agent is selected to make a choice in that iteration, it 

references the rules associated with it in the graph and makes the choice 

that most aligns with the field created from the simulation.  

 

Figure 10: Tetrahedron Addition Rule 

 

3.4.1 Tetrahedron Rule Sets 

For all of the tetrahedron-based problems, the same rule is used to develop 

the graph and therefore, the structure. For a visual reference, see Error! 

Reference source not found.. Any clear face may have a new tetrahedron 

placed on it (Callout 1). Clear faces are indicated with hyperarcs for 

computational simplicity and are removed once face is covered. A new node 

1 
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is placed above the selected face (callout 2) and arcs are added to create the 

new tetrahedron (Callout 3).  

 

Figure 11: Tetrahedron Repair Rule 

 
The tetrahedron-based problems also use a repair rule to fix the edge-case of 

two adjacent nodes both having a rule choice that occludes the other node. 

As Figure 11 shows, two nodes in this topology have options that conflict. 

Both the red face and the blue face would result in a new node being placed 

on top of an existing node. There are two complementary methods used to 

fix this issue. First, all new node choices are checked against the node 

locations within two arc steps from the selected agent. Any choice that 

results in an overlap is forbidden. Second, as seen in callout 2, after every 

rule choice, all problem nodes are connected. This issue is detected by 

checking the normal vector of each adjacent face pair. If the dot product of 

1 

1 
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the two normal vectors resulted in a negative number, the faces needed a 

repair rule applied. 

3.4.2 Block-Based Rule Sets 

 

Figure 12: Box Rule Set 

 
For the block-based problem, there is a set of four rules all associated with 

adding a block to a clear face of an existing block. A lone block may, 

therefore, have a block placed to the left, right, front, back and top. Each 
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node may have the labels F, B, L, R and T. Each of these correspond to an 

available face. If a node had the label R, a new node could have been placed 

to the right with an arc connecting the two. When the new node is added, 

the label R is removed so that further rules could not have placed a new 

node to the right and the new node would lack the L label to indicate the old 

node is to its left. In Figure 12 four of the five rules are, clockwise from the 

top, Front Add, Right Add, Back Add and Left Add. The fifth rule, Top Add, 

placed a block above the selected node, but the three-dimensional nature of 

the rule is difficult to depict in this two dimensional medium 

 

Figure 13: Box Repair Rule 

 
The block problem also had a rule to handle a rule error. In this case, blocks 

placed adjacent to existing blocks occlude one of the existing blocks faces 

along with one of their own. To take this into account, the graph is modified 

to indicate that these faces are unavailable for new agents. For an example, 

see Figure 13. In the leftmost panel the topology is depicted before a rule 

choice. In the center panel, a rule is chosen and added a new node. Notice 

how, in the second panel, the top left node had the label R, in spite of a node 
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existing on its right. The same is true of the L label of the upper right node. In 

order to prevent either node from placing a node that occluded another, the 

repair rule is implemented. The top left node is stripped of its R label, the top 

right node is stripped of its L label, and an arc is placed between the two 

nodes. The combination of the repair and change rules result in a branching 

factor of just under four for this class of problems.  
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Chapter 4: Results 

 4.1 Evaluation Test Problem Results 

The two evaluation test problems detailed here show how the agent-based 

approach compares to other, more common optimization methods. Both the 

Box Drop and Tetra Drop problems are solved using an A* tree search and a 

Hill-Climbing search as well as the agent-based method proposed in this 

paper. In both of the agent-based problems, the number of function 

evaluations is restricted to one per iteration which limits the computational 

load significantly. The A* and Hill-Climbing approaches have a linearly 

increasing number of function evaluations with the slope equal to the 

branching factor of the problem. In the case of the Box Drop problem, the 

branching factor is 4, while in the Tetra Drop problem, the branching factor is 

two. As a result, if all the methods solve the problem in the same number of 

iterations, the tree search methods will be significantly less efficient as far as 

function evaluations are concerned. 

  

 



 

28 

 

 

 

 

 

4.1.1 Block Drop Results 

 

Figure 14: Block Drop Problem, Function Evaluations as a Function of Iteration 

 
As can be seen from Figure14 the number of function evaluations per iteration 

varies widely for each method. The agent-based approach requires a constant 1 

function evaluation per iteration, while the tree search methods require many more. 

Since the Hill-Climbing search increases the complexity of the structure on every 

evaluation, it has a linearly increasing number of function evaluations. Figure 15 

shows height as a function of iteration for each method. The first of the three 

methods to reach the goal is the Hill-Climbing approach in 8 iterations, followed by 

the agent-based approach at 10 iterations. The A* approach fails to reach the goal 
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within the 50 iteration limit. The agent based approach requires only 10 function 

evaluations to reach the goal, while the Hill Climbing method requires 112. The A* 

approach uses 703 function evaluations without reaching the goal. In is also 

interesting to note that all three methods have the same first four moves. This is due 

to the first five stacked blocks being an easy, greedy, sequence of rule choices. The 

sixth bock causes the tower to collapse, however, causing the tree search methods 

to fail at this non-monotonic region. 

 

Figure 15: Block Drop Problem, Height as a Function of Iteration 
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4.1.2 Tetra Drop Results 

 

Figure 16: Tetra Drop Problem, Height as a Function of Iteration 

 
This problem is much more difficult for all of the methods to solve due to its 

less constrained nature. In the Block Drop problem, the square shape of the 

structure components limits the degrees of freedom agents have with 

respect to each other. In the Tetra Drop problem, agents are only 

constrained by springs between one another, which allow for a much greater 

freedom of movement. Because of this, none of the methods succeed in 

reaching the goal within the 50 iteration or 1500 function evaluation cutoff. 

The number of heights and number of function evaluations can be seen in 

Figure 16 and Figure 17.  
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Figure 17: Tetra Drop Problem, Function Evaluations as a Function of Iteration 

 

 4.2 Application Test Problem Results 

As mentioned before, there are three application test problems designed to 

show the effectiveness of the agent-based approach in the context of several 

different test problems. The three test problems are the Cantilever Problem, 

the Dynamic Loading Problem and the Constrained Tetra Problem. The 

agent-based approach had varying levels of success solving these test 

problems. All these problems were restricted to a 100 iteration  
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 4.2.1 Cantilever Results 

 

Figure 18: Cantilever Problem, Tip Displacement as a Function of Iteration 

 
The goal of this problem, as stated before, is to minimize the tip 

displacement of a cantilevered beam. There are two fields applied to this 

problem: the Max Force Field (MFF) and Linear Field (LF). The MFF weighs 

agents based of the force applied by the spring constraints attached. With 

only the MFF applied to the problem, the high displacement of the tip end of 

the structure led to increasingly large displacements, which is 

counterproductive to the solution of the problem. In an attempt to reverse 

this effect, low values of the MFF are weighted higher, but this led to even 

poorer results (LF = 0, MFF = -1). In order to counteract this effect, the LF is 

added to disincentive agents too close to the tip (LF = 1, MFF = 1). With the 

weight if the tip displacement doubled to 2 (LF = 1, MFF = 2), the tip 

displacement decreased further, though there is little change in tip 
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displacement with additional increases to the weight of the LF (LF = 1, MFF = 

3). With LF weights greater than 1, the trend as iterations increase is to settle 

at a tip displacement of 8.  

 

Figure 19: Cantilever Problem, Max Force as a Function of Iteration 

 
The highest force experienced by any of the agents can be seen in Figure 15. 

Note that all weighting configurations that resulted in a trending decrease in 

tip displacement all have the least variation in maximum force. The peak in 

many of the models at the tenth iteration is due to a single node that snaps 

rapidly between two semi-stable positions as seen in Figure 16 and 

destabilized the dynamics of the structure. This is due to an artifact in the 

physics engine and fortunately does not derail the design process. 
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Figure 20: Cantilever Problem, Unstable State at Iteration 10 
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 4.2.2 Dynamic Loading Results 

 

Figure 21: Dynamic Loading Problem, Maximum Force as a Function of Iteration 

 
For this problem, the goal is to minimize the stress the spring forces create 

on the agents as the structure buckles due to the load applied. The force of 

the load describes a sinusoid as it loads the structure first in tension, then in 

compression. Unfortunately, the agent-based approach is moderately 

ineffective. First the MFF is applied to the problem, but this did not minimize 

the maximum force experienced by all of the agents. It did have some effect 

on the average stress of the agents, however. A Cylindrical Field (CF) is used 

in this problem as well. The CF, like the LF requires a datum and a direction. 

The field incentivizes agents near to the vector defined by two parameters. 

The addition of a Cylindrical Field (CF) did marginally improve the average 

force, but increased the maximum force in the structure. Increasing the 

weight of the MFF relative to the CF further to 5 further improved the 
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average force and marginally decreased the maximum force. The maximum 

force as a function of iteration can be seen in Figure 21 while the average 

force as a function of time can be seen in Figure 22. 

 

Figure 22: Dynamic Loading Problem, Average Force as a Function of Iteration 
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4.2.3 Constrained Tetra Drop Results  

 

Figure 23: Constrained Tetra Drop Problem, Max Height as a Function of Iteration 

 
The goal of this problem, similar to the Tetra Drop problem, is to create the 

tallest structure with the fewest possible blocks. However, rather than 

constraining the problem to only finding the first topology that results in a 

tower of eight units tall, the tallest structure will be examined as well. In this 

problem, three fields are used. The MFF and LF are used as is the CF. By 

changing which of the three fields are active, different structures can be 

produced. Some field values result in larger structures, while others achieve 

a height of eight rapidly, while others are only able to achieving a height of 

eight after many function evaluations, essentially by creating a large enough 

pile to reach the goal. As can be seen in Figure 23, the goal of an eight-unit 

tower is most rapidly achieved (18 iterations) when all three of fields are 

active. The next configuration to reach the height goal uses the LF and CF, 
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taking 21 iterations to do so. The next configuration reaches the goal in 34 

iterations by using both the MMF and CF. The last configuration, sing the LF 

and MFF takes 91 iterations to reach the goal. The tallest overall structure is 

created by the LF and CF configuration, reaching a height of 12.8 units. The 

tallest structure can be found on the left side of Figure 24 and the fist 

structure to reach a height of eight can be found on the right of Figure 24. 

 

Figure 24: Constrained Tetra Drop Problem, Notable Structures 
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Chapter 5: Conclusion 

While the agent based approach outperformed the other optimization 

approaches in computational efficiency, many of the results are inferior to 

those that a marginally competent human designer could create. In other 

words, while the fields and heuristics that this research used to approach 

these problems worked acceptably well, either the agent-based approach 

should be modified or another, more effective method should be developed 

to solve problems like these. One approach to improving the method 

described in this paper is the optimization of the field weights  

. The large number of ‘knobs’ with complex, disproportional and 

unpredictable effects on the solution makes the application of an 

optimization of the weights an appropriate improvement to the agent based 

approach. The most valuable aspect of this research is the general concept 

behind it: the inclusion of physics engines in the design process. To use a 

digital physics environment has many benefits; first and foremost, it allows a 

cheap, efficient design process. As technology progresses and digital 

representations of physical systems improve in their accuracy, this will 

become a critical tool in designer’s toolboxes. Because of this, further 

investigation into more effective design methods are a critical next step in 

research like this. 

Efficiency of finding solutions aside, the agent-based approach did develop 

some interesting, emergent behavior. In the block drop problem, the 
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instability of the tower due to impact is handled by adding ablative blocks 

that absorb the impact forces, allowing the rest of the tower to stay stable. In 

the constrained tetra drop, the largest tower generated is able to do so by 

leveraging the weight of the structure to force the vertically constrained tip 

up into a stable position. While the usefulness of these results may seem to 

be limited, it must be remembered that the test problems are very 

abstracted physical situations used as a validation environment rather than a 

practical design testbed. 

Future work on this subject should include research into the interplay 

between abstract and concrete constraints and how they interact to create 

viable structures. Along this vein, it would be fascinating to see a meta-

optimization to see what field weights result in robust structure design. 

Another issue with how this approach is implemented is the ever-increasing 

complexity of the structure. If the solution cannot be found quickly, the 

structure becomes cluttered. A simple fix would be to add removal rules to 

compliment the addition rules currently present. Badly performing or useless 

nodes could be removed, eliminating the problem of excessive complexity. 

Another potential avenue of future work is to find a more efficient and 

effective approach to guiding the development of these structures. 

Computational embryogeny could be another avenue to approach these 

problems. In addition, genetic algorithms could be another approach to 

solving these problems, so long as limiting computational expense is not a 
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priority. A genetic algorithm was applied to the block drop problem since its 

structure in amenable to being easily defined as a bit string. The tetrahedron 

problems could also have genetic algorithms applied, all that is needed is a 

creative way to define the tetrahedron design space as a genome. 

In synopsis, this work has contributed to the field of automated design in two 

ways. The first, contribution of this work is the expansion of knowledge of 

agent-based approaches to problem solving. The method used in this work 

was shown to be effective at creating emergent solutions, but appears to 

have more limited practical value. The second contribution of this work is 

that it begins to shed light on automated design approaches that incorporate 

physics engines into the design process. This approach is highly effective for 

evaluating dynamic systems in particular, and can expand the design work 

done into this field. This approach can evaluate static and quasi-static 

systems as well, superior and more well-developed methods exist for both of 

these subjects and should be chosen over a physics engine-based evaluation 

method. 
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