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Poor material utilization is inherent to conventional manufacturing processes, leading to high 

material waste and machining times. Additive manufacturing processes attempt to solve this 

issue by allowing production of near-net shapes, but the processes may be too expensive or 

infeasible. By leveraging both processes in a single part, the waste and cost of manufacturing can 

be reduced. For example, a complex part could have the main body produced by bar stock and 

machining, while small protruding features are joined onto the main body by additive 

manufacturing. This thesis presents a method to divide complex parts into smaller pieces to be 

built up through advanced joining and additive manufacturing. A beam search algorithm is 

applied to consider the vast number of manufacturing and joining options and converge on the 

lowest cost solutions.  The algorithm runs by intelligently identifying cutting planes and 

iteratively applying them to solid geometry to create possible manufacturing alternatives. Each 

manufacturing alternative is then evaluated based on cost, and the lowest cost alternatives are 

presented to the designer to aid in determining better manufacturing plans. Application of this 

method will reduce material waste and machining to offset the added joining costs. This thesis 

presents the development, implementation, and testing of this approach. 
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1 GENERAL INTRODUCTION 

Conventional manufacturing methods are engrained in the minds of today’s designers, putting 

limitations on how new parts are designed. However, with improvements to advanced joining 

operations and additive manufacturing, many of the barriers are gone. These advancements not 

only open up the design space, but also allow much more efficient manufacturing because they 

can build up features rather than solely machine from a single block of stock material. This thesis 

began as a research effort to explore the economic and design implications of applying advanced 

joining and additive manufacturing on metal aerospace parts.  

The goal of this thesis is to develop methods to aid designers in deciding how to divide complex 

parts for these new manufacturing methods. To decide between the different options, first we 

generate many cutting planes to divide the original part into multiple pieces. Each of these different 

options is called a configuration. Then, we calculate the manufacturing cost for each configuration. 

The output is a list of the lowest manufacturing cost configurations. This output can help engineers 

learn how to design with these new manufacturing methods in mind. In developing this thesis, the 

author learned to apply A.I. search methods, computational geometry, and manufacturing methods 

to a real world application. 

 Chapters 2 is being prepared for submission to the journal of Computer-Aided Design and 

Applications, and Chapter 3 has been submitted to the IMECE 2016 Symposium on Additive 

Manufacturing. Chapter 2 covers the high level decomposition process in great detail, presenting 

a beam search optimization algorithm that iteratively decomposes parts into many smaller pieces 

using multiple cutting planes. This chapter also includes a detailed description of the search space 

and a cost model to guide the search algorithm by evaluating the economic benefit of the different 
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solutions. Chapter 3 presents additional algorithms for identifying cutting planes and compares the 

results of the different methods. Cutting plane identification is a sub-optimization inside the larger 

beam optimization algorithm. Lastly, Chapter 4 discusses the general conclusions drawn from the 

results of both papers along with a list of contributions and proposed future work. 
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2 A DECOMPOSITION METHOD FOR EFFICIENT MANUFACTURING OF 

COMPLEX PARTS 

2.1 Abstract 

This paper presents a method to decompose three dimensional complex parts into readily available 

stock material such that the resulting assembly is less expensive to manufacture. The method 

generates many alternative assemblies by decomposing the solid geometry iteratively with cutting 

planes. Each assembly is then evaluated based on cost. The process continues until the developed 

search algorithm converges on a near optimal solution. Application of this method will reduce 

material waste, thus reducing per part processing time, energy consumption, and associated 

production costs. This paper describes this new approach and its implementation. Example parts 

for a variety of metals show how the computational tool finds near optimal solutions for any 

complex three dimensional solid. 

 

Keywords: Decomposition; Assembly Optimization;Production Planning; Efficient Manufacturing; Design Automation; Friction Welding  

 

2.2 Introduction 

During the design process, it is often advantageous to consolidate multiple features into a single 

part to reduce assembly costs. Feature consolidation, can however, lead to complex parts that are 

expensive or wasteful to machine from a single piece of stock material (e.g., Figure 1 left and 

middle).  This is especially true for metal parts, where the material cost can be more than 50% of 

the production cost [1]. The best solution may be to intelligently decompose these complex parts 



4 
 
into an assembly of simpler parts (Figure 1 right). This approach is valuable as long as the material 

and machining savings outweigh the additional assembly costs.  

  

Figure 1: Complex part (left), traditional stock material (middle), assembly option (right) 

While assembly traditionally refers to operations like bolting or welding, advances in additive 

manufacturing and friction welding have the potential to increase the quality and reduce the 

difficulty of assembly. Friction welding joins metals without melting them, such that the weld joint 

has near-wrought material properties [2]. In addition, friction welding allows joining of dissimilar 

materials, such as aluminum to titanium [3].  Additive manufacturing can also be used for building 

highly complicated geometries, such as forming protruding brackets on a large beam. Though 

potentially useful for other applications, additive manufacturing tends to be more useful for small-

medium parts of all materials, whereas friction welding is currently applied to small-medium metal 

parts (e.g., aerospace and automotive). 

Nevertheless, determining the best way to decompose a complex part into several parts is time 

consuming for a designer. A human designer would determine the best way to decompose the 

geometry using intuition and experience. The designer would then alter the geometry in CAD and 

store all the important geometric information. Lastly, one would request a quote for each 

production process or use a cost estimation tool. Based on the results, the designer would likely 
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iterate over the process several times. While it may not take the designer long to determine the 

option shown in Figure 1, this is not necessarily the optimal assembly option and it does not show 

the different possible stock materials or production processes. For a comprehensive search, this 

iterative design loop could take weeks to develop and evaluate a variety of design options, and the 

outcome would depends on the expertise and knowledge of the designer.  

The method presented in this paper automatically generates alternative decompositions and 

compares their relative costs. The resulting assemblies are assumed to be constructed from readily 

available stock material. For simplicity, this stock material is considered to be round and 

rectangular bar stock of every size. This method provides the best assembly quickly, with little 

effort from the design engineer. In addition, it considers many more alternatives than the designer 

could reasonably consider and has the potential to be integrated with a highly detailed cost model.  

An example of this method is show in Figure 2. The top left corner shows the complex original 

part geometry. The top middle shows the stock material that the part is machined from. The top 

right shows the percentage of material waste (68%). If the complex part is decomposed into the 

three parts shown in the second row, in which each part is created from rectangular stock and then 

assembled and machined, the resulting material waste is less (45%). Lastly, if decomposed a 

second time into the part geometry in the bottom row, the resulting material waste is much less 

(18%). However, the further a complex part is decomposed, the more assembly operations are 

required. Keeping this in mind, which assembly is the least expensive to manufacture? The answer 

depends on the costs of the material, machining, and assembly operations. All of these cost 

components are used within the presented search to find the least expensive assembly to 

manufacture.  
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Figure 2: Part geometry for three separate assembly options (left), stock material for each of those assemblies 
(middle), percentage of waste material (right) 

2.3 State of the Art 

There are a variety of approaches in the literature that focus on decomposing parts to improve 

design or manufacturability. While our method bears some similarity to literature in process 

planning and hybrid manufacturing, the application and goals are distinctly different. Since this is 

a unique problem not yet tackled in literature, this section discusses some of the innovation and 

background of similar work. 

2.3.1 Part Decomposition 

Process planning motivates the bulk of research on part decomposition and formed the starting 

point for the decomposition method presented in this paper. In 1991, Woo and Tang [4] developed 

the Alternating Sum of Volumes (ASV) approach, which uses convex hulls to decompose 

machined features. The machined features could then be represented by a list of convex hulls with 

alternating signs. This method, however, does not guarantee convergence [5]. Kim [6] identified 

the cause of non-convergence and corrected it in the Alternating Sum of Volumes and Partitioning 
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(ASVP). Both methods are limited to fairly simple geometry, which makes them unsuitable for the 

complex parts. 

  In 1994, Tseng and Joshi [7] took a different approach at volume decomposition, that used a 

part’s faces to split the negative (machined) space into small machinable volumes. These small 

volumes are then merged back together to form larger machinable features. This approach is 

limited in its ability to decompose all features (e.g., pocket with islands). Sakurai [8] developed a 

similar idea based on decomposition with convex edges, where maximal volumes are merged into 

machinable features. This approach expanded the possible volumes to include curved surfaces [9]. 

Since this can result in many feature interpretations, Woo and Sakurai [10] proposed a “divide and 

conquer” approach in 2001 to optimize the machining feature selection. More recently, Eftekharian 

and Campbell [11] developed a convex decomposition algorithm for 3D CAD geometry. This 

algorithm uses concave edges to identify cutting planes, which are used to decompose the 

machined volume into feasible machining operations. The order of these operations is determined 

by heuristics. Other recent work has focused primarily on optimization methods to find the best 

order for machining features, which are defined at the onset of the search [12]–[14].  

Many of the issues (e.g., combinatorial search space, complex features, and order of operations) 

faced in these process planning decomposition methods are similar to the issues faced by our 

approach, with two major significant differences. First, we are decomposing the positive solid 

rather than the negative (machined) volume. Second, since our method is concerned with how to 

divide and rejoin subparts rather than machining, partial decompositions are feasible solutions. 

Consider the example in Figure 2. The top, middle, and bottom rows are all partial decompositions. 

Depending on the material and assembly operations, it is likely one of the three decompositions in 
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Figure 2 is much nearer to optimal than a full decomposition in which no material is wasted. 

Process planning, on the other hand, must fully decompose the negative geometry into machinable 

volumes to get a complete solution [7].  

2.3.2 Other Relevant Research 

This section discusses the state of the art work in closely related fields that may influence future 

work. These fields include topology optimization, hybrid manufacturing, and sustainability. All 

three of these fields could provide additional detail to the decomposition process to form a more 

comprehensive solution. 

Saitou and Yetis developed a process to determine optimal assemblies for topology optimized 

structural products [15]. Saitou’s continued work in the field has focused primarily on 2D 

structural parts [14-15], but as work on this topic continues to advance to include 3D geometry, a 

merger between considerations in production cost from our model and structural integrity could 

provide even a more comprehensive design approach.  

The hybrid manufacturing method presented by Kerbrat et al., which aims to decompose a part 

into additive and machined subparts is also of interest [18]. Their method uses voxelization to 

define the part geometry and splits the part where machining complexity is high. While machining 

complexity may indeed find good solutions and play a role in production cost, it is truly only an 

indicator. The more restrictive constraint for additive manufacturing seems to be the material 

properties, which are not easily certified. For this reason, we have formulated an open-ended 

hybrid manufacturing approach that could conceivably be expanded to consider many 

manufacturing processes and constraints.   
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Lastly, though our approach is directed specifically at production cost, sustainability may also 

be a driver for decisions. Ullah, et al. presented a model in [19] for comparing sustainability 

measures for bimetallic components joined through friction welding. Since the goal of this paper 

is to present the problem of decomposing assemblies for efficient manufacturing and propose a 

solution, we have not included the added complexities of sustainability measures. We recommend 

future work to either include sustainability measures as costs (e.g., carbon credits) or to compare 

the results on a Pareto front. 

2.4 Approach 

The method presented in this paper iteratively decomposes complex parts into multicomponent 

assemblies with the goal of creating and finding assemblies with an overall lower production cost. 

These assemblies are described in detail in Section 2.4.1, the decomposition approach is described 

in Section 2.4.2, and the cost estimation is described in Section 2.4.3. Since there are many 

decomposition options and each option has a unique cost, an optimization algorithm was applied. 

The search space and the applied beam search optimization algorithm are presented in Section 2.5. 

2.4.1 Candidate Representation 

This section describes the how candidate solutions are represented. Each candidate is made up of 

a list of components and links, which form the final assembly and all the intermediary steps (see 

example in Figure 3). This information allows for a separate cost function to determine the 

production cost for a particular list of components and order of assembly operations.  

The candidate diagram in Figure 3, has a list of six components. The boxed components are 

those that require stock material, while the unboxed components are intermediary steps. These 

intermediary steps are included because assembly operation costs can depend on their information 
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(e.g., mass, volume, etc.). Lastly, the candidate contains a list of links, which denote which 

components to assemble to one another. These links are shown by thinner, unidirectional arrows.  

Each component in the candidate contains 

detailed geometric information and a reference to its 

parent and children components. In Figure 3, these 

relationships are shown by the thicker, bidirectional 

arrows, where a parent is above its children. If the 

component contains no children in the assembly, 

then it requires stock material (e.g., boxed 

components in Figure 3). The geometric 

information includes the tessellated solid, volume, 

and surface area for the component, as well as, volume, area, and depth for all the stock materials 

being considered (e.g., rectangular and circular bar stock).   

Each link is a representation of an assembly operation where two components are joined in a 

particular order. In the case where a volume decomposition creates more than two children 

components from a single parent, there are multiple links. The “base” component of each link is 

assumed to be the one with the larger area on the cutting plane, while the components on the other 

side of the cutting plane are considered “joined” component(s). In Figure 3, the “joined” 

components have a unidirectional arrow pointing toward their “base” component. This order 

information is used in the estimation of assembly costs to determine which component will be 

mounted in a fixture and which one will be actively joined.  

Figure 3: Candidate diagram showing all the 
components stored in an assembly 
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2.4.2 Decompose Volume 

To decompose a complex part, all the possible cutting planes are selected (Figure 4 left) and then 

applied one at a time, cutting the original part into alternative sets of subparts (Figure 4 right).  

Additional cutting planes are applied iteratively, adding one new plane in each iteration. This 

iterative approach allows each cutting planes to be mapped directly to an accessible assembly 

operation. In effect, each volume decomposition operation is the inverse of assembly operation(s). 

For example, plane C in Figure 4 resulted in three components. For assembly, this maps to two 

assembly operations, one for each of the legs. 

 

 

Figure 4: All possible cutting planes (left), planes A, B, and C identified their resulting assembly option pictured 
below (right 3 columns) 

The first task in decomposing a part is to select the possible cutting planes. The ideal cutting 

planes would reduce the waste material as much as possible. Some geometric features that indicate 

wasted material are protrusions and large holes. Such features, as well as less obvious options, can 
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be found by selecting all the faces with adjacent concave edges. Using concave edges performs 

well in most cases, but may not find a few optimal cutting planes. The more general approach, and 

the one implemented in our decomposition method, is to select every flat that will cut through the 

solid when that face is extended indefinitely. For the part in Figure 4, this approach resulted in 

nineteen unique cutting planes.  

In general, large faces that correspond to important part geometry produce better results than 

very small faces, which often make poor cuts. For this reason, only faces that have an area 

proportional to the total surface area of the original part should be considered. For the case studies 

in Section 2.6, a cut off of five thousandths of the total surface area is used. For the example on 

the left of Figure 4, removing the small area faces from both sides of the part reduces the possible, 

unique cutting planes from nineteen to thirteen. While this approach is not comprehensive, it does 

provide a number of good cutting planes with little effort.  

2.4.3 Estimate Cost 

Production cost was chosen as the objective function because it is the primary driver in industry 

decisions and because most other factors (including energy usage and carbon emissions) can be 

monetized. However, the cost estimation model presented in this paper is a framework for more 

detailed cost models, and therefore does not include many additional factors that could be 

considered. In fact, the cost estimation model in this method does not need to reflect the total cost 

of production costs, but rather the relative production costs to inform decisions between assembly 

options. For instance, heat treatment, boring, surfacing, and other post rough machining operations 

may be assumed to be the same for all assembly options, and therefore have no influence on the 
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decision between options. Focusing on cost differences allows the cost models to be simpler and 

require less geometric information.  

The total production cost of an assembly is the sum of material, machining, and assembly 

operations costs (Eq. 1). There are other high level factors that could be included in this equation, 

such as the cost of heat treatment, inspection, and material movement. In general those costs are 

less than the three major factors in Eq. 1, but they could impact the decision between assemblies. 

While these additional costs were not included presently, they could be included in the future.  

	 	 	 	     Eq. 1 

The material cost is the sum of the stock material cost, where c is the number of components 

requiring stock material (Eq. 2). The method currently assumes that the stock material available is 

either circular or rectangular bar stock of any size, and that the stock material will be joined along 

a flat plane (e.g., a cutting plane). Because of these assumptions, the smallest bar stock volume 

can be determined using 2D geometric algorithms (minimum bounding circle and minimum 

bounding rectangle) and the depth. The depth is the length between the cutting plane and furthest 

vertex of that component. The top row in Figure 5 shows the depth, area, and rectangular stock 

volume, while the bottom row shows the same information for the circular stock volume.  

∑ 	 	          Eq. 2 
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Figure 5: Component geometric information for rectangular and circular bar stock 

The cost of machining is the cost rate to run a machine for a factory  multiplied by 

the time the machine is being used	 . The machining rate is an estimate of the cost to 

run a machine in a facility, which aims includes the capital cost of the machine, operation costs, 

plant overhead, fixtures, tooling, and labour. The time of machining could also include other 

factors such as setup time, quantity, and non-operation time [20], but for simplicity, the time of 

machining is calculated here as the removed volume over the material removal rate (MRR) (Eq. 

4.). The total volume being removed is the difference between the stock material and the final 

volume (Eq. 5.), and the MRR is assumed to be a given value for rough machining. Finish 

machining and drilling are not included because they are assumed to have little to no impact 

between competing assemblies. 

	 ∗       Eq. 3 

⁄          Eq. 4 

∑ 	        Eq. 5 
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The total cost of assembly operations is equal to the sum of the cost of its individual assembly 

operations, where a is the number of assembly operations (Eq. 6.). The cost of each assembly 

operation is highly dependent on the type of assembly processes that the user has decided to 

include. Gas welding, for example, is dependent on the material and the perimeter of the weld, 

whereas rotary friction welding is dependent on the mass and the area of the weld. Other assembly 

operations may require additional fasteners (e.g., bolts or rivets) or features on the parts (e.g., 

flanges or threads). Therefore, the cost of each assembly operations should be determined by its 

own unique cost model. The case studies presented in Section 2.6 use the simple assembly 

operation cost model shown in Eq. 7, where 	is the cost rate per area and 

 is a fixed minimum assembly cost. The area used in Eq. 7 is the area of the 

“joined” component’s stock material along the cutting plane. Eq. 7 could, for example, represent 

rotary and linear friction welding, which are cost dependent on the area of the weld. The fixed cost 

is included to avoid assembly operations that join very small features, such as fillets.  

	 ∑ 	      Eq. 6 

	 	 	 ∗ 	     Eq. 7 

2.5 Optimization 

2.5.1 Search Space 

Understanding the assembly option search space is crucial for determining an effective 

optimization algorithm. In general, the search space is non-monotonic, dependent on order of 

operations, and very large. This section discusses these characteristics in further detail.  
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The search space is non-monotonic because the cost of each 

further decomposed assembly is not guaranteed to be less 

expensive than its parent. It is only less expensive if the savings in 

material cost and machining outweigh the increase in assembly 

costs. Furthermore, even if an assembly is more expensive than its 

parent, there is no guarantee that the assembly’s children will also 

be more expensive. This can be seen when considering the inside faces of the part in Figure 6. If 

one inside face on either side is chosen as a cutting plane, it will not reduce the overall bounding 

box until the other face is also chosen as a cutting plane.  

In fact, the only monotonicity that can be guaranteed is that the cost of material and machining 

are strictly monotonically decreasing. For the vast majority of operations, the cost of assembly 

operations is weakly monotonically increasing (Figure 7). However, this is not guaranteed because 

the area of the weld may decrease as the subparts are further decomposed to closer net shapes. An 

example of the total cost, as shown by the black line in Figure 7, may increase and decrease several 

times as a function of the number of cutting planes. 

 

Figure 7: Graph showing an example of the monotonicity of cost terms from Eq. 1 

Figure 6: Either inside face will 
not decrease cost by itself, but may 

if both are chosen 



17 
 

Additionally, the order that the cutting planes are applied is important for two reasons. First, 

two cutting planes applied in different order can result in geometrically different assemblies 

(Figure 8 top row). This occurs whenever two cutting planes intersect inside the solid (Figure 8 

top left), but it can also occur when a cutting plane creates more than two components or when 

cutting on one plane makes the other invalid (Figure 8 bottom row).  Note how in the bottom right 

of Figure 8, plane A will no longer cut the right component into smaller pieces or reduce the wasted 

volume of the left component. Second, since the resulting assembly order is different, the fixtures 

and machines required are different between even two geometrically equal assemblies. Since the 

order of cutting planes changes the assembly plan and overall production costs, order must be 

captured in the search space. 

 

Figure 8: Ordering planes A and B differently results in different components for middle and right (top row), when 
either plane A or C is chosen, the other becomes invalid (bottom row) 
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The theoretical maximum number of possible assembly options is based on the number of cutting 

planes (“s”). After one cutting plane cut is applied, there is the possibility for “s - 1” additional 

cutting planes and so on, making the maximum depth “s.” Figure 9 shows the search space for a 

model with only three possible cutting planes (s = 3). Each circle represents a unique assembly 

option, results in a maximum of sixteen unique assembly options. Summing up the number of 

options, results in the geometric series shown in Eq. 8. Now consider the complex part in Figure 

2, which has nineteen cutting planes (s = 19). Eq. 8 results in over five hundred quadrillion (5x1017) 

assembly options. However, the actual maximum number of possible assembly options is less than 

the theoretical maximum because certain planes make other planes invalid. For example, Figure 8 

shows that when plane A or C is chosen, the other becomes invalid. Nevertheless, an AI search is 

required because an exhaustive search is impractical when considering the size of the search space. 

 

Figure 9: Search space for a model with three possible cutting planes 

	 	 	 ! ∑ ! !⁄     Eq. 8 
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2.5.2 Optimization Algorithm 

There were four primary factors in determining the best optimization algorithm to implement. 

First, the search space is organized as a decision tree (e.g., Figure 9). Second, the design space is 

inherently non-monotonic. Third, every option in the design space is a potential solution. Fourth, 

the design space is very large, so large that it is not realistic to search every option.  

A variety of optimization algorithms were considered, but ultimately beam search was chosen 

as the best algorithm for these primary factors. Exhaustive search is impractical because of the size 

of search space. Greedy search is quick, but cannot guarantee it is close to the optimal solution. 

A* could be reasonable if a fairly restrictive admissible heuristic could be found, however, such a 

heuristic has so far eluded the researchers. A genetic algorithm could be modified to include the 

order of cutting planes, but it would greatly complicate the search structure and candidate 

representations. Lastly, beam search is easy to implement, adjust, and in the future, parallelize 

despite its lack of guarantee that an optimal will be found. It is a powerful approach that 

intelligently limits time and memory while considering a broad range of decompositions, and it 

tends to converge on good results quickly. 

Beam search works like a breadth first (iterative), except that it only keeps the best performing 

candidates from each depth. All other candidates are deleted. The beam width is a user-defined 

input parameter that adjusts the number of top candidates that are kept. In this way, it limits the 

design space and memory usage. Generally, a large beam width is used for beam search, but for 

the two case studies shown in Section 2.6, a beam width of ten (b = 10) was implemented. Larger 

beam widths, up to one hundred, were also tested, but produced the same near optimal assembly 

as a width of ten.  
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The beam search algorithm, applied in this research, is show in Figure 10. The input is the 

original part geometry, which acts as the first assembly option for the while loop. The output of 

this loop is a sorted list of decompositions and their assembly plans.  

The first and second foreach loops decompose every component of every current assembly with 

the DecomposeVolume function. This function performs volume decomposition for every valid 

cutting plane on that component, saving a set of children components (ChildSet) for each cutting 

plane. The third foreach loop creates a new assembly (ψ’) based on each ChildSet, estimate its 

cost, and saves the results if it has the potential to be better than the minimum cost assembly created 

thus far. 

 

Figure 10: Psuedo code for the applied beam search algorithm 
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The maximum possible improvement in cost from the current state determines a configuration’s 

potential (Eq. 9.). The maximum improvement to material cost is equal to the cost of the waste 

material. The maximum improvement to machining is that no machining is required. Since an 

additional decomposition will require a minimum of one assembly operation, the fixed cost is 

subtracted from the potential. The minimum assembly operation cost is equal to the fixed assembly 

operation cost.  

	 	       Eq. 9 

After all the current assemblies have been decomposed, the candidates are ranked and trimmed to 

the top ten (b = 10). These top ranked assemblies are sent through the loop again to decompose 

them with another cutting plane. The outer while loop continues to run, until there is no further 

improvement, because no new assemblies are added to the newAssemblies list.   

2.6 Results 

Two case studies were run through the method presented in this paper to demonstrate its value. 

The first case study contains a more complex part geometry to show the value of this method on 

real world parts. This case study includes additional details on the beam search and relative cost 

comparison. The second case study considers four materials to show how the method performs for 

different parameters. For both the case studies, the only stock materials considered are rectangular 

and circular bar stock of arbitrary size. Also, the only assembly operations considered are linear 

and rotary friction welding, assuming Eq. 7 for both.  

    The information framework, decomposition function, cost estimation function, and beam search 

algorithm, all presented in Section 2.4, were developed as a standalone executable in C#. It is 

independent of any CAD software, and instead, the basic geometry functions (e.g., cut solid, 
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minimum bounding rectangle) are implemented in a new geometry library [21]. The tests were run 

using a computer with a 3.4 GHz processor and 12 GB of RAM.  

2.6.1 Case Study 1  

The first case study part (Figure 11) is a complex part intended to show the value of this method 

on real world parts. Its bounding dimensions are approximately 91 cm x 10 cm x 15 cm. If 

machined from rectangular bar stock of that size, there is only 30% material utilization. A common 

titanium (Ti6Al4V) is chosen as the material. To begin assembly synthesis, the model is loaded 

into the beam search algorithm. 

 

Figure 11: Structural support beam 

                         Table 1: Values for input variables for case study 1 

Table 1 shows the input values used in this case 

study. The price and MRR are based on industry 

values, though they can vary depending on the 

equipment in a facility. The rate of the machine and 

assembly costs are rough estimations, chosen so that 

they were an appropriate percentage of the overall 

production cost. The factors included in these costs 

were explained in Section 2.4.3.      

Material Ti6Al4V 

Density  [g/cm3] 4.43 

Price  [USD/kg] 18 

MRR [cm3/min] 5 

[USD/min] 100 

 [USD/cm2] 5 

 [USD] 25 
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Figure 12 shows the cost comparison of the original “hog out” (single piece of stock material) 

production cost versus the assemblies that were created during decomposition. The dots represent 

the top ten assemblies that were decomposed further at each depth. The best solution is at a depth 

of two, but the beam search extends well past this solution. This is because the current approach 

continues decomposition as long as there is potential improvement. While this does seem 

extraneous, it does guarantee that the beam search is not stopped prematurely. Overall, 1,788 

assembly options were created and evaluated in two minutes and seven seconds. 

Figure 13 shows the best assembly option for Case Study 1. The boxed components are the 

stock material, while unboxed components are intermediary steps. Each assembly operation is 

shown as a unidirectional arrow, noting which component is joined and to which. In this example, 

linear friction welding (LFW) was chosen for one assembly operation and rotary friction welding 

(RFW) was chosen for the other. The final operation is a machining operation.  

 

Figure 12: Case Study 1 comparison of “hog out” production cost to the assembly options considered for Ti6Al4V 
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Figure 13: Case Study 1 best assembly option for Ti6Al4V 

 

Figure 14: Case Study 1 production cost comparison of “hog out” and the best assemblies from depths 1, 2, and 6 
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Figure 14 shows the production cost comparison of the original “hog out” versus the best 

assemblies for three depths. The best assembly solution is at depth 2, and it resulted in a 28% cost 

reduction and a 42% waste reduction. Both the depth 1 and depth 2 solutions show that the savings 

in material and machining cost more than make up for the added assembly cost. Nevertheless, too 

many assembly operations eventually drive up the cost because there is less material and 

machining to save at each successive depth. The depth 6 solution in Figure 14 illustrates this cost 

tradeoff, where assembly cost has driven up the total cost. Finding this balance in assembly vs. 

machining is one reason the automated method is so powerful.  

2.6.2 Case Study 2  

The second case study part (Figure 15) is a smaller component intended to show the effect of 

material to the best assembly option. Its bounding dimensions are approximately 25 cm x 36 cm x 

30 cm. If it is machined from rectangular bar stock of that size, there is only 32% material 

utilization. A common aluminum (6061), stainless steel (304), titanium (Ti6Al4V), and Inconel 

(718) were chosen for their variation in material cost and machinability. To begin assembly 

synthesis, the model is loaded into the beam search algorithm for each material choice. 

 

Figure 15: Square support bracket 
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Table 2 shows the input values used in this case study. The price and MRR for the various 

materials are based on industry values. These values will be different for different machines, 

cutting tools, and part sizes. As such, these values are meant to be used to show a comparison of 

different costs for materials, not an exact cost for a particular situation.  It was assumed that the 

same machine can be used for the four materials and that the assembly costs are not based on the 

material. Therefore, the assembly and machine rates, along with the fixed cost of an assembly 

operation, were the same for all four materials.  

Table 2: Values for input variables for case study 2 

Material Aluminum 6061 Stainless Steel 304 Ti6Al4V Inconel 718 

Density  [g/cm3] 2.70 8.0 4.43 8.19 

Price  [USD/kg] 4 6 18 60 

MRR [cm3/min] 800 16  5 2  

	[USD/hr] 100 100 100 100 

 [USD/cm2] 5 5 5 5 

 [USD] 25 25 25 25 

 

Figure 16 shows the cost comparison of the original “hog out” (single piece of stock material) 

production cost versus the minimum assembly cost at each depth. The best decomposition for each 

material is circled in Figure 16 and the best assembly plan for Titanium and Inconel are shown in 

Figure 17. Notice the vast difference in assembly options for the different materials. Aluminum is 

a relatively inexpensive and machinable material, so the best solution is to machine it from a single 

block of stock material. Inconel and Titanium, on the other hand, are both expensive and difficult 

to machine thus resulting in multiple cutting planes. Stainless Steel fell in the middle. 
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Figure 16: Case Study 2 comparison of “hog out” production cost to the assembly options for various metals 

 

Figure 17: Case Study 2 best assembly options for the Inconel and Titanium 
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Figure 17 shows the best assembly options for the Inconel and Titanium. The boxed 

components are the stock material, while unboxed components are intermediary steps. Each 

joining operation is shown as a unidirectional arrow, noting which component is joined and to 

which. In this example, linear friction welding (LFW) was chosen for every assembly operation. 

The final operation is a machining operation. Stainless Steel had a simple solution, where the two 

legs were linear friction welded onto the main body. This solution resulted in a 20% reduction in 

production cost and 67% reduction in waste material. Inconel, on the other hand, resulted in a 67% 

reduction in production cost and 92% reduction in waste material. Unfortunately, LFW is not as 

matured for Inconel as for other metals, but this result shows the need. Titanium resulted in a 49% 

reduction in production cost and 91% reduction in material waste. Aluminum did not benefit from 

advanced joining. These results show that decomposing complex parts into assemblies can 

significantly reduce the cost of production and material waste for a variety of metals.  

It is important to note, that while the results from Case Study 2 show that the best solutions 

occur at depth 4 and depth 5 for Inconel and Titanium respectively, the solutions at lower depths 

may be preferable to the designer for other factors (e.g., processing time, machine availability, and 

technology maturity). In making the software tool automated, the designer can look at all the output 

solutions and quickly identify which solution is most feasible and the most cost effective.  

2.7 Discussion and Limitations 

This section discusses the current state of research and the limitations of the approach presented 

in this paper. The limitations can be split up into three primary categories; geometry, optimization, 

and manufacturing.  
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In regards to the geometry, there are three limitations to the cutting plane identification applied 

in this paper. First, the current form of cutting planes assume all assembly operations will be 

performed normal to the cutting plane. It may, however, be advantageous to consider curved 

cutting planes. Second, when a cutting plane splits a component into three or more subparts, only 

one order of operations is considered. It may be advantageous to consider all combinations. Third, 

while the cutting plane identification does find many good planes, it does not catch all the 

possibilities. This can especially be seen when considering fillets and curved parts, which the 

current method ignores. Future work aims to include identification of ideal cutting planes on these 

complex curved shapes. 

     The major limitation to the optimization algorithm presented in this paper is that it does not 

guarantee an optimal solution. The primary issues effecting the optimization are the time and 

memory it takes to create and evaluate each feasible option. Beam search is an adjustable 

compromise of time, memory, and accuracy. While we believe it was the best optimization 

algorithm to begin with, we encourage future work on alternate algorithms. 

On the manufacturing front, there are four simplifications in this word. First, only rectangular 

and circular bar stock are considered. In reality, there are many alternatives. A minor adjustment 

is to include other shapes like tube and L-channel extrusions. Perhaps a more thorough approach 

would be to include water jetting, additive manufacturing, forging, casting, and other forming 

processes. These additional forming processes can be included by sending the cost model 

additional information and implementing a separate optimization search on the cost model. 

Second, only linear and rotary friction welding were included in as assembly options. As more 

assembly operation cost models are included, it will be beneficial to search a variety of joining 
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operations, such as traditional welding and additively printing onto a base part. Third, the current 

method does not include tolerances to account for joining or machining. Fourth, a much more 

detailed cost model could be implemented to provide more accurate results. Lastly, cost may not 

be the only important deciding factor between assembly options. Other goals may include 

minimizing material waste or other measures of sustainability. In such cases, we suggest a Pareto 

front to evaluate multi-objective functions with the outputs from our search method. 

2.8 Conclusion 

For a part designer, creating assembly options in CAD and getting production quotes could take 

weeks. With such a slow turn around it is difficult to try creative ideas or find an optimal assembly. 

Our method automatically generates alternative decompositions and compares their relative costs. 

The process reports the best assembly quickly, with little effort from the design engineer. In 

addition, it considers many more alternatives than the designer could reasonably consider and has 

the potential to be integrated with a highly detailed cost model. 

This paper demonstrates a new method to decompose complex parts into assemblies for 

efficient manufacturing. First, an approach to decompose parts by iteratively applying cutting 

planes is presented. Second, a generic cost model is presented as a template for more complex and 

accurate industry specific cost models. Third, the assembly option search space is discussed and 

an optimization algorithm based on beam search is presented. Lastly, the two case studies show 

this method applied to two complex parts. The first case study shows an example of the beam 

search algorithm results and the production cost components in detail. The second case study, 

which considered four different metals, shows that this method is more beneficial for expensive 

materials, but could also be used to economically reduce waste for less expensive materials.  



31 
 
3 OPTIMIZING CUTTING PLANES FOR ADVANCED JOINING AND 

ADDITIVE MANUFACTURING  

3.1 Abstract 

While additive manufacturing allows more complex shapes than conventional manufacturing 

processes, there is a clear benefit in leveraging both new and old processes in the definition of new 

parts. For example, one could create complex part shapes where the main “body” is defined by 

extrusion and machining, while small protruding features are defined by additive manufacturing. 

This paper looks at how optimization and geometric reasoning can be combined to identify optimal 

separation planes within a complex three-dimensional shapes. These separations indicate the 

joining processes in reverse. The optimization method presents possible manufacturing 

alternatives to an engineering designer where optimality is defined as a minimization of cost. The 

process identifies the cutting planes as well as the combination of processes required to join the 

individual parts together. The paper presents several examples of complex shapes and describes 

how the optimization finds the optimal results. 

3.2 Introduction 

Complex metal parts can be very expensive and wasteful to manufacture with traditional methods, 

and while it may be possible to additively manufacture a whole part to reduce waste; additive 

techniques are time-consuming, expensive (due to the high volume and cost of consumables), and 

difficult to certify in critical structural roles [24]. An alternative is to consider both methods in 

conjunction with advanced joining technologies, which would allow subparts to be joined like 

building blocks to form a complex shape. This balances the benefits of material utilization from 

AM processes and the lower cost of using traditional stock material. 
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Figure 18: Traditional stock material versus wire feed and linear friction welding (all prior to machining) 

Consider the complex part shown on the left side of Figure 18. The traditional approach of 

machining the whole part from a block of stock material is both expensive and wasteful, especially 

if the material choice is both expensive and difficult to machine like stainless steel or titanium. 

The second figure shows the size and cost of the smallest bounding block. Here, the cost is both 

the raw material and a prediction for machining the final part from the block. Treating this as a 

baseline (at 100%), let us explore some alternatives to this traditional approach. If the same part is 

produced by wire feed with four setups and an accuracy of 3mm, there is a huge decrease in waste, 

but there is only a 19% improvement in cost. Lastly, consider the same part using linear friction 

welding (LFW) to join both the legs to the larger base. The LFW method is significantly less 

expensive because it takes advantage of the lower per unit cost of plate and bar stock. While this 

is a simple case, the benefit of joining methods is clearly illustrated.   

Friction welding could become a key mechanism in reducing cost in high-value parts. In both 

linear and rotary friction welding, one part is held stationary, where the other is vibrated back and 

forth (linear) or rotated (rotary).  Pressure is then applied to join the two parts with repeatable high-

quality welds [3]. In contrast to traditional welding, this process welds the entire surface, not just 

the perimeter. This makes linear or rotary friction welding ideal for joining small protruding 
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features, such as a boss or bracket, onto a larger base part. In friction stir welding a tool pin is 

plunged into the material as it heats up from friction, and then it is moved along the length of the 

joint to produce a solid-state weld. This process can join material with butt, lap, and fillet joints 

[25], which makes it a candidate for joining ribs onto a flat or curved base part.  

Additive manufacturing methods are ideal for complex features with lots of negative space. 

Powder bed AM processes sinter or melt metal powder in an inert gas chamber. Powder bed tends 

to have high accuracy, but small size and slow deposition rate [24]. Directed energy deposition 

AM processes use either a laser or electron beam to melt powder or wire onto a substrate. These 

processes are much less restricted by size than powder bed AM processes and have much faster 

deposition rates [24]. Whichever additive processes is applied, they are best used to build up 

features, like ribs that enclose lots of negative space.  

Dividing parts to effectively apply these advanced joining technologies is a relatively new 

endeavor. Currently, there is no existing automated method for determining how to partition parts 

to take advantage of these advanced joining processes. Finding and evaluating such partitions is 

both tedious and highly dependent on the experience of the engineer.  

This paper presents novel approaches to identify cutting planes for dividing parts to take 

advantage of these advanced joining and additive technologies for metal parts. We compare five 

methods in this paper: two new heuristic approaches, two numerical optimization approaches, 

and one existing method from similar work. In addition, we present a simple cost model to 

calculate the manufacturing cost for the different processes. 
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3.3 State of the art 

Part decomposition has been researched in a variety of fields – although generally not with a focus 

on manufacturing cost. For example, additive slicing methods tend to consider many features that 

are more relevant to plastic additive manufacturing, such as accuracy, build speed, tensile strength, 

surface finish, optimal orientation, printable volume, and strain [26], [27]. This is entirely 

reasonable for plastic parts because of their low cost, but makes many of the methods unsuitable 

for metal parts, of which the material can account for 50% of the total cost [1].  

The part decomposition process we adopted is very similar to [26], except that we use a cost 

model as the objective function. The search is restricted to planar cuts between subparts, which 

simplifies the part decomposition process.  Just as [26], selecting a plane forms a Binary Space 

Partitioning or BSP tree. This approach improves optimization efficiency and provides an 

assembly plan by reversing the BSP tree.  

The focus of our paper is not on the decomposition process, but rather on cutting plane 

identification. Luo et al.  [26] employs a relatively simplistic approach that considers a uniform 

discretion of the entire search space. Then the plane offsets are sampled uniformly with a small 

interval, such as 0.5 cm. While this approach will likely find good cutting planes, the discretization 

limits its accuracy and for even small parts, hundreds of thousands of objective function calls are 

required. 

Hildebrand et al. [27] considers a mixed approach of clustering face normals and performing 

PCA to determine manufacturing directions. Then they use a voxel grid to determine the location 

of cutting planes. While this method may produce valuable results for determining printing 
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orientation, it does not consider metals manufacturing costs. For this reason, it does not consider 

many of the decomposition search directions that our method attempts to capture.   

Another type of approach is to consider skeleton models of meshes. Li et at. [28] determines 

sweep directions from the skeletal tree and then looks for large changes in cross sectional area. El-

Gally et at. [29] segments a point cloud into many clusters, and then produces a skeletal tree from 

a point cloud and determines which clusters should be merged. In general, these skeleton 

decomposition methods work well for organic shapes, but are not necessarily transferable to 

traditional CAD geometry because of difficult to represent ribbed structures and wide disparity in 

vertex clustering (large surfaces  tend to have few vertices, while fillets have many). Application 

of skeletal segmentation to traditional CAD models is an area of needed research, so these methods 

are not included in this paper. Nevertheless, we believe these methods have value in identifying 

the decomposition search directions. 

This paper introduces Area Decomposition and Relevant Flats as new heuristic methods for 

identifying cutting planes that were devised specifically for CAD models and metals 

manufacturing. The primary focus of these new methods is to improve the decomposition process 

along a given search direction. Additionally, we introduce manufacturing cost as the objective 

function for the decomposition process. 

3.4 Cost model objective function 

In this section, we describe how – given a description of an infinite plane cutting through a part – 

the manufacturing cost is determined. The total cost of the manufacturing is shown in Eq. 10 as 

the cost to manufacture the subparts on both sides and to join them together with an assembly 

operation. 
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 	 	    Eq. 10 

The manufacturing cost of each subpart can be estimated as the cost of material plus the cost of 

machining (Eq. 11) [30]. For additively manufactured parts, the cost of machining is either much 

lower or insignificant, and the specific cost of material tends to be higher. We have made two 

adjustments to the model in [30]. First, we include machining for additively manufacturing 

processes based on each processes accuracy. In this case, the volume of the stock material is given 

by Eq. 12. There are certainly more influences on the cost of manufacturing a part, but this model 

has been adopted for its simplicity. 

 	 ∗ ∗ ∗ ∗    Eq. 11 

	 ∗ ∗ ∗ ∗ ∗ ∗   Eq. 12 

 V Volume	of	stock	material	 m  

 ρ Density	of	material	  

 C 	 Specific	cost	of	stock	material	  

 C 	 Specific	cost	of	additive	stock	material	  

 v Final	part	volume	 m  

 C Specific	cost	of	machining	material  

 SA Surface	area	of	final	part	 m    
 t	 Accuracy	of	the		additive	process	 m  

The cost of the advanced joining technologies also needs to be considered. For additive 

processes, the joining is considered the deposition of the material directly onto to the substrate. 

This cost is captured in Eq. 13, based on the cost rate to run the machine and the deposition rate 

of the process. While one could potentially friction weld an additively manufactured subpart onto 

the base, this requires expensive tooling and an additional process, so it should be avoided. The 

cost for friction welding is not well-defined in literature, and this paper does not attempt to create 

an accurate model. Rather, we have picked the critical variables that effect friction welding cost 
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and are applying rates to create an estimated cost. For linear and rotary friction welding, area is 

the critical variable, since the size of machine required is determine by this amount (Eq. 14 and 

15). For friction stir welding, the length and the depth of the weld determine feasibility and cost 

(Eq. 16). Additionally, a fixed setup cost is included in all these equations to account for loading 

and unloading.  

 / ∗ ∗ 	   Eq. 13 

 ∗      Eq. 14 

 ∗     Eq. 15 

 ∗ _ ∗ _ 	     Eq. 16 
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To get all the geometric information required for calculating the manufacturing cost, the solid 

model is cut into multiple parts along the cutting plane. Geometric operations are then performed 

on every subpart to obtain the information for the cost models.  Cutting the part and gather the 

geometric information take the majority of the computation time for the objective function. For 

this reason, it is advantageous to minimize calls to the objective function. 
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3.5 Uniform Spherical Sampling 

Uniform spherical sampling is an approach that Luo et al. [26] employed to determine cutting 

planes. We have adopted this same approach to compare against our methods. First, a regular 

octahedron is subdivided three times, producing a model with 512 faces and 258 vertices. The 

vector direction emanating from each of these vertices provides the basis for a fairly uniform set 

three-dimensional directions. Since each of the 258 directions has a corresponding opposite 

direction within the set, only 129 directions are used. Next, when searching along each direction 

Luo et al. [26] uniformly sample the planes in increments of 0.5 cm. While this is acceptable for 

small parts, it can easily run into hundreds of thousands of objective function evaluations. 

Therefore, in our implementation, we limited the overall number of function evaluations to 2000. 

This limit is imposed by first finding the length of the part along each of the 129 directions and 

then dividing the diving the total length by 2000. This produces a constant increment to use on all 

the directions. In addition, we imposed a lower limit of 1 mm for the size of this increment. This 

guarantees the space is searched evenly without needlessly close cutting planes. This 

implementation of the approach of Luo and his coworkers will serve as a baseline comparison in 

our experiments shown below. 

3.6 Area Decomposition 

Area Decomposition is an approach to cutting plane identification that uses the cross-sectional 

areas along a given axis to determine cutting planes. In surveying a series of parallel cross-sections, 

we are looking for the largest changes in area, which would signify a possibility to reduce waste 

by putting a cutting plane right before the smaller area transitions to the larger area.  
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Consider the part in Figure 19 and the graph of its Area Decomposition along the three primary 

axis in Figure 20. The largest changes in area are along the Z-axis. Figure 20 highlights two of the 

largest changes and shows the corresponding cutting plane on the part.  

 

Figure 19: Isometric view of a test part, Beam A 

 

Figure 20: Graph of Area Decomposition with largest changes in area locating two possible cutting planes 



40 
 
3.6.1 Implementation 

Area Decomposition can be applied along any search direction. Rather than using just the three 

primary axis, the implemented approach finds directions by summing the area of every face with 

an identical normal. The ten directions with the largest areas are chosen to run Area 

Decomposition. This set of 10 relevant directions can be seen as a reduction from the 129 generic 

directions from the method presented in Section 3.5. 

With the 10 directions identified, Area Decomposition is applied to each direction. To perform 

Area Decomposition, a plane is swept along the search direction. At each interval, the intersecting 

edges are used to measure the cross sectional area. To avoid transforming the intersection points 

to 2D,  the area of the 3D polygon loops can be calculated directly [31], [32]. 

The final step of Area Decomposition is to process the data points to determine where to place 

cutting planes. This is done by selecting the 10 largest changes in area for the current direction. 

The position of these major changes along the search direction determine the positions of new 

cutting planes. Each of these cutting planes will have the same normal as the search direction.  

Area Decomposition is repeated for each of the 10 relevant directions that were set at the start 

of this method. This provides the possibility for 100 cutting planes (10 directions * 10 largest 

changes in area). Lastly, these cutting planes are all run through the cost evaluation describe in 

Section 3.4 and the best one is chosen. While this does not guarantee an optimal solution, it runs 

much faster than some other methods and has proven to get consistently good or optimal solutions.  

3.7 Volume Reduction 

To get further value out of the Area Decomposition with very little extra computation, volume 

reduction values can be calculated. These values provide estimates for the waste volume that a 
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particular cutting planes eliminates. The best candidate planes will have the best volume reduction. 

Applying volume reduction instead of change in area is generally more effective, but it may miss 

some planes of interest. This is because the smaller area of the plane identified by Area 

Decomposition may have a lower joining cost that offsets the extra waste.  

Volume reduction is calculated with Eq. 17 and shown in Figure 21. The basic idea is that the 

largest area on the left and right determines the area of the prismatic stock material for that side. 

The difference between these two maxima determines how much volume can be removed by 

cutting along a plane. 

 	 | | ∗ 	                Eq. 17 

 max 	 	 	 	 	 
 max 	 	 	 	 	  
 max	 	 	 	 , 	 	 	  

3.7.1 Implementation 

Volume reduction takes each series of data from the search directions of the Area Decomposition 

and calculates volume reduction values for each data point. It keeps the right maximum and left 

maximum up-to-date as it searches from left to right. It then chooses to put planes wherever the 

volume reduction value peaks. 

Figure 22 shows the plotted volume reduction values based on the Area Decomposition from 

Figure 21. The darker dots represent the peaks that indicate good choices for placing cutting planes. 

Figure 23 shows the cutting plane with the highest volume reduction value along this X-axis on 

Beam A.  

 



42 
 

 

Figure 21: Graph of Area Decomposition along X-axis for Beam A 

 

Figure 22: Graph of volume reduction along X-axis for Beam A 

 

Figure 23: Cutting plane with highest volume reduction 
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3.7.2 Limitations 

The volume reduction value is only an estimate of the actual savings when combined with standard 

Area Decomposition. For this reason it cannot be used to directly calculate the manufacturing 

costs, still requiring the full objective function presented in Section 3.4. 

The more elusive limitation is plane dependency. This is a phenomenon that results when 

cutting along one plane has little effect, but when combined with another plane has a large 

reduction in waste. As in the example in Figure 24, these dependent planes are most often parallel. 

While this may be a fairly frequent occurrence, the plane perpendicular to the two dependent planes 

is often a better choice. Since this paper is concerned with choosing only a single optimal cutting 

plane at each iteration, plane dependency is left for future work.  

 

Figure 24: Bracket with dependent planes 
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3.8 Relevant Flats 

In this second method developed by the authors, the cutting planes are defined by all flat surfaces 

in the original part. While this method is very simple, in practice it proves to be fairly reliable at 

identifying many good cutting planes. However, it can miss some ideal cutting planes (as shown 

in the results below). Furthermore, if the flats are not known (e.g., geometry is defined by a noisy 

tessellation like a .STL file), they need to be discovered at the start.  

The first step is to find all the flat surfaces on a part. Then, since larger flats generally produce 

better cutting planes, the small flats are removed. In this approach, we recommend either keeping 

a specified amount of planes or using a percentage of the total part surface area. In our 

implementation, we kept all flats with areas larger than 0.1% of the total surface area. 

3.9 Optimization Methods 

This section discusses applying numerical optimization methods to solve the problem. As outlined 

in the introduction, the cost model objective function can be determined for any infinite plane that 

cuts through the part. As such, the optimization problem can be formulated as: 

 , , 	 , ,     Eq. 18 

where CMfg is solved from Eq. 10 and the variables, , , , define an infinite plane in three-

dimensional space with the variables represented the polar angle, the azimuth and the distance 

from origin respectively.  

Through examples specified thus far in the paper, it is clear that the problem is multimodal for 

variable, . Additionally, there is a high degree of confidence that multimodality extends to the 

angles ( , ) as well. Furthermore, given that a geometric splitting of the part is needed to define 

the cost terms in equations 10-16, it is not possible to construct analytical expressions for the 
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gradients of the objective function. These observations have led us to two possible optimization 

approaches: a multi-start Nelder-Mead algorithm [33] and a Genetic Algorithm [34]. The 

implementation for these methods is taken from the OOOT: Object-Oriented Optimization 

Toolbox [35].  

Convergence for both approaches is set to a target of 2000 function evaluations. A significant 

number is required to ensure that the stochastic nature of these algorithms is sufficient enough to 

allow the process to arrive at good solutions. For Nelder-Mead, an additional convergence is set 

on the minimum allowable size of the resulting simplex shape (see method details for specifics 

[33]). Since it typically takes the process 100 to 200 function evaluations to reach the minimum 

size, the algorithm is able to re-run about 20 times within the 2000 function evaluation budget. 

Nelder-Mead is focused solely on finding local minima, so it is hoped that one of the random 

starting points puts the process close to the global optimum. For the genetic algorithm, half of the 

population of candidates is preserved from one generation to the next. In order to even out the 

number of generations and population size, the population is set to 72 so that – within the 2000 

function evaluation budget – the process should complete in 50 to 60 generations. 

3.10 Test Setup 

Two different manufacturing processes are considered. The first process considers machining the 

subpart with the larger area along the cut, and using wire feed processes to build the other subparts 

onto that base. The second process considers applying linear friction welding to attach subparts 

that will all be machined from stock material. In both cases, machining is done after the joining 

process and all material that is not wire feed is assumed to be rectangular bar stock.  
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There are some feasibility constraints we have imposed to keep the results within currently 

available machinery. For linear friction welding, the main limitation is area of the weld. The largest 

LFW machine currently available can do 10,000 mm2 [36]. Anything above this limit we consider 

infeasible. Wire deposition processes, on the other hand, have potentially unlimited build volumes 

since the deposition heads can move on machine gantries [37]. We have chosen to use Sciaky’s 

electron beam free form fabrication technology as the wire feed process in the case study. This 

technology has a moderate deposition rate (Table 3) from the gimbal case study in [38] as a balance 

between the maximum deposition rate of 18 kg/hr [38] and the concerns for part fidelity [37]. The 

machine rate and wire price are also based on these two papers [37], [38]. This method does, 

however, require a substrate plate. Based on the gimbal case study, we have implemented a 

requirement for the substrate plate to be at least 1/4” thick and with enough area to weld onto. We 

did not implement support material due to the added complexity, but this would normally account 

for additional material and machine cost.  

 Table 3 includes the values and sources for the cost parameters used in the cost model for the 

results. While we tried to use realistic industry values, some values may differ significantly for 

different companies and technologies. These values may influence the optimal cutting plane, but 

they should not significantly affect the comparisons of the different methods. 

Mechanical components of varying geometries were selected to run through the decomposition 

process. For each of these parts, the five cutting plane identification methods were applied. Data 

was gathered on the best cutting plane found from each method, the number of function evaluations 

that were used, the resulting cost prediction from the model presented in Section 3.4, and the time 

taken to arrive at the answer. It is important to compare both the number of function evaluations 
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as well as time since the Area Decomposition method spends a significant amount of time creating 

and analyzing planes before ever evaluating the manufacturing cost. The other methods have 

negligible computational time between cost model calls. 

Table 3: Values used for testing 

Description Value Sources 

Density 4430 kg/m3  

Plate Stock Price 18 USD/kg      [22] 

Wire Price 130 USD/kg     [37] [38] 

Wire Deposition Rate 2.3 kg/hr           [38] 

Wire Machine Hourly Rate 250 USD/hr    [38] 

Wire Feed Offset (Accuracy) 3 mm  

LFW Rate 5 USD/cm2  

Material Removal Rate  5.1 cm3/min [23] 

Machining Cost Rate 100 USD/hr  

Fixed Setup Cost 25 USD  

 

3.11 Results 

This section presents four test cases to provide comparison between the five methods described 

above. The cost and waste are percentages of the original manufacturing plan (e.g., machine the 

entire part from a single block of material), so lower numbers are better. For each of the four 

criteria: cost (%), waste (%), time (sec.), and number of objective function evaluations 

(abbreviated as Func. Eval), the best solution from each experiment is bolded.  

Table 4 shows the results from our first test parts. Area Decomposition, Relevant Flats, and 

spherical sampling all find nearly identical solutions. Spherical sampling is a bit worse because of 
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the discretization of its search space, and Area Decomposition is marginally better than Relevant 

Flats. Both Nelder-Mead and the genetic algorithm find considerably worse results (these solutions 

only have less material waste because support material is being ignored). Both of our methods 

(Area Decomposition and Relevant Flats) found better solutions with an order of magnitude less 

time and function evaluations.  

The results from the bracket in Table 5 tell a similar story.  Area Decomposition, Relevant 

Flats, and Nelder-Mead all tie for the best cutting plane. Spherical sampling is close, but off 

because of the discretization. GA performs the worse again. Both our methods take less time and 

still find the best solution. 

The results for the part in Table 6 are no different than previous outcomes, except that now the 

best manufacturing plan is to linear friction weld (LFW) the two legs onto the larger base piece. 

The reason this is chosen over wire feed is because the rectangular bar stock has a high material 

utilization for the legs.  

Lastly, the results for the part in Table 7 highlight two important considerations. First, Relevant 

Flats misses the solution found by other methods since there is no relevant flat at that location. For 

Beam A the best solution is actually to form a plane tangent to a boss (the small washer-shaped 

protrusion in the middle of the part). Second, since this part is made up off many more vertices, it 

amplifies the time factor of applying each method. It takes over 30 minutes to run each of the 2000 

function evaluations for Nelder-Mead, GA, and spherical sampling.   
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Table 4: Results for Angled Arm (3,734 Vertices, Volume = 30 cm3) 

 

Table 5: Results for Bearing Bracket (522 Vertices, Volume = 1,500 cm3) 

 

Table 6: Results for Square Support (1,274 Vertices, Volume = 8,670 cm3) 
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Table 7: Results for Beam A (14,631 Vertices, Volume = 4,700 cm3) 

  

Overall, our methods (Area Decomposition and Relevant Flats) are consistently quicker and 

find better results than the other three methods. Relevant Flats proves to be a simple, but effective 

method for identifying good cutting planes for parts with lots of flat surfaces. However, Table 7 

shows that it may not always find the best cutting plane. Area decomposition provides additional 

robustness, without drastically slowing the search. While it may not always find the optimal 

solution, it will nearly always find a very good solution. 

The monetary benefit of joining a part is dependent on the size and material of the part as well 

as how it was originally designed. For very small parts, the material and manufacturing savings 

are not sufficient to offset the additional joining cost.  For large parts, the results show that the 

manufacturing savings from the material and machining can significantly reduce the cost. 

Additionally, the results showed that linear friction welding is best applied to subparts that closely 

fit rectangular bar stock, while wire feed is better suited to more complex subparts. 
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3.12  Conclusion 

This paper presents a method for dividing complex parts into small pieces to reduce manufacturing 

costs through the use of advanced joining technologies. Starting from a CAD model, cutting planes 

are identified from various methods and the manufacturing cost is calculated for each. The cutting 

plane that produces the option with lowest manufacturing cost is chosen as the winner. The results 

show that the best joining operation depends on the part shape and how it was originally designed. 

It also showed that huge cost savings can be achieved by applying optimal cutting planes.  

We present five methods for identifying optimal cutting planes. This include two methods 

based on numerical optimization algorithms (Nelder-Mead & GA), an existing method from 

similar work (Spherical Sampling), and two new heuristic methods (Area Decomposition & 

Relevant Flats). The Relevant Flats method is very fast and found the best solution on most of the 

test parts, but it can only find optimal cutting planes that lie on a large enough flat face. The Area 

Decomposition method consistently found the best solution on all the test parts with less time than 

Nelder-Mead, GA, and Spherical Sampling. The other three methods take much longer to identify 

good cutting planes because they make many more objective function calls, and even with 2000 

function calls they did not find the best cutting plane on most of the parts.  

Area Decomposition can be used on a wide variety of part geometries with complex shapes. It 

can even be used on highly curved parts, as long as the search directions are defined with new 

methods. In the future, the researchers will be exploring how multiple separation planes can be 

found to create hybrid manufacturing and assembly plans that combine various additive, 

subtractive, and joining methods. 
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4 GENERAL CONCLUSION 

This research presents a new method to divide complex parts into multiple pieces, specifically for 

use with advanced joining and additive manufacturing. Chapter 2 introduced the beam search 

optimization algorithm to explore different combinations of cutting planes (reverse of joining 

operations) and compare their costs. Chapter 3 focused on identifying optimal cutting planes, 

which is a sub-optimization of the beam search. Even if the sub-optimization is very fast, large 

beam widths on the beam search can take a very long time. Therefore, it is critical to consider the 

time to run each of the cutting plane identification methods. The ideal method will find the best 

cutting planes in the shortest amount of time. For these two reasons, the results from Chapter 2 

show that Area Decomposition is the best algorithm for considering detailed results quickly.  

In both chapters, the results show the advantages of applying joining methods. In general, the 

results show that linear friction welding is ideal for joining subparts when the material utilization 

of each subpart is high. The case studies in Chapter 2, which considered multiple materials, showed 

that these methods are most cost effective with high priced metals, like Titanium. For less 

expensive metal, conventional manufacturing may still be less expensive. In addition, the results 

from Chapter 3 showed that there is likely a band of useful sizes for linear friction welding. The 

current machines cannot weld above 10000 mm2 [36], but the cost may be too high for small parts. 

Wire feed was also presented as an advanced joining method. The results from Chapter 3 showed 

that it is best applied to features that have a lot of negative space, like ribs. Generally, the search 

identified the best place to put the substrate material, and then build the rest of the part up with 

wire feed.  
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4.1 List of Contributions 

The following are a list of innovations that were defined through the execution of this master’s 

thesis. 

 The search space for part decomposition using iterative cutting planes was explored 

and defined. 

 A method was developed to optimize part decomposition for advanced joining and 

additive manufacturing based on manufacturing cost.   

 Relevant Flats and Area Decomposition with volume reduction were presented as new 

cutting plane identification heuristic searches. Additionally, these methods were tested 

and validated through comparative analysis, which proved their added value.  

4.2 Future Work 

The method presented in this research lays the groundwork for considering advanced joining and 

additive manufacturing early in the design process. The following are a list of possibilities for 

future work built on top of this groundwork.  

 Additional manufacturing processes, such as friction stir welding and powder bed 

additive, could be added to expand the design space.  

 Additional stock volumes, such as forgings and extrusions, could be added to provide 

a more comprehensive cost comparison for manufacturing plans. Current stock volume 

estimates can also be improved, such as adding support material for additive processes. 

 Cutting plane identification methods could be improved to handle highly curved parts, 

such as topology optimized geometry.  
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