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1 Introduction 

1.1 Introduction 

The purpose of this project is to test the effectiveness of a reliable broadcasting 

scheme using network coding on an 802.11 network.  In theory, this broadcasting 

scheme offers increased throughput.  In order to test how effective this theory 

would be for use in real world conditions, we implemented two versions of it using 

the Microsoft Windows operating system and the 802.11 protocol.  We believe 

that knowing the effectiveness of the theory using this combination of technologies 

is worth exploring as they are ubiquitous in the world today. 

1.2 Network Coding 

Network coding is a recently explored approach to increase the capacity of a 

network.  In a traditional network, when packets are sent through multiple hops, 

the packets are forwarded on unchanged.  Network coding allows these packets to 

be combined in the intermediate steps of the transmission with the intention of 

increasing the transmission capacity.  The packets can be combined in several 

ways.  Using one method, the packets can be combined by doing a bitwise 

exclusive or on the data of multiple packets.  This operation allows any of these 

packets to be recovered if all but one of the packets is known.  Another method 

uses random coefficients to combine packets together.  These random coefficients 

are sent with the combined packets.  When combining using random coefficients 

the packets can be decoded even if none of the packets are known, as long as 

sufficient combinations of packets are known. 

1.3 Reliable Broadcasting 

This project applies these concepts to reliable broadcasting.  Broadcasting is a 

method for transmitting identical information from a single source to many 

receivers.  However, many broadcasting schemes have low quality of service.  



2 
 

 

 

Reliable broadcasting is broadcasting where the correct information is received at 

all of the receivers.  Reliable broadcasting schemes can be broken down into two 

categories: Forward Error Correction (FEC) and retransmission. 

 

In the retransmission case, the receivers communicate which information was 

lost in the transmission and the sender retransmits it.  In FEC, the sender includes 

extra information that allows the receivers to recover data that is lost during the 

transmission.  The FEC scheme is useful when there are a very large number of 

receivers, like satellite transmissions.  Since there is no receiver to satellite 

communication channel, the receivers cannot communicate which information 

they have lost, and hence retransmissions are not possible.  Also, when there are a 

large number of receivers, the bandwidth it would take to implement a 

retransmission scheme is too high. 

 

However, 802.11 wireless networks do not have these limitations.  There is a 

much fewer number of receivers and the communication is two way.  In this type 

of situation, retransmission is more efficient as extra information does not need to 

be included with each transmission. 
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2 Theory 

  
Here we will describe the theoretical analysis of the reliable broadcasting scheme 

tested in comparison to a simple retransmission scheme as described in [2].  This 

analysis is based on several assumptions. 

 

1.  There is one sender and multiple receivers 

2.  The data sent is divided into packets and each packet is sent during a time slot 

with a fixed duration. 

3.  The sender immediately knows when a packet is lost.  The communication of 

whether a packet is lost can be accomplished with ACKs or NAKs.  In this 

analysis, the assumption is that this communication is instantaneous and does not 

interfere with the broadcast transmissions in any way. 

4.  The packet loss follows a Bernoulli distribution at each receiver. 

2.1 Scheme 1 

In the first scheme, the receiver sends a NAK immediately when there has been 

a loss in the current time slot and the packet that is lost has not already been 

received correctly in some past time slot.  When the sender receives the NAK, it 

rebroadcasts the lost packet in a future round.  If multiple receivers are missing a 

packet, the receiver may only have to broadcast one packet to make up for these 

two losses.  However, the efficiency of the rebroadcast can be improved further, as 

shown in scheme 2.  

2.2 Scheme 2 

Scheme 2 is similar to scheme 1 in that the receiver sends a NAK immediately 

on a loss event.  It is also similar to scheme 1 in that when the sender receives a 

NAK, it rebroadcast the packet in a future time slot.  However, scheme 2 adds the 
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constraint that the sender does not re-broadcast the lost packet immediately.  It 

stores the information of which packets are lost at which receiver for a fixed 

amount of transmissions, and then retransmits the packets in bulk.  When it is time 

to retransmit, instead of sending out single packets, the sender combines packets 

together and sends them out. 

 

The exclusive or operation( ) allows two pieces of data to be combined such 

that if one of the packets is known, the other can be decoded from the combined 

data.  Consider packets A and B.  If packets are combined as A B, then 

A (A B)=B and B (A B)=A. 

 

Figure 1: Illustration of section of packets to retransmit 

Used with permission from [2]. 

 

To see how this can be applied to scheme 2 consider a scenario consisting of 

two receivers, R1 and R2.  Say receiver R1 has lost packet P1, but not packet P3 

and receiver 2 has lost packet P3, but not packet P1.  The sender can then send out 

P1 P3 and receiver R1 can compute P3 (P1 P3)=P1 and receiver R2 can compute 

P1 (P1 P3)=P3.  Where in scheme 1 the receiver would have to send out two 

packets, scheme 2 can send out one packet.  Scheme 2 can not always combine 

packets of course.  If a packet is lost at both receivers as seen in packet P7, it 

would be sent out as a single packet.  However, this transmission would have the 

same bandwidth efficiency as a combination of two different packets.  In both 

cases one packet would be sent out but two receivers would receive a packet they 

need.  The only case when the efficiency of a transmitted packet is less is when a 
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packet is sent out as a single packet and it is only lost at one receiver, as is the case 

with packet 9 in the image above.  This is the case when one receiver loses more 

packets then the other.  Once all the efficient transmissions are over, the sender has 

to send out single packets to the receiver with the most loss packets. 

2.3 Theorems 

Here we will describe the transmission bandwidth analysis of these two 

schemes.  We define the transmission bandwidth, , to be the average number of 

transmissions sent by the sender per actual packet received by the receiver.  The 

probability of loss at receiver 1 is p1 and the probability of loss at receiver 2 is p2. 

2.3.1 Scheme 1 

The transmission bandwidth of scheme 1 is . 

Proof:  

Let X1 and X2 be the random variables for the number of attempts it takes to 

successfully deliver a packet to both R1 and R2.  Let the number of attempts it 

would take to deliver a packet to both the receivers be Y. 

   
So for the expected value, 
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2.3.2 Scheme 2 

The transmission bandwidth of scheme 2 is . 

Proof: 

As discussed above, packets can be sent out in a way that both receivers 

receive a lost packet until one receiver has received all the packets.  Because of 

this, the amount of retransmissions that need to be sent out depends on the receiver 

with the largest amount of losses.  So the total number of retransmission needed to 

deliver N packets is the number of retransmissions needed to deliver N packets to 

the receiver with the highest amount of losses.  Since this receiver would be the 

receiver with the highest loss rate, this number of retransmission is 

.  So the transmission bandwidth is 

. 
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3 Implementation 

We chose to implement this theory using the Microsoft Windows operating system 

and 802.11.  The options of how to implement the scheme using this combination 

of technologies was explored and is presented here.  Eventually, a packet capture 

library called WinPCAP was selected. 

3.1 802.11 

802.11 is a set of specifications for wireless networking in the IEEE 802 family 

of protocols.  It is similar to the well known Ethernet protocol in that it can use the 

802.2 logical link control encapsulation.  However, it is different in many ways 

too, primarily in how it controls access to its physical layer.  802.11 networks 

work in two main configurations, Infrastructure and ad-hoc.  

3.1.1 Infrastructure vs Ad-Hoc 
There are two basic types of 802.11 networks: infrastructure and ad-hoc.  In 

infrastructure networks, all of the stations in the network communicate through 

access points.  That is to say that every frame sent between stations that are 

associated with the access point is first sent to the access point and then to 

destination station, which is two hops.  The advantage of an infrastructure network 

is that area of the network is extended, because all of the stations only need to be 

in range of the access point rather than need to all be in range of each other.  

Another advantage is that access points allow stations to save power. 

 

In an ad-hoc network there is no access point, and each node communicates 

directly.  This is the type of network for which the broadcasting scheme is 

considered.  The benefit of ad-hoc networks are that only one hop is required for 

each transmission.  
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3.1.2 Medium Access Control 
Wired Ethernet uses a collision detection scheme, but this scheme does not 

work well in the wireless environment for two reasons.  In order for the wireless 

stations to detect a collision with their transmissions they need to be able to listen 

at the same time that as they broadcast.  The physical hardware to do this is much 

more expensive.  Also, in the wireless environment, it can be true that a station 

cannot hear all of the other stations.  For example, consider an infrastructure 

network, where there are two nodes that are in range of an access point, but not in 

range of each other.  They can communicate through the base station, but cannot 

directly hear each other.  If both of the stations transmit at the same time, they 

could not detect a collision; however the base station would not be able to receive 

the packets. 

 

To avoid these problems, 802.11 uses a collision avoidance scheme.  It 

works by inferring when the medium is busy through communication between 

stations and physical monitoring.  The stations use this information to try to avoid 

transmitting while other stations are transmitting. 

3.1.3 Carrier Sense Functions 
There are two methods used by 802.11 to detect if the wireless medium is 

available.  One method is called the physical carrier sensing function.  It actually 

listens for transmissions and reports that the medium is busy if it detects one.  

802.11 hardware cannot send and receive at the same time, as equipment to do this 

is too expensive.  Because of this, the physical carrier sensing function can only 

detect that the medium is busy if the station is not sending.  In addition to this, the 

802.11 hardware takes a short period of time to switch from listening to sending.  

Since another station could start transmitting during this time or nodes could start 

transmitting simultaneously the physical carrier sense function is not sufficient. 
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The Network Allocation Vector (NAV) provides a virtual carrier sensing 

functionality.  Most 802.11 frames have a duration field that contains the value of 

the length in time the sending station expects it will use the medium.  When a 

station receives a frame it counts down from this time, reporting that the medium 

is busy until it reaches zero.  

3.1.4 RTS-CTS Exchange 
In an ad-hoc wireless network, not every station in the network can hear 

every other station.  Because of this, the duration field included in the data 

containing frame is not sufficient to set the NAV for all stations that might 

interrupt the transmission.  For example, consider three stations A, B and C.  If 

station A sends a packet to B, and station C is in range of B, but not in range of A, 

then station C could still interrupt the transmission.  When station A sent the 

packet, the duration field would set the NAV on station B, but not on station C.  So 

if station C needed to send a packet during the transmission of the packet from A 

to B, it would not hear the transmission as part of the physical carrier sense, and it 

would also not have had its NAV set.  It would begin transmitting and interrupt the 

reception of packet at B. 

 

To resolve this problem, unicast packet transmissions are preceded by a 

RTS-CTS exchange.  The RTS is a short packet that is sent by the sender of a 

packet and processed by all the stations in range.  It includes the intended receiver 

of the packet it is trying to send.  When that receiver receives the RTS exchange, it 

checks its physical carrier sense function and network allocation vector.  If these 

indicate that it is okay to send, the receiver replies with a CTS packet.  Both the 

RTS and CTS packets include a duration field.  In the scenario described in the 

previous paragraph, the RTS-CTS exchange allows the stations in range of both A 

and B to set the NAV vectors.  This informs all the stations in range of both A and 

B of the transmission, and thus keeps them from interrupting it. 
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This exchange only happens for unicast packets.  For broadcast packets, the 

sender simply checks its own physical carrier sense function and NAV and, if 

clear, sends the packet.  This leads to a lower quality of service for broadcast 

packets.  

3.1.5 Detecting Collisions 
Despite the RTS-CTS exchange, unicast packets can still be lost.  This can 

happen for many reasons.  For example, the RTS-CTS exchange could be lost at 

some receivers, and so a hidden node could interrupt the transmission or a station 

may be able to transmit farther than it can hear.  To avoid these problems, 802.11 

also acknowledges each unicast packet.  When the stations are initially reserving 

the medium for a packet transmission, the duration they use includes time for the 

receiver station to send the sender an ACK.  If the sender does not receive this 

ACK in that time, it considers the packet lost.  

3.1.6 Avoiding Collisions 
After each successful transmission, the stations each pick a time randomly 

that they will begin to transmit next.  The station that picks the lowest random 

number will be the one to secure the channel.  When a transmission is not ACKed 

or the sender attempts to send a packet and the medium is not free, then the 

transmission is retried.  Every time the station retries a packet, it grows the range 

for which it picks its random numbers by a factor of two.  When a unicast packet 

has been successfully sent, or a broadcast packet is successfully received, the 

station sets the retry count to 0.  

3.1.7 Broadcast 
Broadcast packets have a lower quality of service then unicast packets in 

802.11.  As discussed earlier this is because these packets are not acknowledged 

and do not use the RTS-CTS exchange.  This makes 802.11 a particularly good 

candidate for a protocol that could benefit from the edition of an efficient reliable 

scheme. 
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3.2 NDIS Driver Model  

The NDIS driver model is the standardized interface specification for the 

different layers of network drivers used my Windows.  Its purpose is to abstract 

the network hardware from network drivers.  It is composed of several layers and 

these layers roughly correspond to the layers of the OSI model. 

Figure 2: Illustration of similarities between OSI and NDIS stacks 

 

These layers communicate through the NDIS library.  For each adjacent edge, 

there is a set of functions the NDIS library will call in the driver and a set of 

functions that the driver will call in the NDIS library. 

 

The implementation described here uses NDIS 5.1, which is the version used in 

the Windows 2000, Windows 2003 and Windows XP operating systems.  This 

version has several limitations, one of them is that it has no native 802.11 support.  

All 802.11 data frames are translated to Ethernet frames before being passed to the 

higher layers in the NDIS stack.  The source MAC address, destination MAC 

address and type fields are preserved from the 802.11 packets, because they are 

part of the Ethernet frame header as well.  To send a packet over 802.11 using 

NDIS, the packet must be formatted as an Ethernet frame.  It is then converted to 

the appropriate series of 802.11 packets before being sent out. 
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Another limitation is that the Miniport drivers only handle unicast 802.11 

packets that are intended for the computer they are running on.  So, although 

802.11 is a broadcast medium, and 802.11 devices process traffic intended for 

other receivers, they will not report this traffic to the higher layers.  However, if it 

a packet is sent out as an 802.11 broadcast packet, this packet is passed upwards. 

 

The lowest level in the NDIS stack is the miniport driver.  It controls the actual 

hardware of the network card and interfaces with the higher layers in the stack.  

The upper edge of this driver, that is to say the part that communicates with the 

above layer, is standardized.  This is to allow Protocol drivers and Miniport drivers 

to be more interchangeable.  The upper edge has facilities to accept Ethernet 

formatted packets to be sent over the network, and also to provide Ethernet 

formatted packets it has received from the network.  However, the lower edge can 

be anything.  Typically the lower edge would communicate with a PCI card or 

USB dongle. 

 

The next highest level in the NDIS stack is the Protocol driver.  The Protocol 

driver communicates with the Miniport driver and acts as part of an OSI type 

transport/protocol stack, like TCP/IP or IPX/SPX.  The lower edge of the protocol 

driver is standardized, as it communicates with the standardized interface of the 

Miniport drivers.  The upper edge can be anything.  Typically it would interface to 

a sockets or other application level networking library using a TDI driver. 

 

TDI drivers are a standardized interface for interacting with protocol drivers.  

They can be thought of as an optional standard for the upper edge of protocol 

drivers.  The TDI standard lets any protocol driver plug into application level 

network APIs like Windows Sockets or Netbios. 
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An Intermediate driver is an optional driver in the NDIS stack that sits between 

the Miniport and Protocol drivers.  As packets are received by the Miniport driver, 

it can process them before they are processed by the Protocol driver.  Also, packets 

being sent out by the Protocol driver can be processed by an Intermediate driver 

before they reach the Miniport driver.  This allows for the implementation of a 

variety of functionality including packet filtering, translating between different 

types of network media, and load balancing between NICs.  An Intermediate 

driver has a lower edge of the lower edge of a protocol driver, which allows it to 

communicate with Miniport drivers.  The upper edge is the upper edge of the 

Miniport driver, which allows it to communicate with the protocol drivers. 

 

Figure 3: Illustration of Intermediate driver 

 

Where the Link layer is layer 2 and the Network layer is layer 3, Intermediate 

drivers can be used to implement a 2.5 layer protocol.  A 2.5 layer protocol’s 

header is inserted between the Link and Network layer.  Its functionality allows 

the layer 2 and layer 3 drivers to operate unaware of this header.  An Intermediate 

driver can do this as it sits between these two layers in the NDIS hierarchy and 

processes all packets that pass between them.  One example of this being done is 

the Microsoft Mesh Connectivity Layer (MCL). 
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The MCL adds mesh networking functionality to an 802.11 networks using the 

Microsoft Windows operating system.[5]  A mesh network is an ad-hoc network 

that allows packets to be forwarded through multiple hops to reach their receiver.  

The mesh network automatically configures the routes for traffic to take by 

disseminating transmission capacity information between nodes in the network.  

The MCL uses an intermediate driver to insert its own header into the packets that 

are sent out.  This header contains the extra information need to properly route the 

packet such as its final destination, original receiver and routing information.  Any 

Network layer traffic packet, such as TCP/IP, that is sent out is wrapped in the 

MCL header as it comes down from the NDIS protocol driver.  After the packet is 

wrapped in the header, the MCL passes the packet down to the Miniport driver of 

the 802.11 device, which sends it out.  Then, at the final receiver of the packet, the 

MCL Intermediate driver receives the packet from the Miniport driver.  It unwraps 

the Network layer packet and passes it up to the NDIS protocol driver (TCP/IP for 

example).  So any Network layer network transmissions can be transferred over 

this network without any modifications to their protocol driver.  This allows an 

Intermediate driver to be installed on a machine and have any applications 

immediately benefit from its enhancements to the Link layer. 

 

The broadcasting scheme examined here also needs to include extra information 

in the packets it sends out in order to correlate the retransmitted packets with the 

single or combination retransmission packets it sends.  An Intermediate driver 

would satisfy these requirements.  However, there is one drawback to an 

Intermediate driver.  It takes a large effort to develop any NDIS driver.  In 

addition, the effectiveness of such a driver can be explored using a simpler 

method, a packet capture library. 
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3.3 WinPCAP  

WinPCAP is a packet capture library for windows.  It uses a protocol driver to 

allow access to Miniport driver functionality as the application level.  It offers the 

benefit of being able to develop and debug code quickly with the use of standard 

libraries and operating system calls, while still being able to use the same Miniport 

operations as an intermediate driver.  There are some drawbacks to this approach 

that are worth mentioning. 

 

Since the packet capture library uses a protocol driver to communicate with the 

Miniport driver, it cannot modify any of the packets it receives before the other 

protocol drivers process them.  This keeps WinPCAP from being able to insert its 

own invisible headers into packets, and thus it is not possible to develop a 

WinPCAP application that provides new layer 2 functionality to existing 

applications or network layer stacks.  However, WinPCAP can still be used to 

evaluate the performance of the reliable broadcasting scheme, and so is more 

appropriate for this project.  Instead of using TCP/IP or other Network layer 

packets as a payload, an application using WinPCAP can simply generate data.  In 

addition, the code generate for a WinPCAP based application could later be used 

in an Intermediate driver, since both WinPCAP and Intermediate drivers get the 

packets in the Ethernet like format returned from the Miniport drivers. 
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4 Implementation of the Algorithms 

The implemented versions of the algorithms uses their own protocol 

implemented just above the link layer through a packet capture library.  It 

communicates which receivers have which packets using a combination of NAK 

and ACK packets.  The program consists of two components, a sender and a 

receiver.  The sender sends to multiple receivers, and the receivers communicate 

back with the single receiver.  The receivers are known to the sender ahead of 

time.  In addition, in order to compare the results of network coding discussed in 

Scheme 2 to the simple retransmission case of Scheme 1, the ability of the sender 

to send out combined packets can be enabled or disabled. 

4.1 Description of Protocol 

Like the MCL described in section 3.3, the protocol used in this implementation 

uses a header added right after the MAC layer header.  This layer includes the 

extra information needed for the reliable broadcasting scheme.  For the 

combination or single packets that are actually carrying the data, this information 

is simply the identification of the packets that are included in the packet.  For the 

NAK and ACK packets this information is the identification of the packets being 

NAKed or ACKed.  In addition to the NAK and ACK packets, one of the 

algorithms needs to be able to send control signals to the receivers.  These signal 

packets need to have identification for the type of signal and also a packet 

identification that it relates to.  Also, these packets need to specify what type of 

packet they are. 



17 
 

 

 

Considering these constraints, we came up with three packets types.  Data 

packets contain the data being transmitted.  ACK packets do double duty as ACK 

packets and signal packets and NAK packets serve as NAK packets.  The 

breakdown of the fields they contain is as following. 

 

Figure 4: Illustration of packet formats 

 

The packet type field is a number that identifies the type of packet.  The 

payload field for an original single is simply filled with a garbage data, except for 

the first byte which is a modulus of the packet id.  Combination packets are of 

course a bitwise exclusive or of the packets. 

The packet IDs are used to identify packets.  The data packets include a list of 

packet IDs, and also the length of the list.  Since the payload comes after the list of 

packet IDs, this length is needed in order to be able to tell where the list ends and 

the payload starts.  The number of packet IDs is not needed for the ACK and NAK 

packets as the list of packet IDs is at the end of the packet and so the end of the list 

can be known since the length of the packet is known. 
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For signal packets, the implementation uses ACK packets with a special 

number for a first packet id.  All of the packet IDs are positive, so the values -1 

and -2 are used for the two types of signal packets. 

In addition to the added fields, the implementation uses a special value for a 

field in the Ethernet header.  They type field is uses to specify the type of packet 

enclosed in the Ethernet frame.  For example, ARP and TCP/IP have type codes.  

Protocol drivers can decide whether to process a packet by looking at the type 

code.  To keep other Protocol drivers from looking at any of the packets, the 

implementation uses the type code for the now deprecated AppleTalk protocol. 

4.2 Two Versions of the Algorithm 

To test the broadcasting scheme, two algorithms were implemented.  These 

algorithms are similar, but differ in how they communicate which Prog packets 

have been received by the receiver.  One algorithm, the “Bulk ACK” algorithm, 

combines the information of which packets have been received into large 

acknowledgement packets containing information about several data packets.  This 

results in less acknowledgement packets being sent, but the information cannot be 

sent until a large amount of it has been collected.  The other algorithm, the 

“Individual ACK” algorithm sends acknowledgement packets as soon as it has the 

information to do so.  This results in more packets being sent, but the information 

is communicated sooner. 

 

Both of the versions of the algorithm operate in two phases: the initial 

transmission phase, and the retransmission phase.  The algorithms transmit the 

data packets in batches called rounds that consist of these two phases.  For the 

initial transmission phase, the packets are first sent out in order.  In the 

retransmission phase, the packets that were lost in the initial transmission are sent 

until they are received by the receivers.  
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4.3 Individual ACK 

The Individual ACK version of the algorithm sends a NAK as soon as a loss is 

detected during the initial transmission phase.  During the retransmission phase, 

the packets are ACKed after each reception.  The idea behind this is to give the 

algorithm as early of feedback as possible.  This will allow it to better make 

decisions regarding which packets to send out during the retransmission phase.  

The downside of this approach is that a large number of packets are sent out by the 

receivers.  These packets are small in size, but the large number of them leads to 

increase competition for the medium. 

4.3.1 Overview 

“Individual ACK” Version 

 Sender Receiver 

1 Sends initial transmission Receives packets, sends NAKs for 

packets that are not received 

2 Immediately begins sending missing 

packets 

When detects a retransmitted packet, 

sends ACKs 

3 Sender goes to step 1 if both 

• All packets that were NAKed 

have been ACKed 

• At least one ACK has been 

received from each receiver 

If not, goes to step 2 

When it detects the next round, goes 

back to step 1 
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4.3.2 Sender 
The sender for the Individual ACK version of the algorithm repeats sending 

out two transmission phases as described above.  It sends out an initial 

transmission and retransmits lost packets.  

Step 1 
The sender starts by sending out the initial transmission.  When it has sent 

the entire initial transmission, it clears the record of any ACK packets it has 

received.  During this time the sender also listens for NAK packets coming form 

the receiver.  When it receives a NAK packet it adds the packet ID from the NAK 

packet to a list kept for each receiver, indexed by the receivers MAC address.  We 

can call these lists the ID lists.  In addition to the ID list, the sender also keeps 

track of the retransmitted packets it has sent out in a set of lists also indexed by 

receiver MAC address.  We can call this list the WaitForACKs list.  

Step 2 
The receiver then begins the retransmission with 1 ms intervals between 

transmissions.  This is to better allow the acknowledgement packets from the 

receivers to reach the sender.  When the sender is ready to retransmit, it goes 

through a series of steps to select which packets to send.  First we will explain how 

it selects these packets and then we will explain what the sender does, based on 

this selection. 

 

The sender first checks to see if there are any packet IDs stored in the ID 

lists, if not it decides to send no packets.  Next the sender checks to see if there are 

any combinations of packets to send.  It does this by searching through all the 

possible combinations of the packets in the ID lists.  For each combination it 

checks several things. 
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Say that the algorithm is comparing packets i and j from receivers a and 

b, respectively.  It would check that packet i is not in the ID list of receiver b and 

that packet j is not in the ID list of receiver a.  It does this to make sure that i and j 

can be decoded at the receivers.  However, this selection may not be decodable in 

the case of lost NAK packets.  The receiver has some functionality to recover from 

this scenario, which is explained later.  The algorithm also checks to see that these 

packets have not already been sent out to the receivers.  It does this by checking 

that their packet IDs are not in the WaitForACKs list associated with their 

intended receiver. 

 

If the sender is not able to find any packets that meet these conditions, it 

selects a single packet to send out.  This would happen if there is only one packet 

to send out for all of the receivers, or if each packet that needs to be sent out is lost 

at each of the receivers.  In the latter case, any combination sent to the receiver 

would not have been able to be decoded since it would have two packets that the 

receiver is missing.  It selects a packet by searching through the ID lists to find a 

packet whose packet ID is not in the WaitForACKs list associated with the ID list 

the packet ID is from. 

 

Finally, if the ID list is not empty, there were no combinations of packets 

that were not in the WaitForACKs lists and there were no single packets that were 

not in the WaitForACKs list, the receiver will clear the WaitForACKs list and the 

search begins again.  It does this because all of the packets have been sent out, but 

the not all of them have been acknowledged.  The sender needs to send out the 

packets again in case some of the retransmission had been lost. 

 

After the selection of packets has been made, the sender updates the 

WaitForACKs list of all the receivers.  If the selection is a combination of packets, 

the algorithm goes through all of ID lists.  If the ID lists contains packet a, but not 
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packet b, it adds packet a to the WaitForAcks list associated with the ID list being 

searched.  And if vice versa, the ID lists contains packet b, but not packet a, it adds 

packet b to the WaitForAcks list associated with the ID list being searched.  It does 

this so that if two separate pairs of nodes need the same combination of packets, 

this combination of packet is sent out only one. 

 

If the selection is a single packet, it also searches through the ID lists.  If 

the packet ID selected is present in the ID list being searched, it adds that ID to the 

associated WaitForACKs list.  After updating the WaitForACKs list, the algorithm 

sends out the packets selected. 

Step 3 
If the sender selected no packets to send and it has received an ACK for a 

packet ID that is more than or equal to the first packet ID of the round, then it 

proceeds to send the next round.  The reason that it waits until it has received at 

least one ACK for the round is to allow time for all the NAK packets to arrive.  

The ACK packets are only sent by the receiver after all the NAK packets have 

been sent.  The scenario where there are no lost packets for a round is handled by 

the receiver and discussed later. 

 

If the sender selects no packets to send and it has not received an ACK as 

described above, and it has not transmitted a packet for a set duration, (1.5 seconds 

in the experiments run), then the sender retransmits the last round.  This is to 

accommodate when the receiver loses all of the packets in a round.  When the 

receiver does receive any packets, it does not know to send any NAKs or ACKs so 

the sender would wait for ever to hear from the receiver.  This functionality is a 

“catch all” for this unlikely scenario. 

 

Throughout both of these rounds, the sender is listening for NAK and 

ACK packets from the receiver.  Each NAK received is added it to the ID list 
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maintained for each receiver.  The sender removes each ACK that it receives from 

the ID list associated with the receiver it came from and also from the 

WaitForACK list associated with the receiver it came from.  

 

4.3.3 Receiver 
The receiver for the Individual ACK version repeats receiving two 

transmission phases as described above.  It send NAK packets for the packets it 

doesn’t receive in the first phase and ACK packets for the packets it receives in the 

retransmission phase.  

Step 1 
As the receiver receives packets in the initial transmission it saves each 

one in an array.  It also keeps track of the packet number of the last packet it 

received.   

 

The receiver will send a NAK in two general cases.  Primarily it will send 

a NAK when detects a GAP in received packet IDs.  When it detects a gap, it 

sends a single NAK containing all of the packet IDs from the gap.  However, if 

losses occur at the end of a transmission, the receiver will not receive a later 

packet to detect the gap.  In order to handle this scenario, the receiver keeps track 

of a virtual packet id, based on the time. 

 

The receiver keeps track of the average time between receiving packets 

using an exponential average with an alpha of 0.1.  When the receiver hasn’t 

received a packet for three times this average value it sets the virtual packet 

number to whichever that maximum of the last packet ID plus one or the last 

virtual packet ID plus one.  In this way the virtual packet ID can exceed the last 

packet id, but never fall below it.  When the virtual packet ID reaches the last 



24 
 

 

 

packet ID of the round, the receiver sends a NAK packet containing the range of 

packet IDs from the last packet ID received and the last packet ID in the round. 

Step 2 
When the receiver detects that a packet ID that it receives is a 

retransmission, it sends an acknowledgement packet.  The receiver decides that a 

packet is a retransmission if it has a packet ID less than the last packet ID received. 

 

If a packet is received as a combination, it sends an ACK packet 

containing both of the packet IDs received.  As described above, if a NAK packet 

is lost, the sender might send out a combination that cannot be decoded by the 

intended receiver.  To keep the sender from sending this combination out forever, 

the receiver acknowledges this packet, even though it will be counted as a loss.  

This scenario did not occur very often. 

 

The receiver can also get to step two under the circumstances that it and 

all the other receivers have received the packets in the round without loss.  If this 

happens the sender will not send any retransmissions and hence the receivers will 

not send any ACKs.  Since the sender waits until it has received an ACK for the 

round from each receiver before it transmits the next round, the sender would wait 

forever.  To avoid this situation, when a receiver has received all the packets in a 

round, it sends an ACK that contains all of the packet IDs for the round on an 

interval three times that average time between receiving packets. 

Step 3 
If the receiver receives a packet that is in the next round, it begins to 

receive the packets as a new initial transmission.  Before it does this it clear the 

array of packets received, since no combinations will be made with these packets 

again. 
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4.4 Bulk ACK 

The Bulk ACK algorithm sends ACKs that contain information for a larger 

number of packet IDs.  By sending less, but larger ACKs there is less competition 

for the medium.  However, because it has to collect this information over a length 

of time before it sends it out this technique results in the sender receiving 

information later than in the algorithm described in the previous section.  In 

addition this version of the algorithm uses signal packets to inform the receivers 

when the sender is transitioning between phases.  This tells the receivers that it is 

time for them to send their acknowledgement packets. 

4.4.1 Overview 
“Bulk ACK” Version 

 Sender Receiver 

1 Sends initial transmission Receives packets, waiting for signal 

packet 

2 Sends (broadcast) signal packet with 

exponential back off, waiting for 

NAK 

When receives the signal packet, 

sends one big NAK of all the 

packets it didn’t receive 

3 Sends retransmission of packets Receives packets, waiting for signal 

4 Sends signal packet with exponential 

back off, waiting for ACKs 

Sends ACK of received packets, 

waiting for another packet 

5 If all packets received, goes to 1.  If 

not goes to 3. 

If received all packets, goes to 1.  If 

not goes to 3. 

  

 

4.4.2 Sender 
The sender for the Individual ACK version of the algorithm repeats sending 

out two transmission phases as described above, communicating the change in 

phases by signal packets.  The sender sends out one type of packet to signal the 
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end of an initial transmission round, and another to signal that it is about enter 

another retransmission round.  

Step 1 
The sender first sends the initial transmission.  It does this exactly as it 

does in the Individual ACK version, however it does not handle any NAK packets.  

When the sender has sent out all the packets in the round, it goes on to step 2. 

Step 2 
The sender then sends out signal packets and waits to hear NAKs back 

from the receiver.  Since broadcast traffic tends to drown out the unicast NAKs the 

receivers will be sending, the sender sends out the signal packets with an 

exponential back off.  The first duration it waits is 5 milliseconds, and that 

duration is doubled every transmission.  When the sender has received a NAK 

from all of the receivers, it proceeds to step 3. 

Step 3 
The sender then sends a retransmission of the packets that were NAKed 

in step 2.  It chooses packets to send in the same method as in the Individual ACK 

version, except that when it reaches the point where it has sent out all the packets 

in the ID list, it does not clear the WaitForACKs list and search again.  Instead it 

sends another signal packet to the receiver that the retransmission is over.  

Step 4 
As in step 2, it sends the signal packet with an exponential back off, 

starting at 5 milliseconds and doubling each transmission.  As it does this it listens 

for ACK packets from the receivers. 

Step 5 
When it has received an ACK from each receiver it goes to repeat at an 

earlier step.  If the all of the packets that were originally NAKed have been 

ACKed in one of the retransmission phases, it proceeds to send the next round of 
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packets.  If some of the packets have still not been ACKed, the sender goes back to 

step 3 to retransmit the packets it has left to send. 

4.4.3 Receiver 
The receiver for the Bulk ACK version repeats receiving two transmission 

phases.  It receives packets in the initial transmission phase until it receives a 

signal packet that the round is over.  It then sends a NAK packet containing the 

packet IDs it did not receive and begins to receive the retransmission.  Whenever it 

receives a signal packet, it sends an ACK packet containing all of the packet IDs 

of the packets it received since it last reported.  

Step 1 
The receiver starts by receiving the initial transmission.  For each packet 

it receives it checks if its packet ID is in the range of the current round.  If so, it 

stores this packet in the array.  The reason it performs this check is that if it 

finishes its retransmission phase before the other receivers it will go to this step to 

wait for the next round.  While it is waiting it may receive retransmitted packets 

intended for the other receivers, and these packets should not be stored for the next 

round.  

Step 2 
When the receiver receives a signal packet from the sender that the initial 

transmission is over, it then proceeds to send out a large NAK packet containing 

all of the packet IDs of the packets it did not receive. 

 

The signal packets have information on which round they are from and 

the receiver checks that it receives a signal from the current round.  The previous 

round may have had no lost packets.  In this case the receiver would go right back 

to listening for the initial transmission.  If the sender had sent out several signal 

packets during the last round, the receiver would interpret one of these signal 
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packets as a message that the initial transmission phase for the current round is 

over, and it has lost all of the packets.  That is why this check is done. 

 

It sends this NAK out repeatedly with an exponential back off until it 

receives a retransmitted data packet.  The reason why this is done is in case a NAK 

packet is lost.  The reason for the exponential back off is that the unicast packets 

will queue up in a buffer, waiting until a transmission is complete.  If the packets 

were sent out with a low interval, many of these packets would queue up, and a 

delay would be introduced before the receiver could send the next NAK or ACK 

packet.  The duration between sends starts at 15 milliseconds and doubles each 

transmission.  The reason it starts later than the duration the sender uses in its 

exponential back off is that it is sending unicast packets, while the sender sends 

broadcast packets.  Unicast packets are less likely to be lost since they are 

retransmitted in the MAC layer, and thus it is less likely that a large number will 

need to be sent. 

 

At this point, if the receiver receives a packet from the current round it 

goes on to step 3.  If it receives a signal packet that the retransmission has ended, 

then it has lost all of the packets in the retransmission.  In this case it goes on to 

step 3 and sends an empty ACK. 

Step 3 
For each data packet that is received in the retransmission that the 

receiver has not yet received, its packet ID is added to a list of packet IDs to 

acknowledge back to the sender.  If a combined data packet arrives, the data 

packet is decoded, and the packet from the combination that is new is added to this 

list.  When the receiver receives a signal packet indicating that the retransmission 

is over it proceeds to step 4.  
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Step 4 
At this point, the receiver would send out an ACK packet with the packet 

IDs from the list it built in step 3.  It does this with an exponential back off starting 

at 5 milliseconds and doubling each transmission.  The reasoning for this is that 

same for it was in step 2. 

Step 5 
The receiver then waits for new data packets to arrive.  If the packet is 

from the current round, it handles this packet as another retransmission phase, 

going back to step 3.  If the packet is from the next round, it handles the packet as 

a new initial transmission and goes back to step 1. 
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5 Performance Evaluation 

5.1 On Simulated Loss Rates 

The loss rates for these tests were simulated on the receiver side.  Each receiver 

calculated, based on the desired loss rate, whether it should ignore a broadcast 

packet.  Only broadcast packet loss was simulated, as unicast packets are 

retransmitted when lost in 802.11.  So the unicast packets would have a different 

and unknown loss rate in relation to the broadcast loss rate.  In addition, even if a 

unicast loss rate was known, it could not be simulated since the delay introduced to 

the packets to be sent after the simulated lost packet would not be present in the 

simulation.  It is also worth mentioning that the simulated loss rates add loss to a 

transmission that may already have loss due to the nature of 802.11.  In the test 

setup this real world loss rate was minimized, however it was still present to a 

small degree. 

5.2 On Real World Tests 

As any users of an 802.11 networks can attest, the transmission capacity can 

vary wildly and is difficult to predict.  Because of this, the data collected from the 

real world tests done on these algorithms yielded noisy results. 

5.3 Test Setup 

The test setup used for the simulated loss tests consisted of three Linksys 

Wireless-G USB Adaptors running in 802.11b mode.  The receivers were running 

on a Windows Server 2003 machine with a 3.4 GHz processor and 1 GB of RAM.  

The machine had two networks adaptors configured and each receiver used one of 

them.  The sender was running on a Windows XP machine using a 2GHz dual core 

processor and 1 GB of memory.  The machines were running WinPCAP version 

3.1.  The USB adaptors were all situated roughly four feet apart. 
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For the real world tests, a third machine running Windows XP was used.  The 

three computers were situated so that the two receivers were on the edge of being 

out of range from each other.  The sender was placed between them.  This was 

done to create a situation where their packets could be lost at one receiver but 

received by the other.  

5.4 Individual ACK Version 

5.4.1 Throughput vs Loss Rate 

Throughput vs Loss Rate - Individual ACK
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Figure 5: Graph of throughput versus loss rate for Individual ACK version 

 

This graph shows that the throughput decreases as the loss rate increases.  

This is due to higher loss rates requiring a larger number of retransmissions.  Also, 

the throughput is higher when packets are allowed to be combined together with an 

exclusive or.  For the highest loss rate tested, 30%, and the highest round length 

tested, 100, the throughput was 141824 bytes per second when combining packets 

and 100540 bytes per second when only sending single packets, a gain of 41%. For 

the same round size, and the lowest non-zero loss rate tested, 5%, the throughput 
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was 541170 bytes per second when combining packets and 453912 bytes per 

second when only sending single packets, a gain of 19%. 

 

When the loss rate is 0%, the throughput is higher for the higher round 

sizes, regardless of whether packet combining is allowed.  This is because there is 

a delay at the end of each round while the sender waits for an acknowledgement 

from the receiver saying that it has received all the packets.  So for smaller round 

sizes these delays happen more often, lowering the performance. 

 

The round size doesn’t affect the throughput very much once the loss rate 

is significant.  This only true for larger round sizes and so cannot be seen on this 

graph.  This phenomenon is explained in the next section. 

5.4.2 Throughput Vs Round Size 

Throughput vs Round size - Individual ACK
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Figure 6: Graph of throughput versus round size for Individual ACK 

version 

 

You can see more clearly in this graph that the round size doesn’t affect the 

throughput once the round size reaches a certain point. 
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If the retransmission phase is reached before any NAKs reach the sender, 

the sender has to wait for the first NAK to arrive.  Broadcast packets tend to drown 

out the unicast NAKs that the receiver sends back.  So a NAK sent on a loss event 

may have several transmission attempts before it is actually received, creating a 

delay.  With large round sizes, there is a greater chance that the NAKs sent out 

early in the initial transmission will have reached the sender before it begins 

retransmitting.  This is because they will have had a longer time to try to get 

through the onslaught of broadcast traffic.  This decreases, if not eliminates, the 

delay between the initial transmission and the retransmission.  As the sender is 

retransmitting, the rest of the NAKs will arrive. 

 

The point where enough NAKs are received before the retransmission to 

allow the sender to always have packets to send during the retransmission is the 

point where the throughput levels off.  You can see that this point is reached later 

for lower loss rates.  This is likely because with a lower loss rate there are fewer 

packets lost, and hence, there are less early packets lost.  With less early packets 

lost, there is less chance that the threshold of NAKs received that would allow an 

efficient retransmission of packets would be reached. 

 

The optimal round size for running this algorithm would probably be right 

at this threshold, as it would achieve the maximum throughput, while minimizing 

jitter. 
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5.4.3 Transmissions Per Packet vs Round Size 

Transmissions vs Round size - Individual ACK
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Figure 7: Graph of transmissions per packet versus round size for 

Individual ACK version 

 

The number of retransmissions per packet does not vary much with round 

size.  There are a slightly more transmissions per packet for the smaller round sizes 

in the XOR case.  This likely because of the scenario discussed above, where no 

NAKs from the initial transmission have arrived before the retransmission begins.  

In this case, the algorithm may send out the first few packets as single packets, 

since it sometimes attempts to send out packets between the times it receives the 

first and second NAK. 
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5.4.4 Transmissions Per Packet vs Loss Rate 

Transmissions vs Loss Rate - Individual ACK
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Figure 8: Graph of transmissions per packet versus loss rate for Individual 

ACK version 

 

The number of transmissions per packet increases linearly with loss rate for 

both the XOR and No XOR case.  This is because, of course, the more packets that 

are lost, the more that have to be transmitted.  Since the loss rate increases linearly, 

the number of lost packets will increase linearly, and so will the number of 

retransmissions. 

The theory predicts that the number of Transmission per round for 30% loss 

and the No XOR case will be  

 
 For the 30% loss and the XOR case it should be  

 
For round size 100, the 30% loss rate for the No XOR case was 1.79.  For 

round size 100, the 30% loss rate for the XOR case was 1.54.  These values are 

slightly higher.  This is because, after the last packet has been successfully 
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delivered, the sender will still send out more packets while it is waiting for the last 

ACK to arrive. 

5.4.5 Losses 
Figure 9: Table of losses for Individual ACK version 

 Average Packets Lost  
XOR 0.892857 
No XOR 1.514286 

 

These averages were each taken over a series of 140, 60 sec trials.  The 

trials were of all combinations of loss rates 0%, 5%, …30% and round sizes of 5, 

10, …100.  The packet loss rates are both minimal, with a negligible difference.  

The difference is probably due to randomness in the trials. 

5.4.6 Real World 

Throughput vs Round size - Individual ACK
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Figure 10: Graph of real world throughput versus round size for Individual 

ACK version 
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The real world test of the Individual ACK algorithm yields results similar 

to the simulated loss tests.  The throughput increases until a certain point, and then 

remains relatively constant.  The data shows that the test run that did not allow 

packets to be combined actually had a higher throughput then the case that allowed 

combinations for a stretch or round sizes.  Since the tests were run in order, this is 

probably due to a fluctuation in loss rate during the time they were run. 

5.4.7 Real World Loss Rate 
Figure 11: Real world loss rates for Individual ACK version 

 Average Packets Lost  
XOR 1.25 
No XOR 2 

 

The loss rates for the real world test were slightly more than the loss rates 

for all of the simulated tests.  This is to be expected since the under real world loss 

conditions, it is more likely that some of the NAK packets would be lost, and thus 

the sender would not retransmit those packets. 
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5.5 Bulk ACK Version 

The Bulk ACK version of the algorithm in general performed more erratically.  

In many cases there were spikes or dips in the throughput.  We included the 

smoothest results here for the sake of more focused discussion. 

5.5.1 Throughput vs Loss Rate 

Throughput vs Loss Rate - Bulk ACK
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Figure 12: Graph of throughput versus loss rate for Bulk ACK version 

 

As in the Individual ACK version of the algorithm, the throughput 

decreases as the loss rate increases.  For the highest loss rate tested, 30%, and the 

highest round length tested, 100, the throughput was 303750 when combining 

packets and 243129 when only sending single packets, a gain of 24.9%.  For the 

same round size, and a lower loss rate tested, 10%, the throughput was 436603 

when combining packets and 370376 when only sending single packets, a gain of 

17.8%. 

 

You can see that the throughputs for the 50 round size tests are very close 

until the loss rate becomes high.  This was an unexpected result and is explained 

later in the section on the timing of the algorithm.  
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5.5.2 Throughput Vs Round Size 

Throughput vs Round size - Bulk ACK
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Figure 13: Graph of throughput versus round size for Bulk ACK version 

 

You can see that the throughput of the Bulk ACK algorithm increases 

continually with the round size.  As the round size grows, the amount of time the 

algorithm gets to transfer compared to how long it waits increases.  This is shown 

in the algorithm timing sections. 
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5.5.3 Transmissions Per Packet vs Round Size 

Transmissions per Packet vs Round size - Bulk ACK
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Figure 14: Graph of transmissions per packet versus round size for Bulk 

ACK version 

 

The number of transmissions does not vary with round size.  Since the 

sender in the Bulk ACK version of the algorithm receives all of the information 

about lost packets at once, there is not any effect for the small round sizes as seen 

in the Individual ACK version. 
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5.5.4 Transmissions Per Packet vs Loss Rate 

Transmissions vs Loss Rate - Bulk ACK
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Figure 15: Graph of transmissions per packet versus loss rate for Bulk 

ACK version 

 

The number of retransmission per packet increases linearly with loss rate 

for both the XOR and No XOR case.  This is because, of course, the more packets 

that are lost, the more that have to be transmitted.  Since the loss rate increases 

linearly, the number of lost packets will increase linearly, and so will the number 

of retransmissions. 

 

For round size 100, the 30% loss rate for the No XOR case was 1.76.  For 

round size 100, the 30% loss rate for the XOR case was 1.48.  These values are 

pretty close to values predicted by the theorem, as shown is section 5.4.4.  The 

reason for the discrepancy is likely because the algorithm doesn’t get a chance to 

make new combinations until the end of the retransmission phase.  In the 
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theoretical version, the sender knows instantly that there is a loss and can begin to 

make new combinations, however that is not the case in this algorithm. 

 

Since there is a clear difference in the number of retransmissions between 

the XOR and No XOR cases, it is curious that the difference in throughput was not 

as distinct.  This is discussed in the algorithm timing sections.  

5.5.5 Timing of Algorithm 

30% loss rate, 60 second transmission, Bulk ACK version
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Figure 16: Graph of timing of the initial transmission phase for Bulk ACK 

version 

 

This graph shows the total time the algorithm spent on the sender side 

waiting for the NAK to arrive after it sent the initial transmission and the total time 

the receiver spent receiving the initial transmission not counting the time it spends 

sending the NAKs, during a 60 second run.  You can see that the amount of time 

the algorithm spends doing the initial transmission increases as the round length 
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increases and the amount of time it spend waiting for NAKs decreases.  A surprise 

in this data is to see how much time the algorithm spends waiting to exchange end 

of round signals and NAKs.  In the low rounds it spends almost as much time 

waiting as it does sending the round.  Since the algorithm only waits for NAKs one 

time for each round, these values separate as these waits happen less often as the 

round size increases. 

30% loss rate, 60 second transmission, Bulk ACK version
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Figure 17: Timing of the retransmission phase for Bulk ACK version 

 

This graph shows the total retransmission time measured at the receiver, as 

well as the portion of that retransmission time the receiver was receiving packets 

and waiting for the end of the round signal.  As the round size increases the 

difference between these decreases for two reasons.  First of all, the retransmission 

phases are longer as more lost packets would need to be retransmitted, and so the 

waits would happen less often.  The amount of lost packets transmitted per 

retransmission phase increases with the round size because the amount of lost 



44 
 

 

 

packets is a percentage of the round size, in this case 30%.  In addition the amount 

of retransmission phases per packet decreases, and thus the amount of waiting per 

packet decreases with round size. 

However, the length of the wait time is surprisingly large.  This is the 

reason why allowing packet combinations did not result in a very large increase in 

throughput.  The algorithm spends most of its time waiting, and so the room for 

improvement is very small. 
 

5.5.6 Real World 

Throughput vs Round size - Bulk ACK
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Figure 18: Graph of throughput versus round size for Bulk ACK version 

 

This graph shows the data collected in a real world experiment as described 

at the beginning of the chapter.  The noise makes it difficult to detect a downward 

arc, but you can see that the throughput is steadily increasing as it does in the 

simulated loss experiments. 
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5.6 Comparison of Algorithms 

5.6.1 Throughput vs Loss Rate 

Throughput vs Loss Rate - Both Versions
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Figure 19: Graph of throughput versus loss rate for both versions 

 

Here you can see the performance of the Bulk ACK and Individual ACK 

algorithms.  The Individual ACK version of the algorithm has a higher throughput 

at low loss rates, however once the loss rate increase to 20% the Bulk ACK 

version has a higher throughput in both the 50 and 100 round size cases. 

Since the Individual ACK version only has one delay per round, the 

differences between the two round sizes is small.  However, with the Bulk ACK 

version the number of delays would increase with the loss rate, as more loss would 

mean more retransmissions and thus more delays. 

We believe there are two primary factors affecting the performance of these 

algorithms.  One is how fast the sender can send out the data packets, the other is 

how much delay is introduced by the acknowledgement mechanism.  In the 

Individual ACK version, the sender cannot send out data packets as fast because it 

is competing for the medium with the NAK and ACK packets.  This factor 

decreases the send rate as the loss rate increases.  In the Bulk ACK version, the 
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performance is affected more by the delay.  As explained earlier, when the 

retransmissions have to transmit a larger number of packets, there are less delays 

per packet.  Because of this, the Bulk ACK algorithm eventually overtakes the 

Individual ACK algorithm. 

5.6.2 Throughput vs Round Size 

Throughput vs Round size - Both Versions
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Figure 20: Graph of throughput versus round size for both versions 

 

At lower round sizes the Individual ACK version has the advantage.  

However, once the round size increases, the Bulk ACK version has the advantage.  

With high round sizes, if an early packet in the round is lost the receiver will have 

to wait a long time to receive it, creating jitter.  For multimedia streaming this is a 

very bad attribute, and so for those types of applications, the Individual ACK 

version of the algorithm would be better.  However, the Bulk ACK algorithm has a 

higher maximum throughput.  For applications where timing is not an issue the 

Bulk ACK algorithm running with a high round size would be a better choice. 
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5.6.3 Real world 

Throughput vs Round size - Real World
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Figure 21: Graph of real world throughput versus round size for both 

versions 

 

As with the simulates loss tests, the real world tests show that at lower round 

sizes, the Individual ACK version achieves a higher throughput.  Once the round 

size increases the throughput of the Bulk ACK version is higher. 
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6 Conclusion 

We have examined two ways to implement reliable broadcasting using Microsoft 

Windows and 802.11.  We have also shown that network coding can improve 

throughput for broadcast transmissions using this combination of technologies.  

Furthermore we have verified the prediction made in [2]. 

The two methods here use the opposite philosophies of acknowledging individual 

packets, or acknowledging packets in bulk.  We have shown that acknowledging 

packets individually is better for broadcast scenarios where there is a desire to 

minimize jitter.  In addition we have shown that acknowledging packets in bulk is 

better when the desire is to achieve the maximum throughput.  We have also 

shown the parameters that will best achieve these goals for their respective 

algorithms. 

The predictions made in [2] regarding the number of transmission per round were 

verified as well.  We were not able to achieve the exact numbers, however they 

were very close.  We have identified the differences between the theoretical 

version in [2] and our algorithms that lead to these differences. 
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