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Since these intense computation functions have their own specific patterns, they were 
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combines a main processor and an Intellectual Property (IP), still dominates the 

multimedia market place because of its adjustable performance, power, and 

convenience of manufacturing, even though the powerful multi-core embedded 

processor was released the market a few years ago.  Approach of this thesis exploits 
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Power Efficient H.264 Video Decoding in Embedded Multiprocessor 
 

1  Introduction 

H.264/AVC [11], developed by the ITU-U Video Coding Experts Group (VCEG) and the 

ISO/IEC Moving Picture Experts Group (MPEG), is the most advanced video coding 

standard available today.  The motivation behind H.264/AVC is to provide good video 

quality at substantially lower bit rates than previous standards such as MPEG-2 and 

H.263 without using complex design implementation on a wide variety of networks and 

systems.  While encoding and decoding processes are similar to previous standards, some 

features that enable outstanding improvements were reinforced.  Currently, mobile video 

products that adopt this standard dominate the market. 

 H.264/AVC video decoding requires high performance to fully utilize the 

improved functionality, such as entropy coding, transformation, intra prediction, motion 

compensation, and adaptive deblocking filter.  These functions demand computationally 

intensive operation.  In particular, the motion compensation and the deblocking filter are 

the most complex computation units [11, 15, 21, 22].  Thus, the functionalities for high-

quality video decoding require power, and yet battery life is limited on mobile devices.  

Furthermore, the functionalities for high quality video decoding on mobile devices need a 

power budget, but battery life is limited.  Furthermore, the capacity of batteries grows 

very slowly, only about 5% to 10% per year, which is not sufficient for the power that the 

mobile devices demand.  Therefore, low power is an important issue in embedded video 

decoder design. 

 The efforts to improve compression efficiency with low power include algorithm 

re-scheduling, specific hardware implementation, Dynamic Voltage Frequency Scaling 

(DVFS), and parallel processing.  In addition, specialized video decoding hardware such 

as power-aware Field Programmable Gate Arrays (FPGA) and Application-Specific 

Integrated Circuit (ASIC), has improved cooperative video processing, mainly for 

embedded systems with a single processor.  While these video decoding accelerators 

improve performance and reduces power, more work could be allocated to the processor. 

 With the advent Multiprocessor System on Chip (MPSoC) technology for 

embedded systems, multi-core processors improve system performance by taking 



2 
 

 

advantage of thread-level parallelism (TLP) in applications. In addition, a 

multiprocessor, when compared to single processor, can deliver increased performance at 

a lower clock rate with a lower supply voltage.  This can be achieved using Dynamic 

Voltage Frequency Scaling (DVFS) [26], which exploits the fact that lowering the supply 

voltage will result in longer delay, but at the same time it provides a quadratic decrease in 

energy.  This allows for dynamic energy reduction by reducing idle time when the 

processor is not performing any work.  Therefore, exploiting TLP from complex 

operations of the H.264 decoder on a multiprocessor results in considerable performance 

improvements with appropriate power savings.  In other words, a single CPU performs 

most of the sequential decoding processes, whereas highly intense but parallelizable 

computations can be handled by the other redundant CPUs instead of a specialized 

hardware decoder.  Therefore, this thesis analyzes complex operations of the H.264 

decoder in an embedded multiprocessor and proposes a hybrid technique that combines 

parallel processing and DVFS technique to improve power efficiency  

 The rest of this thesis is organized as follows.  Section 2 reviews the description 

of H.264/AVC video coding standard and DVFS.  Section 3 presents the related work and 

outlines the differences between our work and related research.  Section 4 presents the 

implementation of the proposed method.  Section 5 discusses the simulation environment 

and performance and energy results for the proposed method.  Finally, conclusions are 

drawn in Section 6.     
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2  Background 

2.1 The H.264/AVC Video Coding Standard 

The H.264/AVC intends to be as generically applicable as possible by accepting a large 

range of applications, bit rates, resolutions, qualities, and service.  However, different 

applications typically have different requirements in terms of functionalities.  In order to 

maximize the interoperability between various applications while limiting the coding 

complexity, this standard defines profiles and levels.  A profile defines a set of coding 

tools or algorithms that can be used in generating a conforming bit-stream, and a level 

places constraints on certain key parameters of the bit-streams corresponding to 

processing power and memory capability.  Both profiles and levels together specify 

restrictions on the bit-streams and minimum bounds on the decoding capabilities.  These 

make it possible to implement decoders with different limited complexity, targeting 

different application domain.  In the H.264/AVC, three profiles are defined, which are 

Baseline, Main and Extended as shown in Figure 1.  Most basic functional elements in 

H.264 are present in previous standards, but the implement changes occur in the details of 

each functional block.  

 

 

 Figure 1.  Profiles and corresponding features 
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 First, the adaptive deblocking filter placed in the prediction loop is used to reduce 

more block-artifacts.  Second, H.264 can hold multiple reference frames to more 

accurately compensate following motions.  Third, intra prediction mode is newly 

introduced.  Finally, Discrete Cosine Transform (DCT) is replaced by an integer 

transform to improve coding efficiency [8, 9, 11]. 

 
 

 

 

 

 

  

 

 

Figure 2. Basic coding structure of H.264/AVC for a frame [11] 

 

2.1.1 Adaptive Deblocking Filter 

 

 Figure 3. An overview of 16x16 macroblock filtering process  
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Deblocking filter is highly adaptive in sense that the filtering strength on a block edge 

level is dependent on several syntax elements including inter/intra prediction decision.  

The values of the sample and quantization parameter threshold can turn on or off the 

filtering for each individual sample.  The filtering is first applied vertically from left to 

right and then horizontally from top to bottom within each macroblock as shown in 

Figure 3.  This is done by initially computing the edge strength and then by providing a 

corresponding filtering operation. 
 

 

Figure 4. Filtering decision principle of deblocking filter [22] 

 Figure 4 illustrates the basic principle of the deblocking filter using a visualization 

of an one-dimensional edge.  Whether the samples p0 and q0 as well as p1 and q1 are 

filtered is determined using quantization parameter (QP) dependent thresholds α and β.  

Thus, filtering of p0 and q0 only takes place if each of the following conditions is satisfied: 

 1. 

! 

Bs !=  0  

 2. 

! 

p0 " q0 <#(QP) 

 3. 

! 

p1 " p0 < #(QP)   

 4. 

! 

q1 " q0 < #(QP)  

where Bs, boundary strength, represents filtering intensity and  the β (QP) is considerably 
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smaller than α (QP).  Accordingly, filtering of p1 or q1 takes place if the corresponding 

following condition is satisfied: 

 

! 

p2 " p0 < #(QP)  or  

! 

q2 " q0 < #(QP). 

The thresholds α and β increase with the average QP of the two blocks p and q.  In 

principle, the α and β tables are calculated with the formulas shown below: 

 1. 

! 

"(QP) = 0.8 # (2
(QP/6)

$1)      (2.1) 

 2. 

! 

"(QP) = 0.5 #QP $ 7.     (2.2) 

 The effect of the filtering decision is to “switch off” the filter when there are some 

significant changes (gradient) across the block boundary in the original image.  As it is 

mentioned above, QP is dependent on thresholds α and β.  Also the definition of a 

significant change (gradient) depends on QP.  Thus, when QP is small, anything other 

than a very small gradient across the boundary is likely to be due to image features that 

should be preserved; therefore, thresholds α and β are low.  On the other hand, when QP 

is larger, blocking distortion is likely to be more significant.  In this case, α and β are 

higher so that more filtering takes place [9].   

The basic concept is that if a relatively large absolute difference between samples 

near a block edge is measured, that is a block artifact and thus should be reduced.  

However, if the magnitude of that difference is so large that it cannot be explained by the 

coarseness of the quantization used in the encoding, then the edge reflects the actual 

behavior of the source picture and should not be smoothed over. 

 Figure 5 shows the structure of edge filtering and control unit that are kernel 

blocks of deblocking filter.  Bs and pixels of P and Q are provided into control unit, and 

then this controls data input and output of edge filter according to filter parameters based 

on coding information.  32 bits of P and Q blocks indicates a set of pixels in one line of 

block.  Since each pixel is saturated from 0 to 255 (8 bits), that set of pixels is being 32 

bits (i.e., 8 bits for each p3, p2, p1 and p0).  Calculation for filtered samples is dependent 

on QP, component type (luma, chroma) and Bs. 
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Figure 5.  Structure of edge filtering and control unit [22] 

 The filtered samples are calculated with values of this Bs parameter respectively. 

The Bs is chosen according to the following rules [9]: 
 

 

 

 

 

The calculation process can be largely distinguished whether Bs is equal to 4 or Bs is less 

than 4 (i.e., 3, 2 and 1).  When Bs is less than 4, the filter samples in luma component are 

derived as shown in the following [10]:  
 - 

! 

p0'= {p0 + (((q0 " p0) << 2) + (p1 " q1) + 4) >> 3)}  (2.3) 

 - 

! 

q0'= {q0 + (((q0 " p0) << 2) + (p1 " q1) + 4) >> 3)}  (2.4) 

 - 

! 

p1'= {p1 + (p2 + ((p0 + q0 +1) >>1) " (p1 <<1)) >>1}  (2.5) 

 - 

! 

q1'= {q1 + (q2 + ((p0 + q0 +1) >>1) " (q1 <<1)) >>1}  (2.6) 

- p and/or q is intra coded and boundary is a macroblock boundary Bs = 4 (strongest) 
- p and q are intra coded and boundary is not a macroblock boundary       Bs = 3 
- neither p or q is intra coded; p and q contain coded coefficients              Bs = 2 
- neither p or q is intra coded; neither p or q contain coded coefficients;    Bs = 1 
    p and q use different reference pictures or a different number of  
    reference pictures or have motion vector values that differ by one 
    luma sample or more 
- otherwise         Bs = 0 (no filtering) 
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And, when Bs is equal to 4, the filter samples are derived as shown in the following:  
 - 

! 

p0'= (p2 + 2 " p1 + 2 " p0 + 2 " q0 + q1 + 4) >> 3  (2.7) 

 - 

! 

p1'= (p2 + p1 + p0 + q0 + 2) >> 2     (2.8) 

 - 

! 

p2'= (2 " p3 + 3" p2 + p1 + p0 + q0 + 4) >> 3   (2.9) 

 - 

! 

q0'= (p1 + 2 " p0 + 2 " q0 + 2 " q1 + q2 + 4) >> 3  (2.10) 

 - 

! 

q1'= (p0 + q0 + q1 + q2 + 2) >> 2     (2.11) 

 - 

! 

q2'= (2 " q3 + 3" q2 + q1 + q0 + p0 + 4) >> 3   (2.12) 

 

2.1.2 Motion Compensation (Inter-frame Prediction) 

 

Figure 6. An overview of motion compensation process 

Motion compensation is the traditional prediction method supported by the earlier video 

coding standards since H.261.  The H.264 standard extends this in several ways providing 

support for variable block sizes (up to 4x4), fine (fractional) sub-pixel accuracy for 

motion vectors (¼ pixel in the luma component), and multi-frame references for accurate 

prediction.    

 The motion compensation is treated in two types of slice (P and B) respectively.  

In the case of motion compensation in P slices, the luminance component of each 

macroblock (16x16 samples) may be split up into four ways to produce a macroblock 

partition.  When the 8x8 mode is chosen, each of the four 8x8 macroblock partitions 
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within the macroblock may be further split into 4 ways.  These partitions and sub-

partitions give rise to a large number of possible combinations within each macroblock as 

shown in Figure 6.  Choosing a large partition size (16x16, 16x8, 8x16) means that a 

small number of bits are required to signal the choice of motion vectors and the type of 

partition but the motion compensated residual may contain a significant amount of energy 

in frame areas.  On the other hand, choosing a small partition (8x4, 4x8, 4x4) may give a 

lower-energy residual after motion compensation but requires a lager number of bits to 

signal the motion vectors.  Therefore, the choice of partition size has a significant impact 

on compression performance [9]. 

 

 

Figure 7. Filtering for fractional-sample accurate motion compensation [11] 

 The six-tap FIR filter’s weights are 1/32, -5/32, 5/8, 5/8, -5/32, 1/32.  Figure 7 

illustrates the fractional sample interpolation where half-pixel sample b is calculated from 

the six horizontal integer samples E, F, G, H, I and J, and h is calculated from the six 

vertical integer samples A, C, G, M, R and T respectively by applying six-tap FIR filter as 

follows: 
 

! 

b1 = (E " 5F + 20G + 20H " 5I + J)     (2.13) 

 

! 

h1 = (A " 5C + 20G + 20M " 5R + T)     (2.14) 
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where intermediate values denoted as b1 and h1.  Finally b and h are obtained as follows 

and clipped to the range of 0 – 255: 
 

! 

b = (b1 +16) >> 5      (2.15) 

 

! 

h = (h1 +16) >> 5.      (2.16) 

The remaining half-pixel sample j is also obtained by  
 

! 

j1 = cc " 5dd + 20h1 + 20m1 " 5ee + ff    (2.17) 

where intermediate values denoted as cc, dd, h1, m1, ee and ff are obtained in a manner 

similar to h1.  The j is then computed as follows and clipped to the range of 0 – 255: 
 

! 

j = ( j1 + 512) >>10.      (2.18) 

Once all the half-pixel samples are available, the quarter-pixel samples are produced by 

linear interpolation in a manner of Figure 7.  For example, a is derived from upward 

rounding of the two nearest samples at integer- and half-sample position as follows: 
 

! 

a = (G + b +1) >>1.      (2.19) 

The remaining quarter-pixel samples such as d, e, g, n, p and r are interpolated between a 

pair of diagonally/horizontally/vertically opposite half-pixel samples shown in Figure 7 

[9, 11, 15]. 

 The prediction values for chroma components are always obtained by bilinear 

interpolation.  Since the sampling grid of chroma component has lower resolution than 

the sampling grid of luma component, interpolated samples are generated at one-eighth 

pixel intervals between integer samples in each chroma component.  These improved 

extensions support better coding performance and at the same time substantially increase 

the complexity in the H.264 decoder. 
 

2.1.3 Intra Prediction 

In addition to inter-frame prediction, the intra-prediction scheme is introduced in the 

spatial domain, by referring to neighboring samples of previously coded blocks that are to 

the left/or above the block to be predicted as shown in Figure 8 [11].  This means that all 
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pixels of a macroblock are predicted by utilizing already transmitted macroblocks of the 

same image and the reconstructed pixels of the transmitted macroblocks should be 

available before decoding the current macroblock.  Each macroblock can be transmitted 

in one of several variable coding types depending on the slice-coding type.  The 

following types of intra coding are supported in the slice-coding types, which are denoted 

as Intra_16x16 or Intra_4x4 together with 8x8 chroma prediction. 

 

Figure 8.  Illustration of the 4x4 intra-prediction 

 In the Intra_4x4 type, a 16x16 macroblock is divided into sixteen 4x4 sub-blocks 

and a prediction mode is applied for each 4x4 sub-block of the luminance signal.  Figure 

9a shows samples A-M (predictor) used to predict a 4x4 block.  The samples have been 

previously encoded and reconstructed and are therefore available in the both encoder and 

decoder to form a prediction reference.  For the prediction purpose, nine different 

prediction modes for Intra_4x4 type are supported as shown in Figure 9b. 
 

 

 

        

    (a) Predicted samples for 4x4 block                   (b) Nine possible prediction modes        

Figure 9.  Illustration of the Intra_4x4L mode 
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 Mode 2 (DC) prediction, not shown in Figure 9b, does not have a prediction 

direction and is performed depending on which samples have been previously coded.  

Each of the other modes may only be used if all of the required predictor samples are 

available.  There can be different cases according to availability of left samples (I, J, K, 

L), upper samples (A, B, C, D) and upper-right samples (E, F, G, H) as shown in Figure 

9a.  The prediction samples (lowercase letters) are generated from a weighted average of 

the predictor samples, and weights vary along selected prediction modes.  For example, if 

mode 4 is selected, the values of the prediction samples are derived as follows [9]: 

         The values of the prediction samples: pred_4x4L[x, y], with x, y = 0…3 (sample 

positions) 

   - If x is greater than y, 
 

! 

pred _ 4 " 4L[x,y] = (p[x # y # 2,#1]+ 2 " p[x # y #1,#1]+ p[x # y,#1]+ 2) >> 2    (2.20) 

  - Else if x is less than y, 
 

! 

pred _ 4 " 4L[x,y] = (p[#1,y # x # 2]+ 2 " p[#1,y # x #1]+ p[#1,y # x]+ 2) >> 2    (2.21) 

  - Otherwise (x is equal to y), 
  

! 

pred _ 4 " 4L[x,y] = (p[0,#1]+ 2 " p[#1,#1]+ p[#1,0]+ 2) >> 2 .             (2.22) 

Thus, the top-right sample (labeled “d” in Figure 9a) is predicted like the following; 

pred_4x4L[3,0] = (p[1,-1] + 2×p[2,-1] + p[3,-1] + 2) >> 2 = (B+2×C+D+2) >> 2 = 

round(B/4 + C/2 + D/4). 

 

Figure 10.  Illustration of the Intra_16x16 mode 

For the Intra_16x16 type, only one prediction mode is applied for the whole 

macroblock,  and four different prediction modes are supported as shown in Figure 10: 

Vertical prediction, horizontal prediction, DC prediction and plane prediction.  The 
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operation of these modes is the same as the one of the 4x4 prediction modes.  The only 

difference is that they are applied for the whole macroblock instead of a 4x4 sub-block.  

Prediction values are calculated by the following ways: 

- If mode 0 (vertical) is selected, then 
     

! 

pred[x,y] = p[x,"1], with x, y = 0...15      (2.23) 

- Else if mode 1 (horizontal) is selected, then 
     

! 

pred[x,y] = p["1,y],  with x, y = 0...15                  (2.24) 

- Else if mode 2 (DC) is selected with above and left available block 

    

! 

pred[x,y] = ( p[x',"1]
x'= 0

15

# + p["1,y'] +16) >> 5
y '= 0

15

#   with x, y = 0...15            (2.25) 

- Else if mode 2 (DC) is selected with only left available block 

   

! 

pred[x,y] = ( p["1,y']
y'= 0

15

# + 8) >> 4 with x, y = 0...15                (2.26) 

- Else if mode 2 (DC) is selected with only above available block 

   

! 

pred[x,y] = ( p[x',"1] + 8)
x'= 0

15

# >> 4 with x, y = 0...15                (2.27) 

- Otherwise if mode 3 (plane) is selected, then 
   

! 

pred[x,y] = (a + b " (x # 7) + c " (y # 7) +16) >> 5 with x, y = 0...15and    (2.28)  

          

! 

a =16 " (p[#1,15]+ p[15,#1])        (2.29) 

          

! 

b = (5 " ( (x'+1)
x'= 0

7

# " (p[8 + x',$1]$ p[6 $ x ',$1]) + 32) >> 6    (2.30) 

          

! 

c = (5 " ( (y'+1)
y'= 0

7

# " (p[$1,8 + y']$ p[$1,6 $ y ']) + 32) >> 6 .   (2.31) 

Each 8x8 chroma component of an intra coded macroblock is predicted from previously 

encoded chroma samples above and/or to the left, and both chroma components always 

use the same prediction mode with Intra_16x16 mode [9, 10].  
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 H.264/AVC has improved intra prediction coding efficiency when compared to 

previous video coding standards.  However, the execution time for performing intra 

prediction is unnecessarily large.  Therefore, many researchers have developed 

hardware/software implementation for fast intra prediction to improve performance.   
 

2.1.4 Integer Transform 

The integer transform uses smaller block size of 4x4 than DCT to reduce the spatial 

redundancy of prediction error signal.  It matches the transform block size with the 

smallest block size of the motion compensation and better adapts the prediction error 

coding.  Since all applied integer transform matrices have only integer numbers ranging 

from -2 to 2, it enables low complex shift, add, and subtract operations in transform and 

inverse transform [8].  To simplify the implementation of the transform, some 

components of core transform ‘CXCT’ are scaled by factors, then the final forward 

integer transform becomes [9]: 

 

! 

Y = CfXCf
T " Ef =

1 1 1 1
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  (2.32) 

where Ef is post-scaling matrix.  This transform is an approximation to the 4x4 DCT but 

because of the change to factors, the result of the new transform will not be identical to 

the 4x4 DCT. 

 Integer transform is based on DCT but some fundamental differences are 

described in the following [9]: 

     - All operations can be carried out with integer arithmetic to reduce rounding error.    

     - The inverse transform is fully specified in the standard and if this specification is fol- 

        lowed correctly, there will be no mismatch between the encoder and the decoder. 
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      - The core part of the transform consists of only additions and shifts without multipli- 

         cation.         

      - Scaling multiplication is integrated into the quantizer to reduce the total operations. 

 This integer transform derives light-weighted computation rather than traditional 

DCT by 1) reducing matrix-by-matrix multiplications and 2) using 16-bit integer 

arithmetic and only a single multiplication per coefficient without compromising 

accuracy.  As a result, the total execution time for transformation and quantization is 

much better than MPEG-2 and MPEG-4 part 2. 

 

2.2 Embedded Multiprocessor 
 
Current mobile devices have benefited from significant decreases in feature size of 

fabricated circuits to achieve small size and low power usage.  However, the increase in 

desired computational requirements is outpacing energy limits introduced by battery life 

since battery chemistry is fairly mature.  In other words, increasingly large numbers of 

embedded applications are imposing high performance demands, while at the same time 

exhibiting stringent power constraints.  Thus, multiprocessors were used for embedded 

systems, it has been developed to resolve both performance and power issue, and released 

into market.  Recently, it has become possible to bring the traditional architecture of a 

chip and its external interfaces onto the same chip and possibly even memory.  As a 

result, some chips now have several of these complete designs located on a single chip.  

This technology is referred to as Multi-Processor System-on-a-Chip (MPSoC).  In this 

section, we present an overview on embedded systems and embedded multiprocessors.  

 

2.2.1 Overview of the Embedded System 

The use and application of embedded systems in our day-to-day lives has proliferated in 

recent years.  As the name suggests, embedded processors appear in most of the systems 

that we use everyday, such as cellular phones, PDAs, car navigation systems, elevators, 
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ATMs and even refrigerators.  In fact, embedded processors constitute over about 95% of 

the global processor market share, and this portion is gradually increasing.  Embedded 

systems are used for variable purposes, and their functionality and performance are 

generally limited to a specific level that can perform only given tasks.  Thus, they possess 

characteristics that can be less desirable to end-users.  In general, embedded systems are 

physically smaller in size, have less data storage, and have limited battery life.  

 The most important drawback, especially for portable embedded systems, is 

limited battery life.  Currently, this issue continues to be an important topic of research in 

system design.  Research directions for this issue are largely divided into two approaches: 

1) to develop a system with low power, and 2) to shrink transistor densities because 

power dissipation is proportional to increasing processor core temperatures.  There are 

some conceptual methods to save power by means of hardware/software.  First, is to 

deactivate CPU when it is idle.  Since power dissipation is directly associated with clock 

frequency, and supply voltage, that will be naturally reduced.  Second, is to design 

memory hierarchy for low power usage, which focuses on data flow between memory 

and CPU.  Third, is to develop an operating system that can schedule the processor 

appropriately according to workloads.  Finally, is to use an optimized compiler to reduce 

power through code optimization, such as reducing branch mispredictions and 

minimizing accesses to memory.  The goal is to enhance performance by using less 

power in embedded systems design. 

 Today’s applications for embedded systems require high performance to satisfy 

customer demands to have a high-speed link, a seamless audio/video playback and 

efficient data load/store.  In particular, the multimedia applications require frequent 

memory accesses.  Dedicated hardware accelerators may prove being valid alternatives 

for some applications, but they do not provide flexibility and programmability.  Since 

low-cost design and quick time-to-market are crucial for product success, implementation 

platforms based on processor cores are typically utilized instead of custom hardware.  As 

a result, embedded systems with multiple cores have started to emerge to achieve the goal 

in system level.  
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2.2.2 Multiprocessors in Embedded Systems 

The current chip manufacture technology allows the integration of millions of transistors 

on a single silicon, which makes a single-chip multiprocessor embedded systems, called 

MPSoC.  To be competitive in the processor market, multiprocessor design that exploits 

this technology needs to exhibit rapid increases in reliability, functionality, enlarged 

bandwidth, lower cost and must also have less power consumption.  In order to satisfy 

those requirements, multiple processor cores replaced specific hardwares on a single chip 

in MPSoC technology.    

 MPSoCs are becoming a necessary way to balance performance, power and 

reliability while maintaining flexibility, especially when energy-efficient design is 

strongly required.  The ARM11 MPCore [5] is a representative embedded multiprocessor 

that has up to four cores.  It is implemented to reduce power consumption along with 

increased number of cores by strong voltage scaling technique based on shared memory 

architecture.  The current multi-core processor is different from the traditional 

multiprocessor.  In particular, the number of wires between two cores has been increased 

by about 10,000 times with shorter length, which enables massive data exchange and 

removes the bottleneck of I/O.  Moreover, the interconnection delay that causes 

degradation of performance and power is decreased.  This new class of chips, MPSoCs, 

can be leveraged to yield high performance with low power usage, which is especially 

desirable and effective in embedded designs for well understood applications.  It may 

seem that using a lager total gate count for an application implemented using MPSoC 

would result in higher power consumption than using a uniprocessor to do the same job, 

but there are a couple of reasons this is not the case.   

 In a best case scenario, consider that when using MPSoC for a specific 

application, a multiple core design of n-cores can complete the same job N-times faster.  

This allows for a reduction of the frequency required by each core by 1/N to successfully 

perform the same application as run on a single processor.  Since dynamic power 

consumption of a chip scales linearly with the frequency, it follows that if the application 
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required a static amount of processing to be completed, then the energy required to do the 

same amount of processing has decreased significantly.  

 There are some drawbacks related to power consumption when using MPSoC 

designs.  First of all, significant power costs associated with maintaining cache coherency 

are introduced.  In shared-memory architectures, all processors share the bus for their 

memory accesses.  The available bus bandwidth can be easily exhausted and thus can 

quickly lead to significant performance degradations.  To alleviate this problem, caches 

are used to replicate the data and bring it closer to requesting processor, then bus 

bandwidth and memory contention are saved.  The problem in here is data inconsistency.  

In other words, when a processor modifies a data in cache, other caches might be left 

with a previous version of the same data.  However, caches must be maintained coherent.  

To resolve this problem, snoop-cache coherence protocol is used.  This protocol enables 

processors to snoop all transactions on the shared bus and take action on relevant events, 

e.g., to change state.  However, it tends to generate a large amount of power dissipation 

because the frequent cache coherency traffic on the bus.  In [6], authors propose a low-

power methodology for maintaining cache coherence in an embedded multiprocessor 

system.  This approach exploits application information regarding shared memory 

regions of the communicating tasks to eliminate power consuming snoop-induced cache 

probing activities.  In addition to this issue, there is more die are spent increasing both 

cost and total gate leakage.  All things considered, a MPSoC based design by utilizing 

inherent power saving technology and lower clock frequencies can result in huge power 

savings the next generation of embedded designs require. 

 However, the most important issue is a system-level software optimization.  With 

that step the design challenges are now effectively moved into the software domain.  In 

other words, a sequential and poor coding in a program may skew total performance 

improvements, while we can take advantages of inherent MPSoCs hardware 

performance.  In essence this means that in order to unleash the additional performance 

offered by MPSoCs, software programmers will actually have to explicitly point software 

design automation solutions with programming models to the parallelism and 
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communication inherent in the algorithms to be partitioned across processors.  Currently, 

switching to parallel software programming in general will not happen quickly.  This 

needs gradual transitions from C/C++.  The programming methodology to handle this 

issue is to define parallelism explicitly.  The POSIX Threads (Pthreads) is the 

predominant shared-memory programming model, and will be discussed in Section 2.3. 
 

2.3 Parallel Processing 
 
Parallel processing is defined as concurrent use of multiple resources to execute a 

specific program, is also called parallel computing or multiprocessing.  In general, the 

resources indicate CPUs and this makes a program run faster because a given problem is 

broken into discrete parts that can be solved simultaneously on different CPU; it exploits 

TLP instead of instruction-level parallelism (ILP).  Modern superscalar processors with 

multiple execution units an out-of-order (OoO) execution exploit ILP present in single 

sequential program.  However, TLP is represented with current execution by threads. 

 In comparison to multiprocessing, simultaneous multithreading (SMT) occurs by 

time slicing (similar to time-division multiplexing), wherein a single processor switches 

between different threads.  This switching happens quickly, to give the illusion of 

simultaneity to an end-user.  For instance, most PCs several years ago only contained one 

processor core, but end-user could run multiple programs at once, such as typing in a 

document editor while listening to music.  Hyperthreading (HT), an Intel-proprietary 

technology, brings the concept of SMT to Intel Architectures.  HT works by duplicating 

certain sections of the processor.  In other words, HT makes a single physical processor 

appear as two logical processors; the physical execution resources are shared and the 

architecture state is duplicated for the two logical processors.  From a software or 

architectures perspective, this means that operating systems and programs can schedule 

threads to logical CPUs as they would on multiple physical CPUs [33]. 

 On a multiprocessor or multi-core system, multithreading is achieved via parallel 

processing, where different threads are running simultaneously on different processors or 

cores.  This provides better performance than SMT on single processor and HT.  In this 
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section, parallel programming using POSIX threads, and the pros and cons of parallel 

processing related to power consumption, are described to fully explain our motivation 

for parallel implementation of the H.264 decoder. 
 

2.3.1 Parallel Processing using POSIX threads 
 
Parallel processing employing multiple threads is implemented using either OpenMP [14] 

or POSIX threads [19].  OpenMP which is an API used for multithreaded, shared 

memory parallelism, aims at directive-based programming.  OpenMP provides a simple 

and flexible interface to transform a serial application into a parallel one.  Data layout and 

decomposition is handled automatically by directives and no radical change to code is 

needed when parallelized with OpenMP.  On the other hand, Pthreads demands more 

coding effort, and can realize explicit parallelism with scalability to a higher number of 

processors.  Pthreads has been specified by the ANSI/IEEE POSIX 1003.1 standard in 

1995 as parallel programming model based on C language for UNIX platforms.  In terms 

of system resources, multithreaded applications cost less than managing processes, and 

offer potential performance gains and practical advantages over non-multithreaded 

applications.  In terms of performance gain, the primary motivation for usage of Pthreads 

on SMP architecture is to achieve optimum performance over process to process 

operations, which require memory to memory copy. 

 
Figure 11. Illustration of transition sequential to parallel processing 
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 As shown in Figure 11, the first step to realize parallel processing in application is 

to investigate functional parts we can parallelize.  However, this is not trivial work 

because it requires throughout knowledge about complexity, dynamic variations and 

inter-dependencies between functional blocks.  After that, we may get partitioned 

workloads then divide them into appropriate number of sub-partitions to ready loading on 

threads.  Finally, we can activate parallel processing by explicit program written in 

parallel programming language. 

 Pthreads will be implemented to execute a parallelized version of H.264 decoder 

in the SESC simulator.  The library for application in SESC emulates Pthreads [25].  The 

thread API is defined by libapp in SESC, uses a little different name of primitives and 

smaller condition attributes.  To invoke the thread API, an original application is build 

with libapp during compilation.  More details will be provided in Section 4. 

 

2.3.2 Pros and Cons of the Parallel Processing 

In order to illustrate parallel programming, Figure 12 shows how multithreading of 

matrix-by-matrix multiplication is performed (MMT).  This exploits that two smaller 

matrices are multiplied faster than a bigger one, and more important point is that each 

multiplication is performed on different thread.   
 

 

 

 

 

Figure 12. Two threads version of matrix multiplication to save execution time 
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Figure 13. Performance and power improvement of MMT by parallel processing 

 To verify performance of parallel processing, we compared the execution times of 

a num-multithreaded with a multithreaded one for a 100x100 MMT.  Each thread is 

assigned to each processing core.  As shown in Figure 13, total execution time decreases 

as function of number of cores.  Multithreading of MMT in Figure 13 also shows an 

improvement in terms of power consumption.  Ideally parallelized workload and reduced 

overhead make this application less complex with smaller clock cycles and these 

achievable improvements (speedups) help the application to be power efficient one.  

 

Figure 14.  Performance determination in case of multithreading 
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 However, parallel processing in general will not result in ideal speedups shown in 

Figure 13. Most applications including the H.264 decoder consist of functional blocks 

that have many sequential and data dependent code segments that cannot be parallelized.  

Multiple concurrent tasks by multithreading run in parallel regions, and each task is 

terminated at a different time respectively as shown in Figure 14.  Since most tasks in 

parallel regions run faster than necessary, energy is wasted because performance is 

determined by the slowest task.  In particular, the video decoding requires frames to be 

displayed at regular time intervals.  The software decoder we propose is also affected by 

this rule and consequently leakage power is presented.  Therefore, faster thread execution 

does not always lead to the best performance or most power savings.  In order to extend 

benefits of parallel processing for the video decoding process, DVFS is applied to 

achieve our goal. 

 

2.4 Dynamic Voltage and Frequency Scaling 

DVFS is one of the system-level power reduction techniques that exploit the fact that the 

peak clock frequency of a processor is proportional to the supply voltage, while the 

amount of dynamic energy required for a given workload is proportional to the square of 

the processor’s supply voltage.  Therefore, DVFS allows a processor to run at less-than-

maximum voltage and frequency to conserve power and minimizes idle time during light 

workload periods.  Power consumption for the CMOS technology is given by the 

following equation [26]: 

   

! 

E "Ceff #VDD
2
# fCLK        (2.33)      

where Ceff  is the capacitance being switched per clock cycle, VDD is supply voltage, and 

fCLK is the processor frequency.  In addition to this, the fCLK is determined by the 

following equation in [24]:   
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where τ is the circuit delay that bounds the upper limit of the clock frequency, and VT  is 

the threshold voltage.  Thus, power consumption decreases quadratically with voltage 

and frequency (Equation 2.33).   

 However, lowering the supply voltage will result in longer delay with power 

reduction (Equation 2.34).  The effect of the DVFS is described in Figure 15. 

 

Figure 15. Illustration of DVFS effect 

 In addition to this fundamental of the DVFS, we have to be aware of DVFS for 

multi-core processor.  Roughly thinking, total power of dual core processor is double of 

single processor and total execution time is half of single processor in a given workload 

(let assume the task was distributed in half size).  Though energy is the same by general 

equation (i.e., E = P x T), performance of dual-core processor is better.  Thus, energy 

delay product (EDP) is used to present both performance and energy efficiency.  EDP is 

calculated by the following equations:  
     

! 

EDP = E " #               (2.35)     
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                                             (2.36) 

where τ is the delay that is presented in Equation 2.34.  The delay may be also a time that 

bounds deadline for a given task in real application.  However, having adjustable 

voltage/frequency settings for each processor is difficult to implement in practice due to 

some costs involved in having different processors supply voltages.  Therefore, most 
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DVFS capable commercial processors typically employ a fixed number of voltage and 

frequency settings [34]. 

 DVS techniques can be classified into two basic categories: interval-based 

algorithm and deadline-based.  First, interval-based DVS methods [27, 28] divides time 

into fixed-length intervals and schedules the speed for each interval based on the CPU 

utilizations of past intervals.  To achieve this, the algorithm analyzes the system usage of 

past blocks and attempts to set the appropriate voltage level for future blocks.  The 

benefits of this method are that they can be added to most systems that support multiple 

voltage levels and they are less complex than deadline-based algorithms.  

 On the other hand, deadline-based algorithms attempt to correct the quality of 

service (QoS) issues present in interval-based systems by scheduling the 

voltage/frequency levels of a system while maintaining a guaranteed deadline for task 

completion.  Designs proposed in [29, 30] determine and manage an optimal 

voltage/frequency and attempt to stretch tasks to fill run-time gaps, or NOPs, thereby 

allowing the system to run more slowly by eliminating idle times.  These designs tend to 

produce more efficient results, but suffer from higher complexity.  Unfortunately, these 

techniques only focus on reducing power dissipation of the processor and cannot be used 

to optimize the entire system [32]. 

 

Figure 16. Illustration of DVFS in Video Decoding  [24] 
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 DVFS for video decoding [24, 33, 34] takes an advantage of idle processing time 

during frame decoding.  Since decoding time for each frame is fixed, we can apply DVFS 

to stretch processing time to the playback time and thus reduce power.  When we 

implement DVFS in H.264 decoding for low power, achieving the ideal case shown in 

Figure 16b is not always possible.  What we have to know before applying DVFS is not 

only the accurate decoding time of each frame but also which processor settings to use 

for voltage and frequency.  As shown in Figure 16d, fine-grain processor settings may 

even increase the number of deadline misses when it is used with an inaccurate decoding 

time prediction.  On the other hand, a processor that has coarser granularity can easily 

overestimate due to higher voltage and frequency setting as shown in Figure 16b.  

Therefore, the granularity of voltage/frequency setting requires a tradeoff between power 

saving and reduced deadline misses [24,33].  
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3  Related Work 

There have been many efforts to either increase performance or reduce power 

consumption of the H.264 decoder [7].  In the following section, we briefly overview 

these efforts to reduce power and discuss what is different about our approach.  This 

thesis covers the related work on areas of the embedded multiprocessor with parallel 

processing and DVFS techniques.   
 

3.1 Exploiting TLP on multiprocessor 

JACOBS et al. [2] evaluated MPEG-4 and H.264 encoders on chip multiprocessor by 

exploiting TLP.  The authors discuss several performance issues on exploiting TLP to 

share the computational load between multiple processors in a MPSoC.  In their work for 

H.264 encoder multiprocessing, slices in a frame are encoded by separate processor 

contexts operating in parallel.  Although video frames are partitioned into slices and then 

a modest increment of bit-rate is required to maintain a given image quality, given 

performance and power consumption advantages are preserved by the threaded 

application in practical implementation.  A four processor H.264 encoder implementation 

that uses x264 developed by VideoLAN demonstrates performance improvement in the 

range of 65% to 75%. 

 Jinturkar et al. [3] implemented the H.264 decoder to exploit architectural 

features of a multithreaded processor, called Sandblaster core.  Each partitioned task 

takes advantages of software programming is processed in different hardware vector units 

on a single core instead of multiprocessing.  A multithreading technique such as Pthreads 

is applied to the original H.264 open source decoder [7] to distribute the computation 

load, particularly the 4x4 integer transform, the interpolation process of the motion 

compensation, and the deblocking filter. 

 Amit et al. [4] compared the performance of multithreaded applications including 

H.264 encoder on single processor and multiprocessor.  The multithreaded version of the 

code outperformed the single-thread version by 3.3x with 4 cores.  
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3.2 Specialized hardware implementation 

Liu et al. [21] proposed a lower power, dual mode H.264 and MPEG-2 decoder chip by 

introducing several low power techniques to prolong battery life.  First, they focused on 

memory system configuration because motion compensation and adaptive deblocking 

filter require a large memory to store and frequently access reference frame information.  

Thus, they aimed to have a memory hierarchy where copies of data from larger memories 

that exhibit high spatial locality are caches in smaller memories.  And as a novel memory 

module for multimedia devices, they proposed a line-pixel-lookahead (LPL) unit to 

eliminate the unused pixels and thus reduce memory size and access frequency.  

Secondly, they designed more simple interpolator for both luma and chroma components 

by applying a data buffer attached to each shift register.  This enables that reusability 

increase for overlapped regions of neighboring interpolation windows.  Finally, they 

proposed a hybrid deblocking filtering order to reduce redundant pixels reloaded when 

filtering edges are switched from vertical to horizontal direction.  The proposed filtering 

order not only prevents the data re-access for different directions, but also improves the 

access efficiency without degrading the filtering performance.   

 Chen et al. [22] parallelized the adaptive deblocking filtering and proposed an 

efficient parallel architecture.  The deblocking filter requires horizontal/vertical six-tap 

FIR filters with 4x4 blocks by boundary strength.  Therefore, they implement a parallel 

architecture to perform simultaneous processing of horizontal and vertical filtering and 

reduce the number of memory access of each 4x4 block to one.  In the proposed edge 

filtering unit, each horizontal and vertical unit contains four filtering operation to process 

each 4x4 block at one clock cycle, then this can perform simultaneous processing of both 

direction filterings.  As a result, the portion of total memory reference for a luminance 

macroblock is reduced by 63%, which means that performance and power improves. 

 Rintaluoma et al. [20] proposed a novel, fine-grained hardware accelerator that 

consists of a DSP and an IP to perform low power MPEG-4 video decoding.  This allows 

intensive computation blocks to be performed by the hardware IP.  On the other hand, the 

application processor performs sequential decoding along with the general program flow.  
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The communication for synchronization between two units is done by interrupts.  In this 

paper, MPEG-4 video decoder power consumptions on different platform 

implementations are presented. 

 

3.3 Dynamic Voltage Scaling 

Son et al. [26] presented two DVS algorithms on MPEG decoding.  One algorithm is 

DVS with delay and drop rate minimizing algorithm (DVS-DM), tries to minimize both 

delay value and drop rates, and particularly supply voltage is determined based on 

previous workload only.  However, the DVS-DM scheme is not efficient due to the high 

workload fluctuation (e.g., wide variation between scenes in a video clip) of MPEG 

decoding.  In order to alleviate the inaccuracy of workload prediction, they propose 

another algorithm, called DVS with Predicted MPEG Decoding Time (DVS-PD).  

Voltage scaling in this algorithm is based on both the previous workload history and the 

estimated decoding time.  Decoding time is estimated per GOP, and prediction is 

supported by maintaining decoding time per byte for I-, P- and B-frames in a GOP with 

factors for adapting variable video streams.  As a result, the DVS-PD saved 13-56% 

energy compared to the conventional shutdown algorithm, and the DVS-DM was slightly 

better than the conventional shutdown algorithm. 

 Lee et al. [24] compared a few of DVS techniques for low power video decoding 

including the GOP approach introduced in [26], then proposed a scheme called Frame-

data Computation Aware (FDCA) technique in MPEG video decoding.  This algorithm 

exploits a “best effort” estimation approach by using moving averages in the estimation 

at frame level, thus determines the time available and estimates the time (in cycle) 

required for all the decoding steps after Variable Length Decoding (VLD) using collected 

data such as average elapsed time for each step, prediction error, and previous 

voltage/frequency pairs.  The estimated number of cycles for a frame is then used to 

apply DVS by selecting the lowest voltage/frequency setting that would meet the frame 

deadline.  A performance evaluation was performed under processor settings with fine-
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grain scales, and the proposed scheme showed that it is efficient to both stored video and 

real-time video applications.  Moreover, the power savings was substantial, providing an 

average of 68% savings and an average of less than 14% frames missing the deadline, 

despite the extra overhead required for restructuring the decoding process. 

 Akyol et al. [35] proposed a novel DVS algorithm that adapts jobs deadlines by 

buffering the decoded frames before display instead of adapting the frequency to fixed 

time allocations.  In order to make this possible, they used a post-decoding buffer 

between the display device and the decoding platform with a control unit to adjust 

adequate processing power and buffer occupancy.  For the optimal solution, the control 

unit needs to be defined by dynamic programming, which explicitly considers every 

possible voltage-frequency pair for each task and checks the buffer state for overflow or 

underflow occupancy.  In addition to post-decoding buffer usage, they proposed different 

algorithms that consider conditions based on energy-delay relation and buffer state, 

which assumes that having a configurable processor can handle this.  The buffer 

constrained optimal proactive DVS, as an ideal algorithm, knows complexities before the 

actual decoding is performed.  This algorithm outperformed conventional DVS 

algorithms that focus on adapting the voltage and the frequency to fixed time allocations, 

however it had limits of energy saving given the buffer size. 
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4  Experiment Setup 

The simulation study is based on SESC [13], which is a cycle-accurate microarchitecture 

simulator integrated with a power and temperature modeling tools. 
 

4.1 Simulator and Benchmark 

Our experimental framework shown in Figure 17 consists of SESC integrated with 

Wattch [16] and CACTI [17].  SESC models a single processor as well as a shared-

memory multiprocessor composed of a configurable number of cores with caches and a 

common bus.   

 

Figure 17.  Simulation framework 

 The Instruction Set Architecture (ISA) of the SESC simulator is based on MIPS.  

The processor pipeline is modeled based on MIPS R10000 microprocessor with a variety 

of options, such as the number of CPUs, the sizes of private/shared L1/L2 caches, issue 

width, either in-order or out-of-order, etc.  The simulator was modified to target the 

ARM11 MPCore [5] platform.    

 The MIPS R10000 is not an embedded processor; therefore, the simulator mimics 

the functionalities an ARM11 MPCore by modifying parameters of the processor, branch 

prediction and memory hierarchy.  As a result, a shared-memory multiprocessor with up 

to four single-issue, in-order RISC cores is implemented as the platform to analyze 
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processing power needed for video applications.  It also provides scalable 

voltage/frequency pairs for DVFS. 

 The SESC simulator has a MIPS interpreter called MINT; therefore, MIPS 

executable files are generated using mips-linux cross-compiler.  The version of gcc used 

is 3.4, and glibc is version 2.3.2.  We compiled our H.264 decoder [7] with this MIPS gcc 

compiler.  The memory hierarchy used is separate 16K L1 I- and D-cache together with 

main memory.  The processor clock frequency was set at 773MHz with 1.5V supply 

voltage at the highest voltage setting. 
 

4.2 Parallel Processing of H.264/AVC Decoder   

This section presents a multithreaded implementation of the H.264/AVC decoder, and in 

particular, describes how intensively complex functions can be parallelized.  The 

parallelized version of the software decoder will be used to compare its 

performance/energy against a single core version.    

 The first step in parallelizing the source code for the H.264/AVC decoder is to 

identify parts that can be parallelized.  The following are some typical functions:   

 -  A 16x16 macroblock is usually segmented to smaller block sizes. 

 -  Transformation and quantization steps are repeated in the same way. 

             -  Many loop structures that derive values in a matrix. 

             -  In a 4x4 macroblock, 4 pixels can have same values horizontally or vertically. 

The computed values that are strongly dependent on different functions cannot be easily 

parallelized.  In addition to data dependency, there are many considerations in parallel 

programming.  These requirements produce overhead that limit multithreading efficiency. 

 The core functions to be parallelized include the following; integer transform, 

intra prediction, motion compensation, and adaptive deblocking filter.  The idea behind 

the proposed method is to use parallel processing to reduce frame decoding time.  This 

increases the slack time between frame decoding and playout time, which in turn can be 



33 
 

 

used to apply DVFS to save power.  Each of the multithreaded threaded codes are 

described in the following subsections. 
 

4.2.1 Inverse integer transform and quantization 

To reduce the spatial redundancy of the prediction error signal, the inverse integer 

transform uses a smaller block size of 4x4 with value differences instead of DCT defined 

in MPEG video coding standards.  This inverse transform typically has a matrix-by-

matrix multiplication structure and a horizontal (row), and a vertical (column) step.  A 

loop to calculate the coefficients in the block shown in Figure 18 can be multithreaded. 
 

 

 

 

 

 

Figure 18. A partial code of the inverse integer transformation 

 The code shown in Figure 19 is used to calculate quantization values at the frame 

level.  This kind of block multiplication structure is simply parallelized by multithreading 

the inner loop iterations. 
 

 

 

 

 

 
Figure 19. A partial code of the inverse quantization 

for (j=0;j<BLOCK_SIZE && !lossless_qpprime;j++) {    // horizontal 
    for (i=0;i<BLOCK_SIZE;i++){ 
 m5[i]=img->cof[i0][j0][i][j]; } 
    m6[0]=(m5[0]+m5[2]); 
    m6[1]=(m5[0]-m5[2]); 
    m6[2]=(m5[1]>>1)-m5[3]; 
    m6[3]=m5[1]+(m5[3]>>1); 
     for (i=0;i<2;i++) { i1=3-i; 
        img->m7[i][j]=m6[i]+m6[i1]; 
        img->m7[i1][j]=m6[i]-m6[i1];} } 

for(k=0; k<6; k++) 
    for(j=0; j<4; j++) 
      for(i=0; i<4; i++) { temp = (i<<2)+j; 
        InvLevelScale4x4Luma_Intra[k][j][i]         = dequant_coef[k][j][i]*qmatrix[0][temp]; 
        InvLevelScale4x4Chroma_Intra[0][k][j][i] = dequant_coef[k][j][i]*qmatrix[1][temp]; 
        InvLevelScale4x4Chroma_Intra[1][k][j][i] = dequant_coef[k][j][i]*qmatrix[2][temp]; 
        InvLevelScale4x4Luma_Inter[k][j][i]         = dequant_coef[k][j][i]*qmatrix[3][temp]; 
        InvLevelScale4x4Chroma_Inter[0][k][j][i] = dequant_coef[k][j][i]*qmatrix[4][temp]; 
        InvLevelScale4x4Chroma_Inter[1][k][j][i] = dequant_coef[k][j][i]*qmatrix[5][temp]; } 
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4.2.2 Intra Prediction 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
Figure 20. A partial code of the intra prediction 

In the intra prediction process, there are nine prediction modes for each of sixteen 4x4 

blocks in a macroblock.  Each mode operation is performed with neighboring pixels of 

each 4x4 block.  When the mode 0 (vertical prediction) is taken, four pixels of each of 

four vertical strips have same values that extrapolated from four upper neighboring 

samples (predictors).  In a similar manner, when the mode 1 (horizontal prediction) is 

selected, those have same values that extrapolated from four left neighboring pixels.  In 

cases of the other modes (except DC mode), each pixel in a 4x4 block is predicted by 

case VERT_PRED:                /* Mode 0 */   /* vertical prediction from block above */ 
    if (!block_available_up) 
     … 
    for(j=0;j<BLOCK_SIZE;j++) 
      for(i=0;i<BLOCK_SIZE;i++) 
        img->mpr[i+ioff][j+joff]=imgY[pix_b.pos_y][pix_b.pos_x+i];/* store predicted 4x4 block */ 
    break; 
  case HOR_PRED:                /* Mode 1 */    /* horizontal prediction from left block */ 
    if (!block_available_left) 
      … 
    for(j=0;j<BLOCK_SIZE;j++) 
      … 
  case DIAG_DOWN_RIGHT_PRED:     /* Mode 4 */ 
    if ((!block_available_up)||(!block_available_left)||(!block_available_up_left)) 
      … 
    img->mpr[0+ioff][3+joff] = (P_L + 2*P_K + P_J + 2) / 4;  
    img->mpr[0+ioff][2+joff] = 
    img->mpr[1+ioff][3+joff] = (P_K + 2*P_J + P_I + 2) / 4;  
    img->mpr[0+ioff][1+joff] = 
    img->mpr[1+ioff][2+joff] =  
    img->mpr[2+ioff][3+joff] = (P_J + 2*P_I + P_X + 2) / 4;  
    img->mpr[0+ioff][0+joff] = 
    img->mpr[1+ioff][1+joff] = 
    img->mpr[2+ioff][2+joff] = 
    img->mpr[3+ioff][3+joff] = (P_I + 2*P_X + P_A + 2) / 4;  
    img->mpr[1+ioff][0+joff] = 
    img->mpr[2+ioff][1+joff] = 
    img->mpr[3+ioff][2+joff] = (P_X + 2*P_A + P_B + 2) / 4; 
    img->mpr[2+ioff][0+joff] = 
    img->mpr[3+ioff][1+joff] = (P_A + 2*P_B + P_C + 2) / 4; 
    img->mpr[3+ioff][0+joff] = (P_B + 2*P_C + P_D + 2) / 4; 
    break; 
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weights along with location.  The function call for multithreading can be implemented to 

handle pixels having the same values mentioned above at the same cycle. 

 In addition, fast intra prediction mode decision on FPGA introduced in [42] can 

be multithreaded as software coding method.  In the original mode decision of Intra_4x4 

prediction, the best prediction mode is determined sequentially after comparing inputs 

(current block and reconstructed neighboring blocks) and each mode from 0 to 8.  As 

introduced in [42], inputs are given to a set of mode (2, 4 modes) concurrently, and those 

are compared faster. 
 

4.2.3 Motion Compensation 

 

 

 

 

 

 

 

 

 

 

Figure 21. A partial code of the motion compensation 

Motion vectors for H.264/AVC are obtained using integer, half-pixel and quarter-pixel 

interpolation.   The interpolation process is used to determine the intensity values at non-

{  /* Horizontal & vertical interpolation */ 
      for (j = 0; j < BLOCK_SIZE; j++) { 
        for (i = -2; i < BLOCK_SIZE+3; i++) 
          for (tmp_res[j][i+2] = 0, y = -2; y < 4; y++) 
  … } 
      for (j = 0; j < BLOCK_SIZE; j++) { 
        for (i = 0; i < BLOCK_SIZE; i++) { 
          for (result = 0, x = -2; x < 4; x++) 
            result += tmp_res[j][i+x+2]*COEF[x+2]; 
          block[i][j] = max(0, min(img->max_imgpel_value, (result+512)/1024)); 
       … 
      if ((dx&1) == 1) { 
        for (j = 0; j < BLOCK_SIZE; j++) 
          for (i = 0; i < BLOCK_SIZE; i++) 
            block[i][j] = (block[i][j] + max(0, min(img->max_imgpel_value, \ 
  (tmp_res[j][i+2+dx/2]+16)/32))+1)/2; 
      … 
    else {  /* Diagonal interpolation */ 
     … 
      for (j = 0; j < BLOCK_SIZE; j++) { 
        for (i = 0; i < BLOCK_SIZE; i++) { 
          pres_x = dx == 1 ? x_pos+i : x_pos+i+1; 
          pres_x = max(0,min(maxold_x,pres_x)); 
          for (result = 0, y = -2; y < 4; y++) 
            result += list[ref_frame]->imgY[max(0,min(maxold_y,y_pos+j+y))][pres_x]*COEF[y+2]; 
          block[i][j] = (block[i][j] + max(0, min(img->max_imgpel_value, (result+16)/32)) +1 ) / 2; 
 … 
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integer pixel positions.  Half-pixel interpolation is performed by six-tap filter horizontally 

and vertically with each weight at the specific position.  In addition, quarter-pixel 

positions can be interpolated horizontally, vertically and diagonally.  We focused on 

parallelization of the half-pixel and quarter-pixel interpolation process.  

 As shown in Figure 21, the amount of calculation is determined by whether the 

location of a required pixel is within the frame or on the boundary, since different 

weights are applied according to the location.  The multiplication results accumulated by 

the filtering operation in a loop introduce a sequential set of values.  We improve the 

computation efficiency of the original code by using the following two methods. 

First, we implement a loop that consists of two sub-loops at a half/quarter times of 

the original loop iteration on a thread by assigning a half/quarter number of iteration to 

each thread.  This simplifies the complex loop computation and reduces the number of 

memory access.  Second, as introduced in [3], we split the loop into two separate loops.  

One represents a reference block for filtering inputs, and is placed within the boundary of 

the current frame.  The other loop consists of the inputs that lie beyond the image 

boundary. 

 

4.2.4 Adaptive Deblocking Filter 

 

 

 

 

 

 

Figure 22.  A partial code of the adaptive deblocking filter 

/* Get strength */ 
for  ( idx=0 ; idx<16 ; idx++ ) {                                                                 
    xQ = dir ? idx : edge << 2; yQ = dir ? (edge < 4 ? edge << 2 : 1) : idx;   
    xP = pixP.x;  yP = pixP.y;  
    blkQ = ((yQ>>2)<<2) + (xQ>>2);   blkP = ((yP>>2)<<2) + (xP>>2);   … 
if ((p->slice_type==SP_SLICE)||(p->slice_type==SI_SLICE) ) { 
      Strength[idx] = (edge == 0 && (((!p->MbaffFrameFlag && (p->structure==FRAME)) ||  … 
/* Get thresholds */ 
byte ALPHA_TABLE[52]  = {0,0,0,0,0,0,0,0,0,0,0,0, …, …} 
byte BETA_TABLE[52]  = {0,0,0,0,0,0,0,0,0,0,0,0 …, …} 
if (!yuv)   bitdepth_scale = 1<<(img->bitdepth_luma - 8); 
  else  bitdepth_scale = 1<<(img->bitdepth_chroma - 8); 
if (pixP.available || (MbQ->LFDisableIdc== 0)) {  … 
      Alpha    = ALPHA_TABLE[indexA] * bitdepth_scale; 
      Beta       = BETA_TABLE[indexB]  * bitdepth_scale;   … 
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In general, filtering is applied to the vertical and horizontal edges of 4x4 blocks in a 

macroblock.  Filtering decisions play a key role as they associated with some parameters 

such as boundary strength and thresholds defined in the coding standard.  One of the most 

time consuming parts is the process for getting thresholds (α, β) that increase with the 

average QP of two adjacent blocks at the filtering boundary.  The other is to calculate 

boundary strength for four strips in the vertical and horizontal directions.  

 First, the loop is simplified to get the boundary strength.  Since all 4 pixels in a 

given 4x4 based on the ‘Strength[idx]’ in a loop have the same strength, we can exploit 

this parallelism with reduced load, store and multiplication instructions.  Secondly, 

parallelize operations for obtaining the thresholds.  Normally thresholds (α, β) are 

derived from each table in order of β followed by α.  In this process, conditional filtering 

decision statements are used for the sequential process.  By assigning this process to two 

different threads, we can get threshold values more quickly ahead of process selecting 

either luma or chroma block.  

 

4.3 Power and Energy Model 

Power analysis at the system-level is taken from three power models integrated in the 

simulator, which are Wattch [16] for processors, CACTI [17] for caches.  Wattch is a 

microarchitectural-level power analysis module that has been widely used for a variety of 

processors and integrated in simulators such as Simplescalar [36], SIMICS [37] and 

RSIM [38].  CACTI and Wattch in SESC simulator can be simply built with options for 

power analysis. 
 

4.3.1 Overview of Wattch  

Wattch is an architectural simulator that estimates CPU power consumption using 

parameterized power models of common structures present in superscalar 

microprocessors.  The Wattch integrated these power models into the architectural 

simulator as a basement platform.  Power estimation is done using a cycle-level 
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performance simulator that keeps track of access counts to various processor structures 

together with a parameter-based power model.  The clock frequency that a chip operates 

at is directly proportional to its supply voltage and its switching or threshold voltage. 

 

4.3.2 Overview of CACTI  

CACTI [17] is a power estimation simulator for caches that was originally developed to 

help computer architects quantify the access and cycle time tradeoffs between different 

on-chip direct-mapped and set-associative cache configurations.  On the other hand, it is 

integrated with other simulator to check out cache access time, cycle time, aspect ratio, 

area, and power. 

 The area model gives the size of the cache as function of associativity.  The 

general observation is that the area of the cache increases only slightly as associativity 

increases.  And this effect is quite insensitive to the associativity for a set-associative 

cache.  For example, the area of a fully-associative cache is less than that of a 16-way set-

associative cache for small cache sizes, but quickly overtakes area of a 16-way one along 

with cache size increment. 

 The cache power is highly related to associativities, size and the number of ports.  

When the associativity increases, the energy consumed by the cache also increases, 

particularly when the cache size is small.  The increase in associativity means a great 

number of output drivers, sense amplifiers, comparators, etc., are active and thus increase 

in the energy consumed.  Increase in the size of the tag array also introduces a slight 

increase in the bit-line and word-line power. 
 

4.4 Threads API for Parallel Processing 
 

As we mentioned in Section 2.3.1, the Pthreads is emulated by libapp in the SESC 

simulator; however, the multithreading primitives are slightly different from the original 

Pthreads and uses sescapi.h instead of pthread.h.  Multithreading primitives and flags for 

parallel programming in SESC simulator are described as shown in Figure 23.  As shown 
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in Figure 24 as a case of matrix multiplication, and the following primitives are used for 

the Pthreads implementation :  

       - sesc_init      : Initializes the library and prepares thread creation.  

       - sesc_spawn : Creates threads, allocates each thread to a particular processor. 

       - sesc_wait    : Blocks processing until threads activation is completed. 

       - sesc_exit     : Terminates the current thread activated. 

 After calling multithreading primitives, each function is performed by multiple 

concurrent sub-threads that are then merged into a master thread by calling sesc_wait.  In 

addition to above thread management primitives, sesc_lock and sesc_unlock, high-level 

function calls, shown in Figure 23 provide mutual exclusion (mutex) synchronization that 

enforces correct sequencing of processors and ensures mutually exclusive access to 

shared writable data.  In other words, it ensures correct timing among cooperating threads 

by barrier synchronization, the critical sections that bounds in mutex function calls are 

protected from accessing of the other thread. 
 

 

 

 

 

 

 

 

 

 

 

Figure 23. A partial code for defining primitives and flags in sescapi.h  

# ifndef SESCAPI_NATIVE 
/* Thread management */   
  void sesc_init(void); 
  int  sesc_spawn(void (*start_routine) (void *), void *arg, int flags); 
  int  sesc_self(void); 
  int  sesc_suspend(int tid); 
  int  sesc_resume(int tid); 
  int  sesc_yield(int tid); 
  void sesc_exit(int err); 
  void sesc_wait(void);  
/* Synchronization */ 
  void sesc_lock_init(slock_t * lock); 
  void sesc_lock(slock_t * lock); 
  void sesc_unlock(slock_t * lock); 
/* Barrier */ 
  void sesc_barrier_init(sbarrier_t *barr); 
  void sesc_barrier(sbarrier_t *barr, int num_proc); 
  /* Semaphore / busy-wait semaphore */ 
  void sesc_sema_init(sema_t *sema, int initValue); 
  void sesc_psema(sema_t *sema); 
  void sesc_vsema(sema_t *sema); 
  /* Flag -  using a lock and a semaphore */ 
  void sesc_flag_init(sflag_t *flag); 
  void sesc_flag_wait(sflag_t *flag); 
  void sesc_flag_set(sflag_t *flag); 
  void sesc_flag_clear(sflag_t *flag); 
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Figure 24. Pthreads API and SESC thread API code implementation 

 

4.5 Workload Video Streams and Encoding  

Characteristics Foreman Mobile Carphone News Container 
 
 

Screenshot 
 
      

Type 

Fast camera 
and content 
motion with 

pan at the end 

Slow panning 
and zooming 

(complex 
motion, color 

detail) 

Fast camera 
and content 
motion with 

landscape pass 

Scene cut 
between slow 

and fast 
moving scene 

Still camera on 
slow moving 
scene 

Frame Rate 
(fps) 

30.0  
(300frames) 

30.0 
(300frames) 

30.0 
(300frames) 

30.0  
(300frames) 

30.0   
(300frames) 

Screen size 
(WxH) 176x144 176x144 176x144 176x144 176x144 

QP 28, 32, 36, 40 28, 32, 36, 40 28, 32, 36, 40 28, 32, 36, 40 28, 32, 36, 40 
Number of 

reference frames 10 10 10 10 10 

GOP structure IPPP IPPP IPPP IPPP IPPP 
Coding options 

used 
Rate distortion optimization, Hadamard transform,  
CAVLC,  +/- 16 Search range, Fast mode decision 

 
Table 1. Characteristics of the test video clips encoded 

#include <stdio.h> 
#include <pthread.h> 
int a[100][100]={ ... 
 
void *submatmul(void *args){ 
int i, j, k; 
int start, end; 
if ((int)args == 0) 
{ 
start = 0; 
... 
for(j=0; j<100; j++) 
... 
if((int)args == 1) pthread_exit(NULL); 
... 
int main() 
{ 
int i, j, k; 
void *result; 
pthread_create(&thread, NULL, submatmul, (void *)1); 
(*submatmul)((void *)0); 
pthread_join(thread, &result); 

#include <stdio.h> 
#include “sescapi.h” 
int a[100][100]={ ... 
 
void *submatmul(void *args){ 
int i, j, k; 
int start, end; 
if((int)args == 0) 
{ 
start = 0; 
... 
for(j=0; j<100; j++) 
... 
if((int)args == 1) sesc_exit(0); 
... 
int main(){ 
int i, j, k; 
void *result; 
sesc_init(); 
sesc_spawn((void *) *submatmul, (void *)1, 0); 
(*submatmul)((void *)0); 
sesc_wait(); 
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Three different YUV video streams were used in our simulation.  These streams first 

were generated using a public JM10.2 H.264/AVC baseline encoder [7], which performs 

a full search algorithm around the median predicted value and coding modes in order to 

operate at near-optimal rate-distortion performance.  

These video clips are decoded sequentially through JM10.2 H.264/AVC decoder 

[7]; both total decoding time and power are calculated respectively.  To validate our 

results, test clips are encoded at the same conditions as shown in Table 1.   

 Fast mode decision among coding options used is a technique to reduce mode 

decision complexity for both intra and inter prediction. A macroblock can may have nine 

different modes in the intra prediction and seven different motion-compensation block 

sizes in the inter prediction as we mentioned in section 2.  To select the best macroblock 

mode, H.264 encoder employs complex mode decision technique based on rate-distortion 

optimization (RDO) that tries encoding all modes at every macroblock.  The RDO mode 

decision exhaustively searches the best mode for each 4x4 block, which produces the 

minimum RD cost.  The fast mode decision technique implements the following 

algorithms; (1) Skip mode decision at early stage, and (2) Selective intra mode decision.  

Skip mode decision before applying selective intra mode decision prescribes a few 

conditions that are required to have a skip mode.  Once the conditions are satisfied, the 

skip mode is chose as the best mode and the other inter and intra modes are not 

investigated anymore.  Selective intra mode decision takes advantage of the proper 

decision between the intra and inter modes for a current macroblock.  Since H.264 allows 

intra mode in P slices and because the RDO process of intra modes is more complex than 

that of inter modes, computation cost can be reduced if we can accurately predict whether 

intra mode is best or not.  As a result of fast mode decision, the best macroblock mode 

may be one among the best inter, intra mode and skip mode with reduced complexity 

[39].  
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5  Results 

In this section, we present the experiment results derived from the simulator.  First of all, 

we show speedup benefits of the proposed method that exploits explicit parallelism for 

multi core processors.  This is compared with the original decoder that uses a single 

processor, and then we prove the energy efficiency of the proposed method in H.264 

video decoding with different QP. 
 

 

Figure 25.  Decoding time speedups in dual-core implementation 

In general, increments of the QP introduce a reduced bit-rate, while image quality 

(PSNR) is decreased.  As a side effect, processing power is increased due to the heavy 

quantization and frequent block filtering.  For the DVFS implementation, we assumed 

that the most appropriate voltage and frequency pairs that do not cause deadline misses 

are applied as an ideal case.  In addition to this, we assumed it takes no time to switch 
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CPU speeds as another assumption.  In practical chip operation, a clock frequency 

increment requires a delay to wait for the supply voltage to rise. 

Figure 25 shows the relative decoding speedup values of the multithreaded 

software decoder based dual core as compared to the original decoder without DVFS.  

These speedup values do not represent performance improvement in video decoding 

because of the fixed display time per frame.  It shows that speedups on dual core ranged 

from 1.3x to 1.5x for I-frame, and 1.6x to 2.5x for P-frames.  I-frames of all test video 

clips showed similar improvements to P-frames.  This is due to the fact that an I-frame is 

a complete image and there is no motion vector to estimate.  On the other hand, P-frames 

are decoded in relative time dependant on the amount of motion vectors.  Thus, News and 

Container have less relative speedup levels for P-frames, which also shows that the 

original P-frame decoding time is fast enough at a specific level.  The Foreman, 

Carphone and Mobile that contain relatively large amounts of motion vectors showed 

desirable improvements for P-frames, with Container showing the least amount of 

improvement.  Since the original decoding time of slow motion video tends to be 

constant and short, speedup by parallel processing and optimization is not highly 

desirable.  The Mobile that has complex motion and color details is inevitably decoded in 

the greatest amount of time for I-frames. However, that time is reduced exponentially 

with QP increment. 

Figure 26 represents the effect of scalability in the H.264 software decoding 

method by adding two more cores.  Average speedups of all frames for all video streams 

are almost double of decoding in dual-core implementation.  This fact reflects that well-

threaded codes make the program run faster by n (the number of threads) times.  

Achieved efficiency of multithreading from dual-core to quad-core also represents a good 

scalability of the software H.264 decoding.  Reduced decoding time per frame is 

desirable to acquire low power in a scalable multi-core processor. 
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Figure 26. Decoding time speedups in quad-core implementation  

As shown in Figure 26, the average speedups of I-frames do not show linear 

increment like P-frames decoding.  This implies that a threading cost is imposed as a type 

of computing overhead.  In other words, multithreaded codes in the deblocking filter, 

integer transform and intra prediction function may incur unnecessary context switching 

and synchronization.  However, this effect is not considerably enough to outweigh the 

benefits of parallel processing. 

As a final result of this thesis, Figure 27 shows total relative energy consumptions 

in multi-core processors by the proposed method.  Parallel processing enables fast 

decoding per frame, reduced decoding time is stretched ahead of the display time as 

much as possible via DVFS.  The bottom line is to exploit more slack time so that 

processor is set with lower voltage and frequency for a low power implementation.  

Therefore, it is significant how much speedups can be achieved by parallel processing. 
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Figure 27. Total energy consumption by proposed method 

 

Figure 28. Energy delay product by proposed method 

In addition to this, comparing the energy of a single processor without DVFS and 

a multi-core processor with DVFS for our implementation is basically different from 

comparing a single processor without DVFS and a single processor with DVFS.  The 

latter case has been applied in past research that was associated with low power operation 

of real-time application, and the power efficiency of that case was proved in [24, 26-31].  

DVFS techniques for low power multi-core embedded processors were also researched in 

[40, 41].  When we recall the equation of energy consumption (Equation 2.33), lowering 

the voltage quadratically decreases the total power consumption, even in multiprocessors. 

 Naturally, a quad-core processor has more power to run a real-time application 

than a dual-core processor with the same clock frequency.  However, we realized explicit 
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parallelism in source codes of the H.264 decoder as explained in Section 4.2, that made 

the program run several times faster as shown in Figure 25 and 26, and finally it is 

possible to set the lower power than on a single processor for decoding each frame 

though there are a multiple number of cores.  In a dual-core implementation, relative 

energy for all video streams is ranged from 75% to 85% and from 65% to 75% in a quad-

core implementation.  Since the speedups for I-frames and P-frames were desirable in a 

scalable multi-core platform, more energy could be saved in a quad-core processor than 

in a dual-core processor.  This also proves that the proposed method is an efficient way to 

reduce energy.  As another point of view in relative energy, Figure 28 indicates that the 

energy is less consumed along with increments of QP, in general.  Larger QP introduces 

higher process power for frame decoding, while it introduces bit-rate reduction.  As a 

reason of power increment, more frequent filterings in deblocking filter are performed in 

frame areas due to the increments of thresholds α and β.  Therefore, less energy 

consumption along with QP increments also prove scalability of the proposed method. 
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6  Conclusion 

The video decoding is clearly a core function for handheld devices in today.  One of the 

most important issues is to save power for prolonged battery life without recharging.  In 

order to reduce power for mobile video decoding, we used a hybrid technique that 

combines parallel processing and DVFS.  Explicit parallelism in software is an essential 

solution to take advantage of performance improvement provided by multiple cores.  

Parallel programming for software decoding in a multi-core processor was implemented 

to reduce decoding time per each frame.  In particular, the motion compensation, the 

intra-frame prediction and the adaptive deblocking filter process were optimized and 

distributed to run on different processor cores.  In addition to this, voltage and frequency 

scaling was applied to decode each frame at lower power, that technique converted time 

benefits to power efficiency.  Video decoding in a quad-core implementation outperforms 

a dual-core implementation in terms of energy consumption, which shows/proves that 

software video decoding has scalability.  It is also found that energy savings is closely 

related to the fluctuation of video streams.  Thus, appropriate QP adjustments according 

to video characteristics enables power efficient decoding though there is degradation of 

quality. 
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