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Spatial Prediction for Finite Populations with Ecological Applications

1
Introduction
Abundance prediction is an important goal of many wildlife biologists. The problem
presents many statistical challenges including how to best use spatial correlation in prediction, how to sample the area of interest, and how to address the possibility of imperfect
detection on sampled units. We next give some brief background information on abundance estimation with the possibility of imperfect detection with a focus on applications in
ecology.
Abundance surveys for flora and fauna populations can be used to estimate the total
count of a particular species for a variety of purposes, including management and ecological research of population dynamics. However, in a quantitative review of the ecological
literature, Kellner and Swihart (2014) find that only 23% of ecological papers involved in
estimating species abundance incorporate imperfect detection. Though relatively few papers overall seem to incorporate imperfect detection, Kellner and Swihart (2014) do see an
increasing trend in the proportion of articles that incorporate imperfect detection, perhaps
due to both higher sophistication of statistical methods and better software.
Failing to incorporate imperfect detection gives biased results in fields ranging from
freshwater biology (Gwinn et al., 2016) to species distribution analysis (Lahoz-Monfort
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et al., 2014) to estimation of the abundance of rare species (MacKenzie et al., 2005). Gu
and Swihart (2004) argue for the importance of establishing relationships between detection probability and habitat covariates, as even detection that is almost perfect can heavily
bias regression coefficients in modeling relationships between covariates and the presence
of wildlife. More specifically to the topic of abundance estimation, Kéry and Schmidt
(2008) discuss how patterns in the total count of an animal can be confounded with patterns in the detection probability. The authors explore two real data examples that give
nonsensical species distribution estimates when imperfect detection is not taken into account. Unless the probability of detection is exactly 1, sites with 0 observed counts might
actually have some animals, which can affect both abundance estimates and occupancy
models (MacKenzie et al., 2002).
A finite population version of block kriging (FPBK) that assumes perfect detection is
routinely used to estimate moose abundance in Alaska. Because of global climate change,
however, snow cover in some areas in Alaska has decreased, challenging the assumption of
perfect moose detection. In Chapter 2, we consider two extensions of FPBK to incorporate
imperfect animal detection for population estimates and their standard errors. The Spatial Population Estimator with Detection: Ratio then Add (SPEDRA) adjusts the observed
animal counts for each sample unit by the sample unit’s estimated detection probability
prior to spatial modeling. The Spatial Population Estimator with Detection: Add then Ratio (SPEDAR) uses spatial modeling first on the observed animal counts. The SPEDAR
estimator is then adjusted by the mean detection probability.
We find that both estimators perform similarly in many simulation settings. When applied to a moose survey in Togiak National Wildlife Refuge, the methods give comparable
estimates of the moose population total. Therefore, we recommend the use of SPEDRA in
surveys with imperfect detection because this estimator is more theoretically sound. The
issue in whether or not to divide by a detection probability site-wise or to divide by the
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mean detection probability across all sampled sites appears in many population abundance
estimation problems. We find that, for most settings in FPBK, there is not much difference
between the two candidate estimators
Another approach to incorporating imperfect detection into a model is to build and fit
a Bayesian Hierarchical Model (BHM), which is highly parametric. Though a hierarchical
model can also be fit using frequentist methods (see, for example, Browne et al. (2006) for a
comparison of frequentist and Bayesian heirarchical model results), Bayesian methods are
often more feasible as the model becomes complex with more hierarchical stages. For the
BHM, we do not assume normality of the counts in order to estimate covariance parameters.
Instead, we assume that there is a latent Gaussian spatial process on the log scale. Another
advantage to a BHM is that we can allow uncertainty in the parameter estimation to be
propagated instead of estimating covariance parameters and subsequently treating these
estimates as fixed, as in the frequentist FPBK model. However, the BHM takes much
longer to run, loses interpretability of the spatial parameters on the scale of the original
data, and requires the user to be familiar with Bayesian models, prior distributions, and
Bayesian model checking. In Chapter 3, we detail the BHM and then apply the BHM
to the same Togiak National Wildlife Refuge moose data as that used in the frequentist
adjusted FPBK estimator.
Finally, we consider the variance of the element-wise, or Hadamard, product of two
independent random vectors in Chapter 4. In the context of FPBK, the random vectors are a
vector of counts and a vector of estimated detection probabilities. Though the true variance
is known and always positive definite, it can be challenging to construct a “good” matrix
estimator that is positive definite under all possible distributions of the random vectors.
Let X1 , X2 , . . . , Xn be random variables that are all independent of the random variables
Y1 , Y2 , . . . , Yn . Denote x as the vector of {Xi ; i = 1 . . . n} and y as the vector of {Yi ; i =
1 . . . n}. The true variance for the product of independent vectors x with mean µx and
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covariance matrix Vx and y with mean µy and covariance matrix Vy is

var(x

y) = (µx µ0x )

Vy + (µy µ0y )

where x and y denote column vectors and

V x + Vx

Vy ,

denotes the element-wise product of two

vectors. We investigate estimators of this matrix that are both useful for prediction and
always positive definite.
Though the variance of the element-wise product of two random vectors has applications in non-spatial settings, the common theme to the following three chapters is spatial
prediction with a focus on ecological applications. Chapter 2 builds the theory of the frequentist adjusted FPBK estimator and discusses an application to the Togiak March moose
survey. In Chapter 3, we construct the alternative Bayesian approach to adjusting count
surveys for imperfect detecction, again applying the resulting models to the Togiak March
moose survey. Chapter 4 explores approaches to estimating the variance of the elementwise product of two random vectors. Finally, in Chapter 5, we offer some concluding
remarks and possible future directions in the area of finite population prediction from spatially correlated counts.

5

2
Adjusted Finite Population Block with
Imperfect Detection
2.1
2.1.1

Introduction
Methods for Imperfect Detection

A variety of methods have been proposed to estimate population abundance when some
units go unobserved. A basic method of incorporating imperfect detection is the LincolnPetersen estimator in mark-recapture studies (Petersen, 1896; Lincoln and others, 1930).
In mark-recapture, animals are initially surveyed and given a mark. A subsequent survey
is then conducted, and the number of marked and unmarked animals are observed, from
which an abundance estimate is obtained. Since their inception, mark-recapture methods
have increased enormously in use and model complexity (e.g. Gould and Pollock, 2002;
McCrea and Morgan, 2014; Otis et al., 1978). The basic mark-recapture can be extended to
a hierarchical spatial mark-recapture method for populations with high spatial correlation
(Royle and Young, 2008). Distance sampling is another class of methods that incorporates
imperfect detection by assuming that detection probability is a function of distance from a
transect line. Like mark-recapture, many studies have used distance sampling. For exam-
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ple, Peters et al. (2014) used distance sampling for moose surveys in Canada. Buckland
et al. (2001) and Buckland et al. (2004) provide a more general introduction to distance
sampling. Another method originally designed for estimating total moose abundance in
Alaska is the use of stratified sampling on plot-based aerial counts (Gasaway et al., 1986).
The counts are then adjusted by using sightability correction factors (SCFs) that incorporate imperfect detection by doing a normal survey of all of the sampled plots and an additional “intensive” survey in some of the sampled plots. One major flaw in these approaches
is that, though traditional mark-recapture, distance sampling, and SCFs easily adjust for
perception bias (missed animals caused by observer error), they do not easily account for
availability bias (missed animals caused by animals not being “available” to be observed).
2.1.2

Finite Population Block Kriging Background

Finite population block kriging (FPBK, Ver Hoef, 2008) is a geostatistical approach to estimate the total abundance in a particular region from counts that may be spatially autocorrelated. The Alaska Department of Fish & Game (ADF&G) denotes the FPBK estimator
as the Geospatial Population Estimator (GSPE) throughout its literature, which includes
an operations manual (Kellie and DeLong, 2006) and a software user’s guide (DeLong,
2006). The method has been widely used to estimate moose population totals throughout
Alaska and western Canada, as 524 moose surveys have been analyzed using FPBK from
1997 to 2015 covering 303,144 square miles. The ADF&G maintains a database of moose
surveys, which, as of 2015, comprises 53,153 records. Estimating moose populations is
an important goal for wildlife management throughout many parts of Alaska and Canada.
In particular, Boertje et al. (2009) describe the significance of using sustainable yields to
regulate the harvesting of moose in the Alaskan interior, and sustainable yields depend on
accurate estimates of abundance.
FPBK differs from the usual block kriging method (Cressie, 1993, pg. 106 - 107) in
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that the number of sampling units is finite. The differences between the two methods are
analogous to using the finite population correction factor in sampling theory (Ver Hoef,
2002). If we only have N distinct sampling units in our area of interest, the standard
block kriging estimator will have an inflated variance, particularly if the ratio of sampled
units to the total number units is large. Therefore, FPBK is the appropriate method for
surveys involving a finite set of sampling units. On the other hand, if our measurements are
concentration of nitrogen in the soil, we could have an infinite number of possible sampling
points. For this type of data, if we wanted to predict the average concentration of nitrogen
in an area of interest, the standard (infinite population) block kriging method would be
more appropriate.
Classical sampling can also be used to predict a population total with a finite number of sample units under the assumption that a random sample of sites was chosen. The
major advantage of classical sampling compared with FPBK is that classical sampling requires few assumptions about the data because inference comes from the sampling design,
which we often have complete control over (Ver Hoef, 2002). However, if we make the assumption that the data were generated under some stochastic process, then a model-based
approach like FPBK often results in an estimator with lower prediction variance. Sarndal
et al. (1978) give more discussion of model-based versus design-based inference. Additionally, because inference for model-based approaches is based on assumptions about the
stochastic process, not the sampling design, FPBK allows for the possibility of nonrandom
sampling. This is particularly useful if management is interested in small area estimation.
For classical sampling, there is no guarantee that adequate sampling will be done in the
small area, but, with the possibility of nonrandom sampling, managers have much more
control over the survey design (Ver Hoef, 2002; Kellie and DeLong, 2006).
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2.1.3

Imperfect Detection Modeling

When allowing for the possibility of imperfect detection in the surveys, there are a couple
of sensible choices for estimators. The first possibility is to divide the observed counts by
estimated probabilities of detection site-wise and then use FPBK. This adjusted estimator
(which we will call SPEDRA, Spatial Population Estimator with Detection: Ratio then
Add) is analogous to using detection probabilities in place of inclusion probabilities in the
Horvitz-Thompson estimator from classical sampling (Horvitz and Thompson, 1952). A
second possibility is to first use FPBK and then divide the estimated total by the mean
detection probability (SPEDAR, Spatial Population Estimator with Detection: Add then
Ratio). For illustration of this problem in a simpler setting, suppose that we have only six
plots that are completely independent and that we would like to estimate the total count in
the six plots based on a survey of four plots in which the observed counts are 3, 5, 2, and 0.
From a separate survey, suppose we estimate that the detection probabilities for these four
plots are 0.2, 0.9, 0.7, and 0.5, respectively. Then, for the first estimator, we would predict
the total count T̂1 to be


n
X
3
5
2
0
wi N
6
=
+
+
+
T̂1 =
·
· = 35.
π̂ i n
0.2 0.9 0.7 0.5
4
i=1
For the second estimator, we would predict the total count T̂2 to be
P


wi
3+5+2+0
T̂2 = P · N =
· 6 = 26,
π̂ i
0.2 + 0.9 + 0.7 + 0.5
where wi is the observed count on site i, π̂ i is the estimated detection probability on site i,
N is the total number of sites, and n is the number of sampled sites.
In this very simple example, the estimators are quite different. If we know detection
exactly, then SPEDRA is unbiased. However, similar to Horvitz-Thompson estimators
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(Horvitz and Thompson, 1952), the variance of the estimator has the potential to become
very large, particularly for small detection probabilities. Therefore, we anticipate that SPEDRA will be less biased than SPEDAR, but could have a much higher variance. On the
other hand, SPEDAR is obviously biased, but estimators like it are still used because of
their perceived robustness in comparison with SPEDRA.
The method proposed here uses a model-based (geostatistical) approach to estimate
the total abundance in a study region using a version of FPBK that adjusts for imperfect
detection. Detection probabilities are estimated through a separate sightability study in
which some units are known to be missed. Although there are other ways to estimate
detection probabilities, for this study, we use logistic regression. Though we use moose
estimation as the example in which the model is applied throughout the paper, the adjusted
FPBK estimator can be extended to other population estimation problems where there is
spatial autocorrelation in the counts and detection of all of the units in a sampling site is
not perfect.
2.1.4

Motivating Example

The Togiak Wildlife Refuge, an area of about 21,000 km2 of land in southwestern Alaska,
has seen an increase in moose since the early 1980s, when wildlife biologists believed
there to be fewer than 35 moose in the area (Benson et al., 2015). Togiak has historically
been snow-covered beginning in November, the time of year traditionally used for moose
surveys. On snow-covered ground, moose were easily sighted during surveys, resulting in
a detection probability very close to 1 and assumed to be exactly 1 in subsequent statistical
analyses. However, climate change has resulted in inadequate snowfall for good moose
detection in the past ten years and future climate change is not expected to improve the
situation (Park et al., 2012).
Togiak is divided into sampling units that are approximately 17.6 km2 (Figure 2.1). The
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sampling frame for moose surveys excludes all of the sampling units that are more than
305 meters above sea level because biologists are confident that there are not any moose
living in these units. Togiak wildlife biologists stratify sample units into a high expected
moose count (H) stratum and a low expected moose count (L) stratum based on previous
knowledge of the moose distribution. Because the survey time typically only spans a few
days, surveyors assume that there is no migration across sites during the time when moose
are counted. Biologists then use finite population block kriging on the observed counts
from each stratum, and subsequently sum the observed counts and predictions to estimate
total abundance. However, because of the changing snow conditions and the more difficult
moose detectability, the number of observed moose is now thought to be substantially less
than the true number of moose.
2.1.5

Organization

In the remainder of this chapter, we first review FPBK assuming perfect detection and then
develop the two types of models for incorporating imperfect detection described above in
Section 2.2. Next, in Section 2.3, we present results from some simulation scenarios before
applying the two estimators to real data from a March 2017 Togiak moose survey in Section
2.4. We conclude in Section 2.5 with some remarks comparing the two estimators as well
as some discussion on possible extensions to the models developed here.
2.2

Adjusting the FPBK Model for Imperfect Detection

We use the following three results frequently in the adjusted FPBK estimators. In particular,
the expression for the variance of a product of two random variables (2.1) will be quite
useful because we will model an observed count at a particular site as the product of the
true count and the estimated detection detection probability at that site.
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Togiak Map of Stratified Sites
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Figure 2.1: A map and stratification of the sites in Togiak. Sites marked as NA were
excluded from the sampling frame for the March moose surveys.
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2.2.1

Basic Equations

Let x and y be random column vectors with means µx and µy and variances Vx and
Vy , respectively. Also, let x be independent of y. Then, an extension of the variance of
the product of two random variables from Goodman (1960) is the following multivariate
version (Ver Hoef et al., 2014):

var(x

where

y) = (µx µ0x )

Vy + (µy µ0y )

V x + Vx

Vy ,

(2.1)

denotes element-wise multiplication for vectors and the Hadamard product for

matrices.
We will also make use of the conditional variance and conditional covariance laws in
developing the model,

var(Y ) = E[var(Y |X)] + var[E(Y |X)],

cov(Y1 , Y2 ) = E[cov(Y1 , Y2 |X1 , X2 )] + cov[E(Y1 |X1 , X2 ), E(Y2 |X1 , X2 )].
2.2.2

(2.2)

(2.3)

Background of FPBK

The following is a brief summary of Ver Hoef (2008), which proposes the FPBK model
assuming perfect detection. If D is a spatial lattice indexed on a finite set of points i =
1, 2, . . . , N , then let count Z(si ) be a random variable at the ith site where si is a vector
of the spatial coordinates of the ith site. Our goal is to predict τ (z̃) = b0 z̃, where z̃ is a
column vector of the realized values of Z(si ) for i = 1, . . . , N and the vector b can be a
vector where each element is 1 if we want to predict the population total, a vector where
each element is 1/N if we want to predict the population mean, or a mix of 1’s and 0’s
if we want to predict the total for a subset of the area of interest. Then, we want to find
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τ̂ (b0 z̃) = a0 z̃s , a linear combination of the observed data in order to predict b0 z̃, where z̃s
is a vector of the observed data for the sampled locations in D and a0 is a vector of weights.
Let Y (si ) = x0 (si )β + (si ) be a spatial random field. The error term (si ) is a spatial
error process with 0 mean and a spatially determined covariance matrix Σ(θ), where Σ(θ)
depends on just a few parameters. Also, x0 (si ) is a vector of covariates at location si , and β
is a parameter vector. For the remainder of this chapter, we use the exponential covariance
model for Σ(θ). That is, the ij th entry for Σ(θ) is

cov(ε(si ), ε(sj )|θ) = θ1 exp(−hi,j /θ2 ) = Σi,j ,

(2.4)

where hi,j is the distance between si and sj .
We then allow Z(si ) to have the following conditional moments:

E[Z(si )|Y (si )] = Y (si ),

var[Z(si )|Y (si )] = θ3 .
Here, Z(si )|Y (si ) is independent of Z(sj )|Y (sj ) when si 6= sj and θ3 is a parameter for
the common conditional variance of the Z(si )|Y (si ).
A spatial random field with exponential autocovariance function (2.4) is second-order
stationary, meaning that the mean is constant and the covariance is a function only of the
separation vector between any two locations, and it is isotropic, meaning it is a function of
distance only (Gelfand et al., 2010; Cressie, 1993). However, the results that follow can
be extended to other types of autocovariance models, including models that include one or
two extra parameters to model anisotropy.
Using the laws of conditional expectation, conditional variance (2.2), conditional covariance (2.3), and that Z(si )|Y (si ) is independent of Z(sj )|Y (sj ), we obtain
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E[Z(si )] = µ(si ),
var[Z(si )] = θ3 + Σi,i ,
cov[Z(si ), Z(sj )] = Σi,j ,

where µ(si ) = x0 (si )β and Σi,i is the ith diagonal element of Σ(θ).
For simpler notation, we can represent z, the vector of the random variables Z(si ),
using the following linear model, with zs denoting the vector of {Z(si )} for the sampled
locations in D and zu denoting the vector of {Z(si )} for the unsampled locations in D,
 
   
δs 
 z s   Xs 
  =  β +  ,
δu
Xu
zu

(2.5)

where Xs and Xu are the design matrices for the sampled and unsampled sites, respectively,
and δ s and δ u are the random errors for the sampled and unsampled sites. Denote µ = Xβ
as the vector of the µ(si ). If δ = [δ s δ u ]0 , then E(δ) = 0 and




Σsu

diag(θ 3 ) + Σss
var(δ) ≡ D = diag(θ 3 ) + Σ(θ) = 

Σ0su
diag(θ 3 ) + Σuu


 Dss Dsu 
≡
,
D0su Duu

(2.6)

where diag(θ 3 ) is the diagonal matrix with diagonal elements θ3 , Σss is the submatrix
of Σ(θ) for the sampled locations, Σsu is the covariance of the sampled sites with the
unsampled sites, and Σuu is the submatrix of Σ(θ) for the unsampled locations.
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Then, the best linear unbiased predictor (BLUP) of b0 z is

τ̂ (b0 z) = b0 s zs + b0 u ẑu ,

(2.7)

where bs and bu are subvectors of b corresponding to the sampled and unsampled locations
in D, respectively, and ẑu is the BLUP of zu ,
ẑu = D0su (Dss )−1 (zs − µ̂s ) + µ̂u ,

(2.8)

−1
−1 0
with µ̂s = Xs β̂ GLS , µ̂u = Xu β̂ GLS , and β̂ GLS = (X0 s D−1
ss Xs ) Xs (Dss ) zs , the gener-

alized least squares estimator of β.
The prediction variance of the FPBK estimator is

b0 Db − G0 (Dss )−1 G + H0 EH,

(2.9)

with

G = (Dss )bs + Dsu bu ,
H = X0 b − X0s (Dss )−1 G,
E = (X0s (Dss )−1 Xs )−1 .

The derivation of the formula for the prediction variance can be found in Ver Hoef
(2008). Note that the above model assumes that all units are detected so that there is no
difference in the number of observed units and the true number of units at a particular site.
In the following two models, we introduce the possibility that not all units at a particular
site are observed.
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2.2.3

Spatial Population Estimator with Detection: Ratio then Add

The first proposed model adjusts the observed counts for each sample unit by their estimated detection probabilities prior to spatial modeling. We model

W (si ) ∼ Binomial(Z(si ), P (si )),

where W (si ) is the observed count, P (si ) is the estimated probability of detection of a
single unit, and Z(si ) is the random variable for the true (both observed and unobserved)
count at location si , which is the same as the Z(si ) defined above in the model that assumes
perfect detection. The marginal model for z, the vector of Z(si ), is given in (2.5).
Let ps denote the vector of P (si ), the estimated probabilities of detection on the sampled sites, π s denote the vector of means of ps , and ws denote the vector of observed
counts on the sampled sites. If we assume that P (si ) is independent of Z(sj ) for all si and
sj , then E(ws ) = π s

µs and, using equations (2.1), (2.2), and (2.3),

var(ws ) ≡ C = diag(µs
+ µs µ0s

πs

(1 − π s )) + π s π 0s

Vss + Dss

Vss ,

Dss
(2.10)

where Vss is the covariance matrix of the ps and 1 denotes a column vector of 1’s. We can
also write the covariance between the observed sample counts ws and the true counts on


0
all of the sites z as cov(ws , z ) ≡ R = π s
Dss Dsu .
We want to find τ̂ (b0 z) = a0 ws to predict b0 z̃. The goal is still to find weights a, but
now these weights are applied to the observed counts ws , not the true counts zs because the
zs are unknown. Let Ma = E[(a0 ws − b0 z)2 ] be the Mean Square Prediction Error (MSPE)
for any particular a. Then our goal is to find the BLUP; similar to Ver Hoef (2008), we
want the “best” weights λ such that
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1.) E(λ0 ws ) = E(b0 z) and
2.) Ma − Mλ is non-negative for all a 6= λ.
First, we can restrict ourselves to the class of all unbiased estimators such that E(a0 ws )
= E(b0 z) for all β in the marginal linear model for z in equation (2.5). This implies that
a0 (π s

Xs )β = b0 Xβ for all β, or, equivalently, a0 X∗s = b0 X with X∗s = (π s

Xs ).

Now we need to find the λ that makes Ma −Mλ non-negative such that the unbiasedness
constraint holds. If we minimize the MSPE, then we obtain the prediction equations

C

X0 ∗s

 

X∗s  λ





 Rb 
  = 
,
L
X0 b
0

where L is the LaGrange multiplier in the system of equations. Note the similarity in form
between these prediction equations and the prediction equations in standard block kriging
and also in FPBK assuming perfect detection in Ver Hoef (2008). Solving for λ,
−1

λ0 = b0 R0 C

−1

0

0

+ (b0 X − b0 R0 C X∗s )(X∗s C−1 X∗s )−1 X∗s C−1 ,

(2.11)

and τ̂ (b0 z) = λ0 ws , with a prediction variance of
var[τ̂ (b0 z)] = λ0 Cλ − b0 R0 λ − λ0 Rb + b0 Db.
2.2.4

(2.12)

The Logistic Regression Model

In order to use the above model, we must have some way to estimate the detection probabilities for the sites in the population of interest. In the Togiak study, we use radiocollared
animals and separate sightability trials to model the imperfect detection of animals. Suppose that we have n radiocollared animals to be used for the sightability trials, indexed
i = 1, . . . , n. For each i, Ki ∼ Bernoulli(π i ), where Ki is the random variable for whether
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or not a radiocollared animal is detected or not. Also suppose that we have a design matrix U where each row contains covariates like habitat conditions or time spent surveying
for predicting the detection probability in a particular site. Denote Ur as the design matrix for the sites with the radiocollared animals and π r as the vector of probabilities that a
radiocollared animal is sighted. Then we assume that we have the regression model

logit(π r ) = Ur γ,

(2.13)

where γ is the parameter vector and logit(·) takes the logit of each element of (·).
2.2.5

Estimation

We next discuss estimation of the quantities in (2.11) and (2.12). If we denote Us as the
rows of U corresponding to the sampled sites in the animal count survey, then logit(π̂ s ) =
Us γ̂, where γ̂ is the estimator for γ in standard logistic regression. The estimated detection
probabilities π̂ s are then obtained through the element-wise inverse logit transformation on
Us γ̂. The π̂ s take the place of ps in the binomial model for ws , though, in a more general
setting, ps could be obtained from a method other than logistic regression.
We investigated using either nonparametric bootstrapping (Efron (1992)) or the delta
method (Dorfman (1938), Ver Hoef (2012)) to estimate Vss , the covariance matrix of π̂ s ,
ultimately finding that bootstrapping produced more accurate results in simulations. Letting Uall denote the matrix combining the design matrix Ur and the sightability response
vector (K1 , K2 , . . . , Kn )0 , we perform 1400 nonparametric bootstraps of the rows of Uall ,
estimate γ̂ boot for each bootstrap, calculate π̂ s,boot , and find the empirical covariance of the
1400 π̂ s,boot vectors to obtain an estimator of Vss .
We use maximum likelihood to obtain estimates for µs , denoted µ̂s , and the covariance parameters in D, denoted D̂, assuming the exponential covariance structure defined
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in (2.4). We use a normal likelihood model for the ws with the covariance matrix in equation (2.10), plugging in π̂ s and V̂ss . Note that, for ease of estimation, we are using a
misspecified normal likelihood for the correlated binomial counts. Our estimators for the
mean and covariance parameters from misspecified maximum likelihood are consistent
estimators for the µs and θ parameters that minimize the Kullback-Leibler distance between the misspecified distribution and the true distribution (White, 1982; Kullback and
Leibler, 1951). Huber and others (1967) and White (1982) give additional examples and
properties of maximum likelihood estimators under distribution misspecification. Then,
we have D̂ = diag(θ̂ 3 ) + Σ̂, X̂∗s = (π̂ s Xs ), and, partitioning D̂ as in equation (2.6),


R̂ = π̂ s
D̂ss D̂su . Putting all these estimators together, the estimated variance of
the vector of observed counts is

var(w
c s ) ≡ Ĉ = diag(µ̂s π̂ s (1− π̂ s ))+ π̂ s π̂ 0s D̂ss + µ̂s µ̂0s V̂ss + D̂ss V̂ss . (2.14)
Finally, we obtain the following plug-in estimators for λ, τ (b0 z), and var[τ (b0 z)]:
0

0

∗0

0

0

λ̂ = b0 R̂ Ĉ−1 + (b0 X − b0 R̂ Ĉ−1 X̂∗s )(X̂s Ĉ−1 X̂∗s )−1 X̂∗s Ĉ−1 ,
0

τ̂ (b0 z) = λ̂ ws ,
0

0

0

var[τ̂
c (b0 z)] = λ̂ Ĉλ̂ − b0 R̂ λ̂ − λ̂ R̂b + b0 D̂b.
2.2.6

Spatial Population Estimator with Detection: Add then Ratio

The second proposed model uses the FPBK estimator defined in (2.7) on the observed
counts and then divides by the estimated mean detection probability. Here, we use the
notation obs as a reminder that the kriging involved uses the observed counts. Using this
notation, we can use the standard FPBK in (Ver Hoef, 2008) on the observed counts to
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obtain
τ̂ obs (b0 w) = b0 s ws + b0 u ŵu .
ˆ =
Denote this predictor for the observed counts as τ̂ obs . Also define π̄

(2.15)
m
X
π̂ j

, the estim
mated mean detection probability where m is the number of sites in the count survey and j
j=1

indexes the detection probabilities for the sites in the count survey. Then, we adjust estimator (2.15) by the mean detection probability across the sampled sites to obtain the SPEDAR
estimator
ˆ −1 .
τ̂ 2 (b0 w) = τ̂ obs π̄

(2.16)

We obtain the variance of this estimator using a plug-in estimator in the scalar form of
equation (2.1),

ˆ −1 ) = (E(τ̂ obs ))2 var(π̄
ˆ −1 )+ E(π̄
ˆ −1 ) 2 var(τ̂ obs )+var(τ̂ obs ) var(π̄
ˆ −1 ). (2.17)
var(τ̂ obs π̄

ˆ −1 ) and var(π̄
ˆ −1 ), resampling the
We use bootstrapping to obtain an approximation for E(π̄
ˆ −1 ) and var(
ˆ −1 ) are then
rows of Uall as in the bootstrapping for SPEDRA estimator. Ê(π̄
c π̄
ˆ −1 . Putting the bootstrap
the mean and variance of the 1400 bootstrapped quantities of π̄
estimates back into equation (2.17) as well as using the observed counts in equation (2.7)
as an estimate for E(τ̂ obs ) and using the observed counts in equation (2.9) to estimate
var(τ̂ obs ) gives an approximation to the prediction variance for the SPEDAR estimator.
It remains an open question as to whether dividing an observed total population estimate
by the estimated mean detection probability across the study area (SPEDAR) rather than
dividing observed counts for particular sites by estimated detection probabilities for those
sites (SPEDRA) is better in terms of unbiasedness and prediction variance (Manly et al.,
1996). Therefore, we include both the SPEDAR and the SPEDRA models here in an effort
to compare the two in a simulation study in the FPBK setting.
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Note that we make slightly different assumptions about the nature of the spatial correlation in the counts in the SPEDRA and SPEDAR models. For SPEDRA, we assume that
the total counts of animals per sampling unit are spatially autocorrelated according to some
model while, for SPEDAR, we assume that the observed counts of animals per sampling
unit are spatially autocorrelated according to some model. These assumptions are slightly
different because, for the first estimator we incorporate detection before performing kriging
while, for the second estimator, we perform kriging on the observed counts. The implications of these assumptions for which model might be better to use are given in Section
2.5.
2.2.7

Stratification

In some animal surveys, stratification is used to increase the precision of the estimate of
the total because wildlife biologists familiar with the study region typically have some
knowledge about where to expect high counts and where to expect low counts of animals.
Additionally, in geostatistical approaches, we typically assume stationarity across the study
area. Stratifying can help with the assumption of a constant mean, particularly in models
without any covariates. Instead of assuming constant zero mean errors, and therefore a
constant mean across all of the sites, we now assume a constant mean within each stratum.
When we incorporate stratification in the FPBK model with imperfect detection, we assume
there is no cross-correlation between strata. However, correlation between the estimators
for the two strata still arises because the estimators for the totals in the two strata depend on
the same sightability model. In other words, the π̂ s vectors for each stratum will typically
be positively correlated.
Assuming two strata, a low stratum and a high stratum,

var(τ̂ ` + τ̂ h ) = var(τ̂ ` ) + var(τ̂ h ) + 2 cov(τˆ` , τˆh ),
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where 2 cov(τ̂ ` , τ̂ h ) = 2 cov(λ0` ws,` , λ0h ws,h ) = 2(λh

µh )0 cov(π̂ s,h , π̂ s,` )(λ`

µ` ).

Here, all quantities with a subscript ` come from the low stratum survey and all quantities
with a subscript h come from the high stratum survey. Then, we estimate

2cov(τ̂
c ` , τ̂ h ) = 2(λ̂h

µ̂h )0 cov(π̂
c s,h , π̂ s,` )(λ̂`

µ̂` ),

where cov(π̂
c s,h , π̂ s,` ) is estimated through nonparametric bootstrapping of the sightability
data.
For the SPEDAR estimator, we can use nonparametric bootstrapping to estimate

ˆ −1
ˆ −1
ˆ −1 ˆ −1
cov(τ̂ obs,` π̄
s,` , τ̂ obs,h π̄ s,h ) = τ obs,` τ obs,h cov(π̄ s,` , π̄ s,h ).

For more than two strata, the covariance formulae can be expanded to accommodate the
additional strata. Alternatively, stratum could be included as a covariate in Xs . For this
model, we assume that the covariance structure within each stratum is the same, but that
the strata could have different means. Because this assumption is unrealistic for the Togiak
data, we do not discuss this model further.
2.3

Simulation Study

We present results from four simulation scenarios, each using the sites with the spatial locations in the Togiak National Wildlife Refuge. The simulation parameters for Scenario
1 were chosen to roughly reflect the observed values from an October 2016 moose survey
at Togiak while the parameters for Scenario 2 were chosen to roughly reflect the observed
values from a March 2017 moose survey at Togiak. Since neither of these scenarios exhibited a large amount of spatial autocorrelation or a large mean number of animals, the
parameters for Scenario 3 were chosen to investigate performance when there was a high
amount of autocorrelation and the parameters for Scenario 4 were chosen to compare the
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estimators when the mean number of animals per site was high.
For each scenario, we ran 2000 simulations. For scenarios 1, 3, and 4, we simulated
spatially correlated normal random variables with the specified mean and covariance parameters assuming the exponential spatial autocorrelation model (rounding to the nearest
non-negative integer) as the true counts of moose. We then simulated the true detection
probabilities for each site using the specified logistic regression parameters in Table 2.1
with the first covariate simulated as Unif(0, 0.5) and the second covariate simulated as
Unif(0, 0.13) to approximately reflect the relevant covariates observed at Togiak. The simulated observed counts were then formed as binomial random variables with sizes equal to
the true counts and probabilities equal to the true detection probabilities on a random sample of sites corresponding to the number of sites in the moose count survey. The sightability
data were formed by generating ndet Bernoulli random variables using the true detection
probabilities, where ndet is the number of sightability trials.
Scenario 2 follows the same procedure except that, to generate the true counts, we
simulated spatially correlated negative binomial random variables. To accurately reflect
the March 2017 moose survey data, we wanted to incorporate simulated data that is zeroinflated as well as overdispersed for the animal counts. The procedure used follows that of
Madsen and Birkes (2013) except that, in order to save simulation time, accounting for ties
in the discrete negative binomial data is ignored so that the spatial correlation between the
counts only approximately follows the specified correlation.
Table 2.1 gives the simulation parameters used in each of the four main scenarios. As
seen in Table 2.2, the two estimators of the total are comparable in terms of bias, root
mean square prediction error (rMSPE), nominal 90% confidence coverage, and median
90% confidence interval length. SPEDAR performs slightly better in the scenario with
high spatial autocorrelation while SPEDRA performs slightly better in the scenario with
the high mean.

Scen.1 (Oct.)
(6.32, 2.51)
(7.4, 3.8)
(0.001, 6.31)
(67.5, 244.8)
(70, 31)
(308, 805)
(NA, NA)
(3.5, -4.3, -15.1)
45

Parameter (H, L)

µ

α

Partial Sill

Range

# Sampled Sites

# Total Sites

Zero-Inflation

γ

# Sight. Trials

50

(1.652)

(0.379, 0.7797)

(265, 871)

(103, 59)

(22.4, 6.3)

(191, 2.53)

(35, 1)

(16.14, 0.0474)

Scen.2 (Mar.)

45

(1.5, -2, -9)

(NA, NA)

(308, 805)

(90, 50)

(70, 70)

(210, 105)

(4, 4)

(7, 3.5)

Scen.3 (Corr)

45

(3.5, -4.3, -15.1)

(NA, NA)

(308, 805)

(70, 31)

(70, 70)

(0, 0)

(4, 4)

(30, 20)

Scen.4 (Mean)

Table 2.1: Parameters for the four main simulation scenarios. For the mean, covariance parameters, sample size, and number of
total sites, the parameters are given in a (High Stratum Parameter, Low Stratum Parameter) format. The regression coefficient
vector is either a single number for constant detection, as in Scenario 2, or it is a multi-valued vector, where the first number is
the intercept, and the remaining numbers are coefficients corresponding to predictors for detection probability, as in Scenarios 1,
3, and 4.
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1883

1885

1664

0.906

1626

0.897

4064

0.911

1313.0

3943

0.919

1280.4

7210

0.873

2344.57

8364

0.911

2451.17

35.6

Median CI Length

0.903

513.0

-255.4

0.902

524.0

-10.5

Coverage

583.8

1.96

585.9

29.3

rMSPE

31.6

-9.52

Bias

-2.65

SPEDRA SPEDAR SPEDRA SPEDAR SPEDRA SPEDAR SPEDRA SPEDAR

FPBK Estimator

Scen. 1 (Oct. 2016) Scen. 2 (Mar. 2017) Scen. 3 (High Corr) Scen. 4 (High Mean)

Table 2.2: Simulation Results Summary. The average true total counts for the simulations for Scenarios 1, 2, 3, and 4 were 4655,
3700, 8160, and 25370, respectively. For each setting, rMSPE is root Mean Square Prediction Error, nominal coverage is 90%,
and the median CI length is the median confidence interval length for 90% confidence intervals. Throughout the four scenarios,
rMSPEs of SPEDRA and SPEDAR are similar.
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We also examined the proportion of times that SPEDRA was closer to the true total
than SPEDAR for each of the four scenarios (0.518, 0.489, 0.480, and 0.545, respectively).
To see whether coverage remained at the nominal 90% level when the covariance was misspecified, we also simulated a Matérn covariance structure with smoothness parameter 3.5
and the same simulation parameters as scenarios 1 and 3. The exponential covariance is
in the Matérn covariance family with smoothness parameter of 0.5. So, our misspecified
covariance is smoother than the true exponential covariance. Both estimators retained approximate coverage for this misspecified model (coverages of 0.895 and 0.905 for SPEDRA
and 0.895 and 0.909 for SPEDAR for scenarios 1 and 3, respectively).
Recall that one advantage of using a geostatistical approach to estimate a population
total as opposed to a classical sampling approach is a higher precision in estimating the
total in a subset of the total area of interest. To compare rMSPEs and coverages for the
prediction of the total count of one subset of the total region of interest, we used both
estimators to predict the total count of moose in the sites classified as GMU 17A in the
Togiak region using the simulation parameters in each of the four scenarios. GMU 17A
comprises about 1/3 of the total number of sites. Both the rMSPEs and the coverages for
the two estimators were similar. We obtained rMSPEs of 274.7, 322.3, 636.2, and 1009.8
for SPEDRA and 275.6, 315.5, 617.2, and 1051.1 for SPEDAR for scenarios 1, 2, 3, and 4,
respectively. The coverages for both estimators hovered around the nominal 90% as well.
Coverages for SPEDRA were 0.905, 0.886 , 0.901, and 0.871, and coverages for SPEDAR
were 0.908, 0.881, 0.910, and 0.914 for scenarios 1, 2, 3, and 4, respectively.
In addition to the four main scenarios described above, we also ran a 2 × 2 × 2 × 2 factorial simulation experiment to cover a wider range of possible parameters using a similar
simulation method as that for scenarios 1, 3, and 4. However, instead of using the locations
for the Togiak data, we simulated counts on a regular 1 × 1 unit grid. For simplicity, we
did not stratify the sites on the grid. In these simulations, possible sightability sample sizes
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were 60 and 200 and possible total number of sites were 169, a 13 × 13 grid, and 400, a 20
× 20 grid. The possible values for the mean count and partial sill were 10 and 0, respectively and 15 and 10, respectively. Finally, there were two possible sets of parameters for
the logistic regression model, all using the same simulated covariates as in Scenarios 1, 3,
and 4; the first set (γ 0 = -1, γ 1 = 4) had a detection probability of 0.73 when the covariates
take on their mean values while the second set (γ 0 = -2, γ 1 = 4) had a detection probability
of 0.5 when the covariates take on their mean values. In the simulation experiment, the
nugget was fixed at 1, the range was fixed at 0.5, and the sample size was fixed at 100. We
ran 1400 simulations for each combination of parameters in the factorial experiment.
In comparing the two estimators, SPEDRA is closer to the true total more often than
SPEDAR in all 16 of the simulation scenarios. In general, SPEDRA performs better than
SPEDAR when the detection probability is higher (Figure 2.2). However, there appears
to be an interaction effect between the covariance parameters and the logistic regression
parameters. The gain in the efficiency of SPEDRA when changing detection from low
to high is more pronounced in the case where the mean is low and there is no spatial
autocorrelation. SPEDRA has a substantially lower rMSPE than SPEDAR in all 16 of the
simulation settings (Table 2.3). SPEDRA coverage is slightly lower than the nominal 90%
but never dips below 85% in all of the simulation settings. On the other hand, SPEDAR
coverage is generally higher than the nominal 90% level (Table 2.3).
When the prediction interval for SPEDRA or the prediction interval for SPEDAR misses
the true total, we observe that it is far more likely that the prediction fell below the true total, as seen in Figure 2.3 for SPEDRA. This pattern holds for all of the simulation settings
we tried. Because the estimated mean is used in the variance (equations (2.14) and (2.17)),
then underestimating the true total results in an underestimated variance and more confidence intervals missing the true total. However, the opposite situation of overestimating
the mean causes overestimation of the variance and creates confidence intervals that almost

Proportion that SPEDRA is Closer than SPEDAR
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0.70

0.65

Mean
10
0.60

15

0.55

0.50
0.5

0.73

Detection at Mean Level of Covariates
Figure 2.2: Interaction plot with the response as the proportion of times that SPEDRA was
closer to the true total than SPEDAR for the 2 × 2 × 2 × 2 simulation experiment. Each
point shows the results from one setting in the experiment.

SPEDRA rMSPE SPEDAR rMSPE SPEDRA Cov. SPEDAR Cov.
LM, LN, Sndet, LD
144
217
0.860
0.903
HM, LN, Sndet, LD
211
314
0.888
0.916
LM, HN, Sndet, LD
352
540
0.860
0.909
HM, HN, Sndet, LD
521
784
0.853
0.914
LM, LN, Hndet, LD
96
120
0.883
0.914
HM, LN, Hndet, LD
139
181
0.890
0.912
LM, HN, Hndet, LD
231
290
0.886
0.944
HM, HN, Hndet, LD
324
419
0.904
0.949
LM, LN, Sndet, HD
81
143
0.853
0.898
HM, LN, Sndet, HD
132
223
0.855
0.906
LM, HN, Sndet, HD
201
350
0.850
0.911
HM, HN, Sndet, HD
309
517
0.856
0.911
LM, LN, Hndet, HD
57
82
0.880
0.905
HM, LN, Hndet, HD
91
129
0.882
0.905
LM, HN, Hndet, HD
140
199
0.888
0.931
HM, HN, Hndet, HD
209
293
0.902
0.941

Table 2.3: Root mean square prediction error and nominal 90 percent interval coverages for SPEDRA and SPEDAR in the factorial
simulation experiment. LM (Low Mean) corresponds the setting with a mean of 10, HM (High Mean) to the mean of 15 setting,
LN (Low N) to the setting with 169 total sites, HN (High N) to the setting with 400 total sites, Sndet (Small n detection) to the
setting with 60 sightability trials, Hndet (High n detection) to the setting with 200 sightability trials, LD (Low Detection) to the
setting with detection coefficients of -2 and 4, and HD (High Detection) to the setting with detection coefficients of -1 and 4.
SPEDRA outperforms SPEDAR in all 16 settings in terms of rMSPE.
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30

SPEDRA Total − True Total

600

400

200

0

−200

Total Not Covered

Total Covered

Interval Coverage
Figure 2.3: Boxplots the SPEDRA prediction for the total minus the true simulated total
for the parameter setting with mean of 15, partial sill of 10, total number sites equal to 169,
number of sightability trials equal to 60, and logistic regression coefficient vector equal to
(-1, 4).
never miss the true total, balancing the undercoverage that occurs when the true total is
underestimated.
We also want to determine whether to add sampling effort to the sightability trials or
to the count survey to increase precision of the estimator. To do so, we ran a factorial
simulation experiment with different mean detection probabilities (0.5 and 0.73), different
means and levels of spatial autocorrelation (low mean with no correlation and high mean
with high correlation), different total number of sites (169 and 400), different number of
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sightability trials (60, 90), and different sample sizes (100 and 130). Figure 2.4 compares
the rMSPE of SPEDRA when we add thirty sightability trials to the sightability survey to
the rMSPE of SPEDRA when we add thirty sampled sites to the count survey.
We see that, as to be expected, adding sampling units to either the sightability trials or
to the count survey generally decreases the rMSPE as almost none of the lines in Figure 2.4
have a positive slope. However, particularly in the setting where the mean detection probability is only 0.5, adding sampling units to the sightability trials helps decrease rMSPE
more than adding sampling units to the count survey. In fact, it is somewhat surprising to
see that, in many of the settings, adding more sampling effort to the count survey results in
similar rMSPEs. We do note, however, that a sightability trial does cost more to run than a
count survey on a single site. Therefore, an analysis that takes into account cost might be
more beneficial to determine where additional sampling effort should be focused. A similar
pattern holds for SPEDAR.
2.4

Application to Togiak March 2017 Survey

We applied both estimators to both the October 2016 Togiak moose survey data and the
March 2017 Togiak moose survey data. We present the results for the March 2017 survey in
detail here. Survey time and the proportions of water, birch, dwarf shrub, alder, and willow
in a particular site served as possible covariates for the detection model. For the March
sightability trials, 42 of the 50 moose were detected and, through an all-subsets selection
procedure based on AIC, none of the possible covariates were informative in predicting the
detection probability. The estimated covariance parameters and means for the high and low
stratum are seen in Table 2.1 in Scenario 2. There is little spatial autocorrelation among the
moose counts in the low stratum, but there is a moderate amount of spatial autocorrelation
in the high stratum (Figure 2.5). We also checked the assumption of stationarity in the high
stratum by comparing variograms for different quadrants of the study area. In this case,
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No Corr, Small # Sites

High Corr, Small # Sites

900

600

SPEDRA rMSPE

Det. Prob.
300

0.5
0.61
No Corr, Small # Sites

High Corr, Large # Sites

Units Added
Count Survey
900

Sight. Trials

600

300

Orig

Added

Orig

Added

Sampling Units
Figure 2.4: Comparing rMSPE of SPEDRA in a setting where an additional 30 sightability
trials are performed to a setting where an additional 30 sampling units are added to the
count survey. The rMSPE of the original setting (60 sightability trials with 100 units in the
count survey) is given on the left of each graph.
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(a)

(b)

Figure 2.5: Semi-variograms for each stratum for the March 2017 Togiak Wildlife Refuge
survey using the estimated total moose in the surveyed sites for SPEDRA. The observed
counts divided by the site-wise detection probabilities are used as the data for the empirical
semi-variogram while the fitted semi-variogram model uses maximum likelihood to estimate the exponential covariance parameters. The sizes of the points in the semi-variograms
depend on the number of pairs used in that particular bin. The fitted lines are exponential
semivariogram models that used maximum likelihood to estimate the nugget, partial sill,
and range. Note the change in the semivariance scale between the high and low strata.
there was no strong violation of stationarity in the high stratum while the low stratum had
too few data points to construct multiple semi-variograms for different regions.
Figure 2.6 shows a few sites with very high predicted counts in the high stratum while
most other sites are predicted to have few or no moose. The SPEDRA estimator yielded
a total estimate of 3658 moose while SPEDAR estimator yielded a total estimate of 3640.
Approximate 90% normal-based prediction intervals for the total number of moose at the
Togiak Wildlife Refuge were (2840, 4476) moose using SPEDRA and (2782, 4499) moose
using SPEDAR. In this case, both the estimates and the standard errors were approximately
equal for the two estimators.
The October 2016 data analysis proceeded similarly to the March 2017 analysis. There-
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Togiak Map of Kriged Predictions

60.0

Predicted Total
59.5

Latitude

150
100
50

59.0

58.5
−162

−161

−160

−159

Longitude

Figure 2.6: Map of Togiak displaying the predicted totals for each site in the March 2017
survey. Note the very high predicted counts in two of the sites in the south central region
of Togiak, which creates a large amount of overdispersion in the high stratum.
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fore, we omit the details of the October analysis but present the main results. SPEDRA
yielded a total estimate of 3658 moose with a 90% prediction interval of (2840, 4476)
moose while SPEDAR yielded a total estimate of 3640 moose with a 90% prediction interval of (2782, 4499) moose. We note that the October 2016 prediction intervals for both
estimators are wider than the corresponding March 2017 confidence intervals. Some possible reasons for this difference are that the surveyors sighted a higher proportion of moose
in March than in October in the sightability trials, the stratification for the March survey
was more effective than the October survey, the survey sample size was higher in March
than in October, and/or there was a higher amount of observed spatial autocorrelation in
the moose counts in March than in October.
2.5
2.5.1

Discussion
Comparing the Two Candidate Estimators

We first note that, in almost all of the simulation scenarios, the SPEDRA estimator outperforms the SPEDAR estimator in terms of mean square prediction error (Table 2.3). One major difference in the two estimators is the set of assumptions a researcher makes when using
the two models: SPEDRA assumes stationarity in the true moose counts while SPEDAR
assumes stationarity in the observed moose counts. We do not actually ever observe the
true moose counts, making this assumption difficult to check. However, we believe that
it is more reasonable to assume stationarity in the true animal counts, not stationarity in
observed animal counts. In fact, it is quite easy to think of extreme scenarios when stationarity of observed animal counts is unreasonable. For example, suppose that we do not have
any predictors for the counts in the abundance model in a particular study area. Therefore,
in assuming stationarity, we assume that the true counts have a constant mean throughout
the entire area. Let the northern half of the area have low sightability, and let the southern half have high sightability. Then, we would not have a constant mean in the observed
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counts, used in the spatial model of SPEDAR but we might have a constant mean in the
true counts, used in the spatial model of SPEDRA. In this example, we could also stratify
the study area by detection probability, but doing so would require knowledge of which
areas have good detection beforehand and would also further complicate the FPBK model.
Therefore, in choosing between the two estimators, we recommend use of SPEDRA as
opposed to SPEDAR because SPEDRA is more theoretically sound.
Additionally, in making species distribution maps such as that in Figure 2.6, the predictions for sites using SPEDRA with observed counts of 0 are actually slightly higher than 0
due to the possibility that some animals are not observed. The advantage of these non-zero
predictions is that they take into account the possibility that an animal was at a site but was
missed, while the disadvantage is that a non-integer valued prediction does not make practical sense. However, if a map were made with SPEDAR, then the predictions for all of the
sites with observed counts of 0 would actually be 0, which is not realistic unless detection
is perfect.
2.5.2

Other Possible Extensions

Peters et al. (2014) use a distance sampling method to estimate the moose population total
in Alberta, Canada. Additionally, they compare their method to a block survey estimate that
does not account for imperfect detection of moose, concluding that their distance sampling
method likely provided more precise estimates. It would be interesting to compare this
new FPBK estimator adjusted for imperfect detection with an estimator from a distance
sampling survey of roughly equal cost. Comparing the two estimators in terms of bias and
rMSPE might give some insight into the conditions in which distance sampling is better
than aerial block surveys and vice versa when detection is not perfect.
Another extension to this work would be to more closely examine the two types of estimators explored here (dividing by estimated detection probability site-wise versus dividing
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by the mean estimated detection probability) in a more general setting. If these are examined in a less complex setting, we might be able to provide some theory as to when one
estimator is better than the other in terms of bias and rMSPE.
Seeing how the model behaves without new sightability trials for each count survey
would also be quite useful. Christ (2011) notes the high cost in obtaining sightability data
and that conditions could vary in the future. So, is it possible to use past sightability data
on current moose-count surveys with possible random effects for year or season reliably
so that we would not have to expend resources doing repeated sightability trials? Or, will
survey conditions change so much that not having sightability trials with each survey will
give biased results? If the former is true, agencies could spend more resources on actual
sampling, thus lowering the prediction variance of the population total predictor.
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3
Bayesian Hierarchical Models to Predict
Abundance with Imperfect Detection
3.1

Background: Spatial Generalized Linear Mixed Models

For the moment, assume that we have perfect detection. Then, to model the population
abundance, we can use a spatial generalized linear mixed model (sGLMM) with a count
distribution, typically Poisson or negative binomial, for the observed counts,

[zs |β, ys , Xs ] = Poisson(exp(Xs β + ys )),

(3.1)

where the notation [a1 |a2 , . . . , ab ] is the distribution of a1 given a2 . . . ab , zs is a vector of
total counts on the sampled sites, and exp(s) is an operation that exponentiates each element
of the vector s. For the log-scale mean struture, β is a vector of regression coefficients and
Xs is a design matrix with covariates for predicting abundance on the sampled sites. Let
the log-scale spatial random effects on the sampled sites, ys , have a multivariate normal
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distribution that depends on the covariance matrix Σθ through the spatial parameter vector
θ,
[ys |θ] = MVN(0, Σθ ).

(3.2)

In the case of a geostatistical model, a common structure for Σθ is the exponential model
with partial sill, range, and nugget parameters composing θ (equation 2.4). In this model,
the range controls how quickly correlation decays with distance while the partial sill and
the nugget comprise the total amount of variability that is in the spatial correlation model
and that is unrelated to the correlation model, respectively.
Denoting the prior distributions for the regression coefficients β and the spatial covariance parameters θ as [β] and [θ], respectively, the full joint distribution of our data zs and
the unobserved quantities of interest is

[zs , β, ys , θ|Xs ] = [zs |β, ys , Xs ][ys |θ][β][θ].

Then, using Bayes’ theorem, the conditional distribution of all of the unobserved quantities
given the observed data and design matrix is,

[β, ys , θ|zs , Xs ] = [zs , β, ys , θ|Xs ]/[zs ] ∝ [zs |β, ys , Xs ][ys |θ][β][θ].

(3.3)

Note that we can use geostatistical models (Section 3.2) or conditional autoregressive
(CAR) models (Section 3.3) for the random vector ys to account for possible spatial autocorrelation.
3.1.1

Expansion to Include Detection

Without additional information for the observed count data from a single survey on a certain
number of sites, incorporating detection into a model is intractable. One possible source of
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detection data is sightability trials, in which a survey on a site is done where an object of
interest is known to be either sighted or missed. Alternatively, Royle and Dorazio (2006)
describe a model that assumes that some sites are surveyed on more than one occasion
during the sampling protocol in order to avoid confounding variability due to abundance
and variability due to detection. Kéry et al. (2009), Dail and Madsen (2013), and Poley et al.
(2014) construct abundance or occupancy models for open populations that are assumed to
be closed during certain intervals of sampling. Webster et al. (2008) use repeated counts to
model bird density with a CAR model for the spatial dependence component. The repeated
count component of the model is based on the N-mixture models (Royle, 2004) for repeated
plot sampling.
All of these multiple survey models are similar to the radiocollar model described below
in that they use a random process to generate “true” counts and use some variation of a
multinomial model for the observed counts. The source of sightability estimates is different
in that the radiocollar model assumes a separate survey of radiocollared animals while
replicate count models use multiple surveys on certain sites to inform detection. Kéry
and Schmidt (2008), Schmidt and Pellet (2009), and Tanadini and Schmidt (2011) give
additional examples citing the importance of including estimates of detection probability
in ecological analyses instead of assuming that detection probability is always equal to one.
Sightability trials can be performed using radiocollared animals since it is known whether
or not radiocollared animals are missed during a sightability survey. With the sightability
data on radiocollared animals, described in more detail in subsection 2.2.4, we can fit a
logistic regression model. Denoting r as the vector of Bernoulli response data for whether
or not each radiocollared animal was detected,

[r|γ, Xdr ] = Bernoulli(expit(Xdr γ)),
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where expit(s) is a vector with elements that take the inverse logit of each element of the
vector s, Xdr contains predictors for detection probability for sites with radiocollared
animals, and γ is a vector of logistic regression coefficients. Note that not all sites will
have a radiocollared animal, and it is possible that a particular site will have more than one
radiocollared animal. Therefore, the number of rows of Xdr is different than the number
of rows of Xs in the abundance model. However, from the fitted regression model, we can
predict detection probabilities on other sites without radiocollared animals in those sites,
provided all covariate values are available.
Let ws be the vector of observed counts, and let Xds be the design matrix for prediction
of detection probabilities on the sites with a sampled wi . Then, we have the following
distribution for the observed count vector ws given the actual counts, the regression coefficients for the detection model, and the design matrix for the detection model:

[ws |zs , γ, Xds ] = Binom(zs , expit(Xds γ)).

(3.4)

We can then expand the model in equation (3.1) to include the possibility of imperfect
detection,

[zs , ys , β, θ, γ|ws , r, Xs , Xdr , Xds ] ∝ [ws , r, zs , ys , β, θ, γ|Xs Xdr , Xds ]

(3.5)

= [ws |zs , γ, Xds ][zs |β, ys , Xs ][ys |θ][β][θ][r|γ, Xdr ][γ],

where [γ] is a prior distribution for the logistic regression coefficients. We use the model
in equation (3.5) for any site with an observed count wi . Section 3.2 discusses prediction
on unsampled sites in the geostatistical context.

42
3.2

Geostatistical Prediction

We use Markov Chain Monte Carlo (MCMC) methods to obtain the joint posterior distribution of all of the unobserved model parameters given the data and observed covariates,

[zs , ys , γ, β, θ|ws , r, Xs , Xdr , Xds ].

(3.6)

The fitting details of the Metropolis-Hastings MCMC method are given in Appendix A.2.1.
The joint posterior distribution (3.6) is for the total counts on sites only where we have observed counts. For sites without an observed count, we can predict the total count for each
MCMC iteration using properties of the multivariate normal distribution and composition
sampling.
More specifically, we use an approach similar to that of Diggle et al. (1998) to obtain
realizations of the spatial process on unobserved sites for each MCMC iteration. For each
iteration k of the MCMC chain, we have a realization of the latent n × 1 vector ys,k on the
log scale for the sites with observed counts as well as spatial covariance parameters θ k and
regression coefficients β k . Let yu,k denote the N − n × 1 vector of spatial random effects
on the unsampled sites for iteration k, where N is the total number of sites in the region
of interest. Then, conditional on the ys,k and θ k and assuming E(ya ) ≡ (ys , yu )0 = 0, we
can generate yu,k on the log scale for the unobserved sites from the conditional multivariate
normal distribution

−1
0
yu,k |ys,k , θ k ∼ MVN(Σcov,k Σ−1
ss,k (ys,k ), Σuu,k − Σcov,k Σss,k Σcov,k ),

where Σss,k is the covariance matrix for the observed sites generated from θ k , Σuu,k is the
covariance matrix for the unobserved sites generated from θ k , and Σcov,k is the (N − n) by
(n) matrix of covariances of the unobserved sites with the observed sites generated from
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θk .
After exponentiation, we use composition sampling to take independent draws for the
total counts zu,k on each unsampled site according to the Poisson distribution with mean
parameter vector exp(Xu β k +yu,k ), where Xu is the design matrix for the abundance model
on unsampled sites. Banerjee et al. (2014, pages 132-133) describe composition sampling
in detail. In short, composition sampling involves sampling from a particular distribution
and subsequently using those sampled values as parameters for the sampling of a second
distribution.
Inversion of covariance matrices in models with nugget effects is generally more stable
than inversion of models without a nugget effect (Peng and Wu, 2014). In Bayesian methods, computational instability can be even more problematic because we must invert the
covariance matrix in each step of an MCMC chain. One matrix that is not computationally
invertible could stop the chain. Therefore, we only consider geostatistical models with a
nugget effect as one of the components of the vector θ. For models without a nugget effect,
Booker et al. (1999) diagonalize the covariance matrix by adding a small amount of 1e−6
to the diagonal. This can be a useful strategy if the analyst wishes to avoid the fitting of a
nugget effect but wants to maintain computational stability in the Bayesian spatial model.
Results for the Bayesian geostatistical model are discussed in Section 3.5. We now
discuss CAR models for areal data in more detail.
3.3

CAR Model Background

Markov processes can be useful as models for irregularly-shaped polygonal data that allow for spatial autocorrelation among a response variable of interest measured within the
polygons (Besag, 1975). The Conditional Autoregressive (CAR) model, a specific type
of a spatial Markov process model, typically allows each site to have a number of nearby
“neighboring” sites. Each site i is independent of all of the other sites in the region of
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interest conditional on the values of the variable of interest in site i’s neighboring sites.
Autocorrelation is indirectly specified by modeling the inverse of the covariance matrix,
called the precision matrix.
Because the inverse of the covariance matrix is modeled, CAR models have gained
traction in the Bayesian setting. There is no longer a need to invert the covariance matrix
at each step in an MCMC chain. The Bayesian setting also allows for relatively complex
hierarchical models, making them useful for modeling non-normal count data. Wang and
Kockelman (2013) model pedestrian crash counts, Aguero-Valverde (2011) model vehicle
crash counts, Carroll and Johnson (2008) model spotted owl habitat associations, and Lichstein et al. (2002) model the abundance of three species of songbirds, all using hierarchical
Bayesian CAR models. Keitt et al. (2002) show the importance of accounting for spatial
correlation in modeling ecological data through a series of examples, as conclusions can
change dramatically if the analyst assumes spatial independence. Note that CAR models are not strictly Bayesian models and that they can also be estimated in the frequentist
setting; see Banerjee et al. (2014), for example.
The above examples illustrate the usefulness of CAR models in modeling spatial autocorrelation with the general goal of determining association of covariates with a response
or of describing spatial properties of the system in study. As Ver Hoef et al. (2018) note,
using CAR models with the goal of predicting a response on one or more unobserved sites
is less common. Some exceptions include the prediction of Cerulean Warbler abundance
by Thogmartin et al. (2004), the extension of Thogmartin et al. (2004) to the prediction of
the abundance of five grassland bird species by Thogmartin et al. (2006), the prediction of
harbor seal counts by Ver Hoef and Jansen (2007), and the prediction of nitrous oxide by
Huang et al. (2013).
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3.4

CAR Model Construction for Imperfect Detection Models

For the CAR model, we are working with a similar overall model structure as the geostatistical model:

[zs ,ys , β, θ CAR , γ|ws , r, Xs , Xdr , Xds ] ∝ [ws , r, zs , ys , β, θ CAR , γ|Xs , Xdr , Xds ]
= [ws |zs , γ, Xds ][zs |β, ys , Xs ][ys |θ CAR ][β][θ CAR ][r|γ, Xdr ][γ],

(3.7)

where θ CAR denotes the vector of parameters used to model the precision matrix Σ−1
CAR for
the random effect vector ya .
The model in equation (3.7) is similar to the Bayesian geostatistical model (3.5), except
that the underlying spatial surface follows a CAR model where the precision matrix and,
therefore, the covariance between two sites is dependent on a pre-specified neighboring
structure. However, we still have that

[zs |ys , β, Xs ] = Poisson(exp(Xs β + ys )).

(3.8)

Unlike the geostatistical model, it is easier to discuss the CAR model in terms of the random
effects for all of the sites, ya , instead of the sampled sites only. Sampled sites could have
unsampled sites as neighbors, so the precision matrix necessarily involves all sites in the
region of interest.
We model the inverse of ΣCAR as a conditional autoregressive model based on a weighting matrix W with elements wij . The particular values for W can be chosen in many practical ways. For example, Cressie and Chan (1989) use distance between the centroids of
sites as a way to construct the weight matrix W. Another common way to assign weights
to areal polygonal data collected in distinct sites is to assign a positive weight if and only if
two sites share a boundary. In this case, wij = 1 if site i and site j share a border and wij =
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0 if the sites do not share a border. A site is not a neighbor with itself so wii = 0 for each i.
Letting ρ denote the autocorrelation parameter, define the matrix C ≡ ρW with elements cij . The conditional model for yi given all other values of the latent vector ya is

yi |y−i

N
X
∼ N(
cij yj , σ 2CAR mii ),

(3.9)

j=1

where σ 2CAR is a variance parameter and mii are proportional to the conditional variance of
yi |y−i and form a diagonal matrix M with elements mii on the diagonal. Using Brook’s
Lemma (Brook, 1964), Besag (1975) showed that the conditional model in equation (3.9)
is equivalent to the following joint model for ya :
ya ∼ MVN(0, σ 2CAR (I − C)−1 M),

(3.10)

where I is the Identity matrix with number of rows equal to the number of sites and (I −
C)−1 M is the correlation matrix. The spatial covariance matrix in equation (3.10) is valid
if ρ is between the inverse of the smallest eigenvalue of W and the inverse of the largest
eigenvalue of W (Assuncao and Krainski, 2009). If ρ is on the upper boundary of its
parameter space, the inverse of the largest eigenvalue of W, then the resulting model for
the spatial random effect is known as the Intrinsic Autoregressive (IAR) model (Besag and
Kooperberg, 1995).
3.4.1

Weight Standardization

Typically, in practice, the weight matrix is standardized. Let W+ denote the standardized
weight matrix with elements wij /wi+ , where wi+ is the sum of the wij in row i. Then, the
mii that make the CAR model a valid model are mii = 1/wi+ . The row-standardized CAR
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model therefore has covariance matrix

Σ+ = σ 2CAR (I − ρ+ W+ )−1 M+ ,

(3.11)

where M+ ≡ diag(1/wi+ ) and ρ+ is an autocorrelation parameter such that −1 < ρ+ < 1
in order for the CAR model to have a valid covariance matrix (Haining et al., 2009). Since
M+ is a diagonal matrix, then
Σ−1
+ =

1
σ 2CAR

M+ −1 (I − ρ+ W+ ).

(3.12)

Standardization of the weight matrix has the intuitive property that sites with more
neighbors will generally have a smaller variance than sites with fewer neighbors since sites
with more neighbors will have smaller mii values (Ver Hoef et al., 2018).
3.4.2

Choice of Weight Matrix

Choosing a weight matrix is not an inconsequential task. Earnest et al. (2007) evaluate
four different adjacency-based weight matrices, seven different distance-based matrices,
and one covariate-based weight matrix, finding that the choice of the weight matrix influences the smoothing properties of the resulting CAR model. Best et al. (2005) compare
a few different latent spatial distributions for the underlying spatial surface in the disease
mapping setting, again noting that the resulting smoothed maps can change depending on
the model chosen. Therefore, in addition to a sensitivity analysis for prior distributions of
relevant parameters, a sensitivity analysis for the weighting structure should be performed
to examine the degree that predictions change with different weighting structures.
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3.4.3

Fitting the CAR Model

We use Metropolis-Hastings MCMC to fit the CAR model, with details described in Appendix A. We can predict the spatial random effect on sites without an observed count
using Gibbs’ sampling and equation (3.9), thus drastically speeding up the MCMC chain
for regions with a large number of unsampled sites.
3.4.4

CAR Model Variance Parameter

One issue with using the CAR model in an sGLMM is that the variance parameter influences both the degree of spatial dependence and the amount of overdispersion (Leroux
et al., 2000). One approach to counter this is to allow an independent random effect on
the log-scale in addition to the spatially dependent CAR random effect. In model (3.7), we
could allow for the possibility of variability in the mean vector for the counts that is unrelated to spatial correlation, essentially adding another vector of random effects with mean
0 and diagonal covariance matrix. These extra random effects are somewhat similar to the
addition of a nugget effect in the geostatistical model. Besag et al. (1991) use a similar
model in the IAR case, named the convolution model, to allow for an independent random
effect.
Another possibility is to use the CAR model proposed by Leroux et al. (2000). In this
model, the distribution of the random effects ya is
[ya |ρ, σ 2CAR ] = MVN(0, σ 2CAR (ρWl + (1 − ρ)I)−1 ),

(3.13)

where the diagonal elements wii of the weight matrix Wl are ni , the number of neighbors
of site i, and the off-diagonal elements wij are -1 if i and j are neighbors and 0 otherwise.
Note that ρ = 0 results in independent random effects with equal variance.
The Leroux model has a single vector of random effects that can be spatially autocor-
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related or uncorrelated depending on the value of ρ. Lee (2011) outlines the Besag et al.
(1991) convolution model with the extra vector of independent random effects and compares this model to other possible CAR models, including the basic IAR model, a model
proposed by Stern and Cressie (2000), and the model proposed by Leroux et al. (2000)
across a wide variety of spatial autocorrelation strength. Lee (2011) finds that the Leroux
model performs the best under different degrees of spatial autocorrelation. One appealing characteristic of the Leroux model is that when there is no spatial autocorrelation, the
model gives sites the same variance regardless of the number of neighbors. If sites are
indeed independent, then we would not expect a site with more neighbors to have a smaller
conditional variance because these neighboring sites do not provide any extra information
about the site of interest. However, when there is spatial autocorrelation, the Leroux model
generally allows sites with more neighbors to have a smaller conditional variance. MacNab
(2003) fits both the Leroux model and the convolution model to a hierarchical Bayesian
model with a logit link function, finding that the Leroux model is generally insensitive to
prior distributions on the precision parameters while the convolution model can be quite
sensitive to these priors.
We also find that, in the Togiak moose survey data, the convolution model yields unrealistic results while the Leroux model gives results that are more aligned with geostatistical
frequentist and Bayesian predictions. Therefore, in the data analysis section, we only further consider the Leroux model for the CAR random effects.
3.5

Model Results and Discussion

Recall the Togiak March moose survey data, described in more detail in Chapter 2. Briefly,
there are 1136 total sites that are stratified into a high stratum and a low stratum according
to previous knowledge of the moose distribution. Figure 3.1 shows a map of the sites, as
well as how the sites are stratified. In the frequentist analysis, there were no covariates that
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were thought to be useful for predicting detection. For the CAR model, we use stratum
as a covariate for the count model while for the Bayesian geostatistical model, we fit both
a model with stratum as a covariate and a model that fits the two strata separately with
possibly different autocorrelation parameters and variances.
A benefit of using the hierarchical model is that it can accomodate zero-inflated data
through a small mean on the log-scale. However, in the Togiak March moose data set, there
is an abundance of observed zero counts both in the low stratum and in the high stratum
coupled with a few very large counts in the high stratum. If we have many regions with
zero counts and a few sites with very large counts, then the negative random effects ys on
the sites with the zero counts become large in absolute value. Having many such negative
random effects drives our overall variance parameter in the CAR model upward on the
log scale. A large variance parameter then has the potential to cause unreasonably large
random effects for unobserved sites in the yu vector near observed sites with large counts.
The effect is then exaggerated by exponentiation in the mean vector of zu , thus yielding
unreasonably large predictions of the population total.
A similar phenomenon occurs in the geostatistical models. The issue can be seen most
clearly in our real data example if we “adjust” the data to make some of the observed zero
counts equal to one instead of zero. We randomly select half of the low stratum zero counts
and half of the high stratum zero counts to be converted to ones. In the March moose
survey, this amounts to changing 19 zeroes in the high stratum to ones and 23 zeroes in the
low stratum to ones. We refit the model using the altered data with the geostatistical model
with stratum as a covariate, but similar results hold for the geostatistical model fitting each
stratum separately and the CAR model.
Our general intuition should tell us that increasing the observed counts will give a larger
prediction for the population total. Table 3.1 compares the posterior medians of the altered
data to the posterior medians using the original data. If we only examine sites that have
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Figure 3.1: Stratification Map of the sites in Togiak for the March moose survey in 2017.
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an observed count, then we indeed see that the predicted total for observed sites is higher
if we alter the data by changing some zeroes to ones. For the unaltered data, the median
of the posterior for the total on observed sites is 1285 moose with a 90% credible interval
from 1218 to 1386 moose. For the altered data, the median of the posterior for the total on
observed sites is 1340 moose with a 90% credible interval from 1258 to 1449 moose.
However, the predicted total for the unsampled sites actually decreases when we convert some of the observed zeroes to ones because the log-scale means of the total counts no
longer wander into unreasonably negative territory. Therefore, the variance random variable stays within more reasonable bounds and the log-scale random effects do not get so
large for the unobserved sites. The median of the posterior for the total on the unsampled
sites in the unaltered data is 3646 moose with a 90% credible interval from 2185 to 7030
moose. For the altered data, the median of the posterior is 3443 moose with a 90% credible
interval from 2419 to 5077 moose. So, we see that the altered data actually has a lower
prediction for the population total on the unsampled sites than the unaltered data. This is
also true of predictions for the entire population total. The median of the posterior for the
total in the unaltered data is 4971 moose with a 90% credible interval from 3442 to 8287
moose while the median of the posterior for the total in the altered data is 4800 moose with
a 90% credible interval from 3734 to 6448 moose.
These results show that the model in its current state is inadequate: a good model should
usually give a larger overall prediction when we observe more animals. We would like to
address this issue associated with the large number of zero counts without actually altering
our observed data.
To do so, we use a symmetric truncated normal distribution on the random effects.
Keeping the truncated normal symmetric still allows the random effects to have mean zero,
but choice of the truncation bounds is not trivial. We would like to choose the bounds
so that negative random effects do not get unreasonably low while allowing for sites with
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Table 3.1: Posterior medians for the sampled sites, the unsampled sites, and all sites for the
March Togiak moose data and altered data that changes one half of the observed zeroes to
ones.
Unaltered Altered
Sampled
1285
1340
Unsampled
3646
3443
Total
4971
4800
high counts to have large positive random effects. For each of the three types of models,
geostatistical with stratum as a covariate, geostatistical with separate autocorrelation models for the strata, and CAR with stratum as a covariate, we fit the Bayesian model without
truncation. The maximum random effect on any observed site for each of the three models
is between 5 and 5.5. Therefore, we choose -5.5 and 5.5 as the truncation bounds for the
random effects on sampled sites for all three models. Note, however, that we still allow
unsampled sites to have random effects that are outside the truncation bounds.
Using the truncated normal distribution for the distribution of the spatial random effects keeps the variance parameter smaller, yielding predictions that are aligned with what
biologists know to be reasonable.
Another approach to keep the variance of the spatial random effects within a reasonable
range is to modify the prior for the variance components on the log-scale to be 1/(σ 2 )a instead of 1/(σ 2 ), where a is larger than one. With the truncated normal distribution for the
spatial random effects, restricting the variances in this way makes only a small difference
in the predicted total and the prediction intervals. Without the truncation, placing a stronger
prior on the variance components helps to reduce the number of exceedingly large counts,
but still yields unreasonably large predictions. In the future, a hurdle model could be investigated to examine whether this type of model adequately compensates for the large amount
of zeroes without inflating the variance of the spatial random effect on the log scale. For
the results that follow, we only present the predictions from using the truncation approach.
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We also investigate the possibility of a negative binomial model to account for overdispersion. Haining et al. (2009) compare the Poisson model and the negative binomial model,
which allows for overdispersion in the count data through the extra parameter in the negative binomial distribution. Unlike in a standard Poisson GLM, a Poisson GLMM can
actually allow for overdispersion through the variance of the spatial random effect terms.
Which model works best seems to be dependent on the particular data set used in modeling the counts. In our data set, we find that the overdispersion parameter in the negative
binomial model is negligible so we only include results from the Poisson model.
For both the geostatistical model and the CAR model, details of the MCMC algorithm
used are given in Appendix A.2.1 and details of the prior distributions used on Bayesian
“fixed” effects and variance components are given in Appendix A.2.2.
3.5.1

Geostatistical Results

For the Bayesian geostatistical model, we can consider stratum to be either a covariate in
the design matrix Xs or we could fit the model separately for each stratum. If fitting separately for each stratum, note that, since both strata depend on the same sightability trials,
iteration k in the MCMC chain for each stratum uses the same current values of the detection probabilities. Therefore, while we assume no cross-covariance in the random effects
in the two strata, counts are still correlated across strata through the detection probability
random variable.
Which of these two models should be used depends on the specific unit being counted
and the specific study area. If it is reasonable to believe that both the high stratum and
the low stratum share a common covariance structure on the log scale, then we would
fit the model with stratum as a covariate. Doing so would give us more data to obtain the
distributions of the covariance parameters. Because the spatial modeling is on the log scale,
sites with higher counts still have a larger variance for the total count from the Poisson
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distribution. On the other hand, if we think that it is unreasonable for the low stratum and
the high stratum to share a common covariance structure on the log-scale, then we would
fit the two strata separately, obtaining different covariance posterior distributions for each
stratum. We choose to use a Gaussian covariance structure for both models, but compare
the results to those obtained using an exponential covariance structure in Appendix A.2.4.
To help make an assessment about whether stratum should be included as a covariate,
we use a method by Diggle et al. (1998) for constructing a semivariogram estimator in
the Bayesian setting. Since we have covariance parameters from many iterations in the
MCMC chain, we can treat the entire semivariogram function as a posterior quantity of
interest. In the sGLMM setting, the semivariogram is less interpretable since we assume
that the latent vector y is spatially correlated on the log scale while our count data is not
on the log scale. However, examination of the fitted semivariogram model can still inform
whether or not there are any strange patterns in the covariance. We explore the posterior
semivariograms of the two strata in the separate strata model in Figure 3.2, noting that
the Gaussian fitted semivariogram models in the two strata are quite different. The low
stratum has very little spatial autocorrelation and a small overall variance while the high
stratum has a small amount of autocorrelation and a larger overall variance. Therefore, for
this particular data set, we would prefer the separate strata model to the common variance
structure in the model with stratum as a covariate.
Even though we think it is more reasonable to estimate covariance parameters for the
strata separately, we also fit the model with stratum as a covariate so that we can compare
these results to the model that fits strata separately. Table 3.2 gives the median of the
posterior distribution for the total using each of these geostatistical models as well as 90%
credible intervals from the 5th percentile and 95th percentile of the posterior distribution
for the total.
We see that treating stratum as a covariate gives a higher predicted total and a slightly

56

6

Variogram Posterior

Variogram Posterior

6

4

4

2

2

0

0
0

25

50

Distance (TM)

75

100

0

25

50

75

100

Distance (TM)

Figure 3.2: Posterior semivariograms for the low stratum and the high stratum in the model
fitting the strata separately. We randomly choose 400 iterations from the MCMC chain
and plot the exponential model semivariogram for the parameters from each of these 400
iterations. The maximum distance between sites is 191 units.
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Table 3.2: Posterior medians and 90 % credible intervals for the total moose in Togiak in
the separate stratum model and the model with strata as a covariate.
Median 5th %tile 95th %tile
Strata Covariate
4460
3088
6419
Strata Separate
4336
2980
6430
Table 3.3: Comparing the medians of the posterior totals for the low and high strata in the
separate stratum model and the model with stratum as a covariate.
Low Strat High Strat
Strata Covariate
996
3391
Strata Separate
698
3582
more narrow credible interval for the total. The semivariogram from the separate strata
model shows that the random effect in the higher stratum has a larger variance than the
random effect in the lower stratum. Also, note that the number of unsampled sites in the
low stratum, 812, is much higher than the number of unsampled sites in the high stratum,
162. One explanation for the larger prediction of the model with stratum as a covariate
is that, if the variance on the log-scale of this model is between the variance of the low
stratum only model and the variance of the high stratum only model, then we will get
higher predictions for the sites in the low stratum and lower predictions for the sites in
the high stratum. Since there are far more low stratum sites, the overall prediction for the
total increases. We can verify this by comparing the median of the posterior totals for the
low stratum sites and the median of the posterior totals for the high stratum sites in the
covariate model to the separate strata model, shown in Table 3.3. Not shown here, the
overall variance of the model with stratum as a covariate is indeed between the overall
variance of the low stratum model and the high stratum model.
Finally, we give prediction maps in Figures 3.3 and 3.4 for the separate strata model and
the covariate strata model, taking the posterior median count for each site as our prediction.
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Figure 3.3: Sitewise predictions for Togiak using the median of the posterior distribution of
the total count for each site. Strata were fit separately with their own covariance parameters
for the latent random effect.
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Figure 3.4: Sitewise predictions for Togiak using the median of the posterior distribution of
the total count for each site. Stratum was used as a covariate, assuming the same covariance
structure for the high stratum sites and the low stratum sites.
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Figure 3.5: The Rook’s neighborhood. The neighbors of site i are any sites that share a
boundary that is more than a single point.
Table 3.4: Posterior medians and 90 % credible intervals for the total moose in Togiak with
the CAR model.
Median 5th %tile 95th %tile
CAR
4038
3113
5351
3.5.2

CAR Model Results

We also fit a CAR model to the March moose survey data from Togiak using a Rook’s
neighborhood (Figure 3.5). As with the geostatistical model, if there is no restriction on
how large the random effects can reach on each site, then the random effects can get unreasonably large. This greatly inflates the prediction for the total as well as credible interval
bounds. Therefore, we employ the same strategy that we used with the geostatistical model:
the random effects ys follow a truncated normal distribution with lower bound -5.5 and upper bound 5.5. Table 3.4 shows the results from the fitted CAR model.
Fitting a version of the CAR model where strata are fitted separately is possible but
not intuitive. Unless strata are geographically separated, there is a possibility that a high
stratum site could have four low stratum sites as neighbors and vice versa. Looking at the
stratification map in Figure 3.1, we see many such sites in the high stratum. A Queen’s
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neighborhood allows a larger amount of neighbors by making any two sites that share a
boundary, even if that boundary is a single point, neighbors. Even if we were to use a
Queen’s neighborhood, there would still be sites in the high stratum without any neighbors.
A precision matrix that includes sites without any neighbors cannot be inverted to a proper
covariance matrix. Instead of considering neighbors as sites that share a boundary, we
would need to use either a distance-based metric or a nearest-neighbor system to assign
weights to the proximity matrix. We do not investigate these further here, but note that
Earnest et al. (2007) compare various weighting structures for CAR models.
Figure 3.6 shows the map of median posterior predictions from the CAR model, which
is similar to both geostatistical models.
3.5.3

Moose Analysis in 2001

The very large number of zeroes coupled with a few sites that had observed counts in the
hundreds in the Togiak March 2017 data presented some issues for the Bayesian models.
Use of a truncated normal distribution for the random effects prevented predicted counts on
sites from being unrealistically large. We now present a data analysis on a moose survey
from 2001, which has a smaller proportion of observed zeroes than the Togiak data in 2017
and counts that are all well below one hundred.
The data come from a 2001 moose survey in the McGrath region of Alaska, which has a
total of 860 sites. The survey shares many characteristics with the Togiak survey, including
the use of stratification to group sites into two different strata. However, there is more
evidence of spatial autocorrelation in the counts in the McGrath survey. This data analysis
helps to show that the CAR model can work well without the normal truncation for other
moose data sets. However, because we do not have radiocollar data for the 2001 survey, we
use the same detection data as the 2017 survey for illustration.
The results from the Bayesian analysis of the 2001 moose data (Figure 3.7) more closely
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Figure 3.6: Sitewise predictions for Togiak using the median of the posterior distribution of
the total count for each site in the CAR model. Stratum was used as a covariate, assuming
the same CAR model on the random effects.
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Map of Bayesian Predictions for 2001 Moose Data
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Figure 3.7: Prediction map for moose survey data in a 2001 McGrath survey using the CAR
model with a Rook’s neighborhood.

64
Table 3.5: Posterior medians and 90% credible intervals for the total moose in the 2001
Alaska moose data set under the CAR BHM and the FPBK model adjusted for imperfect
detection.
Median Lower Bound Upper Bound
CAR BHM
2261
1858
2826
Frequentist FPBK
1960
1129
2791
align with the frequentist analysis. Table 3.5 shows the posterior median and 90% credible
interval for the total moose in the 2001 Alaska data set. Even without the use of a truncated
normal distribution for the random effects, the posterior median is close to the prediction
from the frequentist analysis. One reason that the prediction intervals differ is that the frequentist analysis assumes normality to construct the prediction interval while the Bayesian
posterior distribution is skewed right.
3.5.4

Additional Assumptions

Unlike Gaussian hierarchical models, misspecification of the covariance function in a nonGaussian sGLMM can result in large biases of any regression coefficients (Diggle et al.,
1998; Wakefield, 2009). However, in the setting of prediction, we typically are less interested in determining association between covariates and abundance. Instead, we simply
want to predict the abundance in a given region; whether or not misspecification would
cause major problems in the predictive context is not known. This makes a sensitivity
analysis of covariance structure type in sGLMMs even more important than in the Gaussian setting. Cressie et al. (2009) outline other general advantages and challenges of using
hierarchical models in ecological settings, including issues of model fitting and validation.
One important assumption of the BHM is that detection probability conditional on detection covariates is independent of the random variable for the latent mean of the total
counts conditional on the count covariates and spatial random effects. One potentially
valid argument against this assumption is that detection could be systematically better on
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sites with a larger group size. In other words, sites with larger group sizes would have
larger latent means, and, even conditional on the relevant covariates, could systematically
have higher detection than sites with smaller latent means. When not accounted for, this
would lead to predictions that are too large since the high counts would be inflated by a
detection probability that is too small. Langtimm et al. (2011) discuss the issue of group
size and detection in the context of predicting manatee abundance. They find that there is
higher detection of larger group sizes, but, once a group is detected, there is lower detection of individuals within a larger group than individuals in a smaller group. It is currently
unknown whether group size is associated with detection probability in moose, but, for the
March 2017 sightability trials, there is no significant association between observed group
size and odds of detection in a simple logistic regression analysis.
Because of limitations in the sample size of the sightability data, we also assume that
detection is unrelated to the observer. This important assumption may or may not hold for
the moose surveys. Shirley et al. (2012) found significant inter-observer variability in detection of crocodiles: inexperienced observers had lower estimated detection. However, for
the moose surveys, all observers involved have had similar training in sightability, giving
some evidence that the observers have more similar detection rates than the researchers in
the crocodile abundance study.
3.6

Summary

We have developed and applied a BHM to areal count data, incorporating imperfect detection from a separate study on sightability using radiocollars. One major challenge in
model fitting was the abundance of observed zeroes coupled with a few sites with counts
in the hundreds. We used a truncated normal distribution to prevent the spatial random
effects from becoming unrealistically large on the log scale. Future work could investigate
other approaches to handle this issue and compare those approaches to the truncated normal
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method.
Additionally, we noted in the geostatistical model that using stratum as a covariate instead of fitting the strata separately was unrealistic. The two strata had very different variances on the log-scale. However, given the typical neighboring structures of CAR models,
fitting the two strata separately is more challenging. In the future, we could investigate different weighting schemes where the precision matrix uses k-nearest neighbors or a distance
based metric. Doing so would allow us to fit strata separately and still use the CAR model.
For many of the moose surveys, the BHM is impractical because takes too long to run to
receive widespread use by biologists. However, adjustments to the Bayesian model to make
inference about quantities other than the population total like occupancy are easier to implement than such adjustments in the frequentist FPBK model. Therefore, the BHM offers
more flexibility, but is probably not the right choice for standard moose survey analyses.
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4
Estimating the Variance of the
Element-wise Product of Two Random
Vectors
4.1

Variance of Univariate Product of Two Random Variables

Consider the variance of the element-wise, or Hadamard, product of two random vectors
that are independent of each other, but may contain correlated elements. Though the true
covariance matrix is known and always positive definite, it can be challenging to construct
a “good” estimator that is positive definite under all possible distributions of the random
vectors. We first examine the simpler setting of the variance of the product of two random
variables before extending to the element-wise product of two random vectors.
Goodman (1960) shows the exact variance of the product of two independent random
variables in the univariate case along with an unbiased estimator. Goodman (1962) extends the results to the product of more than two mutually independent random variables.
Bohrnstedt and Goldberger (1969) relax Goodman’s independence assumption and give the
exact variance of the product of two correlated random variables with a joint distribution.
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Brown (1979) derives the moments of the product of two independent random variables,
given that the moments of the two random variables are known. The variance of the product of random variables has applications in economics (Bacon, 1980), in test score theory
(Bohrnstedt and Goldberger, 1969), in psychological and sociological models (Bohrnstedt
and Marwell, 1978), and in adjusting moose surveys for sightability (Gasaway et al., 1986).
Let X and Y be independent random variables with means µx and µy and variances σ 2x
and τ 2y , respectively. Then, using properties of variance and that X and Y are independent,
Goodman (1960) shows that the variance of the product XY is

var(XY ) = µ2x τ 2y + µ2y σ 2x + σ 2x τ 2y .

(4.1)

If we know σ 2x and τ 2y , then an unbiased estimator for this variance is
var(XY
c
) = X 2 τ 2y + Y 2 σ 2x − σ 2x τ 2y .

(4.2)

c
) = X 2 τ̂ 2y +
If we have unbiased estimators, σ̂ 2x and τ̂ 2y , for σ 2x and τ 2y , then var(XY
Y 2 σ̂ 2x − σ̂ 2x τ̂ 2y is still unbiased for var(XY ). Note that the estimator in (4.2) is entirely
moment-based and thus makes no distributional assumptions about X and Y .
There is a potential problem with the unbiased estimator: it can take on negative values.
In particular, if X and Y are discrete and each have a realization of zero, then the resulting
estimate for the variance will be negative. In less extreme cases, a negative estimate for the
variance can still arise when the observed x and y are both small and the variances of X
and Y are large.
A negative variance estimate from an estimator using moments is not unique to equation
(4.2). In mixed effects models, for example, method of moments estimators for the variance
components of the random effects could be negative (Thompson and others, 1962). It is
common practice to set negative estimates equal to zero in subsequent analyses, as in Gao
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et al. (2017), for example.
Constructing an adjusted estimator var(XY
c
)adj that is equal to var(XY
c
) when var(XY
c
)
is greater than zero and equal to zero when var(XY
c
) is less than zero makes var(XY
c
)adj
biased. Still, since we know that variances are always positive, trading bias for a positive
estimator seems reasonable. Issues with this approach arise when the goal is to estimate
the covariance matrix of the element-wise product of two independent vectors instead of
the variance of the product of two independent random variables. A minimum threshold
of 0 is an obvious choice for the variance estimator in the univariate case, but it is more
challenging to ensure that a covariance matrix estimator is always positive-definite in the
vector product case.
4.2

Variance of Element-Wise Product of Two Random Vectors

Ver Hoef et al. (2014) expand the results in equation (4.2) to the element-wise, also known
as Hadamard-Schur, multiplication of two independent random vectors. Let X1 , X2 , . . . , Xn
be random variables that are all independent of the random variables Y1 , Y2 , . . . , Yn . Denote x as the vector of {Xi ; i = 1 . . . n} and y as the vector of {Yi ; i = 1 . . . n}. The true
variance for the product of independent vectors x with mean µx and covariance matrix Vx
and y with mean µy and covariance matrix Vy is

var(x

y) = (µx µ0x )

Vy + (µy µ0y )

where x and y denote column vectors and

V x + Vx

Vy ,

(4.3)

denotes the element-wise product of two

vectors or matrices. Note that while the vectors are independent of each other, the elements
of a particular vector could be correlated with one another.
Ver Hoef et al. (2014) give an unbiased estimator of var(x

y). If V̂x is unbiased for

Vx and if V̂y is unbiased for Vy , an unbiased estimator for the variance of the product is
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the empirical estimator

var(x
c

y) ≡ Σ̂emp = (xx0 )

V̂y + (yy0 )

V̂x − V̂x

V̂y .

(4.4)

Similar to the univariate case, Σ̂emp can result in non-positive definite covariance matrices,
especially when the covariance matrices of x and y are large and the realized values of x
and y are small. However, if Σ̂emp is not positive-definite, it is less clear how to proceed.
If we need to invert Σ̂emp , then we would like it to have as little bias as possible while
remaining stable. A major challenge in developing a reasonable covariance estimator of
(4.3) is ensuring that the estimator is stable over a wide variety of scenarios. For example,
we could modify equation (4.4) by multiplying the third term with the largest constant
a, 0 ≤ a ≤ 1, such that the matrix estimate is positive definite. However, the resulting
estimator from this modification is “barely” positive definite with one or more eigenvalues
very close to zero. Thus, the inverse is often quite unstable.
The instability of covariance matrix inversion is not a problem that is unique to this
context. Stein (1986) discusses the issue of instability in the context of estimating the covariance matrix of a multivariate normal distribution, proposing an estimator that shrinks
the eigenvalues of the estimated covariance matrix. Daniels and Kass (2001) further explore eigenvalue shrinkage to construct estimators for covariance matrices in small sample
settings that are more stable than those obtained using maximum likelihood or restricted
maximum likelihood. The Daniels and Kass (2001) estimators offer a middle-ground between unstructured and structured covariance estimators.
The issue of inversion instability also appears in much of the literature on large matrix inversion. Different types of thresholding strategies are often used for large matrices,
introducing zeroes to the covariance estimator for faster matrix inversion (see, for example, Bickel et al. (2008), Bien and Tibshirani (2011), Cai et al. (2012), Rothman et al.
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(2009)). Yet, it is possible to obtain a non-positive definite covariance matrix estimate
through thresholding. Therefore, both large matrix estimators using thresholding and some
element-wise product variance estimators result in matrices that are desirable in a particular
way but that also have the possibility of being non-positive definite.
4.2.1

What is a “Good” Estimator?

We need to choose a metric to measure the “goodness” of our possible covariance matrix estimators. Though there are many possible purposes in estimating a covariance matrix, we focus on the goal of using the covariance matrix for prediction of an unobserved
random variable. A common distance to minimize between two covariance matrices A
and B is the Frobenius norm of the difference between the two matrices: kA − Bkf =
(trace((A − B)0 (A − B))1/2 ). However, note that in prediction, the Frobenius norm may
not be the measure of matrix distance that we want to minimize. There are instances when
the estimated covariance matrix might have a very large Frobenius distance from the true
covariance matrix but still be “good” for prediction. As an illustrative example, suppose
that we use simple kriging with a known mean vector of µ = 3 · 1, where 1 is a column
vector of 1’s of length four, to predict a response variable at a single unobserved location
z4 from three observed locations with responses z1 = 4, z2 = 6, z3 = 7. Let the true
covariance matrix be





1
1
1.1 1


 1 1.1 1
1


Σ=
.

1
1
1.1
1




1
1
1 1.1
Then, we can predict the unobserved value from the simple kriging equation for the
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Best Linear Unbiased Predictor (BLUP) defined in Gneiting and Guttorp (2010),

ẑu = µu + Σus Σ−1
ss (zs − µs ),

(4.5)

0
var(ẑu ) = σ uu − Σus Σ−1
ss Σus ,

(4.6)

with prediction variance

where a subscript u denotes an unobserved quantity, a subscript s denotes an observed
quantity, Σus denotes covariance of unobserved sites with observed sites, Σss denotes the
covariance matrix of the observed sites, and σ uu denotes the variance of the unobserved
site. Using equations (4.5) and (4.6), the prediction using the true covariance matrix is 5.58
with a prediction variance of 0.1323.
Now suppose that we construct two candidate estimators for the covariance matrix,



100.1
100
100
100




 100 100.1 100
100 


Σ̂1 = 
,
 100

100
100.1
100




100
100
100 100.1
and




 4 0.1 0.1 0.1


0.1 4 0.1 0.1


Σ̂2 = 
.
0.1 0.1 4 0.1




0.1 0.1 0.1 4
The prediction using Σ̂1 is 5.67 with a prediction variance of 0.133, and the prediction

using Σ̂2 is 3.19 with a prediction variance of 3.99. The prediction with Σ̂1 matches quite
closely with the prediction using the true covariance matrix. However, the Frobenius distance between Σ̂1 and Σ is much larger at 396 units compared to the Frobenius distance
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of 6.59 units between Σ̂2 and Σ. Therefore, the Frobenius distance between two matrices
might not be the most useful metric for matrix similarity when the goal is to use the matrix
for prediction.
Instead of minimizing the Frobenius norm of the difference between two covariance
matrices, we could consider finding a matrix Σ̂ to minimize the Frobenius distance be0
−1
0
−1
tween Σ̂0us Σ̂−1
ss and Σus Σss . From our toy example above, we have that Σus Σss =




0
−1
0.333 0.333 0.333 . For Σ̂1 , Σ̂us Σ̂ss = 0.323 0.323 0.323 while for Σ̂2 ,


0
−1
Σ̂us Σ̂ss = 0.024 0.024 0.024 .

In addition to prediction weights, we also consider the prediction variances. We can
compare the prediction variances generated from any estimators of Σ with the prediction
variance generated from the true Σ. Note that, in practice, Σ is usually unknown. Therefore, we compare these prediction variances in simulations to help choose an estimator but
cannot make this comparison in most data analysis problems.
4.3

Possible Estimators for the Product Covariance Matrix

We begin our investigation with estimators in the simplest possible setting. Suppose that, in
addition to the independence of the vectors, we also have independence of the random variables within the two vectors. Also suppose that X1 , X2 , . . . , Xn are identically distributed
with variance σ 2x and that Y1 , Y2 , . . . , Yn are identically distributed with variance τ 2y . If x̄
and ȳ are the sample means of the {Xi ; i = 1 . . . n} and {Yi ; i = 1 . . . n} and σ̂ 2x and τ̂ 2y
are the sample variances, respectively, then an unbiased estimator for var(x

var(x
c

y) = diag(x̄2 τ̂ 2y + ȳ 2 σ̂ 2x +

n
σ̂ 2 τ̂ 2 ),
n+2 x y

y) is

(4.7)

where the diag(·) operator creates a diagonal matrix with n rows, n columns, and (·) on
the diagonal. Though the estimator relies on independence of random variables within a
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vector, constant means, and constant variances, it is both unbiased and positive definite.
When independence of the random variables within a vector does not hold, when the
variances of each element within a vector are different, or when the means of each element
within a vector are different, constructing a “good” positive definite estimator of var(x y)
becomes more complex. For example, in the case of adjusted finite population block kriging in Chapter 2 with site-wise adjustments of counts by detection probabilities, neither the
vector of the random variables for the true counts nor the estimated detection probabilities are independent. Additionally, the means and variances of the detection probabilities
are different if there are covariates in the detection model. Clearly, the estimation of the
covariance matrix in this more general setting is more complex than the estimation of the
covariance matrix in equation (4.7).
The following are a few approaches to construct an estimator for equation (4.3) that
performs better than equation (4.4). A simple solution to the possible non-positive definiteness of the estimated covariance matrix is to introduce some bias and completely eliminate
the third term in equation (4.4),

var(x
c

y) = (xx0 )

V̂y + (yy0 )

V̂x .

(4.8)

As a baseline estimator, we also consider the “plug-in” estimator Σ̂p , which simply estimates var(x

y) by substituting µ̂x , µ̂y , V̂x , and V̂y for µx , µy , Vx , and Vy , respectively,

in equation (4.3),

var
c p (x

y) ≡ Σ̂p = (µ̂x µ̂0 x )

V̂y + (µ̂y µ̂0 y )

V̂x + V̂x

V̂y .

(4.9)

Unlike the estimator in equation (4.4), the plug-in estimator is not unbiased. In fact, if
E(µ̂x ) = µx , E(µ̂y ) = µy , E(V̂x ) = Vx , and E(V̂y ) = Vy , then the expected value of the
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plug-in estimator is

E(Σ̂p ) = µx µ0x

Vy + µy µ0y

Vx + Vx

Vy + var(µ̂x )

Vy + var(µ̂y )

Vx . (4.10)

The bias of the plug-in estimator occurs due to the last two terms of equation (4.10). This
bias decreases to zero as the variances of the mean estimators, var(µ̂x ) and var(µ̂y ), go
to zero, which often occurs asymptotically in estimators of the mean. Using the following
properties, we can show that the plug-in estimator is always positive definite if V̂x and V̂y
are both positive definite.
1. Property 1: The sum of two or more positive definite matrices is also a positive
definite matrix.
2. Property 2: The element-wise product of two positive definite matrices is also a
positive definite matrix.
3. Property 3: Let c be a vector not equal to 0. Then c0 µ̂µ̂0 c = z0 z ≥ 0, where z = µ0 c
so the matrix µ̂µ̂0 is positive semi-definite.
From Properties 2 and 3, µ̂x µ̂0x

V̂y , µ̂y µ̂0y

V̂x , and V̂x

V̂y are all positive definite

matrices. Then, from Property 1, the sum must also be positive definite. In the case that
µ̂x = 0 and µ̂y = 0, the sum will still be positive definite because V̂x

V̂y is positive

definite.
Additionally, if each element of µ̂x and µ̂y is consistent for each respective element
µx and µy and each element of V̂x and V̂y is consistent for each respective element of
Vx and Vy , then the plug-in estimator is consistent element-wise for the true variance in
equation (4.3). The plug-in estimator is a simple, consistent positive-definite baseline that
can be used to measure the performance of a few other more complex estimators, which
are discussed next.
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4.4

Approach 1: Using Effective Sample Size

One approach is to adjust the plug-in estimator using an estimate of effective sample size.
If the elements of x are independent of one another and the elements of y are independent
of one another, then the estimator in equation (4.7) is unbiased for the product variance. In
this estimator, the third term is adjusted by (n − 2)/n, where n is the sample size. When
the elements of x and y are correlated, we can adjust the third term in the plug-in estimator
by (neff − 2)/neff , where neff is the effective sample size (Vallejos and Moreno, 2011),
neff = 10 R−1 1.

(4.11)

Here, 1 is a column vector of 1’s and R is the correlation matrix of x

y. Adjusting by

the effective sample size allows the estimated covariance matrix to remain positive definite
as long as neff is greater than two.
Because we have two vectors x and y, using the covariance matrices Vx and Vy would
yield two effective sample sizes. Instead, we use the plug-in estimator as an initial estimator
of var(x

y) to obtain an estimated correlation matrix R̂ to approximate the effective

sample size for x

y. We then estimate the effective sample size using the estimated R̂

from the plug-in estimator,

var
c neff (x

y) ≡ Σ̂neff =

µ̂x µ̂0x

V̂y +

µ̂y µ̂0y


V̂x +

n̂eff − 2
n̂eff


V̂x

V̂y ,

(4.12)

where n̂eff = 10 R̂−1 1. Equation (4.12) is still not unbiased for the true variance. Additionally, the estimator is not necessarily positive definite, particularly in settings of higher
correlation where n̂eff might be less than or equal to two.
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4.5

Approach 2: Adjusting the Plug-in Estimator to Be Unbiased with the K-estimator

Another approach is to algebraically find an adjustment to the third term in the plug-in
estimator to make each element of the plug-in estimator unbiased. For notational simplicity,

0
let x be a random vector with mean µx = µx1 µx2 · · · µxn and covariance matrix


 σ 11 σ 12 · · ·

 σ 21 σ 22 · · ·

Vx =  .
..
..
 ..
.
.


σ n1 σ n2 · · ·


σ 1n 

σ 2n 

.
.. 
. 


σ nn

(4.13)

0


Similarly, let y be a random vector with mean µy =
ance matrix



 τ 11 τ 12 · · ·

 τ 21 τ 22 · · ·

Vy =  .
..
..
 ..
.
.


τ n1 τ n2 · · ·

µy1 µy2 · · ·

µyn


τ 1n 

τ 2n 

.
.. 
. 


τ nn

and covari-

(4.14)

Then we modify the plug-in estimator by finding a matrix K to make the plug-in estimator unbiased,

var
c k (x

y) ≡ Σ̂k = µ̂x µ̂0x

We call Σ̂k the K-estimator. Let var
c k (x

V̂y + µ̂y µ̂0y

V̂x + K

V̂x

V̂y .

(4.15)

y)ij in equation (4.15) denote the element of Σ̂k
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in the ith row and the j th column, where i and j could be equal. Then the expectation is

E(var
c k (x

y))ij = E(µ̂xi µ̂xj τ̂ ij + µ̂yi µ̂yj σ̂ ij + kij σ̂ ij τ̂ ij )
= µxi µxj τ ij + cov(µ̂xi , µ̂xj )τ ij
+ µyi µyj σ ij + cov(µ̂yi , µ̂yj )σ ij + kij σ ij τ ij .

Assume that µ̂x is independent of V̂y and that µ̂y is independent of V̂x . For i = j, we can
set the expectation equal to the true covariance (4.3) to obtain

kij = 1 −

cov(µ̂xi , µ̂xj ) cov(µ̂yi , µ̂yj )
−
.
σ ij
τ ij

For i 6= j, σ ij 6= 0, and τ ij 6= 0,

kij = 1 −

cov(µ̂xi , µ̂xj ) cov(µ̂yi , µ̂yj )
−
.
σ ij
τ ij

Finally, for τ ij = 0 or σ ij = 0, kij = 0.
These kij elements make the estimator in equation (4.15) unbiased for the true variance
matrix. The K-estimator can be rewritten as
1
Σ̂k = (µ̂x µ̂0x + V̂x − M̂)
2

1
V̂y + (µ̂y µ̂0y + V̂y − Ĥ)
2

V̂x ,

(4.16)

where M̂ = var(µ̂
c x ) and Ĥ = var(µ̂
c y ). In this simplification, the K part of the K-estimator
is re-written in terms of the variance matrices of the mean vectors; however, we still refer
to this estimator as the K-estimator for the remainder of this chapter.
The K-estimator is unbiased as long as µ̂x , V̂x , M̂, µ̂y , V̂y , and Ĥ are unbiased for their
respective quantities of interest. Note that:
• Like the unbiased estimator in equation (4.4), the K-estimator is not necessarily pos-
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itive definite.
• The elements kij are more likely to be negative if var(µ̂xi ) and var(µ̂yi ) are large
relative to var(xi ) and var(yi ). Negative kij are a problem because the addition of
negative kij in the K-estimator can yield an estimator that is not positive-definite.
In many settings, the variance of the estimator for the mean is larger when there is
higher correlation because estimation of the mean is less precise when there is high
correlation.
• If var(µ̂xi ), cov(µ̂xi , µ̂xj ), var(µ̂yi ), cov(µ̂yi , µ̂yj ) all go to 0 ∀i, j as the sample size
goes to ∞, then the K-estimator converges to the plug-in estimator. Under these
conditions, because the plug-in estimator is consistent for the true covariance matrix,
the K-estimator is also consistent element-wise for the true covariance.
• If var(µ̂xi ) = σ ii , cov(µ̂xi , µ̂xj ) = σ ij , var(µ̂yi ) = τ ii , and cov(µ̂yi , µ̂yj ) = τ ij , then the
K-estimator reduces to equation (4.4).
4.5.1

A More General Unbiased Estimator

There is actually a family of unbiased estimators that can be constructed, which have the
unbiased estimators in equation (4.4) and equation (4.16) as the two extremes on a spectrum
of possible estimators. The elements of this estimator are

var(x
c

y)ij = ai (x)aj (x)τ̂ ij + bi (y)bj (y)σ̂ ij + kij σ̂ ij τ̂ ij ,

(4.17)

where ai (x) = ψxi + (1 − ψ)µ̂(xi ), bi (y) = δyi + (1 − δ)µ̂(yi ), 0 ≤ ψ ≤ 1, and 0 ≤ δ ≤ 1.
We obtain the estimator in equation (4.4) when φ = δ = 1, and we obtain the estimator in
equation (4.16) when φ = δ = 0.
The {kij ; i = 1, . . . , n, j = 1, . . . , n} that make this more general estimator unbiased
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are
ψ 2 cov(xi , xj ) + ψ(1 − ψ) cov(xi , µ̂xj )
kij = 1 −
σ ij
ψ(1 − ψ) cov(µ̂xi , xj ) + (1 − ψ)2 cov(µ̂xi , µ̂xj )
−
σ ij
2
δ cov(yi , yj ) + δ(1 − δ) cov(yi , µ̂yj )
−
τ ij
δ(1 − δ) cov(µ̂yi , yj ) + (1 − δ)2 cov(µ̂yi , µ̂yj )
−
.
τ ij
In the context of prediction, we find that the most stable estimator from the family
of estimators in equation (4.17) sets φ = δ = 0, the K-estimator. Therefore, we do not
explore the other members of the family any further here, but note that there could be
contexts where other estimators in the family could perform better than the K-estimator.
4.6

Approach 3: Tapering the K-estimator

For any estimator that may not be positive definite, we need a procedure to force the estimator to be positive definite if we are to have a proper covariance matrix. For the K-estimator
and its family of unbiased estimators, there are two straightforward, naive approaches. Both
approaches involve modifying the eigenvalues of the K-estimator so that all eigenvalues are
positive.
Note that, while the K-estimator is not necessarily positive definite, it is always symmetric. Let both x and y be p-dimensional column vectors. Then, there exists an eigenvalue
P
decomposition of var
c k (x y) = pj=1 λj uj u0j , where λj and uj are the p real eigenvalues
and column eigenvectors of the K-estimator, respectively. To ensure that the K-estimator is
positive definite, for  > 0, we could build a tapered positive definite estimator as

var
c t (x

y) ≡ Σ̂t =

p
X
j=1

λ∗j u0j uj ,

(4.18)
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where λ∗j = max(λj , ). In this tapering procedure, we replace any non-positive eigenvalues with a small value greater than zero to ensure positive definiteness of the resulting
estimator.
Estimation for the covariance of the element-wise product of two random vectors has
been discussed without assuming anything in particular about the covariance structure of
either of the vectors. In the spatial setting, another common way to taper a covariance
matrix estimator is to force off-diagonal elements corresponding to sites that are beyond a
given distance apart to be 0 (Lasinio et al., 2013; Furrer et al., 2006; Kaufman et al., 2008).
If we assume both x and y are spatially correlated, it would be possible to use a similar
approach. However, for the remainder of this chapter, we do not consider approaches
specific to spatial covariance tapering further.
Secondly, we could set 12 V̂x − M̂ =
(4.15), we add the third term K

V̂x

1
V̂
2 y

− Ĥ = 0. For the standard K-estimator

V̂y . When the K-estimator is not positive definite,

we could simply truncate the K-estimator before this addition so that our estimator is

var
c tr (x

y) ≡ Σ̂tr =




µ̂x µ̂0x


Σ̂k

V̂y + µ̂y µ̂0y

V̂x

min(λj ) ≤ 0
(4.19)
min(λj ) > 0.

Then, the only case that the resulting estimator is not positive definite is when µ̂x = µ̂y =
0.
Tapering or truncating the third term in the K-estimator are naive solutions to the positive definiteness issue. Alternatively, we can look to the literature on large matrix inversion. When there are enough observations that inverting a covariance matrix is too
time-consuming, some authors have proposed alternative sparse covariance estimators that
invert more quickly (Rothman, 2012; Xue et al., 2012). However, many of these sparse estimators are not guaranteed to be positive definite, resulting in the need for a modification
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of the sparse estimator when positive definiteness does not hold (Bickel et al., 2008; Choi
et al., 2019).
The following subsection discusses one such procedure for large matrix inversion (Choi
et al., 2019). Specifically, we use linear shrinkage to the identity matrix to ensure that the
K-estimator is positive definite.
4.6.1

Modification of the K-estimator Using Linear Shrinkage

Choi et al. (2019) build a general method to linearly shrink a possibly non-positive definite
covariance matrix to the identity matrix, optimizing a particular distance metric between
the original non-positive definite estimator and the new positive definite estimator. The
procedure is particularly attractive for our purposes in that the authors propose a modification of any non-positive definite covariance matrix. Our estimator, var
c k (x

y), can then

be modified to be positive definite by shrinking it to the identity matrix as

var
c choi (x

y) ≡ Σ̂choi = αvar
c k (x

y) + (1 − α)µI,

(4.20)

where µ is any real number and 0 ≤ α ≤ 1. The goal is to choose µ and α to minimize
a distance metric between Σ̂choi and Σ̂k while constraining the smallest eigenvalue of the
new estimator to be greater than a small value  > 0 (Choi et al., 2019).
The values in equation (4.20) that minimize the Frobenius norm for any Σ̂ 6= cI, where
c is a scalar, are
α=

µ−
,
µ − γ̂ 1

and
Pp
2
i=1 (γ̂ i − γ̂ 1 )
P
,
µ=
p
i=1 (γ̂ i − γ̂ 1 )
where γ̂ i denotes the ith smallest eigenvalue of var
c k (x

y) and p is the dimension of x
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and y. The Choi et al. (2019) estimator is computationally quick, which is particularly
attractive if using a procedure (e.g., R’s optim) that requires many matrix inversions.
The Choi et al. (2019) procedure does require a lower bound  as a minimum for the
smallest eigenvalue. We note that in equation (4.3), there are three element-wise products
added together that form the true covariance matrix. Assuming that Vx and Vy are positive
definite matrices, then the variance matrix must also be positive definite. The minimum
eigenvalue of the sum of two positive definite matrices is greater than the minimum eigenvalues of the two original matrices. Therefore, for fixed Vx and Vy , the smallest minimum
eigenvalue for var(x
c

y) arises when µx = µy = 0. So, a logical lower bound to use for

 is the minimum eigenvalue of (Vx

Vy ). Since we rarely know the true Vx and Vy , we

can use the minimum eigenvalue of (V̂x

V̂y ) as the  bound for the smallest eigenvalue

of our estimator.
4.7

Approach 4: Using Simultaneous Diagonalization on Components of the Plug-in
estimator and the K-estimator

In general, for a positive-definite matrix and another symmetric matrix, we can find a matrix
that diagonalizes both the positive-definite matrix and the symmetric matrix. Simultaneous
diagonalization of two matrices ultimately allows us to compare eigenvalues of the two
matrices when they have the same eigenvectors. For the purposes of covariance matrix estimation, we can use this approach to examine whether an estimator is positive-definite and
easily modify an estimator that is not positive-definite. We first give a more detailed background about the specifics of simultaneous diagonalization before applying the technique
to the K-estimator.
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4.7.1

Simultaneous Diagonalization Background

Let A and B be two symmetric matrices. The matrices are simultaneously diagonalizable if there exists an orthogonal matrix D such that both D0 AD and D0 BD are diagonal
matrices. A sufficient, but not necessary, condition for two matrices to be simultaneously
diagonalizable is for both matrices to be symmetric and for at least one of the matrices to
be positive definite. Jiang and Li (2016) further investigate conditions for two matrices to
be simultaneously diagonalizable. Because we meet the symmetric and positive definite
sufficient condition with Σ̂p , which is always positive-definite, and Σ̂k , which is always
symmetric, we do not consider the existence of D any further.
Simultaneous diagonalization has been used in a few other applications, mainly in multivariate statistics (Flury and Neuenschwander, 1994). In a spatial setting, Xie and Myers
(1995) use simultaneous diagonalization to construct variograms and cross-variograms for
a multivariate spatial data example.
We now give the basic ideas behind simultaneous diagonalization of two symmetric matrices, one of which is positive definite. Let A be a positive definite matrix and B be a symmetric matrix. Then, because A is positive definite, there exists an eigen-decomposition
A = QΛQ0 , where Q is a matrix with the orthonormal eigenvectors of A and Λ is a diagonal matrix with the positive ordered eigenvalues of A on the diagonal. Then, from the
orthonormal properties of Q, P0 QΛQ0 P = I, where P = QΛ−1/2 Q0 .
Next, note that P0 BP is also a symmetric matrix. Therefore, we can find the eigendecomposition of this matrix: P0 BP = SΩS0 , where S is the orthonormal matrix of eigenvectors and Ω is a diagonal matrix with the eigenvalues of P0 BP on the diagonal. Then,
using the property that S0 = S−1 , we have that S0 P0 BPS = Ω. With D ≡ PS, we have
that D0 BD = Ω, a diagonal matrix. Also, D0 AD = I, since P0 QΛQ0 P = I and S0 S = I.
Thus, D simultaneously diagonalizes both A and B.
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4.7.2

Application to the K-estimator

First, we further examine the structure of the true variance matrix. The true variance of
the element-wise product is composed of three Hadamard products added together, as in
equation (4.3). Note that, in the true variance, all three Hadamard products are positive
semi-definite if Vx and Vy are positive definite. The K-estimator (4.16) can be rewritten
as
Σ̂k = (µ̂x µ̂0x − M̂)

V̂y + (µ̂y µ̂0y − Ĥ)

V̂x + V̂x

V̂y .

(4.21)

We can think of the three Hadamard products in equation (4.21) as individual estimators for the three Hadamard products in the true covariance (4.3). To help see why each
component in equation (4.21) estimates each component in the true covariance, we can
consider further the setting where we assume that Vx and Vy are known. We know that
each diagonal element of the true variance in equation (4.3) is greater than or equal to the
corresponding element in (Vx

Vy ) if the elements of x are positively correlated and the

elements of y are positively correlated. However, the unbiased K-estimator could have diagonal elements that are less than the corresponding elements of (Vx

Vy ) through the

subtraction of M̂ and Ĥ.
For example, if we know that the elements in the first row and first column of Vx and
Vy are equal to 2 and 4, respectively, then we might not consider estimators of (4.3) that
have a first element less than 8. Because of the subtraction of M̂ and Ĥ in the K-estimator,
it is possible to obtain an estimator with the first element less than 8. Additionally, if we
simultaneously diagonalize the matrices Σ̂p and Σ̂k − Σ̂p and modify eigenvalues so that
the resulting estimator is positive-definite, then we might still have an estimator with the
first element less than 8.
We can instead first modify (µ̂x µ̂0x )
ization, and then modify (µ̂y µ̂0y )

V̂y and −M̂

V̂x and −Ĥ

V̂y using simultaneous diagonal-

V̂x using simultaneous diagonalization.
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As we will see, the modifications that we choose result in positive semi-definite matrices
so the first element of each component must be greater than or equal to zero. Therefore, the
resulting overall estimator of the addition of the modified components with Vx

Vy would

still have a first element greater than or equal to 8 in our toy example. We next discuss how
we modify the components of (4.21) using simultaneous diagonalization.
Recall that Σ̂p is the plug-in estimator and Σ̂k is the K-estimator. Then,

Σ̂k = Σ̂p − M̂

V̂y − Ĥ

V̂x .

This can also be written as

Σ̂k = Σ̂p1 − K1 + Σ̂p2 − K2 + Σ̂p3 ,

where

Σ̂p1 ≡ (µ̂x µ̂0x )
K1 ≡ M̂

V̂y ,

Σ̂p2 ≡ (µ̂y µ̂0y )
K2 ≡ Ĥ
Σ̂p3 ≡ V̂x

V̂y ,

V̂x ,

V̂x ,
V̂y .

The third components of the plug-in estimator and the K-estimator, Σ̂p3 , are identical and
will not be considered further for simultaneous diagonalization.
The K-estimator may not be positive definite when K1 is “large” relative to Σ̂p1 or when
K2 is “large” relative to Σ̂p2 . However, what “large” means is difficult to assess. We could
examine eigenvalues of these four components separately, but, with differing eigenvectors,
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there is no clear indication of when Σ̂p1 − K1 or Σ̂p2 − K2 will not be positive definite.
Instead, we propose using simultaneous diagonalization on Σ̂p1 and K1 and then again on
Σ̂p2 and K2 .
Denote D1 as the matrix that simultaneously diagonalizes Σ̂p1 and K1 , so D01 Σ̂p1 D1 =
I and D01 K1 D1 = Ω1 . Then D01 (Σ̂p1 − K1 )D1 = I − Ω1 . So, in terms of Ω1 and D1 ,
0
−1
Σ̂p1 − K1 = (D−1
1 ) (I − Ω1 )D1 .

0

Because (I − Ω1 ) is a diagonal matrix, D1−1 (I − Ω1 )D−1
1 will be positive definite if and
only if the diagonal elements of (I − Ω1 ) are greater than 0. Equivalently, (Σ̂p1 − K1 ) is
positive definite if and only if all diagonal elements of Ω1 are less than 1. In this way, we
can more directly compare eigenvalues of Σ̂p1 and K1 .
We propose an estimator that serves as a compromise between the plug-in estimator
and the K-estimator by changing any value on the diagonal of Ω1 that is larger than 1 to
be (1 − ), where 0 <  < 1. We first explore this strategy below for the case where the
mean vectors are constant and then for the case where the mean vectors are not constant.
A “constant” mean vector has elements that all take on the same value. Additionally, the
same results and strategies hold for the possible modification of (Σ̂p2 − K2 ) when, after
simultaneous diagonalization of Σ̂p2 and K2 with D2 , the matrix Ω2 has at least some
diagonal elements that are larger than 1.
Let Ω∗1 be the matrix Ω1 with any elements larger than 1 set to (1 − ) and let Ω∗2 be
the matrix Ω2 with any elements larger than 1 set to (1 − ). Then our variance estimator
using simultaneous diagonalization is

var(x
c

0
∗
−1
−1 0
∗
−1
y) ≡ Σ̂sd = (D−1
1 ) (I − Ω1 )D1 + (D2 ) (I − Ω2 )D2 + V̂x

V̂y .

(4.22)
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4.7.3

Constant Means and Constant Variances

First consider the setting where the mean vector µx 1 and the mean vector µy 1 are each
vectors of constants. Suppose also that the diagonal elements of Vx are constant and the
diagonal elements of Vy are constant.
If we use generalized least squares to estimate the common mean µx and µy , M̂ =
var(µ̂
c x )110 is a matrix of the same constant value and Ĥ = var(µ̂
c y )110 is a matrix of the
c x )V̂y . So, (Σ̂p1 − K1 ) will
same constant value. Therefore, Σ̂p1 = µ̂2x V̂y and K1 = var(µ̂
c x ).
be positive definite if and only if µ̂2x is greater than var(µ̂
Consider using simultaneous diagonalization on Σ̂p1 and K1 and again on Σ̂p2 and K2 .
So, we have that

0
−1
Σ̂p1 − K1 = (D−1
1 ) (I − Ω1 )D1 ,

(4.23)

0
−1
Σ̂p2 − K2 = (D−1
2 ) (I − Ω2 )D2 .

(4.24)

In the constant mean setting, both Ω1 and Ω2 have constant diagonal elements. Therefore,
setting any elements of Ω1 equal to (1 − ), where  is a small value, makes every element
of ((µ̂x µ̂0x )

V̂y − M̂

V̂y ) approximately equal to 0. Similarly, setting elements of Ω2

equal to (1 − ) makes every element of ((µ̂y µ̂0y )

V̂x − Ĥ

V̂x ) approximately equal to

0.
Therefore, in the constant mean case, simultaneous diagonalization is approximately
equivalent to setting the estimator for ((µx µ0x )

Vy ) equal to 0 when (Σ̂p1 − K1 ) is not

positive definite and setting the estimator for ((µy µ0y )

Vx ) equal to 0 when (Σ̂p2 − K2 )

is not positive definite. If neither (Σ̂p1 − K1 ) nor (Σ̂p2 − K2 ) are positive definite, our
estimate for the variance is the “smallest” possible matrix, (V̂x

V̂y ). In other words, the

simultaneous diagonalization estimator is approximately the same as the K-estimator in the
constant mean setting with any non-positive definite components set to 0.
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4.7.4

Expansion to Non-constant Means

With constant means, we really do not need to use simultaneous diagonalization to modify
the first two components of our estimator. The method is equivalent to setting any of
the three Hadamard products in the K-estimator (4.21) equal to 0 if that component is
not positive definite. Where we can use simultaneous diagonalization is the case where
µx or µy are not constant. Suppose that µy is still constant but that the elements of µx
could now be different. This is commonly found in a linear model for the mean vector
µx = Xβ x , where X is our design matrix and β x are regression parameters. We can
still use generalized least squares to estimate β x as well as the covariance matrix of µ̂x .
However, (µ̂x µ̂0x − M̂) is no longer equal to (µ̂2x − var(µ̂
c x ))110 , a matrix of the same
constant value. Therefore, determining positive definiteness of each component of the Kestimator is more complicated than it was in the constant mean case.
Using simultaneous diagonalization as in the constant mean case, we again set any diagonal component of Ω1 and Ω2 that is larger than 1 equal to (1−). When the mean vector is
non-constant, it is possible for only some of the diagonal elements of Ω1 or Ω2 to be larger
than 1. When these elements are modified, the resulting matrices are not necessarily the
0 matrix. In this more complicated setting, it can be difficult to conceptualize how using
simultaneous diagonalization is modifying our components. We will see in the following
simulation study that the simultaneous diagonalization method results in an estimator that
is a compromise between the plug-in estimator and the unadjusted K-estimator.
4.8

Simulation Study

We next present a small simulation study. Table 4.1 gives the different sample sizes, covariance parameters, correlation structures, means, and estimation methods to be used in
the 3 × 2 × 2 × 3 × 2 × 2 factorial experiment. There is a total of 144 settings, but, to save
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Table 4.1: Values of simulation parameters for the complete factorial design. Each possible value represents a parameter for both the x vector and the y vector. For example, a
possible autocorrelation parameter of 0.01 means that, for both x and y, the autocorrelation
parameter is 0.01. As another example, Exchangeable means that both x and y have the
exchangeable correlation structure. When the mean coefficients are a single value, then the
the mean vector for both x and y is constant. When the mean coefficients are a vector of
values, then the first value given is an intercept term and the remaining values are slope coefficients for predictors that are uniformly generated with minimum value 0 and maximum
value 1. The Labels column gives the abbreviations that we use for the results for the tables
in the remainder of this chapter.
Parameter
Sample Size (n)
Autocorrelation
Variance
Mean Coefficients
Estimation Method
Correlation Structure

Possible Values
(5, 10, 40)
(0.01, 0.99)
(1, 10)
(0, 10, (-1, 2))
(True, REML)
(Exchangeable, AR(1))

Labels
(n = 5, n = 10, n = 40)
(LowCorr, HighCorr)
(LowVar, HighVar)
(LowMean, HighMean, DiffMean)
(NoEst, Est)
(Ex, AR1)

space, we highlight results from a few interesting settings and give some of the remaining
results in Appendix C.
For each setting, we simulate two vectors x and y, each of length n, witholding one of
the observations for prediction. Each vector is multivariate normal with a specified mean
and covariance matrix from Table 4.1. For the settings in which an AR(1) correlation
structure is used (Adhikari and Agrawal, 2013, page 20), the observation that is withheld
is the (n/2)th observation, rounded up if n is odd.
If the estimation method is “true,” then we assume that we know the parameters in the
variances of x and y, Vx and Vy , exactly. We can then estimate the mean vectors and
the variance matrices of the mean vectors using generalized least squares. If the estimation method is “REML,” then we estimate the covariance parameters in Vx and Vy using
restricted maximum likelihood (REML) with xs , the observed values of x and ys , the observed values of y. Then, we use generalized least squares to estimate the mean vectors
and their associated variance matrices M̂ and Ĥ using V̂x and V̂y .
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For a general Σ, the prediction of the unobserved random variable is

0
−1
xd
u yu = µ̂xu µ̂yu + Σus Σss µ̂xs

µ̂ys − xs


ys .

(4.25)

We assume that µ̂xu is independent of µ̂yu . Then, as long as our estimators for µx and
µy are unbiased, then predictions for xu yu from equation (4.25) are unbiased: E(xu yu ) =
µxu µyu = E(xd
u yu ).
The prediction variance for the unobserved random variable is calculated as

0
−1
var(xd
u yu ) = Σuu − Σus Σss Σus .

(4.26)

If there is a single unobserved random variable, then Σuu is a single value and Σus is a
column vector of length n − 1.
For each candidate estimator and for the true var(x

y), we record

1. The largest eigenvalue,
2. The smallest eigenvalue,
3. The prediction of the unobserved random variable xu yu from the conditional multivariate normal formulae in equation (4.25),
4. The prediction variance of the unobserved random variable from the conditional multivariate normal formulae in equation (4.26),
5. The realization of the random variable xu yu .
A good estimator of var(x y) should give a similar prediction and prediction variance
to the case where we use the true var(x
good estimator of var(x

y) in equation (4.3). We would also expect a

y) to yield predictions of xu yu that are close to the observed

xu yu , as measured by root Mean Square Prediction Error (rMSPE).
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Table 4.2: Abbreviations for the various estimators in the simulation study. The ’True’
estimator predicts the unobserved value using the true covariance matrix for the elementwise product.
Abbreviation
true
sd
plug
k
emp
choi
taper
neff
trunc

Estimator
True Covariance
Simultaneous Diagonalization
Plug-in
K-estimator
Empirical Estimator
Choi Estimator
Naive Tapering
Effective Sample Size
Truncating the K-estimator

Section Number
Section 4.2
Section 4.7
Section 4.3
Section 4.5
Section 4.2
Section 4.6
Section 4.6
Section 4.4
Section 4.6

Results from some of the simulations are in Appendix A, which gives tables of the
rMSPEs, median prediction variances, and biases for many of the settings. Table 4.2 shows
the candidate estimators with the abbreviations that are used for the remainder of the results.
Generally, all candidate estimators yield unbiased predictions for the unobserved xu yu , as
expected from equation (4.25). Also, estimators are more similar when the mean vector
is large relative to the variance of the mean vector, which occurs when the mean vector is
large, when the sample size is large, and when the autocorrelation is low. We next focus on
a few settings with particularly interesting results.
4.8.1

Settings Where All Candidate Estimators Perform Equally Well

In Table 4.3 and in the other tables with simulation results, we use the following shorthand notation for the simulation settings. “Est” refers to setting where we estimate the
parameters in Vx and Vy using REML while “NoEst” refers to settings where we assume
that we know Vx and Vy . “LowCorr” refers to settings with autocorrelation parameters of
0.01 while “HighCorr” refers to settings with autocorrelation parameters of 0.99. “LowVar”
refers to settings with a variance parameter of 1 and “HighVar” refers to settings with
a variance parameter of 10. “LowMean” refers to settings with µx = 0 and µy = 0
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while “DiffMean” refers to settings where the mean vectors are generated from regression
coefficients and a design matrix with predictors. Finally, “Ex” refers to Exchangeable
correlation while “AR1” refers to correlation from an AR(1) time series model.
The candidate estimators perform similarly in settings where the mean vectors are far
from 0 and where there is high precision in estimating the mean, which occurs when the
autocorrelation is small, the variance is small, or the sample size is large. Each of these
conditions leads to precise estimation of the mean vector so that the matrices M̂ and Ĥ
are negligible. For example, Table 4.3 shows simulation results for the setting where, for
both x and y, there is low autocorrelation (LowCorr), high overall variance (HighVar),
mean vector equal to 0 (LowMean), a larger sample size of 40, and an AR(1) correlation
structure in which we assume that the autocorrelation coefficient and variance parameters
are known (NoEst).
4.8.2

Failure of the Empirical Estimator and the Effective Sample Size Estimator

Both the empirical estimator (4.4) and the effective sample size estimator (4.12) perform
poorly in many simulation settings. In settings where estimation of the mean vectors are
imprecise, the estimators are often not positive definite. For the empirical estimator, nonpositive definiteness can result from a single observation i with both a small xi and a small
yi , leading to a negative value on the diagonal of the covariance estimator. For the effective sample size estimator, a small effective sample size leads to non-positive definiteness
through the addition of negative values in (4.12). For example, in the setting with a sample
size of 10, AR(1) correlation structures, correlation parameters of 0.99 (HighCorr), diagonal variances of 1 (LowVar), and mean vectors of 0 (LowMean), the empirical estimator is
not positive definite in 87.6% of simulations while the effective sample size estimator is not
positive definite in 58.6% of simulations. Thus, the empirical estimator and the effective
sample size estimator are not the best for estimating the true covariance matrix.

true
sd
plug
k
emp
choi
tap
neff
trunc
Bias
0.11
0.11
0.11
0.11
0.13
0.11
0.11
0.11
0.11
Pred Var 100.00 100.30 103.60 98.50 44.66 99.98 98.50 98.59
98.50
rMSPE
114.02 114.02 114.01 114.02 114.29 114.02 114.02 114.01 114.02

Table 4.3: 2000 simulations for one of the settings where all estimators perform similarly in terms of rMSPE. The results here
correspond to the following setting: NoEst, LowCorr, HighVar, LowMean, n = 40, AR1.
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Table 4.4: 2000 simulations for one of the settings where the K-estimator, the Choi estimator, and the naive tapering estimator have larger rMSPEs than the plug-in estimator, the
truncated estimator, and the simultaneous diagonalization estimator. The results correspond
to the following setting: REML, HighCorr, HighVar, DiffMean, n = 5, Ex.
true
sd plug
Bias
-0.49 -0.44 -0.44
Pred Var 3.28 3.20 3.87
rMSPE
4.68 3.85 3.87
4.8.3

k emp choi
tap
-0.51 -0.57 -0.47 -0.28
1.57 -0.58 7.79 0.26
7.40 6.46 5.95 9.93

neff trunc
-0.48 -0.45
1.16 1.32
4.19 3.70

Failure of the K-estimator and the Tapering Estimators

As estimation of the mean vectors gets less precise, more of the candidate estimators break
down. Consider next the setting where the sample size is 5, the correlation structures are
Exchangeable, we estimate the covariance parameters of Vx and Vy using REML, the correlation parameters are 0.99 (HighCorr), the variances on the diagonals are 10 (HighVar),
the regression parameters β x for the mean µx = X1 β x are (-1, 2), the regression parameters β y for the mean µy = X2 β y are (-1, 2), and covariates for both X1 and X2 are uniform
random variables with a lower bound of 0 and an upper bound of 1 (DiffMean).
In 2000 simulations, the K-estimator is positive definite just 7.25% of the time. In this
setting, the matrices M̂ and Ĥ are “large” compared with the mean vectors, resulting in
non-positive-definiteness of many of the estimators. By design, the tapering estimators
are always positive definite. However, Table 4.4 shows that both tapering estimators have
a larger rMSPE than many of the other candidate estimators. Tapering the K-estimator
so that it is “barely” positive definite results in unstable predictions with large rMSPE.
Additionally, compared with using the true covariance matrix of x

y, the prediction

variances from using the K-estimator and the naive tapering estimator are too low while the
prediction variance from the estimator using the Choi et al. (2019) procedure is generally
much too high.
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Table 4.5: 2000 simulations for one of the settings where the truncated estimator has a
small median prediction variance. The results correspond to the following setting: REML,
HighCorr, HighVar, LowMean, n = 5, Ex.
true
sd
Bias
-0.39 -0.39
Pred Var 2.48 2.31
rMSPE
3.17 3.17
4.8.4

plug
k
-0.39 -0.39
2.94 1.17
3.17 3.17

emp choi
tap neff trunc
-1.44 -0.35 -0.36 -0.39 -0.39
-0.43 4.96 0.23 -0.57 1.17
60.03 3.18 3.19 3.17 3.17

Failure of the Plug-in Estimator and the Truncated Estimator

The plug-in estimator, the truncated estimator, and the simultaneous diagonalization estimator yield similar biases and rMSPEs in all simulation scenarios. All three are always
positive definite. However, the estimators give different prediction variances.
Consider the setting where we estimate the variance parameters using REML, there is
high autocorrelation, high overall variance, mean vectors of 0, a sample size of five, and an
exchangeable correlation structure for Vx and Vy . The median prediction variance of the
truncated estimator in Table 4.5 is too small, compared with the median prediction variance
of using the true var(x

y) to predict xu yu at the unobserved location.

Now consider the same setting, except suppose that we know the true values of the
variance parameters in Vx and Vy . Table 4.6 shows that the median prediction variance
from using the truncated K-estimator is still too low while the median prediction variance
from using the plug-in estimator is too high. We can see that, in many of the tables in
Appendix A, the prediction variance of the plug-in estimator is too large while the prediction variance of the truncated estimator is too small. While the prediction variances of
the simultaneous diagonalization estimator are also often too high, they are a compromise
between the prediction variance of the plug-in estimator and the prediction variance of the
truncated K-estimator.
Figure 4.1 shows boxplots of the smallest eigenvalues of the true covariance matrix, the
plug-in estimator, the simultaneous diagonalization estimator, and the truncated estimator
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Table 4.6: 2000 simulations for one of the settings where the plug-in estimator has a median
prediction variance that is too large. The results correspond to the following setting: NoEst,
HighCorr, HighVar, LowMean, n = 5, Ex.
true
sd
Bias
-0.39 -0.39
Pred Var 2.48 2.49
rMSPE
3.17 3.17

plug
k
-0.39 -0.39
3.99 1.51
3.17 3.17

emp choi
tap neff trunc
-1.16 -0.37 -0.38 -0.39 -0.39
-0.60 7.97 1.51 -0.93 1.51
19.08 3.16 3.16 3.17 3.17

in this same setting. The smallest eigenvalue of the truncated estimator is generally too
small while the smallest eigenvalue of the plug-in estimator is generally too large. A similar pattern for the smallest eigenvalues holds for the other simulation scenarios in which
estimation of the mean is imprecise and the mean is close to 0.
4.8.5

Limitations of the Simultaneous Diagonalization Estimator

One purpose of the simulation study is to show that the simultaneous diagonalization estimator works well in prediction under a wide, but not all-inclusive, set of scenarios. The
prediction variances generated from the plug-in estimator are generally much too high.
Though the prediction variances from the simultaneous diagonalization estimator are also
biased high, they are much closer to the prediction variance from the true covariance matrix. In many frequentist analyses, we treat the estimated covariance matrix as a fixed
quantity in subsequent calculations and presume that our estimated covariance matrix is
the true covariance matrix. Therefore, we might actually prefer an estimator that yields a
prediction variance that is slightly higher than it should be over an estimator that yields a
prediction variance that is slightly lower than it should be.
We also note that the simultaneous diagonalization matrix estimator is not necessarily
“best” under some optimization quantity. However, there are a few major benefits of using
this estimator for var(x

y). First and foremost, the estimator is always positive definite.

Second, the rMSPE of predictions using this estimator are similar to those using the true
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covariance matrix for prediction. Finally, though the prediction variance is slightly too high
in some simulations, it is closer to the prediction variance from the true covariance matrix
than the prediction variance from the plug-in estimator.
In most real applications, we need to estimate Vx and Vy . In this simulation study, we
use REML to estimate the covariance parameters in Vx and Vy . The results in simulations
where we estimate Vx and Vy are quite similar to the cases where we assume Vx and Vy
are known, with the exception that rMSPE is generally higher when we must estimate Vx
and Vy .
4.9

Discussion

In the context of prediction, we recommend using the simultaneous diagonalization estimator over the other candidate estimators. While the plug-in estimator and the truncated
K-estimator also yield predictions with low rMSPE, the prediction variance for the prediction made with the plug-in estimator is often much larger than the prediction variance for a
prediction made with the true covariance matrix. The prediction variance for the prediction
made with the truncated K-estimator, on the other hand, is often much smaller than the
prediction variance for a prediction made with the true covariance matrix.
In a large sample setting with means far from zero and little autocorrelation, the choice
of estimator for the variance of the element-wise product is less crucial. For many of the
settings in Appendix A, we see similar rMSPEs, biases, and median prediction variances
across the estimators. The plug-in estimator is asymptotically unbiased for the true variance, and the K-estimator converges to the plug-in estimator asymptotically under generalized least squares estimation of the mean vectors. Therefore, for some settings, the plug-in
estimator is a fairly good, simple solution for the estimation of the element-wise variance.
The plug-in estimator is simple to explain, always positive-definite, and is relatively robust
to different covariance structure settings.
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Finally, we note that we only investigated performance in the context of prediction.
The primary goal of the researcher could be something other than prediction, such as precise estimation of the mean vector of the element-wise product or estimation of the true
covariance matrix structure to be used in an application other than prediction. Possible
future work in this area is building on the theory of the estimation of the variance of the
element-wise product between two random vectors and investigating properties of some
of the candidate estimators under different means, correlation parameters, and correlation
structures.
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5
Conclusion
5.1

Summary

We have explored a few ways to add sightability data into abundance models that are used
to predict a population total. A frequentist approach adjusts a finite population block kriging estimator by incorporating detection probabilities site-wise to find the BLUP for the
population total. A second frequentist method uses finite population block kriging to predict an observed count total and then subsequently divides the predicted observed total
by an estimate of mean detection probability. We find that the site-wise incorporation of
detection probability performs better in most practical simulation settings.
In the frequentist prediction of the total, we assume normality of the observed counts
when estimating the mean and covariance parameters in the model for the total counts.
Because counts are discrete, we know that the normality assumption is incorrect but still
find that predictions for the total are approximately unbiased and that prediction intervals
maintain close to proper coverage in the simulation study.
We then use a Bayesian Hierarchical Model that does not assume normality of the observed counts to obtain the posterior distribution of the total abundance of animals in the
region of interest. In the Bayesian model, a spatial random effect on the log scale ac-
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counts for the possible spatial autocorrelation in the counts. We use a geostatistical model
in which autocorrelation depends on distance between the centroids of sites as well as
a conditional autoregressive model in which autocorrelation depends on a neighborhood
structure. The models from both approaches yield similar predictions and credible intervals, but, due exponentiation from the log-scale, the posterior distribution for the total is
right-skewed. Therefore, while the frequentist model and the Bayesian model give similar
predictions for the total, the symmetric intervals from the frequentist approach are different
than the asymmetric intervals from the Bayesian approach.
The element-wise product of a vector of count random variables and a vector of detection probability random variables in the frequentist model prompted investigation of how
to estimate the covariance matrix of this product. We find that a simple plug-in estimator of
the covariance matrix performs fairly well in many situations. However, when used in prediction, the plug-in estimator generally gives a prediction variance that is too conservative.
An estimator that is element-wise unbiased has the potential to be non-positive definite,
particularly in settings where autocorrelation is high, the mean is close to zero, and estimation of the mean is imprecise. We modify this unbiased estimator using simultaneous
diagonalization. The resulting estimator of the covariance matrix is always positive-definite
and gives a prediction variance that is more accurate than the prediction variance generated
from the plug-in estimator.
5.2

Future Directions

Stratification of abundance surveys presents the analyst with the challenge of deciding
whether to fit separate spatial models for each strata or to assume that the strata have the
same autocorrelation model for the error terms. A simulation study that investigates how
detrimental it is to use the separate strata model when the counts really follow the same
autocorrelation structure and vice versa would be beneficial. On one hand, fitting the sepa-
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rate strata model with limited amounts of data makes it challenging to accurately estimate
spatial autocorrelation parameters. On the other hand, falsely assuming that each stratum
has the same autocorrelation structure in the errors could result in unreasonable prediction
intervals.
The abundance of zeroes in the Togiak data with a couple of large counts in the hundreds
presents issues for the Bayesian Hierarchical Model. We address the problem by using a
truncated normal distribution on the random effects instead of a normal distribution so that
the variance parameter on the log-scale is not driven up by negative random effects that are
large in absolute value. An alternative approach would be to fit a hurdle model to the count
data to help account for the excess zeroes. Examining whether a hurdle model would help
keep the spatial random effects less negative would be useful for future studies with data
that contain excess observed zeroes and a few very large counts.
Additionally, we do not use a frequentist simulation study to determine whether or not
the Bayesian credible intervals maintain proper coverage. A single run of the Bayesian
model is still fairly time consuming. Implementing some changes that speed up the model
would allow for a small simulation study that would help determine whether the predictions
from the Bayesian model are approximately unbiased and whether the credible intervals
maintain nominal coverage.
We find that, for the estimation of the covariance matrix for the element-wise product
of two random vectors, the simultaneous diagonalization estimator performs well across
a wide variety of simulation settings. Future work could include derivation of more theoretical properties of this estimator. We also note that normal-based prediction intervals
from using the estimator do not maintain proper coverage in many settings. When realized
values of the random vectors in the element-wise product can be positive or negative, the
distribution of the product of two elements in the vectors can be bimodal and highly nonnormal. Perhaps assuming that all elements in the vectors are strictly non-negative could
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result in the derivation of an estimator with appropriate coverage for prediction intervals.
Incorporating detection in abundance models is important both in ecological settings
and in epidemiological settings where the goal is to predict the abundance of a disease.
We have presented models that adjust for sightability when detection data is collected in a
separate analysis. Though there is still much to be investigated in these models, this work
can be used by ecologists interested in predicting population abundance while adjusting for
the possibility of missed units in a surveyed site.
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Appendices
A.1
A.1.1

Chapter 2 Appendix
Sites with Unequal Areas

Sites in the region of interest may have different areas. Therefore, it becomes necessary to
krige densities instead of counts. Assume that, instead of being a vector of counts, wsd is a
vector of sampled densities. So,

wsd = ws

a−1 ,

where a is the vector of areas and a−1 denotes the element-wise inverse of the areas.
We can proceed with the kriging with imperfect detection on the densities up until we
solve for the kriging weights λ. Define λd as the weight matrix:
λd = R0 C

−1

−1

0

0

+ (X − R0 C X∗s )(X∗s C−1 X∗s )−1 X∗s C−1 .

Then λ0d wsd gives the predicted densities for each site. Therefore, b0 λ0d wsd gives the predicted total density, if b is a vector of 1’s. Predicted total density is not really a useful
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quantity but b0 (λ0d wsd

a) yields the predicted total count.

The variance of the predicted total count is:

var(b0 (λ0d wsd

a)) = b0 (var(λ0d wsd )

aa0 )b.

Since we know that

var(b0 λ0d wsd ) = b0 var(λ0d wsd )b
= λ0 Cλ − b0 R0 λ − λ0 Rb + b0 Db,

we can solve for var(λ0d wsd ). Then,
var(b0 (λ0d wsd

a)) = b0 (λ0d Cλd − R0 λd − λ0d R + D)

Equivalently, we can also incorporate density by simply using b

aa0 )b.

a in place of b in

the original estimator. We end up with the same results as above. However, in the first
derivation, we more easily see what the predicted counts per site will be: (λ0d wsd

a).
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A.2
A.2.1

Chapter 3 Appendix
Details of MCMC Sampling

For the MCMC chains, we use a total of 400,000 iterations, a burn-in period of 2,000
iterations, and subsequently thin to keep every one in fifty iterations.
In a CAR model with a normal response, the conditional distribution of the spatial random effect given all of the other other random effects and the observed data is a conditional
normal distribution. Therefore, we could use Gibbs’ sampling to quickly sample the random effects. In our hierarchical model, however, writing out the conditional distributions
is analytically difficult. Therefore, in both the geostatistical models and the CAR model,
we use Metropolis-Hastings to update all of the random variables in the model except for
the spatial random effects on the unsampled sites and the total counts on the unsampled
sites. Below are the details of the model fitting, including all prior distributions, proposal
distributions, and acceptance rate modifications.
Joint Likelihood
Both models have the following joint likelihood:

[zs , ys , γ, β, θ, α|ws , Xs , Xds , Xdr , r],

(A.1)

denoting θ as the parameters in the covariance matrix for the geostatistical model or the
precision matrix in the CAR model.
Updating β
Let φ−x be all of the model components, including random variables and fixed data, except
for component x. For notational convenience, we leave out the subscript k for the k th
iteration of the MCMC chain. All updates are made using the most current values of φ−x .
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We use Metropolis-Hastings to update each component β j of β according to

[β j |φ−β j ] ∝ [zs |β, Xs , ys ][β]
= Πni=1 [zi |β, Xsi , yi ],
where [zi |β, Xsi , yi ] = Pois(exp(Xsi β + yi )) and Xsi is the ith row of Xs . We use an
improper uniform prior of [β] = 1 and, for each β j , a normally distributed proposal distribution with mean at the current value of β j and a flexible standard deviation that is updated
every 100 iterations so that the acceptance rate stays between 0.4 and 0.6.
Updating θ
In the geostatistical model, the conditional likelihood of θj given φ−θj is
[θj |φ−θj ] ∝ [ys |θ][θ],
where [ys |θ] = MVN(0, Σθ ). The priors of each component of [θ] are independent. We
use a reciprocal prior on the nugget effect and the partial sill and an improper uniform prior
on the range. For the geostatistical models, each component of θ must be in the interval
[0, ∞). We use a symmetric uniform proposal distribution for each component centered at
the current value of the parameter with a lower bound equal to 0.75 times the current value
and an upper bound equal to 1.25 times the current value.
In the CAR model, the components of θ are ρ and σ 2CAR , the correlation parameter
and the variance parameter in equation (3.11). Then, we use the same likelihood as the
geostatistical model: [ys |θ] = MVN(0, ΣCAR ). Instead of θ directly affecting the overall
variance matrix ΣCAR , θ is used to construct the precision matrix Σ−1
CAR , the inverse of the
variance. We use a reciprocal prior on the variance and a uniform prior from [0, 1] on the
autocorrelation parameter.
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To speed up the MCMC chain, we only consider a grid of 81 different values for ρ.
We can compute and then store the determinant and the inverse of the covariance matrix
for each value of ρ in the grid. Our proposal distribution for ρ is then a discrete uniform
distribution with candidate values as the three values of the gridded ρ that are just larger
than the current value of ρ and the three gridded values that are just smaller than the current
value of ρ. For values of ρ near the boundaries, adjustments are made to account for the
asymmetric proposal distribution.
Updating ys on the Sampled Sites
For the geostatistical model, we update each random effect individually using MetropolisHastings according to the following conditional likelihood:

[yi |φ−yi ] ∝ [zi |β, Xs , ys ][ys |θ]
= [zi |yi , Xsi , β][ys |θ],

where [zi |yi , Xsi , β] is Poisson with mean exp(yi + Xsi β). We use a normal proposal
distribution with mean at the current value of yi and a standard deviation that is adjusted
every 100 iterations so that the acceptance ratio for each yi is between 0.4 and 0.6.
For the CAR model, we already have the precision matrix in the multivariate normal
likelihood but we do not have observations at all of the sites. Therefore, we could invert
the entire precision matrix for all of the sites, select the rows and columns corresponding
to sites that are sampled, and then invert the submatrix again to obtain the precision matrix for the sampled sites only. With the grid values for ρ, this procedure only needs to
be performed once for each value of ρ in the grid. An alternative method is to use data
augmentation with the unsampled sites so that the likelihood of the random effects on the
sampled sites and the augmented random effects on the unsampled sites is evaluated with
respective to the precision matrix of all of the sites. For the analyses presented here, we
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use the double inversion method since, for the grid of ρ and our relatively small number of
sites, performing the inversions does not take much extra computational time.
To further speed up the computation in the CAR model, we also update ys , the random
effects on the sampled sites, as a block instead of individually. Looping in R can be quite
time-consuming. The trade-off with block updating is that it can take longer for the random
effects to reach the desired stationary distribution when updated as a block. The conditional
likelihood of ys is

[ys |φ−ys ] ∝ [zs |β, Xs , ys ][ys |θ]
= (Πni=1 [zi |β, Xsi , ys ])[ys |θ].

We use a multivariate normal proposal distribution with mean vector equal to the current
value of ys and a constant diagonal variance matrix that is adjusted every 100 iterations
so that the acceptance ratio of the block is between 0.4 and 0.6. Note that evaluating
[ys |θ] presents some computational challenges. As stated above, we only have the precision
matrix of all of the sites, both unsampled and sampled. Therefore, to obtain the precision
matrix for the sampled sites only, we need to invert the all-site precision matrix, subset the
resulting covariance matrix to only contain the rows and columns corresponding to sampled
sites, and then invert the subsetted matrix.
Updating zs on the Sampled Sites
We again use standard Metropolis-Hastings to update the total count on each site zi , which,
conditional on yi is independent of z−i :

[zi |φ−zi ] ∝ [wi |zi , γ, Xds,i ][zi |β, Xsi , ys ],
where [wi |zi , γ, Xds,i ] = Binom(zi , expit(Xds,i γ)).

123
A good proposal distribution for zi is tricky to come up with because of the discreteness
of zi . We use a shifted Poisson as our proposal distribution. Let qi be a Poisson random
variable with expected value, conditional on zi and wi , equal to (zi − wi + 1/2). Then,
our proposal for each zi is qi + wi . This proposal distribution ensures that zi is always an
integer and allows zi to vary more when the observed count is larger. We find that, for our
example and other simulated data, acceptance probabilities stay within the interval (0.3,
0.7) for each site.
Updating γ
Finally, to update the detection probabilities, we use the following conditional likelihood
for each component of the parameter vector γ:

[γ j |φ−γ j ] ∝ [r|γ, Xdr,j ][γ j ]
r
= Πnj=1
[Rj |γ, Xdr,j ][γ j ],

where nr is the number of radiocollar sightability trials, [Rj |γ, Xdr,j ] = Bernoulli(expit(Xdr,j γ))
and each [γ j ] has an improper uniform prior. We use a normal proposal distribution centered around the current value of γ j with a standard deviation that is adjusted every 100
iterations so that the acceptance rate is between 0.4 and 0.6.
Updating yu on the Unsampled Sites
For the geostatistial model, we draw yu on the unsampled sites according to the conditional normal formulae, described in more detail in Section 3.2. The draws of yu on the
unsampled sites need not occur within the MCMC algorithm. Instead, we draw yu on the
unsampled sites after we fit and thin the chain.
For the CAR model, we use Gibbs sampling to update each yi on the unsampled sites.
Conditional on all other components of the model, yi follows a normal distribution with
mean and variance given in equation (3.9).
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Updating zu on the Unsampled Sites
Finally, we sample zu on the unsampled sites in the geostatistical model using composition
sampling described in Section 3.2.
In the CAR model, we use Gibbs sampling to update each zi on the unsampled sites.
Given all other model components, the conditional distribution of zi is Poisson with mean
equal to exp(Xsi β + yi ).
Using a Metropolis-Hastings algorithm to sample the random effects can be timeconsuming when the number of sites is large. To remediate the lengthy computation time,
Chakraborty et al. (2010) develop a parallization method to update the spatial random effects for models where abundance is ordinal. Because we still have a reasonably small
number of sites, we do not implement their method here. However, for larger data sets,
application of the faster MCMC updates for the spatial random effects could be utilized.
A.2.2

Prior Distributions for Geostatistical Models and CAR Models

Geostatistical Models
Prior distributions for covariance parameters in the literature are sometimes chosen based
on some previous knowledge of the population and other times are chosen to be as “objective” as possible. Wakefield (2006) discusses informative priors in the context of the spatial
regression in the famous Scottish lip cancer data set, in which it is assumed that there is
some prior knowledge on the amount of total variability not explained by the model and
the distance at which correlations fall to one half in a geostatistical model. Christensen and
Waagepetersen (2002) give covariance parameters lognormal priors with hyperparameters
based on data from surveys in previous years to model and predict weed counts. If data
from previous surveys are available or if there has been a similar study in a different but
nearby region, then the researcher can leverage this prior information to reasonably bound
the spatial parameters in the BHM. Note that using prior information about spatial param-
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eters is more difficult in the case of a hierarchical model on the log scale because we can
no longer interpret the sill, nugget, or range on the scale of the counts.
On the other hand, if there is no such prior information or if the researcher would
like to avoid the use of data from prior surveys, then methods to obtain “non-informative”
priors can be utilized. One such method for multiparameter problems is to use reference
priors, originally proposed by Bernardo (1979). Berger et al. (2001) develop an objective
reference prior for covariance parameters in a spatial linear mixed model with a flat prior
distribution of the regression coefficients given the covariance parameters while Natarajan
and Kass (2000) construct a reference prior for variance parameters in GLMM’s. The basic
idea of reference priors is to reduce a multiparameter problem into two or more conditional
problems that are lower dimensional (Bernardo, 1979). In doing so, the researcher typically
orders the parameters of interest by importance, with nuisance parameters appearing last
(Berger and Bernardo, 1992).
Though bounded flat priors and vague inverse gamma priors on the covariance parameters are commonly used in practice, use of either of these types of priors can be quite
sensitive to the chosen bound or the inverse gamma hyperparameters (Berger et al., 2001).
Therefore, if these priors are chosen on the basis of their simplicity, then a sensitivity analysis should be conducted for a few different bounds or hyperparameters. Gelman and others
(2006) echo the concerns about the problems with uniform priors on variance components
and the sensitivity of the chosen hyperparameters of inverse gamma priors in the context
of non-spatial GLMMs. Ver Hoef and Jansen (2007) use uniform priors on the square root
of the variance parameters, which have been investigated in simulations by Lambert et al.
(2005).
CAR Models
De Oliveira (2012) develops Jeffreys rule priors for CAR models, noting that the CAR
model autocorrelation parameter must be close to its upper bound for data that are very
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spatially correlated. A uniform prior on the parameter can put too much weight on lower
autocorrelation values, especially for small data sets with a large amount of spatial autocorrelation. Ren and Sun (2014) construct reference priors for autoregressive models, including the CAR model, with nugget effects. However, both of these prior proposals are not
developed in the hierarchical model context: use of these in any hierarchical model should
be done with caution since they are only rough approximations to Jeffreys and reference
priors at best in the hierarchical model setting (De Oliveira, 2012).
A.2.3

Cautions in Using CAR Models

Wall (2004) examines CAR models for a data set on the contiguous United States, finding
some strange behavior. First, two sites i and j might have a smaller correlation than sites
k and l under a small value of the autocorrelation parameter ρ > 0 while under a different
value of ρ > 0, sites i and j might have a larger correlation. Additionally, Wall (2004) finds
that sites with the same number of neighbors can have different variances; that is, variance
is non-stationary even for sites with the same number of neighbors. Assuncao and Krainski
(2009) offer explanations for these counterintuitive results based on the connectedness of
the sites. For example, for two sites, each with one neighbor, the site with the neighbor that
is more connected will have a lower variance. The potential for strange results underscores
the importance of carefully considering the weight matrix and the effect this may have
on the resulting CAR model, particularly for irregular lattice data where the number of
neighbors for different sites has the potential to vary drastically.
A.2.4

Model Checking

Bayesian model inspection involves two overarching checks: a check that the MCMC algorithm converged to the desired stationary distribution and a check that the chosen model
is reasonable for the observed data.
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To assess whether the joint stationary distribution has been reached, we first examine
trace plots for the model parameters β and θ, where θ denotes the spatial autocorrelation
parameters. Because there are random effects for each site, we examine a subset of the trace
plots for the spatial random effect ys and a subset of the trace plots for the total counts zs .
We choose the subset to include at least one site with an observed zero count, at least one
site with a large observed count, at least one sampled site, and at least one unsampled site
for each stratum. Finally, we examine a trace plot for the total count of animals across
all the sites. In addition to the visual examination of trace plots, we also check that the
acceptance rate for each parameter in the Metropolis-Hastings algorithm is between 0.3
and 0.7.
After examination of the trace plots, we also subset the entire chain into three smaller
chains of equal length. We then compute the Gelman-Rubin convergence diagnostic statistic for the total count across all sites (Gelman et al., 1992) using the coda package in R
(Plummer et al., 2006). The point estimate of the Gelman-Rubin statistic is below 1.1 for
both geostatistical models and for the CAR model while the upper confidence bound is
below 1.15 for all three models.
Conn et al. (2018) outline methods to detect an unreasonable model for many types of
ecological data. One method to assess model fit is to simulate observed counts using the
simulated posterior distribution of the model parameters. We can then assess whether our
data seems reasonable under our posterior distribution, called a posterior predictive check.
However, since we are using the data both for model fitting and for model checking, this
method is only useful in detecting large departures from model assumptions. Another approach is to take a single sample of the parameters in the posterior distribution and then
simulate many data sets from this single sample, called a sampled posterior check. This
approach has been shown to be better than simulating data from all of the posterior model
parameters (Gosselin, 2011). One disadvantage is that the results can depend on the partic-
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Figure A.1: Histogram of the observed counts generated from repeatedly sampling from
one iteration of the simulated posterior distribution. We see that the total observed count,
shown with the vertical line, falls within the distribution of the total observed counts from
the posterior.
ular draw of the parameters.
Both the posterior predictive check and the sampled posterior check require a measure
of discrepancy between the observed data and what is generated under the proposed model.
Conn et al. (2018) describe many generic measures of discrepancy; here, we check whether
the total observed counts from the simulated data is similar to the actual observed total
count as a measure of discrepancy (Figure A.1).
We could also use a cross-validation approach to check if the model is reasonable. We
can withhold one or more observations from the data set, refit the model, and check to see if
the resulting predictive values reasonably agree with the withheld data. Depending on the
model complexity and the number of observations in the data set, this process can be quite
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time-consuming. Stern and Cressie (2000) and Marshall and Spiegelhalter (2003) describe
approximations to cross-validation without the computational burden of refitting the model
many times. We omit the cross-validation check for the Bayesian CAR model.
In our data set, we assume a particular structure for the latent spatial autocorrelation.
We can construct a posterior distribution of Moran’s I (Moran, 1950) to assess whether
there is any remaining spatial autocorrelation that is not addressed through our spatial
model. Spatially correlated residuals could indicate a poor spatial component fit or prompt
further investigation into regions with clustered residuals. We compute residuals for each
iteration k in the MCMC chain as ws,k − zs,k

ps,k , where ps,k are the detection probabil-

ities on the sampled sites at iteration k generated from Xds and γ k . Figure A.2 shows that
there is little spatial autocorrelation in the residuals for the Leroux CAR model. Though not
shown here, there is also little spatial autocorrelation in the residuals from the geostatistical
models.
For the geostatistical model, we can also construct a posterior semivariogram plot with
the fitted semivariogram models from each iteration in the MCMC chain. Checking the
semivariogram can reassure us that there is not any strange behavior with the covariance
parameters. CAR models are non-stationary so standard semivariograms cannot be constructed. Figure A.3 shows that there is not much spatial autocorrelation in the log-scale
random effects.
For the CAR model, we also check whether the resulting prediction changes for a different neighboring structure. In particular, we also fit the model using a Queen’s neighborhood
to compare with the results from the Rook’s neighborhood. In a Queen’s neighborhood,
sites are considered neighbors if they share a boundary point whereas, in a Rook’s neighborhood, sites must share a boundary line to be considered neighbors. Table A.1 shows
the median prediction as well as the 90% credible interval from the CAR model with the
Queen’s neighborhood instead of the Rook’s neighborhood.
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Figure A.2: Histogram of Moran’s I for the residuals in each iteration of the MCMC chain
for the Bayesian CAR model. There is little evidence of spatial autocorrelation in the
residuals.
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Figure A.3: Posterior semivariograms for the residuals in the geostatistical model with
stratum as a covariate for 400 iterations, chosen randomly, in the MCMC chain. There
is little observed spatial autocorrelation in the posterior distribution of the semivariogram
function.The maximum distance between sites is 191 units.
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Table A.1: Posterior medians and 90% credible intervals for the total moose in Togiak
for the CAR model with a Rook’s neighborhood and the CAR model with the Queen’s
neighborhood.
Median 5th %tile 95th %tile
Rook’s Neighborhood
4038
3113
5351
Queen’s Neighborhood
4016
3078
5364
Table A.2: Posterior medians and 90 % credible intervals for the total moose in Togiak in
the separate stratum model using the Gaussian covariance structure with a uniform prior
for the range and an Exponential covariance structure with an approximate reference prior
for the range.
Median 5th Percentile 95th Percentile
Gaussian
4336
2980
6430
Exponential
4279
3367
5601
A final checking procedure is a sensitivity analysis for any prior distributions used and
any covariance models chosen. If the predictions drastically change from a different prior
distribution or a different covariance model, then we might further investigate why the
change has occurred. At the very least, we report the differing results under the other prior
distribution or covariance model.
In particular, for the geostatistical model that fits the strata separately, we examine a
reference prior for the range parameter given by Berger et al. (2001). Note that this prior
can only be thought of as an approximate reference prior at best in our setting since a
reference prior for the range parameter in a spatial Poisson hierarchical model would not
be the same as a reference prior developed for a spatial linear mixed model. In addition to
changing the prior for the range parameter, we also change the covariance structure from a
smooth Gaussian covariance structure to a rough Exponential covariance structure. Since
there is little spatial autocorrelation in the data set, we do not expect there to be much of
a difference in the predictions using these two geostatistical models. Indeed, Table A.2
shows that the median total and 90% credible interval for the total does not substantially
change under this geostatistical model.
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A.3

Chapter 4 Appendix

A.3.1

Simulation Results

We exclude some of the settings where results across the estimators are similar in order to
save space. In particular, we omit the settings where the mean is high, the overall variance
is low, and the sample size is ten. The high mean and low variance settings are omitted
because most of the estimators perform similarly in these settings. The sample size of 10
setting is eliminated because, for fixed correlation, variance, mean, estimation method, and
autocorrelation structure, the results for this setting are intermediate between the settings
with a sample size of 5 and a sample size of 40.
Table A.3: Est, LowCorr, HighVar, LowMean, n = 5, Ex
Bias
Pred Var
rMSPE

true
-2.18
100.00
113.91

sd
-2.18
102.02
114.02

plug
-2.17
102.87
114.07

k
-2.17
60.88
113.47

emp
-1.90
42.08
105.19

choi
-2.18
102.00
114.05

tap
-2.17
60.88
113.47

neff
-2.17
62.03
114.10

trunc
-2.17
60.88
113.47

Table A.4: NoEst, LowCorr, HighVar, LowMean, n = 5, Ex
Bias
Pred Var
rMSPE

true
-2.18
100.00
113.91

sd
-2.18
100.03
114.03

plug
-2.18
123.55
114.09

k
-2.16
81.95
113.45

emp
-2.14
37.61
115.02

choi
-2.18
99.99
114.02

tap
-2.16
81.95
113.45

neff
-2.18
83.23
114.13

Table A.5: Est, HighCorr, HighVar, LowMean, n = 5, Ex
Bias
Pred Var
rMSPE

true
-0.39
2.48
3.17

sd
-0.39
2.31
3.17

plug
-0.39
2.94
3.17

k
-0.39
1.17
3.17

emp
-1.44
-0.43
60.03

choi
-0.35
4.96
3.18

tap
-0.36
0.23
3.19

neff
-0.39
-0.57
3.17

trunc
-0.39
1.17
3.17

trunc
-2.16
81.95
113.45
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Table A.6: NoEst, HighCorr, HighVar, LowMean, n = 5, Ex
true
-0.39
2.48
3.17

Bias
Pred Var
rMSPE

sd
-0.39
2.49
3.17

plug
-0.39
3.99
3.17

k
-0.39
1.51
3.17

emp
-1.16
-0.60
19.08

choi
-0.37
7.97
3.16

tap
-0.38
1.51
3.16

neff
-0.39
-0.93
3.17

trunc
-0.39
1.51
3.17

Table A.7: Est, LowCorr, HighVar, DiffMean, n = 5, Ex
Bias
Pred Var
rMSPE

true
-0.99
105.93
132.03

sd
-0.98
90.90
132.17

plug
-0.98
108.19
132.17

k
-1.21
75.50
150.53

emp
-6.66
41.17
2992.52

choi
-0.99
90.87
132.15

tap
-0.5
75.5
192.3

neff
-0.98
86.92
132.17

trunc
-1.20
73.79
150.51

Table A.8: NoEst, LowCorr, HighVar, DiffMean, n = 5, Ex
Bias
Pred Var
rMSPE

true
-1.63
106.27
127.32

sd
-1.63
108.58
127.58

plug
-1.63
150.28
127.54

k
-1.61
90.41
127.30

emp
-1.58
60.98
131.14

choi
-1.63
100.63
127.46

tap
-1.76
90.41
145.42

neff
-1.63
119.79
127.59

trunc
-1.62
90.41
127.29

Table A.9: Est, HighCorr, HighVar, DiffMean, n = 5, Ex
Bias
Pred Var
rMSPE

true
-0.49
3.28
4.68

sd
-0.44
3.20
3.85

plug
-0.44
3.87
3.87

k
-0.51
1.57
7.40

emp
-0.57
-0.58
6.46

choi
-0.47
7.79
5.95

tap
-0.28
0.26
9.93

neff
-0.48
1.16
4.19

trunc
-0.45
1.32
3.70

Table A.10: NoEst, HighCorr, HighVar, DiffMean, n = 5, Ex
Bias
Pred Var
rMSPE

true
-0.37
4.06
4.01

sd
-0.37
4.16
3.95

plug
-0.37
5.57
3.93

k
0.04
1.75
9.42

emp
-0.79
0.29
45.10

choi
-0.37
7.88
3.93

tap
-0.37
0.27
4.11

neff
-3.26
1.04
389.12

trunc
-0.32
1.98
3.98

Table A.11: Est, LowCorr, HighVar, LowMean, n = 40, Ex
Bias
Pred Var
rMSPE

true
4.36
100.00
44.31

sd
4.36
78.69
44.25

plug
4.36
80.58
44.11

k
4.39
74.05
44.67

emp
1.94
11.79
8.71

choi
4.37
78.66
44.35

tap
4.39
74.05
44.67

neff
4.36
76.56
44.11

trunc
4.39
74.05
44.67

Table A.12: NoEst, LowCorr, HighVar, LowMean, n = 40, Ex
Bias
Pred Var
rMSPE

true
4.36
100.00
44.31

sd
4.36
100.00
44.30

plug
4.36
103.59
44.21

k
4.38
96.64
44.59

emp
4.80
1.01
60.37

choi
4.36
99.99
44.35

tap
4.38
96.64
44.59

neff
4.36
98.51
44.20

trunc
4.38
96.64
44.59
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Table A.13: Est, HighCorr, HighVar, LowMean, n = 40, Ex
Bias
Pred Var
rMSPE

true
0.51
2.04
0.50

sd
0.51
2.08
0.50

plug
0.51
3.53
0.50

k
0.51
1.39
0.50

emp
1.03
-0.34
2.01

choi
0.76
3.02
0.70

tap
0.53
1.39
0.51

neff
0.51
-0.53
0.50

trunc
0.51
1.39
0.50

Table A.14: NoEst, HighCorr, HighVar, LowMean, n = 40, Ex
Bias
Pred Var
rMSPE

true
0.51
2.04
0.50

sd
0.51
2.04
0.50

plug
0.51
3.58
0.50

k
0.51
1.55
0.50

emp
1.04
-0.44
2.06

choi
0.76
3.77
0.69

tap
0.53
1.55
0.51

neff
0.51
-0.44
0.50

trunc
0.51
1.55
0.50

Table A.15: Est, LowCorr, HighVar, DiffMean, n = 40, Ex
true
0.57
103.92
102.32

Bias
Pred Var
rMSPE

sd
0.57
105.29
102.34

plug
0.57
110.84
102.38

k
0.57
100.52
102.30

emp
2.24
45.87
3850.32

choi
0.57
97.34
102.29

tap
0.57
100.52
102.30

neff
0.57
105.43
102.38

trunc
0.57
100.52
102.30

Table A.16: NoEst, LowCorr, HighVar, DiffMean, n = 40, Ex
Bias
Pred Var
rMSPE

true
0.52
111.23
105.11

sd
0.52
110.63
105.07

plug
0.52
122.21
105.08

k
0.52
106.46
105.04

emp
0.64
49.00
255.66

choi
0.52
99.99
105.08

tap
0.52
106.46
105.04

neff
0.52
116.78
105.08

trunc
0.52
106.46
105.04

Table A.17: Est, HighCorr, HighVar, DiffMean, n = 40, Ex
Bias
Pred Var
rMSPE

true
0.05
2.32
2.31

sd
0.04
2.86
2.31

plug
0.04
4.04
2.30

k
0.05
1.61
2.39

emp
0.62
-0.74
246.28

choi
0.00
59.85
9.43

tap
0.06
0.80
21.50

neff
0.06
1.77
3.70

trunc
0.04
1.54
2.27

Table A.18: NoEst, HighCorr, HighVar, DiffMean, n = 40, Ex
Bias
Pred Var
rMSPE

true
0.05
2.20
2.10

sd
0.05
2.21
2.05

plug
0.05
3.62
2.06

k
0.04
1.51
2.12

emp
0.52
-0.63
122.94

choi
-0.04
61.74
9.61

tap
-0.13
0.94
19.38

neff
-0.03
1.82
33.17

trunc
0.03
1.46
2.06

Table A.19: Est, LowCorr, HighVar, LowMean, n = 5, AR1
Bias
Pred Var
rMSPE

true
-0.63
100.00
121.11

sd
-0.90
166.53
126.33

plug
-0.93
176.39
127.76

k
0.47
88.48
197.06

emp
0.14
-17.32
368.46

choi
0.87
166.53
177.55

tap
0.57
51.58
200.97

neff
-0.85
78.07
132.33

trunc
-0.99
70.95
129.64
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Table A.20: NoEst, LowCorr, HighVar, LowMean, n = 5, AR1
Bias
Pred Var
rMSPE

true
-0.59
100.00
123.94

sd
-0.59
103.70
123.93

plug
-0.59
131.93
124.00

k
-0.58
91.29
123.67

emp
-0.61
46.43
123.79

choi
-0.59
99.98
123.90

tap
-0.58
91.29
123.67

neff
-0.59
91.77
124.04

trunc
-0.58
91.29
123.67

Table A.21: Est, HighCorr, HighVar, LowMean, n = 5, AR1
Bias
Pred Var
rMSPE

true
0.23
2.01
5.81

sd
0.20
7.46
5.49

plug
0.20
7.50
5.49

k
0.22
1.37
5.60

emp
-0.16
-4.80
7.90

choi
0.25
7.33
3.85

tap
0.21
0.67
4.76

neff
0.19
-3.69
5.39

trunc
0.22
1.37
5.60

Table A.22: NoEst, HighCorr, HighVar, LowMean, n = 5, AR1
Bias
Pred Var
rMSPE

true
0.23
2.01
8.36

sd
0.23
2.03
8.36

plug
0.23
3.27
8.36

k
0.23
1.30
8.36

emp
0.85
-0.05
12.43

choi
0.34
5.21
8.27

tap
0.31
1.30
8.08

neff
0.23
-0.64
8.36

trunc
0.23
1.30
8.36

Table A.23: Est, LowCorr, HighVar, DiffMean, n = 5, AR1
Bias
Pred Var
rMSPE

true
0.44
103.00
202.0

sd
0.39
540.21
204.5

plug
0.40
642.95
205.6

k
-2.19
145.02
2801.6

emp
-0.07
-109.30
863.3

choi
1.30
479.34
245.6

tap
4.96
8.40
1923.7

neff
1.25
284.74
475.8

trunc
0.71
103.55
227.9

Table A.24: NoEst, LowCorr, HighVar, DiffMean, n = 5, AR1
Bias
Pred Var
rMSPE

true
-0.28
100.07
127.16

sd
-0.28
113.08
127.13

plug
-0.28
144.89
127.15

k
-0.27
100.21
127.10

emp
-0.32
43.15
127.08

choi
-0.28
100.76
127.12

tap
-0.32
100.21
137.98

neff
-0.28
98.70
127.16

trunc
-0.28
96.47
127.16

Table A.25: Est, HighCorr, HighVar, DiffMean, n = 5, AR1
Bias
Pred Var
rMSPE

true
0.11
2.10
5.90

sd
0.17
6.32
5.17

plug
0.18
7.47
5.16

k
0.42
1.31
9.23

emp
0.04
-2.10
15.10

choi
0.22
9.80
7.13

tap
-0.45
0.28
9.92

neff
0.19
1.31
5.01

trunc
0.16
1.29
5.29

Table A.26: NoEst, HighCorr, HighVar, DiffMean, n = 5, AR1
Bias
Pred Var
rMSPE

true
0.17
6.32
5.57

sd
0.34
6.11
7.99

plug
0.35
7.57
8.03

k
1.48
2.85
253.07

emp
2.11
-1.21
73.34

choi
0.59
4.75
11.32

tap
0.74
0.19
14.62

neff
1.97
2.49
109.42

trunc
0.39
2.13
9.25

137

Table A.27: Est, LowCorr, HighVar, LowMean, n = 40, AR1
Bias
Pred Var
rMSPE

true
0.11
100.00
114.01

sd
0.12
99.65
114.07

plug
0.12
102.28
114.07

k
0.12
96.68
114.07

emp
-0.05
41.17
185.29

choi
0.12
98.06
114.06

tap
0.12
96.68
114.07

neff
0.12
97.37
114.07

trunc
0.12
96.68
114.07

Table A.28: NoEst, LowCorr, HighVar, LowMean, n = 40, AR1
Bias
Pred Var
rMSPE

true
0.11
100.00
114.02

sd
0.11
100.30
114.02

plug
0.11
103.60
114.01

k
0.11
98.50
114.02

emp
0.13
44.66
114.29

choi
0.11
99.98
114.02

tap
0.11
98.50
114.02

neff
0.11
98.59
114.01

trunc
0.11
98.50
114.02

Table A.29: Est, HighCorr, HighVar, LowMean, n = 40, AR1
Bias
Pred Var
rMSPE

true
-0.08
2.01
105.29

sd
-0.07
7.12
104.88

plug
-0.07
7.73
104.87

k
-0.07
1.48
104.95

emp
0.13
-2.59
168.31

choi
1.03
5.62
2026.35

tap
0.47
1.30
578.47

neff
-0.39
0.23
220.19

trunc
-0.07
1.43
104.96

Table A.30: NoEst, HighCorr, HighVar, LowMean, n = 40, AR1
Bias
Pred Var
rMSPE

true
-0.07
2.01
118.45

sd
-0.07
2.14
118.46

plug
-0.07
3.22
118.46

k
-0.07
1.54
118.45

emp
-0.01
-0.51
212.06

choi
1.69
3.73
1211.80

tap
0.35
1.54
169.70

neff
-0.07
0.08
118.50

trunc
-0.07
1.54
118.46

Table A.31: Est, LowCorr, HighVar, DiffMean, n = 40, AR1
Bias
Pred Var
rMSPE

true
-0.10
100.56
110.92

sd
-0.10
100.22
110.93

plug
-0.10
103.11
110.93

k
-0.10
96.73
110.94

emp
0.05
42.16
200.51

choi
-0.10
96.73
110.86

tap
-0.10
96.73
110.94

neff
-0.10
98.04
110.94

trunc
-0.10
96.73
110.94

Table A.32: NoEst, LowCorr, HighVar, DiffMean, n = 40, AR1
Bias
Pred Var
rMSPE

true
-0.07
110.14
123.65

sd
-0.07
106.99
123.65

plug
-0.07
114.33
123.65

k
-0.07
105.72
123.65

emp
-0.54
48.36
281.87

choi
-0.07
99.98
123.66

tap
-0.07
105.72
123.65

neff
-0.07
109.76
123.65

trunc
-0.07
105.72
123.65

Table A.33: Est, HighCorr, HighVar, DiffMean, n = 40, AR1
Bias
Pred Var
rMSPE

true
-0.08
2.25
109.34

sd
-0.07
6.71
109.16

plug
-0.07
7.65
109.08

k
-0.16
1.71
112.39

emp
0.05
-2.24
143.52

choi
0.00
21.44
2292.88

tap
0.32
1.19
688.94

neff
-1.30
3.08
1013.49

trunc
-0.12
1.50
110.09

Table A.34: NoEst, HighCorr, HighVar, DiffMean, n = 40, AR1
Bias
Pred Var
rMSPE

true
0.00
2.87
123.07

sd
0.00
2.86
123.11

plug
-0.01
4.17
122.97

k
0.05
2.11
124.37

emp
-3.54
-0.11
8365.50

choi
0.56
28.56
1377.24

tap
0.12
0.92
258.03

neff
0.02
2.46
144.88

trunc
-0.04
1.61
123.70

