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Chapter 1 Introduction
Species distribution models describe the spatial arrangement of species across a region. They
have many uses, from creating range maps in birding books to public development and planning,
and to conservation and preservation efforts [1] [2]. Nowadays, distribution maps are almost
always the result of statistical or mathematical models applied to surveyed presences and
absences of a species to predict the distribution based on environmental attributes such as
climate, land cover and elevation. Since species distribution models are used heavily in
environmental assessment and decision making, it is important that the models underlying those
maps are as accurate and well developed as possible to answer the questions relevant to the
application[3][4]. Many, if not most, species distribution models (SDMs) are designed to map a
single species [5]. If, for instance, a researcher needs to know the distribution of a particular
plant species, she may use the known presences/absences and environment variables to create a
distribution map of the species across the region of interest [6].
However, the distribution of one species generally depends on the distribution of other species,
because those other species directly or indirectly provide the food, nesting sites, and so on
necessary for survival. Species also compete for resources, so one species may exclude another
from a site via competition. Hence, it is reasonable to expect that even if the goal is to produce a
distribution map for a single species, it is worthwhile to model the distribution and interaction of
multiple species. Furthermore, to understand the function and predict the behavior of entire
ecosystems, it is important to understand species at the level of communities of species.
Communities can be defined either as a set of co-occurring and interacting species [7] or as a
more abstract collection of co-occurring vegetation types (e.g., deciduous forest with broadleaf
understory) [8]. Previously-developed community models focus mainly on vegetation type
classes instead of community composition [7] or focus on combining multiple models of
individual species[9]. While type classes are a convenient granularity to work with, these
models can be lacking for answering questions about specific subsets of species. Techniques
developed in the ecological sciences to model “communities” of species, such as CCA and
related methods [10] and multi-response decision trees such as boosted regression trees [11], do
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not represent any explicit notion of “community”, but instead are essentially just multi-label
statistical methods.
The current widespread use of SDMs generally calls for multiple models covering multiple
species. The simplest approach to this is to create individual models for each species of interest
or to create community level models. In machine learning, the task of predicting multiple binary
outcomes is known as multi-label classification [12]. This dissertation formulates the problem of
multiple species classification as a multi-label prediction problem. It examines current model
tuning methods, extends existing multi-label algorithms, develops new algorithms, and applies
them to the problem of multiple species distribution modeling.

Calibrating SDMS for use as inputs
Ultimately species modeling should be driven by the final application of the model. Many of the
ecological and conservation questions currently being investigated are driven by the need to
maximize resources for the greatest benefit. In these cases SDMs are developed as an
intermediate step between the data and the application objective. The models have parameters to
be tuned and sometimes thresholds to be selected. This model calibration is often done to
maximize the SDM’s performance on a classification metric such as AUC without considering
the ultimate outcome of the final application. The first manuscript (Chapter 2) deals with
different approaches to maximizing the performance of the final application via careful tuning of
the intermediate SDMs. Parameter selection, thresholding, and metric selection are evaluated,
and the resulting models are used in two sample applications: Reserve Design and Survey
Design. It is shown that the best models, as measured by classification metric, are not the best
models for end-use application. The best results are achieved through novel metrics and careful
parameter selection.

Automatic Community Discovery
Ecological scientists are keenly interested in community structure. One way to discover this
structure is to define communities by combining expert knowledge with cluster analysis [13]–
[15]. However, standard cluster methods do not allow for multiple communities at a single site or
for single specie to belong to multiple communities. An alternative method is to apply a mixed
membership approach. The second manuscript (Chapter 3) introduces a mixture model that
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leverages higher order co-occurrence relationships between species in order to automatically
discover community groups and the mixtures of communities at each site. This approach is
compared to a Naïve Bayes clustering model and the currently used indicative species lists for
the study area. Expert feedback is then solicited via a single-blind study that shows that the new
approach produces valid groupings that are preferred over the current community definitions.

Multi-label Conditional Admixture Model
The final manuscript (Chapter 4) expands on the automatic discovery of communities to propose
a new modeling paradigm that results in a model that is simultaneously predictive and
exploratory. The multi-label conditional admixture model (MCAM) incorporates latent species
groups into a logistic regression model. This new approach combines both species-environment
relationships and co-occurrence relationships in one model. The integration of these two sources
of information allows good predictive performance whilst also allowing the modeler to examine
the co-occurrence relationships at the species and site levels. These co-occurrences cannot be
explained by the available covariates and so are more likely to indicate species interactions rather
than shared habitat requirements.
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Chapter 2 Calibrating Species Distribution Models for Reserve Design and
Field Surveys
Abstract
1. Species distribution models (SDMs) have become important beyond their role as tools for
understanding habitat requirements; they are now important inputs for planning and
conservation modeling and decision making. The use of SDMs as inputs to other
applications should require that the models are fit for end-use purpose, but often this is
not the case.
2. This research evaluates how different model tuning and decision thresholding approaches
affect end application results. Species distribution models are tuned over various model
parameter settings and maximized over a suite of both standard and novel evaluation
metrics. These SDMs are then used as inputs to two different applications: reserve design
and field survey design.
3. Currently SDMs used as inputs are often maximized for standard performance metrics
such as AUC or Cohen’s Kappa. We show that maximizing SDM performance is not the
same as maximizing the performance of the end-use application of the SDM.
4. Species distribution models should be created with the ultimate end use in mind and
tuned in order to maximize the final goal. This may mean that careful selection of model
parameters and evaluation metrics is required.

Introduction
One of the initial purposes of species distribution models (SDMs) was to characterize the spatial
distribution of a species in order to gain insights about its habitat requirements [16]. For
presence/absence data, this was formulated as the problem of supervised classification—that is,
of fitting a model that predicts the presence or absence of a species at each site based on
covariates that characterize that site [17]. The fitted models were then assessed according to
standard classification performance metrics such as log likelihood, predictive accuracy, area
under the ROC curve (AUC; [18]), Kappa [19], and various combinations of precision and recall.
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More recently, attention has shifted to conservation applications such as survey planning and
reserve design [20]. A common strategy is to fit an SDM to the available observations and then
feed the output predictions to planning and prioritization tools such as Zonation [21] or Marxan
[22]. This raises two questions: (a) what metrics should be optimized when fitting the SDM and
(b) what information from the SDM should be passed to the prioritization tools? Recent work has
addressed question (b) and shown that it is better to use the predicted probability of presence as
input to prioritization tools rather than first thresholding the predictions and sending only the
predicted presence or absence to the prioritization tools [23]. In this paper, we address question
(a): How should an SDM be fit to data and calibrated in order to produce outputs that are most
effective when input to a subsequent optimization procedure.
When an SDM is fit to data, there are typically many decisions that must be made including the
selection of the particular model family (e.g., logistic regression versus boosted regression trees)
and various hyper-parameters (learning rates, model complexity parameters, and so on). The
hyper-parameters are typically selected to optimize some desired metric (such as AUC, Kappa,
accuracy, etc.) via cross-validation. We refer to the hyper-parameter selection process as
“calibration”, and we reformulate question (a) as “What is the best criterion to employ in
calibration in order to obtain the best results from the subsequent optimization procedure?”
We study this question experimentally using a large, high-quality data set of vascular plant
surveys from Victoria, Australia. We evaluate 17 different model calibration criteria and
conclude that a criterion called “Precision Target Recall” gives the best results. This criterion
seeks to calibrate the SDM so that a target percentage of the sites where the species is present are
correctly predicted. Subject to this constraint, it then seeks to maximize the precision (the
fraction of “presence” predictions that are correct). More generally, different criteria yield
significantly different prioritization results, and optimizing standard criteria such as AUC or
prediction accuracy gives significantly worse results.

Methods
We consider two application tasks: Reserve Design and Survey Design. In the Reserve Design
problem, a primary goal is to select a set of sites to constitute a reserve in order to conserve as
much of the current distribution of each species as possible. Typically, the number of sites that
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can be purchased to form the reserve is a small fraction of the total number of sites. One would
therefore expect that we should calibrate the SDMs to emphasize high accuracy on a small
fraction of sites.
In the Survey Design problem, the primary goal is to select a set of sites at which to conduct
presence/absence observation surveys to maximize the knowledge of species distributions. We
seek to observe a target fraction of the true distribution of each species while minimizing the
number of sites that must be visited. Because surveying is much cheaper than land purchase, we
can expect to visit a larger fraction of the sites. Hence, one would therefore expect that we
should calibrate the SDMs to emphasize high accuracy on predicting sites that do not need to be
visited (i.e., where the species is absent).
The basic structure of our experiments is to fit and calibrate a multiple-species SDM on a set of
“training” sites and then compute the predicted probability of species presence for each “testing”
site. For reserve design, these probabilities are input to the Zonation reserve design tool to
produce a prioritized list of sites. We then assume a budget sufficient to purchase a fixed
percentage of these sites and measure what fraction of the range occupied by the species has
been conserved. For survey design, we implemented our own optimization procedure, which
only uses thresholded presence/absence predictions. It computes a set of sites to survey that is
predicted to cover a target percentage of the distribution of each species while minimizing the
number of visited sites. We then measure the percentage of the species’ distributions that would
actually have been observed if we surveyed those selected sites.
Species Distribution Dataset
The dataset has been provided by the Victorian Department of Environment, Land, Water &
Planning in Australia. It consists of 100 m2 quadrat surveys of 113,000 sites measuring the
presence or absence of 5,605 plant species and 80 environmental covariates. At each site, a
comprehensive floristic survey is performed counting all species present. The density of
surveyed sites varies greatly, with some regions of Victoria having many more sites surveyed
than other regions. We adjusted for this by gridding the data as follows. A grid of 1km x 1km
cells was imposed on the State of Victoria. The species present in a cell were taken to be the
union of all species presences in all survey sites falling within the cell. The covariates for the cell
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were taken to be the covariates of the survey site nearest to the center of the cell. This strategy
was chosen to ensure that the covariates corresponded to an actual place, as opposed to being
averaged across space and elevation.
Because conservation applications are primarily concerned with rare species, we further
processed the data to ensure that species with low occurrence counts are truly rare as opposed to
being common immediately outside Victoria but rare within Victoria. To nullify such boundary
effects, quartiles were calculated on the unique coordinates of each survey and a subset of data
was selected such that only sites south of (less than) the 3rd Northing quartile and falling between
2nd and 3rd Easting quartiles were included. This selects data far enough from the state
boundaries to provide a decent level of assurance that rarity is not due to surveys being
performed along a range edge. Further, only species with at least 75% of their recorded
observations falling within the subset area were included. This resulted in 640 species with
occurrence counts ranging from 3 to 1054 observations. This is further reduced to 482 species by
excluding all species with fewer than 15 occurrences. The sites within the selected area were
then randomly assigned to one of three sets: (a) the training set (to which the SDMs are fit), (b)
the validation set (which is employed to select the hyper-parameter values), and (c) the testing
set (which is used to assess the quality of the resulting prioritization). (see Figure 1)
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N

Sites
Vic Subset

7722

Training
50%
3861

Validation
25%
1931

Testing
25%
1930

Species
482

Positive
Obs
44867

Figure 1: All study sites are located within the green area of the map. Of the 7722 total sites, 50% were used
in training, 25% is validation and 25% as a held-out test set.

Algorithm
The species distribution models were constructed by fitting a regularized logistic regression
model known as the “elastic net” to 80 environmental covariates. All experiments were run using
the GLMnet implementation [24] run in R version 3.0.2 [25]. This type of logistic regression
controls model complexity through two hyper-parameters, 𝛼 and 𝜆. Specifically, the fitting
algorithm maximizes the sum of the log likelihood of the data plus a regularization term of the
1

form 𝜆 [(1 − 𝛼) 2 ‖β‖22 + 𝛼‖𝛽‖1 ], where 𝛽 is the vector of parameters of the logistic regression
model. The regularization term contains two penalty terms. The first is an L2 (ridge) penalty
‖𝛽‖22 = ∑𝐽𝑗=1 𝛽𝑗2 , where 𝑗 = 1, … , 𝐽 indexes the covariates of the model. This seeks to penalize
large coefficients in the model. The second term is an L1 (Lasso) penalty ‖𝛽‖1 = ∑𝐽𝑗=1|𝛽𝑗 |. This
encourages coefficients to go to zero, which produces a sparse solution. The 𝛼 parameter
controls the relative importance of the two penalties, and the 𝜆 parameter controls the impact of
the entire regularization term. In our experiments GLMnet is optimized over 𝛼 values ranging
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from 0.0 (all ridge penalty) to 1.0 (all lasso penalty) in increments of 0.1 and over 100 𝜆 values
that lie along the so-called “regularization path” explored by the GLMnet fitting algorithm.
Calibration Metrics
The fitted SDMs were calibrated to maximize various metrics. To define these metrics, recall
that for a thresholded presence-absence SDM, each predicted data point can be a true positive
(species correctly predicted to be present), true negative (species correctly predicted to be
absent), false positive (absent species incorrectly predicted to be present), or false negative
(present species incorrectly predicted to be absent). Given a set of 𝑁 data points, let 𝑡𝑝, 𝑡𝑛, 𝑓𝑝,
and 𝑓𝑛 be the number of data points (sites) that are true positives, true negatives, false positives,
and false negatives (respectively). The precision of a model is defined as 𝑡𝑝/(𝑡𝑝 + 𝑓𝑝), which
is the fraction of all sites predicted as positive that were in fact positive. The recall of a model is
defined as 𝑡𝑝/(𝑡𝑝 + 𝑓𝑛), which is the fraction of all positives that were predicted to be true
positives. With these definitions, we can now describe each of our calibration metrics:


F1: The F-score is the harmonic mean of the precision and recall,
𝐹 = 2∗

𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑟𝑒𝑐𝑎𝑙𝑙
2 ∗ 𝑡𝑝
=
.
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑟𝑒𝑐𝑎𝑙𝑙 2 ∗ 𝑡𝑝 + 𝑓𝑝 + 𝑓𝑛

The F-score ranges from 𝐹 = 1 (best), to 𝐹 = 0 (worst).


Kappa: The Kappa score (Cohen’s kappa) measures the rate of agreement between the
model and the true presence/absence taking into account the chance that the model would
agree with true presence/absence by random guess. Kappa scores range from complete
agreement, 𝜅 = 1, to no agreement outside of chance, 𝜅 = 0.
𝑡𝑝 + 𝑡𝑛 (𝑡𝑝 + 𝑓𝑝)(𝑡𝑝 + 𝑓𝑛) + (𝑡𝑛 + 𝑓𝑛)(𝑡𝑛 + 𝑓𝑝)
−
𝑡𝑜𝑡𝑎𝑙
𝑡𝑜𝑡𝑎𝑙 2
𝜅=
(𝑡𝑝 + 𝑓𝑝)(𝑡𝑝 + 𝑓𝑛) + (𝑡𝑛 + 𝑓𝑛)(𝑡𝑛 + 𝑓𝑝)
1−
𝑡𝑜𝑡𝑎𝑙 2
𝑡𝑜𝑡𝑎𝑙 = 𝑡𝑝 + 𝑡𝑛 + 𝑓𝑝 + 𝑓𝑛



PTR- 𝑙 : Precision at Target Recall measures the precision achieved given that a
minimum level of recall, 𝑙%, has been reached. This metric was conceived to cover a
situation where the critical function of the model was to recall correctly a minimum
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percentage of instances.
𝑝𝑟𝑒𝑐 =



𝑡𝑝
𝑡𝑝
𝑠𝑢𝑏𝑗𝑒𝑐𝑡 𝑡𝑜 𝑟𝑒𝑐 =
≥ 𝑡𝑎𝑟𝑔𝑒𝑡
𝑡𝑝 + 𝑓𝑝
𝑡𝑝 + 𝑓𝑛

RTP-𝑙 : Recall at Target Precision measures the recall achieved given that a minimum
level of precision, 𝑙%, has been reached. This metric was conceived to cover the situation
where it was critical that positive prediction be accurate before striving for a recall level.
𝑟𝑒𝑐 =



𝑡𝑝
𝑡𝑝
𝑠𝑢𝑏𝑗𝑒𝑐𝑡 𝑡𝑜 𝑝𝑟𝑒𝑐 =
≥ 𝑡𝑎𝑟𝑔𝑒𝑡
𝑡𝑝 + 𝑓𝑛
𝑡𝑝 + 𝑓𝑝

AUC: Area under the ROC curve, AUC, is the probability that the model ranks a
randomly-selected “presence” site higher than a randomly-selected “absence” site. An
AUC of 0.5 corresponds to an SDM that performs no better than random guessing. An
AUC of 1.0 corresponds to a perfect SDM.

For all metrics except AUC, the value of the metric can only be computed once a classification
threshold has been chosen. Hence, to evaluate a particular setting of the hyper-parameters 𝜆 and
𝛼 of GLMnet with respect to a particular metric, we fit the model to the training data and then
compute the predicted probability of presence for each site in the validation set. We then sort the
validation set sites by their predicted probabilities and compute the threshold that gives the best
value for the metric.
Calibration approaches
We are considering 482 species in our applications. Consequently, we must calibrate 482
individual species distribution models. Because our applications involve purchasing or surveying
a single set of sites in order to achieve goals for all species, we must consider how to calibrate
these models jointly across all species. In other words, we must decide how to combine the
calibration metrics of each of the 482 SDMs to obtain an overall calibration metric. For each
metric except AUC, this also involves choosing classification thresholds for each model, as
described above. We explored three ways of choosing thresholds and combining the resulting
metrics:
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1. Per-Species/Separate Thresholds (Multitask): Set a separate threshold for each species
in order to maximize the chosen metric. Compute the metric for each species, and then
average the metric values across all species. We call this the Multitask approach, because
this is related to methods of multitask learning in machine learning [26], [27].
2. Per-Species/Joint Threshold (Macro): Compute the 𝑡𝑝, 𝑓𝑝, 𝑡𝑛, 𝑓𝑛 for each species
across all sites. Use these values to compute the metric for each species and then combine
them by averaging across all species. We find the single threshold across all species that
maximizes this overall average value of the metric.
3. Per-Site/Joint Threshold (Micro): Compute the 𝑡𝑝, 𝑓𝑝, 𝑡𝑛, 𝑓𝑛 for each site in terms of
the fraction of species correctly predicted at that site. Use these values to compute the
metric for each site and then average across all sites. We find the single threshold across
all species and sites that maximizes the overall average value of the metric.
For AUC, we do not need to select any thresholds, so we can either calculate multitask AUC
(compute AUC per species and then average across all species) or micro AUC (compute AUC
per site and then average across all sites).
As an example of the effects of the different averaging approaches, let us consider measuring
model performance by AUC. Multitask considers the AUC of a species, defined as the
probability that a site where the species is present is ranked above a site where the species is
absent. Micro considers the AUC of a site, defined as the probability that a species that is present
is ranked above a species that is absent. These are obviously very different quantities. They are
then averaged (across species or across sites, respectively).
Application Test Cases
Two simple test cases were explored to understand the impact of calibration approaches on the
end application. Many end-use applications of species distribution models have their own
calibration processes that can obscure the underlying differences of the input models. Both were
selected to be plausible but basic applications.
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Reserve Design: Zonation
The task of reserve design requires that a subset of candidate sites is selected in order to
maximize species richness and retain important species’ distribution. Zonation is a state-of-theart reserve design tool which accepts either presence/absence data or presence probabilities and
returns a ranking of the input sites based on a measure of desirability for inclusion in a reserve.
The sites are ranked using the Zonation basic core area removal method which calculates the
biological value of each cell during each removal iteration and removes the cells with the lowest
value until all cells have been removed. Cells were removed at a maximum of 100 at a time,
which allows for faster run times without creating too coarse of a solution. As recommended in
the manual, edge removal was used with the “add edge point” option. This combination allows
for a small set of low value non-edge points to be included in the edge point removal list. No
costs, weightings or connectivity parameters were used. After analysis, Zonation produces a
ranking of each site based on when it was removed as well as various other files and images that
were not used in this experiment.
Survey Selection
The second test case is survey design. Assuming a non-random survey requirement, the goal is to
observe a target fraction of the true distribution of each species while minimizing the number of
sites that must be visited
A sampling plan is constructed on the test set by solving the following optimization problem.
Let present(𝑠, 𝑖) = 1 if species 𝑠 is predicted to be present at site 𝑖 and 0 otherwise. Let
𝑢(𝑖) = 1 if site 𝑖 is selected to be surveyed and 0 otherwise. Then the following integer
programming problem minimizes the number of sites surveyed subject to the constraint of
achieving 1 − 𝛽 recall for each species. Specifically, let 𝑁(𝑠) = (1 − 𝛽) ⋅ ∑𝑖 present(𝑠, 𝑖).
Then the optimization problem is the following:
min ∑ 𝑢(𝑖)
𝑖

Subject to the constraints:
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for each species 𝑠, ∑ 𝑢(𝑖) ⋅ present(𝑠, 𝑖) ≥ 𝑁(𝑠).
𝑖

For our experiments, we set β = 0.05. The optimization is then solved using the Gurobi package
[28].
Different SDMs can be compared on the test set according to the number of sites that had to be
surveyed and the degree to which 1 − 𝛽 recall was achieved for each species (e.g., the
percentage of true distribution observed in the survey).

Results
Common practice for fitting SDMs is to select a metric, generally AUC but Kappa or F1 are not
uncommon, and then fit the models to maximize the metric on a per-species basis. This study
examines 17 different configurations; Table 1 shows the resulting values of the metrics for each
configuration. The scores for configurations are not comparable as each metric is measuring
different things. Some of the scores appear quite low; however, as we will see below, those
configurations often performed well when used for prioritization.
Table 1: The 17 calibration configurations and the resulting values of the metrics. As discussed in the
calibration section AUC is only calculated per-species and per-site.

Multi-task/Per-Species
Threshold
Macro/Joint Threshold
Micro/Per-Site Threshold

AUC

F1

Kappa

RTP-90

PTR-99

PTR-90

0.8858
NA
0.9298

0.1431
0.1368
0.2264

0.1315
0.1291
0.2199

0.0001
0.0042
0.0156

0.0127
0.0118
0.0458

0.0199
0.0293
0.0459

In addition to the model outputs for each configuration, the application tasks were also run on the
true presences in order to have a comparison of the best possible outcome. In all results
presented below, this “true best case” is referred to as the “Oracle” solution.
Additionally, the data were evaluated over four levels of species occurrence, i.e. quartiles. Each
species belongs to one of these quartiles based on its prevalence in the data. Table 2 shows the
number of occurrences per species and the number of species for each quartile.
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Table 2: The number of occurrences and species for each quartile.

1st Quartile
15- 26 occurrences
120 species

2nd Quartile
27-46 occurrences
120 species

3rd Quartile
47-97 occurrences
116 species

4th Quartile
98-1054 occurrences
120 species

By separating the results by prevalence quartile, it is easier to see the impact of different
approaches on differing levels of species rarity. If the goal is to look at only very rare species, for
example, then the first two quartiles are of interest.
Prioritization for Reserve Design
For each of the 17 calibration configurations, Zonation was applied to the corresponding
predicted probabilities. The resulting prioritization lists were evaluated to measure the fraction of
species distribution remaining for two levels of site retention (i.e., site purchase). In most real
cases, the reserve budget is quite small, which means that few sites can be retained (or
purchased) for reserves. We look more closely at two scenarios: reserving 25% (482) of the
candidate sites and reserving 10% (193) of the candidate sites.
Table 3 shows the outcomes for the scenario of having a budget to reserve 25% of the available
sites. Comparing the first row, Oracle results, to the rest of the table, model results, shows that
creating a reserve based from the outputs of a model rather than actual survey data leads to major
shortcomings in retaining species distributions, especially for rare species. Looking at the
difference in the averages, the best model, macro-PTR-99, retained 22.6% less of the distribution
than the Oracle. Better models lead to better outcomes, but this is a sizable gap to bridge.
Furthermore, examining the difference between the micro-AUC results and the macro-PTR-99
results shows that if the micro-AUC models had been used there would have been, on average,
7.6% less of the total average distributions and importantly, 8.3% less of the rarest species
distributions retained. Multitask-AUC performed better than micro-AUC but falls short of the
best model by 5% on average. The best performing of the standard metrics, multitask-Kappa, is
still significantly worse than the macro-PTR-99 result.
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Table 3: Average percentage of species distribution retained when able to reserve 25% of the candidate sites.

Reserve 25% of candidate sites
Oracle
Macro-PTR-99
Multitask-Kappa
Multitask-RTP-90
Multitask-PTR-99
Multitask-AUC
Multitask-F1
Multitask-PTR-90
Micro-RTP-90
Micro-F1
Micro-Kappa
Macro-F1
Macro-Kappa
Macro-PTR-90
Micro-PTR-90
Micro-PTR-99
Macro-RTP-90
Micro-AUC

1st Quartile
0.9298
0.4898
0.4639
0.4639
0.4841
0.4893
0.4514
0.4444
0.4527
0.4664
0.4664
0.4597
0.4597
0.4628
0.4574
0.4574
0.4570
0.4063

2nd Quartile
0.7492
0.4713
0.4321
0.4321
0.4285
0.4211
0.4008
0.4109
0.4083
0.3970
0.3970
0.3950
0.3950
0.3922
0.3986
0.3986
0.3937
0.4007

3rd Quartile
0.5850
0.5023
0.4356
0.4356
0.4185
0.3990
0.4111
0.4118
0.4145
0.4149
0.4149
0.4217
0.4217
0.4163
0.4077
0.4077
0.4018
0.3903

4th Quartile
0.4484
0.3451
0.3342
0.3342
0.3070
0.3235
0.3419
0.3229
0.3113
0.3059
0.3059
0.3074
0.3074
0.3071
0.3050
0.3050
0.3025
0.3062

Average
0.6781
0.4521
0.4164
0.4164
0.4095
0.4082
0.4013
0.3975
0.3967
0.3960
0.3960
0.3959
0.3959
0.3946
0.3922
0.3922
0.3887
0.3758

If the budget is so small as to only be able to reserve 10% of the candidate sites, Table 4, then the
gap between the Oracle solution and the model solutions becomes smaller. Now, on average,
there is a 9.9% loss of distribution between the Oracle results and the best model (macro-PTR99), the first two rows of the table. Multitask-AUC again performs better than micro-AUC but is
still significantly worse than the best model. If micro-AUC had been selected, then a staggering
22% less of the distribution would have been retained compared to the Oracle solution (the first
and last rows). When the Micro-AUC model is compared against the best performing model, we
see that it would reserve 12.2% less of the total distribution (second and last rows). MultitaskKappa, the best performing of the standard approaches in this task, reserves significantly less
distribution on average.
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Table 4: Average percentage of species distribution retained when able to reserve 10% of the candidate sites.

Reserve 10% of candidate sites
Oracle
Macro-PTR-99
Multitask-Kappa
Multitask-RTP-90
Multitask-PTR-90
Micro-RTP-90
Multitask-F1
Macro-RTP-90
Macro-PTR-90
Multitask-PTR-99
Multitask-AUC
Macro-F1
Micro-F1
Micro-Kappa
Micro-PTR-90
Micro-PTR-99
Macro-Kappa
Micro-AUC

1st Quartile
0.5889
0.3363
0.2681
0.2681
0.1878
0.1945
0.2123
0.2022
0.1956
0.1871
0.1994
0.1944
0.1921
0.1921
0.1937
0.1937
0.1903
0.1933

2nd Quartile
0.3882
0.3070
0.1994
0.1994
0.2048
0.1895
0.1764
0.1855
0.1782
0.1930
0.1815
0.1707
0.1694
0.1694
0.1710
0.1710
0.1692
0.1504

3rd Quartile
0.3055
0.2982
0.2105
0.2105
0.1773
0.1898
0.1773
0.1851
0.1872
0.1746
0.1739
0.1841
0.1835
0.1835
0.1796
0.1796
0.1803
0.1609

4th Quartile
0.2254
0.1708
0.1454
0.1454
0.1421
0.1323
0.1396
0.1293
0.1293
0.1350
0.1305
0.1300
0.1288
0.1288
0.1270
0.1270
0.1306
0.1184

Average
0.3770
0.2781
0.2058
0.2058
0.1780
0.1765
0.1764
0.1755
0.1726
0.1724
0.1713
0.1698
0.1685
0.1685
0.1678
0.1678
0.1676
0.1557

Selecting Sites for a Species Survey
The second test case is that of planning a nonrandom survey. The goal of this application is to
observe a target fraction of the true distribution of each species while minimization the number
of sites that must be visited. To provide an “Oracle” best case, the Gurobi integer program was
solved using the true presence/absence data. Additionally, random solutions were generated in
which 𝑛 sites were selected at random and evaluated. This was performed 1000 times for each
value of n and the results averaged. The values of n were selected from the number of sites used
by the Oracle solution, 𝑛 = 1583, and the number of sites used by the highest performing
model’s solution, 𝑛 = 1815.
The results are separated by species quartile to see the impact of different survey plans on
differing levels of rarity. (See Table 2)
Table 5 shows the averaged fraction of the true species distribution and number of sites that were
surveyed for each approach.
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Table 5: The average fraction of true distribution surveyed. Results are broken down by prevalence quartiles.

Oracle
Multitask-PTR-90
Multitask-Kappa
Multitask-RTP-90
Macro-PTR-90
Multitask-PTR-99
Multitask-F1
Random: 1815 sites
Micro-PTR-90
Macro-F1
Macro-Kappa
Micro-PTR-99
Micro-F1
Micro-Kappa
Random: 1583 sites
Macro-RTP-90
Macro-PTR-99
Micro-AUC
Multitask-AUC
Micro-RTP-90

1st
Quartile
0.9346
0.9623
0.9502
0.9502
0.9597
0.9485
0.9303
0.9404
0.8931
0.8708
0.8708
0.8579
0.8599
0.8599
0.8188
0.488
0.4959
0.4959
0.4959
0.2165

2nd
Quartile
0.9415
0.9738
0.976
0.976
0.9585
0.9571
0.9536
0.9407
0.9223
0.9022
0.9022
0.8855
0.8849
0.8849
0.8193
0.5081
0.5014
0.5014
0.5014
0.1912

3rd
Quartile
0.9598
0.963
0.9624
0.9624
0.9555
0.9544
0.9484
0.9406
0.9112
0.8793
0.8793
0.8627
0.8591
0.8591
0.82
0.5082
0.507
0.507
0.507
0.1807

4th
Quartile
0.9509
0.9617
0.959
0.959
0.9502
0.9573
0.9378
0.9407
0.8984
0.8771
0.8771
0.8433
0.8362
0.8362
0.8197
0.4071
0.4055
0.4055
0.4055
0.1222

Average
0.9467
0.9652
0.962
0.962
0.9559
0.9544
0.9426
0.9406
0.9064
0.8826
0.8826
0.8624
0.86
0.86
0.8195
0.4774
0.477
0.477
0.477
0.1771

#
Sites
1583
1815
1803
1803
1797
1817
1727
1815
1648
1610
1610
1535
1516
1516
1583
965
965
965
965
167

The survey design test case sought to select a minimal set of sites such that 95% of each species
true presences in the test dataset were observed. Because of the high recall requirement (95%) a
larger number of sites were required. The Oracle solution was able to observe 94.7% of the
species true distribution, on average, over 1583 sites. The best performing criterion, multitaskPTR-90 observed ~2% more average distribution but also selected 232 more sites than the Oracle
survey. The models optimized for AUC performed worse than almost all other approaches,
observing, on average, only 47% of the true species presences. Multitask-Kappa performed
nearly as well as the best model.
The top three models are all surveying at least 93% of the test sites. Even the random solution
performs adequately when allowed such a large subset of sites (row 8). If we examine those
results where the number of sites surveyed is closer to the Oracle’s solution, we see that the
model calibrated for micro-PTR-90 surveys 1648 sites (85%) and observes 90.6% of the average
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true distribution of the species. In order to come close to the 95% recall goal of the optimization,
the multitask approach with between 1727 and 1817 sites would be required: multitask-precision
at 99% recall models and multitask-F1 (respectively) achieving between 95.44% and 94.26% of
true distribution (rows 5 and 6). The smaller random model performed quite poorly given its
more restrictive site limit.

Discussion
In both of the reserve design cases, results using macro-averaged precision subject to 99% recall
had the best outcome. This metric emphasizes the need to be able to recall accurately a high
percentage of species and subject to that tries to maximize the precision of the predictions. The
macro averaging approach sets a single threshold and maximizes the species average metrics.
This macro approach reflects an underlying assumption that species richness rather than
individual retentions are a goal of reserve design. In addition to reflecting the goals of the
application, an advantage of this approach is a simpler model fitting process with only a single
threshold to fit and apply.
Survey design is generally a random, or semi-random, selection of sites from a small area.
However, with the collection of larger datasets using many surveys over a large area, an
alternative approach would be to use species distribution models to maximize a desired survey
outcome. Multitask thresholding worked best in this case with all three top models using it.
Multitask averaging sets individual species thresholds to maximize the metrics on a per species
basis. Since this application is based on maximizing individual species sightings and this metric
caters to that, it makes sense that this approach would dominate the results. We demonstrated
that the use of well-calibrated models to create an informed survey plan performed better than a
random selection of sites when the goal was to maximize the fraction of species distributions
surveyed.
Thresholding, averaging and metric choices all have profound impacts on model and application
outcome. Care must be taken in selecting an approach that maximizes the end-use result of a
species distribution model rather than selecting models based on the performance of standard
classification metrics. Our study shows that the models that perform well according to one metric
can perform much worse when used as inputs to an application for which that metric is
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inappropriate. This is most clearly illustrated by examining Figure 2. Each model was ranked on
its performance (from 1st to 17th) at each of the evaluated tasks: reserving 25% of sites, reserving
10% of sites, and survey planning. The resulting orderings were plotted side by side to visualize
the relative rankings across the multiple tasks. This shows two things; first, models with poor
appearing metric scores often perform very well as optimization inputs and second, different
optimization tasks require differently-calibrated models.
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Shift in Model Rankings Across Tasks
Reserve 25%

Reserve 10%

Survey Design

Figure 2: Ranking from best (top) to worst (bottom) of each model variant across all four tasks.
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Conclusions
Species distribution models are often used as input to other applications. This research shows
that different model calibration regimes result in dramatically different application results.
Customarily, models are tuned to maximize a classification metric such as AUC, F1, or Kappa,
but this approach does not lead to the best results when those SDMs are input to a subsequent
optimization phase. Instead, we found that for Reserve Design and Survey Design, because the
tasks involve optimizing recall, the metric of Precision at Target Recall worked best, because it
focuses on high recall and then maximizes precision as a secondary goal.
More generally, the SDM is really just an intermediate step between the data set and the
application objective. Our goal should not be to create accurate SDMs but instead to create an
intermediate step that is useful for achieving the application objective. An alternative view of the
problem is that by choosing any one SDM we are throwing away information about the
uncertainty of our fitted SDM. An ideal approach would retain that uncertainty in the form of a
posterior distribution over SDMs, and the optimization process would assess each candidate
solution by considering the expected value of the objective. However, this would be extremely
expensive computationally.
As a final observation, when developing models for reserve design, or other sensitive endeavors,
it is important to acknowledge the shortcomings of models in critical decision making arenas.
When critical species are at stake or there is only a very small budget, it is best to perform
exhaustive surveys in order to select the best sites. If we must use a species distribution model as
a reserve design input, the choice of model selection metric should be based on application
outcome rather than on metric performance.
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Chapter 3 Automatic Assemblage Discovery: Using Latent Features to Find
and Define Communities
Abstract
Communities of species are often defined by applying cluster analysis to species occurrence data.
A drawback of this approach is that standard clustering models do not allow multiple
communities to co-exist at a site. Inspired by algorithms for discovering “topics” in document
analysis, we propose a new mixed membership modeling technique for community discovery.
This technique allows communities to overlap both spatially and in species composition. We
compare this technique experimentally to a standard clustering algorithm on floristic survey data
from Wilsons Promontory in Victoria, Australia and assess the discovered communities for
statistical and ecological validity with the help of a panel of experts. We find that the mixed
membership model is statistically superior and produces ecologically valid communities that are
preferred by our experts in a single-blind study. In addition, the experts preferred the mixed
membership communities to published indicative species lists that are currently in use in
Victoria.

Introduction
To support policy-making, conservation, and mapping, it is frequently useful to identify
vegetation classes or communities of co-occurring species [29][30]. One way to do this is to
define communities by combining expert knowledge with cluster analysis [13]–[15]. Standard
clustering methods, such as hierarchical clustering and k-means clustering seek to assign
geographic locations or species to discrete and non-overlapping clusters [9], [31]. For example,
when clustering geographic locations, each location is assigned to exactly one cluster. We claim
that this is both biologically unrealistic and statistically inferior to recent “mixed membership”
methods developed in machine learning. This paper evaluates the potential of mixed membership
modeling to produce clusters that are biologically meaningful and that achieve a better fit to data
than standard clustering methods.
Mixed membership modeling allows each site to be assigned to a combination of clusters (or
biological communities). Each species that is present at a site is then explained in terms of its
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simultaneous membership in one or more of those clusters. For example, an assemblage of large
trees at a site might result from one cluster while the understory plants might be generated by
another. Hence, the site has “mixed membership” in the clusters. Mixed membership models
have been applied in many fields such as document analysis [32], social network analysis [33],
the social sciences [34] and genetics (where they are also known as “admixture” models [35]).
One example of a mixed membership model is the “topic model“ [32] applied to documents. In
topic models, the goal is to analyze a collection of documents to identify a set of topics (i.e.,
word clusters) that account for the words that appear in each document. Conceptually, topic
models view document assembly as a two-step process. First, the topics for a document are
chosen. Then, each word in the document is chosen by selecting it according to the document’s
topics. For example, the collection of papers found within an ecology journal archive may cover
a range of topics including “community ecology”, “species distribution models”, “conservation”,
and “restoration” (among many others). An individual paper might involve a mix of topics, such
as “species distribution models” and “conservation”. A topic model would explain each word in
the paper in terms of these two topics.
In this paper, we develop a novel mixed membership modeling approach to species occurrence
data to discover ecologically sensible “topics” or groups of species. In our mixed membership
approach, each site is like a document, and the species present at that site are analogous to the
words in the document. To assemble the species at a site, we first assign one or more species
groups (topics) to the site, and then those groups explain probabilistically the species presences
at a site. One difference between topic models and our approach is that topic models consider
each occurrence of a word separately (words are drawn from multinomial distributions), whereas
our model considers only the presence or absence of a species (species are drawn from Bernoulli
distributions).
In a standard clustering model, each site is assigned to exactly one cluster, and that cluster must
therefore explain all the species that are found at the site. We can better reconstruct species cooccurrences using a mixed membership model, because it does not require that all species have
the same “explanation” for being present at a site. By looking at the survey data in an
exploratory rather than predictive way, we can apply mixed membership modeling to discover
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sets of overlapping and interacting communities (species groups) across a landscape. Not only
can a site have multiple groups contributing to the explanation of species presences, but each
species can belong to multiple groups. For example, there can be two species groups present at a
site and a particular species, Callistemon pallidus, is a member of both groups. This is
analogous to a word belonging to multiple topics in the topic model.
To illustrate and validate our mixed membership model, we applied both it and a standard
clustering approach to floristic survey data from Victoria, Australia. The clustering approach is
equivalent to the popular Naïve Bayes clustering method [36].The resulting models were
evaluated (in a single-blind study) by experts in Victorian flora for their ecological validity. Both
models were also compared to existing “indicative species” lists, known as environmental
vegetation classes (EVCs). Our results show the new approach to be both ecologically valid and
statistically superior to the basic clustering paradigm. Furthermore, the experts preferred the
groups resulting from either of the statistical models to the existing EVC lists currently in use in
Victoria.

Methodology
Floristic Survey Data, Victoria Australia
Floristic survey data were provided by the Department of Environment, Land, Water & Planning,
Arthur Rylah Institute in Victoria, Australia. The Wilsons Promontory region was selected
because it is a region of environmental importance and interest. Wilsons Promontory is a 50,000
hectare reserve that forms the southernmost point of mainland Australian. It is one of the
Victoria’s oldest national parks and retains approximately 96% native vegetation cover; it is also
a UNESCO Biosphere reserve.
The dataset consists of presence/absence data gathered from 100𝑚2 quadrat surveys at 316 sites
recording 212 species. On average, each site contained 21 species, and each species appeared at
31 sites. The data was divided, randomly, into 80% training and 20% testing.
The Group Set Community Model (GSCM)
The Group Set Community Model (GSCM) is a probabilistic model of the co-occurrence
patterns of species. The model describes the joint distribution 𝑃(𝑌), where 𝑌 = (𝑌1 , … , 𝑌𝑛 ) is a
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vector of Boolean variables that encode the presence or absence of each of the 𝑛 species.
Concretely, 𝑌𝑠 = 1 if species 𝑠 is present and 0 otherwise. We will write the observed values of
random variables in lower case, and index sites by 𝑖 = 1, … , 𝑁. Hence, 𝑦𝑖𝑠 = 1 if species 𝑠 was
observed at site 𝑖 and 0 otherwise.
We will denote species groups by the subscript 𝑘 = 1, … , 𝐾. Each species group is intended to
capture the notion of an ecological community—a set of species that tend to co-occur. It is
analogous to a cluster in standard clustering algorithms. In a mixed membership model, more
than one species group can be present at a site. To model this, we define group-sets. A group-set
consists of 1, 2, or 3 species groups that are simultaneously present at a site. Given 𝐾 groups,
𝐾!

𝐾!

𝐾!

there are 𝐶 = (𝐾1) + (𝐾2) + (𝐾3) = 1!(𝐾−1)! + 2!(𝐾−2)! + 3!(𝐾−3)! =

5𝐾+𝐾3
6

possible combinations of

1, 2, or 3 groups. For example, for 𝐾 = 10 there are 𝐶 = 175 group-sets: 10 group-sets of size
1, 45 group-sets of size 2, and 120 group-sets of size 3.
The heart of our model is a discrete distribution (sometimes called a multinomial distribution)
over the 𝐶 possible group sets. Let 𝚯 be the 𝐶-dimensional parameter of this distribution, where
0 ≤ 𝜃𝑐 ≤ 1 and ∑𝑐 𝜃𝑐 = 1. We can visualize this as a die with 𝐶 faces. When we role the die, the
probability that face 𝑐 comes up is 𝜃𝑐 . Let Γ ∈ {1, … , 𝐶} be a random variable distributed
according to this discrete distribution with parameter 𝚯.
To convert between a group set index 𝑐 and the groups that it contains, let 𝑧𝑐 = (𝑧𝑐1 , … , 𝑧𝑐𝐾 ) be
a Boolean vector such that 𝑧𝑐𝑘 = 1 if group 𝑘 belongs to group-set 𝑐 and 0 otherwise.
With these preliminaries, we can now define the probabilistic model that generates a vector 𝑌𝑖 of
observed species presence/absences at a site 𝑖.
1. Draw a group set Γ𝑖 ~Discrete(𝛉) according to 𝚯. Denote the value of Γ𝑖 by 𝛾𝑖
2. Let 𝑧𝛾𝑖 be the indicator vector for group set 𝛾𝑖 and (1, 𝑧𝛾𝑖 ) be this vector with an extra 1
element prepended to the front corresponding to an intercept term.
3. For each species 𝑠, 𝑦𝑖𝑠 ~Bernoulli (expit(𝛽𝑠 ⋅ 𝑧𝛾𝑖 ))
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exp 𝑥

Here, expit(𝑥) = 1+exp 𝑥 is the logistic link function, 𝛽𝑠 is the vector of parameters that
determine the log odds that species 𝑠 is present at site 𝑖 given 𝑧𝛾𝑖 , and “⋅” denotes the vector dot
product. The zeroeth element 𝛽𝑠,0 specifies the log odds of the species being present even when
there are no groups assigned to a site. This captures the background probability of the occurrence
of the species. Let 𝛽𝑠𝑘 be the change in log odds that species 𝑠 is present if group 𝑘 is present at
the site. The model expit(𝛽𝑠 ⋅ 𝑧𝛾𝑖 ) has the same form as a logistic regression where the groups
are like covariates and the presence of the species is the independent variable. The value of
expit(𝛽𝑠 ⋅ 𝑧𝛾𝑖 ) is between 0 and 1 and specifies the probability that species 𝑠 is present. The
actual presence of the species is determined by sampling a Bernoulli random variable with this
probability of success.
Comparison Approaches
In our experiments, we compare the GSCM to two approaches. The first is the Naïve Bayes
clustering model (NB). The second is an expert-developed set of indicative species lists called
the Ecological Vegetation Classes (EVCs).
In the Naïve Bayes clustering model, the joint probability 𝑃(𝑌𝑖 ) is modeled as
𝑛

𝑃(𝑌𝑖 ) = 𝑃(Γi ) ∏ 𝑃(𝑌𝑖𝑠 |Γ𝑖 ).
𝑠=1

To generate the species at site 𝑖, we first roll a die Γ𝑖 whose 𝑘-th face has probability 𝑃(Γ𝑖 = 𝑘).
Then, for each species 𝑠, we flip a coin whose probability of heads is 𝑃(𝑌𝑖𝑠 = 1|Γ𝑖 = 𝑘). This is
called the Naïve Bayes model because the probability of each species being present is
independent once the value Γ𝑖 = 𝛾𝑖 is determined. What makes it “naïve” is this independence
assumption. It has the same form as the famous Naïve Bayes classifier, but when applied to
cluster analysis, the class variable Γ is unobserved (latent).
The Naïve Bayes clustering model can be viewed as a degenerate case of the GSCM where
𝐶 = 𝐾 so that each group-set contains exactly one group. If we set 𝜃𝑘 = 𝑃(Γ = 𝑘) and
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expit(𝛽𝑠,0 + 𝛽𝑠,𝑘 ) = 𝑃(𝑌𝑠 = 1|Γ = 𝑘), then the two models are equivalent. In our experiments,
we use the same GSCM code to fit both the GSCM model and the Naïve Bayes model.
The second comparison point are the ecological vegetation classes (EVCs) which are in common
use by the Victorian Department of Environment, Land, Water & Planning [37]. EVCs describe
the set of species which occur across a biogeographic range with similar habitat and ecological
process requirements. Examples of EVCs within the geographic area our data was collected from
include, “Coast Banksia Woodland”,” Rocky Outcrop Shrubland” and “Coastal Saltmarsh”. All
EVC descriptions and assignments were gleaned from the official DELWP website and the
Biodiversity Interactive Map v3.2 [38].
Fitting the Model
We fit the GSCM model to maximize the penalized log likelihood of the observational data. The
likelihood of presence/absence observations 𝑦𝑖 = (𝑦𝑖1 , … , 𝑦𝑖𝑛 ) at site 𝑖 is
𝐶

𝐿(𝑦𝑖 |Θ, Β) = ∑ 𝜃𝑐 ∏ expit(𝛽𝑠 ⋅ 𝑧𝑐 )𝑦𝑖,𝑠 [1 − expit(𝛽𝑠 ⋅ 𝑧𝑐 )]1−𝑦𝑖,𝑠
𝑐=1

𝑠

To this, we add the “lasso” penalty term of the elastic-net function [39].

𝑃𝐸𝑁(𝑠|𝜆𝑠 ) = 𝜆𝑠 [∑|𝛽𝑠,𝑐 |].
𝑐

This penalty function is intended to encourage sparsity by driving small weights towards zero.
We employ cross-validation to determine 𝜆𝑠 for each species.
The objective function that is maximized by our fitting algorithm is
∑ log 𝐿(𝑦𝑖 |Θ, Β) − ∑ 𝑃𝐸𝑁(𝑠|𝜆𝑠 ),
𝑖

𝑠

where Β = (𝛽1 , … , 𝛽𝑛 ). The first term is the log likelihood of the data and the second term is the
penalty term.
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To maximize this objective, we employ the Expectation Maximization (EM) algorithm schema
[40] as shown in Table 6.
Table 6: Algorithm for fitting GSCM via EM

To initialize:

1
𝜽 ~Dirichlet ( )
𝐶
𝑐𝑖 ~Mult(𝜽), for all sites 𝑖 = 1 … 𝑁

While 𝜽 has not converged
Expectation-Step:
For each site, 𝑖
For each group-set, 𝑐
Compute
𝑃(Γ𝑖 = 𝑐|𝑦𝑖 ) =

𝑃(Γ𝑖 =𝑐) ∏𝑠 𝑃(𝑌𝑖𝑠 =𝑦𝑖𝑠 |Γ𝑖 =𝑐)
∑𝑐′ 𝑃(Γ𝑖 =𝑐′) ∏𝑠 𝑃(𝑌𝑖𝑠 =𝑦𝑖𝑠 |Γ𝑖 =𝑐′)

Maximization-Step:
Estimate the fraction of probability mass assigned to group-set 𝑐:
∑𝑖 𝑃(Γ𝑖 = 𝑐|𝑦𝑖 )
𝜃𝑐 =
𝑁
Compute a weight 𝑤𝑖𝑐 , for each combination of site, 𝑖, and group-set 𝑐.
𝑤𝑖𝑐 = 𝑃(Γ𝑖 = 𝑐|𝑦𝑖 )
Fit logistic regressions using the weighted dataset and obtain new coefficients 𝛽𝑠 .
Constrain the 𝛽𝑠 to be ≥ 0
The weighted data set contains 𝑁 × 𝐶 data points, one for each combination of site and groupset. The response value for the (𝑖, 𝑐)-th data point is 𝑦𝑖,𝑠 and the covariates are (1, 𝑧𝑐 ). The
weight on the (𝑖, 𝑐)-th data point is 𝑤𝑖𝑐 . Constraining 𝛽𝑠 to be greater than zero ensures that
when a group is assigned to a site, it never causes a species to become less likely. This is needed
to maintain the meaning of a species group as a set of species that co-occur.
Predicting
GSCM does not predict species presence/absence; rather it predicts, or assigns, the most likely
set of groups to each site. The following method computes this.
Calculate 𝑃(Γ𝑖 |𝑌𝑖 ) for all group-sets 𝑐 at all sites 𝑖,
𝑃(Γ𝑖 = 𝑐|𝑦𝑖 ) =

𝑃(Γ𝑖 = 𝑐) ∏𝑠 𝑃(𝑌𝑖𝑠 = 𝑦𝑖𝑠 |Γ𝑖 = 𝑐)
∑𝑐 ′ 𝑃(Γ𝑖 = 𝑐′) ∏𝑠 𝑃(𝑌𝑖𝑠 = 𝑦𝑖𝑠 |Γ𝑖 = 𝑐′)
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Assign to each site 𝑖, the group-set 𝑐 such that 𝛾𝑖 = max(𝑃(Γ1 |𝑦𝑖 ), … , 𝑃(Γ𝐶 |𝑦𝑖 )). Then the
likelihood of site, 𝑖 is calculated as
𝐿(𝑌𝑖 |Γ𝑖 = 𝛾𝑖 ) = 𝜃𝛾𝑖 ∏ expit(𝛽𝑠 ⋅ 𝑧𝛾𝑖 )

𝑦𝑖,𝑠

1−𝑦𝑖,𝑠

[1 − expit(𝛽𝑠 ⋅ 𝑧𝛾𝑖 )]

𝑠

Model Selection
To define the final GSCM model, we must determine the number 𝐾 of groups, the number 𝐶 of
group-sets, and the values of the penalty parameters Λ = (𝜆1 , … , 𝜆𝑛 ). We do this using a simple
holdout approach. Recall that we divided the available sites into two sets: a training set and a
validation set. For various values of 𝐾, the GSCM model was fit to the training set. The 𝜆𝑠 values
are set in the initialization step by using GLMnet’s internal cross-validation method. These 𝜆𝑠
values are then updated every five iterations during the EM process by using GLMnet’s internal
cross-validation method. Each value of 𝐾 is evaluated on the validation set, and the one that
achieves the highest holdout likelihood is selected for the final model fitting.
The same procedure is followed for fitting the Naïve Bayes model, except that it is simpler
because only single groups are assigned to each site and so 𝐶 = 𝐾 (all sets of one group) instead
of 𝐶 =

5𝐾+𝐾3
6

accounting for all sets of one, two and three groups.

Expert Assessment
To ascertain the validity of the proposed groups and assignments of groups to sites, a
questionnaire was prepared, leaning heavily on the work of [41]. A group of 13 botanists who
regularly work with Victorian flora were presented with three different kinds of tasks. Each task
asked them to make judgments on the presented groups and to rate their level of confidence in
these judgments. (See supplementary material for the self-assessment form.)
The three tasks were as follows.
Species Intrusion: In this task, the expert was presented with a group of species that contains
the 11 most likely species selected from one of the groups discovered by the GSCM or Naïve
Bayes methods. Into this group, an additional species was inserted, for a total of 12 species, that
was not a member of the discovered group but that had a moderate probability of presence in
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general. Groups were chosen randomly from a subset of groups that showed strong coefficients
over a subset of species. The intruder species is selected from the same group list but has a zero
or very small coefficient for membership in the selected group. The expert is asked to evaluate
whether the group of species presented makes sense ecologically and whether there is a species
that does not belong via the following questions:
1. Would you consider these species to be associated ecologically, such that they share a
common habitat in a common site, and therefore comprise a meaningful grouping? Why
or why not?
2. Are there any species in the list that do not belong to the grouping? If yes, which one (or
ones) and why?
3. Does this group remind you of a particular ‘plant community’ or vegetation type that is
described or recognized either formally or informally (for example an Ecological
Vegetation Class or a Forest Formation) or is otherwise known to you? Provide a brief
description of the plant community you have in mind and if possible rank the species
from most to least characteristic of the nominated plant community. Note where taxa are
of equal or indistinguishable rank. Alternatively briefly discuss why this group does not
remind you of any ‘plant community’ or vegetation type.
The third question is designed to elicit information of the validity and similarities with any
community definitions they are familiar with. This task is quantified with the metric Model
Precision (MP), which is defined as the fraction of experts who correctly chose the intruding
species.
The species intrusion task was performed for three groups discovered by GSCM and two groups
discovered by the Naïve Bayes model.
Group Intrusion: In this task, each expert was given a brief description of a site (elevation,
seasonal temperature, rainfall, slope, aspect, general location). Sites were chosen for which
GSCM had assigned two or three species groups. An additional “intruder” group was selected

31

based on low probability of being present at the site. The expert was asked to determine which of
these groups did not fit with the other groups via the following questions.
1. Would you say that these groups would all occur at the same real site indicated on the
map? Why or why not?
2. Are there any species groups that do not belong in this set? If yes, which one (or ones)
and why?
Expert performance on this task was quantified by the metric Group Set Precision (GSP), which
is defined as the fraction of experts who correctly identified the intruding species group at the
site. The Group Intrusion task is only applicable to the Group Set Community Model. Each
expert was asked to evaluate three sets of groups, which we refer to as S1, S2, and S3.
Model Type Preference (MTP): This task compares three approaches to defining community:
The GSCM groups, the Naïve Bayes groups, and the Ecological Vegetation Class (EVC) groups.
As in the Group Intrusion experiment, the expert is given a description of a site. Then the expert
is presented with 3-4 groups drawn from the GSCM and NB models and a group determined by
the EVC definition assigned to the site. However, the experts are not told the sources of the
groups. Each expert is then asked to do the following questions. For each question, 𝑞, we
compute a model type preference 𝑀𝑇𝑃𝑞𝑡 .
1. Select the single group that best fits the site.


𝑀𝑇𝑃1𝑡 is the fraction of experts that preferred a model of type 𝑡 (GCSM, Naïve
Bayes, or EVC).

2. Select a set of up to three groups that create a valid species list for the site.


𝑀𝑇𝑃2𝑡 is computed as follows. For each site, an expert is given 1 point which is
divided among the groups that the expert selected. For example, if an expert selects
two GSCM groups and one Naïve Bayes group then GSCM receives a score of 0.66
and Naïve Bayes receives a score of 0.33. 𝑀𝑇𝑃2𝑡 is the average of these scores across
all of the experts.
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These questions test two hypotheses
A. Experts will select the EVC group if forced to make a single choice.
B. Experts will select multiple model groups to define a single site rather than the single group.

Results
Figure 3 shows the model selection results. It reports the average log- likelihood of the sites in
the validation set for various model parameters. Based on these results, we selected a GSCM
model with 𝐾 = 20 species groups and 𝐶 = 1350 group-sets and a Naïve Bayes model with
𝐾 = 20 species groups.

Average Site Log-likelihood

-44.00
-46.00
-48.00
-50.00
-52.00
-54.00
-56.00
GSCM-K3

NB-K3

NB-K4

GSCM-K4

NB-K9

NB-K5

NB-K7

NB-K6

NB-K8

NB-K10

GSCM-K6

NB-K25

GSCM-K8

GSCM-K5

NB-K15

NB-K20

GSCM-K7

GSCM-K9

GSCM-K10

GSCM-K15

GSCM-K20

-58.00

Figure 3: The average predicted site log-likelihood of both models with differing numbers of species groups, K

We then compared these two chosen models on the test set. We performed a paired-differences
test to compare the difference between the likelihoods assigned by GSCM and Naïve Bayes to
each site in the test set.
Let 𝑀 be the number of sites in the test set.
Let ℓ1𝐵 , … , ℓ𝐵𝑀 be the likelihood scores computed for the 𝑀 sites using the Naïve Bayes model.
Let ℓ1𝐺 , … , ℓ𝐺𝑀 be the likelihood scores computed for the 𝑀 sites using GSCM.
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Let 𝛿𝑚 = ℓ𝐵𝑚 − ℓ𝐺𝑚 be the difference in the likelihood scores for site 𝑚
1

Let 𝛿 ̅ = 𝑀 ∑𝑚 𝛿𝑚 be the average value of 𝛿𝑚 .
We test the null hypothesis that 𝛿 ̅ = 0 against the alternative hypothesis that 𝛿 ̅ ≠ 0 (i.e., that the
two methods are different and so the average difference will be nonzero) by computing a
bootstrap confidence interval using 1000 bootstrap replicates of the {𝛿𝑚 } scores. The results,
shown in Table 7, show that we can reject the null hypothesis at 𝑝 < 0.01 and conclude, because
of the negative values of the confidence intervals, that there is strong evidence that GSCM
provides a more accurate model of the species occurrence data.
Table 7: The confidence Intervals, for multiple p-values, on the paired difference test between the GSCM and
NB models. Since the intervals do not include the null hypothesis value of δ ̅=0 we can reject the null
hypothesis and say that there is strong evidence.

𝛿 ̅ =-7.751009e-12 (negative value indicates GSCM > NB)
Confidence Level
Lower End
90%
-2.8696E-12
95%
-2.1199E-12
99%
-1.7822E-11

Higher End
-1.3818E-11
-1.4984E-11
-1.3932E-12

We now turn to the results of our expert evaluations. At the start of the questionnaire, each
expert was asked to rate their expertise on the flora of the Wilsons Promontory Bioregion on a
scale of 0-6. Figure 4 (left panel) shows that all of the experts rated themselves as 3 or greater. In
each question of each task, each expert also reported his/her confidence in their answer. Figure 4
(right panel) shows a scatter plot of average confidence versus self-reported expertise. This
shows a weak positive correlation between increasing expertise and increasing confidence.
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Figure 4: Each participant self-reported their expertise in the flora of the Wilsons Promontory Bioregion on a
0-6 scale. Additionally they reported a confidence level, 0-4, for each question. Participants who reported
higher levels of expertise also reported higher levels of confidence.

Figure 5 shows the results of the species intrusion task. The vertical axis plots the fraction of
experts (Model Precision) who correctly identified the intruding species, and the horizontal axis
lists the five species groups (three from GSCM and two from Naïve Bayes). The model precision
varies between 0.5 and 0.9. By comparison, a random guess of the intruder species would result
in a model precision of 0.08, one chance in 12 of correctly guessing the intruder. This strongly
supports the validity of the discovered species groups. This experiment does not provide
evidence of any difference in the validity of the groups found by GSCM and Naïve Bayes.
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Model Precision on Species Intrusion Task
Expert Response

0.9

Random Response

0.8

Agreement

0.7
0.6
0.5
0.4
0.3
0.2
0.1
0
GSCM_Group1 GSCM_Group2 GSCM_Group3

NB_Group4
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Figure 5: Model precision on species intrusion task. In this task each expert was asked to evaluate 5 groups, 3
drawn from the GSCM model and two from the NB model.

Figure 6 shows the results of the group intrusion task. The vertical axis plots the fraction of
experts (Model Precision) who correctly identified the intruding group, and the horizontal axis
lists three sets of groups: S1, S2 and S3. Model precision for this task varies between 0.15 and
0.77. By comparison, the model precision of a random guess varies between 0.25 and 0.33. With
two of the three sets performing well above random, the validity of the sets is supported.
However, expert agreement fell below random in the third set, highlighting what happens when a
group is poorly-defined.
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Model Precision on Group Intrusion
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Figure 6: Model precision on group intrusion. This task was more susceptible to the effects of poorly defined
groups. If a legitimate group was not well modeled then the intruder was difficult to select. This is the effect
seen the low score of set 3.

Figure 7 shows the results of the first question of the model preference task: Select the single
group that best fits the site. The vertical axis plots the preference score (fraction of experts that
preferred a model) and the horizontal axis lists the three model types. Interestingly the experts
overwhelmingly preferred the NB group to any other when asked to select a single best group.
Furthermore, they preferred either one of the model groups over the EVC defined group. The NB
groups were selected 15 times, GSCM groups were selected 12 times and EVC groups 10, some
experts did not respond.

37

Model Preference, Q1: Single Group
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Model Type Preferecne
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Figure 7: Experts preferred the Naive Bayes clusters for describing a site with single group. Either NB or
GSCM was preferred over the EVC groups.

Figure 8 shows the results of the second question of the model preference task: Select a set of up
to three groups that create a valid species list for the site. The vertical axis plots the preference
score and the horizontal axis covers the three sets of groups: S4, S5 and S6. To score the
selections, one point is allocated to each expert, and it is divided among the groups selected by
the expert. On average the NB clusters received the most weight, as they was chosen six times to
be the sole site describer, i.e. NB clusters received the full point (EVC groups were chosen four
times and GSCM twice). Again, some experts did not respond.
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Model Preference, Q2: Multiple Groups
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Figure 8: Looking at the model preference score when the expert was asked to select up to 3 groups. This
allowed the expert to select a single group OR multiple groups.

Figure 9 more clearly shows the pattern of model preference in the multi-selection scenario. The
vertical axis shows the number of times a combination of models was selected, and the
horizontal axis shows the different combinations appearing in the responses. The selection of
three groups, (GSCM, NB, EVC), was chosen as commonly as NB alone. This was followed by
the use of pairs of groups and EVC alone.

Model Combinations Selected by Experts
7
6
5
4
3
2
1
0

Figure 9: The combinations of group origins selected by the experts to create a species list best describing a
site.
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Discussion
When experts were given a choice amongst multiple community classification paradigms, they
overwhelmingly chose the definitions presented by the two novel techniques presented in this
work. Interestingly, in the first task, all of the experts agreed on an environmental description for
the groups presented but very often their further comments and discussions concerning which
species did or did not belong disagreed with each other. In general, the experts saw the groups as
being ecologically valid. They all saw a particular environment when they looked at a species
list. For example, the first question in this task listed the species in Table 8. All of the experts
responded that this list describes a damp heathland, but they differed on just which species
shouldn’t be there: 71% correctly selected Baumea juncea as the intruder (according to the
GSCM used to generate the list). This result means that both the GSCM and the NB approaches
found ecologically valid groupings of species.
Table 8: Sample species list from species intrusion task. The underlined species is the “intruder”.

Group 1:
Austrostipa spp.
Allocasuarina pusilla s.l.
Kunzea ambigua
Diplarrena moraea
Baumea acuta
Allocasuarina misera

Amperea xiphoclada var. xiphoclada
Hibbertia procumbens
Epacris lanuginosa
Drosera pygmaea
Baumea juncea
Tetratheca pilosa

In the first two questions of the group intrusion task, S1 and S2, expert discussion revealed that
there were sets of groups that clearly defined valid sites and the intruder groups were equally
clear. In the third question, S3, however, one of the groups that the model assigned to the site
was poorly defined (the experts felt the group made little sense ecologically), and this caused
some confusion. They generally selected this poorly defined group as the intruder rather than the
true intruder, which was a well-defined (ecologically valid) group. Hence, this task does provide
evidence that the model created sensible and ecologically valid descriptions of sites via
combinations of groups. However, it also demonstrated that the models occasionally find
incorrect or poorly-defined groups in the judgment of the experts.
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The third task examined whether we could design models that produced community definitions
that were at least as valid as the current community definitions. The hypothesis was that the
experts would preferentially select the EVC groups when forced to make a single selection and
that they would select the GSCM groups when allowed to select multiple groups to best define
the site. Surprisingly the experts preferred the NB definitions to the EVC definitions in all three
questions. One expert even referred to the EVC definition as an “ecologically incoherent mix”.
The experts also preferred the ability to select multiple groups to create a site description; they
selected 2 groups per site on average. A combination of GSCM, NB, and EVC groups was
selected as often as a single NB group. On average, across all sites in the dataset, the GSCM
model assigned three groups.
The computational cost of the GSCM algorithm grows exponentially with the number of groups
per set. To compare CPU time, the models were fit on an Intel core i7 x990 system at 3.47 GHz
with 24 GB of RAM using 10 of the available 12 cores. On the training set of 178 sites with
model sizes of 5, 10 and 20 groups the models were fit in 92.78 seconds, 479.76 seconds, and
4759.40 seconds respectively. Because of this the GSCM model, in its current state, is best
applied to either small, very diverse regions or larger more homogeneous regions as these require
fewer groups

Conclusion
We have presented a novel way to discover and define meaningful groups of species in an
automated way. The mixed membership modeling approach, GSCM, out-performs the simple
clustering approach when measured statistically via holdout site likelihood. The ability to assign
multiple groups to a single site better explains the data.
Both the Group-Set Community Model and the Naïve Bayes Clustering model resulted in
ecologically valid groupings of species. Further, these groupings, either combined in sets
(GSCM) or singly (NB) can be used to create characteristic species lists for the various
environmental regions found in the Wilsons Promontory region. When compared directly to the
relevant current characteristic species list for a site, as defined by an EVC, the new approaches
produce groupings that are preferred by the experts over the currently used EVC groups. The
validity of the groups and the statistical performance of the model demonstrate that this type of
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model can be created and applied to produce a map of communities, similar to an EVC map, in
an unsupervised manner. This removes or reduces human bias in defining ecological
communities. Furthermore, it allows experts to explore co-occurrence relationships and discover
a finer understanding of relationships among species in a region.
Care must be taken in interpreting the groups as “communities”, as they can be poorly defined.
That is, while the co-occurrence relationships within a group may be valid, it may not be
equivalent to a “community”. There may be some other underlying relationship driving the
formation of the groups that should be explored in future work.

Future work
This model should be expanded to include any available environmental features. The inclusion of
environmental variables may remove one source of poorly-defined groups by introducing other
sources of explanation. This could then allow more confidence that the latent variables were
reflecting species interactions or some other unmeasured interaction rather than modeling some
species-environment relationship.
To address the computational time issues nonparametric approaches should be explored. The
addition of a Dirichlet process prior over the number and combination of groups would result in
a more efficient and flexible model.
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Chapter 4 A Multi-label Conditional Admixture Model for Multi-Species
Distribution Modeling
Abstract
1. The two main foci of species modeling are species-environment and co-occurrence
relationships. These foci are generally exclusive, but in this work we propose a new
method to combine both environmental and co-occurrence information to create a model
with both predictive and exploratory power: the Multi-label Conditional Admixture
Model (MCAM).
2. MCAMs introduce latent species groups to explain positive correlations in species cooccurrence when such correlations cannot be explained by environmental covariates
3. We show that including positive co-occurrence information via latent relationship
variables results in a model that is both predictive and exploratory. Model performance
is improved, over standard regression models, especially in situations of low
environmental data availability. The latent variable coefficients can be examined to gain
an understanding of community structure.

Introduction
The modeling of species, either in relation to the environment or to each other, is an important
tool in ecological research. Species models generally fit into one of two categories: distribution
models, which relate the spatial distribution of a species to the environment, and community
models, which focus on the relationships between species. Many, if not most, species distribution
models (SDMs) are designed to map a single species [5]. If, for instance, a researcher needs to
know the distribution of a particular plant species, she may use the known presences/absences
and environment variables to create a distribution map of the species across the region of interest
[6]. Most community models on the other hand focus on discovering and defining communities
[42] or on mapping community types [7] rather than leveraging community information to
predict species presences.
In many settings, we are interested in mapping the distributions of multiple species. The simplest
approach is to fit a separate species distribution model for each species. Such an approach is
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optimal if the covariates can explain all of the variation in species distributions[43]—that is, if
the distribution of each species is independent of the others when conditioned on the covariates.
In most applications of species distribution models, the environmental covariates do not explain
all of the variation in species distributions either because key causal variables are not observed
(e.g., availability of prey species, presence of predators) or because of unobserved species
interactions (e.g., mutualism, competitive exclusion). In order to accurately map multiple species
distributions in such situations, we must model the species co-occurrences that are not explained
by the covariates. This requires some form of joint modeling of the species distributions. Hence,
we seek a model that combines aspects of SDMs and community models. To develop such a
model, let us first consider ways that we might represent relationships among multiple species.
Then we will consider how to incorporate the influence of environmental covariates.
If we are only interested in pairwise relationships among species, then we can model cooccurrences using a covariance matrix [44] that contains one parameter for each pair of species.
To capture co-occurrences between 3 or more species, it becomes intractable to fit a separate
parameter for every subset of species. If we have 200 species, fitting a covariance matrix
requires determining 19,900 parameters. If we consider all sets of up to five species, we must fit
2,601,668,490 parameters. This would rapidly exhaust the available data.
If the species co-occur in large groups, we can perform cluster analysis. Suppose we have 𝑆
species and 𝑁 sites. Let 𝑌𝑖 be a vector of length 𝑆 whose 𝑗th element is 1 if the species is present
at site 𝑖 and 0 otherwise. Then we can cluster the vectors 𝑌1 , … , 𝑌𝑁 into 𝐾 groups and fit a species
distribution model to predict the distribution of each group. One probabilistic model of this kind
is the (Naïve Bayes) Bernoulli mixture model 𝑃(𝑌𝑖 ) = ∑𝐾
𝑘=1 𝑃(𝑌𝑖 |𝐶𝑖 = 𝑘)𝑃(𝐶𝑖 = 𝑘), where 𝐶𝑖 is
the cluster assigned to site 𝑖 and 𝑃(𝑌𝑖 |𝐶𝑖 = 𝑘) is the species occupancy vector for site 𝑖 as
predicted by cluster 𝑘. According to this model, the species at site 𝑖 are determined by first
choosing a cluster 𝐶𝑖 = 𝑘 for site 𝑖 (according to 𝑃(𝐶𝑖 = 𝑘)) and then selecting the vector of
species presences/absences 𝑌𝑖 in one go according to 𝑃(𝑌𝑖 |𝐶𝑖 = 𝑘). This has the advantage that
the number of parameters to fit is only 𝐾 × (𝑆 + 1). If we have 10 clusters and 200 species, then
we only need to fit 2,010 parameters. The drawback of this approach is that it is too rigid. Each
site is modeled as being generated by exactly one cluster, so 𝑃(𝐶𝑖 = 𝑘) tends to be close to 0 or
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1. This causes the model to seek co-occurrences that involve all species present at a site. It
cannot, for example, account for co-occurrences involving species 1-50 using one set of clusters
and co-occurrences involving species 51-100 using a second set of clusters.
To obtain more flexibility while still avoiding an exponential explosion in the number of
parameters, this paper introduces an admixture model. An admixture model differs from a
mixture model in two ways. First, the clusters are permitted to overlap, so a site 𝑖 can have
multiple clusters assigned to it. Second, the probability of a species being present at site 𝑖 is
determined by combining contributions from each of the multiple clusters assigned to site 𝑖.
Let us now consider how to incorporate environmental covariates into the model. With a
standard mixture model, the usual approach is to replace 𝑃(𝐶𝑖 = 𝑘) by 𝑃(𝐶𝑖 = 𝑘|𝑋𝑖 ). In other
words, we use the covariates to predict which cluster is present at site 𝑖. A drawback of this
approach is that this severely limits the way that the covariates can influence the presence of a
species at a site. This research introduces a novel approach in which the covariates and the
cluster information enter “side by side”. In the simple mixture model, this has the form
𝑃(𝑌𝑖,𝑠 |𝑋𝑖 ) = ∑𝐾
𝑘=1(𝑌𝑖,𝑠 |𝐶𝑖 = 𝑘, 𝑋𝑖 )𝑃(𝐶𝑖 = 𝑘). This allows the covariates to directly influence the
presence of each species. The corresponding form for the admixture model will be presented
below.

Related Work
The task of simultaneously predicting the distribution of multiple species 𝑌 from the same
covariates 𝑋 is an instance of the problem of “multi-label classification” as studied in the
machine learning community. Multi-label classification is an area of intense interest for machine
learning researchers and has been applied to problems in image processing [45], genomics [46]
and ecology [47]–[49]. Ecological research is particularly well suited for the application of
multi-label methods. The essential organization and interaction of the natural world provides a
rich source of data that can be leveraged to develop and more powerful and informative models.
Pollock et al. [50] applied a hierarchical multivariate probit regression approach to the multispecies distribution problem. Like our method, their approach also combines both environmental
responses and co-occurrence information. The co-occurrence information is represented by the
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variance/covariance matrix of a multivariate normal distribution. While this model does address
the need to leverage co-occurrence information, it only models pairwise correlations. Species cooccur within communities containing many species, and modeling the pairwise correlation
cannot capture those higher-order relationships.
Another common approach to multi-species distribution problems is to stack individual models
together. Henderson et al, [51], examine the suitability of single-species models versus multispecies models for producing species richness maps. They compared stacked individual species
models with a single multi-species model and found that, while the individual species produced
better individual predictions, the multivariate approach performed adequately for prediction and
provided high quality community information as well. They found the multi-species approach
retained interspecies relationships, while the individual models assembled unrealistic
communities. This work utilized random forest models, which did not allow for community
discovery via the modeling process but rather through assembling model outputs and assessing
pairwise co-occurrence.
This brief review shows that while previous work has begun to leverage the co-occurrence
information found in species datasets, none of the existing approaches use that information to
discover community structure as well as improve predictive accuracy.

Methodology
The Multi-label Conditional Admixture Model
The Multi-label Conditional Admixture Model (MCAM) is a probabilistic model of the cooccurrence patterns of species. The model describes the conditional distribution 𝑃(𝑌𝑖 |𝑋𝑖 ), where
𝑌𝑖 = (𝑌𝑖,1 , … , 𝑌𝑖,𝑠 ) is a vector of Boolean variables that encode the presence or absence of each of
the 𝑆 species, where 𝑌𝑖,𝑠 = 1 if species 𝑠 is present at site 𝑖 and 0 otherwise. The vector 𝑋 =
(𝑋1 , … , 𝑋𝑚 ) is the vector of 𝑚 environmental covariates. We will write the observed values of
random variables in lower case and index sites by 𝑖 = 1, … , 𝑁. Hence, 𝑦𝑖𝑠 = 1 if species 𝑠 was
observed at site 𝑖 and 0 otherwise. Similarly, 𝑥𝑖 is the vector of covariates for site 𝑖.
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A central concept in MCAM is the species group. A species group is a set of species. Each group
is intended to capture the notion of an ecological community—a set of species that tend to cooccur. The membership of each species group is determined automatically when the model is fit
to data. The number of groups 𝐾 is chosen and fixed by the scientist. We will denote species
groups by the subscript 𝑘 = 1, … , 𝐾. In a mixed membership model, more than one species
group can be present at a site. To model this, we define group-sets. A group set consists of 1, 2,
or 3 species groups that are simultaneously present at a site. Given 𝐾 groups, there are 𝐶 =
(𝐾1) + (𝐾2) + (𝐾3) =

𝐾!
1!(𝐾−1)!

+

𝐾!
2!(𝐾−2)!

+

𝐾!
3!(𝐾−3)!

=

5𝐾+𝐾3
6

possible combinations of 1, 2, or 3

groups. For example, for 𝐾 = 10 there are 𝐶 = 175 group-sets: 10 group-sets of size 1, 45
group-sets of size 2, and 120 group sets of size 3.
The heart of our model is a discrete distribution (sometimes called a multinomial distribution)
over the 𝐶 possible group sets. Let 𝚯 be the 𝐶-dimensional parameter of this distribution, where
0 ≤ 𝜃𝑐 ≤ 1 and ∑𝑐 𝜃𝑐 = 1. We can visualize this as a die with 𝐶 faces. When we role the die, the
probability that face 𝑐 comes up is 𝜃𝑐 . Let Γ ∈ {1, … , 𝐶} be a random variable distributed
according to this discrete distribution with parameter 𝚯.
To convert between a group set index 𝑐 and the groups that it contains, let 𝑧𝑐 = (𝑧𝑐,1 , … , 𝑧𝑐,𝐾 ) be
a Boolean vector such that 𝑧𝑐,𝑘 = 1 if species group 𝑘 belongs to group set 𝑐 and 0 otherwise.
With these preliminaries, we can now define the probabilistic model that generates a vector 𝑌𝑖 of
observed species presence/absences at a site 𝑖.
4. Draw a group set Γ𝑖 ~Discrete(𝛉) according to 𝚯. Denote the value of Γ𝑖 by 𝛾𝑖
5. Let 𝑧𝛾𝑖 be the indicator vector for group set 𝛾𝑖 .
6. Observe covariates 𝑋𝑖 at site 𝑖.
7. For each species 𝑠, 𝑦𝑖,𝑠 ~Bernoulli (expit(𝜓𝑠 ⋅ 𝑍𝛾𝑖 + 𝛽𝑠 ⋅ 𝑋𝑖 ))
exp 𝑥

Here, expit(𝑥) = 1+exp 𝑥 is the inverse of the logistic link function, 𝜓𝑠 and 𝛽𝑠 are the weights
that determine the log odds that species 𝑠 is present at site 𝑖. The model expit(𝜓𝑠 ⋅ 𝑍𝛾𝑖 + 𝛽𝑠 ⋅ 𝑋𝑖 )
has the same form as a logistic regression where the groups are additional covariates and the
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presence of the species is the dependent variable. The value of expit(𝜓𝑠 ⋅ 𝑍𝛾𝑖 + 𝛽𝑠 ⋅ 𝑋𝑖 ) is
between 0 and 1 and specifies the probability that species 𝑠 is present. The actual presence of the
species is determined by sampling a Bernoulli random variable with this probability of success.
Fitting the Model
Each model is fit to maximize the penalized log-likelihood of the observed data, the site loglikelihood. The likelihood of the present/absent species, 𝑦𝑖 = (𝑦𝑖1 , … 𝑦𝑖𝑛 ) at single site 𝑖 is
𝐶

𝐿(𝑦𝑖 |Θ, Β) = ∑ 𝜃𝑐 ∏ expit(𝜓𝑠 ⋅ 𝑍𝑐 + 𝛽𝑠 ⋅ 𝑋𝑖 )𝑦𝑖,𝑠 [1 − expit(𝜓𝑠 ⋅ 𝑍𝑐 + 𝛽𝑠 ⋅ 𝑋𝑖 )]1−𝑦𝑖,𝑠 .
𝑐=1

𝑠

To this, we add the “ridge-regression” penalty function [39]
2
𝑃𝐸𝑁(𝑠|𝜆𝑠 ) = 𝜆𝑠 (∑ 𝛽𝑚,𝑠
+ ∑ ψ2c,s )
𝑚

𝑐

This penalty function is intended to penalize large weights to prevent overfitting.
The objective function that is maximized by our fitting algorithm is
∑ log 𝐿(𝑦𝑖 |𝚯, Β) − ∑ 𝑃𝐸𝑁(𝑠|𝜆𝑠 ),
𝑖

𝑠

where Β = (𝜓1 , … , 𝜓𝑛 , 𝛽1 , … , 𝛽𝑛 ) collects all of the parameters of the logistic regressions. The
first term is the log likelihood of the data and the second term is the penalty term.
To maximize this objective, we employ the Expectation Maximization (EM) [40] algorithm
schema. For the logistic regression algorithm in our method, we selected GLMnet [24]. GLMnet
has a two term elastic-net regularization penalty with two parameters, 𝜆 and 𝛼, which control the
amount and type of penalty applied. Internal cross validation was employed to select the
regularization penalty parameter, 𝜆. The 𝛼 parameter was set to 𝛼 = 0, to force the model to use
only the ridge-regression penalty.
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The expectation maximization algorithm implements a form of local search, and hence the final
values of the 𝚯 parameters found by EM will depend on their initial values. To initialize 𝚯, we
first applied the GSCM community discovery algorithm introduced in Chapter 3. We call this
“informed initialization”. Preliminary experiments showed that this enabled EM to find much
better solutions than if 𝚯 was initialized randomly.
Initialize parameters as follow:
𝜽 ∶= informed initialization
𝛾𝑖 ~Mult(𝜽), for all sites 𝑁
While 𝜽 and 𝜷 have not converged
E-Step:
For each site, 𝑖
For each group-set, 𝜎𝑗
Compute 𝑃(𝑌𝑖 |𝒁𝜎𝑖 , 𝑿𝑖 )𝑃(𝛾𝑖 ) = ∏𝑉𝑠=1 𝑃(𝑦𝑖𝑠 |𝒁𝜎𝑖 , 𝑿𝑖 )𝑃(𝛾𝑖 ) and normalize to
get 𝑃(𝛾𝑖 |𝑌𝑖 )
M-Step:
Estimate
𝜃𝜎 =

∑𝑚 𝑃(𝛾𝑖 |𝑌𝑖 )
𝑁

Create a weighted dataset, 𝒘, for each combination of site, 𝑖, and group-set 𝜎.
𝑤𝑖 = 𝑃(𝛾𝑖 |𝑌𝑖 )
Fit logistic regressions again using the weighted dataset and obtain new
coefficients. Constrain 𝜓′𝑠 to be ≥ 0, via a lower limit flag inGLMnet
Applying the Model (Predicting)
In order to predict the presence of a species, 𝑠, at a site, 𝑖, we calculate the likelihood given the
observed 𝑋𝑖 , summing out the contributions of the latent variables via the 𝜽 parameter.
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𝐶

𝑝(𝑦𝑖,𝑠 |𝑿𝑖 ) = ∑ 𝜃𝑐 expit(𝜓𝑠 ⋅ 𝑍𝑐 + 𝛽𝑠 ⋅ 𝑋𝑖 )𝑦𝑖,𝑠 [1 − expit(𝜓𝑠 ⋅ 𝑍𝑐 + 𝛽𝑠 ⋅ 𝑋𝑖 )](1−𝑦𝑖,𝑠)
𝑐=1

Models were fit for all combinations of 𝐾 ∈ (3,4,5,6,7,8,9,10,15,20,25) and
|𝑋| ∈ (3,8,15,20,25,35,45,55,63) on the training data. For
each |𝑋| ∈ (3,8,15,20,25,35,45,55,63) we must select which covariates to include in the model.
We employed the following procedure. For each species 𝑠 and each value of |𝑋|, we fit an
internally cross-validated GLMnet with the full complement of covariates but with the model’s
degrees of freedom restricted to be |𝑋|. For each covariate, we extracted the fitted coefficient for
that covariate from the fitted GLM for each species. We then computed the average of the
absolute value of those coefficients. The |𝑋| covariates with the largest average absolute
coefficient value are selected.
Experiments
To evaluate the effectiveness of MCAM, we performed a series of experiments to evaluate two
hypotheses.
Hypothesis 1: Joint species distribution models fit by MCAM are more accurate than
logistic regression models that predict each species separately. This holds even if the
logistic regression models are carefully regularized.
Hypothesis 2: The relative effectiveness of joint modeling, using MCAM, will be higher
when the number of covariates is small, because with fewer covariates, there will be more
species co-occurrences that cannot be explained by the covariates.
This first hypothesis is tested by comparing MCAM to two logistic regression approaches:
GLMnet, with an L2 regularization penalty, and glm, which performs a simple maximum
likelihood fit to the data. Performance was evaluated using the average site log likelihood on a
holdout set of sites. The goal of the model is to predict the most likely combination of species for
each site. The metric which most accurately reflects this goal is the average of the per-site log
likelihood.
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𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝑆𝑖𝑡𝑒 𝐿𝑜𝑔 𝐿𝑖𝑘𝑒𝑙𝑖ℎ𝑜𝑜𝑑 =

1
∑ 𝑝(𝑦𝑠,𝑚 |𝑿𝑚 )
𝑀
𝑚

Hypothesis 1 predicts that MCAM will have the highest holdout likelihood because it is able to
take capture species co-occurrences. GLMnet should have the second highest holdout likelihood,
because the regularization penalty can reduce the risk of overfitting. The simple glm model
should have the lowest holdout likelihood under this hypothesis.
To test the second hypothesis, we fit MCAM and GLMnet models to data where we
systematically varied the number of environmental covariates. For MCAM, we kept the number
of latent groups constant. The average holdout site likelihood was again employed as the
evaluation metric.
Species Distribution Data
The hypotheses were tested using floristic survey data provided by the Department of
Environment, Land, Water & Planning, Arthur Rylah Institute in Victoria, Australia. The
Wilsons Promontory region was selected, as it is a region of environmental importance and
interest. The 50,000 hectare reserve is the southernmost point of mainland Australian. Wilsons
Promontory is one of Victoria’s oldest national parks and retains approximately 96% native
vegetation cover; it is also a UNESCO Biosphere reserve.
The dataset consists of presence/absence observations of vascular plants gathered from 100m
quadrat surveys at 316 sites recording 212 species. Each site contained, on average, 21 species,
and each species appeared, on average, at 31 sites. The dataset also has 63 observed
environmental variables. The data were divided, randomly, into 60% training, 20% validation,
and 20% testing.
Model Selection
In any parametric model, the parameters must be tuned and/or selected. MCAM has two sets of
parameters to be selected: the set of environmental variables, 𝑋 and the number of latent
groups, 𝐾.
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GLMnet has two further parameters to be set: 𝜆, which controls the size of the penalty, and 𝛼,
which controls the elastic net. Internal cross-validation, as implemented in the GLMnet package,
was employed to determine 𝜆𝑠 for each species using the one standard error rule. The one
standard error rule is a method of choosing a parameter that favors the most regularized,
therefore simplest, model possible while staying within one standard error of the minimum error.
The elastic net is a weighted combination of ridge-regression penalty and lasso penalty. The 𝛼
parameter shifts the weight of the penalty type from 𝛼 = 0 being all ridge-regression penalty to
𝛼 = 1 being all lasso penalty. Multiple values of 𝛼 parameter were experimentally tested. It was
found that using per-species 𝛼 parameters to tune the elastic-net penalty function for a
combination of ridge-regression and lasso penalties resulted in poorer performance. Therefore, 𝛼
was set to 0 (all ridge-regression penalty) for all species, which was the best universal setting.
Logistic regression models were fit separately for each species using two different algorithms:
GLMnet and glm (as implemented by the R-core team). The GLMnet models used internal cross
validation to select the 𝜆𝑠 parameters and applied a “ridge-regression” penalty via the 𝛼 = 0
setting. The same sets of environmental covariates were used for all three models.
The best parameter settings from each model type (MCAM, GLMnet and GLM) were selected
and the models applied to score the likelihood of the hold-out test dataset. We will employ the
following notation for the fitted models. MCAM_E𝑎K𝑏 denotes the MCAM model fitted to
|𝑋| = 𝑎 covariates with 𝐾 = 𝑏 species groups. GLMNET_E𝑎 and GLM_E𝑎 denote the GLMNet
and glm models with to |𝑋| = 𝑎 covariates.

Results
During model selection, the MCAM models dominated the likelihood scores with all of the top
25 models being MCAM models. Figure 10 reports the results of the fitted MCAM, GLMnet,
and GLM models on the hold-out test dataset. MCAM has a clear advantage over both GLMnet
and GLM. GLMnet has a slight advantage over GLM. This provides evidence in favor of
Hypothesis 1.
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Figure 10: Average site log-likelihood on the held-out test dataset with 95% confidence intervals (t statistic
with 64 d.f.),

We examined the MCAM model structure to see how the latent variables are being used. We will
say that a species 𝑠 “belongs” to a group 𝑛 if the fitted value of 𝜓𝑠,𝑛 is greater than zero. In the
fitted MCAM model (MCAM_E25K5), 76% of all species belong to one or more groups.
Nearly half (48%) of the species belong to multiple group variables, with the remainder of the
species belonging to one (28%) or none (24%), see Table 9a.
Table 9: a) The number of species subscribing to various numbers of groups. b) The size of each species
group in the MCAM_E25K5 model.

(a)
Number of Species

Number of Groups Subscribed To in MCAM_E25K5
0
1
2
3
4
5
50
60
51
41
10
0

(b)
Species per group

No group
50

Size of Each Group
Group1 Group2 Group3
46
66
74

Group4
61

Group5
78

A core concept of MCAM is that species belong to multiple groups and that multiple groups are
used to explain each site. Table 9 shows that group sizes are moderately variable with the
smallest group being group 1 and the largest being group 5. A total of 162 individual species
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belong to at least one group, and the total group membership is 325 (summing all but the “No
group” entries of Table 9(b)). Hence, on average, each species belongs to two groups. This
reveals a large amount of cross group membership. This confirms that MCAM is making heavy
use of the groups to model species co-occurrences.
An important aspect of this model is that it allows us to examine the actual group compositions
to gain insight about group structure. Table 10 shows the membership coefficients for ten
species. These species are the top ten species from Group 4 in the five group model.
Table 10: The top 10 species from group 4 (by strength of membership) with membership coefficients for
groups 1-3. None of these species were members of group 5.

Species Name
Leptocarpus tenax
Empodisma minus
Epacris obtusifolia
Sprengelia incarnata
Selaginella uliginosa
Apodasmia brownii
Leptospermum continentale
Lepidosperma filiforme
Lindsaea linearis
Epacris lanuginosa

Common Name
Slender Twine-rush
Tangled Rope-rush
Blunt-leaf Heath
Pink Swamp Heath
Swamp Selaginella
Coarse Twine-rush
Prickly Teatree
Common Rapier-sedge
Screw Fern
Woolly-style Heath

Group1
0
0
0
0
0
0
0
0
0
0.0233

Group2
0
0
0
0
0
0
0.6159
0.1543
0.7551
0

Group3
0.6722
0.3386
0.5337
0.5584
0.5555
0.1698
0.9434
0.9083
0.8167
0.2720

Group4
2.0285
1.9507
1.6764
1.3545
1.2751
1.1706
1.1065
1.0675
0.9261
0.9160

Consider Lindsaea linearis (Screw Fern) [52], we see that it is a member of three groups.
Looking at its habitat information, we find that this species is tolerant of a wide range of soil
types and moisture levels. We can also examine an individual group to determine the positive cooccurrence relationship between species. Ecologically, the species found in group 4 have a
preference for non-saline wet heathlands, so group 4 corresponds to an ecological community.
Figure 11 shows how each of the species maps to the fitted groups. We have described each
fitted group by one or more habitat labels. The figure reveals the overlapping nature of the
groups with species belonging to multiple, complementary groups. For example, some species
are members of both the Sand Heathland group and the Damp Heathland group. These
memberships can be examined to understand community relationships. We can also observe that
Group 1 is a small group with very weak membership. An examination by domain experts
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confirms the habitat label assignments to the groups (Matt White and Steve Sinclair, Personal
Communication, May 2015)

Group 5:
Damp/Riparian Subcoastal Shrubland

Group 1:
Damp/Riparian Near
Coastal Forest
Group 2: Sand
Heathland (well
drained)

Group 3: Damp
Heathland (seasonally
well drained)

Group 4: Wet
Heathland (poorly
drained)

Figure 11: Species to Group Assignments. The groups (at right) are labeled with their general environmental category.
Each species (on the left) belongs to 0 or more groups as indicated by the connecting edges. The strength of membership is
indicated by the width of the edge between species and group
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The addition of latent relationship variables also provides a way for the model to recover from
scant or poorly selected environmental covariates, as suggested by Hypothesis 2. To assess
Hypothesis 2, we reduced the available environmental covariates from a full complement of 63
to a scanty two while holding the number of latent group variables constant. MCAM
outperformed GLMNet regardless of the number of covariates. Importantly Figure 12 clearly
shows that even with only three environmental covariates the MCAM approach is performing at
least as well as the GLMnet approach given all of the covariates. This is highlighted by the
dashed line which is the maximum value achieved by GLMnet over any of the covariate sets.
GLMnet

MCAM with 5 Groups

GLMnet Max Value
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Average Site Log-likelihood

-59

-60

-61

-62

-63

-64
62 60 58 56 54 52 50 48 46 44 42 40 38 36 34 32 30 28 26 24 22 20 18 16 14 12 10 8 6 4 2
Number of Available Environmental Covariates

Figure 12: Average site log-likelihood as a function of number of covariates. The dashed line represents the
maximum average site log-likelihood achieved by GLMnet

Hypothesis 2 predicts that the difference between GLMNet and MCAM will be small when the
number of covariates is large and then gradually increase as the models are deprived of
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covariates. However, the gap starts large and gradually shrinks. This shows that the group
structure is making an independent contribution to the accuracy of MCAM.
To understand what is going on, we can look at the species-covariate relationships rendered in
Figure 13 as bipartite graphs. The covariates are represented by the small rectangles along the
top; the five group variables are the five labeled green nodes at the top left. The size of the node
rectangle indicates its importance or total coefficient weight across all species. The bottom row
in each plot represents the 212 species with the size of the rectangle representing the number of
covariates used in that species’ model. In Figure 13a, the model is given the full complement of
63 environmental covariates. As the number of environmental covariates is reduced (Figures 4 b,
c and d), there is a steady increase in the importance of the latent group variables as
demonstrated by the increase in node size. This confirms that the intuition behind Hypothesis 2
was correct, namely that the group structure becomes more important as the number of
covariates is reduced. However, this importance is not reflected in the difference in log
likelihood, which suggests that even with all of the covariates available, there is still a large
degree of unexplained species co-occurrence.

a) Regression Coefficients for 5 Groups; 63
Environmental Covariates

b) Regression Coefficients for 5 Groups; 20
Environmental Covariates
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c) Regression Coefficients for 5 Groups; 8
Environmental Covariates

d) Regression Coefficients for 5 Groups; 4
Environmental Covariates

Figure 13: A bipartite graph representation of the regression coefficients as the number of available
covariates shrinks. The top row is the covariates, the first 5 (green) being the latent group variables. The
bottom row is the 212 species. The thickness of the edges between species and covariate is the absolute value
of the coefficient for that species-covariate relationship.

Discussion & Future Work
The experiments provide strong evidence that the MCAM model is able to learn a rich set of
species groups that combine with the environmental covariates to improve the holdout likelihood
of the species distribution data. This shows that MCAM can provide more accurate species
distribution models than GLMNet.
These groups become more important as the amount of information from covariates is reduced.
Examination of the fitted coefficients shows that the learned groups correspond to known
communities. This confirms our claim that the MCAM model is not only useful as a multispecies distribution model—it can also serve as a tool to discover community structure.
This new modeling paradigm can also be viewed as a way of obtaining good predictive
performance with fewer observed covariates. This could translate into reduced measurement
requirements for future data gathering and collating endeavors. It also allows for smaller
resulting models, which may be easier to interpret.
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In its current implementation, fitting an MCAM model is time consuming with a large memory
footprint. One reason for this is the way we enumerate all group sets of size 1, 2, and 3. An
alternative to this enumeration would be to employ a Dirichlet Process to model the number of
groups and the composition of the group sets. There are several other optimizations that could be
employed. We believe that with additional effort, the model should be efficient in both
computation and memory usage.
As we noted above, EM is very sensitive to initialization and prone to getting stuck in local
maxima. Therefore it would be nice to develop a more robust optimization method, perhaps
based on multiple restarts from different initial conditions.

Conclusion
Combined Species-Environment-Co-occurrence Modeling
Most work in species modeling has focused either on modeling species-environment
relationships for distribution modeling or on modeling species co-occurrence relationships for
community ecology. While these approaches have generally remained separate, the MCAM
model provides a combined species-environment-co-occurrence model that can address both
types of information successfully. The combination of latent group variables with a logistic
regression model transforms a simple predictive model into a predictive model that also
discovers and exploits co-occurring groups of species. We have shown that incorporating cooccurrence information, via latent relationship variables, is a valuable addition to standard
species-environment models.
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Chapter 5 Conclusion
These three manuscripts approach the problem of multi-species distribution modeling from
different yet complementary angles. Multi-label modeling for species distribution is gaining
traction. This dissertation explored some of the implication of that by examining and
recommending tuning approaches and by proposing two new models.
First, the common practice of maximizing SDM performance on a classification metric for use as
an application input was examined. For both survey design and reserve design applications it was
shown that performance, as measured by application outputs, was markedly improved by the use
of novel classification metrics and tuning approaches during the SDM parameter selection and
model fitting phase. Metrics developed to reflect the application goals should be used during
SDM fitting and parameter selection. For both reserve and survey design, maximizing precision
subject to a target level of recall resulted in better performance. We note, however, that for
critical decision making areas, such as reserve design with a small budget and/or very rare
species, exhaustive surveys are a far better approach than using species distribution models.
Second, a mixture model was introduced, the Group-Set Community Models (GSCM), in which
meaningful groups of species are discovered from co-occurrence data. This new model allows
sites to be described as mixtures of groups and allows species to belong to multiple groups as
well. GSCM performed statistically better than the standard Naive Bayes clustering approach
(NB). Both the GSCM and NB approaches were preferred, by experts in a single-blind study, to
current published species group definitions. While the GSCM groups presented are developed
from co-occurrence information, it was seen that the groups produced do not always reflect
“communities” but may be reflecting other relationships.
Finally, a new modeling paradigm that integrates species co-occurrence information with
environmental data into a model both predictive and exploratory was defined and tested. This
new model provides good predictive accuracy, outperforming standard regression models.
Additionally, this new approach models the co-occurrence of species via relationship variables.
These latent variables can be examined to increase understanding of community structure.
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Chapter 6 Appendices
Appendix 1: Chapter 2 Environmental Covariates
Covariate Name
Isothemality
MeanAnnTemp
MeanTempColdestQ
MeanTempDriestQ
MeanTempWarmestQ
MeanTempWettestQ
MinTempColdestP
MoistColdestQ
MoistHighestQ
MoistLowestQ
MoistSeasonality
MoistWettestQ
PrecipColdestQ
PrecipDriestP
PrecipDriestQ
PrecipSeasonality
PrecipWarmestQ
PrecipWettestP
PrecipWettestQ
RadColdestQ

RadDriestQ
RadSeasonality
RadWarmestQ
RadWettestQ
TempSeasonality
Rain_Jan
Rain_Feb
Rain_Mar
Rain_Apr
Rain_May
Rain_Jun
Rain_Jul
Rain_Aug
Rain_Sep
Rain_Oct
Rain_Nov
Rain_Dec
Evap_Jan
Evap_Feb
Evap_Mar

Evap_Apr
Evap_May
Evap_Jun
Evap_Jul
Evap_Aug
Evap_Sep
Evap_Oct
Evap_Nov
Evap_Dec
TWIx1000
ThorPot07
ThorInvPot07
AnnualRain
AnnualEvap
NetRainfall
NetRainfallStdev
MaxTempWarmestP
TempRange
Rad_Diffuse
Rad_Direct

RiseX
RiseY
Height_100
distlin_shear
distln_strm
har1
alluvium_in
clay_in
dyke_in
floodaluv_in
grantic_in
intrusive_in
lake_in
limestone_in
metamorph_in
mudstone_in
sand_in
sandstone_in
sediments_in
volcanics_in
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Appendix 2: Chapter 3 & 4 Environmental Covariates
Covariate Names
Ura_092012
Pot_092012
Tho_092012
Isothemality
MeanAnnTemp
MeanTempColdestQ
MeanTempDriestQ
MeanTempWarmestQ
MeanTempWettestQ
MinTempColdestP
MoistColdestQ
MoistLowestQ
MoistSeasonality
MoistWettestQ
PrecipColdestQ
PrecipDriestP

PrecipDriestQ
PrecipSeasonality
PrecipWarmestQ
PrecipWettestP
PrecipWettestQ
RadColdestQ
RadDriestQ
RadSeasonality
RadWarmestQ
RadWettestQ
TempSeasonality
Rain_Jan
Rain_Feb
Rain_Mar
Rain_Apr
Rain_May

Rain_Jun
Rain_Jul
Rain_Aug
Rain_Sep
Rain_Oct
Rain_Nov
Rain_Dec
Evap_Jan
Evap_Feb
Evap_Mar
Evap_Apr
Evap_May
Evap_Jun
Evap_Jul
Evap_Aug
Evap_Sep

Evap_Oct
Evap_Nov
Evap_Dec
TWIx1000
AnnualRain
AnnualEvap
NetRainfall
NetRainfallStdev
MaxTempWarmestP
TempRange
Rad_Diffuse
Rad_Direct
RiseX
RiseY
Height
Evap_Oct
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Appendix 3: Expert Evaluation Questionnaire.

Discovering Community
Self-Evaluation Form
Return to: Arwen Griffioen lettkema@eecs.oregonstate.edu
Name: enter name.
Current Area of Focus: enter area of focus.
Area of Education: enter area of education.
Degree/s Received: enter degrees received.
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Please rate your knowledge of the following regions using the scale provided:


0: I know nothing about this region, beyond perhaps that it exists and it’s general
location.
 1: My knowledge of this region is entirely indirect through inference, contact with
other workers and/or an understanding of related regions/systems. I am on a first
name basis with no more than 10% of the region’s flora. I am familiar with the
general ecological amplitude of at least 20% of these species as they occur within the
bioregion.
 2: My knowledge of this region is largely indirect through inference, contact with
other workers and/or an understanding of related regions/systems. I am on a first
name basis with no more than 20% of the region’s flora. I am familiar with the
general ecological amplitude of at least 30% of these species as they occur within the
bioregion.
 3: I have limited knowledge of the flora and plant communities of this region. I have
visited this landscape type/s however I have a limited understanding of the system,
its constituent species and the physical environment. I am on a first name basis with
no more than 30% of the region’s flora. I am familiar with the general ecological
amplitude of at least 40% of these species as they occur within the bioregion.
 4: I have some knowledge of the flora and plant communities of this region. I have
been to parts of this/these landscape type/s and I have some understanding of the
system, its constituent species and the physical environment. I am on a first name
basis with more than 50% of the region’s flora. I am familiar with the general
ecological amplitude of at least 50% of these species as they occur within the
bioregion.
 5: I have knowledge of the flora and plant communities of this region. I have
worked across this/these landscape type/s and I have more than a cursory
understanding of the system, its constituent species and the physical environment. I
am on a first name basis with more than 70% of the region’s flora. I am familiar
with the general ecological amplitude of at least 60% of these species as they occur
within the bioregion.
 6: I have comprehensive knowledge of the flora and plant communities of this
region. My focus was/is in this area and I have detailed knowledge of the system, its
constituent species and the physical environment. I am on a first name basis with
over 90% of the region’s flora. I am familiar with the general ecological amplitude
of at least 70% of these species as they occur within the bioregion.
Bioregion
Abbr.
0
1
2
3
4
5
6
Bridgewater
Brid
Central Victorian Uplands
CVU
Dundas Tablelands
DunT
East Gippsland Lowlands
EGL
East Gippsland Uplands
EGU
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Gippsland Plain
Glenelg Plain
Goldfields
Greater Grampians
Highlands – Far East
Highlands – Northern Fall
Highlands – Southern Fall
Lowan Mallee
Monaro Tablelands
Murray Fans
Murray Mallee
Murray Scroll Belt
Northern Inland Slopes
Otway Plain
Otway Ranges
Robinvale Plain
Strzelecki Ranges
Victorian Alps
Victorian Riverina
Victorian Volcanic Plain
Warrnambool Plain
Wilsons Promontory
Wimmera

GipP
GleP
Gold
GGr
HFE
HNF
HSF
LoM
MonT
MuF
MuM
MSB
NIS
OtP
OtR
RobP
Strz
VAlp
VRiv
VVP
WaP
WPro
Wim
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Discovering Community Task 1
Description: For this task you will be asked to evaluate the ecological coherence or integrity
of groups of plant species. The groups should be assessed as to whether they form a
plausible ecological community, in the sense that they include plants that would co-occur in
nature. They should not be assessed as groups from a phylogenetic, functional or aesthetic
sense. For each group you will be asked a series of questions, please take your time when
answering. Each group will present species in no particular order. Groups include native
and introduced species, and thus the concept of community extends beyond native
assemblages to include introduced species and novel assemblages.
Please use your personal knowledge (rather than external reference materials) to complete
the task. All levels of expertise are helpful.
Finally, there is no correct answer to the questions only your answer is important to us.
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Group 1:
Austrostipa spp.

Amperea xiphoclada var. xiphoclada

Allocasuarina pusilla s.l.

Hibbertia procumbens

Kunzea ambigua

Epacris lanuginosa

Diplarrena moraea

Drosera pygmaea

Baumea acuta

Baumea juncea

Allocasuarina misera

Tetratheca pilosa

Would you consider these species to be associated ecologically, such that they share a common
habitat in a common site, and therefore comprise a meaningful grouping? Why or why not?
Are there any species in the list that do not belong to the grouping? If yes, which one (or ones)
and why?
How confident are you in your responses above (that either all of these species belong together
or that the outsiders you have selected truly do not belong)?
Not at all
confident

Not confident

Neither confident
nor unconfident

Confident

Very confident

Does this group remind you of a particular ‘plant community’ or vegetation type that is described
or recognized either formally or informally (for example an Ecological Vegetation Class or a
Forest Formation) or is otherwise known to you? Provide a brief description of the plant
community you have in mind and if possible rank the species from most to least characteristic of
the nominated plant community. Note where taxa are of equal or indistinguishable rank.
Alternatively briefly discuss why this group does not remind you of any ‘plant community’ or
vegetation type.
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Group 2:
Lomandra longifolia

Atherosperma moschatum subsp. moschatum

Uncinia tenella

Blechnum wattsii

Dicksonia antarctica

Fieldia australis

Nothofagus cunninghamii

Hymenophyllum australe

Rumohra adiantiformis

Asplenium bulbiferum subsp. gracillimum

Olearia argophylla

Microsorum pustulatum subsp. pustulatum

Would you consider these species to be associated ecologically and/or geographically and
therefore comprise a meaningful grouping? Why or why not?
Are there any species in the list that do not belong to the grouping? If yes, which one (or ones)
and why?
How confident are you that either all of these species belong together or that the outsiders you
have selected truly do not belong?
Not at all
confident

Not confident

Neither confident
nor unconfident

Confident

Very confident

Does this group remind you of a particular ‘plant community’ or vegetation type that is described
or recognized either formally or informally (for example an Ecological Vegetation Class or a
Forest Formation) or is otherwise known to you? Provide a brief description of the plant
community you have in mind and if possible rank the species from most to least characteristic of
the nominated plant community. Note where taxa are of equal or indistinguishable rank.
Alternatively briefly discuss why this group does not remind you of any ‘plant community’ or
vegetation type.
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Group 3:
Apodasmia brownii

Xyris gracilis

Schoenus brevifolius

Epacris obtusifolia

Lepidosperma filiforme

Boronia parviflora

Lindsaea linearis

Empodisma minus

Leptospermum continentale

Sprengelia incarnata

Monotoca elliptica s.l.

Xanthorrhoea australis

Would you consider these species to be associated ecologically and/or geographically and
therefore comprise a meaningful grouping? Why or why not?
Are there any species in the list that do not belong to the grouping? If yes, which one (or ones)
and why?
How confident are you that either all of these species belong together or that the outsiders you
have selected truly do not belong?
Not at all
confident

Not confident

Neither confident
nor unconfident

Confident

Very confident

Does this group remind you of a particular ‘plant community’ or vegetation type that is described
or recognized either formally or informally (for example an Ecological Vegetation Class or a
Forest Formation) or is otherwise known to you? Provide a brief description of the plant
community you have in mind and if possible rank the species from most to least characteristic of
the nominated plant community. Note where taxa are of equal or indistinguishable rank.
Alternatively briefly discuss why this group does not remind you of any ‘plant community’ or
vegetation type.
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Group 4:
Acrotriche affinis
Banksia integrifolia subsp. integrifolia
Dichondra repens
Tetragonia implexicoma
Hakea nodosa
Acacia longifolia subsp. sophorae
Leucopogon parviflorus
Ficinia nodosa
Clematis microphylla s.l.
Leptospermum laevigatum
Oxalis exilis
Rhagodia candolleana subsp. candolleana
Would you consider these species to be associated ecologically and/or geographically and
therefore comprise a meaningful grouping? Why or why not?
Are there any species in the list that do not belong to the grouping? If yes, which one (or ones)
and why?
How confident are you that either all of these species belong together or that the outsiders you
have selected truly do not belong?
Not at all
confident

Not confident

Neither confident
nor unconfident

Confident

Very confident

Does this group remind you of a particular ‘plant community’ or vegetation type that is described
or recognized either formally or informally (for example an Ecological Vegetation Class or a
Forest Formation) or is otherwise known to you? Provide a brief description of the plant
community you have in mind and if possible rank the species from most to least characteristic of
the nominated plant community. Note where taxa are of equal or indistinguishable rank.
Alternatively briefly discuss why this group does not remind you of any ‘plant community’ or
vegetation type.
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Group 5:
Lepidosperma elatius

Pultenaea daphnoides

Allocasuarina verticillata

Goodenia ovata

Tetrarrhena juncea

Acacia verticillata

Lomandra longifolia

Pandorea pandorana subsp. pandorana

Leptospermum laevigatum

Hakea decurrens

Hibbertia aspera s.l.

Zieria arborescens subsp. arborescens

Would you consider these species to be associated ecologically and/or geographically and
therefore comprise a meaningful grouping? Why or why not?
Are there any species in the list that do not belong to the grouping? If yes, which one (or ones)
nd why?
How confident are you that either all of these species belong together or that the outsiders you
have selected truly do not belong?
Not at all
confident

Not confident

Neither confident
nor unconfident

Confident

Very confident

Does this group remind you of a particular ‘plant community’ or vegetation type that is described
or recognized either formally or informally (for example an Ecological Vegetation Class or a
Forest Formation) or is otherwise known to you? Provide a brief description of the plant
community you have in mind and if possible rank the species from most to least characteristic of
the nominated plant community. Note where taxa are of equal or indistinguishable rank.
Alternatively briefly discuss why this group does not remind you of any ‘plant community’ or
vegetation type.
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Discovering Community Task 2
Description: For this task you will be asked to evaluate the relationship between species
groupings. Each species group presents species in no particular order. Each group within
the set is presented in no particular order. For each set of groupings you will be shown the
general location of the site to which the species putatively belong (indicated by a red circle
within a map of Wilsons Promontory) and a short environmental description of the site.
For each set of groups you will be asked a series of questions, please take your time in
answering. Groups include native and introduced species, and thus the concept of
community extends beyond native assemblages to include introduced species and novel
assemblages. They should not be assessed as groups from a phylogenetic, functional or
aesthetic sense. The groups should not be considered as forming the entire compliment
species possible at a site.
Note that:
Min Temp denotes the lowest temperature (ºC) of any weekly lowest temperature.
Max Temp denotes the highest temperature (ºC) of any weekly maximum temperature.
Please use your personal knowledge (rather than external reference materials) to complete
the task. All levels of expertise are helpful.
Finally, there is no correct answer to the questions only your answer is important to us.
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Site 1:
Environmental Description:






Set 1
Group 1
Callistemon pallidus
Kunzea ambigua
Olearia stellulata
Pultenaea daphnoides
Tasmannia lanceolata
Allocasuarina verticillata

Elevation: 700m.
Slope: 20°
Aspect: WSW (232°)
Annual Rainfall: 1565mm
Temp:
o Min Temp = 3.5°C
o Max Temp = 18.7°C
o Mean Annual Temp = 9.5°C

Group 2
Callistemon pallidus
Gymnoschoenus
sphaerocephalus
Schoenus lepidosperma
Poa spp.
Cassytha glabella
Epacris obtusifolia

Group 3
Uncinia tenella
Dicksonia antarctica

Nothofagus cunninghamii
Rumohra adiantiformis
Olearia argophylla
Atherosperma moschatum
subsp. moschatum
Nothofagus cunninghamii
Lepidosperma filiforme
Blechnum wattsii
Gahnia grandis
Xanthorrhoea australis
Fieldia australis
Hakea decurrens
Burchardia umbellata
Hymenophyllum australe
Lepidosperma elatius
Epacris lanuginosa
Asplenium bulbiferum subsp.
gracillimum
Reminder: These questions are addressing the groups as a whole not the individual species
within each group.

78

Would you say that these groups would all occur at the same real site indicated on the map? Why
or why not?
Are there any species groups that do not belong in this set? If yes, which one (or ones) and
why?
How confident are you that either all of these groupings belong together or that the outsiders you
have selected truly do not belong?
Not at all
confident

Not confident

Neither confident
nor unconfident

Confident

Very confident
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Site 2:
Environmental Description:






Set 2
Group 1
Dichondra repens

Group 2
Callistemon pallidus

Rhagodia candolleana Kunzea ambigua
subsp. candolleana
Tetragonia
Olearia stellulata
implexicoma
Acacia melanoxylon
Pultenaea daphnoides
Clematis microphylla
s.l.
Senecio jacobaea
Banksia integrifolia
subsp. integrifolia
Sambucus
gaudichaudiana
Leucopogon
parviflorus

Elevation: 121m.
Slope: 6°
Aspect: N (354°)
Annual Rainfall: 1041mm
Temp:
o Min Temp = 5.9°C
o Max Temp = 22.7°C
o Mean Annual Temp = 13.6°C

Group 3
Group 4
Banksia spinulosa var. Todea barbara
cunninghamii
Eucalyptus baxteri s.l. Calochlaena dubia
Bauera rubioides

Blechnum nudum

Eucalyptus willisii
subsp. willisii
Tetrarrhena juncea

Hibbertia hirticalyx

Allocasuarina
verticillata
Nothofagus
cunninghamii
Gahnia grandis

Banksia marginata

Eucalyptus obliqua

Hibbertia aspera s.l.

Lomatia fraseri

Diplarrena moraea

Acacia verticillata

Hakea decurrens

Hakea decurrens

Tetrarrhena juncea

Tasmannia lanceolata

Pomaderris aspera
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Bedfordia arborescens Lepidosperma elatius

Acacia verticillata

Zieria arborescens
subsp. arborescens
Reminder: These questions are addressing the groups as a whole not the individual species
within each group.
Would you say that these groups would all occur at the same real site indicated on the map? Why
or why not?
Are there any species groups that do not belong in this set? If yes, which one (or ones) and why?
How confident are you that either all of these groupings belong together or that the outsiders you
have selected truly do not belong?
Not at all
confident

Not confident

Neither confident
nor unconfident

Confident

Very confident
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Site: 3
Environmental Description:






Set 3
Group 1
Baumea tetragona

Elevation: 49m.
Slope: 4°
Aspect: N (12°)
Annual Rainfall: 1016mm
Temp:
o Min Temp = 6°C
o Max Temp = 23.2°C
o Mean Annual Temp = 13.6°C

Group 3
Banksia spinulosa var.
cunninghamii
Melaleuca squarrosa
Xanthorrhoea australis Eucalyptus baxteri s.l.
Baloskion tetraphyllum Baumea rubiginosa s.l. Bauera rubioides
subsp. tetraphyllum
Gymnoschoenus
Bossiaea cinerea
Eucalyptus willisii
sphaerocephalus
subsp. willisii
Utricularia dichotoma Baumea tetragona
Tetrarrhena juncea
s.l.
Drosera binata
Allocasuarina pusilla Banksia marginata
s.l.
Empodisma minus
Epacris lanuginosa
Hibbertia aspera s.l.
Todea barbara
Gahnia clarkei
Baumea tetragona

Group 2
Xyris operculata

Utricularia dichotoma Diplarrena moraea
s.l.
Ficinia nodosa
Hakea decurrens
Baloskion tetraphyllum Acacia verticillata
subsp. tetraphyllum

Group 4
Triglochin procera s.l.
Comesperma volubile
Baumea rubiginosa s.l.
Poa spp.
Baumea gunnii
Baumea tetragona
Clematis microphylla
s.l.
Utricularia dichotoma
s.l.
Glycine clandestina
Allocasuarina
verticillata
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Reminder: These questions are addressing the groups as a whole not the individual species
within each group.
Would you say that these groups would all occur at the same real site indicated on the map? Why
or why not?
Are there any species groups that do not belong in this set? If yes, which one (or ones) and why?
How confident are you that either all of these groupings belong together or that the outsiders you
have selected truly do not belong?
Not at all
confident

Not confident

Neither confident
nor unconfident

Confident

Very confident
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Discovering Community Task 3
Description: For this task you will be asked to evaluate the grouping’s ability to describe a
site. Groups will be described by their constituent species (arranged in columns). Each
species group contains at most 25 species. You will be shown the general location of the site
to which the species putatively belong (indicated by a red rectangle within a map of
Wilsons Promontory) and a short environmental description of the site. For each site you
will be asked a series of questions. Please take your time in answering. The groups should
be assessed from a community (sensu ecology) perspective rather than a phylogenetic,
functional or aesthetic sense. The groups should not be considered as forming the entire
compliment species possible at a site.

Note that:
Min Temp denotes the lowest temperature (ºC) of any weekly lowest temperature.
Max Temp denotes the highest temperature (ºC) of any weekly maximum temperature.
Please use your personal knowledge (rather than external reference materials) to complete
the task. All levels of expertise are helpful.
Finally, there is no correct answer to the questions only your answer is important to us.
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Site 4:
Environmental Description:






Elevation: 100m.
Slope: 10°
Aspect: WNW (283°)
Annual Rainfall: 1005mm
Temp: Min Temp = 5.7°C ; Max Temp
= 22.9°C ; Mean Annual Temp = 13.3°C

Group 1

Group 2

Group 3

Group 4

Group 5

Xyris operculata

Dampiera stricta

Xanthorrhoea
australis
Baumea rubiginosa
s.l.
Bossiaea cinerea

Hypolaena
fastigiata
Leptospermum
myrsinoides
Bossiaea cinerea

Acrotriche
serrulata
Lepidosperma
concavum
Hibbertia
acicularis
Bossiaea cinerea

Eucalyptus
obliqua
Banksia serrata

Baumea tetragona

Allocasuarina
verticillata
Amperea
xiphoclada var.
xiphoclada
Hibbertia
Isopogon
acicularis
ceratophyllus
Acacia suaveolens Pultenaea
daphnoides

Leptospermum
myrsinoides
Allocasuarina
pusilla s.l.
Hypolaena
fastigiata
Hibbertia
acicularis
Bossiaea cinerea
Isopogon
ceratophyllus

Platylobium
obtusangulum

Platylobium
obtusangulum
Lepidosperma
concavum

Isopogon
ceratophyllus
Leucopogon
virgatus

Dillwynia
glaberrima
Allocasuarina pusilla Isopogon
s.l.
ceratophyllus
Epacris lanuginosa
Utricularia
dichotoma s.l.

Leptospermum
continentale
Leptospermum
myrsinoides
Epacris impressa

85

Ficinia nodosa

Platylobium
obtusangulum
Hibbertia
procumbens

Eucalyptus
obliqua
Pultenaea mollis

Baloskion
tetraphyllum subsp.
tetraphyllum
Persoonia juniperina Cassytha glabella Kunzea ambigua
Platylobium
obtusangulum
Epacris obtusifolia
Pultenaea scabra

Leptospermum
lanigerum
Leptospermum
myrsinoides
Banksia serrata
Apodasmia brownii
Allocasuarina
paludosa
Patersonia fragilis

Allocasuarina
pusilla s.l.
Schoenus
lepidosperma
Hibbertia
fasciculata var.
prostrata
Gompholobium
huegelii
Leucopogon
virgatus
Tetratheca pilosa

Xanthorrhoea
australis
Aotus ericoides
Astroloma
humifusum

Leucopogon
virgatus
Dillwynia
glaberrima

Hibbertia
acicularis
Acrotriche
serrulata

Banksia serrata Gonocarpus
humilis
Aotus ericoides Burchardia
umbellata
Xanthorrhoea
Xanthorrhoea
australis
australis
Correa reflexa Xanthorrhoea
minor ssp. lutea

Allocasuarina
pusilla s.l.
Tetratheca pilosa

Tetratheca
Lepidosperma
pilosa
concavum
Dampiera stricta Hypolaena
fastigiata
Spyridium
Acacia
Pteridium
parvifolium
suaveolens
esculentum
Banksia marginata Diplarrena moraea Eucalyptus
Cassytha glabella
obliqua
Correa reflexa
Coronidium
Cassytha
scorpioides
glabella
Xanthorrhoea
Epacris
australis
impressa
Hakea decurrens

Reminder: These questions are addressing the groups as a whole not the individual species
within each group.

Which individual group is most likely to be a species list for this site?

Please rank the groups from most to least likely to be a species list for this site. Include a short
reason for each ranking.
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If you were describing this site in terms of a set of these groups, which set of 1, 2 or 3 groups
would you use?

How confident are you in your responses above (that either all of these species belong together
or that the outsiders you have selected truly do not belong)?
Not at all
confident

Not confident

Neither confident
nor unconfident

Confident

Very confident
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Site 5:
Environmental Description:






Elevation: 7m.
Slope: 1°
Aspect: ESE (98°)
Annual Rainfall: 884mm
Temp: Min Temp = 5.9°C ; Max Temp
= 23.6°C ; Mean Annual Temp = 13.8°C

Group1

Group 2

Group 3

Group 4

Dichondra repens

Themeda triandra

Acrotriche affinis

Villarsia reniformis

Dichondra repens

Plantago lanceolata

Leucopogon
parviflorus
Clematis microphylla
s.l.
Oxalis exilis

Potamogeton
tricarinatus s.l.
Myriophyllum
simulans
Acaena novaezelandiae
Lobelia anceps

Rhagodia candolleana Anagallis arvensis
subsp. candolleana
Tetragonia
Ficinia nodosa
implexicoma
Acacia melanoxylon
Rhagodia candolleana
subsp. candolleana
Clematis microphylla Banksia integrifolia
s.l.
subsp. integrifolia
Senecio jacobaea
Hypochaeris radicata
Banksia integrifolia
subsp. integrifolia
Sambucus
gaudichaudiana
Leucopogon
parviflorus

Acacia longifolia
subsp. sophorae
Tetragonia
implexicoma
Centaurium erythraea

Banksia integrifolia
subsp. integrifolia
Tetragonia
implexicoma
Acacia longifolia
subsp. sophorae
Ficinia nodosa

Dichondra repens
Hydrocotyle
sibthorpioides
Asperula subsimplex
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Bedfordia arborescens Baumea juncea

Acacia longifolia
subsp. sophorae
Blechnum nudum

Allocasuarina misera
Dichondra repens

Leptospermum
laevigatum
Rhagodia candolleana
subsp. candolleana
Geranium
potentilloides
Acaena novaezelandiae
Swainsona
lessertiifolia
Centaurium erythraea

Galium australe

Villarsia exaltata

Lagenophora stipitata

Lagenophora stipitata

Drosera auriculata

Anagallis arvensis

Bursaria spinosa subsp. Acrotriche affinis
spinosa
Clematis aristata
Carex appressa

Allocasuarina
verticillata
Myosotis australis

Lobelia anceps

Melaleuca ericifolia

Todea barbara

Acaena novaezelandiae
Acacia verticillata

Hydrocotyle hirta

Lomandra longifolia
Eleocharis sphacelata
Lepidosperma
concavum
Isolepis fluitans
Lachnagrostis
filiformis
Triglochin procerum
s.l.
Imperata cylindrica
Hemarthria uncinata
var. uncinata
Microlaena stipoides
var. stipoides
Ficinia nodosa

Myosotis australis

Geranium
Lomandra longifolia
Pteridium esculentum
potentilloides
Reminder: These questions are addressing the groups as a whole not the individual species
within each group.
Which individual group is most likely to be a species list for this site?
Please rank the groups from most to least likely to be a species list for this site. Include a short
reason for each ranking.
If you were describing this site in terms of a set of these groups, which set of 1, 2, 3, or 4 groups
would you use?
How confident are you in your responses above (that either all of these species belong together
or that the outsiders you have selected truly do not belong)?
Not at all
confident

Not confident

Neither confident
nor unconfident

Confident

Very confident

89

Site 6:
Environmental Description:






Elevation: 736m.
Slope: 4°
Aspect: NNW (344°)
Annual Rainfall: 1574mm
Temp: Min Temp = 3.5°C ; Max Temp
= 18.7°C ; Mean Annual Temp = 9.5°C

Group 1

Group 2

Group 3

Group 4

Callistemon pallidus

Uncinia tenella

Callistemon pallidus

Tasmannia lanceolata

Kunzea ambigua

Dicksonia antarctica

Monotoca elliptica s.l.

Olearia stellulata

Nothofagus
cunninghamii
Olearia stellulata

Epacris impressa

Pultenaea daphnoides

Nothofagus
cunninghamii
Rumohra adiantiformis Gahnia grandis

Tasmannia lanceolata

Olearia argophylla

Tasmannia lanceolata

v Huperzia varia

Allocasuarina
verticillata

Atherosperma
moschatum subsp.
moschatum
Blechnum wattsii

Blechnum wattsii

v Gahnia grandis

Dicksonia antarctica

Lepidosperma elatius

Fieldia australis

Polystichum
proliferum
Uncinia tenella

Dianella tasmanica

Nothofagus
cunninghamii
Gahnia grandis
Hakea decurrens

Hymenophyllum
australe

k Olearia stellulata

Libertia pulchella
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Lepidosperma elatius

Persoonia juniperina

Asplenium bulbiferum Coprosma quadrifida
subsp. gracillimum
Microsorum
Dianella tasmanica
pustulatum subsp.
pustulatum
Microsorum scandens Microsorum
pustulatum subsp.
pustulatum
Syzygium smithii
Epacris impressa

Hibbertia aspera s.l.

Gahnia grandis

Blechnum wattsii

Dianella tasmanica

Uncinia tenella
Blechnum wattsii

Polystichum
proliferum
Grammitis billardierei

Comesperma volubile

Grammitis billardierei Asplenium bulbiferum
ssp. gracillimum
Grammitis billardierei Lepidosperma elatius Dicksonia antarctica

Uncinia tenella

Tasmannia lanceolata

Leptospermum
laevigatum
Lomandra longifolia

Coprosma quadrifida

Lepidosperma
concavum
Oxalis exilis

Polystichum
proliferum
Callistemon pallidus

Monotoca elliptica s.l. Microsorum
pustulatum ssp.
pustulatum
Hymenophyllum
australe

Pittosporum bicolor

Reminder: These questions are addressing the groups as a whole not the individual species
within each group.
Which individual group is most likely to be a species list for this site?
Please rank the groups from most to least likely to be a species list for this site. Include a short
reason for each ranking.
If you were describing this site in terms of a set of these groups, which set of 1, 2, 3, or 4 groups
would you use?
How confident are you in your responses above (that either all of these species belong together
or that the outsiders you have selected truly do not belong)?
Not at all
confident

Not confident

Neither confident
nor unconfident

Confident

Very confident

