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The scarcity of wireless spectrum resources and the overwhelming demand for wireless broadband resources have prompted industry, government agencies and academia within the wireless
communities to develop and come up with effective solutions that can make additional spectrum
available for broadband data. As part of these ongoing efforts, cognitive radio networks (CRN s)
have emerged as an essential technology for enabling and promoting dynamic spectrum access
and sharing, a paradigm primarily aimed at addressing the spectrum scarcity and shortage challenges by permitting and enabling unlicensed or secondary users (SU s) to freely search, locate
and exploit unused licensed spectrum opportunities. Despite their great potentials for improving
spectrum utilization efficiency and for addressing the spectrum shortage problem, CRN s suffer
from serious location privacy issues, which essentially tend to disclose the location information
of the SU s to other system entities during their usage of these open spectrum opportunities.
Knowing that their whereabouts may be exposed, SU s can be discouraged from joining and participating in the CRN s, potentially hindering the adoption and deployment of this technology.
In this thesis, we propose frameworks that are suitable for CRN s, but also preserve the location
privacy information of these SU s. More specifically,
1. We propose location privacy-preserving protocols that protect the location privacy of SU s
in cooperative sensing-based CRN s while allowing the SU s to perform their spectrum
sensing tasks reliably and effectively. Our proposed protocols allow also the detection of
malicious user activities through the adoption of reputation mechanisms.

2. We propose location privacy-preserving approaches that provide information-theoretic privacy to SU s’ location in database-driven CRN s through the exploitation of the structured
nature of spectrum databases and the fact that database-driven CRN s, by design, rely on
multiple spectrum databases.
3. We propose a trustworthy framework for new generation of spectrum access systems in
the 3.5 GHz band that not only protects SU s’ privacy, but also ensures that they comply
with the unique system requirements, while allowing the detection of misbehaving users.
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Chapter 1: Introduction
Dynamic spectrum sharing has been widely adopted by the wireless communities as an efficient
way to improve the spectrum utilization efficiency and alleviate the spectrum scarcity crisis
caused by the huge demand on radio frequency resources. This technology has several applications and is considered as one of the main enablers for 5G wireless networks to deal with its
stringent spectrum requirement. This paradigm enables unlicensed/secondary users (SU s) to
exploit unused spectrum bands of licensed/primary users (PU s). That is, SU s may opportunistically use unused spectrum bands (aka spectrum holes or white spaces), which are defined by
FCC as the channels that are unused at a specific location and time [5], so long as doing so does
not cause harmful interference to PU s.
There are two main approaches that were adopted by the FCC for identifying white spaces
and enabling shared use of the spectrum between SU s and PU s: the cooperative sensing-based
approach and the geolocation database-driven approach. In the cooperative sensing-based approach, a central entity known as Fusion Center (FC) orchestrates the sensing operations by
selecting one channel for sensing and requesting each SU to perform local sensing on that channel to detect the presence of primary signals. SU s then send their sensing reports to FC, which
combines them to make a decision about the channel availability, and diffuses the decision back
to the SU s. Here, a sensing report is essentially a sensed/measured quantity characterizing some
PU signal strength the SU observed on some PU channel, and what quantity the SU measures depends on the spectrum sensing method it uses (e.g., waveform [6], energy detection [7],
cyclostationarity [8], etc.).
In database-driven spectrum access, SU s acquire spectrum availability information in their
vicinity by submitting a query, containing their operational parameters (e.g., type of device,
location, etc.) to a geolocation spectrum database, DB , often maintained and controlled by a
third party (e.g., Google, Mircosoft, Spectrum Bridge, etc.). It was proposed as an alternative
to the spectrum sensing-based approach to overcome its technical limitations especially in terms
of mitigating interference to incumbent users. This approach was first adopted in the U.S. by
the FCC for the TV broadcast bands [9] to identify TV spectrum opportunities, often called TV
white spaces (TVWS). Drawing from the TVWS experience, the FCC has opened up the 3.5

2
GHz (3550–3700 MHz) band [10], aka Citizens Broadband Radio Service (CBRS), to be shared
between SU s and federal PU s through a centralized database-based dynamic spectrum access
(DSA) system (SAS ). In Europe, an analogous database-driven DSA for the 2.3-2.4 GHz band,
known as licensed shared access (LSA), is also being developed.

1.1

The Location Privacy Issue

Despite the great prospects of this technology in increasing the spectrum utilization efficiency,
it suffers from serious privacy issues especially with respect to SU s location. In cooperative
sensing-based approach, this is mainly due to the fact that the sensing reports that SU s share with
the FC are highly correlated to their location. In database-driven spectrum sharing systems, the
risk is more apparent as SU s need to include their exact location in their query to the spectrum
databases to be able to learn spectrum availability in their vicinity.
Most users will not accept having their whereabouts and private location information exposed, especially in the presence of malicious entities that may be eager to exploit this information for malicious purposes and to gain more knowledge about other sensitive and private
information. In fact, the fine-grained location, when combined with publicly available information, can easily reveal other personal information about an individual including his/her behavior,
health condition, personal habits or even beliefs. For instance, an adversary can learn some
information about the health condition of a user by observing that the user regularly goes to a
hospital for example. The frequency and duration of these visits can even reveal the seriousness
of a user illness and even the type of illness if the location corresponds to that of a specialty
clinic. The adversary could even sell this information to pharmaceutical advertisers without the
user’s consent.
Moreover, malicious adversaries with criminal intent could use the location information to
pose a threat to individuals’ security and privacy; for instance, they can commit crimes of theft
and burglary when users are absent. We envision that the public’s acceptance of the dynamic
and opportunistic spectrum sharing paradigm will greatly depend on the robustness and trustworthiness of CRN s visa-vis of their ability to address these privacy concerns. It is, therefore,
paramount that techniques and tools, to be developed by the research community for CRN s, be
enabled with privacy preserving capabilities that protect the location privacy of SU s while allowing them to harness the benefits of the CRN paradigm without disrupting the functionalities
that these techniques are designed for to promote dynamic spectrum access.

3

1.2

Thesis Contributions

This dissertation provides effective frameworks and protocols to mitigate the location privacy issue arising in various CRN systems. The contributions of this thesis are summarized as follows.
1. We address the location privacy issue of SU s in cooperative-sensing-based CRN s by
proposing location privacy-preserving protocols that rely on various cryptographic mechanisms while performing reliable and efficient spectrum sensing. These protocols also
present cost-performance tradeoffs. The first consists on using an additional architectural
entity at the benefit of incurring lower computation overhead by relying only on symmetric cryptography. The second consists on using an additional secure comparison protocol
at the benefit of incurring lesser architectural cost by not requiring extra entities. Our
schemes also provide reliability and resiliency against malicious users via an efficient reputation mechanism. We further show that not only are our proposed schemes secure and
more efficient than existing alternatives, but also achieve fault tolerance and are robust
against sporadic network topological changes.
2. We propose two location privacy preserving schemes for SU s in single database-driven
CRN s with various performance and architectural benefits. Our schemes harness probabilistic set membership data structures to exploit the structured nature of spectrum databases
and SU s’ queries. Our first scheme relies on a simple yet powerful two-party protocol
that achieves unconditional security with a plausible communication overhead by making DB send a compacted version of its content to SU which needs only to query this
data structure to learn spectrum availability. Our second scheme achieves significantly
lower communication and computation overhead for SU s, but requires an additional architectural entity which receives the compacted version of the database and fetches the
spectrum availability information in lieu of SU s to alleviate the overhead on the latter.
The cost-performance tradeoff gives more options to system designers to decide which
topology and which approach is more suitable to their specific requirements. We show
that our schemes are secure, and also demonstrate that they offer significant advantages
over existing alternatives for various performance and/or security metrics.
3. We propose a location privacy-preserving approach that exploits the fact that multiple
copies of spectrum databases are available by nature in database-driven CRN s. This
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observation enabled us to harness multi-server private information retrieval (PIR) techniques [11, 12] that efficiently offer information-theoretic privacy. We show, analytically
and experimentally with deployments on cloud systems, that our adaptation of multi-server
PIR techniques significantly outperforms the state-of-the-art location privacy preservation
methods. Moreover, our adaptations achieve information-theoretical privacy while existing alternatives offer only computational privacy.
4. This dissertation proposes also a trustworthy design framework for spectrum access systems (SAS ) in the 3.5 GHz CBRS band, which was previously reserved for federal and
military use. This framework aims to enable SU s to make use of the spectrum opportunities in the CBRS band without worrying about their privacy, while at the same time
complying with FCC’s requirements and rules governing the operations in this band. To
the best of our knowledge, this work is the first to achieve these seemingly conflicting
goals.
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Chapter 2: Manuscript 1: Location Privacy in Cognitive Radio Networks:
A Survey
Mohamed Grissa, Bechir Hamdaoui, and Attila A. Yavuz

Abstract
Cognitive radio networks (CRN s) have emerged as an essential technology to enable dynamic and opportunistic spectrum access which aims to exploit underutilized licensed channels to solve the spectrum
scarcity problem. Despite the great benefits that CRN s offer in terms of their ability to improve spectrum utilization efficiency, they suffer from user location privacy issues. Knowing that their whereabouts
may be exposed can discourage users from joining and participating in the CRN s, thereby potentially
hindering the adoption and deployment of this technology in future generation networks. The location
information leakage issue in the CRN context has recently started to gain attention from the research
community due to its importance, and several research efforts have been made to tackle it. However, to
the best of our knowledge, none of these works have tried to identify the vulnerabilities that are behind
this issue or discuss the approaches that could be deployed to prevent it. In this paper, we try to fill this
gap by providing a comprehensive survey that investigates the various location privacy risks and threats
that may arise from the different components of this CRN technology, and explores the different privacy
attacks and countermeasure solutions that have been proposed in the literature to cope with this location
privacy issue. We also discuss some open research problems, related to this issue, that need to be overcome by the research community to take advantage of the benefits of this key CRN technology without
having to sacrifice the users’ privacy.

2.1

Introduction

Cognitive radio networks (CRN s) have been widely adopted as an efficient way to improve the
spectrum utilization efficiency and alleviate the spectrum scarcity crisis caused by the huge demand on radio frequency resources. This technology has several applications and is considered
as one of the main enablers for 5G wireless networks to deal with its stringent spectrum require-
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ment. This paradigm, first coined by Mitola [13], could be thought of as an intelligent wireless
communication system that is aware of its surrounding and that can adapt dynamically to the
changes in the RF environment. It enables dynamic spectrum access (DSA) and improves the
spectrum utilization efficiency by allowing unlicensed/secondary users (SU s) to exploit unused
spectrum bands of licensed/primary users (PU s). That is, SU s can opportunistically use unused
spectrum bands (aka spectrum holes or white spaces), which are defined by FCC as the channels
that are unused at a specific location and time [5], so long as doing so does not cause harmful
interference to PU s.

2.1.1

The CRN location privacy problem

Despite its great potential for improving spectrum utilization efficiency, the CRN technology
suffers from serious privacy and security risks. Although the survey covers location privacy
issues arising at the various CRN components, for motivation purposes, we focus in this section
on the spectrum discovery component only, in which white spaces are identified using either the
cooperative spectrum sensing or the database-driven spectrum access functions.
2.1.1.1

Cooperative spectrum sensing

In cooperative sensing, a central entity called Fusion Center (FC) orchestrates the sensing
operations as follows: It selects one channel for sensing and, through a control channel, requests
that each SU perform local sensing on that channel to detect the presence of PU signals and send
its sensing report back to it. Fusion Center then combines the received sensing reports, makes
a decision about the channel availability, and diffuses the decision back to the SU s. Here, a
sensing report is essentially a sensed/measured quantity characterising some PU signal strength
the SU observed on some PU channel, and what quantity the SU measures depends on the
spectrum sensing method it uses (e.g., waveform [6], energy detection [7], cyclostationarity [8],
etc.; see Section 2.2.1.1 for more details). For example, when using the energy detection method,
the sensed quantity is the energy strength of the sensed PU signal, often referred to as received
signal strength (RSS) [14].
In cooperative sensing, communications between SU s and Fusion Center could be done via
one of the following: (i) direct, single-hop wireless links; (ii) multi-hop links (with first link
being wireless); (iii) wired links (whether single or multiple hops). In the first and second types,
location privacy information can be easily leaked by observing the wireless radio signals sent by
SU s to Fusion Center. In this case, existing (mostly mature) location privacy preservation tech-
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nologies (e.g., see [15, 16] for sensor, [17] for WiFi and [18] for cellular) can be applied here to
protect the location privacy of SU s during cooperative sensing. In the third communication type
when SU s communicate with Fusion Center via wired links, wireless signal-based localization
techniques can no longer be used here to locate SU s.
However, unlike traditional wireless networks, in the case of cooperative sensing, preventing
leakage of location information from wireless signals (e.g., by communicating via wired links)
does not guarantee the preservation of SU s’ location privacy. This is because location information can also be leaked from the sensing reports sent by SU s to the Fusion Center during
cooperative sensing [19]. Recall that a sensing report is essentially the received signal strength
(RSS) value of some PU signal that the SU observed on a specific PU channel. And it has been
shown that these values are highly correlated to the physical location of the reporting SU [19].
Now Fusion Center may know the actual physical locations of few PU s as well as the channels these PU s communicate on, and thus, by knowing the RSS values measured by an SU on
each of these PU channels, Fusion Center can easily locate the SU . Some illustrative scenarios,
showing how Fusion Center can easily infer the physical locations of SU s by simply looking
at few sensing reports on different PU channels, are given in [19]. This is also illustrated in
Figure 2.1(a).

(a) Cooperative sensing

(b) DB -driven access

Figure 2.1: Location privacy issues during spectrum discovery
2.1.1.2

Database-driven access

In database-driven spectrum access, spectrum availability information is provided to SU s by
querying a spectrum database, often maintained and controlled by a third party (e.g., Google,
Spectrum Bridge, RadioSoft, etc.). Here, although SU queries’ final destination is the database,
which is often located far away from the SU s, location information can also be leaked from
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wireless radio signals if the SU s’ first hop is a wireless link; e.g., a cellular base station or a
WiFi access point. In this case, the aforementioned, existing location privacy preservation techniques that overcome wireless signal-based leakage can also be applied to protect SU s’ location
privacy. However, as illustrated in Figure 2.1(b), there is a more straightforward location privacy
threat specific to the database-driven access method: In order for an SU to acquire spectrum
availability information, it is required to query the database with its physical location, so that the
database can inform it about spectrum availability in its vicinity. This explicit exposure of SU s’
location information to third (commercial) parties raises serious privacy concerns and has some
undesired consequences, as discussed next.

2.1.2

Why worry about location information privacy?

Most users will not be okay with having their whereabouts and private location information
made public, especially in the presence of malicious entities that may be eager to exploit this
information for malicious purposes and to gain more knowledge about other sensitive and private
information. A survey conducted in 2015 by Pew Research found that ”Most Americans hold
strong views about the importance of privacy in their everyday lives”, and that ”These feelings
also extend to their wishes that they be able to maintain privacy in their homes, at work, during
social gatherings, at times when they want to be alone and when they are moving around in
public”(Madden et al. [20]). This same survey also reports that ”90% say that controlling what
information is collected about them is important” and ”88% say it is important that they not
have someone watch or listen to them without their permission”. For instance, with an operation
as simple as a succession of database accesses, a database can easily monitor and track the
SU ’s daily life activities and communications, allowing the database to learn various behavioral
information about the user; e.g., where he/she goes for shopping, which social circles he/she
attends, and where and when he/she eats. As spectrum databases are being managed by business
entities, such a private information is at the risk of being sold and shared with other commercial
entities. Indeed, a SU ’s fine-grained location information, when combined with other publicly
available information, could easily be exploited to infer other personal information about an
individual including his/her behavior, preferences, personal habits or even beliefs. For instance,
an adversary can learn an individual’s religious belief by observing that a he/she frequently visits
places with religious affiliations. Location traces could also reveal some information about the
health condition of a user if the adversary observes that the user regularly goes to a hospital
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for example. The frequency and duration of these visits can even reveal the seriousness of a
user illness and even the type of illness if the location corresponds to that of a specialty clinic.
The adversary could sell this health information to pharmaceutical advertisers without the user’s
consent. Moreover, malicious adversaries with criminal intent could use the location information
to pose a threat to individuals’ security and privacy; for instance, they can commit crimes of theft
and burglary when users are absent.
We envision that the public’s acceptance of the dynamic and opportunistic spectrum sharing
paradigm will greatly depend on the robustness and trustworthiness of CRN s vis-a-vis of their
ability to address these privacy concerns. It is, therefore, imperative that techniques and tools to
be developed by the research community for CRN s be enabled with privacy preserving capabilities that protect the location privacy of SU s while allowing them to harness the benefits of the
CRN paradigm without disrupting the functionalities that these techniques are designed for to
promote dynamic spectrum access.

2.1.3

Location privacy protection: pros and cons

Ensuring that the location privacy information of SU s is protected has great benefits. First and
most importantly, it promotes dynamic and opportunistic sharing of spectrum resources, thereby
increasing spectrum utilization efficiency. Knowing that their location privacy is protected so that
they do not have to worry about their whereabouts being tracked and their privacy being compromised, SU s will be encouraged to participate in the cooperative spectrum sensing process, and
to query spectrum databases for spectrum availability. Ensuring location privacy protection can
also be beneficial to PU s. For example, being concerned that their location privacy information
may be leaked to spectrum databases, SU s may attempt to use PU channels without registering
and querying spectrum databases for spectrum availability, thereby causing harmful interference
to PU s.
Providing location privacy preservation guarantees cannot, however, be done without a cost.
It does introduce additional communication, computation and storage overheads, which may, in
turn, also introduce additional delay when it comes to learning about the availability status of
some channel, and can, in the extreme case, make the spectrum availability information outdated,
thus possibly resulting in using a channel that is not vacant. The pros and cons of providing
location privacy protection are summarized in Table 2.1.
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Table 2.1: Pros and cons of preserving the location privacy of SU s
Pros

Cons

- Encourages SU s to participate in the cooperative
spectrum sensing process, and hence in accurately locating spectrum opportunities.

SU

- Discourages SU s from using spectrum opportunities
without checking for availability first, either through
spectrum databases or cooperative sensing, and thus
prevents SU s from violating secondary spectrum access policies.
- Promotes dynamic spectrum sharing, and thus increases spectrum utilization efficiency and helps address the spectrum supply shortage problem.

PU

- Protects PU s from harmful interference that might
come from SU s not willing to check for spectrum availability (either via the cooperative spectrum sensing approach or database-driven access approach) before using PU channels.

- Incurs additional SU s’ communication, computation,
and storage overheads; this can be problematic when
SU s are resource-limited devices (e.g., IoT devices,
sensors, etc.).
- Introduces delay in the process of querying spectrum
databases for spectrum availability information in the
case of database-driven CRN approach.
- Introduces delay when locating and deciding about
spectrum availability through the cooperative spectrum
sensing approach.

- Outdated spectrum availability information due to the
delays incurred as a result of protecting the location privacy may lead to the use of occupied PU channels by
SU s, thereby causing interference to PU s.

Figure 2.2: Survey structure

2.1.4

State-of-the art surveys

There have been several existing works that investigate and address the various CRN vulnerabilities and security issues [21–25]. However, most of these survey works focus on security and
privacy issues in general with little or no attention to the location privacy issue that we address in
this survey. For instance, Mee et al. [23] present an extensive review on the use of reinforcement

13
learning to achieve security enhancement in the context of CRN s while dealing with jamming
and byzantine attacks. El-Hajj et al. [24] provide a per-layer classification of attacks targeting CRN s, and discuss existing countermeasure solutions that address these attacks. Sharma
et al. [25] discuss security threats, attacks, and countermeasures in CRN s for both PU s and
SU s with focus on the physical layer. There have also been few surveys that aimed at exploring
location privacy issues, but they are generally not focusing on CRN s. For instance, Zhang et
al. [26] present a high-level overview of fundamental approaches for user localization and privacy preservation but mainly in the context of location-based services (LBS). They also discuss
this issue, but only briefly, in the context of indoor environments, wireless sensor networks, and
cognitive radio networks. To the best of our knowledge, this is the first comprehensive survey
that digs into the different privacy threats and attacks that target the location information of SU s
at the different CRN components, along with the different techniques that have been proposed
in the literature to mitigate and address these threats.

2.1.5

Structure and acronyms

This paper provides a comprehensive survey of the location privacy threats and vulnerabilities
arising at the various components of CRN s, as well as the different techniques proposed in the
literature to overcome these privacy issues. The general survey structure is depicted in Figure 2.2,
and is as follows:
• Section 2.2 investigates the vulnerabilities and sources of location information leakage in
CRN s, and provides insights on how these vulnerabilities could become potential threats
to SU s’ location privacy.
• Section 2.3 explores the privacy enhancing technologies (PETs) that are most relevant
to CRN s. The goal is to show how these techniques, that are widely adopted in other
contexts, could not be applied off-the-shelf as they are in the context of CRN s unless
judiciously adapted to the unique requirements of CRN s.
• Sections 2.4 and 2.5 discuss threats and attacks that have been identified in the literature
with respect to the spectrum opportunity discovery component (Section 2.4), as well as
other CRN components (Section 2.5). They also discuss their impacts on SU s’ privacy,
and investigate countermeasure solutions that have been proposed in the literature to deal
with these attacks. These two sections also explore and present the different metrics used
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to assess and evaluate both the achievable performance and the privacy level of these
proposed solutions.
• Section 2.6 discusses unsolved research challenges pertaining to the location privacy in
CRN s, with a special focus on the CR components that have received the least attention from the research community. It also discusses open research problems arising from
alternative CRN architectures and from emerging CR-based technologies.
• Section 2.7 concludes the survey.
For convenience, we summarize the used acronyms in Table 5.2.

2.2

Sources of location information leakage in CRN s

CRN s need to perform a number of spectrum-aware operations to adapt to the dynamic spectrum
environment. These operations form what is called a cognition cycle [1,13,27,28], which mainly
consists of four spectrum functions as shown in Figure 2.3: Spectrum opportunity discovery,
spectrum analysis, spectrum sharing and spectrum mobility. Despite their merit in enhancing the
spectrum utilization, CRN s may present some privacy risks to SU s especially in terms of their
location privacy. In this section, we investigate the different aspects of the cognitive spectrum
functions and we discuss the different threats that can compromise the location privacy of SU s
in CRN s during the execution of these functions.

Figure 2.3: Cognitive radio cycle [1].
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Table 2.2: Acronyms
AoA
BS
CR
CRN
DB
DSA
FC
FCC
GW
MAC
MPC
MTP
OPE
ORAM
OT
PET
PIR
QoS
REM
RSS
SINR
SNR
SP
SSE
SU
PU
ToA
TDoA
W SN

2.2.1

Angle of arrival
Base station
Cognitive radio
Cognitive radio network
Spectrum database
Dynamic spectrum access
Fusion center
Federal Communications Commission
Gateway
Medium Access Control
Secure multiparty computation
Maximum transmit power
Order preserving encryption
Oblivious random access memory
Oblivious transfer
Privacy enhancing technology
Private information retrieval
Quality of service
Radio environment map
Received signal strength
Signal to interference-plus-noise ratio
Signal to noise ratio
Service provider
Searchable symmetric encryption
Secondary user
Primary user
Time of arrival
Time difference of arrival
Wireless sensor network

Location information leakage in spectrum discovery

This is considered to be one of the most important components of the cognition cycle, as it provides information about spectrum holes and PU s’ presence. Mainly, there are two approaches
to obtain this information: spectrum sensing, to be performed by SU s [29], and geolocation
database. We first describe these two approaches, and then investigate the sources of location
information leakage that they may have.
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2.2.1.1

Spectrum sensing

Spectrum sensing enables SU s to be aware of their surroundings and to be able to identify spectrum holes in their vicinity so that they can exploit them opportunistically. It basically requires SU s to sense and detect primary signals without interfering with PU ’s transmissions [30, 31]. Spectrum sensing could be divided into two main functionalities, PU detection and cooperation, which are detailed next.
2.2.1.1.1 PU detection
The first step towards discovering spectrum opportunities is to detect PU s’ signals. To do
so, each SU needs to sense its local radio environment, as it is generally assumed not to have
any prior knowledge about PU s’ activities. We now present existing techniques that have been
proposed in the literature to detect primary signals.
• Energy detection [7]: This is the simplest and the most popular approach for signal detection [32]. It is also considered as the optimal sensing approach when no information
about the primary signal is available [33]. The presence or absence of a PU is decided
by measuring PU signal’s energy (aka the received signal strength (RSS )) on a target
channel and comparing it against a detection energy threshold λ [14, 34].
• Matched filter detection [35]: It is considered as the optimal signal detection method [32,
36] as it maximizes the signal to noise ratio. It requires a full knowledge of PU ’s signal
features such as modulation format, data rate, etc. It compares the known signal (aka
template) with the input signal to detect the presence of the template signal in the unknown
signal. The output of the matched filter is then compared to a predetermined threshold to
decide on PU ’s presence or absence.
• Cyclostationary detection [32, 37]: PU s’ transmitted signals are usually cyclostationary,
i.e. their statistics exhibit periodicity [34]. Such a periodicity is usually introduced to the
primary signals so that receivers can use it for timing and channel estimation purposes.
But it can also be exploited for detecting PU s [28]. SU s can detect this periodicity in
the modulated signals by analyzing a spectral correlation function. This spectrum sensing
technique is appealing because of its capability of differentiating the primary signal from
noise and interference even in very low SNR environments [34].
• Wavelet detection [6,34]: This method uses wavelet transform, an attractive mathematical
tool used to investigate signal local regularity to analyze singularities and irregular struc-
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tures in the power spectrum density caused by spectrum usage [28]. Wavelets are used for
detecting edges, which are boundaries between spectrum holes and occupied bands, in the
power spectral density (PSD) of a wideband channel.
Most of the above mentioned techniques are based on a set of measurements sampled at the
Nyquist rate and can sense only one band at a time because of the hardware limitations [38].
In addition, sensing a wideband spectrum requires dividing it into narrow bands and making
SU sense each band using multiple RF frontends simultaneously [38]. This may result in a very
high processing time and hardware cost which makes these approaches not suitable for wideband
sensing. Compressive sensing [39] is proposed to overcome these issues. In compressive sensing
theory, a sparse signal can be acquired and compressed simultaneously in the same process with
only the essential information at rates significantly lower than Nyquist rate. This means that
the signal can be recovered from far fewer measurements and at a lower rate (below Nyquist
rate) compared to that of traditional methods [38, 40]. As the wideband spectrum is inherently
sparse due to its low spectrum utilization, compressive sensing becomes a promising approach
to realize wideband spectrum sensing.
2.2.1.1.2

Cooperation

One widely adopted approach for improving spectrum sensing accuracy is cooperation,
where SU s share their local sensing observations and collaboratively make spectrum availability
decisions. These observations can be made using one of PU detection techniques discussed in
Section 2.2.1.1.1.
The idea behind cooperation is to exploit spatial diversity of spatially distributed SU s to cope
with problems, like shadowing, multipath fading, and receiver uncertainty, that may impact individual local observations of SU s [29]. There have been many cooperative approaches proposed
in the literature [32, 41–44], and cooperative spectrum sensing has been widely adopted in many
cognitive radio standards, e.g. WhiteFi [45], IEEE 802.22 WRAN [46] and IEEE 802.11af [47].
The collaboration between SU s is usually performed through a control channel [36] and could
be realized in two major ways: centralized and distributed [48].
In the centralized approach a central entity, referred to as fusion center (FC ), orchestrates
the cooperative sensing task among SU s through a control channel as shown in Figure 2.4(a).
FC collects the local observations from SU s and combines them to determine PU ’s presence
on a specific channel. In the distributed approach, SU s do not rely on FC for making channel
availability decisions. They instead exchange sensing information among one another to come
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to a unified decision [48, 49] as shown in Figure 2.4(b)

(a) Centralized

(b) Distributed

Figure 2.4: Cooperative spectrum sensing
Another promising approach for enabling effective cooperative spectrum sensing over a large
geographic area is to exploit the emerging crowdsourcing paradigm, in which spectrum service
providers outsource spectrum sensing tasks to distributed mobile users [14,50–53]. Crowdsourcing is formally defined as the act of taking a job traditionally performed by a designated agent
and outsourcing it to an undefined, generally large group of people in the form of an open call.
This concept has been adopted in many contexts [54], and has been first applied to CRN s by
Fatemiah et al. [50].
The use of crowdsourcing for enabling spectrum sensing is motivated by several facts and
trends. First, according to a recent Cisco report [55], the number of mobile-connected devices
is expected to hit 11.6 billion. This huge number guarantees sufficient geographic coverage,
especially in highly populated regions such as metropolitan areas [51] where dynamic spectrum access (DSA) systems are expected to play important roles [53]. Moreover, future mobile
devices are widely expected to be able to perform spectrum sensing tasks given the expected
pervasiveness of DSA future wireless systems [51, 56]. Finally, mobile devices are increasingly
equipped with more powerful communication and computation resources, and are enabled with
self-localization capabilities, making mobile crowdsourcing even more appealing and attractive [53].
The cooperative spectrum sensing process is usually performed by a specified set of nodes
that are considered to be trustworthy [50]. Crowdsourcing-based cooperative spectrum sensing,
on the other hand, is to be realized by gathering and combining sensing reports from a large
group of nodes that could be unreliable, untrustworthy, or even malicious [50], thereby giving
rise to new challenges.
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Another important challenge that arises from SU s’ cooperation nature is how to combine
the various SU s’ sensing results or observations for hypothesis testing to decide on the presence
of primary signals in an accurate manner. This process consists of sending the sensing results
to FC or to the neighboring SU s, depending on the topology, to make spectrum availability
decisions. It is referred to as data fusion and can be done in one of two ways: soft combining and
hard combining [57]. In soft combining, local sensing reports, measured locally by SU s from
their received signals, are combined together to compute some statistics using combining rules
such as square law combining (SLC), maximal ratio combining (MRC) and selection combining
(SC) [57]. In hard combining, SU s make decisions about the availability of the spectrum locally,
and share their one-bit decision (i.e., available or not available) outputs to make a voting decision
about spectrum availability [57].
2.2.1.2

Geolocation database

This is another approach for spectrum opportunity discovery that was recommended recently
by FCC [9]. A typical database-driven CRN [58, 59] consists of a geolocation database (DB )
containing spectrum availability information, a set of SU s and a set of PU s as shown in Figure 2.5(a). To learn about spectrum opportunities in its vicinity, a SU is not required to detect
the primary signal by itself anymore. Instead, it needs to query DB by including its exact location in the query. DB then replies with a set of available channels in SU ’s location and with the
appropriate transmission parameters (e.g. transmit power) for each channel to avoid interfering
with the incumbents. Afterwards, depending on the situation, SU may optionally inform DB of
its choice and registers the channel it is planning to operate on during what is referred to as notification or commitment phase [3,60]. DB keeps track of this information to have more visibility
over the CRN and make its decision adaptively which allows it to reduce interference among
SU s. SU s may be able to communicate directly with DB as in Figure 2.5(a) or via a fixed base
station that relays their queries to DB as in Figure 2.5(b).
2.2.1.3

Sources of location information leakage

In this Section, we investigate the different vulnerabilities in the spectrum opportunities discovery phase and the potential threats that could exploit them in order to localize SU s. We first
begin by exploring the sources of leakage in the cooperative spectrum sensing approach, and
then we explore those in the database-based approach.
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(a) without BS

(b) with BS

Figure 2.5: Spectrum database-based CRN topologies
2.2.1.3.1

Cooperative spectrum sensing

In the cooperative spectrum sensing approach, SU s need to communicate with other entities
in the CRN to exchange and share their observations of the spectrum. This collaboration may
lead to a significant leakage of information regarding the location of the collaborating SU s. In
the following, we investigate and discuss the different vulnerabilities that arise from the cooperation process.
Wireless signal: This is the most obvious and direct source of leakage in wireless networks
in general and in CRN s in particular. The wireless medium and its inherent open and broadcast
nature in CRN s makes it much easier for an attacker to compromise a SU ’s privacy and more
specifically its location [61,62]. Despite the many efforts to protect the private location information at the system level, mainly using encrypted signal transmissions, the signal itself can still
be used to potentially localize a SU . Classic approaches for localization are usually based on
a small set of measurements on the wireless signals, that include time-based ranging, received
signal strength (RSS ) and angle of arrival (AoA) [61].
• Time-based ranging: This is used to estimate the distance between two communicating
nodes by measuring the signal propagation delay, known also as time-of-flight, τF = d/c,
where d is the actual distance between the nodes and c is the propagation speed (c '
3.108 m/s) [62]. This can be accomplished using either time-of-arrival (ToA) or time
difference-of-arrival (TDoA). If at time t 1 the victim node sends a packet that contains the
timestamp t 1 to a semi-honest or malicious node that receives it at time t 2 , then the latter
node can estimate the distance that separates it from the victim node based on τF = t 1 −t 2 .
This technique is known as ToA ranging [61, 62]. ToA needs at least three measurements
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of distance to localize the target via triangulation [63], which means that a malicious
entity cannot localize precisely a target SU unless it is mobile or it collaborates with two
other malicious entities. TDoA, on the other hand, does not rely on the absolute distance
between a pair of nodes but rather on the measurement of the difference in time between
signals arriving at two base nodes.
• Received signal strength (RSS )-based ranging: In theory, the energy of a radio signal
decreases with the square of the distance from the signal’s source. As a result, a node
listening to a radio transmission should be able to use the strength of the received signal to
estimate its distance from the transmitter [64]. More details about the practicality of RSS based ranging technique and its feasibility given various factors could be found in [65].
• Angle of arrival (AoA)-based ranging: AoA could be defined as the angle between the
propagation direction of an incident wave and some reference direction known as orientation [66]. The estimation of AoA could be done using directive antennas or using an array
of uniformly separated receivers [67]. The relative angle could then be used to derive the
distance between the two communicating nodes [64].
Observations: The spectrum sensing measurements and observations that SU s share to
identify spectrum holes may be another source of location information leakage in CRN s. In
the case of soft combining rule where SU s have to share their raw measurements, SU s may see
their location information exposed. Indeed, it has been shown in [14, 19] that the sensing reports
containing RSS measurements on PU s’ signal, are highly correlated to SU s’ physical location.
The RSS measurements could be used to localize SU s with respect to PU s whose channels are
sensed through these measurements. Note that this RSS is different from the RSS that we discussed previously for wireless signal which are obtained through a direct communication through
the wireless medium between the adversary and the target victim. If the CRN uses a hard combining rule for the cooperative sensing, SU s need just to share their binary decision values. This
can still leak some information about SU s’ location as it can tell whether a SU belongs to the
coverage area of a PU especially if the activity of PU is known by the attacker.
Identity: One cannot talk about a location information leakage if the identity of the target
victim is not revealed. Therefore, the identity of the user could also be considered as a source
of location information leakage in the way that an attacker can match this identity to a specific
location. In other words, if an attacker learns that a SU is located at a specific location but at
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the same time fails to identify who it is, the location privacy of SU cannot be considered as
compromised. So, as long as a SU is anonymous, its location privacy is preserved. In some
cases, identity could also give an idea about the location of a SU if combined with publicly
known information of this specific SU . Take the example of a user whose identity is revealed.
Based on this information, an adversary can learn the profession of this user, for instance a doctor
that works at a specific hospital. This allows an attacker to estimate the position of the target
SU with high probability especially during regular working hours. This shows that the identity
could be associated with a specific location of a SU .
Radio hop count: The sensing information needs to be delivered to the appropriate nodes
for the final decision, especially in multi-hop CRN s which requires deploying efficient routing
protocols. These routing protocols usually rely on hop count information [68, 69], and such
information turns out to be another potential source of location information leakage [64]. Many
approaches are proposed in the literature, especially in the context of wireless sensor networks,
to estimate node position based on the number of hops between pairs of nodes [70, 71].
Clustered network: SU s may need to form or join different clusters during the spectrum
sensing phase in order to improve the overall sensing performance and overhead. Different approaches are proposed in the literature for cluster formation in CRN s based on several criteria
and metrics including geographical location, channel availability, signal strength and channel
quality [72]. This clustering could leak information about SU s’ location especially if the clustering criteria is based on the positions of SU s or on some information correlated to this position.
Chang et al. [73] show that the clustering information along with some knowledge of the position
of some anchor nodes in wireless sensor networks can lead to localizing the remaining nodes in
the network. The same idea could be exploited in the context of CRN s in case, for example,
that some SU s are compromised and their location is known to the adversary. In that case, the
adversary can localize the remaining SU s. Moreover, if the clusters are also overlapping, this
could further facilitate localization as shown by Youssef et al. in [74].
Signal-to-noise ratio (SNR): SU s may need to share their measured SNRs, with respect
to the channels of interest, with other SU s to cooperate in forming coalitions and selecting
the decision making nodes in ad hoc CRN s [75]. The average SNR of PU ’s received signal
measured at SU i is given by:
SNR i,PU =

PPU · κ
dαPU ,i · σ 2

(2.1)

with PPU is the transmission power of PU , σ 2 denotes the Gaussian noise variance, κ is a path
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loss constant, α is the path loss exponent and dPU ,i is the distance between PU and SU i [76].
As Equation (2.1) shows, the SNR value measured by a SU depends on the distance that separates it from the corresponding PU . This could present a source of location information leakage
as this information could be exploited to localize SU especially when it has to share its SNR with
other SU s in the same coalition [77].
The vulnerabilities and sources of leakage that we have raised previously could lead to serious location privacy risks for SU s if exploited by malicious entities in the CRN . This leakage
could happen in the following scenarios:
• Cooperation and sharing observations: In order to participate in the cooperation for
spectrum sensing, SU s need to share their observations of the spectrum either with other
SU s or with a central entity. Despite the fact that sharing this information considerably
improves the spectrum sensing performance, it exposes, however, individual SU s observations to other entities in the network. This becomes problematic if, during the sharing
process, an external or internal malicious entity to the network gains access to these observations. This is due to the fact that these observations could be exploited to compromise
SU s’ location privacy as discussed earlier.
• Dynamism: Due to the dynamic nature of CRN s, SU s can leave or join the collaborative spectrum sensing task at anytime, making privacy-preserving aggregation techniques
designed for static networks to hide individual observations of SU s unsuitable for CRN s.
Indeed, this might allow a malicious entity that is collecting aggregated observations from
SU s to estimate individual observations of leaving or joining SU s which, as discussed
previously, is a source of location information leakage.
• Node failure: The location privacy issue here is very similar to the situation of network
dynamism. Indeed, if, for some reason, some SU s cannot sense the spectrum or fail to
share their sensing reports during the cooperation process, the individual observations of
these SU s could be estimated. Again, these individual observations could be exploited by
an adversary for localization purposes.
• User selection: User selection is an important step in cooperative spectrum sensing, which
aims to optimally select the cooperating SU s that lead to the maximization of the cooperative gain and the minimization of the cooperation overhead. SU s are selected such that
all the sensing reports are informative and not correlated while saving energy by avoiding
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unnecessary sensing operations [48]. This selection could be done through a clustering
approach that divides SU s into different clusters. Malady et al. [78] propose several
approaches for grouping SU s into clusters in distributed CRN s to keep bandwidth and
power requirements manageable. Their methods are based on different criteria including
SU s’ positions with respect to a given reference or to PU if PU ’s position is known.
In [79], Ding et al. propose a decentralized clustering-based user selection algorithm that
relies on unsupervised learning to group SU s with best detection performance together
to lead the sensing process. As discussed previously, the clustering information could be
exploited to localize SU s during the cooperative spectrum sensing process. Another way
for selecting SU s for spectrum sensing, which has just started to gain some interest in the
context of CRN s, is crowdsourcing as we have explained earlier. Crowdsourcing may,
however, give rise to some privacy risks, especially in terms of location privacy as shown
by Jin et al. [53]. The selection process in this case relies on an open call, made by FC ,
for users in order to contribute to the sensing at a specific location. This makes it easy for
FC to associate users with the location of interest.
2.2.1.3.2

Geolocation database

With this architecture, SU s are not anymore required to perform spectrum sensing to learn
about spectrum opportunities. Instead, they only need to query a geolocation spectrum database
to get the list of available channels in their vicinity. This brings new privacy challenges that are
completely different from the ones that emerge from the cooperation in spectrum sensing. In
the following, we investigate the different sources of location information leakage that may arise
from this specific CRN architecture.
Query: This is the most implicit source of location information, as every SU needs to include its precise location every time it queries DB for available channels. This information is
usually sent in a plaintext form, allowing eavesdroppers to retrieve it. And even if the communication channel between SU s and DB is authenticated; i.e. it eliminates the risk of an
eavesdropper, there is still the risk of having a malicious DB .
List of available channels in the query’s response: This information could also be used
by an adversary to narrow down the locations where a target SU might possibly be. Indeed,
knowing which channels are available for a certain SU allows a malicious entity to attribute this
SU to multiple PU s coverage areas especially if the adversary, DB for example, is aware of
these PU s’ activities and status.
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Maximum transmit power (M T P ): The M T P over a specific spectrum band is included
in DB ’s response to SU , and is assigned to it based on its distance from its corresponding PU .
It is usually calculated as follows

0,
P =
h(d − r ),
0

d ≤ r0

(2.2)

d > r0

where d is the distance between the querying SU and its closest PU , r0 is the protected contour
radius of the channel of interest and h(.) is a continuous, monotonically increasing function.
As shown in Equation (2.2), M T P is highly correlated to the distance of SU from PU . In
situations where PU s’ positions are publicly known, an attacker could exploit M T P values that
SU s receive from DB to infer SU s’ locations.
These vulnerabilities and sources of leakage could become actual threats when exploited
solely or combined together, and can occur in the following scenarios:
• Querying DB: When a SU interacts with DB to learn about spectrum availability, its
location can easily be revealed as it is included in the query. Even if, somehow, a privacypreserving scheme is implemented to make DB unable to retrieve SU ’s location information from its query but at the same time can still provide it with the spectrum availability
information at its vicinity, an adversary can still localize SU by exploiting the information
included in DB ’s response as we discuss next.
• DB’s response: DB ’s response to a SU ’s query includes information like the list of
available channels, and the maximum transmit power over each of those channels. This
information could be used as explained earlier by a malicious DB or an external adversary
to infer the location of a target SU .
• Commitment phase: Some implementations of the database-based CRN s require that a
SU , upon receiving the response from DB , informs DB about the channel that it chooses
to operate on. This will make SU ’s usage information available at least to DB . Hence,
SU s in database-based CRN s will be prone to attacks that could exploit the vulnerabilities
arising from spectrum utilization information as we explain in Section 2.2.4.2.
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2.2.2

Location information leakage in spectrum analysis

This is an important step in the cognition cycle as it allows to analyze the information obtained
from spectrum sensing to gain knowledge about spectrum holes (e.g. interference estimation, and
duration of availability). Spectrum analysis usually consists of two major components: spectrum
characterization, and reconfiguration. In this section, we explain each of these two components
and discuss their sources of location information leakage.
2.2.2.1 Spectrum characterization
Available spectrum bands may have different channel characteristics that vary over time. In
order to determine the most suitable spectrum band, one needs to characterize these channels.
Such a characterization requires the monitoring and observation of the RF environment, as well
as the monitoring and awareness of PU s activities in these channels [80].
2.2.2.1.1 RF environment characterization
This process estimates some of the following key parameters to characterize the different
spectrum bands.
• Interference: It is crucial to estimate and model the interference caused by SU s at the
primary receiver to derive the permissible power of a SU and ensure coexistence between
SU s and PU s. Rabbachin et al. [81] propose a statistical model for aggregate interference
generated by SU s in a limited or finite region by taking into consideration the shape of the
region and the position of PU . The interference signal at PU generated by the ith SU is
modeled as [81]:
Ii =

p
PI Ri−b Xi

(2.3)

where PI is the interference power at the near-far region limit; Ri is the distance between
the ith SU and PU ; and Xi is the per-dimension fading channel path gain of the channel
from the ith SU to PU .
• Path loss: This is closely related to distance and frequency. Path loss increases as the
operating frequency increases, resulting in a decrease in the transmission range. Increasing
the transmission power may be used to compensate for the increased path loss, and hence
for the decrease in transmission range. But this may increase interference at other SU s
and PU s. According to [82], the average path loss of a channel could be expressed using
a path loss exponent α. This exponent measures the rate at which the RSS decreases with
distance, and its value depends on the specific propagation environment [83]. It is also
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considered as a key parameter in the distance estimation based localization algorithms,
where distance is estimated from the RSS [84].
• Channel switching delay: This is basically the delay introduced by switching from one
channel to another. In CRN s, the channel switching could be triggered by several events,
such as the detection of PU s, the return of PU s to their channels, and/or the degradation
of received QoS in the current channel, as we discuss in Section 2.2.4.
• Channel holding time: It is the expected duration SU s can occupy a licensed channel
before getting interrupted.
• Channel error rate: This is defined as the rate of data elements incorrectly received from
the total number of data elements sent during a time interval. This rate may vary depending
on the modulation scheme and the interference level of the channel [80].
2.2.2.1.2

PU activity modeling

As spectrum availability depends not only on the RF environment characteristics but also
on the activities of PU s, it is crucial that PU activities are taken into account when characterizing the spectrum bands. This is essentially done by accounting for how long and how often
PU s appear on their licensed spectrum bands. Existing approaches adopted for modeling this
activity mainly rely on measured data obtained from the numerous spectrum measurement campaigns that have been conducted worldwide to quantify and study the PU spectrum utilization
and assess the current status of the spectrum [85–87]. These measurements are also performed
to improve the accuracy of spectrum databases. Many of these works consider only simple but
important statistics of the spectrum occupancy, such as the maximum or the minimum and the
average of power levels, the spectrum occupancy, and the duty cycle [85]. These statistics are
simple and reliable, but provide an incomplete model of the PU s’ activities. Other approaches
consider more advanced statistical models, such as probability function models (e.g. CDF and
PDF), Markov chains and linear regressions. These measurement-based modeling methods describe the statistical behaviors of the spectrum occupancy as a whole, but do not give the actual
state of the spectrum occupancy, i.e. whether a channel is busy or available.
Some other significant research models the PU activity as a Poisson process with exponentially distributed inter-arrivals [86, 88]. However, such approaches fail to capture the short-term
temporal fluctuations or variations exhibited by the PU activity, and do not consider correlations
and similarities within the monitored data [86].
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There are also approaches that try to predict future PU activities and thus locate future
spectrum opportunities by using learning techniques and by exploiting the history of spectrum
band usage [80, 86]. However, the prediction may go wrong resulting in harmful interference to
PU s.
2.2.2.1.3

Sources of location information leakage

As mentioned earlier, spectrum characterization consists of building knowledge about the
radio environment and PU activities. This knowledge, however, could be exploited (maliciously
or un-maliciously) to leak location information of SU s, as discussed next.
Interference: As shown in Equation (2.3), the interference is highly correlated to the distance that separates SU from a PU . An adversary that has access to the characteristics of the
interference caused by SU s can exploit this information to estimate the distance that separates
SU from a PU .
Radio environment map (REM ): This is a widely used method to characterize the spectrum. It is an integrated database that could be deployed in CRN s to store information about the
radio environment’s interference, signal properties, geographical features, spectral regulations,
locations and activities of radios, policies of SU s and/or service providers, and past experiences [89, 90]. The main functionality of a REM is the construction of dynamic interference
map for each frequency at each location of interest. This could be done in two different ways,
either via field measurements or via propagation modeling. In the first approach, a REM collects spectrum measurements from nodes with spectrum sensing capabilities. These nodes could
be actual SU s or dedicated spectrum sensors [91]. Since it is impractical to have measurements
all the time at all possible locations, REM fuses the collected measurements to estimate the
interference level at locations with no measurement data by means of spatial and temporal interpolation [91]. The field measurement approach is believed to provide the highest location
accuracy but not without a price. Its price lies in the need to perform drive tests whenever
changes occur in the radio environment to keep the REM up to date. The second approach,
propagation modeling, relies on mathematical models for radio propagation prediction, which
allow easy, fast and inexpensive updating for the REM . Indeed, whenever there is a change in
the radio environment, we only need to rerun the propagation models with the new parameters
to update the REM [61].
This is different from the spectrum geolocation database in that REM generates spectrum
map by processing the data collected from multiple sources with its cognitive engine, and therefore can easily adapt to dynamic operating environments whereas DB stores quasi-static infor-
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mation. REM introduces environment awareness that would be harder to acquire by individual
CR capabilities via extensive spectrum analysis. Hence, REM can also be seen as the network
support turning simple nodes into intelligent ones [91].
This radio map, when it is in the hands of some malicious entity in the network, could be
exploited to localize a querying SU that sends its measurement to the REM manager in order to
learn about spectrum availability. One way to exploit this information is based on fingerprinting
localization technique which basically estimates the target position by simply finding the bestmatched pattern or fingerprint for the measurement provided by SU within a certain map [61].
Machine learning techniques could be used to build the radio signal map during the training
phase and then to compare the online measured RSS to the preconstructed map during the localization phase [61]. Obviously the map that could be used for the localization is the REM itself.
As the REM could be used in a distributed or a centralized manner, either a malicious BS or a
malicious SU could exploit it to localize a target SU .
2.2.2.2

Reconfiguration

After the channel of choice has been characterized, SU ’s transceiver parameters have to be
reconfigured to adapt to channel conditions and satisfy the QoS requirements and regulatory
policies. These parameters include:
• Transmission power: Controlling this parameter aims to achieve several objectives that
include minimizing energy usage, reducing co-channel interference, etc. [92, 93].
• Operating frequency: This parameter represents the capability of SU s to reconfigure their
central frequency in response to variations in the RF environment.
• Channel bandwidth: This refers to the width of the spectrum over which a SU operates. It
is essential for SU s to have variable channel adaptation capabilities to be able to operate
in heterogeneous networks.
• Communication technology: This allows interoperability between different communication technologies such as GSM, LTE, etc.
Sources of location information leakage: Some of the reconfigurable parameters that we
have listed could leak some information about SU s’ location especially if these parameters are
controlled in a shared way.
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• Power control: This process may present a threat to SU s’ location privacy. Most of
the existing approaches for power control rely on the signal-to-noise ratio (SNR) or
the signal-to-interference-plus-noise ratio (SINR) metric when solving the power control problem [93–96]. For example, Hoven et al. [93] use local SNRs of primary signals
measured by SU s as a metric to design an effective power control rule. Other works use
SINR as a constraint or a requirement to minimize the total transmission power of the
CRN as in [94] and maximize the spectrum utilization of the CRN as in [97]. Yang et
al. [98] model this problem as a game with SINR-based utility function. Power control
might become threatening to the privacy of SU s as information like SNR and SINR is
usually correlated to the distance that separates a SU from a PU . This is problematic
especially when the power control process is intended to achieve a system-level goal like
minimizing the total transmission power [94] or maximizing the overall spectrum utilization [97] of CRN s. In that case, power control will have to be performed jointly between SU s in a centralized [94, 99] or distributed [94, 97–99] way, thereby exposing local
SNR and SINR values, for example, to other CRN entities or intruders, putting SU s’
location information at risk.

2.2.3

Location information leakage in spectrum sharing

Multiple SU s may try to access the same spectrum bands at the same time, thus necessitating multiple-access coordination mechanisms that allow multiple SU s to share the same spectrum [100]. Spectrum sharing consists then of enabling coexistence of multiple SU s while
avoiding interference (among SU s themselves as well as between SU s and PU s) and maintaining some target QoS levels. Broadly speaking, this functionality is composed of three elements:
resource allocation, spectrum access and spectrum trading.
2.2.3.1

Resource allocation

Enabling dynamic spectrum sharing is crucial to the success of CRN s. It allows users to
select, use, and share spectrum bands adaptively with the aim of maximizing the overall spectrum
utilization efficiency while not causing harmful interference to legacy users [92, 101–104]. In
this section, we discuss two resource allocation functions: spectrum selection and assignment
and power control and beamforming.
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2.2.3.1.1

Spectrum selection and assignment

Once the spectrum holes are analyzed and characterized, the most suitable channel is selected
based on QoS requirements of SU s, as well the characteristics of the channels [92, 103, 105].
Several criteria may be taken into account while assigning spectrum bands to SU s. These include minimizing interference to PU s, maximizing overall spectrum efficiency, maximizing
SU s’ throughput, minimizing network delay, and increasing network connectivity, just to name
a few [92, 106]. Spectrum assignment could be done in a centralized or a distributed way, and
there have been many proposed approaches, both centralized and distributed, that address the
spectrum assignment and selection problem in CRN s [92, 101, 107–112]. Generally speaking,
these approaches are mainly based on one of the four mature concepts: graph theory, game theory, learning and adaptation, and optimization theory. Next, we explore these four concepts and
investigate the sources of location information leakage that may arise from using them.
2.2.3.1.1.1

Graph theory Graph theory has been extensively used to address the spec-

trum assignment problem especially when the structure of the CRN is assumed to be known a
priori [92]. Here the network is modeled as a graph, where the vertices usually represent SU s
and the edges model the connection between these SU s. To solve the graph-based spectrum
assignment problem, network conflict graphs and graph coloring are widely used [92].
• Network conflict graph: This models and captures the interference among SU s caused
by concurrent transmissions of nearby SU s communicating on the same or neighboring
channels [92]. The vertices of the graph represent the communication links among SU s,
whereas the edges represent the pairs of links whose concurrent communications interfere
with one another when assigned the same or adjacent spectrum bands [92, 103, 113]. Conflict graphs are mostly used in centralized topologies, where a central entity (BS or FC )
constructs the graph and uses it to assign channels among SU s.
• Graph coloring: In this approach, the CRN is mapped to a graph that could be either unidirectional or bidirectional depending on the algorithm’s characteristics. The vertices in
this graph represent SU s that need to share the spectrum, and the edges model the interference between SU s. PU s could also be included in the graph with pre-assigned colors.
The spectrum assignment problem using graph coloring is equivalent to coloring each vertex (or edge) using different colors from a specific set of colors, each often representing
an available spectrum band [92, 103, 114]. The goal is to improve spectrum efficiency by
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increasing frequency reuse while meeting interference constraints by ensuring that two
connected vertices (SU s) cannot be assigned the same color, i.e. the same band.
Sources of location information leakage: We identify two main sources of leakage that
arise from graph-based approaches during the spectrum selection process: the topology and the
connectivity information.
• Topology: The topology of the network that could be learned via the graph-based spectrum
assignment techniques could be explored to infer SU s’ location. In fact, some works have
already used this information to localize nodes in wireless sensor networks [115, 116].
• Connectivity: This information basically tells which nodes are located within each other’s
transmission range (i.e., connected to one another). Many approaches have used this information for positioning purposes [117–120] and some of them can be used to localize target
nodes even from connectivity information among the nodes themselves only [117, 118].
2.2.3.1.1.2

Game theory

Game theory has also been extensively used to solve the spec-

trum assignment problem in CRN s [101,109,121]. A game could be seen as a way of interaction
between multiple players competing with each other while trying to adjust their strategies to optimize their utilities [28]. Game theory is suitable for the spectrum assignment problem in CRN s
as the spectrum allocation decision of one SU has a direct impact on the performance of other
neighboring SU s [92].
Spectrum selection games in CRN s usually consist of three components: The players which
represent SU s and may include PU s, the action space and the utility function(s). The players
have a set of functions representing available frequency bands. The action space is the Cartesian
product of the sets of actions of all players. Each player has a utility function that is used to
translate the action space into the real world needs, e.g. the frequency bands that meet SU ’s requirements [92]. The goal of the game is to maximize each SU ’s utility function. This takes
into consideration the impact of each SU ’s decisions on the other players. For games with specific characteristics, there is always a steady state solution (i.e., a Nash equilibrium), and any
unilateral change of a player leads to a lower utility for that specific player [92, 121].
Sources of location information leakage: Games may require that SU s share their channel
selection decisions among one another. This information, just like the case of spectrum availability, could be used for SU localization. In fact, this information reveals the list of channels
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that a SU may be interested in using; i.e. the list of available channels in its vicinity. Sharing
this list with other SU s may put into risk SU ’s own privacy, as this information could be used
by an adversary to estimate its position especially if this adversary has a global knowledge of the
CRN .
2.2.3.1.1.3

Learning and adaptation

CRN s employ software-defined radios, which are

capable of executing complex computational tasks through a specialized software module called
the cognitive engine [110, 122]. This engine has learning capabilities that allow SU s to make
spectrum selection decisions and perform tasks in a distributed manner by only relying on what
SU s learn from the environment [110, 123]. This is usually done by means of machine learning
techniques, which have recently attracted significant attention in the context of CRN s [124–
126]. For example, in [127], the authors propose a cognitive engine based on artificial neural
network (ANN) that learns how environmental measurements and the status of the network affect
the CRN performance on different channels. Based on this, the cognitive engine can dynamically select the best channel, expected to yield the best performance for SU s. Li et al. [128] use
a multi-agent Q-learning approach, a model-free type of reinforcement learning, to address the
problem of channel selection in multi-user and multi-channel CRN s. Each SU considers both
the channel and the other SU s as its environment, updates its Q values continuously, and uses
the Q-table to select the best channel. NoroozOliaee et al. [124, 129] derive new private objective functions suitable for supporting elastic traffic that can be used by learning algorithms to
enable cognitive users to locate and exploit unused spectrum opportunities in a distributed manner while maximizing their received throughput. These same authors also derive learning-based
objective functions for the inelastic traffic model with non-cooperative [130, 131] and cooperative [132, 133] users. Yau et al. [134] propose a context-aware and intelligent dynamic channel
selection scheme that enables SU s to adaptively select channels for data transmission to enhance
QoS.
Sources of location information leakage: The learning process may also lead to some
location information leakage. This is mainly due to:
• Environmental measurements: In centralized CRN s, the learning agent, usually FC ,
needs to collect environmental measurements during the training phase [127] to be able
to select the best channels for secondary transmissions. In the case of distributed CRN s,
the learning process involves multiple agents, which often need to exchange measurement
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information among themselves. As we have shown previously, this information, when
shared among the different CRN entities, may reveal significant information about SU s’
location.
• Activity prediction: Prediction strategies through machine learning techniques could also
be used to predict both PU and SU activities based on past measurements and experience [135, 136]. This can allow a malicious entity to predict which channels a SU might
be using in the future. Combining this information with the learned activity model of PU s
and their coverage areas, it becomes possible to predict a SU ’s location, just as explained
in Section 2.2.4.2.
2.2.3.1.1.4

Optimization theory Optimization techniques (e.g., convex optimization, lin-

ear programming, non-linear programming, etc.) have also been widely used to solve the spectrum assignment problem in CRN s. For instance, Tan et al. [112] formulate the channel assignment problem as an integer optimization with the aim to maximize throughput, and propose two
greedy non-overlapping and overlapping channel assignment algorithms to solve it. Bkassini
et al. [137] model the channel assignment problem as a weighted bipartite graph, where PU s
and SU s constitute the two disjoint sets of vertices in the bipartite graph. The authors use the
well-known Hungarian method [138] to solve this problem in polynomial time. Ding et al. [139]
formulate the joint spectrum and power allocation problem as a convex optimization problem,
and propose a distributed algorithm to solve it. Ben Ghorbel et al. [140, 141] propose two-phase
optimization heuristics also for joint allocation of the spectrum and power resources. Their proposed heuristics split the spectrum and power allocation problem into two sub-problems, and
solve each of them separately. The spectrum allocation problem is solved during the first phase
using learning, whereas the power allocation is formulated as a real optimization problem and
solved, during the second phase, by traditional optimization solvers. Salameh et al. [142] formulate the joint rate/power control and channel assignment as a mixed-integer program with the
aim to maximize the sum-rate achieved by all contending SU s over all available spectrum opportunities. Due to the NP-hardness nature of this problem, they transform it into a binary linear
programming problem which they solve in polynomial time. In [143], the authors formulate the
joint QoS-aware admission control, channel assignment, and power allocation as a non-linear
NP-hard optimization problem. In [144] the channel assignment problem is expressed as an
Integer Linear Programming (ILP) problem. These approaches rely on heuristics to solve the
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spectrum assignment due to the complexity of the formulated optimization problems.
2.2.3.1.2

Power control and beamforming

Power control and beamforming are effective methods for mitigating co-channel interference and thus boosting the system capacity. The challenge with power control and beamforming
in CRN s lies in making sure that SU s’ transmissions do not cause the received interference at
PU s to exceed a tolerable limit. In light of this, a number of beamforming and power allocation
techniques have been proposed for CRN s with various objectives, such as capacity maximization [145] and transmit power minimization.
For instance, Le et al. [146] propose to formulate the joint rate and power allocation problems
for the secondary links as optimization problems with both QoS and interference constraints
under low network load conditions. This work relies on two popular fairness criteria, namely,
the max-min and the proportional fairness criteria. Kim et al. [147] develop joint admission
control and rate/power allocation methods subject to QoS and minimum rate requirements as
well as maximum transmit power and fairness constraints for SU s in MIMO ad hoc CRN s.
Zhang et al. [145] consider beamforming and power allocation jointly for SIMO-MAC, and
formulate it as two optimization problems: sum-rate maximization and SINR balancing. These
problems are solved using a water-filling based algorithm and constraint decoupling techniques.
The goal is to obtain the suboptimal power allocation strategy and to maximize the minimal
ratio of the achievable SINRs relative to the target SINRs of the users in the system under a
sum-power constraint. Zheng et al. [148] propose beamforming designs for a multi-antenna
CRN , with the aim of allowing multiple SU transmissions concurrently with the PU presence,
to achieve also SINR balancing subject to the constraints of the total SU s transmit power and
the received interference power at the PU s. This is achieved by optimizing the beamforming
vectors at the SU transmitter based on imperfect channel state information (CSI).
2.2.3.2

Spectrum access

Spectrum access of CRN s is responsible for the sharing of the spectrum among SU s by
handling medium contention, interference avoidance, multi-user coexistence, etc. [149].
2.2.3.2.1

Access paradigms

There are three spectrum access paradigms in CRN s:
Spectrum underlay: This paradigm mandates that SU s can transmit concurrently with PU s
only if doing so generates an amount of interference at the primary receivers that is below some
acceptable threshold [147, 150].
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Spectrum overlay: Spectrum overlay paradigm also allows concurrent primary and secondary transmissions. But SU s are assumed to have knowledge about certain primary transmission parameters to avoid interference with the primary transmissions. The enabling premise for
overlay systems is that SU s are allowed to use the spectrum for their own transmissions as long
as they are willing to use some of their power to relay some of PU s’ transmissions [151].
Spectrum interweave: This paradigm is based on the opportunistic spectrum access idea,
which has been one of the main drivers for cognitive radio access. Different from the two previous paradigms, this paradigm does not allow simultaneous secondary and primary transmissions
on the same frequency band. Instead, it allows SU s to access and use the licensed spectrum only
when the spectrum is vacant [150].
2.2.3.2.2 Spectrum access techniques
Many MAC protocols have been proposed to coordinate SU s to access and share the available channels and to avoid (or reduce) collisions among users [145]. Such a coordinated access
could be performed in a distributed or a centralized way [149]. These protocols can either be
cooperative [152, 153] in that they require coordination among SU s to enable efficient sharing of spectrum and thus improve spectrum utilization, or contention-based [154, 155] in that
no coordination is required among users. In contention-based protocols, cognitive senders and
receivers exchange their sensing results through handshaking mechanisms to negotiate which
channel they will use for their communications [149]. Tan et al. [112] propose an overlapping
channel assignment algorithm and design a MAC protocol to resolve the access contention problem when multiple SU s attempt to exploit the same available channel. Salameh et al [156]
propose a contention-based protocol that tries to satisfy QoS constraints by limiting the number
of used channels per SU .
In coordination-based protocols, each SU shares its channel usage information with its
neighbors to increase sensing reliability, and to improve overall system performance [149]. For
instance, Hamdaoui et al. [153] propose a coordination-based MAC protocol that adaptively
and dynamically seeks and exploits opportunities in both licensed and unlicensed spectra and
along both the time and the frequency domains. Zhao et al. [157] propose a heterogeneous
distributed MAC protocol that permits distributed coordination of local clusters in a multi-hop
CRN through a local common channel.
2.2.3.2.3 Sources of location information leakage
The sharing of information during this coordination process, though needed for enabling
efficient multiple access, could expose the location information of SU s to one another.
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Sensing outcomes: Contention-based MAC protocols may require SU s to share their sensing outcomes with one another to negotiate their access to the spectrum. However, as we have
shown in Section 2.2.1.3.1, these sensing outcomes can potentially leak SU s’ location information.
Channel usage information: Channel usage information, when shared among SU s as in
coordination-based MAC protocols, is shown to leak details about their location; this will be
discussed later in Section 2.2.4.2.
2.2.3.3

Spectrum trading

Spectrum trading could be seen as the economic aspect of spectrum sharing [158]. It aims
to maximize the revenue of the spectrum owners, i.e. PU s, while maximizing the satisfaction
of SU s [159] that compete for gaining access to the spectrum. Spectrum trading can be done
between PU s and SU s or among SU s only [158]. It relies mainly on two concepts: Auction
theory and market theory. Next, we highlight these two concepts and investigate their sources of
leakage.
2.2.3.3.1

Auction

A typical dynamic spectrum auction has three main phases: 1) Spectrum discovery phase:
SU s obtain spectrum availability information through one of the spectrum opportunity discovery approaches, explained in Section 2.2.1, and determine the bid price for each available channel based on its quality. 2) Bidding phase: each SU submits its bids and its location along
with its ID to the auctioneer. 3) Channel assignment: once the auctioneer collects all the bids
from SU s, it distributes channels among them and charges the winners accordingly [2]. This
is suitable for situations when the price of the spectrum is undetermined and depends on SU ’s
requirements [159]. Auction-based spectrum sharing for CRN s has been studied intensively in
literature (e.g., [160–162]).
2.2.3.3.2

Market theory

Monopoly Market: This is the simplest market structure as there is only one seller, i.e. PU ,
in the system. Based on SU s’ demand, the seller can optimize the trading process to obtain the
highest profit [158], [163, 164].
Oligopoly Market: This is a type of market that lies between full competition and no competition (or monopoly) and is defined as a market with only a small number of firms and with
substantial barriers to entry in economics [28]. These firms or primary service providers compete with each other independently to achieve the highest profit by controlling the quantity or
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the price of the supplied commodity which is the spectrum resource in this case. Unlike the
monopoly case, in oligopoly, there are multiple firms that provide the same service, making it
necessary for firms to consider each other’s strategy [158]. The most basic form of oligopoly is
duopoly, where only two sellers exist in the market [163, 164].
Market-equilibrium: In this spectrum trading model, the primary service provider or spectrum seller is assumed to be not aware of other service providers, which could be due to the lack
of any centralized controller or information exchange among each other. This makes the spectrum seller naively set the price according to the spectrum demand of SU s. This price reflects
the willingness of the spectrum seller to sell its spectrum which is generally determined by the
supply function. On the other hand, the willingness of a SU to buy spectrum is determined by
the demand function [121]. Market-equilibrium aims at giving a price for which spectrum supply
from a primary service provider is equal to spectrum demand from SU s [28]. This price achieves
two goals: the spectrum supply of the primary service provider meets all spectrum demand of
SU s, and the spectrum market does not have an excess in the supply [121].
2.2.3.3.3

Sources of location information leakage

Spectrum trading may also introduce some sources of location information leakage as we
discuss next.
Location information: During the bidding phase of spectrum auction, SU s may need to
submit their locations to the auctioneer as suggested in [2]. This is clearly an obvious source
of location information leakage as it exposes the location information of SU s to the auctioneer
and to an external adversary that may be eavesdropping the communications of SU s during the
auction process.
Bid channels: SU s here need to submit their bids for their channels of interest to the auctioneer (or spectrum broker) . An adversary aiming to infer a SU ’s location can deduce, from the
list of channels SU bids for, that SU is located somewhere where these channels are available.
Simple intersection of the availability areas of these channels can easily locate SU [2].
Bid prices: For each channel available for auction, a SU can first evaluate its quality and,
depending on the channel’s quality, establish a price for it. It then submits its bid for the channel
to the broker. These prices are shown to be a potential source of SU s’ location information
leakage [2].
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2.2.4

Location information leakage in spectrum mobility

SU s communicating on a licensed spectrum band may need to vacate their current band at any
time, for instance, due to the return of PU s to their licensed band. When this happens, SU s need
to find and switch their ongoing communications to another vacant band to avoid the disruption
of their ongoing transmissions. This is known as spectrum mobility or spectrum handoff [165].
There are several events that could trigger spectrum handoff in CRN s, and next, we list some of
them:
• PU ’s return: Whenever a PU returns to its channel, SU is forced to vacate it and switch
to another available one, if any. This initiates the handoff process. Finding a new available
channel often requires SU to perform spectrum sensing, making handoff more challenging [166].
• SU ’s mobility: Because spectrum availability is location dependent, moving while having an ongoing communication may trigger spectrum handoff, as current channel may no
longer be available in SU ’s new location [167].
• Quality degradation: Spectrum handoff could be triggered by the degradation of the channel quality. It can be triggered when, for example, the QoS level received by SU goes
below a certain threshold, forcing it to find and switch to another channel.
2.2.4.1

Spectrum handoff strategies

Based on the handoff triggering timing, spectrum handoff techniques could be classified into
four categories or strategies: Non-handoff strategy, reactive handoff strategy, proactive handoff
strategy, and hybrid handoff strategy [168, 169]. We first explore these different strategies, then
we investigate their sources of location information leakage.
2.2.4.1.1

Non-handoff strategy

In this strategy, when one of the triggering events for handoff occurs, SU s stop transmitting
over the current channel and choose not to switch to another channel. Instead they remain idle
until the channel becomes available again [170], as introduced in the non-hopping mode of the
IEEE 802.22 WRAN standard [171]. How good this handoff strategy is depends on the activities
and loads of PU s. It causes very little to no PU interference but the waiting latency to resume
secondary transmission could be unpredictably very large, as it depends on when PU leaves the
spectrum. This strategy is best suited for systems with short PU transmissions [168].

40
2.2.4.1.2

Pure reactive handoff strategy

In this strategy, the target channel selection and the handoff are performed reactively after
a spectrum handoff triggering event occurs [169, 172]. Here, SU s need to perform spectrum
sensing in order to find the target backup channel to which communication is to be transferred.
Several reactive handoff strategy-based approaches are proposed in the literature [173, 174]. In
general, this strategy has less handoff latency than that of the non-handoff strategy, but has larger
latency when compared to the proactive spectrum handoff strategy [168, 169] (described next).
The handoff performance of this strategy depends on the accuracy and speed of the spectrum
sensing process in identifying a vacant target channel.
2.2.4.1.3

Pure proactive handoff strategy

In this approach, the handoff and the target channel selection are performed proactively
before a spectrum handoff triggering event takes place [175, 176]. SU s do so by periodically
observing all channels to obtain spectrum usage statistics which allow them to determine the
candidate channels for spectrum handoff [172]. The selection of the target free channel for future
spectrum handoff is usually made based on PU traffic characteristics [169], where SU s can
predict PU arrivals in the target spectrum band in advance. Hence, the handoff latency is reduced
considerably when compared to the reactive spectrum handoff strategy, which requires taking
action after the handoff triggering event takes place. However, if the prediction of PU traffic
is inaccurate or if the target backup channel is obsolete, for instance due to being occupied by
other SU s at handoff time, this could lead to poor handoff performance [168]. This makes this
strategy best suited to networks with well-modeled PU traffic characteristics.
2.2.4.1.4

Hybrid handoff strategy

This approach combines proactive spectrum sensing with reactive spectrum handoff as suggested by Christian et al. [168]. It performs proactive spectrum sensing to decide on the backup
target channel in advance and before the handoff is triggered, and makes a reactive handoff decision after the triggering event takes place. Thus, it reduces the handoff latency when compared to
the reactive handoff strategy. This hybrid approach could be seen as a tradeoff between reactive
and proactive handoff strategies.
2.2.4.2

Sources of location information leakage

Spectrum mobility can also leak some location information about SU s, as highlighted next:
Handoff: Recall that a SU utilizing a PU channel is forced to vacate the channel (and
possibly switch to another) when PU returns to and claims its channel. PU (and easily other
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entities) knows, in this situation, that SU is located within its coverage area. Handoff can thus
lead to leakage of location information of SU performing handoff.
Spectrum utilization information: A SU ’s spectrum usage history (e.g., sequence of channels SU has used over some period of time) could easily be used to localize SU (or to track it
if it is moving). Recall that when a SU is communicating over a PU channel, it means that
SU is outside the coverage areas of all ON PU s associated with that channel, or inside the area
of an OFF PU . Now, for instance, by tracking which channels SU has used over a period of
time and by knowing when and which PU s are OFF/ON during that time period, an adversary
can easily narrow down the area where SU is located at by intersecting the areas associated with
PU s [3]. Spectrum utilization history information could then be a significant source of location
information leakage.
Sensing reports: Before handoff, a SU may need to sense the spectrum to identify a new
target channel (using one of PU detection techniques identified in Section 2.2.1.1.1). If cooperation is further required to select the appropriate channel for handoff, SU s will have to share
their sensing reports, which can compromise their location privacy.
Location privacy-preserving protocols should therefore be designed with the objective of
hiding information that can leak SU ’s location during the handoff process and also reducing, as
much as possible, the occurrences of handoff events.

2.2.5

Summary

In this section, we identified the sources of location privacy leakage emerging from the different components of CRN s, namely, spectrum discovery, spectrum analysis, spectrum sharing,
and spectrum mobility. We highlighted the different functionalities of each of these components, and discussed how some of these functionalities can present some vulnerabilities that
could be exploited to localize SU s. In the next section, we will go over a family of renowned
privacy enhancing technologies and generic crypto schemes that we believe are the most relevant to CRN s. We will also discuss to which extent these technologies could be applied to
design location privacy-preserving protocols that could prevent attacks exploiting the identified
vulnerabilities.
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2.3

Limitations of generic privacy enhancing technologies in CRNs

Location privacy preservation is a mature technology for many wireless systems, such as sensor [15], vehicular [177,178], WiFi [17], cellular [18], and others [179]. Depending on the wireless system and application at hand, location information can be leaked through various means,
ranging from wireless signal localization [15, 17] to traffic monitoring and analysis [16]. For
instance, in sensor networks, location information can be inferred by monitoring packet reception times [16] or analyzing packet traffic [180, 181] of source nodes. Countermeasure solutions
for these attacks have also been proposed, ranging from introducing randomness to multi-hop
path selection [182, 183] to making the source nodes move randomly [16] to confuse the attackers. Unlike other wireless systems, location privacy preservation that addresses vulnerabilities
in CRN s has not, however, received much attention, though several works related to spectrum
sensing [3, 19, 60, 77, 184–186], spectrum auction bids [2, 187], subscriber identification [188],
and database-driven DSA [3, 60, 184–186, 189] have been proposed.

2.3.1

Adaptation of existing privacy enhancing technologies

Direct adaptation of existing Privacy Enhancing Technologies (PETs), such as Searchable Encryption (SE) (e.g., [190–194]) and Oblivious Random Access Memory (ORAM) (e.g., [195]
[196, 197]), which enable a client to outsource its data to a database in an encrypted form so it
can perform search queries on it, cannot, for example, be used as they are in database-driven
DSA to enable private spectrum information retrieval. There have also been proposed cryptographic techniques that enable generic (e.g., Fully Homomorphic Encryption (FHE) [198–200])
or specific (e.g., functional encryption [201,202]) data processing over encrypted data, and these
existing PETs cannot be directly adapted either to fit the CRN context, so that SU s’ location
privacy is preserved while still querying the spectrum database for availability information in
an effective manner. Architectural differences and performance requirements of CRN s make
direct adaptation extremely ineffective. Privacy-preserving search/access techniques, such as SE
or ORAM, are specifically designed for a data outsourcing model [193, 194, 203], in which a
client encrypts its own data with its private key and then outsources it to the database. However,
in database-driven DSA, a third party owns and manages the spectrum database. Therefore, it
is impractical for database owners to generate a searchable encrypted copy of the database for
each single user (note that the initialization phase of these PETs are highly costly [191, 197]).
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Existing, fully generic techniques such as FHE [198, 199]) are, on the other hand, extremely
costly and therefore impractical for CRN s.
That is said, there have been several attempts that aimed to adapt existing PETs to fit the
CRN context. In the case of database-driven DSA for example, the proposed techniques that
aim to protect the location information of SU s when they are querying databases for spectrum availability information rely on either k-anonymity [204, 205] or PIR (private information retrieval) [11, 206]. k-anonymity approaches (e.g., [60]) essentially rely on a third party,
known as the anonymizer, to ensure that the probability of identifying the location of a querying user remains under 1/k, where k is the size of the anonymity set to be received by the
untrusted database (alternatively, the anonymity set can be constructed distributedly instead
of relying on a third party). k-anonymity approaches are known to suffer from one major
problem: they cannot achieve high location privacy without incurring substantial communication/computation overhead (e.g., higher privacy means higher k). They often compromise the
location privacy at the benefit of lowering the incurred overhead, or vice-versa [207]. PIRbased approaches [3, 184, 185], on the other hand, offer much better privacy than k-anonymity
approaches, but also incur substantial overhead, thus limiting their practical use for CRN s [208].
Proposed approaches relying on these technologies will be discussed in more details in later sections.
In what follows from this section, we take a closer look at some of the most known and
generic PETs and discuss why they cannot be used off-the-shelf as they are in the context of
CRN s to protect SU s from location inference attacks that exploit the vulnerabilities identified
in Section 2.2. These techniques, include homomorphic encryption, oblivious transfer, private
information retrieval, data outsourcing-based techniques, differential privacy, and secure multiparty computation.

2.3.2

Homomorphic encryption

Homomorphic encryption is a special form of encryption that allows computations to be performed on ciphertexts. It generates an encrypted result whose decryption matches the result of
operations performed on the plaintexts. There are two kinds of homomorphic encryption: full
and partial.
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2.3.2.1

Fully homomorphic encryption

This is a special type of homomorphic encryption which allows the computation of arbitrary
functions on encrypted data without decrypting it. This concept was first introduced by Gentry [209] and is based on the properties of ideal lattices. Theoretically speaking, this is a very
powerful concept as it permits the construction of a program that performs all kind of operations
on the ciphertexts. Since such a program does not need to decrypt its inputs, it can be run by
an untrusted party without revealing its inputs and internal state, making it an attractive tool for
preserving privacy.
This might seem applicable in the context of CRN to hide, for example, the observations of
SU s (proven to leak information about SU s location as discussed in Section 2.2.1.3.1) during
the spectrum sensing phase and share them with FC (or other SU s) without worrying about
SU ’s location privacy. The main issue, however, with this type of encryption is that it involves
high computation and requires large storage, making it unpractical. Another major issue with
this encryption is that the search time resulting from using fully homomorphic encryption is
linear in the length of the dataset. This again makes it unpractical, especially for applications
with large datasets like spectrum geolocation databases.
2.3.2.2

Partially homomorphic encryption

A partially homomorphic cryptosystem is an encryption scheme that, unlike fully homomorphic encryption, can only perform either multiplication or addition on the ciphertexts, but not
both. Several cryptosystems with homomorphic propoerties were proposed in the literature. Paillier cryptosystem [210] is one of the most famous additive homomorphic schemes. Examples of
multiplicative homomorphic cryptosystems include El Gamal [211] and RSA [212]. Thanks to
their homomorphic properties, these schemes could be used in situations that require performing
some basic operations on sensitive data while hiding user inputs (like when reporting sensing
information).
Partially homomorphic encryption is more practical than the fully homomorphic one; however, for them to provide high security level, they incur large communication and computational
overhead. This makes it unpractical to use especially for large CRN s if not used judiciously.

2.3.3

Oblivious transfer

Oblivious transfer (OT ) is a privacy enhancing protocol that enables a sender to transfer one of
many pieces of data to a receiver, while keeping the sender oblivious as to which piece has been
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sent and while making sure that the receiver receives only one message. The simplest flavour
of this protocol, 1-out-of -2, was first introduced by Rabin [213] and was later generalized to
1-out-of -n and k-out-of -n cases. In the 1-out-of -n case, as explained in Figure 2.6, the sender
has n messages and the receiver has an index i. The receiver wants to learn the ith message
without the sender learning i. On the other hand, the sender wants that the receiver only learns
one message among the n messages. This could be thought of as a suitable approach to use for
extracting spectrum availability information from the spectrum DB . This approach, however,
incurs very large communication and computational overheads which makes it unpractical in a
delay sensitive problem like spectrum availability discovery.

Figure 2.6: Oblivious transfer for the case 1-out-of -n

2.3.4

Private information retrieval (PIR )

This concept was first introduced by Chor et al. [11]. It allows users to privately retrieve records
from a database while preventing the latter from learning which records are being retrieved.
This could be thought of as a weaker version of 1-out-of -n OT which further requires that the
receiver does not learn anything about the other entries in the database.
PIR approaches could be classified into two categories: Information-theoretic PIR and computational PIR. In information-theoretic setting, the reconstruction of the client’s query is impossible no matter how much computation the adversary would perform. A trivial PIR approach
could be to download the entire database. This would offer an information-theoretic privacy, i.e.
unbreakable privacy, but on the other hand involves enormous communication overhead. Any
information-theoretical PIR solution has a communication overhead of at least the size of the
database as proven by Chor [11]. Fortunately, this applies only to the case where the database is
stored only on a single server. One way to get around this extensive overhead is by assuming that
the database is replicated in several servers that do not communicate with each other. This way,
a non-trivial theoretic PIR solution that has communication overhead smaller than the database
size turns out to be feasible. An information-theoretic approach in this model means that an
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individual database server cannot learn which element was retrieved by the user, no matter how
much computation it may perform as long as it does not collude with the other servers [214].
Several approaches proposed in the literature considerably reduce the communication overhead
of information theoretic PIR (e.g. [215] where the communication cost is O(n1/2k−1 ) with k is
the number of database servers).
On the other hand, in computational PIR approaches, the security is based on hard-to-solve
well-known cryptographic problems, e.g. discrete logarithm or factorization [216]. This makes
them secure against computationally bounded adversaries. But an adversary with sufficient computational resources can learn the client’s query by breaking the underlying security system.
Some computational PIR approaches are able to provide poly-logarithmic communication complexity [214]. Gentry et al. [217] propose the most communication efficient PIR that has a
constant communication overhead.
Even though research on PIR is making progress in terms of reducing the overhead, PIR approaches still suffer from large overhead that limits their practicality and impedes their off-theshelf use without adaptation in the context of CRN s.

2.3.5

Data outsourcing-based techniques

These techniques are designed for applications that require secure data outsourcing, where a
client’s sensitive data is outsourced to a third-party storage provider, e.g. the cloud. Existing
access control solutions focus mainly on preserving confidentiality of stored data from unauthorized access and the storage provider. Next, we discuss two well known data outsourcing based
PETs: searchable symmetric encryption (SSE ) and oblivious random access memory (ORAM ).
2.3.5.1

Searchable symmetric encryption (SSE )

Searchable symmetric encryption is a PET that is largely deployed to privately outsource
one’s data to another party while maintaining the ability to selectively search over it [203]. This
means that a client needs to outsource its data to a database/server in an encrypted form to be
able to later perform private search queries on it as shown in Figure 2.7. Despite its efficiency
and the high level of privacy that SSE provides, it cannot be applied to database-based CRN s
simply because in SSE , the data has to be outsourced by the client, whereas in database based
CRN s, the data about spectrum availability is generated and provided by the service operator
that manages the spectrum database. This means that SU s have no control over this data and,
thus, they cannot encrypt it and outsource it to DB as required by SSE .
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Figure 2.7: Searchable symmetric encryption
2.3.5.2

Oblivious random access memory (ORAM )

Encrypting its outsourced data is not sufficient for a user to protect the confidentiality of
his/her data content as his/her access pattern to the data remains unprotected which may reveal
the user’s private information. ORAM is introduced by Goldreich et al. [195] to not only preserve data confidentiality but also to hide a user’s access pattern to its outsourced data blocks.
Traditionally, ORAM has been designed to arrange the data such that the user never touches
the same piece twice, without an intermediate shuffle. This erases the correlation between block
locations and obfuscates the memory accesses of data, so that access patterns do not leak information about the stored data. Just like SSE , ORAM can only fit to the problem of data
outsourcing which is not suitable to the context of CRN s for the same reasons discussed for
SSE .

2.3.6

Differential privacy

This is a recent privacy concept tailored to the statistical disclosure control problem which is
defined as follows: how to release statistical information about a set of people without compromising the privacy of any individual [218]. Its goal is to assure a good statistical accuracy while
preserving individual’s privacy. It is a well established definition guaranteeing that queries to
a database do not reveal too much information about specific individuals who have contributed
to the database as suggested in [219]. The formal definition of this concept could be found
in [220]. The basic idea behind it is that for two almost identical input data sets, the outputs of
the mechanism that provides differential privacy are almost identical. More precisely, it requires
that the probability that a query returns a value v when applied to a database D, compared to the
probability to report the same value when applied to an adjacent database D0 ( i.e. D, D0 differ
in at most 1 entry) should be within a bound of exp for some privacy level . Since differential
privacy is a probabilistic concept, any differentially private mechanism is necessarily random.
A typical way to achieve this notion is to add controlled random noise, drawn from a Laplace
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distribution for instance, to the query output. One benefit of this concept is that a mechanism can
be shown to be differentially private independently from any side information that the adversary
might have.
However, standard differential privacy techniques usually perform poorly in situations where
participants contribute various time-series data that could be aggregated and mined for useful information, due to noise [221]. Examples of time-series data may include users’ current locations,
weather information or information obtained from other participatory sensing applications like
spectrum sensing in CRN s [221]. Moreover, the nature of differential privacy concept makes
it poorly suitable for applications that involve a single user, such as spectrum database-based
opportunities discovery, where the location of a single user has to be hidden. Thus, it requires
that any change in a user’s location have negligible effect on the published output of the query,
which makes it impossible to communicate any useful information to the service provider [222].
Despite this, some approaches try to adapt this concept to the context of CRN s as we show in
Sections 2.4 & 2.5.

2.3.7

Secure multiparty computation (MPC)

The concept of secure multiparty computation (MPC ) originates from the works of Yao [223]
and Goldreich et al. [224]. It allows a group of n mutually distrusting parties P1 , ..., Pn , holding
private inputs x1 , ..., xn to securely compute a joint function f (x1 , ..., xn ) = (y1 , ..., yn ) on
these inputs [225]. The goal is to make each party Pi learn only yi but nothing else. This could
be achieved through an interactive protocol, executed between these parties, whose execution
should be equivalent to having a trusted party that privately receives xi s from Pi s, computes f
and returns yi s to Pi s. This protocol should be able to give the correct result to honest parties
even if some parties are dishonest.
In a CRN context, this could be an attractive tool to provide privacy for any task that involves some computation between several entities. For instance, this could be used in distributed
cooperative spectrum sensing during the spectrum discovery phase to allow SU s to collaborate in order to compute statistics over the sensing reports while preserving the privacy of their
reports and thus their location. Another potential use of MPC could be during the coalition formation process, again in the spectrum discovery phase, to prevent leaking SNR values that can
compromise SU s’ location as explained in Section 2.2.1.3.1. MPC could also be used in game
theoretical approaches during the spectrum sharing phase to prevent the leakage that can arise
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from the local decisions shared between different SU s during the game. Furthermore, this could
be an attractive tool also to protect the bids of SU s during the auction process that is performed
to ensure spectrum sharing among SU s. As explained in Section 2.2.3.3.3, the auction process
may leak some information about SU s’ location which makes it natural to consider leveraging
sealed bids or relying on a trusted party for the auction. Ideally, an MPC protocol should be
equivalent to a trusted third party; hence, MPC could play this role and replace an untrusted
auctioneer as suggested in [225].
It is obvious that the potential applications of MPC are multifold due to its flexibility to
emulate multiple scenarios. However, the bottleneck is its extensive computational and communication overhead, which makes its deployment difficult in practical situations, and more
precisely in the context of CRN s, at least for the time being.

2.3.8

Summary

In this section, we explored a family of renowned PETs and generic crypto schemes that we
believe are the most relevant to CRN s. We highlighted the benefits and limitations of applying
these schemes to CRN off-the-shelf as they are. In the following section, we will present and
discuss location privacy preservation approaches proposed for protecting location privacy during
the spectrum opportunity discovery process. We will explore the different threat models, location
inference attacks, and location privacy preserving techniques that are specific to this spectrum
discovery component.

2.4

Location privacy preservation for spectrum opportunity discovery component

In this section, we investigate the different approaches proposed in the literature to deal with
the location privacy issue in CRN s during the spectrum opportunity discovery phase. First, we
discuss the challenges that face designing SU ’s location privacy preserving protocols in both
cooperative spectrum sensing and geolocation database-based approaches. Then, we list the different threat models that need to be considered in these two approaches. After that, we detail
existing and potential attacks that could be performed by malicious entities to localize SU s by
exploiting the vulnerabilities that we identified in Section 2.2.1. Subsequently, we describe existing solutions that are proposed to cope with these attacks and preserve SU s’ location privacy.
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Finally, we explain the performance metrics that are or could be used to assess the performance
and reliability of location privacy preserving protocols in CRN s, and present tradeoffs that are
considered when designing these protocols.

2.4.1

Location privacy in cooperative spectrum sensing

As discussed in Section 2.2.1.3.1, the cooperation among SU s during the sensing process gives
rise to several vulnerabilities that could be exploited to compromise SU s’ location privacy. Thus,
location privacy preservation protocols for cooperative sensing need to be designed with several
goals in mind:
• Hide sensing information. As explained in Section 2.2.1.3.1, SU s’ sensing reports may
leak information about their locations [226]. Hence, one main goal of these protocols is to
hide sensing reports by concealing the observed sensing information from decision makers
or any potential external attackers that might eavesdrop SU ’s communications [19, 227–
230].
• Achieve accurate spectrum availability information. Protocols need to preserve the location privacy of SU s, but without compromising their ability to still provide accurate
spectrum availability information. Achieving this design goal is very challenging, due to
its conflicting nature: hiding information for the privacy protection purpose may limit the
ability to provide accurate spectrum availability information.
• Optimize resource usage. An important limitation that needs to be accounted for when
designing privacy preserving protocols is SU s’ resource capability. It is then important to
design protocols that require minimum computation and storage resources and incur limited communication overheads. This, for instance, implies that expensive cryptographic
approaches are to be avoided.
• Hide SNR values. Another goal that needs be aimed at is to hide the SNR values that SU s
might need to exchange to form coalitions, for example. As explained in Section 2.2.1.3.1,
SNR may leak significant information about SU s’ location, and thus a reliable location
privacy preserving scheme needs to conceal these values without hindering the CRN operations relying on them.
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2.4.1.1

Threat models

Several threat models are considered in the literature to study and address SU s’ location
privacy issue in cooperative spectrum sensing:
• Dolev–Yao threat model. In this model the adversary, usually an intruder, can overhear,
intercept, and synthesize any message that is exchanged between SU s and FC or even
between SU s themselves during the cooperative spectrum sensing process. The adversary
is only limited by the constraints of the cryptographic methods used [231]. This model is
considered in [59, 229, 230]
• Semi-honest or honest-but-curious threat model. This means that the adversary, that could
be a FC [19, 227, 229, 230], a SU [229, 230] or an additional entity as in [230], follows
the sensing protocol honestly without changing any of its parameters. However, it shows
some interest in learning the location information of target SU s by exploiting their sensing
reports.
• Malicious threat model. Entities in the CRN may be malicious, meaning that FC , SU or
any other entity involved in the cooperative spectrum sensing process can change their
parameters and lead several attacks to localize a target SU .
• Non-collusion threat model. FC , SU s and any other entities in the CRN do not collude
to infer target SU s’ location [229, 230]. This means that these entities do not share what
they learned about target SU s’ location during the cooperative spectrum sensing process.
• Collusion threat model. FC or some SU s may collude with other SU s or entities and
work together to infer target SU s’ location [19, 228] by exploiting their sensing reports
and communication signals.
2.4.1.2

Location inference attacks

Location inference attacks exploit the vulnerabilities and the sources of leakage that we
explained in Section 2.2.1.3.1 to localize SU s. These attacks could be performed by an internal
entity (e.g. another SU or FC ) or an external attacker that does not belong to the CRN . These
attacks can be classified into two categories, based on the information used for localization:
Geometric localization and fingerprinting.
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2.4.1.2.1

Geometric localization based attacks

These attacks exploit channel parameter measurements including RSS , SNR, AoA, ToA and
TDoA to localize a target SU . RSS , SNR and ToA could be used to get the range information, as explained in Section 2.2.1.3.1, which is essential for the trilateration localization technique [61, 77]. Trilateration is a very simple and intuitive approach that computes the position
of a target node by finding the intersection of three circles that model the range with respect to
at least three anchor nodes as depicted in Figure 2.8.

Figure 2.8: Localization of an SU via Trilateration using the ranges d1 , d2 and d3 corresponding to
PU 1 , PU 2 and PU 3 respectively.
In the context of CRN , the anchor nodes could be three PU s whose locations, depending
on the situation, could be publicly known. Thus, an attacker that has access to the RSS s that a
SU measures with respect to three channels could exploit this knowledge to localize SU using
trilateration. SNR could also be used in a similar way, as reported in [77], for ad hoc CRN s.
The attack can occur during the process of forming coalitions and choosing coalition heads as
these operations require exchanging SNR information between SU s. Another attack scenario
could involve multiple attackers or colluding nodes that belong to the CRN and that have a
direct communication with the target node.
Triangulation is also another technique that exploits channel parameter measurements for
localization purposes. It uses angles instead of distances and requires at least two reference
nodes to localize the target node [232]. The two reference nodes measure the AoA of the signal
coming from the target node. The position of the target node is the intersection of the two lines
along the angles from each reference node as in Figure 2.9. As this attack requires a direct
communication between the victim and the attackers, this implies that the attackers, which are
also the reference nodes in this case, belong to the CRN , e.g. two colluding malicious SU s.
Geometric localization attacks may be performed in CRN s that deploy crowdsourcing (ex-
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Figure 2.9: Localization of an SU via Triangulation using the angles of arrivals, AoAs, θ1 and θ2 of the
SU ’s signal measured respectively at PU 1 and PU 2
plained in Section 2.2.1.1.2) for spectrum sensing. For instance, Jin et al. [53] propose an attack
scenario that targets the location privacy of participants in the crowdsourcing process. They
consider a special setting where these participants compete to perform spectrum sensing tasks
at specific locations via a reverse combinatorial auction operation [233]. During this auction,
participants send their bids, corresponding to their claimed cost of performing the sensing tasks.
This cost, as modeled by the authors, involves the round trip distance that a participant needs
to travel to perform the sensing tasks and return back to its current location, called base location, which is the target of the proposed attack. This attack exploits the geometric relationship
between users bids and the distance they travel to perform the sensing.
2.4.1.2.2

Fingerprinting based attacks

These attacks are more suitable in situations where the geometric relationships between
SU s’ positions and measurements cannot be established. It estimates the victim’s location by
finding the best matched fingerprint for the corresponding measurement within a pre-built RF
map. It consists mainly of two phases: An off-line or training phase and an on-line or test phase.
In the off-line phase, the RF map is generated. This map could be the REM (discussed in Section 2.2.2.1.3) if the attacker is FC or a SU that has access to it, or it could be a map that an
external attacker has built by itself. Figure 2.10 shows a simplified example of how this kind of
localization works.
Li et al. [19] consider two attacks that rely on this principle to localize a SU based on its
RSS measurements that it shares with FC in a centralized CRN . They assume that an attacker
constructs a signal propagation model by collecting all the sensing reports transmitted within the
network [19]. The attacker uses machine learning techniques, for example k-means classifier
as in [19], to partition the RSS data into multiple sets corresponding to various locations. The
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Figure 2.10: Localization of an SU via Fingerprinting using its RSS signature [RSS 1 , RSS 2 , RSS 3 ]
with respect to 3 channels and the REM database.

first attack, called single report location privacy (SRLP) Attack, involves an external attacker
that eavesdrops SU s’ communications or an internal attacker that could be an untrusted FC or
a compromised SU . Under this attack, the attacker exploits individual RSS measurements of
SU s to localize them by computing the distance between each sensing report and the centroids of
each cluster in the signal propagation model that is built beforehand by the attacker. The second
attack that they propose is called differential location privacy (DLP) attack which estimates
the sensing report of a SU during the aggregation process performed by FC . In this attack, the
attacker compares the changes of the aggregation results after a SU joins or leaves the CRN and
then it infers its location by finding to which cluster the estimated report belongs to, just like in
the SRLP attack.
It is worth mentioning, however, that even though fingerprinting could be attractive for leading location inference attacks, it is not necessarily practical unless the attacker is very powerful
with lots of resources. This is due to the fact that the construction of accurate radio maps and
fingerprints requires considerable off-line effort and may give rise to several challenges. These
include, but are not limited to, the huge number of measurements that need to be taken and also
the need to regularly update the radio map due to the inherent time varying nature of wireless
channels and networks [61].
2.4.1.3

Location privacy preserving approaches

As explained in Section 2.2.1.1.2, SU s in cooperative spectrum sensing CRN s need, first, to
share their observations either with FC (in centralized CRN s) or with other SU s (in distributed
CRN s). These local observations are then combined to make a cooperative spectrum availability
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Table 2.3: Location privacy preserving schemes in cooperative spectrum sensing
Countermeasures

Li et al. [19]

Attacks Considered

- Location inference from
sensing reports (e.g. RSS )

Grissa et al. [229]

- Location inference from
sensing reports (e.g. RSS )

Mao et al. [227]

- Location inference from
sensing reports (e.g. RSS )
- Location inference from
sensing reports (e.g. RSS )

Wang et al. [228]

- Collusion between service
providers
- Collusion between service
providers and SU s

Kasiri et al. [77]

- Location inference from
SNR during coalition formation

Grissa et al. [230]

- Location inference from
sensing reports (e.g. RSS )

Techniques

- Privacy preserving aggregation with encryption
- Dummy report injection

- Private comparisons using
Yao’s millionaires protocol

Pros

- Very high computational and communication overhead
- Relatively efficient against differential privacy attacks

- Low communication overhead
- High location privacy

- El Gamal cryptosystem

- Considers both semi-honest and malicious adversaries
- Considers multiple malicious service
providers
- Considers collusion between some
entities
- Provides differential privacy

- Anonymization of SNRs

- Additional entity in the
network

- No fault tolerance
- Has a little negative effect on the sensing performance

- Order preserving encryption

- Cloaking of sensing reports - Dimension reduction
of sensing data through noninvertible projection

Cons

- Takes into account SU s’ mobility

- Very low communication & computational overhead

- Order preserving encryption

- High location privacy

- Exponential mechanism
for differential privacy

- Offers differential location privacy

- Relatively high computational overhead
- High communication overhead
- Prone to DLP attack
- Privacy level decreases with the decrease of service providers
- Privacy level decreases with the increase of SU s
- Some information distortion during
the cloaking process
- Privacy level decreases as the number
of sensed channels increases
- Providing high location privacy degrades sensing performance

- Additional entity that needs to be
managed by a third party for noncollusion

- Location inference from
sensing cost during reverse
auction
Jin et al. [53]

- Location inference from
auction result

- The lower the social cost the higher
the location information leakage

- Location inference from
changes in auction participation

decision. These observations could be statistics computed over the signal or just local binary
decisions made by each SU individually. Both cases present some privacy risks to SU s as
discussed in Section 2.2. Thus, research efforts should focus on hiding SU s’ observations from
the other entities in the network. Most of the existent works that we discuss in this Section
consider the location inference attack from the sensing reports that SU s share. We summarize
these works in Table 2.3 and we discuss them in more details in the following.
Li et al. [19] introduce an approach that uses secret sharing and the privacy preserving aggregation process proposed in [234] to conceal the content of the sensing reports. This scheme
uses also dummy report injections to replace the report of a leaving SU in order to cope with
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the differential location privacy attack (explained in Section 2.4.1.2.2) and prevent a malicious
FC from estimating the sensing report of the leaving SU . Moreover, this scheme can bear
collusion attacks involving FC and some compromised SU s. Despite its merits, it has several
limitations: (i) FC needs to collect all the sensing reports in order to be able to decode the
aggregated result. Obviously, this could not be fault tolerant, since some reports may be missing
due, for example, to the unreliable nature of wireless channels. (ii) It cannot handle network
dynamism if multiple SU s join or leave the network simultaneously, as it can only deal with
the event of one SU leaving or joining the network at a time. (iii) The pairwise secret sharing requirement, that this scheme has, incurs extra communication overhead and delay. (iv)
The underlying encryption scheme requires solving the discrete logarithm problem [216] for the
decryption, which is extremely costly and is only possible for very small plaintext space.
Grissa et al. [49, 229] propose a location privacy preserving protocol that aims to hide SU ’s
sensing reports (specifically RSS ) from FC and the sensing threshold used for the decision from
SU s. This prevents FC from trying to localize SU s using their sensing reports and, at the same
time, prevents malicious SU s from using the sensing threshold to manipulate their measurements and impact FC ’s decision. This scheme relies on order preserving encryption [235] to
make SU s encrypt their sensing reports and allow FC to learn only the relative order of these
reports. Using this order and following a binary search-like technique, FC executes at most
log n private comparisons between SU s’ RSS s and FC ’s sensing threshold using yao’s millionaire protocol [236]. The order learned by FC aims to make the number of private comparisons
logarithmic in the number of SU s. This is shown to provide high location privacy to SU s while
enabling an efficient sensing performance. However, even though this approach has a low communication overhead and a logarithmic computational overhead as a function of the number of
SU s, the computation incurred is still relatively high. This is due to the use of the expensive
yao’s millionaire protocol [236] that, itself, relies on expensive homomorphic encryption.
Some approaches consider an intermediate node or entity to help addressing the location
privacy issue, e.g. [227, 230]. Mao et al. [227] provide an approach that requires SU s to encrypt
their RSS values using a derivative of El Gamal [211] encryption scheme. In their approach,
one of SU s is picked to play the role of a helper to FC . First, the Helper and FC collaborate
to construct a public/secret key pair and each of them keeps a part of the secret key for itself.
Then, FC and Helper share the public key with SU s. Subsequently, SU s send their RSS s
encrypted using this public key to the Helper that permutes them, decrypts them with the secret
part that it has, and then sends them to FC which decrypts them using its part of the key. Once
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decrypted, FC aggregates the RSS values to make a final decision. The authors consider a
semi-honest threat model for FC and Helper and a restricted malicious model where only SU s
are malicious. However, even though this approach guarantees that individual sensing reports
cannot be revealed neither to FC nor to the Helper, it incurs high communication overhead. In
order to provide high enough security level, the keys of El Gamal cryptosystem, and hence the
size of the ciphertexts, need to be very large. This makes the communication cost very high,
especially when the number of SU s is large. Moreover, as FC can learn aggregated sensing
reports of SU s, this scheme is still prone to the DLP attack explained in Section 2.4.1.2.2.
Grissa et al. [49, 230] propose another approach that relies also on order preserving encryption (OPE ) and on deploying an additional node, referred to as gateway (GW ). GW is
deployed to perform private comparisons between SU s’ sensing reports and the decision criteria
or threshold of FC . This is done by making each SU encrypt its RSS , using OPE and a unique
secret key shared with FC , and send it to GW . FC also sends n encryptions of its sensing
threshold, using OPE and the n keys established with SU s, and sends them to GW . On top of
the OPE encryption, each entity communicating with GW encrypts its data with a key uniquely
established with GW to secure the communication. GW removes the second layer encryption
and compares each OPE encrypted RSS to its corresponding OPE encrypted sensing threshold
(the one that FC has constructed with the same secret key). The main advantage of this approach
is its high efficiency in terms of communication and computational complexity due to its reliance
on symmetric encryption only. The high efficiency benefits of this technique comes, however,
at the cost of needing an additional architectural entity, GW , that has to be managed by a third
party to avoid collusion with SU s or FC and to provide the claimed privacy guarantees.
Other approaches consider a different CRN scenario that consists of multiple service providers
(SP s) that may exchange sensing data among themselves as in [228]. Wang et al. [228] propose
a framework that aims to preserve SU s’ privacy in collaborative spectrum sensing from malicious SP s. It assumes that the only trustworthy SP for a SU is the one serving it. The remaining
SP s and SU s may collude to infer private information about a target SU , including its location.
To preserve SU s’ privacy, this framework hides individual sensing data of SU s by making each
SP transform sensing reports of corresponding SU s into cloaks. To find the optimal cloaking
strategy, each SP projects its original sensing data to a single-dimensional space, with minimal
data distortion [228], using a privacy-preserving non-invertible projection and shares statistical
information of the projected data with one SP picked as a leader. The leader uses this information to decide about the optimal cloaking strategies and shares it with the other SP s. The authors
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rely on dynamic programming to obtain the optimal cloaking strategy that minimizes information distortion and that is obtained through collaboration between SP s. This scheme considers
collusion between different malicious entities and provides differential privacy to SU s. However, its privacy level decreases with the decrease of the number of SP s and the increase of the
number of SU s. It also introduces some distortion to the sensing information which may impact
the sensing accuracy.
Some works try also to address the location privacy issue in distributed cooperative sensing. For example, Kasiri et al. [77] address this issue in multi-channel cognitive radio MANETs.
They propose a scheme that relies on the notion of anonymization to prevent location information leakage from SNR values that are exchanged between SU s for coalition formation purposes.
Anonymization is achieved by means of random manipulation and distortion of the exchanged
SNRs, which can leak information about the location of SU s as shown in Section 2.2.1.3.1.
Each SU creates an anonymization area with respect to each sensed channel. However, a major limitation of this scheme is that the more channels sensed by a SU the more likely it is to
be located as the adversary can intersect the anonymization areas to narrow down SU ’s location. Another limitation is that it cannot achieve high location privacy without degrading the
sensing performance of the CRN . Indeed, the authors present a tradeoff between privacy and
performance as both cannot be maximized together.
Some works try also to preserve the location privacy of users that participate in the crowdsourcing process, which is used to recruit distributed mobile users to sense a given channel
around specific locations. For instance, Jin et al. [53] formulate participants selection process
as a reverse auction problem where participants compete to perform spectrum sensing tasks in
return for rewards. Each participant’s true cost for performing the sensing tasks is closely related to its current location as explained in Section 2.4.1.2. The authors rely on the exponential
mechanism to protect the location information and prevent the attack that they have identified
(explained in Section 2.4.1.2). Users are selected iteratively for each sensing sub-task following the exponential mechanism to guarantee differential privacy for their bids, and consequently
differential location privacy. While protecting location privacy, this approach aims to minimize
the social cost that represents the sum of the real costs of users completing all the sensing tasks.
However, minimizing this cost deteriorates the location privacy level, which is the main limitation of this approach.
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2.4.1.4

Performance metrics and tradeoffs

2.4.1.4.1

Performance metrics

Computational complexity: This is an important metric as SU s are usually resource constrained. Thus, it is paramount to consider this when designing a location privacy preserving
scheme for CRN s. This metric usually accounts for the overhead resulting from the various
operations required by the scheme (e.g., cryptographic operations) and incurred by all different
entities involved in the privacy preserving protocol, and could be measured separately for each
entity or as a whole for the entire system. Computational complexity has a direct impact on
the delay that a SU may experience before getting the decision about the spectrum availability.
Computational complexity is considered in most of the research works that address the location
privacy issue in cooperative spectrum sensing in CRN , e.g. [19, 77, 227, 229, 230].
Communication overhead: Communication overhead is another important metric that needs
to be considered. Location privacy preserving schemes must not overwhelm the network by
incurring high communication overhead that may lead to the degradation of the overall system
performance, especially provided that bandwidth and/or energy resources are often limited. Encryption, which most proposed solutions rely on to ensure privacy, tends to incur, depending
on the size of ciphertexts, heavy communication overheads. Another factor that also tends to
contribute to this overhead is the number of SU s involved in the cooperative sensing task.
Spectrum availability accuracy: It is important to protect SU s’ location privacy, but while
making sure that doing so does not interfere with the cooperative sensing task. Therefore, another
important metric is the ability of these privacy preserving schemes to perform the sensing task
accurately. This is quantified, for example in [77], using the detection probability to capture the
impact of the privacy preserving scheme on detecting PU s presence.
Location privacy level: As the ultimate goal of any location privacy preserving protocol is to
preserve the location privacy of SU s, it is then paramount to have a metric that can be used to
assess and quantify the privacy level. There are several metrics that could be used for capturing
this:
• Anonymity level: This measures the level of anonymity provided by the cloaking algorithm
and usually refers to the size of the area to which a SU generalizes its location to achieve
anonymity. One way to quantify this is by computing a relative measure normalized by
the anonymity level required by a SU . Kasiri et al. [77] rely on a similar approach and
define the location privacy level of a specific SU as the ratio between the anonymized area
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with respect to all PU s and the maximum anonymized area of that SU . The privacy level
for the whole network is obtained by computing the average of the location privacy levels
over all SU s.
• Entropy: This shows how uniform the probability of locating a SU at a specific position
is and it is used to measure the uncertainty level that an adversary has [237]. Li et al. [19]
have used this concept to quantify the location privacy level of their schemes. The area
covered by the CRN is divided into sub-regions, forming a set G = {g1 , g2 , · · · , gm }.
The uncertainty of the adversary, and thus the location privacy level of a SU i involved in
the cooperative spectrum sensing, is then defined as:
A(i) = −

m
X

pi|b log(pi|b )

(2.4)

b=1

where pi|b is the probability that SU i is located in sub-region gb . The location privacy
Pn
level for the overall system is then given by A =
i=1 A(i), where n is the number
of SU s. If an attacker can uniquely infer that SU i is located at sub-region gb , then
pi|b = 1, i.e. A(i) = 0. On the other hand, if the attacker is unable to tell which subregion SU is located in, which means SU could be located at any region with equal
probability pi|b = 1/m, then the privacy level for SU i would be A(i) = log m, which is
the maximum privacy level it can get when participating in the cooperative sensing.
• -differential privacy: This concept is based on the differential privacy concept (discussed
in Section 2.3). A mechanism M is said to provide -differential privacy for a SU i if for
any two sets of sensing reports, R = [r1 , · · · , ri , · · · , rn ] and R0 = [r1 , · · · , ri0 , · · · , rn ],
that differ only on i’s sensing report, we have:
| ln

P r[M(R) = O]
|≤
P r[M(R0 ) = O]

(2.5)

for all O ∈ Range(M) with Range(M) is the set of all possible outputs of M [228] .
The privacy level is controlled by the parameter  with higher privacy is ensured by lower
 values. Very low values of  ensure that P r[M(R) = O] and P r[M(R0 ) = O] are
roughly the same, meaning that the output O is not sensitive to the changes of any single
SU ’s sensing reports.
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Location privacy could also be quantified using the concepts of inaccuracy and incorrectness
introduced by Shokri et al. [237]. These concepts could be redefined to fit the context of location
privacy in CRN s as done in [238]. First, let Θ denote the observed sensory information that
could be used to localize a SU , and x and xc represent the location estimated by the attacker
and the actual SU ’s location, respectively. Let also p(x|Θ) be the probability distribution of
all possible values of the target SU ’s location given the observed information. Essentially, this
probability models the adversary’s extracted information from its observations.
• Inaccuracy: This is the discrepancy between the posterior distributions p(x|Θ) and p̂(x|Θ)
which basically quantifies the difference between SU ’s real location distribution and the
adversary’s estimated location distribution.
• Incorrectness: This is the distance (or expected distance) between the true SU ’s location
and that inferred by the attacker. This metric is shown in [237] to be the most appropriate
for quantifying location privacy. The expected distance, which is the adversary’s expected
P
estimation error, can be written as x p̂(x|Θ)kx − xc k, where k · k is a distance, e.g.
euclidean, between x and xc .
2.4.1.4.2

Performance tradeoffs

Several performance tradeoffs could be made when designing location privacy preserving
schemes for cooperative spectrum sensing:
Scheme overhead vs. hardware cost: Scheme overhead in terms of communication, computation, and/or energy could be reduced at the cost of additional architectural components. For
example, Grissa et al. [230] introduce and rely on an extra network entity to reduce both communication and computational overheads while also improving privacy. This reduction in overhead
is achieved by means of this new entity, introduced to carry out the private comparisons between
SU s and FC without disclosing RSS values. Without such an entity, these comparisons would
have been very expensive, resulting in an excessive scheme overhead.
Privacy level vs. scheme overhead: Achieving higher location privacy at the cost of deploying more expensive cryptosystems with higher communication and/or computation overhead is
another tradeoff researchers often make. For example, the works in [19, 227, 229] make such
tradoffs in order to improve the location privacy of their schemes.
Privacy level vs. sensing accuracy: Higher location privacy can also be obtained at the
cost of willing to degrade the sensing performance of the CRN . For example, such a tradeoff
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is made in the approach proposed by Kasiri et al. [77], where the anonymization area, capturing
the privacy level, is increased but at the cost of decreasing the average detection probability,
representing the CRN sensing performance.

2.4.2

Location privacy in database-based spectrum discovery

Here, the location privacy issue is completely different from that of the cooperative sensingbased CRN s. In fact, as explained in Section 2.2.1.2, each SU is now required to send its
exact location to DB in order to learn about spectrum opportunities in its vicinity. This makes
preserving the location privacy of SU s more challenging, since an adversary does not need to
perform any extra computation to estimate the position, and the location information here could
be easily extracted from the query itself. Thus, location information preserving schemes for
database-based CRN s need to be designed with two conflicting goals: i) hiding or not including SU ’s location information in the query to be sent to DB , and ii) in response to a SU ’s
query, DB needs to inform SU about spectrum availability in SU ’s vicinity. The second goal
above somehow entails that DB needs to know where SU is located at, and thus, meeting these
two conflicting requirements is very challenging. As we will see later, this cannot be achieved
without making some performance tradeoffs.
2.4.2.1

Threat models

Several threat models are considered in the literature to study and address SU s’ location
privacy issue in database-driven CRN s:
• Dolev–Yao threat model: The adversary, usually an intruder, can overhear, intercept, and
synthesize any message exchanged between SU s and DB . More specifically the adversary can learn the location of an SU from the query that the latter sends to DB to learn
spectrum opportunities. The adversary here is only limited by the constraints of the used
cryptographic schemes [231]. This model has been considered in several works [3, 239].
• Semi-honest or honest-but-curious threat model: The adversary, usually DB , follows the
sensing protocol honestly without changing any of its parameters, but shows some interest
in learning the location of target SU s [3,60,185,186]. This means that it responds to SU s
queries with correct spectrum availability information, but at the same time tries to learn
their whereabouts.
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• Malicious-entity threat model: DB , or an intermediate BS , may be malicious, i.e. they
can change protocol parameters to localize a target SU that is querying DB . In some situations, the malicious entity could even be a sophisticated adversary that has considerable
resources and has access to information from DB [240].
2.4.2.2

Location inference attacks

The most straightforward and basic attack is based on SU ’s query content. A SU needs to
include its exact location in its query to DB . This makes it vulnerable to an intruder, that can
learn its location by eavesdropping its queries, or even to DB that has access to these queries.
Typically, DB ’s response to a SU ’s query contains spectrum availability information; e.g., the
list of available channels in SU ’s vicinity and the maximum allowed transmit powers in each of
these available channels. An adversary that has access to this information could localize a target
SU by overlapping the availability areas of the different channels available at SU ’s location as
explained in Section 2.2.1.3.2. This kind of attack assumes that the adversary has knowledge
about the RF environment covered by DB as well as the activity and coverage of PU s. The
adversary can also exploit the fact that the allowable secondary transmit powers are highly correlated to the relative distance between a SU and a PU as discussed in Section 2.2.1.3.2. This
has been exploited by Zhang et al. [60] to identify a unified attack framework to localize both
SU s and PU s based on the M T P function introduced in [238]. The M T P calculated by DB is
divided into several levels based on the distance between SU and PU . Specifically, when this
distance is less than a certain protection radius, SU is not permitted to transmit on PU ’s channel. Beyond the protection radius, SU can transmit at an increased power level as its distance
from PU increases until it reaches the maximum allowed transmit power as regulated by FCC.
2.4.2.3

Location privacy preserving approaches

We summarize the approaches that are proposed in the literature to cope with the location
privacy issue in database-based spectrum discovery in Table 2.4 and we discuss them in more
details in the following. Generally speaking, most existing techniques attempt to protect SU s’
location privacy by adopting one of two techniques/concepts: k-anonymity [241] or PIR (private
information retrieval) [11].
As discussed in Section 2.3, k-anonymity-based approaches try to ensure that the probability
of identifying the location of a querying SU remains under 1/k, where k is the size of the
anonymity set to be received by the untrusted DB . k-anonymity-based approaches are known
to suffer from one major problem: they cannot achieve high location privacy without incurring
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substantial communication/computation overhead. Furthermore, it has been shown in a recent
study led by Sprint and Technicolor [242] that anonymization based techniques are not efficient
in providing location privacy guarantees, and may even leak some location information.
For instance, Zhang et al [60] rely on the k-anonymity concept to provide a location privacy
preserving mechanism to protect the location privacy of both PU s and SU s. The proposed
scheme requires that each SU queries DB by sending a square cloak region that includes its
actual location instead of just sending this location. SU keeps querying DB using the same
cloak region to avoid further location information leakage. This scheme requires a tradeoff
between high location privacy and spectrum utility, which means that achieving a high location
privacy level results in a decrease in spectrum utility. This limits the applicability of this kind
of approaches as they impact the main goal of CRN s which is optimizing spectrum utilization
efficiency. As discussed earlier, a good approach should provide location privacy to SU s but
without hindering the functioning of CRN s.
k-anonymity is also used by Li et al. [186] to protect SU s’ location privacy during the commitment phase in which SU s have to register the channels that they are planning to use as
explained in Section 2.2.1.3.2. In this approach, SU s first send their channel requests to the
BS that they are associated with, using pseudonyms that are randomly generated by a certification authority. BS , then, queries DB on behalf of the querying SU s using their pseudonyms.
After that, DB performs hash matching of SU s’ pseudonyms with a hash matrix provided by
the certification authority to verify SU s’ pseudonyms. Subsequently, DB assigns a set of channels to BS based on the latter’s location. BS then allocates the channels to its SU s using a
coloring model to prevent interference between them. Finally, BS registers the used channel
of each SU in DB by including dummy information to provide k-anonymity to the utilization
information. This is done by registering more channels than the number of SU s’ requests to confuse attackers and prevent them from using the utilization information to localize SU s. Using
BS to register the used channels helps cutting off the relation between the registered channels
and SU s’ identities, which makes it harder for DB to associate this information to corresponding SU s and, hence, localize them. Thus, the proposed scheme can decrease the probability of
localizing SU s. However, it requires that BS is trustworthy or it would not be able to protect
SU s’ location. This assumption is not usually realistic as it is hard to guarantee trustworthiness
in practice. It suffers from the fact that the probability of localizing SU s increases as the number
of switching events increases or as the number of BS s decreases.
PIR-based approaches [3, 184, 185], on the other hand, offer much better privacy than k-
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Table 2.4: Location privacy preserving schemes in database-driven spectrum opportunities discovery
Countermeasures

Attacks Considered

Zhang et al. [60]

- Location inference from
maximum transmission
power
- Location inference from
channel switch

Techniques

Pros

Cons

- Cloaking the query of
SU within a square region
based on k-anonymity

- Provides location privacy for both
SU s and PU s

- High location privacy degrades
spectrum utility

- Adversaries cannot link usage information to SU s

- The probability of geolocating
SU s increases with the number of
available channels.

- Intermediate base stations to forward SU s’
queries to DB
Li et al. [186]

- Location inference from
spectrum utilization information

- Intermediate base stations for spectrum allocation

- Decreases SU s’ geolocation probability

- k-anonymity for registering used channels
- Location inference from
query
Gao et al. [3]

- Location inference from
spectrum utilization information

Grissa et al. [59]

- Location inference from
query

Troja et al. [184]

- Location inference from
query

Troja et al. [185]

- Location inference from
query

Zhang et al. [240]

- Location inference from
query

- Query blinding via PIR

- Low communication overhead

- Spectrum mobility reduction

- Reduces the localization probability of SU s

- Sending portion of
DB to SU using cuckoo
filter

- Very low computational overhead

- Collaboration between
SU s

- Provides ideal location privacy

- Minimal number of PIR queries
via collaboration between SU s

- private information retrieval

- Takes into account SU ’s mobility

- Hilbert space filling
curve indexing of DB

- Takes into account SU ’s mobility

- private information retrieval
- Random obfuscation using Laplacian noise

- The probability of geolocating
SU s increases with the number of
switching events

- High computational overhead

- Large communication overhead if
DB is huge
- Large communication overhead
- Relatively high computational
overhead

- Minimal number of PIR queries
via trajectory prediction

- Relatively high computational
overhead

- Provides differential location privacy for both SU s and PU s

- Increasing the location privacy
level decreases the utility of both
PU s and SU s
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anonymity-based approaches, but incur substantial computation and communication overhead,
thus limiting their practical use for CRN s [208], unless used judiciously as discussed in Section 2.3. For instance, Gao et al. [3] propose a PIR-based location information preserving
scheme by adopting the PIR protocol of Trostle et al. [243]. Instead of sending its location,
SU hides its coordinates within other locations and transforms this information in such a way
that SU is the only one that can revert it. Upon receiving the blinded query, DB multiplies it
with the spectrum availability information matrix and sends the outcome back to SU . SU will
be able to only retrieve the availability information in its location using the secure parameters
that it used to transform the original query. SU is the only one who knows the blinding factors
and the transformation used to transform the original query. Hence, only SU can recover the
spectrum availability information from the result sent by DB . However, this approach suffers
from large computational overhead which is due to the use of the PIR protocol, known to be
expensive to execute as we highlighted earlier.
Grissa et al. [59] propose an approach that offers an unconditional privacy to SU s within the
DB ’s coverage area. This approach uses set membership data structure, more precisely cuckoo
filter [244], to send a compressed version of DB to SU . In this scheme, SU only sends its
characteristics, but not its location, to DB , which it uses to adapt the content of the cuckoo filter.
After receiving the filter, SU constructs a query that includes its location and a combination
of other parameters (e.g. band frequency, transmission power level, etc) and queries the filter
to check whether it contains the constructed query. If it is the case, SU can deduce that the
channel is available and can use it by following the parameters specified in the query. Otherwise,
SU concludes that the specified combination does not exist in DB and keeps querying the filter
with different combinations until it finds one or reaches the filter’s capacity. Obviously, the main
advantage of this scheme is that it provides optimal location privacy to SU s as opposed to the
other approaches. However, it incurs a relatively large communication overhead especially when
the size of DB is huge. The authors try to address this issue by proposing to sacrifice one of
SU ’s coordinates to considerably reduce the size of the filter while providing reasonable privacy.
This is not needed when the size of DB is not large.
Troja et al. [184] propose another PIR-based approach to protect the location privacy of
mobile SU s. The PIR mechanism used in this work allows a SU to learn spectrum availability in multiple-cell block containing its current cell. As they move, SU s gradually develop a
trajectory-specific spectrum knowledge cache, via a series of PIR queries. SU s within communication range of each other form groups and interact in a peer-to-peer (P2P) manner to privately
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exchange their anonymized cached channel availability information. This reduces considerably
the number of PIR queries as less SU s need to query DB since they could learn opportunities
from SU s within their group. However, this still incurs large communication cost and relatively
high computational overhead, especially when the group size is relatively large.
Troja et al. [185] propose another PIR-based privacy-preserving protocol that relies on the
Hilbert space filling curve which is a continuous fractal that maps space from 2-D to 1-D [245].
DB is indexed based on this curve to address SU s’ mobility which allows neighboring cells
to be stored in consecutive locations in DB . DB is split into multiple disjoint segments which
enables SU to retrieve channel availability information for a large number of consecutive cells
surrounding SU ’s location with a single PIR query. SU s use trajectory information, known
a priori or generated on the fly via a prediction mechanism, to minimize the number of future
PIR queries as a SU can obtain availability information for current and future positions in just
one query. Despite its merit in providing location privacy to mobile SU s with efficient communication overhead, this approach incurs relatively large computational overhead. The main
advantages of this scheme are that it considers mobile SU s and exploits trajectory information
to reduce the number of PIR queries to DB in order to reduce overhead. However, it still suffers
from one of the well known limitations of PIR-based approaches, i.e. the high computational
overhead, despite its nice effort in reducing the number of required queries.
Other approaches try to adapt the differential privacy concept, explained in Section 2.3, and
apply it in the context of database-driven CRN s. For instance, Zhang et al. [240] propose an approach to protect bilateral location privacy of both PU s and SU s. SU s obfuscate their location
using a two dimensional Laplacian distribution noise satisfying the -geo-indistinguishability
mechanism, derived from differential privacy, introduced in [222]. The obfuscation depends on
the privacy preserving level that is decided by both SU s and PU s by solving an optimization
problem that maximizes their bilateral utility. SU sends its obfuscated location along with the
privacy level which represents the maximum distance that separates the sent location from the
actual location. Based on these parameters, DB decides about the transmit power and radius
or distance from PU that SU cannot exceed. The main advantage of this approach is that it
provides differential location privacy for both PU s and SU s while allowing them to adjust their
privacy level to maximize their utility. However, as this approach aims to maximize both the
utility and privacy level, which are always conflicting, increasing the privacy level of both PU s
and SU s often results in decreasing their utility, and striking a balance is challenging.
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2.4.2.4

Performance metrics and tradeoffs

2.4.2.4.1

Performance metrics

Computational complexity: Making sure that these schemes do not require heavy computation at both ends, SU and DB , is crucial to the design of such schemes. This is important
merely because these SU devices, again, are usually resource constrained (in both energy and
CPU), and the applications running on them may not tolerate delays. In addition, it is highly
desirable not to overwhelm DB by involving it in heavy computations, which can lead to congestion. Several works (e.g., [3, 59, 184, 185]) use this as a metric for assessing the effectiveness
of their proposed approaches. For example, Troja et al. [185] captures the computation overhead
by measuring the average cumulative response time that their proposed scheme leads to. This
time includes the query generation time at SU , the processing time at DB , the network transfer
time, and the resulting extraction time at SU .
Communication overhead: Another crucial performance metric is to assess how much
network data the proposed scheme generates. This assesses whether adding a privacy preserving
scheme would inundate the network and degrade its performance. Indeed, a large communication
overhead may introduce a considerable delay that may leave the spectrum availability outdated
and cause interference to PU s if SU s decide to use channels based on this outdated information.
Location privacy level: In addition to the privacy concepts discussed in Section 2.4.1.4.1,
the following can be used to assess the privacy level of any given scheme.
• Localization probability: This is basically the probability that a SU is geolocated successfully by an attacker under a given scheme. It may be influenced by different parameters,
e.g. the number of channel switching events, the number of BS s in the network, etc.
Some approaches like [186] have considered this metric to evaluate their approach’s privacy level.
• Size of possible location set: This measures the granularity of the location that an attacker
can infer about a SU . A privacy preserving scheme fails completely to protect the location
of a SU if the size of this set is equal to 1, which means that the attacker has succeeded to
determine the exact cell in which SU is located [3].
2.4.2.4.2

Performance tradeoffs

Location privacy vs. spectrum utilization: This tradeoff consists on sacrificing some utility to provide high location privacy guarantees. This means that seeking a higher privacy level
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will necessary reduce the utility in question. For instance, Zhang et al. [60] make a tradeoff
between the location privacy of both SU s and PU s, and spectrum utilization. SU s and PU s
can adjust their privacy levels to maximize their utilities. In this case, increasing the location
privacy level would decrease the spectrum utilization and vice versa.
False positive rate vs ideal privacy: Some approaches, like [59], use set membership data
structures to construct a compact representation of DB and make SU s query it for spectrum
availability. However, this kind of data structures, despite its efficiency in compacting large sets
of data, could introduce some false positives when it is queried. This means that the result of
query may reveal that a channel is available while in reality it is not. Some data structures,
like the cuckoo filter used in [59], give the possibility to control this rate. Minimizing this rate
will, however, increase the communication overhead. So the tradeoff here is to allow some false
positives in the filter to guarantee ideal privacy to SU s.

2.4.3

Summary

In this section, we discussed the location privacy issues in the spectrum opportunity discovery
component for both cooperative spectrum sensing-based and database-driven spectrum discovery. We detailed the different threat models and attacks that target the location information of
SU s. We then presented the different approaches that are proposed in the literature to deal with
these issues. Finally, we explained the different performance metrics that are or could be used
to assess the efficiency and the privacy level of location privacy preserving protocols in CRN s.
In the following section, we will follow the same structure and reasoning to discuss the location
privacy issues in the remaining CRN components.

2.5

Location privacy preservation in other CRN components

In this Section, we investigate SU s’ location privacy issue in the remaining CRN components
of the cognition cycle. Unlike the spectrum opportunity discovery component, much less attention has been given by the research community to the location privacy issue in these components.
The design goals of privacy preserving schemes for each of these components are then to address
the sources of location information leakages discussed in Section 2.2.2 (spectrum analysis), Section 2.2.3 (spectrum sharing), and Section 2.2.4 (spectrum mobility).
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2.5.1

Threat models

The same threat models that we have discussed previously in the spectrum opportunity discovery
phase apply to the remaining components of the cognition cycle. Thus, we skip these threat
models here and we refer the reader to Sections 2.4.1 (cooperative spectrum sensing) and 2.4.2
(database-based spectrum opportunity discovery) for more details.

2.5.2

Location inference attacks

Some of these attacks may target SU ’s location during the dynamic spectrum auction process.
For instance, Liu et al. [2] identify an attack that exploits two sources of leakage, highlighted in
Section 2.2.3.3.3: bid channels and bid prices. The first attack uses bid channels (i.e. channels
that are bid for by a SU ). As explained earlier, a SU bids only for channels that are available
for it, i.e. SU belongs to the complement area of each corresponding PU ’s coverage. Hence, a
malicious auctioneer can use the SU ’s available set of channels, obtained from the SU ’s bids,
to decrease its possible location range by intersecting the complements of the corresponding
PU ’s coverage areas as shown in Figure 2.11. The second attack exploits the bid prices, which

Figure 2.11: An example of the attacks identified in [2] which first estimate the position of an SU to be
in the intersection of the available areas of channels 1, 2 and 3. Then, the attacker further narrows down
the estimated area by picking the cell having the smallest distance between the exact channels’ qualities
and those estimated from bid prices.
depend on the quality and characteristics of the spectrum known to be highly correlated to SU ’s
location. It could be used after the first attack to further narrow down the possible location area
of the target SU . A higher bid price means that the SU perceives a high spectrum quality, and
hence, the auctioneer can estimate the channel quality perceived by a SU from the SU s’ bid price
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information. Since an attacker can easily have (or can reasonably be assumed to have) access
to the statistics of channels’ qualities in each cell, it can then compute the distance between
these exact channels’ qualities and those estimated from bid prices. The cell with the minimum
distance corresponds then to SU ’s location with high probability, as depicted in Figure 2.11.
Other attacks may exploit the spectrum utilization information to localize SU s as explained
in Section 2.2.4. Gao et al. [3], for example, identify an attack that infers SU s’ location in
database-driven CRN s by exploiting the channels’ utilization information. The first component
of the proposed attack arises from the fact that a SU cannot access a PU channel if the PU is
present, and hence, if a SU is active in the presence of a PU , then the SU must be outside the
PU ’s coverage area. This gives the attacker a clue that the SU is located at the complement of
the PU ’s coverage area. If the CRN covered area is modeled as a grid, as shown in Figure 2.12,
the adversary keeps incrementing a score, initially initialized to 0, for each cell that belongs to
an available area of a specific channel. The location of the target SU will be the cell with the
maximum score, which represents the area where all available areas of the channels overlap as
illustrated in Figure 2.12. The second component of the proposed attack relies on the fact/event

Figure 2.12: An example of the attack identified in [3] which uses the complement of the coverage area
of each transmitting PU to gradually localize an SU by incrementing a score for each cell situated outside
the coverage area of each PU . The inferred location willl be the cell with the highest score.

that a SU plans to switch from some channel chn k1 to another channel chn k2 when PU k1
returns to its channel. In this situation there are two possible scenarios: First, when PU k2 is also
present and is using its channel chn k2 . In this case, since SU cannot interfere with PU k2 , the
attacker can learn that the target SU is situated in the PU k1 coverage area and the complement
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Table 2.5: Location privacy preserving schemes in spectrum sharing and spectrum mobility
Countermeasures

Attack Considered

Liu et al. [2]

- Location inference from
Bid channels and prices

Zhang et al. [239]

- RSS -based PHY-layer
attack

Techniques
- Prefix
matching

membership

Pros

Cons

- Efficient in thwarting attacks that
use bid prices

- Requires a trusted third party

- HMAC

- Defends to some extent against attacks that exploit bid channels

- Random power perturbation

- Mitigates a PHY-layer attack
which is usually hard to thwart

- Low communication overhead
Gao et al. [3]

- Location inference from
spectrum utilization information

- Spectrum mobility reduction

- Reduces the localization probability of SU s

- Requires a tradeoff between location privacy and auction performance
- High location privacy level incurs
significant degradation of network
throughput
- High computational overhead
- The localization probability of
SU s increases with the increase of
channel switches.

of PU k2 coverage area. Second, when PU k2 is absent. In this case, the adversary can learn that
SU must be within the coverage area of PU k1 , as it must have switched to chn k2 after PU k1 ’s
return. This same attack is also used by Zhang et al. [60] as a second component of their attack
framework.
Physical-layer information based attacks are also possible during the spectrum sharing process. In fact, an adversary can directly extract position-related parameters like RSS , AoA, ToA,
etc, from SU s’ signals and exploit them to locate SU s, as explained in Section 2.4.1.2. As an
example, this kind of attacks is considered by Zhang et al. [239].

2.5.3

Location privacy preserving approaches

Few works have addressed the location privacy issue in spectrum sharing and mobility but none,
to the best of our knowledge, have addressed this problem during spectrum analysis phase. These
works are summarized in Table 2.5.
2.5.3.1

Spectrum sharing

Some approaches try to prevent the location information leakage by hiding sensitive information exchanged during spectrum auction, e.g. location, bid channels, and bid prices, as discussed
in Section 2.2.3. Liu et al. [2] propose an approach that aims to preserve the location privacy of
the SU s that participate in spectrum auction. This approach consists of two main components:
The first component enables SU s to submit their encrypted locations and bid prices, while allowing the auctioneer to construct the conflict graph (explained in Section 2.2.3.1.1) and determine
the maximum bid price. This is done using HMAC [246] and the prefix membership verification
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scheme proposed in [247]. The second component enables the auctioneer to launch the auction using a greedy spectrum allocation algorithm to allocate the spectrum among SU s and a
charging algorithm to securely determine the winning bids with the help of a trusted third party.
Despite its merit in reducing the effectiveness of some of the attacks presented in Section 2.5.2,
and increasing the location privacy of SU s by hiding the bid prices and channels, this scheme
suffers from some limitations. First, it relies on a trusted third party which is not always realistic.
Second, it cannot achieve high location privacy without degrading the auction’s performance.
Other approaches try also to prevent physical-layer based attacks during spectrum sharing,
where attackers can capture the target SU s’ transmitted signal when they try to access the spectrum and use it to extract position related measurements like RSS , ToA, AoA, etc, as explained
in Section 2.2.1.3.1. For instance, Zhang et al. [239] try to prevent attackers from measuring
RSS and using it to localize SU s following some of the approaches presented in Section 2.4.1.2.
The authors propose to rely on a random power perturbation approach where SU s perturb their
power transmission level to obfuscate their RSS values measured at the adversary side. This
perturbation consists of reducing the transmission power to prevent an attacker from correctly
estimating SU s’ positions. They also provide a design of a socially-aware spectrum sharing
algorithm that can operate well together with the power perturbation based privacy protection
approach. The main advantage of this scheme is that it tries to address a physical-layer attack
that is usually hard to prevent. However, the main shortcoming of this approach comes from the
fact that the higher the privacy level, the more significant the degradation of network throughput. This means that using their scheme to preserve the location privacy of SU s would degrade
system performance.
2.5.3.2

Spectrum mobility

Spectrum mobility necessarily involves the usage of different spectrum bands over time and
as SU s move. However, as explained in Section 2.2.4.2, spectrum utilization information can
become a serious source of location information leakage especially when the number of used
channels increases. Gao et al. [3] propose a technique to prevent this in database-driven CRN s
by relying on two observations: The first is that higher location information leakage takes place
during the channel switching process; i.e., when SU switches from one channel to another. This
means that if there is a way to make a SU only switch to a channel that it has already used
previously, then this would not give extra information that could be exploited by the adversary.
The second is that SU s that choose the most stable channels are less likely to switch channels.
Based on these two observations, each SU constructs a list that stores its used channels and a
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prediction list that contains the prediction of the duration of channels availability. SU chooses
a channel from the first list, containing the usage history, if it is available. Otherwise, SU uses
the second list containing the predicted availability duration of each channel to make sure that it
picks the one with the best estimated duration, i.e. the most stable. Despite its merit in reducing
the localization probability of SU s, this approach does not completely thwart the attack based
on SU ’s spectrum mobility. It just reduces the action space of the adversary which is still able
to approximate SU ’s location when it tunes to other channels. Hence, as the number of channel
switching events increases, the localization probability increases. In addition, it suffers from a
relatively high computational overhead.

2.5.4

Performance metrics and tradeoffs

2.5.4.1

Performance metrics

Computational complexity: This is again an essential metric that needs to be used to evaluate any proposed scheme. It has already been discussed in previous sections.
Communication overhead: This is also an essential metric due to bandwidth constraints in
CRN s, and has also been discussed in previous sections.
Privacy level: The approaches used here are very similar to the approaches stressed in
the previous sections. For instance, Liu et al. [2] rely on the previously discussed concepts of
uncertainty and incorrectness (see Section 2.4.1.4.1) to assess the privacy level of their proposed
scheme. Another metric could be the number of used channels as it is important to minimize
the frequency of SU s’ switching events to avoid attacks relying on the channel utilization as
explained in Section 2.5.2. So, the number of used channels could be seen as a suitable metric
to evaluate how a privacy-preserving scheme performs in preventing such attacks as done in [3].
2.5.4.2

Performance tradeoffs

As in the spectrum discovery phase, designing location privacy preserving protocols for
spectrum analysis, sharing and mobility may require some tradeoffs between providing location privacy and maintaining some utility. For example, Zhang et al. [239] consider making
tradeoffs between achieving high location privacy and maintaining high network throughput. Indeed, increasing the location privacy level using their approach, as explained in Section 2.5.3, is
equivalent to increasing the perturbation level on the transmission power of SU s to prevent the
adversary from accurately localizing them. However, as the perturbation level increases, and so
does the privacy level, the network throughput decreases, hindering thus the CRN performance.
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2.5.5

Summary

In this section, we discussed the location privacy issues in the spectrum analysis, spectrum sharing and spectrum mobility components. We detailed the different threat models, location inference attacks, and location privacy preserving approaches that are proposed in the literature to
protect the location privacy in CRN s with a focus on the aforementioned components. Finally,
we explained the different performance metrics that could be used to assess the efficiency and
the privacy level of location privacy preserving protocols in these components. In the following
section, we will discuss some of the open research problems and challenges with respect to the
location privacy in CRN s.

2.6

Open research problems

There are still open research problems that could be further investigated when it comes to location privacy in CRN s. The following is a list of some of these challenges.
Location privacy in spectrum analysis: Location privacy issues arising during the spectrum analysis process have received little attention by the research community in spite of, as
discussed in Section 2.2.2, the several vulnerabilities and sources of location information leakage this process has. Much work still needs to be done when it comes to investigating inference
attack models that can exploit these sources of leakage, as well as developing countermeasure
solution protocols that tackle those inference attacks. For instance, an attack framework could
combine information like topology, connectivity, interference and REM to localize SU s, since
this information could be accessible during the spectrum analysis process as highlighted in Section 2.2.2. To the best of our knowledge, none of the existing works have exploited these vulnerabilities, nor did they try to defend them.
Location privacy in spectrum sharing and mobility: Not many approaches in the literature
have addressed the location privacy issue in these components of the cognition cycle despite the
amount of information that could be leaked during spectrum sharing and mobility as stressed in
Sections 2.2.3 & 2.2.4. This is still an open issue that requires further efforts from the research
community.
Location privacy in distributed cooperative sensing: The research efforts on providing
location privacy to SU s in cooperative spectrum sensing have focused on centralized approaches
but little has been done to address this issue for distributed cooperative sensing. Little work has
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been done in this regard (e.g. [77]); this research area is still not mature enough and requires
further investigation.
Location privacy with malicious adversaries: Most of the existing location privacy preserving protocols in CRN s consider attack scenarios that assume no collusion between the different network entities; for example, in the context of cooperative spectrum sensing, it is almost
always assumed that there is no collusion between FC and some SU s. However, it is not unrealistic to assume that different entities can collude with one another to infer location information,
especially that collusion often leads to better inference. Techniques that address colluding attackers still need to be developed and investigated, as not much has been done in this regard.
Location privacy for crowdsourced spectrum sensing: Crowdsourcing is an emerging
tool that is gaining lots of interest in the context of CRN s. It enables the discovery of spectrum
opportunities in regions with insufficient presence of SU s. In such cases, one can rely on other
users (not necessary SU s) to assess which and whether other channels are available, mainly
through an open call kind of process. To participate, these other users can be encouraged through
various types of incentives (e.g., monetary, credit, etc.). In the context of CRN s, crowdsourcing
suffers from location privacy risks that may expose the whereabouts of participating mobile
users. Dealing with this issue is still an open problem and only a few works in the literature have
dealt with it [53].
Location privacy of PU s: This is another direction that is worth investigating, as the
location of PU s could be of paramount importance, especially in the case of military incumbent
systems that have stringent requirements in terms of security and privacy. Also, CRN solutions
that rely on the cooperation of PU s may fail or poorly perform if PU s are concerned about their
location privacy. Addressing the location privacy of PU s is still in its infancy, and more still
needs to be done [60, 238, 240, 248].
Location privacy in emerging CR-based technologies: Emerging CR-based technologies [249] may bring additional location privacy challenges on top of the ones that we have
discussed in this paper. For instance, in cognitive radio-based cellular networks [250–252], multiple base stations may localize or track SU s as they move across different cells. The relatively
small size of the cells in this kind of networks could make it easier to localize SU s. In CRN enabled smart grids [253–255], smart meters act as SU s and opportunistically search for the
available spectrum to transmit their data. The location privacy concern here is quite different as
it does not involve tracking a user but can lead to identifying his own personal address if a smart
meter is localized. The location information when augmented with power consumption data sent
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by the smart meters can further reveal the presence or absence of home owners and could lead
to burglary for example. Another emerging CR-based technology is cognitive radio sensor networks (CRSN ) [256, 257] where the sensor nodes are required to sense the environment and
also the spectrum. Depending on the spectrum availability, sensor nodes, acting as SU s, transmit their readings in an opportunistic manner to their next hop cognitive radio sensor nodes, and
ultimately, to the sink. As the sensor nodes exchange their sensing results of both the spectrum
and the environment with other nodes, this presents considerable threats to the location privacy
of these nodes and makes CRSN inherit the location privacy issues of both W SN s and CRN s.
All of these technologies share similar privacy threats but also have their unique vulnerabilities
as well. Thus, there cannot be a one-fits-all solution to address the location privacy in these
technologies, and further research efforts need to be made to investigate and address issues that
are specific to each of these technologies.
Location privacy in multi-database-driven CRN s: As FCC has already approved several companies to administrate, operate and manage spectrum databases, leveraging the existence
of these multiple databases (which are inherent to spectrum database-driven dynamic spectrum
sharing) opens up a new class of very promising, spectrum access techniques that can guarantee
the protection of users’ location privacy information yet without incurring significant overhead.
This area has not been explored yet, and research efforts need to be made to investigate the
potential of such an approach.

2.7

Conclusion

In this survey, first, we have investigated SU s’ location privacy issues in CRN s by exploring
each functional component and identifying its inherent vulnerabilities. Then, we have discussed
when and why generic and well known privacy enhancing approaches cannot be applied offthe shelf to provide location privacy for SU s. After that we have explored existing attacks and
approaches for providing location privacy solutions in the different CRN components. Finally,
we have highlighted some related open research problems that require future investigation and
attention.
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Abstract
Cooperative spectrum sensing, despite its effectiveness in enabling dynamic spectrum access, suffers from
location privacy threats, merely because Secondary Users (SU s)’ sensing reports that need to be shared
with a fusion center to make spectrum availability decisions are highly correlated to the users’ locations. It
is therefore important that cooperative spectrum sensing schemes be empowered with privacy preserving
capabilities so as to provide SU s with incentives for participating in the sensing task. In this paper, we
propose privacy preserving protocols that make use of various cryptographic mechanisms to preserve
the location privacy of SU s while performing reliable and efficient spectrum sensing. We also present
cost-performance tradeoffs. The first consists on using an additional architectural entity at the benefit of
incurring lower computation overhead by relying only on symmetric cryptography. The second consists
on using an additional secure comparison protocol at the benefit of incurring lesser architectural cost
by not requiring extra entities. Our schemes can also adapt to the case of a malicious Fusion Center
(FC ) as we discuss in this paper. We also show that not only are our proposed schemes secure and more
efficient than existing alternatives, but also achieve fault tolerance and are robust against sporadic network
topological changes.

3.1

Introduction

Cooperative spectrum sensing is a key component of cognitive radio networks (CRN s) essential
for enabling dynamic and opportunistic spectrum access [106, 252, 258]. It consists of having
secondary users (SU s) sense the licensed channels on a regular basis and collaboratively decide
whether a channel is available prior to using it so as to avoid harming primary users (PU s). One
of the most popular spectrum sensing techniques is energy detection, thanks to its simplicity
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and ease of implementation, which essentially detects the presence of PU ’s signal by measuring
and relying on the energy strength of the sensed signal, commonly known as the received signal
strength (RSS ) [14].
Broadly speaking, cooperative spectrum sensing techniques can be classified into two categories: centralized and distributed [258]. In centralized techniques, a central entity called fusion
center (FC ) orchestrates the sensing operations as follows. It selects one channel for sensing
and, through a control channel, requests that each SU perform local sensing on that channel and
send its sensing report (e.g., the observed RSS value) back to it. It then combines the received
sensing reports, makes a decision about the channel availability, and diffuses the decision back
to the SU s. In distributed sensing techniques, SU s do not rely on a FC for making channel
availability decisions. They instead exchange sensing information among one another to come
to a unified decision [258].
Despite its usefulness and effectiveness in promoting dynamic spectrum access, cooperative spectrum sensing suffers from serious security and privacy threats. One big threat to SU s,
which we tackle in this work, is location privacy, which can easily be compromised due to the
wireless nature of the signals communicated by SU s during the cooperative sensing process.
In fact, it has been shown that RSS values of SU s are highly correlated to their physical locations [19], thus making it easy to compromise the location privacy of SU s when sending out
their sensing reports. The fine-grained location, when combined with other publicly available
information, could easily be exploited to infer private information about users [259]. Examples of such private information are shopping patterns, user preferences, and user beliefs, just
to name a few [259]. With such privacy threats and concerns, SU s may refuse to participate
in the cooperative sensing tasks. It is therefore imperative that cooperative sensing schemes be
enabled with privacy preserving capabilities that protect the location privacy of SU s, thereby
encouraging them to participate in such a key CRN function, the spectrum sensing.
In this paper, we propose two efficient privacy-preserving schemes with several variants
for cooperative spectrum sensing. These schemes exploit various cryptographic mechanisms to
preserve the location privacy of SU s while performing the cooperative sensing task reliably and
efficiently.
In addition, we study the cost-performance tradeoffs of the proposed schemes, and show that
higher privacy and better performance can be achieved, but at the cost of deploying an additional
architectural entity in the system. We show that our proposed schemes are secure and more
efficient than their existing counterparts, and are robust against sporadic topological changes
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and network dynamism.

3.1.1

Related Work

Security and privacy in CRN s have gained some attention recently. Adem et al. [260] addressed
jamming attacks in CRN s. Yan et al. [261] discussed security issues in fully distributed cooperative sensing. Qin et al. [262] proposed a privacy-preserving protocol for CRN transactions using
a commitment scheme and zero-knowledge proof. Wang et al. [228] proposed a privacy preserving framework for collaborative spectrum sensing in the context of multiple service providers.
Location privacy, though well studied in the context of location-based services (LBS) [263,
264], has received little attention in the context of CRN s [2, 3, 19]. Some works focused on
location privacy but not in the context of cooperative spectrum sensing (e.g., database-driven
spectrum sensing [3, 59] and dynamic spectrum auction [2]) and are skipped since they are not
within this paper’s scope.
In the context of cooperative spectrum sensing, Shuai et al. [19] showed that SU s’ locations
can easily be inferred from their RSS reports, and called this the SRLP (single report location privacy) attack. They also identified the DLP (differential location privacy) attack, where a
malicious entity can estimate the RSS (and hence the location) of a leaving/joining user from
the variations in the final aggregated RSS measurements before and after user’s joining/leaving
of the network. They finally proposed PPSS to address these two attacks. Despite its merits,
PPSS has several limitations: (i) It needs to collect all the sensing reports in order to decode the
aggregated result. This is not fault tolerant, since some reports may be missing due, for example,
to the unreliable nature of wireless channels. (ii) It cannot handle dynamism if multiple users join
or leave the network simultaneously. (iii) The pairwise secret sharing requirement incurs extra
communication overhead and delay. (iv) The underlying encryption scheme requires solving the
Discrete Logarithm Problem, which is possible only for very small plaintext space and can be extremely costly. Chen et al. [265] proposed PDAFT , a fault-tolerant and privacy-preserving data
aggregation scheme for smart grid communications. PDAFT , though proposed in the context
of smart grids, is suitable for cooperative sensing schemes. But unlike PPSS , PDAFT relies
on an additional semi-trusted entity, called gateway, and like other aggregation based methods,
is prone to the DLP attack. In our previous work [229] we proposed an efficient scheme called
LPOS to overcome the limitations that existent approaches suffer from. LPOS combines order
preserving encryption and yao’s millionaire protocol to provide a high location privacy to the
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users while enabling an efficient sensing performance.

3.1.2

Our Contribution

In this paper, we propose two location privacy-preserving schemes for cooperative spectrum
sensing that achieve:
• Location privacy of secondary users while performing the cooperative spectrum sensing
effectively and reliably.
• Fault tolerance and robustness against network dynamism (e.g., multiple SU s join/leave
the network) and failures (e.g., missed sensing reports).
• Reliability and resiliency against malicious users via an efficient reputation mechanism.
• Accurate spectrum availability decisions via half-voting rules while incurring minimum
communication and computation overhead.
Compared to our preliminary works [266] and [229], this paper provides a more efficient
version of LPOS [229], referred to as LP-2PSS in this paper, that is also robust against malicious
users and adapted to a stronger threat model for FC . Besides, this paper provides another variant
of LP-3PSS [266] that improves the crytpographic end-to-end delay. Finally, this paper provides
an improved security analysis and more comprehensive performance analysis.
The reason why we present two variants is to give more options to system designers to decide
which topology and which approach is more suitable to their specific requirements. There are
tradeoffs between the two options. While LP-2PSS provides location privacy guarantees without
needing to introduce an extra architectural entity, it requires relatively high computational overhead due to the use of the Yao’s millionaires’ protocol. On the other hand, LP-3PSS provides
stronger privacy guarantees (as the private inputs are shared among 3 non-colluding entities) and
reduces the computational overhead substantially when compared to LP-2PSS, but at the cost of
introducing an extra architectural entity.
The remainder of this paper is organized as follows. Section 3.2 provides our system and
security threat models. Section 4.3 presents our preliminary concepts and definitions. Section 3.4
and 3.5 provide an extensive explanation of the proposed schemes. Section 3.6 gives the security
analysis of these schemes. Section 3.7 presents their performance analysis and a comparison
with existent approaches. Finally, Section 5.6 concludes this work.
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3.2
3.2.1

System and Security Threat Models
System Model

We consider a cooperative spectrum sensing architecture that consists of a FC and a set of SU s.
Each SU is assumed to be capable of measuring RSS on any channel by means of an energy
detection method [14]. In this cooperative sensing architecture, the FC combines the sensing
observations collected from the SU s, decides about the spectrum availability, and broadcasts the
decision back to the SU s through a control channel. This could typically be done via either hard
or soft decision rules. The most common soft decision rule is aggregation, where FC collects
the RSS values from the SU s and compares their average to a predefined threshold, τ , to decide
on the channel availability.
In hard decision rules, e.g. voting, FC combines votes instead of RSS values. Here, each
SU compares its RSS value with τ , makes a local decision (available or not), and then sends to
the FC its one-bit local decision/vote instead of sending its RSS value. FC applies then a voting
rule on the collected votes to make a channel availability decision. However, for security reasons
to be discussed shortly, it may not be desirable to share τ with SU s. In this case, FC can instead
collect the RSS values from the SU s, make a vote for each SU separately, and then combine all
votes to decide about the availability of the channel.
In this work, we opted for the voting-based decision rule, with τ is not to be shared with the
SU s, over the aggregation-based rule. Two reasons for why choosing voting over aggregation:
One, aggregation methods are more prone to sensing errors; for example, receiving some erroneous measurements that are far off from the average of the RSS values can skew the computed
RSS average, thus leading to wrong decision. Two, voting does not expose users to the DLP
attack [19] (which was identified earlier in Section 4.2). We chose not to share τ with the SU s
because doing so limits the action scope of malicious users that may want to report falsified
RSS values for malicious and/or selfish purposes.
In this paper, in addition to this 2-party (i.e., FC and SU s) cooperative sensing architecture
that we just described above, we investigate a 3-party cooperative sensing architecture, where a
third entity, called gateway (GW ), is incorporated along with the FC and SU s to cooperate with
them in performing the sensing task. As we show later, this gateway allows to achieve higher
privacy and lesser computational overhead, but of course at its cost.
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3.2.2

Security Threat Models and Objectives

We make the following security assumptions:
Security Assumption 1. (i) FC may modify the value of τ in different sensing periods to extract
information about the RSS values of SU s; (ii) GW executes the protocol honestly but shows
interest in learning information about the other parties; (iii) FC does not collude with SU s;
and (iv) GW does not collude with SU s or FC .
We aim to achieve the following security objectives:
Security Objectives 1. (i) Keep RSS value of each SU confidential; and (ii) Keep τ confidential. This should hold during all sensing periods and for any network membership change.

3.3
3.3.1

Preliminaries
Half-Voting Availability Decision Rule

Our proposed schemes use the half-voting decision rule, shown to be optimal in [267], and for
completeness, we here highlight its main idea. Details can be found in [267].
Let h 0 and h 1 be the spectrum sensing hypothesis that PU is absent and present, respectively.
Let Pf , Pd and Pm denote the probabilities of false alarm, detection, and missed detection,
respectively, of one SU ; i.e., Pf = P r(RSS > τ | h 0 ), Pd = P r(RSS > τ | h 1 ), and
Pm = 1 − Pd .
FC collects the 1-bit decision D i from each SU i and fuses them together according to the
following fusion rule [267]:

dec =


n
X



H
,
Di ≥ λ

 1
i=1

n
X



H
,
Di < λ

 0

(3.1)

i=1

FC infers that PU is present, i.e. H1 , when at least λ SU s are inferring h 1 . Otherwise, FC decides that PU is absent, i.e. H0 . Note that the OR fusion rule, in which FC decides H1 if at least
one of the decisions from the SU s is h 1 , corresponds to the case where λ = 1. The AND fusion
rule, in which FC decides H1 if and only if all decisions from the SU s are h 1 , corresponds
to the case where λ = n. The cooperative spectrum sensing false alarm probability, Qf , and
missed detection probability, Qm , are: Qf = P r(H1 | h 0 ) and Qm = P r(H0 | h 1 ).
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Letting n be the number of SU s, the optimal value of λ that minimizes Qf + Qm is λopt =
P

Pm
min(n, dn/(1 + α)e), where α = ln( 1−Pf m )/ ln( 1−P
) and d·e denotes the ceiling function.
f

The value of λopt comes from the half-voting rule presented in [267]. We use it since it was
proven in [267] to provide the best sensing performance in voting based cooperative sensing.
For simplicity, λopt is denoted as λ throughout this paper.

3.3.2

Reputation Mechanism

To make the voting rule more reliable, we incorporate a reputation mechanism that allows FC to
progressively eliminate faulty and malicious SU s. It does so by updating and maintaining a reputation score for each SU that reflects its level of reliability. Our proposed schemes incorporate
the Beta Reputation mechanism [268]. For completeness, we highlight its key features next;
more details can be found in [268] from which all computations in this subsection are based.
At the end of each sensing period t, FC obtains a decision vector, b(t) = [b 1 (t), . . . , b n (t)]T
with b i (t) ∈ {0, 1}, where b i (t) = 0 (resp. b i (t) = 1) means that the spectrum is reported to
be free (resp. busy) by user SU i . FC then makes a global decision using the fusion rule f as
follows:
dec(t) = f (w(t), b(t)) =

n
P



1

if


0

otherwise

wi (t)b i (t) ≥ λ
(3.2)

i=1

where w(t) = [w1 (t), w2 (t) . . . , wn (t)]T is the weight vector calculated by FC based on the
credibility score of each user, as will be shown shortly, and λ is the voting threshold determined
by the Half-voting rule [267], as presented in Section 3.3.1.
For each SU i , FC maintains positive and negative rating coefficients, %i (t) and ηi (t), that
are updated every sensing period t as: %i (t) = %i (t − 1) + ν1 (t) and ηi (t) = ηi (t − 1) + ν2 (t),
where ν1 (t) and ν2 (t) are calculated as

1
ν1 (t) =
0

b i (t) = dec(t)
otherwise


1
ν2 (t) =
0

b i (t) 6= dec(t)
otherwise

Here, %i (t) (resp. ηi (t)) reflects the number of times SU i ’s observation, b i (t), agrees (resp.
disagrees) with the FC ’s global decision, dec(t).
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FC computes then SU i ’s credibility score, ϕi (t), and contribution weight, wi (t), at sensing
period t as suggested in [268]:
%i (t) + 1
ϕi (t) =
%i (t)+ηi (t)+2

3.3.3

(3.3)

wi (t) = ϕi (t)/

n
X

ϕj (t)

(3.4)

j=1

Cryptographic Building Blocks

Our schemes use a few known cryptographic building blocks, which we define next before using
them in the next sections when describing our schemes so as to ease the presentation.
Definition 1. Order Preserving Encryption (OPE ): is a deterministic symmetric encryption
scheme whose encryption preserves the numerical ordering of the plaintexts, i.e. for any two
messages m1 and m2 s.t. m1 ≤ m2 , we have c1 ← OPE .EK (m1 ) ≤ c2 ← OPE .EK (m2 )
[235], with c ← OPE .EK (m) is order preserving encryption of a message m ∈ {0, 1}d under
key K, where d is the block size of OPE .
Definition 2. Yao’s Millionaires’ (YM ) Protocol [236]: is a Secure Comparison protocol that
enables two parties to execute ”the greater-than” function, GT (x, y) = [x > y], without disclosing any other information apart from the outcome.
Definition 3. Tree-based Group Elliptic Curve Diffie-Hellman (TGECDH ) [269]: is a
dynamic and contributory group key establishment protocol that permits multiple users to collaboratively establish and update a group key K.
Definition 4. Group Key independence: given a subset of previous keys, an attacker cannot
know any other group key.
Definition 5. Elliptic Curve Discrete Logarithm Problem (ECDLP) : given an elliptic
curve E over GF (q) and points (P, Z) ∈ E, find an integer x, if any exists, s.t. Z = xP .
Definition 6. Digital Signature: A digital signature scheme SGN is used to validate the authenticity and integrity of a message m. It contains three components defined as follows:
• Key generation algorithm (Kg): returns a private/public key pair given a security parameter 1κ , (SKDS , PKDS ) ← SGN .Kg(1κ ).
• Signing algorithm (Sign): takes as input a message m and the secret key SKDS and returns
a signature σ, σ ← SGN .Sign(SKDS , m).
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• Verification algorithm (Ver): takes as input the public key PKDS , m and σ. It returns 1 if
valid and 0 if invalid, {0, 1} ← SGN .Ver(PKDS , m, σ).
Note that communications are made over a secure (authenticated) channel maintained with
a symmetric key (e.g., via SSL/TLS) to ensure confidentiality and authentication. For the sake
of brevity, we will only write encryptions but not the authentication tags (e.g., Message Authentication Codes [270]) for the rest of the paper.
In the following we present the two schemes that we propose in this paper. For convenience
and before getting into the details of the proposed approaches, we have summarized the different
notations that we use in the remaining parts of this paper in Table 3.1.
Table 3.1: Notations
SU
FC
GW
RSS
γ
n
G
λ
τ
q
E
bi
dec
K
σ
w
T
PKDS
SKDS
kFC ,i
kGW ,i
kFC ,GW
(E, D)
(E, D)
OPE .E
ci
θi
ςi
ζ
chn i
L1
L2
L3
C (t)
µ

Secondary user
Fusion center
Gateway
Received signal strength
= |RSS | = |τ |
Average number of SU s per sensing period
Set of all SU s in the system
Optimal voting threshold
Energy sensing threshold
Large prime number for ECElG
Elliptic curve over a finite field GF (q)
Outcome of YM .ECElG between τ and RSS i
Final decision made by FC
Group key established by SU s
Digital signature
Vector of weights assigned to SU s
Table of ECElG ciphertexts exchanged in YM .ECElG
Public key used for the digital signature
Secret key used for the digital signature
Secret key established between FC & SU i
Secret key established between GW & SU i
Secret key established between FC & GW
ECElG encryption-decryption for YM .ECElG
IND-CPA secure block cipher encryption-decryption
OPE encryption
= OPE .EK (RSS i )
= Ek FC ,GW (OPE .Ek FC ,i (τ ))
= Ek GW ,i (OPE .Ek FC ,i (RSS i ))
= Ek FC ,GW ({b i }n
i=1 )
Secure authenticated channel between FC and SU i
History list including all values learned by {SU i }n
i=1
History list including all values learned by FC
History list including all values learned by GW
Average number of SU s joining the CRN at t
Average of the membership change process
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3.4 LP-2PSS
We now present our first proposed scheme, which is a voting-based approach designed for the
2-party cooperative spectrum sensing network, consisting of one FC and a set of SU s. Throughout, we refer to this scheme by LP-2PSS (location privacy for 2-party spectrum sensing architecture). LP-2PSS achieves the aforementioned security objectives via an innovative integration of
the OPE , TGECDH and YM protocols. Voting-based spectrum sensing offers several advantages over its aggregation-based counterparts as discussed in Section 4.3, but requires comparing
FC ’s threshold τ and SU s’ RSS s, thereby forcing at least one of the parties to expose its information to the other. One solution is to use a secure comparison protocol, such as YM , between
FC and each SU , which permits FC to learn the total number of SU s above/below τ but nothing
else. However, secure comparison protocols involve several costly public key crypto operations
(e.g., modular exponentiation), and therefore O(n) invocations of such a protocol per sensing
period, thus incurring prohibitive computational and communication overhead.
• Intuition: The key observation that led us to overcome this challenge is the following:
If we enable FC to learn the relative order of RSS values but nothing else, then the number
of YM invocations can be reduced drastically. That is, the knowledge of relative order permits
FC to execute YM protocol at worst-case O(log(n)) by utilizing a binary-search type approach,
as opposed to running YM with each user in total O(n) overhead. This is where OPE comes
into play. The crux of our idea is to make users OPE encrypt their RSS values under a group
key K, which is derived via TGECDH at the beginning of the protocol. This allows FC to
learn the relative order of encrypted RSS values but nothing else (and users do not learn each
others’ RSS values, as they are sent to FC over a pairwise secure channel). FC then uses
this knowledge to run YM protocol by utilizing a binary-search strategy, which enables it to
identify the total number of users above/below τ and then compares it to λ. As FC may try to
maliciously modify the value of τ as stated in Security Assumption 1, this makes it easier for it
to infer the RSS values of SU s, thus their location. We rely on digital signatures to overcome
this limitation. A digital signature is used by SU s to verify the integrity of the information that
was sent by FC during the execution of YM protocol and signed by the service operator as we
explain in more details next. This strategy makes LP-2PSS achieve SU s’ location privacy with
efficient spectrum sensing, fault-tolerance and network dynamism simultaneously.
Before we describe our protocol in more details, we first highlight how we improve the
YM protocol proposed in [271] as shown next.
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3.4.1

Our Improved YM .ECElG Scheme

To achieve high efficiency, we improve the YM protocol in [271], in which only the initiator
of the protocol learns the outcome, and call this improved scheme YM .ECElG. YM .ECElG,
described next, is used by our proposed LP-2PSS to perform secure comparisons. Our secure
comparison scheme improves YM protocol proposed in [271] in two aspects: (i) We adapt it
to work with additive homomorphic encryption (specifically ECElG) to enable compact comparison operations in Elliptic Curves (EC) domain. (ii) The final stage of YM .ECElG requires
solving ECDLP (Definition 5), which is only possible with small plaintext domains, and this is
the case for our 8-bit encoded RSS values required by IEEE 802.22 standard [272]. However,
despite small plaintext domain, solving ECDLP with brute-force is still costly. We improve
this step by adapting Pollard-Lambda method [273] to solve the ECDLP for the reverse map,
which offers decryption efficiency and compactness. The Pollard-Lambda method is designed
to solve the ECDLP for points that are known to lie in a small interval, which is the case for
RSS values [273]. Below, we outline our optimized YM .ECElG.
• Notation: Let γ = |RSS | = |τ | denote the size in bits of the RSS value of a SU and
τ of FC to be privately compared. Also, let n denote the average number of SU s per sensing
period, q be a large prime number, E an elliptic curve over a finite field GF (q), Z a point on
the curve with prime order m. (sk , pk ) is a private/public key pair of Elliptic Curve ElGamal
(ECElG) encryption [274], generated under (E , q, Z, m). Let π = (γ, E , q, Z, m, hsk , pk i) be
YM .ECElG parameters generated by FC which is the initiator of the protocol. YM .ECElG returns b ← YM .ElGamal (τ , RSS , π), where b = 0 if τ < RSS and b = 1 otherwise.
Only FC learns b but (FC , SU ) learn nothing else. For simplicity during the description of
YM .ECElG, we denote τ as x and RSS as y.
YM .ECElG, as in YM , is based on the fact that x is greater than y iff Sx1 and Sy0 have
a common element where Sx1 and Sy0 are the 1-encoding of x and the 0-encoding of y respectively. The 0-encoding of a binary string s = sγ sγ−1 . . . s1 ∈ {0, 1}γ is can be calculated as Ss0 = {sγ sγ−1 . . . si+1 1|si = 0, 1 ≤ i ≤ γ} and the 1-encoding of s is given by
Ss1 = {sγ sγ−1 . . . si |si = 1, 1 ≤ i ≤ γ}. For example, if we have a string s = 101101,
then Ss0 = {11, 10111} and Ss1 = {1, 101, 1011, 101101}. If we want to compare two values
x = 46 = 101110 and y = 45 = 101101, we need first to construct Sx1 = {1, 101, 1011, 10111}
and Sy0 = {11, 10111}. Since Sx1 ∩ Sy0 6= ∅, then x > y.
FC with a private input x = xγ xγ−1 . . . x1 generates π for encryption and decryption (E, D)
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then prepares a 2 × γ-table T [i, j], i ∈ 0, 1, 1 ≤ j ≤ γ such that T [xi , i] = E(1) and T [x̄i , i] =
E(ri ) for a random ri in the subgroup Gq and finally sends T to SU . SU with private input
y = yγ yγ−1 . . . y1 computes ct for each t = tl tγ−1 . . . ti ∈ Sy0 as follows
ct = T [tγ , γ] ⊕ T [tγ−1 , γ − 1] . . . ⊕ T [ti , i]

(3.5)

with ⊕ denotes Elliptic Curve point addition operations (⊕ replaces × in the original YM scheme).
SU then prepares l = γ − |Sy0 | random encryptions zj = (aj , b j ) ∈ G2q , 1 ≤ j ≤ l and permutes ct ’s and zj ’s to obtain ĉ1 , · · · , ĉγ which are sent back to FC that decrypts D(ĉi ) = mi ,
1 ≤ j ≤ γ via Pollard-Lambda algorithm [273] and decides x > y iff some mi = 0 (mi = 1 in
the original YM ). The different steps of this protocol are summarized in Figure 3.1.

Figure 3.1: YM .ECElG protocol

3.4.2 LP-2PSS Descitpion
Next we describe our proposed scheme LP-2PSS whose main steps are outlined in Algorithm 3.
• Initialization: The service operator sets up the value of energy threshold τ . FC sets up
ECElG crypto parameters, voting threshold and users reputation weights values. Initially, all
the users are considered credible so the weight vector w is constituted of ones. FC , then, constructs the table T used in YM protocol as described in Section 3.4.1 with τ as input using the
FC ’s ECElG public key pk . Notice here that since the same τ is always used during different
sensing periods, the table T can be precomputed during the Initialization phase. This considerably reduces this protocol’s computational overhead. Then the service operator that manages the
network signs T using a digital signature scheme with secret key SKDS . This digital signature
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Algorithm 1 LP-2PSS Algorithm
1:
2:
3:
4:
5:
6:
7:

8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:

Initialization: Executed only once.
Service operator sets τ .
FC generates π, sets λ and w ← 1.
FC pre-computes T using pk .
Service operator computes σ ← SGN .Sign(SKDS , T ).
Service operator shares PKDS with SU s.
G = {SU i }ni=1 establish K via TGECDH protocol.
FC establishes chn i with each SU i for i = 1, . . . , n.
Private Sensing: Executed every sensing period tw
SU i computes ci ← OPE .EK (RSS i ) for i = 1, . . . , n.
SU i sends ci to FC over chn i for i = 1, . . . , n.
FC sorts encrypted RSS values as cmin ≤ . . . ≤ cmax .
FC runs bidmax ← YM .ECElG (RSS max , τ , π) with SU idmax having cmax .
SU idmax verifies T using σ.
if SGN .Ver(PKDS , T, σ) = 0 then
SU idmax leaves the sensing
Go to Step 17.
if bidmax = 0 then dec ← Channel free, {bi }ni=1 ← 0.
else FC runs bidmin ← YM .ECElG(RSS min , τ , π) with SU idmin having cmin .
SU idmin verifies T using σ.
if SGN .Ver(PKDS , T, σ) = 0 then
SU idmin leaves the sensing
Go to Step 27.
if bidmin = 1 then dec ← Channel busy, {bi }ni=1 ← 1.
else
repeat
FC computes I ← BinarySearch(G)
FC runs bI ← YM .ECElG (RSS I , τ , π) with SU I having cI .
SU I verifies T using σ.
if SGN .Ver(PKDS , T, σ) = 0 then
SU I leaves the sensing
until RSS I−1 ≤ τ ≤ RSS I
FC assigns bi ← 0 for i = 1, . . . , I − 1 and bj ← 1 for j = I, . . . , n
n
P
FC computes v ←
wi × bi
i=1

if v ≥ λ then dec ← Channel busy
34:
else dec ← Channel free
n
35: FC updates {ϕi }n
i=1 and {wi }i=1 as in Eqs. (3.3) & (3.4)
return dec

33:

36:
37:
38:
39:

Update after G Membership Changes or Breakdown:
if SU (s) join/leave G or breakdown in tw then
New group G 0 form new K 0 using TGECDH .
FC updates λ and π as λ’ and π’, respectively, if required.
Execute the private sensing with (K 0 , λ0 , π 0 ).

93
is used to make sure that FC does not maliciously modify the value of τ to learn RSS values of
users and thus infer their locations. The service operator then shares the public key PKDS with
SU s to use it for verifying the integrity of T and thus of τ . SU s establish a group key K via
TGECDH , with which they OPE encrypt their RSS values during the private sensing. FC also
establishes a secure channel chn i with each user SU i .
• Private Sensing: Each SU i OPE encrypts its RSS i with group key K and sends ciphertext ci to FC over chn i . FC then sorts ciphertexts as cmin ≤ . . . ≤ cmax (as all RSS i s are
OPE encrypted under the same K) without learning corresponding RSS values, and the secure
channel chn i protects the communication of SU i from other users as well as from outside attackers. FC then initiates YM .ECElG first with the SU idmax that has the highest RSS value
RSS max . If it is smaller than energy sensing threshold τ , then the channel is free. Otherwise,
FC initiates YM .ECElG with the user that has RSS min . If it is greater than τ , then the channel
is busy. Otherwise, to make the final decision based on the optimal sensing threshold λ, FC runs
YM .ECElG according to the binary-search strategy which guarantees the decision at the worst
O(log(n)) invocations. Note that before participating in YM .ECElG, each SU first verifies the
integrity of T using the digital signature σ that was provided by the service operator as indicated
in Steps 12, 18 & 27. A SU that detects a change in the value of T refuses to participate in
the sensing to prevent FC from learning any sensitive information regarding its location. In that
case the system stops and the malicious intents of FC are detected.
In Steps 16, 22 & 31 of Algorithm 3, FC constructs the vector of local decisions of SU s
after running the private comparisons between τ and RSS values. Based on the decision vector
b and the weights vector w that was computed previously, FC computes v in Step 32 using
Equation 3.2 to finally make the final decision dec using voting threshold λ. FC then computes
the credibility score and the weights that will be given to all users in the next sensing period.
If SU i has a decision bi 6= dec, its assigned weight decreases. But if a SU makes the same
decision as FC , it is assigned the highest weight. The main steps of the private sensing phase
are summarized in Figure 3.2.
• Update after G Membership Changes or Breakdown: At the beginning of tw , if membership status of G changes, a new group key is formed via TGECDH , and then FC updates λ. If
some SU s breakdown and fail to sense or send their measurements, λ also must be updated. In
new sensing period, Algorithm 3 is executed with new parameters and group key.
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Figure 3.2: LP-2PSS’s Private Sensing phase

Choice of digital signature
Choosing the right digital signature scheme depends on the network and users constraints. In the
following we briefly discuss some of the schemes that could be applied in LP-2PSS.
One scheme that could be used is RSA [275] which is one of the first and most popular
digital signature schemes. RSA has a very large signature but offers a fast signature verification.
However, newer schemes outperform it in terms of signature and key size and/or computational
efficiency.
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Another scheme could be ECDSA [276] which is an elliptic curve analogue of the DSA
[277] digital signature scheme. It provides more compact signatures than its counterparts thanks
to the use of Elliptic Curve crypto. It has a moderate speed, though, in terms of verification
and encryption compared to RSA. It is more suitable for situations where the communication
overhead is the main concern.
One-time signatures, e.g. HORS [278] and its variants [279, 280], are digital signatures that
are based on one-way functions without a trapdoor which makes them much faster than commonly used digital signatures, like RSA. The main drawbacks of this kind of digital signatures
are their large size and the complexity of their ”one-timed-ness” which requires a new call to the
key generation algorithm for each use. In our context, we should not worry about the latter since
we sign T only once so we don’t have to regenerate the keys. In that case, one-time signatures
may be the best option when computation speed at SU s is the main concern.
NTRU [281] signature could also be applied here. It provides a tradeoff between signature
size and computational efficiency. Indeed it has a moderate signature size that is larger than
the one of ECDSA but it is faster than both ECDSA and RSA in key generation, signing and
verification.

3.5 LP-3PSS
We now present an alternative scheme that we call LP-3PSS (location privacy for 3-party spectrum sensing architecture), which offers higher privacy and significantly better performance than
that of LP-2PSS, but at the cost of deploying an additional entity in the network, referred to as
Gateway (GW ) (thus ”3P” refers to the 3 parties: SU s, FC , and GW ).
GW enables a higher privacy by preventing FC from even learning the order of encrypted
RSS values of SU s (as in LP-2PSS). GW also learns nothing but secure comparison outcome
of a RSS values and τ , as in YM but only using OPE . Thus, no entity learns any information
on RSS or τ beyond a pairwise secure comparison, which is the minimum information required
for a voting-based decision.
• Intuition: The main idea behind LP-3PSS is simple yet very powerful: We enable GW to
privately compare n distinct OPE encryptions of τ and RSS values, which were computed
under n pairwise keys established between FC and SU s. These OPE encrypted pairs permit
GW to learn the comparison outcomes without deducing any other information. GW then
sends these comparison results to FC to make the final decision. FC learns no information on
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RSS values and SU s cannot obtain the value of τ , which complies with our Security Objectives
1. Note that LP-3PSS relies only on symmetric cryptography to guarantee the location privacy of
SU s. Hence, it is the most computationally efficient and compact scheme among all alternatives
but with an additional entity in the system. LP-3PSS is described in Algorithm 4 and outlined
below.
Algorithm 2 LP-3PSS Algorithm
1:
2:
3:
4:
5:
6:

7:
8:
9:
10:
11:
12:
13:

Initialization: Executed only once.
Service operator sets τ .
FC sets λ and w ← 1.
FC establishes k FC ,i with SU i , i = 1, . . . , n.
GW establishes k GW ,i with SU i , i = 1, . . . , n.
FC establishes k FC ,GW with GW .
FC computes θi ← Ek FC ,GW (OPE .Ek FC ,i (τ )), i = 1, . . . , n and sends {θi }ni=1 to GW .
Private Sensing: Executed every sensing period tw
SU i computes ς i ← Ek GW ,i (OPE .Ek FC ,i (RSS i )), i = 1, . . . , n and sends {ς i }ni=1 to GW .
GW obtains OPE .Ek FC ,i (τ ) ← Dk FC ,GW (θi ) and OPE .Ek FC ,i (RSS i ) ← Dk GW ,i (ς i ), i =
1, . . . , n.
for i = 1, . . . , n do
if OPE .Ek FC ,i (RSS i ) < OPE .Ek FC ,i (τ ) then b i ← 0
else b i ← 1
GW computes ζ ← Ek FC ,GW ({b i }ni=1 ) and sends ζ to FC .
n
P
FC decrypts ζ and computes v ←
wi × bi
i=1

if v ≥ λ then dec ← Channel busy
15: else dec ← Channel free
n
16: FC updates {ϕi }n
i=1 and {wi }i=1 as in Eqs. (3.3) & (3.4)
return dec

14:

Update after G Membership Changes or Breakdown:
if SU j joins CRN then
18:
SU j establishes k FC ,j with FC and k GW ,j with GW .

17:

if SU s join/leave/breakdown then
FC updates λ as λ’.
21:
Execute the private sensing with λ’.
19:
20:

• Initialization: Service operator and FC set up spectrum sensing and crypto parameters.
Let (E, D) be IND-CPA secure [270] block cipher (e.g. AES ) encryption/decryption operations.
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FC establishes a secret key with each SU and GW . GW establishes a secret key with each
SU . FC encrypts τ with OPE using k FC ,i , i = 1 . . . n. FC then encrypts OPE ciphertexts
with E using k FC ,GW and sends these θi s to GW , i = 1 . . . n. Since these encryptions are done
offline at the beginning of the protocol, they do not impact the online private sensing phase.
FC may also pre-compute a few extra encrypted values in the case of new users joining the
sensing.
• Private Sensing: Each SU i encrypts RSS i with OPE using k FC ,i , which was used by
FC to OPE encrypt τ value. SU i then encrypts this ciphertext with E using key k GW ,i , and
sends the final ciphertext ς i to GW . GW decrypts 2n ciphertexts θi s and ς i s with D using
k FC ,GW and k GW ,i , which yields OPE encrypted values. GW then compares each OPE encryption of RSS with its corresponding OPE encryption of τ . Since both were encrypted
with the same key, GW can compare them and conclude which one is greater as in Step 10.
GW stores the outcome of each comparison in a binary vector b, encrpyts and sends it to FC .
Finally, FC compares the summation of votes v to the optimal voting threshold λ to make the
final decision about spectrum availability and updates the reputation scores of the users.
• Update after G Membership Changes or Breakdown: Each new user joining the sensing
just establishes a pairwise secret key with FC and GW . This has no impact on existing users. If
some users leave the network, FC and GW remove their secret keys, which also has no impact
on existing users. In both cases, and also in the case of a breakdown or failure, λ must be updated
accordingly.

Figure 3.3: LP-3PSS protocol, θi ← Ek FC ,GW (OPE .Ek FC ,i (τ )), ζ ← Ek FC ,GW ({b i }ni=1 ) and
ς i ← Ek GW ,i (OPE .Ek FC ,i (RSS i ))
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Remark 1. A malicious FC in LP-3PSS following Security Assumption 1 may want to maliciously modify the value of τ . But since GW is the one that performs the comparison between
RSS values and τ , changing τ maliciously has almost no benefit to FC as it does not have access to individual comparison outcomes. This makes LP-3PSS robust against this malicious FC .

It is worth iterating that the GW only needs to perform simple comparison operations between the RSS values of the SU s and the energy sensing threshold τ of the FC as we explained
earlier. Thus, such an entity does not interfere with the spectrum sensing process in the CRN .
Moreover, it does not need to be provided with large computational resources as these comparisons are very simple and fast to perform. It could be a standalone entity, one of the SU s that
is dedicated to perform the tasks of the GW or even a secure hardware that is deployed inside
the FC itself as we discuss next. This gives multiple options to system designers. If FCC’s
regulation allows introducing an additional entity to the CRN , then GW could be deployed
without any concern. If not, system designers could consider introducing a secure hardware
within FC or dedicating one of the SU s to perform the tasks of GW .

LP-3PSS with Secure Hardware
LP-3PSS could also be implemented in a slightly different way by relying on a secure hardware
deployed within the FC itself instead of using a dedicated gateway. All the computation that is
performed by GW could be relayed to this hardware. This secure hardware, which is referred
to as secure co-processor (SCPU ) or as trusted platform module (TPM) in the literature, is
physically shielded from penetration, and the I/O interface to the module is the only way to
access the internal state of the module [282]. An SCPU that meets the FIPS 140-2 level 4 [283]
physical security requirements guarantees that FC cannot tamper with its computation. Any
attempt to tamper with this SCPU from FC that results somehow in penetrating the shield,
leads to the automatic erasure of sensitive memory areas containing critical secrets.
The SCPU may provide several benefits to the network. First, there is no need anymore of
adding a new standalone entity managed by a third party to the network as was the case with
GW . Also, despite its high cost, having an SCPU deployed within FC itself may reduce the
communication latency that is incurred by having a gateway that needs to communicate with
FC and with every user in the network.
In terms of performance, it was proven in [284] that at a large scale the computation inside
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an SCPU is orders of magnitude cheaper than equivalent cryptography that is performed on an
unsecured server hardware, despite the overall greater acquisition cost of secure hardware.
All of this makes using an SCPU a good alternative to using a dedicated gateway in the
network thanks to its performance and the security guarantees that it provides.

3.6

Security Analysis

We first describe the underlying security primitives, on which our schemes rely, and then precisely quantify the information leakage of our schemes, which we prove to achieve our Security
Objectives 1. At the end of this section, we discuss the security of the modified versions of our
schemes.
Fact 1. An OPE is indistinguishable under ordered chosen-plaintext attack (IND-OCPA) [235]
if it has no leakage, except the order of ciphertexts (e.g. [285, 286]).
Fact 2. YM .ECElG is secure by Definition 2 if ECElG cryptosystem [274], whose security
relies on the ECDLP (Definition 5), is secure.
Fact 3. TGECDH is secure with key independence by Definition 4 if ECDLP is intractable by
Definition 5.
Let E and OPE .E be IND-CPA secure [270] and IND-OCPA secure symmetric ciphers, respectively. ({RSS ji }n,`
i=1,j=1 , τ ) are RSS values and τ of each SU i and FC for sensing periods
j = 1, . . . , ` in a group G. (L1 , L2 , L3 ) are history lists, which include all values learned by entities SU i , FC and GW , respectively, during the execution of the protocol for all sensing periods
~ is a list of IND-CPA secure values transmitted over secure
and membership status of G. Vector V
~ may be publicly observed by all entities including external attacker
(authenticated) channels. V
~ is a part of all lists (L1 , L2 , L3 ). Values (jointly) generated by an entity such as
A. Hence, V
cryptographic keys or variables stored only by the entity itself (e.g., λ, π) are not included in
history lists for the sake of brevity. Moreover, information exchanged during the execution of
YM .ECElG protocol are not included in history lists, since they do not leak any information by
Fact 2.
Theorem 1. Under Security Assumptions 1, LP-2PSS leaks no information on ({RSS ji }n,`
i=1,j=1 , τ )
j n,`
j
`
~
~j =
beyond IND-CPA secure {V } , IND-OCPA secure order of tuple {b }
and ({Z

j=1
j
OPE .EK j (RSS 1 ), . . . , OPE .EK j (RSS jn )}`j=1 , τ )

i i=1,j=1

to FC .
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~ j = {chn j }n,`
Proof: V
i i=1,j=1 at Step 6 of Algorithm 3. History lists are as follows for each
sensing period j = 1, . . . , `:
~ j , L2 = ({bj }ni=1 , V
~ j, Z
~ j ),
L1 = V
i
where {bji }ni=1 are the outcomes of YM .ECElG protocol (Steps 11, 17 & 26 of Algorithm 3).
By Fact 2, YM .ECElG protocol leaks no information beyond {bji }ni=1 to FC and no information
to anyone else. Variables in (L1 , L2 ) are IND-CPA and IND-OCPA secure, and therefore leak
~ j to FC by Fact 1.
no information beyond the order of tuples in Z
Any membership status update on G requires an execution of TGECDH protocol, which
generates a new group key K̄ j . By Fact 3, TGECDH guarantees key independence property
(Definition 4), and therefore K̄ j is only available to new members and is independent from
previous keys. Hence, history lists (L1 , L2 ) are computed identically as described above for the
new membership status of G but with K̄ j , which are IND-CPA secure and IND-OCPA secure.
Using a digital signature gives SU s the possibility to learn the intentions of FC and detect
whether it is trying to locate them. Since no SU wants its location to be revealed, SU s will simply refuse to participate in the sensing upon detection of malicious activity of FC by verifying
the signed messages. The only way that FC can learn the location of a SU in this case is when
this SU continues to participate in the sensing even after detecting the malicious intents of FC .

Theorem 2. Under Security Assumptions 1, LP-3PSS leaks no information on ({RSS ji }n,`
i=1,j=1 , τ )
j
`
~ } , IND-OCPA secure pairwise order {OPE .Ek
beyond IND-CPA secure {V
(RSS j ),
j=1

OPE .Ek FC ,i (τ )}n,`
i=1,j=1

to GW and

FC ,i

{bji }n,`
i=1,j=1

i

to FC .

j n,`
j j n,`
~ j = {θj , ς j , ζ j }n,`
Proof: V
i i
i=1,j=1 , where {θ i }i=1,j=1 and {ς i , ζ }i=1,j=1 are generated at the

initialization and private sensing in Algorithm 4, respectively. History lists are as follows for
each sensing period j = 1, . . . , `:
~ j , L2 = ({bj }n,`
~j
L1 = V
i i=1,j=1 , V ),
~j
L3 = ({OPE .Ek FC ,i (RSS ji ), OPE .Ek FC ,i (τ )}n,`
i=1,j=1 , V ,
{bji }n,`
i=1,j=1 )
Variables in (L1 , L2 , L3 ) are IND-CPA secure and IND-OCPA secure, and therefore leak no
information beyond the pairwise order of ciphertexts to GW by Fact 1.
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Any membership status update on G requires an authenticated channel establishment or removal for joining or leaving members, whose private keys are independent from each other.
Hence, history lists (L1 , L2 , L3 ) are computed identically as described above for the new membership status of G, which are IND-CPA secure and IND-OCPA secure.



Corollary 1. Theorem 1 and Theorem 2 guarantee that in our schemes, RSS values and τ are
IND-OCPA secure for all sensing periods and membership changes. Hence, our schemes achieve
Objectives 1.

3.6.1

Discussion about SCPU-based LP-3PSS’s security

The security of SCPU-based LP-3PSS could be reduced to that of the SCPU that is used. Since
no direct communication exists between FC and SU s, the only way for FC to learn RSS values
of SU s is by compromising the SCPU. Having the secret keys that were used to OPE encrypt
SU s’ RSS values, a successful attempt to break into this secure hardware by FC will allow it to
decrypt the RSS values and learn SU s’ locations. However, as mentioned earlier, a SCPU that
complies with the physical security requirements of FIPS 140-2 level 4 [283] should guarantee
that such a breach does not happen. And thus, FC should not be able to retrieve the data in the
SCPU even though the latter is deployed inside the malicious FC itself.

3.6.2

Discussion about collusion between different entities

We also investigate how our schemes perform under collusion. We discuss different collusion
scenarios for each proposed scheme separately.
For LP-2PSS, if multiple SU s collude to learn another SU ’s location information, their col~ which contain the OPE encrypted
lusion can only allow them to learn IND-CPA secure values V
RSS s transmitted over the authenticated secure channel between the target SU and FC . This
means that collusion among SU s does not allow them to learn RSS measurements of other SU s
and, thus, nor their location. The second scenario is when FC colludes with some SU s to localize other SU s. In this case, FC will have access to the group key K used by SU s to encrypt their
RSS measurements. Only in this case would FC be able to learn SU s’ locations. Therefore,
LP-2PSS is robust against collusion among compromised SU s, but assumes that FC cannot
collude with SU s.
Similar reasoning applies to LP-3PSS. Collusion among SU s does not allow them to in-
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fer other SU s’ locations. And if SU s collude with GW , they can only manage to learn the
OPE encrypted RSS measurements of the SU s but nothing more, as each SU OPE encrypts
its RSS measurement with its own secret key. Also, collusion between FC and some SU s cannot reveal the RSS measurements of other SU s as the latter send their OPE encrypted RSS s
through their authenticated channels established individually with the GW . This prevents colluding SU s and FC from accessing the private information of other SU s and subsequently localizing them. Thus, for LP-3PSS, only collusion between GW and FC could reveal RSS measurements of all SU s as FC has the secret keys that were used by SU s to OPE encrypt their
RSS values before sending them to GW . However, this specific collusion scenario could be
dealt with, for example, by deploying a secure hardware within FC to play the role of GW .
The inherent nature of such a hardware prevents FC from accessing it and colluding with it.
We provided an explanation to this in Section 3.5. This proofs that LP-3PSS is not only robust
against collusion among SU s themselves, but also against collusion between FC and compromised SU s.
Table 3.2: Computational overhead comparison
Scheme

Computation
SU

GW

(4γ − 6) · P AddQ + OPE + µ · (2 log n + 2) · P M ulQ

-

(2γ · |p| + 2γ) · M ulp + OPE + 2µ · log n · P M ulQ

-

ECEG

1/2 · (2 + log n) · γ · |p| · M ulp
√
P M ulQ + P AddQ + n · δ · Pol

PPSS

H + (n + 2) · M ulp + (2γ−1 · n + 2) · Expp

H + 2Expp + M ulp

-

LP-3PSS

D + C (t) · (E + OPE E )

OPE E + E

n ·D+E

PDAFT

2ExpN 2 + InvN 2 + y · M ulN 2

2ExpN 2 + M ulN 2

n · M ulN 2

LP-2PSS
LPOS

FC
γ/2 · (2 + log n) · (P M ulQ + P AddQ +

√

δ · Pol)

2P M ulQ + P AddQ

(n − 2) · P AddQ

-

(i) Variables: κ security parameter, N : modulus in Paillier, p: modulus of El Gamal, H: cryptographic hash operation, K: secret
group key of OPE . Expu and M ulu denote a modular exponentiation and a modular multiplication over modulus u respectively,
where u ∈ {N , N 2 , p}. InvN 2 : modular inversion over N 2 , P M ulQ: point multiplication of order Q, P AddQ: point addition
of order Q. y: number of servers needed for decryption in PDAFT . (ii) Parameters size: For a security parameter κ = 80,
suggested parameter sizes by NIST 2012 are given by : |N | = 1024, |p| = 1024, |Q| = 192 as indicated in [287]. (iii)
YM.ECElGamal: The communication cost for
√ one comparison is 4γ · |Q|. The total computational cost of the scheme for one
comparison is γ · (P M ulQ + 5P AddQ + δ · Pol) − 6P AddQ. (iv) ECEG: The decryption of the aggregated message in
ECEG is done by solving the√constrained ECDLP problem on small plaintext space similarly to [19] via Pollard’s Lambda
algorithm, which requires O( n · δ) · Pol computation and O(log(nδ)) storage [288], where δ = a − b if RSS ∈ [a, b] and
Pol is the number of point operations in Pollard Lambda algorithm which varies depending on algorithm implementation used.
For SU ’s overhead, the left column shows the cost for a normal SU in ECEG and the right column shows the cost of the SU that
plays the role of a gateway in ECEG. (v) TGECDH: It permits the alteration of group membership (i.e., join/leave), on average
O(log(n)) communication and computation (i.e., ECC scalar multiplication) [289]. (vi) OPE: we rely on OPE scheme proposed
by Boldyreva [235] for our evaluation because of its popularity and public implementation but our schemes can use any secure
OPE scheme (e.g., [235, 285, 286]) as a building block. (vi) E: We rely on AES [290]1 as our (E,D) for our cost analysis.
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3.7

Performance Evaluation

We now evaluate our proposed schemes, LP-2PSS and LP-3PSS, by comparing LP-2PSS to its
predecessor LPOS [229], ECEG and PPSS as these schemes are all designed for the sensing
architecture without a gateway, and comparing LP-3PSS to PDAFT as both are designed for
the sensing architecture with a gateway.

3.7.1

Existing Approaches: PPSS , ECEG , and PDAFT

PPSS [19] uses secret sharing and the Privacy Preserving Aggregation (PPA) process proposed
in [234] to hide the content of specific sensing reports and uses dummy report injections to cope
with the DLP attack.
In ECEG, SU s encrypt their RSS s with FC ’s ECElG public key. One of the nodes aggregates these ciphertexts including its own and then sends the aggregated result to FC . The
FC then decrypts the aggregated result with its ECElG private key and makes the final decision.
PDAFT [265] combines Paillier cryptosystem [210] with Shamir’s secret sharing [291],
where a set of smart meters sense the consumption of different households, encrypt their reports
using Paillier, then send them to a gateway. The gateway multiplies these reports and forwards
the result to the control center, which selects a number of servers (among all servers) to cooperate
in order to decrypt the aggregated result. PDAFT requires a dedicated gateway, just like LP3PSS, to collect the encrypted data, and a minimum number of working servers in the control
center to decrypt the aggregated result.

3.7.2

Performance Analysis and Comparison

We focus on communication and computational overheads. We consider the overhead incurred
during the sensing operations but not that related to system initialization (e.g. key establishment),
where most of the computation and communication is done offline. We model the membership
change events in the network as a random process R that takes on 0 and 1, and whose average
is µ. R = 0 means that no change occurred in the network and R = 1 means that some SU s
left/joined the sensing task. Let C (t) be a function that models the average number of SU s that
join the sensing at the current sensing period t.
We precise that our performance analysis is not based on a simulation but rather on mea-
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suring the computational and communication overhead involved in the cryptographic operations
that we deployed, like YM .ECElG protocol and OPE . This gives us an idea about how our
schemes perform compared to existent approaches in terms of incurred overhead. The execution times of the different primitives and protocols were measured on a laptop running Ubuntu
14.10 with 8GB of RAM and a core M 1.3 GHz Intel processor, with cryptographic libraries
MIRACL [292], Crypto++ [293] and Louismullie’s Ruby implementation of OPE [294]. C++
implementations that we developed for the optimized ECElG and the YM .ECElG schemes
will be provided for public use.
Computational Overhead: Table 3.2 provides an analytical computational overhead comparison including the details of variables, parameters and the overhead of building blocks.
In LP-2PSS, FC requires only a logarithmic number of YM .ECElG executions. An SU requires a small constant number of Point additions P AddQ, one OPE encryption and group key
update, which is necessary only µ percent of the time when there is a change in the network
(with only a logarithmic overhead in the number of SU s). The signature verification operation,
that new SU s have to perform upon joining the sensing, is extremely fast in most of the digital signature schemes compared to the system overall computational overhead that we study in
this section. This makes the delay introduced by the digital signature negligible compared to
the overall computational overhead inferred by LP-2PSS regardless of the used digital signature
scheme. Thus, we don’t consider this delay in our evaluation. This makes LP-2PSS much more
efficient than ECEG and PPSS , especially for a relatively large number of SU s.
In LP-3PSS, FC requires only a small constant number of (D, E, OPE ) operations. An
SU requires one OPE and E encryptions of its RSS . Finally, GW requires one D operation per
SU and one E of vector b. All computations in LP-3PSS rely on only symmetric cryptography,
which makes it the most computationally efficient scheme among all alternatives as discussed
below.
For illustration purpose, we plot in Figure 3.4 the system end-to-end computational overhead
of the different schemes. Figure 3.4(a) shows that LP-2PSS incurs an overhead that is comparable to that incurred by ECEG, but much lower than that incurred by PPSS . Figure 3.4(a) shows
also that LP-2PSS performs slightly better than its predecessor LPOS .
Figure 3.4(b) shows that LP-3PSS is several order of magnitudes faster than PDAFT for
any number of SU s.
Notice that the key generation and signing operations are done only once at the beginning of
the protocol as τ , and thus T , should be static over time unless a dramatic change in the system
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Figure 3.4: Computation Overhead, C = 5, µ = 20% & κ = 80
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Figure 3.5: Computational Overhead Variation with Respect to Security Parameter κ for n =
1200, C = 5 & µ = 20%
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environment occurs which leads to the re-execution of the LP-2PSS’s initialization phase. That
is why these operations are not counted for the operational overhead of our scheme.
We also study the impact of the security parameter, κ, which controls the encryption key
length, by varying it in accordance with NIST’s recommendations [287]. Note that this assesses
the suitability of a scheme for a long term deployment in a stable networking infrastructure.
Figure 3.5, evaluating the schemes under three values of κ, shows that our schemes are the least
impacted by increasing security parameters. It also shows that LP-3PSS is significantly more
efficient than PDAFT in terms of computation overhead for all entities. Note that our schemes
achieve a delay, which is well below the 2-second computation delay required by IEEE 802.22
standard for TV white space management [272]. This standard requires that the system handles
dynamism in the network and that RSS values lie within the interval [−104, 23.5]dB and are
encoded under 8 bits. Figures 3.5(a) & 3.5(c) show the gain in computational performance of
LP-2PSS over LPOS especially for high security levels and from the SU s side.
Communication Overhead: Table 3.3 provides the analytical communication overhead comparison. LP-2PSS requires log(n) message exchanges for YM protocol, n OPE ciphertexts and
log(n) messages for group key update (only needed µ percent of the time when there is a membership change). If some SU s join the CRN , LP-2PSS requires sharing the digital signature σ
of message T and the public key PKDS used to construct this signature with C new SU s. LP3PSS requires (n+1) E ciphertexts and single ζ, which are significantly smaller than the values
transmitted by PDAFT .
Table 3.3: Communication overhead comparison
Scheme

Communication

LP-2PSS

2γ · |Q| · (2 + log n) + n · OPE + µ · |Q| · log n + C · (|σ| + |PKDS |)DS

LPOS

2γ · |p| · (2 + log n) + n · OPE + µ · |Q| · log n

ECEG

4|Q| · (4n + C )

PPSS

|p| · n + C · µ · |p| · n

LP-3PSS

(n + 1) · E

PDAFT

|N | · (2(n + 1) + C )

OPE = 128 bits: maximum ciphertext size obtained under OPE encryption, E : size of ciphertext under E. |σ| and |PKDS | are
respectively the size of the digital signature and the public key of the digital signature scheme DS.

We further compare our schemes with their counterparts in terms of communication overhead
in Figure 3.6. Figure 3.6(a) illustrates the communication overhead induced by LP-2PSS using different digital signature schemes (HORS , ECDSA and NTRU) compared to the original
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Figure 3.6: Communication Overhead, C = 5, µ = 20% & κ = 80
scheme, LPOS , and also to existent approaches PPSS and ECEG. This Figure shows that
LP-2PSS is more efficient than PPSS and ECEG due to the use of elliptic curve cryptography
with smaller key sizes. Using ECDSA or NTRU seems to be the best option in terms of communication overhead as expected. For a large number of SU s, using a digital signature scheme with
large signature size like HORS does not prevent LP-2PSS-HORS from performing better than
existent approaches especially for a large number of SU s. Figure 3.6(b) shows that LP-3PSS has
the smallest communication overhead when compared with PDAFT , since it relies on symmetric cryptography only. PPSS and PDAFT have a very high communication overhead due to
the use of expensive public key encryptions (e.g., Pailler [210]).
We also study and show in Figure 3.7 the impact of the security parameter, κ, on the communication overhead. Note that the performance gap between our schemes and their counterparts
drastically grows when κ is increased, showing the suitability of our schemes for long term deployment. Our schemes possess this desirable feature, thanks to their innovative use of compact
cryptographic primitives. Figures 3.6(a) & 3.7(a) show again how efficient LP-2PSS is compared
to the original LPOS in terms of communication overhead.
Overall, our performance analysis indicates that LP-3PSS is more efficient than LP-2PSS,
and significantly more efficient than all other counterpart schemes in terms of computation and
communication overhead, even for increased values of the security parameters, but with the
cost of including an additional entity. Moreover, Figures 3.5 & 3.7 show that our schemes are
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Figure 3.7: Communication Overhead with varying κ = (80, 112, 128) for n = 1200, C = 5 &
µ = 20%.
impacted much less by increased security parameters when compared to existing alternatives,
and therefore are ideal for long term deployment. Note that our performance analysis lacks the
evaluation of the SCPU-based version of LP-3PSS due to the fact that this hardware is very
expensive.

3.8

Conclusion

We developed two efficient schemes for cooperative spectrum sensing that protect the location
privacy of SU s with a low cryptographic overhead while guaranteeing an efficient spectrum
sensing. Our schemes are secure and robust against SU s’ dynamism, failures, and maliciousness.
Our performance analysis indicates that our schemes outperform existing alternatives in various
metrics.
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Abstract
In this paper, we propose new location privacy preserving schemes for database-driven cognitive radio networks (CRN s) that protect secondary users’ (SU s) location privacy while allowing them to learn spectrum availability in their vicinity. Our schemes harness probabilistic set
membership data structures to exploit the structured nature of spectrum databases (DB s) and
SU s’ queries. This enables us to create a compact representation of DB that could be queried
by SU s without having to share their location with DB , thus guaranteeing their location privacy. Our proposed schemes offer different cost-performance characteristics. Our first scheme
relies on a simple yet powerful two-party protocol that achieves unconditional security with a
plausible communication overhead by making DB send a compacted version of its content to
SU which needs only to query this data structure to learn spectrum availability. Our second
scheme achieves significantly lower communication and computation overhead for SU s, but requires an additional architectural entity which receives the compacted version of the database
and fetches the spectrum availability information in lieu of SU s to alleviate the overhead on the
latter. We show that our schemes are secure, and also demonstrate that they offer significant
advantages over existing alternatives for various performance and/or security metrics.

4.1

Introduction

Cognitive radio networks (CRN s) have emerged as a key technology for addressing the problem
of spectrum utilization inefficiency [106,252,253,295–298]. CRN s allow unlicensed users, also
referred to as secondary users (SU s), to access licensed frequency bands opportunistically, so
long as doing so does not harm licensed users, also referred to as primary users (PU s). In
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order to enable SU s to identify vacant frequency bands, also called white spaces, the federal
communications commission (FCC ) has adopted two main approaches: spectrum sensing-based
approach and geo-location database-driven approach.
In the sensing-based approach [299], SU s themselves sense the licensed channels to decide
whether a channel is available prior to using it so as to avoid harming PU s. In the databasedriven approach, SU s rely on a geo-location database (DB ) to obtain channel availability information. For this, SU s are required to be equipped with GPS devices so as to be able to query
DB on a regular basis using their exact locations. Upon receipt of a query, DB returns to SU the
list of available channels in its vicinity, as well as the transmission parameters that are to be used
by SU . This database-driven approach has advantages over the sensing-based approach. First, it
pushes the responsibility and complexity of complying with spectrum policies to DB . Second, it
eases the adoption of policy changes by limiting updates to just a handful number of databases,
as opposed to updating large numbers of devices [300].
Companies, like Google and Microsoft, are selected by FCC to administrate these geolocation databases, following the guidelines provided by the Protocol to Access White-Space
(PAWS) [300] which defines guidelines and operational requirements for both the spectrum
database and the SU s querying it. These requirements include: SU s need to be equipped with
geo-location capabilities, SU s must query DB with their specific location to check channel
availability before starting their transmissions, DB must register SU s and manage their access
to the spectrum, DB must respond to SU s’ queries with the list of available channels in their
vicinity along with the appropriate transmission parameters.
Despite their effectiveness in improving spectrum utilization, database-driven CRN s suffer
from serious security and privacy threats. The disclosure of location privacy of SU s has been
one of such threats to SU s when it comes to obtaining spectrum availability from DB s. This is
simply because SU s have to share their locations with DB to learn about spectrum availability.
The fine-grained location, when combined with publicly available information, can lead to even
greater private information leakage. For example, it can be used to infer private information like
shopping patterns, preferences, behavior and beliefs, etc. [259]. Being aware of such potential
privacy threats, SU s may refuse to rely on DB for spectrum availability information. Therefore,
there is a critical need for location-privacy preserving schemes for database-driven spectrum
access.
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4.1.1

Our Contribution

In this paper, we propose two location privacy-preserving schemes for database-driven CRN s
with different performance and architectural benefits. The first scheme, location privacy in
database-driven CRNs (LPDB ), provides optimal location privacy to SU s within DB ’s coverage area by leveraging set membership data structures (used to test whether an element is a
member of a set) to construct a compact version of DB . The second scheme, LPDB with two
servers (LPDBQS ), minimizes the overhead at SU ’s side at the cost of deploying an additional
entity in the network. The cost-performance tradeoff gives more options to system designers to
decide which topology and which approach is more suitable to their specific requirements.
Both approaches exploit two important facts: (i) Spectrum databases are usually highly structured [300]; and (ii) SU s queries contain always the same device-specific characteristics (e.g.,
device type, antenna hight, frequency range, etc.) [300]. The highly structured property of the
database refers to the fact that DB ’s structure is usually agreed upon by the FCC and the database
administrators, like Google, Microsoft, etc, and that the queries and messages exchanged by
DB and SU s have a specific format in terms of what data they include. This well-defined information is available to both database administrators and SU s which allows them to have an idea
on what kind of data the other party will include in its query/response, and also to compact both
DB ’s content and the queries using probabilistic data structures. In fact, and as recommended
by the PAWS standard, the database should always reply to SU s with a set of predetermined
information. This allows DB to compact its content to include only this information, which significantly reduces queried data sizes, and enables SU s to emulate DB ’s response when querying
the probabilistic data structure as we show next.
A desirable property of our schemes is their simplicity that is expected to facilitate their
applicability in real-life applications. Our proposed schemes offer various cost-performance
trade-offs that can meet the requirements of different applications. We study these tradeoffs
and show that high privacy and better performance for SU s’ can be achieved, but at the cost of
deploying an additional architectural entity in the system. We show that our proposed schemes
are secure and more efficient than their existing counterparts. In addition, we study the impact
of system parameters on the performances of our proposed schemes, and compare them against
those obtained via existing approaches.
Compared to our preliminary work [59], this paper provides: (i) A new scheme, LPDBQS ,
with multiple deployment scenarios, that improves the overhead on SU s’ side by relying on
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an extra architectural entity; (ii) An improvement to our previously proposed scheme, LPDB ,
by incorporating spectrum sensing to reduce the impact of the false positive rate of the used
set membership data structure on spectrum availability information’s accuracy; (iii) A detailed
security analysis of the proposed schemes; and (iv) More detailed performance analysis with
more evaluation metrics.
The remainder of this paper is organized as follows: We discuss related work in Section 4.2.
We present our system and threat models along with our security assumptions in Section 4.3.
Section 4.4 provides a brief overview of the set membership data structure that we use in this
paper. In Section 4.5.1, we present our first scheme LPDB . We describe our second scheme
LPDBQS in Section 4.5.2. We evaluate and analyze the performance of the proposed schemes
in Section 4.7, and conclude our work in Section 5.6.

4.2

Related Work

Despite its importance, the location privacy issue in CRN s only recently gained interest from
the research community [301]. Some works focused on addressing this issue in the context of
collaborative spectrum sensing [19, 49, 229, 230, 302] while others focused on addressing it in
the context of dynamic spectrum auction [2]. However, these works are not within the scope of
this paper as we focus on the location privacy issue in database-driven CRN s.
Protecting SU s’ location privacy in database-driven CRN s is a very challenging task, since
SU s are required to provide their physical locations to DB in order for them to be able to
learn about spectrum opportunities in their vicinities. Recently developed techniques mostly
adopt either the k-anonymity [303], Private Information Retrieval (PIR) [11], or differential
privacy [304] concepts. However, direct adaptation of such concepts yield either insecure or
extremely costly results. For instance, k-anonymity guarantees that SU ’s location is indistinguishable among a set of k points, which could be achieved through the use of dummy locations
by generating k −1 properly selected dummy points, and performing k queries to DB using both
the real and dummy locations. For example, Zhang et al. [60] rely on this concept to make each
SU query DB by sending a square cloak region that includes its actual location. Their approach
makes a tradeoff between providing high location privacy and maximizing some utility, which
makes it suffer from the fact that achieving a high location privacy level results in a decrease in
spectrum utility.
PIR, on the other hand, allows a client to obtain information from a database while prevent-
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ing the database from learning which data is being retrieved. Several approaches have used this
approach. For instance, Gao et al. [3] propose a PIR-based approach, termed PriSpectrum, that
relies on the PIR scheme of Trostle et al. [243] to defend against a newly identified attack that
exploits spectrum utilization pattern to localize SU s. Troja et al. [184, 185] propose two other
PIR-based approaches that try to minimize the number of PIR queries by either allowing SU s to
share their availability information with other SU s [184] or by exploiting trajectory information
to make SU s retrieve information for their current and future positions in the same query [185].
Despite their merit in providing location privacy to SU s these PIR-based approaches incur high
overhead especially in terms of computation.
Using differential privacy, Zhang et al. [240] rely on the -geo-indistinguishability mechanism [222] to make SU s obfuscate their location. However, such a mechanism introduces
noise to SU ’s location which may impact the accuracy of the spectrum availability information
retrieved.
There have also been other privacy-enhancing technologies (PETs) that are not specific to
CRN s but are designed to enable private queries over a database in general. However, many of
these PETs are designed for applications that do not fit in the context of CRN s. For instance,
oblivious random access memory (ORAM) [305] aims to enable a user to outsource its encrypted
data to a database and to offer him/her the possibility to access this data while hiding the access
patterns from the database [301]. Searchable symmetric encryption [306] is another PET that is
largely deployed to privately outsource one’s data to another party while maintaining the ability
to selectively search over it [301]. These PETs are designed for protecting queries and searches
over data that is outsourced to a database, which is completely different from the CRN scenario
where the queried data belong to the database itself.

4.3
4.3.1

System Model and Security Assumptions
Database-driven CRN Model

We first consider a CRN that consists of a set of SU s and a geo-location database (DB ). SU s
are assumed to be enabled with GPS and spectrum sensing capabilities, and to have access
to DB to obtain spectrum availability information within its operation area. To learn about
spectrum availability, a SU queries DB by including its location and its device characteristics.
DB responds with a list of available channels at the specified location and a set of parameters for
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transmission over those channels. SU then selects and uses one of the returned channels. While
using the channel, SU needs to recheck its availability on a daily basis or whenever it changes
its location by 100 meters as mandated by PAWS [300].
We then investigate incorporating a third entity to the network along with DB and SU s.
This entity, referred to as query server (QS ), has a dedicated high throughput link with DB .
QS is used to guarantee computational location privacy while reducing the computational and
communication overhead especially on SU s’ side.

4.3.2

Security Model and Assumptions

DB and QS are assumed to be honest but curious. That is, DB and QS follow the protocol
honestly but may try to infer information on the input of other parties beyond what the output
of the protocol reveals. Specifically, our objective is to prevent these two entities from learning
SU s’ location. Therefore, our security assumptions are as follows:
Security Assumption 2. DB and QS do not modify the integrity of their input. That is, (i)
DB does not maliciously change SU ’s query’s content; (ii) QS does not modify the input that it
receives from DB or SU .
Security Assumption 3. DB and QS do not collude with each other to infer the location of
SU s from their queries.
We further assume that the communication between different entities is secured by a cryptographic protocol like TLS [307] as suggested by PAWS [300]. This eliminates the risk of an
adversary trying to eavesdrop the communication.

4.4

Set Membership Data Structures

Our proposed privacy-preserving schemes utilize set membership data structures to exploit the
highly structured property of DB . There are several data structures that are designed for set
membership tests, e.g. bloom filter [308], cuckoo filter [244], etc. However, in this paper, we
opt for cuckoo filter as the building block of our schemes. We use cuckoo filter to construct
a compact representation of the spectrum geo-location database as explained in Sections 4.5.1
& 4.5.2. What motivates our choice is that cuckoo filter offers the highest space efficiency among
its current well known alternatives, such as bloom filters. Besides, it has been proven to be more
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Figure 4.1: Cuckoo Filter: 2 hashes per item, 8 buckets each containing 4 entries
efficient than these alternatives especially for large sets. Finally, the cuckoo filter enjoys fast
Lookup and Insert operations that are beneficial to our schemes.
A cuckoo filter [244] uses cuckoo hashing [309] and is designed to serve applications that
need to store a large number of items while targeting low false positive rates and requiring storage
space smaller than that required by bloom filters. A false positive occurs when the membership
test returns that an item exists in the cuckoo filter (i.e., belongs to the set) while it actually does
not. A false negative, on the other hand, occurs when the membership test returns that an item
does not exist while it actually exists. In cuckoo filters, false positives are possible, but false
negatives are not, and the target false positive rate, denoted throughout this paper by , can be
controlled but has a direct impact on the filter’s size. Figure 4.1 shows an example of a cuckoo
filter that uses two hashes per item and contains 8 buckets each with 4 entries.
A cuckoo filter has mainly two functions: An Insert function that stores items in the filter,
and a Lookup function that checks whether an item exists in the filter. In the Insert operation,
cuckoo filter stores a fingerprint f of each item x, as opposed to storing the item itself. The
space cost, in bits, of storing one item in the cuckoo filter using the Insert function depends
on the target false positive rate  and is given by (log2 (1/) + log2 (2β))/α where α is the load
factor of the filter which defines its maximum capacity, and β is the number of entries/slots per
bucket. Once the maximum feasible, α, is reached, insertions are likely to fail, and hence, the
filter must expand in order to store more items [244]. The Lookup operation is performed by first
computing a fingerprint of the desired item and two indexes, representing the potential locations
(or buckets) of this item in the filter, and then checking whether these two locations contain the
item.
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4.5

Proposed Schemes

In this section, we describe our proposed schemes. The first scheme, LPDB , is simple as it
involves only two parties, SU s and DB , and provides unconditional location privacy to SU s
within the coverage area of DB . The second scheme, LPDBQS , offers computational privacy
with a significantly reduced overhead on SU s’ side compared to LPDB , but at the cost of
introducing an extra architectural entity.
Since we are unable to access the actual spectrum database, we relied on two sources to
have an estimate of this structure: First, we have relied on the recommendation of the PAWS
standard [300], which defines the interaction between SU s and DB and what information they
should exchange. Second, we used graphical web interfaces provided to the public by white
space database operators like Google [310], Microsoft [311], iconectiv [312], etc. These web
interfaces comply with PAWS recommendation and allow an interested user to specify a location
of interest and learn spectrum availability in that location to emulate the interaction between a
SU and DB in real world. While the purpose of these interfaces was initially to provide a
working platform as a showcase for FCC to acquire approval for operating spectrum database,
we believe it has enough information to enable us to estimate the structure of the database and
SU s’ queries.
As required by PAWS, SU s must be registered with DB to be able to query it for spectrum
availability. Registered SU starts by sending an initialization query to DB which replies by
informing the SU of specific parameterized-rule values. These parameters include time periods
beyond which the SU must update its available-spectrum data, and maximum location change
before needing to query DB again. Afterwards, SU queries DB with an available spectrum
query which contains its geolocation, device identifier, capabilities (to limit DB ’s response to
only compatible channels) and antenna characteristics (e.g. antenna height and type). DB then
replies with the set of available channels in the SU ’s location along with permissible power
levels for each channel.
Based on these interactions between SU and DB , which we learned from PAWS and the
database web interfaces, we estimate the structure of DB to be as illustrated in Table 4.1. Each
row corresponds to a different combination of location pairs (locX ,locY ) and channel chn.
One location may contain several available channels at the same time. Note that even if the
real structure deviates from the one illustrated in Table 4.1 (e.g. more/different attributes, more
tables, etc), our schemes can be adapted to the new structure of both the queries and the database
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by designing or using a different probabilistic data structure(s). Also, even in this case, the
PAWS standard requires that DB always replies to spectrum availability queries with a set of
predetermined values that have to be in the database no matter what structure it has. In that case,
DB only needs to insert these values in the cuckoo filter and this could be done independently
from the database structure.
Table 4.1: Simplified example of DB ’s structure
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avl = 1 means chn is available and avl = 0 means chn is not available.

4.5.1 LPDB
In this section, we describe our basic scheme, which is referred to as location privacy in databasedriven CRN s (LPDB ). The novelty of LPDB lies in the use of set membership data structures
to construct a compact (space efficient) representation of DB that can be sent to querying SU s to
inform them about spectrum availability.
In our scheme, instead of sending its location, a SU sends only its characteristics (e.g., its
device type, its antenna type, etc.), as specified by PAWS [300], to DB , which then uses them
to retrieve the corresponding entries in all possible locations. DB then puts these entries in a
cuckoo filter and sends it to SU . Upon receiving this filter, SU constructs a query that includes
its characteristic information, its location, and one of the possible channels with its associated
parameters. SU then looks up this query in the received cuckoo filter to see whether that channel
is available in its current location.
Parameters that are inserted in the response of DB may include the location, time stamps,
the available channels, and the transmission power to be considered when using those channels.
SU ’s characteristics and DB parameters could be agreed upon beforehand between DB and
SU s to make sure that SU queries the cuckoo filter with the right parameters.
The proposed LPDB scheme is illustrated in Algorithm 3, and briefly described as follows:
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First, each SU starts by constructing query to be sent to DB by including a set of characteristics, which are specific to the querying device, along with a time stamp ts. DB then retrieves
the entries that correspond to query and constructs a cuckoo filter CF (which could be done
offline). Since DB contains availability status for each channel in each location, the number of
entries satisfying query will still be huge and one way to further reduce it is to retrieve only the
information about available channels and ignore the other ones. Afterwards, DB concatenates
the data in each row to construct xj as illustrated in Step 6, inserts it to CF and sends CF to
SU .
SU constructs a string y by concatenating its location coordinates with a combination of one
channel and its possible transmission parameters and tries to find whether y exists in CF by using
the Lookup operation of CF . SU keeps changing the channel and the associated parameters
until it finds the string y in CF or until SU tries all possible channels. Note that, depending on
the false positive rate  of CF , even if the Lookup operation returns T rue it does not necessarily
mean that the specified channel is available. Setting  to be very small makes the probability of
having such a scenario very small, thus reduces the risk of using a busy channel, but this cannot
be done without increasing the size of CF . To further reduce the risk of falling into this case,
we have also included an additional sensing step to confirm the query’s result and give more
accurate information about the status of the channel of interest. If SU finds y in CF , then it
needs to sense the specific channel found in y to confirm its availability. SU can conclude that
this channel is free and thus can use it only if the sensing result coincides with CF ’s response.
If, after trying all possible combinations, SU does not find y in CF , this means that no
channel is available in the specified location as cuckoo filters do not incur any false negatives.
When the size of DB is not large, then LPDB works well (as will be shown Section 4.7) by
providing unconditional privacy with reasonably small amounts of overhead. However, a scalability issue may arise when the location resolution is very small (resolution used in DB could
be as small as 50 meters) and/or the area covered by DB is large (e.g. at the scale of a country).
In this case, the number of locations, and thus the number of entries in DB , can be large, and
then even after relying on the cuckoo filter, the size of the data to be transmitted may still be
impractical (e.g. in the order of gigabytes). This depends on the desired resolution and DB ’s
covered area. Next, we present a discussion about a possible way to deal with this scalability
issue in the case of a very large DB .
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Algorithm 3 LPDB Algorithm
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

SU queries DB with query ← f (C , ts);
DB retrieves resp containing r entries satisfying query;
DB constructs CF ;
for j = 1, . . . , r do
if avl j = 1 then
lx j ← (locX j klocY j kchnktsk . . .);
DB inserts lx j into CF : CF .Insert(lx j );
DB sends CF to SU ;
SU initializes decision ← Channel is busy
for all possible combinations of par do
SU computes ly ← (locX klocY kchn i ktsk . . . kpar n );
if CF .Lookup(ly ) then
SU senses chn;
if Sensing(chn) ← available then
decision ← chn is available; break;
return decision
Performance-privacy tradeoff
As discussed before, LPDB may suffer from a scalability issue when the size of DB ’s

coverage area is very large. We can address this issue through the following observation. When
the covered area is large and/or the location resolution is small, allowing DB to learn one of
SU ’s coordinates can drastically reduce the number of entries that DB retrieves. This leads
to considerably reduce the size of CF to be transmitted, thus making the approach scalable.
Interestingly, in the case of large areas, revealing one of SU ’s coordinates does not make it any
easier for DB to infer SU ’s location. To illustrate this, let’s for example assume that DB covers
the entire surface of the United States, as shown in Figure 4.2. Allowing DB to learn one
coordinate (e.g the latitude) means that it can only learn that SU is located somewhere on the
blue line that spans the latitude of the whole country. But since DB does not know the longitude
of SU , then knowing the latitude only does not offer any practical information about SU ’s
location.
This, as shown in Section 4.7.1, drastically reduces the size of CF transmitted by DB at
the cost of loosing the unconditional location privacy of SU s. However, when the coverage
area of DB is large, even revealing one of the coordinates still achieves high location privacy
of SU s. Indeed, since databases (like those managed by Microsoft and Google) may cover an
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Figure 4.2: Location Leakage
entire nation of the size of the United States, the revealed information is not sufficient to localize
SU , yet, this reduces our scheme’s overhead substantially. The example of the United States in
Figure 4.2 shows that our scheme can offer high privacy even when one of the coordinates is
revealed. Throughout, we refer to this variant of our scheme as LPDB with leakage.
It is worth reiterating that when the covered area is not too large, then the size of the cuckoo
filter is practical and there is no need to reveal one of SU ’s coordinates. In this case, our scheme,
LPDB , provides unconditional privacy without incurring much overhead. The system regulator
can decide about which approach to follow depending on the system constraints and the size
DB ’s covered area.

4.5.2 LPDBQS
In this section, we propose a new scheme, LPDBQS , which offers better performance at SU s’
side than that of LPDB . This comes at the cost of deploying an additional entity, referred to
as query server (QS ), and having a computational security as opposed to unconditional. QS is
introduced to handle SU s’ queries instead of DB itself, which prevents DB from learning information related to SU s’ location information. QS learns nothing but secure messages sent by
SU s to check the availability of a specific channel.
• Intuition: We introduce QS to avoid sending CF , which might be large, to SU . Instead,
CF , that contains HMAC secure entries inserted by DB using a secret key provided by SU ,
is sent to QS through a high throughput link pre-established with DB . SU just needs to query,
using HMAC messages, QS which looks for its queries in CF . Using HMAC , SU can hide
the content of the query string, which includes its location information, among others, from
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QS which ignores the key used to construct the hashed query and the CF . This not only prevents
QS from learning the query’s content but also the entry that matches it in the filter. As most of the
computation and communication overhead are incurred by both DB and QS , this scheme is the
most efficient in terms of overhead incurred by SU s. LPDBQS is summarized in Algorithm 4
and described in the following.
Algorithm 4 LPDBQS Algorithm
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

SU queries DB with query ← f (k, C , ts);
DB retrieves resp containing r entries satisfying C ;
DB constructs CF k ;
for j = 1, . . . , r do
if avl j = 1 then
lx j ← (locX j klocY j ktsk . . . krow j (c));
CF k .InsertHMAC k (lx j );
DB sends CF k to QS over a high throughput link;
SU initializes decision ← Channel is busy
for all possible combinations of par do
SU computes ly ← (locX klocY kchnktsk . . . kpar n );
SU computes ly k ← HMAC k (y) and sends it to QS ;
QS looks up for ly k in CF k using Lookup;
if CF k .Lookup(ly k ) then
SU senses chn;
if Sensing(chn) ← available then
decision ← chn is available; break;
return decision
First, SU starts by sending a secret key k, pre-established beforehand, along with its device

characteristics to DB . DB then retrieves only the entries that have available channels and that
also comply with the device characteristics of the querying SU . Afterwards, DB constructs a
cuckoo filter CF k and inserts into it the entries retrieved in the previous step as shown in Steps 47. InsertHMAC k , in Step 7, is a modified version of the Insert procedure, where the fingerprint
is replaced by an HMAC k function. DB uses HMAC k with the secret key k, provided by SU ,
to construct hashed entries and insert them to CF k . DB then sends CF k to QS via the high
speed link that connects DB to QS .
SU constructs a string y by concatenating its location coordinates with a combination of
one channel and its possible transmission parameters. Subsequently, SU hashes y using an
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HMAC with the secret key k and sends the new value yk to QS to find out whether CF k of
QS contains yk . If the query’s combination is found in CF k , then SU needs to take one further
step: It senses the channel that was included in the query. If the result of the sensing complies
with the outcome of the Lookup operation in CF k , then SU can conclude that this channel is
available and, thus, it can use it for its future transmissions. In this case, SU can stop querying
QS . The sensing operation is added to confirm the outcome of querying the cuckoo filter and
overcome the risk of falling into the case of a false positive result that would eventually make
SU interfere with primary transmissions. In case the sensing result is different from the outcome
of the Lookup operation, then SU keeps changing the channel and the associated parameters
until QS finds yk in CF k or until SU tries all possible channels and combinations.
This scheme considerably reduces the overhead perceived by SU s, as much of the computation is performed offline by DB , and SU s do not need to download the cuckoo filters which are
only sent to QS over a high throughput link.
If DB knows the possible device characteristics of the querying SU s, this can help to further reduce the incurred overhead. Indeed, DB can pre-compute several cuckoo filters for each
possible combination of potential device parameters offline by relying on a set of secret keys
K = {k1 , . . . , kz } that it generated beforehand. For each combination of parameters, DB constructs multiple CF k with different keys from K to make sure that each SU uses a different
filter. SU s are not required to generate their own keys as in the previous variant. Whenever
a SU queries DB for spectrum opportunities, DB shares a secret key k with it and sends the
corresponding CF k to QS . SU uses k to construct its hashed strings and query CF k of QS just
like in Algorithm 4.
Leveraging a Secure Hardware
As long as DB and QS do not collude, as stated in Security Assumption 3, neither of them
can infer the coordinates of SU s from the keyed one-way function output. To mitigate the
non-collusion requirement between FC and QS , LPDBQS could be implemented in a slightly
different way by relying on a secure hardware (e.g., a secure co-processor or a trusted platform
module) that can perform cryptographic operations without exposing its embedded private key.
This hardware can be deployed inside DB itself and play the role of QS . Such a high-end
secure hardware is physically shielded from penetration [282], and any tampering from the adversary, potentially DB , triggers the automatic erasure of sensitive memory areas containing
critical secrets [313]. When a secure hardware meets the FIPS 140-2 level 4 [314] physical security requirements, it becomes infeasible for FC to tamper with the operations executed by this
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hardware. DB sends the cuckoo filters to this hardware, and SU s have to query this hardware to
learn about spectrum availabilities.

4.6

Security Analysis

In this section, we analyze the security of our proposed schemes LPDB and LPDBQS .
Theorem 3. Under Security Assumptions 2 and 3, LPDB does not leak any information on
SU s’ location.
Proof: We construct a history list H of each entity’s knowledge about SU s’ information during
the execution of LPDB .
n−1,t

f
SU . A SU cannot learn anything about other SU s information nor the filters {CF i,t }i=1,t=t
0

that they receive from DB as the communication between each SU and DB is secured, i.e.
HSU = ∅. Note that, even if, a SU would learn the filters of other SU s, i.e. HSU =
n−1,t

f
{CF i,t }i=1,t=t
, HSU includes no information about SU s’ location.
0

DB. In Step 1 of Algorithm 3, DB learns HDB = {C }ni=1 which contains the characteristics of
the querying SU s. HDB may include information like frequency ranges in which SU can operate, antenna characteristics, etc. This information is not related to the querying SU s’ location.
This shows that the knowledge that DB gains during the execution of LPDB does not allow it
to infer SU s’ location when they try to learn about spectrum opportunities. LPDB offers an
unconditional privacy in the sense that DB ’s knowledge about SU s’ location, during the execution of LPDB , does not increase compared to its initial knowledge, which is necessarily the
coverage area of DB .



Theorem 4. Under Security Assumptions 2 and 3 LPDBQS does not leak any information
about SU s’ location beyond κ − HMAC secure values.
Proof: We construct a history list of each entity’s knowledge during the execution of LPDBQS .
SU . As the communication between different entities is secured, SU s cannot learn any information about the communicated information of other entities, i.e. HSU = ∅.
n,t

f
DB. In Line 1 of Algorithm 4, DB learns HDB = {ki,t , C i , ts t }i=0,t=t
. Obviously, SU s’
0

n,t

t

f
f
secret keys {ki,t }i=0,t=t
and timestamp values {ts t }t=t
cannot leak any information about
0
0

SU s’ location since these values are not correlated to their physical location. Similarly, their
characteristics {C i }ni=1 contain information about SU s’ devices capabilities, like their possible
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transmit powers, antennas height, etc, which cannot be used to localize them. This proves that
DB ’s knowledge about SU s’ location during the execution of LPDBQS does not differ from
its initial knowledge; i.e. that SU s are within DB ’s covered area.
QS . As indicated in Lines 8 & 12 of Algorithm 4, the only information that QS can learn durn,t

n,t

f
f
ing the execution of LPDBQS , is HQS = {yki,t , CF ki,t }i=1,t=t
. {yki,t }i=1,t=t
are as secure
0
0

n,t

f
as HMAC . The elements of {CF ki,t }i=1,t=t
are computed using a pseudo random function
0

n,t

f
, where
(as an HMAC is also a pseudo random function) with SU s’ secret keys {ki,t }i=1,t=t
0

n,t

n,t

$

f
f
are independent from each
← {0, 1}κ and κ is the security level. {yki,t }i=1,t=t
{ki,t }i=1,t=t
0
0

n,t

n,t

f
f
has a correspond. Each query from {yki,t }i=1,t=t
other. The same applies to {CF ki,t }i=1,t=t
0
0

ing HMAC key, which means that even for the same SU querying the same information, there
will be randomly independent and uniformly distributed outputs generated by DB and SU s.
n,t

f
Since only SU s and DB know the keys {ki,t }i=1,t=t
and that these keys are updated for every
0

query made by SU s, QS cannot learn any information about SU s’ location as long as it does
n,t

f
not collude with DB as stated in Security Assumption 3. Correlating queries {yki,t }i=1,t=t
to
0

SU s’ physical location is equivalent to breaking the underlying HMAC or P RF , which is of
probability 1/2κ .
We can conclude that LPDBQS is as secure as the underlying HMAC .

4.7



Evaluation and Analysis

In this section, we evaluate the performance of our proposed schemes. We consider that DB ’s
√
√
covered area is modeled as a m × m grid that contains m cells each represented by one
location pair (locX ,locY ) in DB . We use the efficient cuckoo filter implementation provided
in [315] for our performance analysis with a very small false positive rate  = 10−8 and a load
factor α = 0.95. In addition, since personal/portable TVBD devices of SU s can only transmit
on available channels in the frequency bands 512 − 608 MHz (TV channels 21 − 36) and 614698 MHz (TV channels 38 − 51), this means that users can only access 31 white-space TV band
channels in a dynamic spectrum access manner [316]. Therefore, in our evaluation we set the
number of TV channels s = 31.
Since in practice, at a given time, only a percentage of DB ’s entries contains available channels, we have ran an experiment to learn what a realistic value of this percentage might be. We
denote this percentage (averaged over time and space) as %. We have used the Microsoft online
white spaces database application [311] to identify and measure % by monitoring 8 different US
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locations (Portland, San Faransico, Houston, Miami, Seattle, Boston, New York and Salt Lake
City) for few days with an interval between successive measurements of 3 hours. Our measurements show that % is about 6.8%.
Not only does this experiment allow us to evaluate the communication overhead, but also
the computational overhead, especially from the database side since both overheads are linear
functions of the percentage % as we show in Table 5.3.
There are several factors that influence the performance of both LPDB and LPDBQS . One
of these factors is the percentage % which has a significant influence on the performance of
our schemes as we show in Table 5.3 and Figure 4.6. Also, the number of cells in the grid
covered by DB has a direct impact on the size of DB , and thus on the communication and
computational overheads of DB as highlighted in Table 5.3 and Figures 5.12 and 4.5(a). In
fact, as the number of cells increases, the size of DB increases and so does the computational
complexity of constructing the cuckoo filter. In addition, the false positive rate, , has an impact
on the cost of storing one record in the cuckoo filter and subsequently on the communication
overhead as we illustrate and discuss in Figure 4.4 and Table 5.3. Finally, the fraction of positive
queries, fp , can impact the lookup performance as we show and discuss in Figure 4.7(a). We
discuss these factors in more details in the next section.
Next, we also compare our schemes with respect to existing approaches in terms of (i) communication and computational overhead, and (ii) location privacy. Since the schemes in [60,240]
try to achieve a different goal, which is the mutual location privacy between SU s and PU s, we
do not include them in our overhead analysis. Note that, since the PIR protocol used in [184] has
not been specified, we use the protocol proposed by Trostle et al. [243] used in PriSpectrum [3]
in our performance comparison.

4.7.1

Communication and Computation Overhead

4.7.1.1

Communication Overhead

We provide analytical expressions of the communication overhead of these schemes in Table 5.3. For LPDB , we provide two expressions of the overhead with respect to two scenarios:
(i) when SU s do not reveal one of their coordinates, (ii) when one of the coordinates is revealed
by SU s. In both scenarios the data transmitted consist basically of query, sent by SU , and the
response of DB to it. The size of the response generated by DB depends on the number of
entries in DB that satisfy query and on the space needed to store each of these entities in CF .
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Table 4.2: Communication and computation overhead of proposed and existent schemes
Scheme

Communication

LPDB

Computation
DB

SU

QP

% · s · m · insert
√
% · s · m · insert

s · (Hash + lookup)

-

s · (Hash + lookup)
√
4 m · M ulp

-

PriSpectrum [3]

σ query + % · s · m · (log2 (1/) + log2 (2β))/α
√
σ query + % · s · m · (log2 (1/) + log2 (2β))/α
√
(2 m + 3)dlog pe

LPDBQS

σ query + % · s · m · (log2 (1/) + log2 (2β))/α + s · σ HMAC

% · s · m · insert

s · lookup

Troja et al [185]

(2 + d) · log2 N
√
ng · b · log2 q + (2 m + 3)dlog pe

O(m) · M ulp

s · HMAC
√
4 m · v · M ulp

O(m) · M ulp

√
ng · b · (2Expp + M ulp) + 4 m · M ulp

LPDB w/ leakage

Troja et al [184]

O(m) · M ulp

-

-

Variables: insert and lookup denote the cost of one Insert and Lookup operations in the Cuckoo Filter. β is the number of
entries in a bucket of the cuckoo filter. p is a large prime used in the blinding factor of PriSpectrum, q is a large prime used
in [184], b denotes the number of bits that an SU shares with other SU s in [184], ng is the number of SU s within a same group
in [184], v is the size of a block in DB [185], and d is the umber of DB segments in [185]. M ulp and Expp denote a modular
multiplication and a modular exponentiation operations over modulus p. σ u denotes the amount of data exchanged during a
process u, where u ∈ {query, HMAC }.

√
The number of entries for LPDB is given by % · s · m and reduces to % · s · m when one of
√
the coordinates is revealed by SU . s · m and s · m provide the number of entries in DB that
satisfy the query of SU for both scenarios. % gives the percentage of those entries with available
channels. LPDBQS incurs a slightly higher communication overhead than LPDB from a system point of view, as SU needs to additionally send a maximum of s · σ HMAC to QS . However,
most of this overhead is incurred between DB and QS as SU s do not have to download CF s
from DB anymore. For illustration purpose, we plot in Figure 5.12 the system communication

Communication Overhead (KB)

overhead of the different schemes using the expressions established in Table 5.3.
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Figure 4.3: Communication Overhead
As shown in Figure 5.12, and as expected, LPDB is clearly more expensive than the other
schemes in terms of communication overhead even when %, determined experimentally, is equal
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to 6.8%. However, revealing one of the coordinates brings a huge gain and makes our scheme
even better than existing approaches, yet without compromising the location privacy. LPDBQS has
almost the same communication overhead as LPDB but with the difference that most of this
overhead is incurred between DB and QS .
We study also the impact of varying the target false positive rate, , on the cost of inserting
one record in the CF in bits as illustrated in Figure 4.4. This has a direct impact on the size of
the filter and thus the communication overhead of our schemes. We do this for multiple values of
β, which is the number of slots per bucket in the cuckoo filter. As shown in Figure 4.4, targeting
a smaller value of  costs more bits to store an item in the filter and subsequently increases the
communication overhead. Increasing the value of β will require more bits per item to achieve
the same target  as illustrated in the Figure. However, cuckoo filter still achieves significantly
better than other probabilistic data structures like space-optimized bloom filter as shown in the
Figure, which again justifies our choice of the cuckoo filter technique.
40
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=8
10 -6

10 -4
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: target false positive probability

Figure 4.4: False positive rate vs. space cost per element
4.7.1.2

Computational Overhead

We also investigate the efficiency of our proposed schemes in terms of their computational
overhead. We evaluate the computation required at each entity separately, and we provide the
corresponding analytical expression of the overhead as shown in Table 5.3. Again we provide
two estimated costs for both scenarios of LPDB . The computation of DB is given in terms of the
number of insertions it has to perform into CF . This depends on the number of DB entries that
comply with query considering only the available channels. This number is equal to % · s · m in
√
LPDB and reduces to % · s · m in LPDB with leakage. For the computational cost at the SU ’s
side, LPDB ’s overhead depends solely on the number of possible channels, s, and the cost of

129
one Hash and one Lookup operations, as shown in Table 5.3. One of the reasons that motivated
our use of the cuckoo filter, as we mentioned earlier, is that it is characterized by an extremely
fast Lookup operation. This allows SU s to check whether a specific combination, ly , exists in
the filter, i.e. whether channel is available, very efficiently. LPDB ’s overhead at SU ’s side does
not depend on the size of DB since any lookup query to CF always reads a fixed number of
buckets (at most two) [244], which makes our scheme more scalable than existing approaches
in terms of computation when the size of DB increases. In LPDBQS , DB performs the same
computation as in LPDB . The Lookup operations on CF are now outsourced to QS instead
of SU s and QS needs to perform a maximum of s · lookup for every querying SU , which is
very fast to perform as we mentioned earlier. Every SU needs to only construct HMAC -strings
t

f
{ykt }t=t
which could be done extremely quickly and could even be precomputed. Note that the
0

PIR-based approaches have similar cost on DB ’s side, since in any PIR scheme, the server is
destined to have O(m) computation [243].
For illustration purpose, we plot in Figure 5.5 the computational overhead incurred by each
SU and DB , in the different schemes using the expressions established in Table 5.3.
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Figure 4.5: Computation Comparison
Our schemes are much more efficient than existing approaches at both DB and SU sides as
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Figure 4.7: 4.7(a). Lookup performance when a filter achieves its capacity. 4.7(b). Insertion
throughput for different load factors α.
shown in Figures 4.5(a) & 4.5(b). The gap keeps increasing considerably as the number of cells
(i.e., the size of DB ) increases. This is due to the fact that these approaches’ cost is dominated
by an increasing number of modular multiplications which are very expensive compared to the
Insert and Lookup operations of the cuckoo filter in our schemes.
We also evaluate the impact of other parameters on the overhead perceived by both SU s and
DB as shown in Figure 4.7. First, in Figure 4.7(a), we illustrate the variation of the throughput of
the lookup operations in million operations per second (MOPS) in a cuckoo filter of size 112M B
as a function of the fraction of positive queries fp , i.e. queries for items that actually exist in the
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filter. This clearly shows the efficiency of the lookup operations that SU or QS has to perform
to check availability information within CF . CF always fetches two buckets and thus achieves
about the same performance when the queries are 100% positive or 100% negative and drops
when fp = 50% for which the CPU’s branch prediction is least accurate [244].
We also assess the insertion throughput that DB experiences to construct the CF as a function of the load factor α as shown in Figure 4.7(b). As opposed to the lookup throughput shown
in Figure 4.7(a), CF has a decreasing insert throughput when it is more filled (though their overall construction speed is still high). This is mainly due to the fact that CF may have to move a
sequence of existing fingerprints recursively before successfully inserting a new item, and this
process becomes more expensive when the load factor grows higher [244].
4.7.1.3

Impact of varying the percentage % of entries with available channels

We also study the impact of % on the overhead incurred by our schemes. For this, we plot
in Figure 4.6 the communication and the system computational overheads for different values of
%. We plot only LPDB and LPDB with leakage as LPDBQS has almost the same overhead
as LPDB . As shown in Figure 4.6, both overheads behave similarly in the way that decreasing
% when one of the coordinates is revealed doesn’t impact much our scheme. LPDB w/ Leakage
has the smallest overhead compared to the case where no leakage is allowed. On the other
hand, decreasing this parameter drastically reduces the overhead of LPDB and even makes it
comparable to LPDB w/ Leakage in terms of communication and computation. This means that
in the case where only 1% or less of DB entries have available channels, there is no need to
reveal one of the coordinates to reduce the overhead.

4.7.2

Location privacy

We compare our schemes to existing approaches in terms of location privacy level by presenting
the security problems on which they rely as illustrated in Table 4.3. We also precise the localization probability of SU s under these schemes. The best probability that could be achieved is
1/m, i.e. SU s are within DB coverage area. If one of the schemes is broken then this probability
increases considerably.
LPDB offers unconditional security, as SU s do not share any information that could reveal
their location. LPDB could be seen as a variant of PIR in which the server sends a whole
copy of the database to the user and this is the only way to achieve information theoretic privacy (i.e. cannot be broken even with computationally unbounded adversary) in a single-server
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Table 4.3: Location privacy
Scheme

Security level

Localization probability

LPDB

Unconditionally secure

LPDB w/ leakage

Uncond. within 1 coordinate

1/m
p
1/m

PriSpectrum [3]

Computational PIR

1/m

Troja et al [185]

Computational PIR

1/m

Troja et al [184]

Computational PIR

1/m

LPDBQS

κ − HMAC

1/m

Zhang et al. [60]

k-anonymity

1/k

Zhang et al. [240]

Geo-Indistinguishability

1/r

Variables: r is the radius of the -geo-indistinguishability mechanism in [240].

setting. Even if one of the coordinates is intentionally revealed by a SU , its location is still
√
indistinguishable from m − 1 remaining possible locations.
The approaches in [3, 184, 185] rely on computational PIR protocols to preserve SU s’ location privacy. The security of Computational PIR protocols’ is established against a computationally bounded adversary based on well-known cryptographic problems that are hard to solve
(e.g. discrete logarithm or factorization [216]). This means that these approaches offer lower
security level than LPDB .
The approach proposed by Zhang et al. [60] relies on the concept of k-anonymity, which
offers very low privacy level as the probability of identifying the location of a querying SU is
equal to 1/k. Also, an approach cannot be proved to satisfy k-anonymity unless assumptions are
made about the attacker’s auxiliary information. For instance, dummy locations are only useful if
they look equally likely to be the real location from the adversary’s point of view. Any auxiliary
information that allows the attacker to rule out any of those locations would immediately violate
the definition.
As we have shown in Section 4.6, LPDBQS is as secure as its underlying HMAC which is
breakable only with probability of 1/2κ , where κ is the security level. For the same security level,
HMAC incurs much less communication overhead than that of the computational PIR protocols
in [3, 184, 185].
Zhang et al. [240] propose an approach whose privacy depends on the mechanism of geo-indistinguishability [222], which is derived from the differential privacy concept. In this
mechanism, a SU sends a randomly chosen point z close to its location, but that still allows it to
get a useful service. An informal, definition of this mechanism as given in [222] is as follows:
A mechanism satisfies -geo-indistinguishability if and only if for any radius r > 0, the user
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enjoys `-privacy within a radius r, where ` = r and  is the privacy level per unit of distance.
A user is said to enjoy `-privacy within r if, by observing z, the adversary’s ability to find the
user’s location among all points within r, does not increase by more than a factor depending on
` compared to the case when z is unknown [222]. The smaller ` the stronger the privacy the user
enjoys. SU can specify its privacy level requirement by providing the radius r it is concerned
about, and the privacy level that it wishes for this specific radius. Relying on this mechanism
in the context of CRN , is problematic because, first, it introduces some noise to SU ’s location
which may cause erroneous spectrum availability information and, subsequently, interference
with primary transmissions. Second, to avoid facing the previous issue, SU may need to pick
√
the radius that can still give it accurate information which means necessarily that r << m.
Hence, even though the adversary will be unable to pinpoint the exact location of the SU , it will
be able though to learn that it is within the radius r from the the shared location z.
In summary, as can be seen in Table 4.3 and as explained above, LPDB offers the highest
location privacy level as it achieves information-theoretic security. LPDBQS can offer similar
security guarantees as computational PIR-based approaches but with significantly better computational and communication overhead thanks to the use of HMAC .

4.8

Conclusion

In this paper, we have proposed two location privacy preserving schemes, called LPDB and
LPDBQS , that aim to preserve the location privacy of SU s in database-driven CRN s. They
both use set membership data structures to transmit a compact representation of the geo-location
database to either SU or QS , so that SU can query it to check whether a specific channel is available in its vicinity. These schemes require different architectural and performance tradeoffs.
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5.1

Introduction

The rapid growth of connected wireless devices has dramatically increased the demand for wireless spectrum and led to a serious shortage in spectrum resources. Cognitive radio networks
(CRN s) [13] have emerged as a promising technology for solving this shortage problem by
enabling dynamic spectrum access (DSA), which improves the spectrum utilization efficiency
by allowing unlicensed/secondary users (SU s) to exploit unused spectrum bands (aka spectrum
holes or white spaces) of licensed/primary users (PU s).
Currently, two approaches are being adopted to identify these white spaces: spectrum sensing and geolocation spectrum databases. In the spectrum sensing-based approach, SU s need
to sense the PU channel to determine whether the channel is available for opportunistic use.
The spectrum database-based approach, on the other hand, waives the sensing requirement and
instead enables SU s to query a database (DB ) to learn about spectrum opportunities in their
vicinity. This approach, already promoted and adopted by the Federal Communications Commission (FCC), was introduced as a way to overcome the technical hurdles faced by the spectrum
sensing-based approaches, thereby enhancing the efficiency of spectrum utilization, improving
the accuracy of available spectrum identification, and reducing the complexity of terminal devices [3]. Moreover, it pushes the responsibility and complexity of complying with spectrum
policies to DB and eases the adoption of policy changes by limiting updates to just a handful
number of databases, as opposed to updating large numbers of devices [317].
FCC has designated nine entities (e.g. Google [310], iconectiv [312], and Microsoft [311]) as
TV bands device database administrators which are required to follow the guidelines provided by
PAWS (Protocol to Access White Space) standard [317]. PAWS sets guidelines and operational
requirements for both the spectrum database and the SU s querying it. These include: SU s need
to be equipped with geo-location capabilities, SU s must query DB with their specific location
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to check channel availability before starting their transmissions, DB must register SU s and
manage their access to the spectrum, DB must respond to SU s’ queries with the list of available
channels in their vicinity along with the appropriate transmission parameters. As specified by
PAWS standard, SU s may be served by several spectrum databases and are required to register
to one or more of these databases prior to querying them for spectrum availability. The spectrum
databases are reachable via the Internet, and SU s querying these databases are expected to have
some form of Internet connectivity [318].
FCC has established a new service in the 3.5 GHz band, known as Citizens Broadband Radio Service (CBRS), in which the spectrum is also managed through a central database-driven
CRN , aka spectrum access system (SAS ), to enable spectrum sharing between military and
federal incumbents and SU s. A separate entity with Environmental Sensing Capability (ESC)
is responsible of populating DB s with data regarding PU s that do not wish to reveal their operational information such as their location or transmission characteristics. A similar concept,
named licensed shared access (LSA), for the 2.3-3.4 GHz band is also being developed in Europe
to enable SU s to opportunistically access spectrum resources in this band owned by incumbent
military aircraft services and police wireless communications. A major difference compared to
SAS, is that in LSA, PU s are responsible for populating DB s by providing their a priori information; i.e. their activities and, therefore the spectrum availability information, are known
upfront [319].

5.1.1

Location Privacy Issues in Database-Driven CRN s

Despite their benefits, database-driven CRN s suffer from serious security and privacy threats.
Since they could be seen as a variant of of location based service (LBS), the disclosure of location information of SU s represents the main threat to SU s when it comes to obtaining spectrum
availability from DB s. The fine-grained location, when combined with publicly available information, can easily reveal other personal information about an individual including his/her
behavior, health condition, personal habits or even beliefs. For instance, an adversary can learn
some information about the health condition of a user by observing that the user regularly goes
to a hospital for example. The frequency and duration of these visits can even reveal the seriousness of a user illness and even the type of illness if the location corresponds to that of a specialty
clinic. Matters get worse when SU s are mobile. As per the PAWS requirements, SU s need to
query DB s whenever they change their location by at least 100 meters. This will make SU s
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constantly share their location as they move which could be exploited by a malicious service
provider for tracking purposes.
The location privacy of SU s is not the only privacy concern that database-driven CRN s
suffer from. Indeed, the location privacy of PU s may also be critical in CRN systems such
as SAS , in the 3.5 GHz CBRS band, and LSA, in the 2.3-2.4 GHz band, where PU s are not
commercial but rather military and governmental entities. To achieve efficient spectrum sharing
without interference to military and federal incumbents, these systems require PU s, or entities
with sensing capabilities such as ESC, to report PU s’ operational data (including their location,
frequencies time of use, etc.) to be included in the spectrum databases which may present serious
privacy risks to these PU s.
Being aware of such potential privacy threats, both SU s and PU s may refuse to share
their sensitive information with DB s, which may present a serious barrier to the adoption of
database-based CRN s, and to the public acceptance and promotion of the dynamic spectrum
sharing paradigm. Therefore, there is a critical need for developing techniques to protect the
location privacy of both PU s and SU s while allowing the latter to harness the benefits of the
CRN paradigm without disrupting the functionalities that these techniques are designed for to
promote dynamic spectrum sharing.

5.1.2

Research Gap and Objectives

Despite the importance of the location privacy issue in CRN s, only recently has it started to gain
interest from the research community [301]. Some works focus on addressing this issue in the
context of collaborative spectrum sensing [19, 49, 229, 230, 302]; others address it in the context
of dynamic spectrum auction [2]. Protecting SU s’ location privacy in database-driven CRN s is
a more challenging task, merely because SU s are required, by protocol design, to provide their
physical location to DB to learn about spectrum opportunities in their vicinities. The existing location privacy preservation techniques for database-driven CRN (e.g., [3,60,184,185,240,320])
generally rely on three main lines of privacy preserving technologies, (i) k-anonymity [303], (ii)
differential privacy [304] and (iii) single-server Private Information Retrieval (PIR) [11]. However, the direct adaptation of k-anonymity based techniques have been shown to yield either insecure or extremely costly results [242]. The solutions adapting differential privacy (e.g., [240])
not only incur a non-negligible overhead, but also introduce a noise over the queries, and therefore they may negatively impact the accuracy of spectrum availability information.
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Among these alternatives, single-server PIR seems to be the most popular. PIR technology
is a suitable choice for database-driven CRN s, as it permits privacy preserving queries on a
public database, and therefore can enable a SU to retrieve spectrum availability information from
the database without leaking its location information. However, single-server PIR protocols
rely on highly costly partial homomorphic encryption schemes, which need to be executed over
the entire database for each query. Indeed, as we also demonstrated with our experiments in
Section 5.4, the execution of a single query even with some of the most efficient single-server
PIR schemes [321] takes approximately 20 seconds with a 80 M bps/ 30M bps bandwidth on a
moderate size database (e.g., 106 entries). An end-to-end delay with the orders of 20 seconds
might be undesirable for spectrum sensing needs of SU s in real-life applications. Also, some
of the state-of-the-art efficient computational PIR schemes [243] that are used in the context
of CRN s have been shown to be broken [321]. Thus, there is a significant need for practical
location privacy preservation approaches for database-driven CRN s that can meet the efficiency
and functionality requirements of SU s.

5.1.3

Our Observation and Contribution

The objective of this paper is to develop efficient techniques for database-driven CRN s that
preserve the location privacy of SU s during their process of acquiring spectrum availability
information. We also try to protect the operational privacy of PU s in systems that require incumbents to provide spectrum availability information to DB s. Specifically, we will aim for
the following design objectives: (i) (location privacy of SU s) Preserve the location privacy of
SU s, whether fixed or mobile, while allowing them to receive spectrum availability information;
(ii) (efficiency and practicality) Incur minimum computation, communication and storage overhead. The cryptographic delay must be minimum to permit fast spectrum availability decision
for the SU s, and storage/processing cost must be low to enable practical deployments. (iii)
(fault-tolerance and robustness) Mitigate the effects of system failures or misbehaving entities
(e.g., colluding databases). (iv) (location privacy of PU s) The location information of PU s
needs to be protected while still able to provide spectrum availability information to DB s. It is
very challenging to meet all of these seemingly conflicting design goals simultaneously.
The main idea behind our proposed approaches is to harness special properties and characteristics of the database-driven CRN systems to employ private query techniques that can
overcome the significant performance, robustness and privacy limitations of the state-of-the-art
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techniques. Specifically, our proposed approach is based on the following observation:
Observation: FCC requires that all of its certified databases synchronize their records obtained through registration procedures with one another [322, 323] and need to be consistent
across the other databases by providing exactly the same spectrum availability information, in
any region, in response to SU s’ queries [324]. That is, the same copy of spectrum database
is available and accessible to the SU s via multiple (distinct) spectrum database administrators/providers. Is it possible exploit this observation to achieve efficiency location preservation
techniques for database-driven CRN ?
In practice, as stated in PAWS standard [317], SU s have the option to register to multiple spectrum databases belonging to multiple service providers. Currently, many companies
(e.g. Google [310], iconectiv [312], etc) have obtained authorization from FCC to operate geolocation spectrum databases upon successfully complying to regulatory requirements. Several
other companies are still underway to acquire this authorization [325]. Thus, it is more natural
and realistic to take this fact into consideration when designing privacy preserving protocols for
database-based CRN s. Based on this observation, our main contribution is as follows:
Table 5.1: Performance Comparison
Scheme

Delay

Comm.

LP -Chor

753 KB

Privacy

DB

SU

total

0.48 s

0.0077 s

0.62 s

(` − 1)-private

LP -Goldberg

6000 KB

1.21 s

0.32 s

1.78 s

t-private `-comp.-private

RAID-LP -Chor

125 KB

0.022 s

0.00041 s

0.21 s

(π − 1)-private

PriSpectrum [3]

512.8 KB

21 s

0.084 s

24.2

underlying PIR broken

Troja et al [185]

8.4 KB

11760 s

5.62 s

11766 s

computationally-private

Troja et al [184]

12120 KB

11760 s

48 s

11820 s

computationally-private

XPIR [321]

4321 KB

17.66 s

0.34 s

20.53 s

computationally-private

SealPIR [326]

512 KB

11.03 s

0.008 s

11.35 s

computationally-private

Parameters: n = 560 M B, b = 560 B, r = 106 , ` = 6, w = 8, k = 6

Our Contribution: To the best of our knowledge, we are the first to exploit the fact that multiple copies of spectrum DB s are available by nature in database-driven CRN s, and therefore it
is possible to harness multi-server PIR techniques [11, 12] that offer information-theoretic privacy with substantial efficiency advantages over single-server PIR. We show, analytically and
experimentally with deployments on cloud systems, that our adaptation of multi-server PIR tech-
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niques significantly outperforms the state-of-the-art location privacy preservation methods as
demonstrated in Table 5.1 and detailed in Section 5.4. Moreover, our adaptations achieve information theoretical privacy while existing alternatives offer only computational privacy. This
feature provides an assurance against even post-quantum adversaries [327] and can avoid recent attacks on computational PIR [321].
Notice that, multi-server PIR techniques require the availability of multiple (synchronized)
replicas of the database. Therefore, despite their high efficiency and security, they received
a little attention from the practitioners. For instance, in traditional data outsourcing settings
(e.g., private cloud storage), the application requires a client to outsource only a single copy
of its database. The distribution and maintenance of multiple copies of the database across
different service providers brings additional architectural and deployment costs, which might
not be economically attractive for the client.
In this paper, we showcased one of the first natural use-cases of multi-server PIR, in which
the multiple copies of synchronized databases are already available by the original design of application (i.e., spectrum availability information in multi-database CRN s), and therefore multiserver PIR does not introduce any extra overhead on top of the application. Exploiting this
synergy between multi-database CRN and multi-server PIR permitted us to provide informational theoretical location privacy for SU s with a significantly better efficiency compared to
existing single-server PIR approaches.
Desirable Properties: We outline the desirable properties of our approaches below.
• Computational efficiency: The adapted approaches are much more efficient than existing
location privacy preserving schemes. For instance, as shown in Table 5.1, LP -Chor and
LP -Goldberg are more than 3 orders of magnitudes faster than the schemes proposed by
Troja et al. [184, 185], and 10 times faster than XPIR [321] and PriSpectrum [3].
• Information Theoretical Privacy Guarantees: They can achieve information-theoretic privacy
which is the optimal privacy level that could be reached as opposed to computational privacy
guarantees offered by existing approaches. In fact some of these approaches are prone to
recent attacks on computational-PIR protocols [321] and are not secure against post-quantum
adversaries [327].
• Low communication overhead: Our approaches incur a reasonable communication overhead
that is a middle ground between the fastest computational PIR [321] and the most communi-
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cation efficient computational PIR [217].
• Fault-Tolerance and Robustness: Our proposed approaches are resilient to the issues that are
associated with multi-server architectures: failures, byzantine behavior, and collusion. All
proposed approaches can handle collusion of multiple DB s up to certain limit that is different
for each approach. In addition, some of the proposed approaches can also handle faulty and
byzantine DB s.
• Experimental evaluation on actual cloud platforms: We deploy our proposed approaches on
a real cloud platform, GENI [328], to show their feasibility. In our experiment, we create
multiple geographically distributed VMs each playing the role of a DB . A laptop plays the
role of a SU that queries DB s, i.e. VM s. Our experiments confirm the superior computational
advantages of the adoption of multi-server PIR over the existing alternatives.

5.1.4

Differences Compared to the Preliminary Version

The main differences between this paper and its preliminary version which appeared in CNS
2017 [329] are as follows: (i) We further consider the location privacy issue of mobile SU s and
offer a way to amortize the cost incurred by mobility. (ii) We also leverage multi-server PIR to
address the location privacy issue of PU s in database-CRN systems that require PU s to provide spectrum availability to DB s. (iii) We discuss also a way to reduce the cost of LP -Chor by
partitioning the spectrum database instead of simply replicating it using the RAID-PIR protocol [4] and we discuss the privacy-performance tradeoff of relying on such approach. (iv) We
provide a more detailed performance evaluation that takes into account the latest advances in
PIR technology, namely SealPIR [326] which relies on fully homomorphic encryption.

5.2
5.2.1

Preliminaries and Models
Notation and Building Blocks

We summarize our notations in Table 5.2. Our adaptations of multi-server PIR rely on the
following building blocks.
Private Information Retrieval (PIR): PIR allows a user to retrieve a data item of its choice
from a database, while preventing the server owning the database from gaining information on
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Table 5.2: Notations
DB
SU
CRN
`
D
r
n
b
w
s
β
t
k
ϑ

Spectrum database
Secondary user
Cognitive radio network
Number of spectrum databases
Matrix modeling the content of DB
Number of records in D
Size of the database in bits
Size of one record of the database in bits
Size of one word of the database in bits
Number of words per block
Index of the record sought by SU
Privacy level (tolerated number of colluding DB s)
Number of responding DB s
Number of byzantine DB s

the identity of the item being retrieved [330]. One trivial solution to this problem is to make
the server send an entire copy of the database to the querying user. Obviously, this is a very
inefficient solution to the PIR problem as its communication complexity may be prohibitively
large. However, it is considered as the only protocol that can provide information-theoretic
privacy, i.e. perfect privacy, to the user’s query in single-server setting. There are two main
classes of PIR protocols according to their privacy level: information-theoretic PIR (itPIR)
and computational PIR (cPIR).
• Information-theoretic or multi-server PIR: It guarantees information-theoretic privacy to the
user, i.e. privacy against computationally unbounded servers. This could be achieved efficiently only if the database is replicated at k ≥ 2 non-communicating servers [11, 12]. The
main idea behind these protocols consists on decomposing each user’s query into several subqueries to prevent leaking any information about the user’s intent.
• Computational or single-server PIR: It guarantees privacy against computationally bounded
server(s). In other words, a server cannot get any information about the identity of the item
retrieved by the user unless it solves a certain computationally hard problem (e.g. prime
factorization of large numbers), which is common in modern cryptography. Thus, they offer
weaker privacy than their itPIR counterparts [243, 331].
Shamir Secret Sharing: This is a concept introduced by Shamir et al. [291] to allow a secret

143
holder to divide its secret S into ` shares S 1 , · · · , S ` and distribute these shares to ` parties.
In (t, `)-Shamir secret sharing, where t < `, if t or fewer combine their shares, they learn no
information about S. However, if more than t come together, they can easily recover S. Given a
secret S chosen arbitrarily form a finite field, the (t, `)-Shamir secret sharing scheme works as
follows: the secret holder chooses ` arbitrary non-zero distinct elements α1 , · · · , α` ∈ F. Then,
it selects t elements σ1 , · · · , σt ∈ F uniformly at random. Finally, the secret holder constructs
the polynomial f (x) = σ0 + σ1 x + σ2 x2 + · · · + σt xt , where σ0 = S. The ` shares S 1 , · · · , S ` ,
that are given to each party, are (α1 , f (α1 )), · · · , (α` , f (α` )). Any t + 1 or more parties can
recover the polynomial f using Lagrange interpolation and thus they can reconstruct the secret
S = f (0). However, t or less parties can learn nothing about S. In other words, if t + 1 shares
of S are available then S can be easily recovered.

5.2.2

System Model and Security Definitions

We consider a database-driven CRN that contains ` DB s, where ` ≥ 2, and a SU registered to
these DB s to learn spectrum availability information in its vicinity. We assume that these DB s
share the same content and that they are synchronized as mandated by PAWS standard [317]. We
also assume that DB s may collude in order to infer SU ’s location. In the following, we present
our security definitions.
Definition 7. Byzantine DB: This is a faulty DB that runs but produces incorrect answers,
possibly chosen maliciously or computed in error. This might be due to a corrupted or obsolete
copy of the database caused by a synchronization problem with the other DB s.
Definition 8. t-private PIR: The privacy of the query is information-theoretically protected,
even if up to t of the ` DB s collude, where 0 < t < `.
Definition 9. ϑ-Byzantine-robust PIR: Even if ϑ of the responding DB s are Byzantine, SU can
reconstruct the correct database item, and determine which of the DB s provided incorrect response.
Definition 10. k -out-of-` PIR: SU can reconstruct the correct record if it receives at least
k -out-of-` responses, 2 ≤ k ≤ `.
Definition 11. Robust PIR: It can deal with DB s that do not respond to SU ’s queries and
allows SU to reconstruct the correct output of the queries in this situation.
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Definition 12. τ -independent PIR: The content of the database itself is information theoretically protected from the coalition of up to τ DB s, where 0 ≤ τ < k − t.

5.3

Proposed Approaches

In the proposed approaches, we tailor multi-server PIR to the context of multi-DB CRN s.
We start by illustrating the structure of the spectrum database that we consider. Then, we give
several approaches, each adapts a multi-server PIR protocol with different security, performance
properties, and use cases. We model the content of each DB as an r × s matrix D of size n
bits, where s is the number of words of size w in each record/block of the database and r is the
number of records in the database, i.e. r = n/b, where b = s × w is the block size in bits. The
k th row of D is the k th record of the database.
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We further assume that each row of the database corresponds to a unique combination of the tuple
(lx , ly , C , ts), where lx and ly represent one location’s latitude and longitude, respectively, C is
a channel number, and ts is a time-stamp. We also assume that SU s can associate their location
information with the index β of the corresponding record of interest in the database using some
inverted index technique that is agreed upon with DB s. An SU that wishes to retrieve record
D β without any privacy consideration can simply send to DB a row vector eβ consisting of all
zeros except at position β where it has the value 1. Upon receiving eβ , DB multiplies it with
D and sends record D β back to SU as we illustrate below:
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This trivial approach makes it easy for DB s to learn SU ’s location from the vector eβ as D is
indexed based on location. In the following we present two approaches that try to hide the
content of eβ from DB s, and thus preserve SU ’s location privacy. The approaches present a
tradeoff between efficiency, and some additional security features.

5.3.1

Location Privacy with Chor (LP -Chor )

Our first approach, termed LP -Chor , harnesses the simple and efficient itPIR protocol proposed
by Chor et al. [11]. We describe the different steps of LP -Chor in Algorithm 5 and highlight
these steps in Figure 5.1. Elements of D in this scheme belong to GF (2), i.e. w = 1 bit and
b = s.

Figure 5.1: Main steps of LP -Chor Algorithm
In LP -Chor , SU starts by invoking the inverted index subroutine InvIndex(lx , ly , C , ts)
which takes as input the coordinates of the user, its channel of interest, and a time-stamp and
returns a value β. This value corresponds to the index of the record D β of D that SU is
−
→
interested in. SU then constructs eβ , which is a standard basis vector 1 β ∈ Zr having 0
everywhere except at position β which has the value 1 as we discussed previously. SU also
picks ` − 1 r -bit binary strings ρ1 , · · · , ρ`−1 uniformly at random from GF (2)r , and computes
ρ` = ρ1 ⊕ · · · ⊕ eβ . Finally, SU sends ρi to DB i , for 1 ≤ i ≤ `. Upon receiving the bit-string
ρi = ρi1 ⊕· · · ρir of length r , DB i computes Ri = ρi ·D, which could be seen also as the XOR
of those blocks D j in D for which the j th bit of ρi is 1, then sends Ri back to SU . SU receives
Ri s from DB i s, 1 ≤ i ≤ `, and computes R1 ⊕ · · · ⊕ R` = (ρ1 ⊕ · · · ⊕ ρ` ) · D = eβ · D, which
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Algorithm 5 D β ←LP -Chor (`, r , b)
1:
2:
3:
4:
5:

SU
β ← InvIndex(lx , ly , C , ts)
→
−
Sets standard basis vector eβ ← 1 β ∈ Zr
Generates ρ1 , · · · , ρ`−1 ∈R GF (2)r
ρ` ← ρ1 ⊕ · · · ⊕ eβ
Sends ρi to DB i , for 1 ≤ i ≤ `

Each DB i
6: Receives ρi = ρi1 · · · ρir ∈ {0, 1}r
L
7: R i ←
D j , D j is the j th block of D
1≤j≤r
ρij =1

8:

Sends Ri to SU

SU
9: Receives R 1 , · · · , R `
10: D β ← R 1 ⊕ · · · ⊕ R `
is the β th block of the database that SU is interested in, from which it can retrieve the spectrum
availability information.
LP -Chor is very efficient thanks to its reliance on simple XOR operations only as we discuss
in Section 5.4. It is also (` − 1)-private, by Definition 8, as collusion of up to ` − 1 DB s cannot
enable them to learn eβ , and consequently its location. In fact, only if ` DB s collude, then
they will be able to learn eβ by simply XORing their {ρi }`i=1 . However this approach suffers
from two main drawbacks. First, it is not robust since even if one DB fails to respond, SU will
not be able to recover D β . Second, it is not byzantine robust; if one or more DB s return a
wrong response, SU will reconstruct a wrong block and also will not be able to recognize which
DB misbehaved so as not to rely on it for future queries. In Section 5.3.2 we discuss a second
approach that improves on these two aspects but with some additional overhead.

5.3.2

Location Privacy with Goldberg (LP -Goldberg )

Our second approach, termed LP -Goldberg, is based on Goldberg’s itPIR protocol [12] which
uses Shamir secret sharing to hide eβ , i.e. SU ’s query. It is a modification of Chor’s scheme [11]
to achieve both robustness and byzantine robustness. Rather than working over GF (2) (binary
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arithmetic), this scheme works over a larger field F, where each element can represent w bits.
The database D = (w jk ) ∈ Fr ×s in this scheme, is an r ×s matrix of elements of F = GF (2w ).
Each row represents one block of size b bits, consisting of s words of w bits each. Again, D is
replicated among ` databases DB i . We summarize the main steps of LP -Goldberg protocol in
Algorithm 6 and illustrate them in Figure 5.2.

Figure 5.2: Illustration of LP -Goldberg
To determine the index β of the record that corresponds to its location, SU starts by invoking the subroutine InvIndex(lx , ly , C , ts) then constructs the standard basis vector eβ ∈ Fr
as explained earlier. SU then uses (`, t)-Shamir secret sharing to divide the vector eβ into
` independent shares (α1 , , ρ1 ) · · · , (α` , ρ` ) to ensure a t-private PIR protocol as in Definition 8. That is, SU chooses ` distinct non-zero elements αi ∈ F∗ and creates r random degree-t
polynomials f1 , · · · , fr satisfying fj (0) = eβ [j]. SU then sends to each DB i its share corresponding to the vector ρi = hf1 (αi ), · · · , fr (αi )i. Each DB i then computes the product
P
P
Ri = ρi · D = h j fj (αi )w j1 , · · · , j fj (αi )w js i ∈ Fs and sends Ri to SU .
Some DB s may fail to respond to SU ’s query and only k -out-of-` send their responses to
SU . SU collects k responses from the k responding DB s and tries to recover the record at
index β from the Ri s by using the E ASY R ECOVER () subroutine from [12] which uses Lagrange
interpolation to recover D β from the secret shares (α1 , R1 ), · · · , (αk , Rk ). This is possible
thanks to the use of (`, t)-Shamir secret sharing as long as k > t and these k DB s are honest.
In fact, by the linearity property of Shamir secret sharing, since {(αi , ρi )}`i=1 is a set of (`, t)-
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Shamir secret shares of eβ , then {(αi , Ri )}`i=1 will be also a set of (`, t)-Shamir secret shares
of eβ · D, which is the β th block of the database. Thus, it is possible for SU to reconstruct
D β using Lagrange interpolation as explained in Section 5.2, by relying only on the k responses
which makes LP -Goldberg robust by Definition 11. Also, the E ASY R ECOVER can detect the
DB s that responded honestly, thus those that are byzantine as well, which should discourage
DB s from misbehaving. More details about this subroutine could be found in [12].
Algorithm 6 D β ← LP -Goldberg(`, r , b, t, w )
1:
2:
3:
4:
5:
6:

SU
β ← InvIndex(lx , ly , C , ts)
→
−
Sets standard basis vector eβ ← 1 β ∈ Zr
Chooses ` distinct α1 , · · · , α` ∈ F∗
Creates r random degree-t polynomials f1 , · · · , fr ∈R F[x] s.t. fj (0) = eβ [j]’ ∀j ∈
[1, · · · , r ]
ρi ← hf1 (αi ), · · · , fr (αi )i, ∀i ∈ [1, · · · , `]
Sends ρi to DB i , ∀i ∈ [1, · · · , `]

Each honest DB i
Receives ρi
P
P
8: R i ← ρi · D = h j fj (αi )wj1 , · · · , j fj (αi )wjs i
9: Sends R i to SU

7:

10:
11:
12:
13:
14:
15:
16:
17:
18:

SU
Receives R1 , · · · , Rk
if k > t then
for c from 1 to s do
Ric ← Ri [c] ∀i ∈ [1, · · · , k ]
S c ← hR1c , · · · , Rk c i
D βc ← E ASY R ECOVER(t, w , [α√1 , · · · , αk ], S c )
if Recovery fails and ϑ < k − b k tc then
S c ← hR1c , · · · , Rk c i
D βc ← H ARD R ECOVER(t, w , [α1 , · · · , αk ], S c )
Moreover, ϑ DB s among the k responding ones may even be byzantine, as in Definition 7,

and produce incorrect response. In that case, it would be impossible for SU to simply rely on
Lagrange interpolation to recover the correct responses. Since Shamir secret sharing is based on
polynomial interpolation, the problem of recovering the response in the case of byzantine failures
corresponds to noisy polynomial reconstruction, which is exactly the problem of decoding Reed-
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Solomon codes [332]. Thus, SU would rather rely on error correction codes and more precisely
√
on the Guruswami-Sudan list decoding [333] algorithm which can correct ϑ < k − b k tc
incorrect responses. In fact, the vector hR1 [q], R2 [q], · · · , R` [q]i is a Reed-Solomon code-word
P
encoding the polynomial gq =
j fj w jq , and the client wishes to compute gq (0) for each
1 ≤ q ≤ s to recover all the s words forming the record D β = hg1 (0), · · · , gs (0)i. This is
done through the H ARD R ECOVER () subroutine from [12]. This makes LP -Goldberg also ϑByzantine-robust, by Definition 9, and solves the robustness issues that LP -Chor suffers from,
however, this comes at the cost of an additional overhead as we discuss in Section 5.4.
Corollary 2. LP -Chor and LP -Goldberg directly inherit the security properties of Chor’s [11]
PIR and Goldberg’s [12] PIR respectively.

5.3.3

Location Privacy of Mobile SU s Through Batching

Thus far, we concerned only about non-mobile SU s that periodically submit an individual query
to DB s to learn spectrum availability in their fixed location. However, things get more interesting
with mobility. In fact, a mobile SU will need to query DB s multiple times as its location
changes. While the previous two approaches perform well for non-mobile SU s, they will incur
a significant overhead on both SU and DB s especially when SU is moving at a relatively high
speed, which will require a large number of PIR queries.
Our third approach aims to protect the location privacy of mobile SU s while reducing the
mobility-associated overhead. The idea is to exploit the fact that a mobile SU usually has an
a priori knowledge of its trajectory to make it query DB s for its current and future locations
by batching these queries together instead of sending them separately. We achieve this by relying on the itPIR protocol of Lueks et al. [334] that extends the scheme of Goldberg [12] to
support batching of the queries using fast matrix multplication mechanisms inspired from batch
codes [335]. We refer to this approach as LP -BatchPIR and we describe it in the following.
(1)

(q)

Each DB i that receives q simultaneous queries ρi , · · · , ρi

from an SU can process them

using LP -Goldberg by simply multiplying each query with D as illustrated in Step 8 of Algorithm 6. Alternatively, it can also group these queries into a matrix Q i of size q × r , where
(j)

each row j corresponds to a query ρi , before computing the matrix product Q i · D. The careful reader will notice that this naive multiplication method would cost around 2qrs operations
(including multiplications and additions) which can be prohibitively expensive especially for a
large D or q. This problem boils down to a fast matrix multiplication problem and therefore can
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benefit from fast matrix multiplication algorithms such as Strassen’s [336].
Strassen’s algorithm consists on simply dividing both matrices Q i and D into four equally
sized block matrices. Then instead of naively multiplying these submatrices, which will result in 8 submatrix multiplications (fundamentally equivalent to simple matrix multiplication),
Strassen’s algorithm creates linear combinations of blocks in a way that reduces the number of
submatrix multiplications to 7. The exact approach is then applied recursively to the multiplications of the submatrices of the previous step. This simple yet powerful matrix multiplication
technique will significantly reduce the overhead for DB s and therefore the delay that SU s experience to learn spectrum availability while moving as illustrated in Section 5.4.
A row j in the resulting matrix, Ri = Q i · D, corresponds to DB i ’s response to the j th
query. SU will then recover the spectrum availability by combining same-index rows of the
different Ri s as in LP -Goldberg.

5.3.4

Location Privacy of PU s

As we mentioned earlier, in database-driven CRN s, DB s’ content comprises operational information of PU s which may be very sensitive in systems such as SAS in the 3.5 GHz CBRS
band where PU s are military and governmental entities. In this subsection we present another
approach to take into account the privacy of these PU s as well. For this we make use of another
extension of the Goldberg PIR scheme known as τ -independence, to prevent DB s from learning
the content of D even if up to τ DB s collude to learn D as defined in Definition 12. This is
achieved by also using Shamir secret sharing not only on the query sent by SU but also on the
words forming the block submitted by PU to DB s. For this we exploit the fact that DB s are
expected to be populated by PU s themselves as it is the case in LSA systems, or by a highly
trusted independent entity, the ESC, as in SAS systems. Therefore, whenever a PU or an ESC
submits a PU activity record of index j to DB s it will divide it into s words Wj1 , · · · , Wjs and
distributes Shamir secret shares of every word among the ` DB s as reflected in Algorithm 7.
Each DB i will now have a different content D (i) :

D (i)

 (i)
(i)
(i) 
w 11 w 12 . . . w 1s
 (i)
(i)
(i) 
w 21 w 22 . . . w 2s 

= .
..
.. 
..

.
.
. 
 ..
(i)

w r1

(i)

w r2

(i)

. . . w rs
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(i)

where {w jc }1≤i≤` form a (τ, `)-Shamir secret sharing of word Wjc . This requires that the
random values αi s, used to create Shamir secret shares as explained in Section 5.2.1, are shared
beforehand among SU s and PU s. This could be done by FCC during the registration phase, for
instance, and must not be communicated to DB s.
This way, records revealing operational data of PU s, which could be used by DB s to build
knowledge of the activity of these PU s and track them, are information-theoretically protected
from DB s as long as no more than τ of these DB s collude. However, for this protocol to work,
this condition must hold: 0 < t ≤ t + τ < k ≤ `. While this extension of LP -Goldberg should
have no impact on the performance from SU s and DB s side as we show in Section 5.4, it has,
however, an impact on the t-privacy of the protocol. In fact as the τ -independence level, controlling how many DB s can collude to learn the record submitted by PU , sought by PU increases,
the maximum achievable t-privacy level will decrease since t + τ < k must always hold.

5.3.5

Location Privacy of SU s in Partitioned-database CRN s

In this section, we present another location privacy-preserving approach for SU s in the case
where the spectrum database content is distributed among the different DB s instead of simply replicating it as in the previous approaches. This could be motivated by the fact that some
database-driven CRN s may have multiple DB s covering different or slightly overlapping regions. It could also be a way to reduce cost by making each DB manage a portion of the
database.
For that we rely on the RAID-PIR protocol due to Demmler et al. [4] which builds on Chor’s
scheme to reduce the communication overhead and the computation required at the server side.
The idea here is very similar to that of Chor’s but here the vector eβ is divided into ` chunks.
Each query qi sent to DB i is divided into π chunks as illustrated in Figure 5.3, where π is a
redundancy parameter that controls the minimum number of DB s that need to collude to recover
the record D β with 2 ≤ π ≤ `. This parameter also controls the number of chunks in every
query and how often the chunks overlap throughout these queries [4].
The details of this approach are described in Algorithm 8. To optimize the cost, SU can use a
pseudo random generator, P RG, to generate the π − 1 chunks of qi as illustrated in Algorithm 8.
For that, SU randomly generates ` seeds s1 , · · · , s` of size κ bits each, where κ is the symmetric
security parameter, and expands each seed si into π − 1 random chunks rndi [j], using P RG,
each of size

r
`

as depicted in step 4 of Algorithm 8. The first chunk of query qi , denoted as fi , is
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Algorithm 7 D β ← τ -LP -Goldberg(`, r , b, t, w )
FCC
Chooses ` distinct α1 , · · · , α` ∈ F∗ .
2: Shares these αi s only with PU s and SU s.

1:

PU
Divides its activity record j into s words Wj1 , · · · , Wjs
4: Creates s random degree-τ polynomials gj1 , · · · , gjs ∈R F[x] s.t. gjc (0) = Wjc ∀c ∈
[1, · · · , s]
(i)
5: Sends w jc ← gjc (αi ) to DB i , ∀ i ∈ [1, · · · , `], ∀c ∈ [1, · · · , s]

3:

6:

7:
8:
9:
10:
11:

(i)

(i)

DB i adds j th record formed by w j1 , · · · , w js to D (i)
SU
β ← InvIndex(lx , ly , C , ts)
→
−
Sets standard basis vector eβ ← 1 β ∈ Zr
Creates r random degree-t polynomials f1 , · · · , fr ∈R F[x] s.t. fj (0) = eβ [j] ∀j ∈
[1, · · · , r ]
ρi ← hf1 (αi ), · · · , fr (αi )i, ∀i ∈ [1, · · · , `]
Sends ρi to DB i , ∀i ∈ [1, · · · , `]

Each honest DB i
Receives ρi
P
P
(i)
(i)
13: R i ← ρi · D (i) = h j fj (αi )w j1 , · · · , j fj (αi )w js i
14: Sends R i to SU

12:

15:
16:
17:
18:
19:
20:
21:
22:
23:

SU
Receives R1 , · · · , Rk
if k > t + τ then
for c from 1 to s do
Ric ← Ri [c] ∀i ∈ [1, · · · , k ]
S c ← hR1c , · · · , Rk c i
D βc ← E ASY R ECOVER(t, w , [αp
1 , · · · , αk ], S c )
if Recovery fails and ϑ < k − b k (t + τ )c then
S c ← hR1c , · · · , Rk c i
D βc ← H ARD R ECOVER(t, w , [α1 , · · · , αk ], S c )

computed to cancel out the π −1 other ith chunks rndi [j] of each of the other DB s, if applicable,
and is obtained by xoring those π − 1 chunks with the ith chunk of eβ . Thanks to the use of the
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Figure 5.3: RAID-PIR [4]
P RG, SU does not need to send the whole query and needs only to send a compacted version
of qi , denoted as qi0 , composed of fi and the seed si , used to generate the other chunks of the full
query qi , to DB i . Then, DB i will use the same pseudo-random generator, P RG, with the seed
that it received to generate the full query qi . Once qi recovered, DB i will construct its answer
Ri by xoring the records in D whose indices match those of the set bits in qi . Finally, SU needs
only to xor the results from the different DB s to recover the β th record.
As the size of the query qi is just π/` · r , each DB now needs to store and process only
π/` · r records of D which will be beneficial to DB s especially if the number of these databases
increases.

5.4
5.4.1

Evaluation and Analysis
Analytical Comparison

We start by studying the proposed approaches’ performance analytically and we compare them to
existing approaches. For LP -Goldberg, we choose w = 8 to simplify the cost of computations as
in [332]; since in GF (28 ), additions are XOR operations on bytes and multiplications are lookup
operations into a 64 KB table [332]. We summarize the system communication complexity and
the computation incurred by both DB and SU and we illustrate the difference in architecture and
privacy level of the different approaches in Table 5.3. As we mentioned earlier, existing research
focuses on the single DB setting. We compare the proposed approaches to existent techniques
despite the difference of architecture to show the great benefits that multi-server PIR brings in
terms of performance and privacy as we discuss next. We briefly discuss these approaches in the
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Algorithm 8 D β ← RAID-LP -Chor (`, r , b)
1:
2:
3:
4:
5:
6:
7:

SU
β ← InvIndex(lx , ly , C , ts)
→
−
Sets standard basis vector eβ ← 1 β ∈ Zr
Picks ` seeds si ∈R {0, 1}κ
Expands si to π −1 chunks rndi [j] ← P RG(si , j) ∀j ∈ [(i mod `)+1, (i+π −2 mod `)+
1], ∀i L
∈ [1, `]
fi ← j rndj [i], j = (i − 1 mod `) + 1, (i − 2 mod ` + 1), · · ·
fi ← eβ ⊕ fi ∀i ∈ [1, `]
Sends qi0 consisting of chunk fi and seed si to DB i

Each DB i
8: Expands its received si as in Step 4 to get full query qi
L
9: R i ←
D j , D j is the j th record of D
1≤j≤r
qij =1

10:

Sends Ri to SU

SU
11: Receives R 1 , · · · , R `
12: D β ← R 1 ⊕ · · · ⊕ R `

following.
Gao et al. [3] propose a PIR-based approach, termed PriSpectrum, that relies on the PIR of
Trostle et al. [243] to defend against the new attack that they identify. This new attack exploits
spectrum utilization pattern to localize SU s. Troja et al. [184,185] propose two other PIR-based
approaches that try to minimize the number of PIR queries by either allowing SU s to share their
availability information with other SU s [184] or by exploiting trajectory information to make
SU s retrieve information for their current and future positions in the same query [185].
Despite their merit in providing location privacy to SU s these PIR-based approaches incur high overhead especially in terms of computation. This is due to the fact that they rely on
cPIR protocols to provide location privacy to SU s, which are known to suffer from expensive
computational cost. In fact, answering an SU ’s query through a cPIR protocol, requires DB to
process all of its records, otherwise DB would learn that SU is not interested in them and would
then learn partial information about the record D β , and consequently SU ’s location. This makes
the computational cost of most cPIR based location preserving schemes linear on the database
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size from DB side as we illustrate in Table 5.3. Now this is not exclusive to cPIR protocols
as even itPIR protocols may require processing all the records to guarantee privacy, however,
the main difference with cPIR protocols is that the latter have a very large cost per bit in the
database, usually involving expensive group operations like multiplication modulo a large modulus [321] as opposed to multi-server itPIR protocols. This could be seen clearly in Table 5.3 as
both LP -Chor and LP -Goldberg require DB to perform a very efficient XOR operation per bit
of the database. The same applies to the overhead incurred by SU which only performs XOR
operations in both LP -Chor and LP -Goldberg, while performing expensive modular multiplications and even exponentiations over large primes in the cPIR-based approaches.
In terms of communication overhead, the proposed approaches incur a cost that is linear in
the number of records r and their size b. As an optimal choice of these parameters is usually
√
√
r = b = n [11, 12, 321, 332] then this cost could be seen as O( nw ) to retrieve a record of
√
size nw bits, which is a reasonable cost for an information theoretic privacy.
Moreover, as illustrated in Table 5.3, existent approaches fail to provide information theoretic privacy as the underlying security relies on computational PIR schemes. The only approaches that provide information theoretic location privacy are LP -Chor , LP -Goldberg, and
RAID-LP -Chor which are (` − 1)-private, t-private, and (π − 1)-private respectively, by Definition 8. It is worth mentioning that PriSpectrum [3] relies on the well-known cPIR of Trostle
et al. [243] representing the state-of-the-art in efficient cPIR. However, this cPIR scheme has
been broken [321, 337]. Since the security of PriSpectrum follows that of Trostle et al. [243]
broken cPIR, then PriSpectrum fails to provide the privacy objective that it was designed for.
However, we include it in our performance analysis for completeness.

5.4.2

Experimental Evaluation

We further evaluate the performance of the proposed schemes experimentally to confirm the
analytical observations.
Hardware setting and configuration. We have deployed the proposed approaches on GENI
cloud [328] platform using the percy++ library [338]. We have created 6 virtual machines (VMs),
each playing the role of a DB and they all share the same copy of D. We deploy these GENI
VMs in different locations in the US to count for the network delay and make our experiment
closer to the real case scenario where spectrum service providers are located in different locations. These VMs are running Ubuntu 14.04, each having 8 GB of RAM, 15 GB SSD, and 4
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vCPUs, Intel Xeon X5650 2.67 GHz or Intel Xeon E5-2450 2.10 GHz. To assess the SU overhead we use a Lenovo Yoga 3 Pro laptop with 8 GB RAM running Ubuntu 16.10 with an Intel
Core m Processor 5Y70 CPU 1.10 GHz. The client laptop communicates with the remote VMs
through ssh tunnels. We are also aware of the advances in cPIR technology, and more precisely
the fastest cPIR protocols in the literature: XPIR which is proposed by Aguilar et al. [321] and
SealPIR due to Angel et al. [326]. We include these protocols in our experiment to illustrate
how multi-server PIR performs against the best known cPIR schemes if they are to be deployed
in CRN s. We use the available implementation of these protocols provided in [339] and [340]
and we deploy their server components on a remote GENI VM while the client component is
deployed on the Lenovo Yoga 3 Pro laptop.
Dataset. Spectrum service providers (e.g. Google, Microsoft, etc) offer graphical web interfaces and APIs to interact with their databases allowing to retrieve basic spectrum availability
information for a user-specified location. Access to full data from real spectrum databases was
not possible, thus, we generated random data for our experiment. The generated data consists of
a matrix that models the content of the database, D, with a fixed block size b = 560 B while
varying the number of records r . The value of b is estimated based on the public raw data provided by FCC [341] on a daily basis and which service providers use to populate their spectrum
databases.
Table 5.3: Comparison with existent schemes
Scheme

Computation

Communication
DB

Setting

Privacy

SU

LP -Chor

(r + b) · `

nt⊕

(r + b) · ((` − 1) · t⊕ )

` DB s

(` − 1)-private

LP -Goldberg

r ·w ·`+k ·b

(n/w ) · t⊕

` · (` − 1) · r t⊕ + 3` · (` + 1)t⊕

` DB s

t-private `-comp.-private

RAID-LP -Chor

r +`·κ+`·b
√
(2 r + 3) · dlog pe

(π/`) · nt⊕
O(r ) · M ulp

(r · (π − 1) + b · (` − 1))t⊕
√
4 r · M ulp
√
4 n · M ulp
√
ng · ψ · (2Expp + M ulp) + 4 n · M ulp

PriSpectrum [3]
Troja et al [185]
Troja et al [184]
XPIR [321]
SealPIR [326]

12δ · b
√
ng · ψ · log2 q + (2 n + 3) · dlog pe
√
O(N d d n)
√
O(N dd d n/N e)

O(n) · M ulp
O(n) · M ulp
2d · (r /α) · (b/`0 ) · M ulp
√
O(d d n)

` DB

(π − 1)-private

1 DB

underlying PIR broken

1 DB

computationally-private

1 DB

computationally-private

d · (r /α)1/d · Enc + d · α · b/`0 · Dec

1 DB

computationally-private

d · E + (F d−1 + 1) · D

1 DB

computationally-private

Variables: t⊕ is the execution time of one XOR operation. p is a large prime, and M ulp and Expp are the execution time of
performing one modular multiplication, and one modular exponentiation respectively. ψ denotes the number of bits that an
SU shares with other SU s in [184], ng is the number of SU s within a same group in [184]. δ is the number of DB segments
in [185]. d is the recursion level, α is the aggregation level, C is the Ring-LWE ciphertext size, λ is the number of elements
returned by DB , F is the expansion factor of the underlying cryptosystem, `0 is the number of bits absorbed in a cyphertext, all
are used in [321]. (Enc, Dec) are respectively the encryption and decryption cost for Ring-LWE cryptosystem used in [321].
(E, D) are respectively the encryption and decryption cost for Fan-Vercauteren [342] cryptosystem used in [326]. N is the query
size bound in XPIR and SealPIR and is typically is typically 2048 or 4096 based on recommended security parameters.
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Results and Comparison. We first measure the query end-to-end delay of the proposed approaches and plot the results in Figure 5.4. We also include the delay introduced by the existing
schemes based on our estimation of the operations included in Table 5.3. The end-to-end delay
that we measure takes into consideration the time needed by SU to generate the query, the network delay, the time needed by DB to process the query, and finally the time needed by SU to
extract the β th record of the database. We consider two different internet speed configurations
in our experiment. We first rely on a high-speed internet connection of 80M bps on the download and 30M bps on the upload for all compared approaches. Then we use a low-speed internet
connection of 1M bps on the upload and download to assess the impact of the bandwidth on
LP -Chor and LP -Goldberg, and also on XPIR as well.
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Figure 5.4: Query RTT of the different PIR-based approaches
Figure 5.4 shows that the proposed schemes perform much better than the existing approaches in terms of delay even with low-speed internet connection. They also perform better
than the fastest existing cPIR protocols XPIR and SealPIR. This shows the benefit of relying
on multi-server itPIR in multi-DB CRN s. Also, and as expected, LP -Chor scheme performs
better than LP -Goldberg thanks to its simplicity. As we will see later, LP -Goldberg also incurs larger communication overhead than LP -Chor as well. This could be acceptable knowing that LP -Goldberg can handle collusion of up-to ` DB s, and is robust in the case of (` −
k ) non-responding DB s, and ϑ byzantine DB s, as opposed to LP -Chor . This means that
LP -Goldberg could be more suitable to real world scenario as failures and byzantine behaviors are common in reality. Figure 5.4 also shows that the network bandwidth has a significant
impact on the end-to-end latency. This is due to the relatively large amount of data that needs to
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be exchanged during the execution of these protocols which requires higher internet speeds.
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Figure 5.5: Computation Comparison
We also compare the computational complexity experienced by each SU and DB separately
in the different approaches as shown in Table 5.3. We further illustrate this through experimentation and we plot the results in Figure 5.5(a), which shows that the proposed schemes incur
lower overhead on the SU than the existing approaches. The same observation applies to the
computation experienced by each DB which again involves only efficient XOR operations in
the proposed schemes. We illustrate this in Figure 5.5(b).
We also study the impact of non-responding DB s on the end-to-end delay experienced by
the SU in LP -Goldberg as illustrated in Figure 5.6. This Figure shows that as the number of
faulty DB s increases, the end-to-end delay decreases since SU needs to process fewer shares to
recover the record D β . As opposed to LP -Chor , in LP -Goldberg, SU is still able to recover
the record β even if only k out-of-` DB s respond. Please recall also that our experiment was
performed on resource constrained VMs to emulate DB s, however in reality, DB s should have
much more powerful computational resources than those of the used VMs which will have a
tremendous impact on further reducing the overhead of the proposed approaches.
Figure 5.7 illustrates the impact of SU ’s desired privacy level in LP -Goldberg on the processing time incurred by both SU and DB s. As expected, increasing the value of t, which
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Figure 5.6: Impact of the number of faulty DB s on the query RTT.
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Figure 5.7: Impact of increasing query privacy level, t
controls the number of DB s that can collude without inferring the content of the query, should
not have any impact on each DB as they will always perform the same operations regardless of
the privacy level. However, since the results sent by DB s could also be considered as a (t, `)Shamir secret sharing of the retrieved record, when t increases, then the number of secret shares
required to recover the record increases which will result in more computation for the SU when
performing Lagrange interpolation over higher degree-t polynomials.
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We further study the impact of the number of byzantine DB s on the processing time on
SU side in LP -Goldberg as depicted in Figure 5.8. As expected, having more byzantine DB s
will increase the complexity of decoding the different shares, that SU receives from DB s, using
the relatively expensive H ARD R ECOVER subroutine from [12].
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Figure 5.8: Performance of LP -Goldberg in the presence of byzantine DB s
As for τ -LP -Goldberg, the τ -independence extension will have no impact on the processing
time of DB s and should also have no impact on SU s as long as t + τ is constant. This means
that both PU s and SU s will always seek the maximum privacy levels for their data and queries
such that t + τ < k. This is reflected in Figure 5.9. However the processing time will be linear
in t + τ similar to Figure 5.7(a).
As for the case of mobile SU s, we compare the performance of batching multiple queries for
the future locations of a SU to that of sending separate consecutive queries using LP -Goldberg,
SealPIRand,and XPIR as depicted in Figure 5.10. Using batching mainly reduces the computation on DB s side and will reduce the end-to-end delay for answering the queries of the moving
SU .
We also demonstrate the benefit of relying on RAID-LP -Chor and partitioning the database
content among DB s, instead of simply replicating it, on the DB s’ side for several values of the
redundancy parameter π. As expected, π = 2 yields the best performance however it also offers
the lowest level of resistance to collusion. Setting π to be equal to ` will is equivalent to the original scheme LP -Chor and will have the best performance. Therefore, RAID-LP -Chor offers
a performance-privacy tradeoff that is controlled by the redundancy parameter π.
In terms of communication overhead, most of the approaches, including ours, have linear
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Figure 5.9: Performance of τ -independent LP -Goldberg, with k = ` = 6 and t + τ < k
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Figure 5.10: Query RTT for a moving SU
cost in the number of records in the database as shown in Table 5.3. What really makes a difference between these schemes’ communication overheads is the associated constant factor which
could be very large for some protocols. Based on our experiment and the expressions displayed
in Table 5.3, we plot in Figure 5.12, the communication overhead that the CRN experiences for
each private spectrum availability query issued by SU for the different schemes. The scheme
with the lowest communication overhead is that of Troja et al. [185] especially for a large number
of records thanks to the use of Gentry et al. PIR [217] which is the most communication efficient
single-server protocol in the literature having a constant communication overhead. However this
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Figure 5.11: DB ’s processing time under RAID-LP -Chor compared to LP -Chor
scheme is computationally expensive just like most of the existing cPIR-based approaches as
we show in Figure 5.4. RAID-LP -Chor is the second best scheme in terms of communication
overhead followed byLP -Chor , but they also provide information theoretic privacy. As shown in
Figure 5.12, RAID-LP -Chor is significantly more efficient than LP -Chor , which again shows
the benefit, in terms of overhead, of distributing the spectrum availability information among
multiple DB s. As shown in Figure 5.12, LP -Chor incurs much lower communication overhead
than LP -Goldberg thanks to the simplicity of the underlying Chor PIR protocol. However, as
we discussed earlier, LP -Goldberg provides additional security features compared to LP -Chor .
SealPIR has a relatively high communication overhead especially for smaller database size but
its overhead becomes comparable to that of LP -Chor when the database’s size gets larger as
shown in Figure 5.12. This could be a good alternative to the cPIR schemes used in the context of CRN s especially that it introduces much lower latency which is critical in the context of
CRN s. Still, the proposed approaches have better performance and also provide informationtheoretic privacy to SU s, which shows their practicality in real world.
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Figure 5.12: Comparison of the communication overhead of the different approaches: b = 560
B, k = `, ϑ = 0.

5.5

Related Work

There are other approaches that address the location privacy issue in database-driven CRN s.
However, for the below mentioned reasons we decided not to consider them in our performance analysis. For instance, Zhang et al. [60] rely on the concept of k-anonymity to make
each SU queries DB by sending a square cloak region that includes its actual location. kanonymity guarantees that SU ’s location is indistinguishable among a set of k points. This
could be achieved through the use of dummy locations by generating k − 1 properly selected
dummy points, and performing k queries to DB , using the real and dummy locations. Their approach relies on a tradeoff between providing high location privacy level and maximizing some
utility. This makes it suffer from the fact that achieving a high location privacy level results in a
decrease in spectrum utility. However, k-anonymity-based approaches cannot achieve high location privacy without incurring substantial communication/computation overhead. Furthermore,
it has been shown in a recent study led by Sprint and Technicolor [242] that anonymization based
techniques are not efficient in providing location privacy guarantees, and may even leak some
location information. Grissa et al [59, 320] propose an information theoretic approach which
could be considered as a variant of the trivial PIR solution. They achieve this by using setmembership probabilistic data structures/filters to compress the content of the database and send
it to SU which then needs to try several combinations of channels and transmission parameters
to check their existence in the data structure. However, LPDB is only suitable for situations
where the structure of the database is known to SU s which is not always realistic. Also, LPDB
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relies on probabilistic data structures which makes it prone to false positives that can lead to
erroneous spectrum availability decision and cause interference to PU ’s transmission. Zhang et
al. [240] rely on the -geo-indistinguishability mechanism [222], derived from differential privacy to protect bilateral location privacy of both PU s and SU s, which is different from what
we try to achieve in this paper. This mechanism helps SU s obfuscate their location, however, it
introduces noise to SU ’s location which may impact the accuracy of the spectrum availability
information retrieved.

5.6

Conclusion

In this paper, with the key observation that database-driven CRN s contain multiple synchronized DB s having the same content, we harnessed multi-server PIR techniques to achieve
an optimal location privacy for both SU s and PU s and for different use cases with high efficiency. Our analytical and experimental analysis indicates that our adaptation of multi-server
PIR for database-driven CRN s achieve magnitudes of time faster end-to-end delay compared to
the fastest state-of-the-art single-server PIR adaptation with an information theoretical privacy
guarantee. Given the demonstrated benefits of multi-server PIR approaches without incurring
any extra architectural overhead on database-driven CRN s, we hope this work will provide an
incentive for the research community to consider this direction when designing location privacy
preservation protocols for CRN s.
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6.1

Introduction

The Federal Communications Commission (FCC) continues its effort towards promoting dynamic access to spectrum resources, and has recently promulgated the creation of the Citizens
Broadband Radio Service (CBRS) in the 3.5 GHz band (3550 - 3700 MHz) [343]. This opens
up previously protected spectrum, used by the US Navy and other DoD members, for dynamic
and opportunistic spectrum sharing. In its CBRS report [10, 343], FCC prescribes the use of
a centralized spectrum access system (SAS ) to govern CBRS sharing among incumbent and
secondary users. Like the case of TV white space (TVWS) access, SAS comprises multiple
geolocation spectrum databases (DB s), operated (typically) by different administrators and are
required to communicate amongst themselves to ensure frequency use information consistency.
Also, like in TVWS, SU s need to query the DB s using their exact location information to be
able to learn about CBRS spectrum opportunities in their vicinity.
SAS supports three types of users: primary users (PU s), priority access license (PAL) users,
and general authorized access (GAA) users. PU s are top/first tier users with the highest priority,
while new CBRS users, considered as secondary users, operate either at the second tier as PAL
users or at the third tier as GAA users [344]. PAL users are assigned through competitive auction
and have priority over GAA users, but they are required to vacate the spectrum upon the return
of PU s. GAA users, on the other hand, operate opportunistically, in that they need to query the
DB s to learn about which spectrum portions are available—not being used by higher tier (PU or
PAL) users. Even though both PAL and GAA users are considered as secondary users, in the
remaining parts of this paper, for ease of illustration, SU refers to a GAA user, since only GAA
users need to query DB s to learn spectrum availability; PAL users acquire spectrum access via
bidding.
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6.1.1

Key SAS Requirements

As stipulated by FCC [343], SAS ’s capabilities will exceed those of TVWS [317], allowing a
more dynamic, responsive and generally capable support of a diverse set of operational scenarios
and heterogeneous networks [345]. While some of FCC’s design requirements for SAS , such
as the ability to authenticate users, hold users accountable for rule and policy violation, and to
protect against unauthorized database access and tampering, are similar to TVWS systems, other
requirements are only specific to SAS , which include [10]:
• Information gathering and retention: SU s must keep SAS informed about their current operating parameters and channel usage information at all time, so that SAS can maintain accurate
and up-to-date frequency usage information. While this is mandatory in SAS , it is only optional
in TVWS.
• Coexistence: SAS is required to coordinate the interactions among PAL and GAA users to
ensure interference-free coexistence among all CBRS users [10, 346]. This is different from
TVWS systems, which focus primarily on protecting PU s, and not on ensuring coexistence
among SU s.
• Auditability: SAS must maintain audit logs of all system operations [347], including DB write
operations, user membership status changes, etc. SAS uses these logs to verify and ensure compliance with regulatory rules and policies.
It is then important that these requirements be met when designing SAS . The challenge,
however, is that meeting them gives rise to some serious privacy issues, thereby impacting the
adoption of this promising technology.

6.1.2

Privacy Issues in SAS

A subtle privacy concern arises in SAS , which pertains merely to the fact that SU s are required to share sensitive operational information with DB s in order for them to obtain spectrum
availability information [10]. This information, which may include SU s’ sensitive data, such
as their locations, identities, spectrum usage, and transmission parameters, may be collected
by an adversary or a malicious SAS administrator and be exploited for economic, political, or
other purposes [348]. For instance, fine-grained location information can easily reveal other
personal information about SU s including their behavior, health condition, personal habits or
beliefs [301].
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It may not be acceptable for most users to expose such a sensitive information, especially in
the presence of malicious entities that can exploit it for malicious purposes [301]. Such privacy
risks may hinder the wide adoption of this promising spectrum sharing technology. Calls are
starting to arise within the wireless community to raise awareness about this issue as it is the
case with Federated Wireless in their comments to FCC regarding its report and order [10].
Therefore, it is necessary to design mechanisms that can protect SU s’ sensitive information
while at the same time abiding by FCC’s rules and policies prescribed for SAS .

6.1.3

Contributions and Paper Organization

Most of SAS ’ rules require SU s to share a great deal of their sensitive information, which
conflict with SU s’ privacy objectives. As a result, we are facing a dilemma: On one hand,
all SAS entities need to comply with SAS ’s requirements to have a stable, interference-free
radio environment. On the other hand, it is important to offer privacy guarantees to SU s so as
to promote this new spectrum sharing technology. This dilemma makes the task of designing
SAS mechanisms that provide privacy guarantees while complying with SAS ’s requirements
and rules very challenging.
We strongly envision that the public’s (long-term) acceptance of the SAS paradigm will
greatly depend on the robustness and trustworthiness of SAS vis-a-vis of its ability to address these privacy concerns. Therefore, in this work, we propose TrustSAS , a trustworthy
SAS design framework that aims to achieve these two conflicting goals. More specifically,
TrustSAS combines and synergizes state-of-the art cryptographic techniques with blockchain
technology in an innovative way to address these privacy issues while complying with FCC’s
regulatory design requirements. To the best of our knowledge, this work is the first to address
such issues within the context of SAS and CBRS.
We first provide in Section 6.2 a high-level overview of our framework to help grasp the
big picture. Then, in Section 6.3, we provide a detailed description of the framework. The
security analysis and performance evaluation are provided in Sections 6.4 and 6.5, and the paper
is concluded in Section 6.6.
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6.2

System and Framework Overview

In this section, we present the system architecture and provide a high-level overview of TrustSAS .
Fig. 6.1 can be referred to throughout this section to facilitate the description.

6.2.1

Architectural Components

As illustrated in Fig. 6.1, TrustSAS comprises three main architectural entities: FCC, multiple DB s, and multiple SU s. Without loss of generality, throughout the paper, we use FCC to
refer to FCC itself, or to any trusted third-party entity that is appointed by FCC to act on its behalf. In TrustSAS , FCC is responsible for enforcing compliance with regulatory requirements,
providing system keying materials, handling the registration of SU s, and granting them permissions to join TrustSAS . TrustSAS leverages and relies on the existence of multiple DB s for
spectrum access, each typically run by a different administrator. These DB s are assumed to be
synchronized and to be sharing the same content, as mandated by FCC. Also, TrustSAS supports multiple SU s, including a set of pre-registered SU s to be deployed specifically for playing
the role of anchor nodes. These anchor SU s serve to establish a backbone peer-to-peer (p2p)
network that can be discoverable and joinable by new SU s.
The content of each DB can be viewed/modelled as an r × b matrix D of size n bits,
where r is the number of records in the database, each of size b bits. Each record in D is a
unique combination of a cell number, representing the location, a channel number, and other
transmission parameters (e.g., max transmit power, duration, etc). In TrustSAS , each record
in D contains a smart contract that is to be created by DB s to define channel usage rules, such
as the maximum number of SU s allowed to transmit simultaneously in a given location, SU ’s
maximum transmit power, etc. With these smart contracts, TrustSAS ensures fair sharing of
the spectrum resources, and limits the interference among SU s, thus satisfying the coexistence
requirement, stated in Section 6.1.1. For simplicity, we assume that channel usage is permitted
over a fixed duration independently from the channel, and that SU s need to query DB s for an
updated channel availability information periodically every Tepoch , where Tepoch is a tunable
system design parameter. The geographical area serviced by TrustSAS is modeled as a grid of
N × N cells of equal sizes, and an SU ’s location is expressed through the grid’s cell index.
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Figure 6.1: TrustSAS Architecture and Initial Operations

6.2.2 TrustSAS Initial Setup
The first phase needed for setting up TrustSAS is bootstrapping (see Fig. 6.1), during which
FCC creates the system parameters and keys, specific to TrustSAS , and shares them with DB s.
Also, SU s first need to register and request SAS access privileges from FCC before they can join
TrustSAS . Once registered, FCC provides the joining SU with the anchor SU list, membership
keys, and the procedure necessary for the SU to authenticate with and join TrustSAS . Note
that, in TrustSAS , all messages communicated between the SU s and the DB s are established
over secure channels, so as to ensure that the spectrum queries are authenticated, private, and
not tampered with. Secure channels will be established via traditional mechanisms, and such
mechanisms are ignored in this framework to keep the focus on the other security aspects. This
phase is detailed in Section 6.3.1.1.
The second setup phase consists of establishing the underlying network infrastructure. Registered SU s that join TrustSAS will maintain communication with one another via an overlay p2p network, and a newly joining SU will rely on anchor SU s to discover and join the
p2p network.TrustSAS relies on an anonymous digital signature technique, explained in Section 6.3.1, to enable all these SU s to anonymously authenticate and verify each other’s legitimacy when peering with one another. This anonymous authentication will also enable SU s
to enjoy system services anonymously, yet in a verifiable way, to break the link between their
sensitive operational data and their true identities.
TrustSAS adopts a clustering approach, where joined SU s group themselves into clusters
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and elect cluster leaders, with the leaders being responsible for representing their SU s for interacting with other system entities. Not only will this improve TrustSAS scalability, but also
protect SU s’ privacy, as it will limit the interaction with DB s to only cluster leaders. Once
clusters are established, SU s within each cluster distributively and collaboratively generate their
cluster-specific keys, which will be used later for blockchain related operations inside the cluster
and for signing cluster-wise spectrum agreements. This phase is detailed in Section 6.3.1.2.
Once clusters are formed, the last setup phase is for the leaders to anonymously authenticate
with DB s, and upon successful authentication, these DB s will join and be part of the established p2p network. This way, DB s will not be involved in the initial clustering of SU s, and
therefore they will not be able to infer the SU s’ location information. This phase is detailed in
Section 6.3.1.3.

6.2.3 TrustSAS Main Operations
6.2.3.1

Querying Spectrum Availability Information

Each cluster leader acts on behalf of its SU members and privately queries DB s for spectrum availability information. Even though the true identities of all SU s, including leaders, are
hidden in TrustSAS , this is not sufficient to preserve their operational privacy. In fact, since
each record in DB s is associated with a unique location, DB s may infer the location of the leaders from their queries and can still use this information for tracking purposes. To prevent this,
TrustSAS protects the leaders’ queries through the adoption of multi-server private information
retrieval (PIR) protocol [349], which enables a user to retrieve a record from multiple databases
while preventing the databases from learning any information about the record or the user requesting it. After learning the spectrum availability information, members of each cluster will
distributively reach an agreement on how the spectrum resources are to be shared among them.
Detailed description of this operation is provided in Section 6.3.3.
6.2.3.2

Notifying about Spectrum Usage

Once a spectrum assignment agreement is reached, the cluster leader will notify the DB s
about the spectrum portions used by its cluster members, as well as about other information,
such as aggregate transmit power on each used channel, duration of channel use, etc., as required by FCC. TrustSAS uses this information to build knowledge of the spectral environment
and to maintain an accurate availability information to comply with the information gathering
and retention requirement. As we discuss in more details in Section 6.3, TrustSAS ensures
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that cluster leaders report an accurate and non-altered spectrum usage information that is easily
verifiable. Other leaders and DB s will distributively reach an agreement about the validity of
this information, which, if valid, will be updated to DB s’ records. Detailed description of this is
provided in Section 6.3.4.

The Proposed Framework: TrustSAS

6.3

TrustSAS relies on permissioned blockchains [350] to keep track of system and cluster activities. Blockchains are also used as a platform to handle agreements between entities at both
the cluster and system levels. This is achieved thanks to permissioned blockchains’ underlying
Byzantine fault tolerant (BFT) consensus mechanism [350], which enables participants to reach
agreements on block updates even when Byzantine nodes are present. Throughout the description of TrustSAS , before an entity submits and adds a block to a blockchain, we assume that the
block is first signed by the entity and then validated via BFT by the validators of the blockchain.
We now describe the different algorithmic components of TrustSAS .

6.3.1

System Setup

The first component of TrustSAS , depicted in Alg. 9, consists of setting up the system parameters and the required keys at initialization, which is done in three phases.
Algorithm 9 TrustSAS setup
1:

function T WOWAY EPID(A, B, Kpk , L)
User A sends a challenge mA to user B
User B sends a challenge mB to user A
A: (Σ A , PA ) ←EPID.S IGN(sk A , Kpk , mB , L )
B: vA ←EPID.V ERIFY(Kpk , mB , Σ A , PA , L )
B: (Σ B , PB ) ←EPID.S IGN(sk B , Kpk , mA , L )
A: vB ←EPID.V ERIFY(Kpk , mA , Σ B , PB , L )
return vA ∧ vB
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Bootstrapping phase
2:

FCC: (Kpk , Ksk ) ← EPID.S ETUP(κ)

3:

FCC shares Kpk with DB s

4:

(sk SU , Kpk )←EPID.J OIN (Kpk ,KF CC ) ∀SU ∈ A

5:

for SU k ∈ A do

6:

. κ: security level

for SU l ∈ A \ {k} do

7:

T WOWAY EPID(k, l)

8:

All SU s ∈ A peer up with each other

9:

Joining SU : (sk SU , Kpk ) ← EPID.J OIN (Kpk , KF CC )

10:

FCC shares A with joining SU
Peering and clustering phase

11:

SU joins and discovers the p2p network through A

12:

SU runs T WOWAY EPID() with each peer

13:

SU s of the overlay network form clusters {C (i) }1≤i≤nC

14:

SU s ∈ C (i) elect a leader SU L , ∀ 1 ≤ i ≤ nC

15:

SU s ∈ C (i) maintain a local blockchain BC (i)

16:

SU s ∈ C (i) run steps 2-6 of R EKEYING (C (i) ) (Alg. 10)

(i)

Peering with DB s
17:

DB s form validators set V

18:

Global blockchain BC is created with validators ∈ V

19:

DB s ∈ V and FCC maintain full copy of BC

20:

for i = 1, · · · , nC do
(i)

21:

SU L authenticates with DB s using EPID

22:

SU L peers up with DB s and becomes a validator

23:

SU L submits y (i) to BC

24:

SU L requests a beacon β (i) from a DB

25:

DB sends an EPID challenge m to SU L

26:

SU L :(Σ L , PL )←EPID.S IGN(sk L , Kpk , m, L)

27:

DB verifies (Σ L , PL ) with EPID.V ERIFY()

28:

DB issues β (i) to SU L and submits it to BC

29:

SU L selects SU s ∈ C (i) into R(i)

30:

Every Tβ , SU s ∈ R(i) transmit β i for a duration d

(i)
(i)
(i)

(i)

(i)

(i)

(i)
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6.3.1.1

Bootstrapping Phase (Alg. 9, steps 2-10)

TrustSAS ensures that SU s activities are anonymous, yet verifiable, by leveraging Intel’s
anonymous digital signature, known as enhanced privacy ID (EPID) [351]. EPID allows any
SU to prove its membership legitimacy to other TrustSAS entities, without revealing its true
identity, using zero-knowledge proof [352]. EPID also enables access revocation of misbehaving SU s anonymously, by maintaining and using a revocation list L based on SU s’ signatures.
EPID typically runs four procedures. The first, EPID.S ETUP, is run by the FCC as the first step
of the Bootstrapping phase (step 2, Alg. 9) and outputs two system keys: Membership Verification Public Key (Kpk ) and Membership Issuing Secret Key (Ksk ). The first key, Kpk , is shared
among all entities of TrustSAS , and used by SU s and DB s to anonymously verify the membership legitimacy of another SU . The second key, Ksk , is kept secret and used only by FCC to
create a unique Membership Private Key, sk SU , for each joining SU , a key that the SU uses to
prove its membership legitimacy to the other system members anonymously. We iterate again
that FCC will be used throughout to refer to either FCC itself or any third-party entity that is
appointed by FCC to govern on its behalf.
The second procedure, EPID.J OIN, is run interactively between each joining SU and FCC,
and takes as input Kpk and FCC’s public key KF CC , as illustrated in steps 4 and 9 of Alg. 9.
It results in SU obtaining Kpk and sk SU . The third procedure, EPID.S IGN, allows an SU to
anonymously prove its membership legitimacy and that it does not belong to the revocation list
(i.e., its signature over a challenge message, m, does not belong to L). Note that EPID signatures
produced by the same SU are linkable; this prevents any malicious SU from forging multiple
signatures on behalf of other SU s. To validate the EPID signature of joining SU , a verifier uses
the fourth procedure, EPID.V ERIFY, using the membership public key, Kpk , by checking that
SU ’s signature is not in L.
TrustSAS also requires that some SU s be appointed to serve as anchor nodes. These SU s
need to run the T WOWAY EPID subroutine (Alg. 9, step 1) among themselves to authenticate
each other anonymously before they peer up and initiate the overlay p2p network. Later on,
every joining SU , that obtained its sk SU through EPID.J OIN, will also get the list of anchor
nodes, denoted by A throughout, from FCC.
6.3.1.2

Joining and Clustering Phase (Alg. 9, steps 11-16)

Every joining SU uses the list A to discover and join the ongoing p2p network. The joining
SU then needs to authenticate with its peers and verify their legitimacy via T WOWAY EPID
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(Alg. 9, step 1). After enough SU s have joined TrustSAS , these SU s will form clusters based
on their locations; this may require the SU s to expose their locations to other SU s, but it should
be no issue at this point since DB s are not part of the p2p network yet. The members of each
C (i) will also maintain a cluster (local) blockchain, BC (i) , to log and keep track of key events
taking place in the cluster.
TrustSAS requires SU s of each cluster to serve as witnesses with respect to any clusterrelated statement that is shared by the leader with the system. This is to prevent the leader from
maliciously reporting incorrect information that was not validated by members of the cluster. To
ensure this, TrustSAS adopts the robust (t, n)-threshold BLS (TBLS) signature scheme [353].
TBLS requires no more than (any) ti + 1 of the ni SU s in C (i) to collaboratively create a cluster signature over a statement. For this, members of each C (i) will have to run the R EKEYING
operation described in Alg 10, among the ni SU s of C (i) , to jointly generate the keys required
for performing such distributed (ti , ni )-TBLS signatures within C (i) . This is achieved by running TBLS’s distributed key generation (DKG) [354] operation which will result in each SU j
in C (i) obtaining three keys: Cluster Public Key, y (i) , which is shared among all SU s in C (i) ,
(i)

(i)

(i)

Cluster User Secret Key, xj , and Cluster User Public Key, zj = g xj . The Cluster User Secret
(i)

(i)

Keys (x1 , · · · , xni ) are a (ti , ni )-threshold secret sharing of the private key x(i) = logg y (i) .
These shares are constructed using Shamir secret sharing [291] such that any subset of ti + 1
SU s from C (i) can recover x(i) using Lagrange interpolation. Cluster User Public Keys represent SU s’ pseudonyms within C (i) and are also used to identify SU s’ transactions in the local
blockchain, BC (i) . In addition to DKG, TBLS comprises four other operations:
(i)

• S IGN S HARE G EN: It enables each SU j to compute the signature share σj over a message
m to be signed by C (i) .
(i)

• S IGN S HARE V ERIF: It enables members of C (i) to verify SU j’s signature share σj against
(i)

its public key zj .
• S IGN R ECONSTRUCT: The leader of a cluster collects a set of ti + 1 signature shares of a
message m, Hi , verified using S IGN S HARE V ERIF, from ti + 1 SU s. It combines these shares
using Lagrange interpolation, via the Lagrange coefficients that were calculated in DKG, and
reconstructs the complete cluster signature.
• G ROUP S IGN V ERIF: Used to verify the cluster-generated signature against C (i) ’s public key
y (i) .
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Note that TBLS does not require reconstructing x(i) during the signing process. Even after
repeated signing, no SU could learn any information about x(i) that would enable it to create
signatures without ti other SU s [355]. We refer the reader to [353] for more details about TBLS.
Algorithm 10 Rekeying within C (i)
procedure R EKEYING(C (i) )
(i)
(i) (i)
(i)
2:
{y (i) , x1 , · · · , xni , z1 , · · · , zni } ←TBLS.DKG(I)
(i)
3:
for SU j ∈ C do
(i)
4:
(Σ j , Pj )← EPID.S IGN(sk j , Kpk , zj , L )
1:

(i)

5:

%j ← TBLS.S IGN S HARE G EN(xj , Σ j , Pj )

6:

SU j sends tuple (%j , Σ j , Pj , zj ) to SU L

(i)

(i)

(i)

(i)

7:

SU L submits {(%j , Σ j , Pj , zj )}j∈C (i) to BC (i)

8:

SU L submits y (i) to BC

(i)

To handle system-wise access revocations, TrustSAS requires that each SU ’s Cluster User
Public Key is associated with its EPID signature over some statement that is known by all cluster
(i)

members. To achieve this, each SU j signs its Cluster User Public Key zj

itself, which is

known to all SU s in the cluster, using EPID.S IGN with its EPID Membership Private Key, sk j
(Alg 10, step 4). This serves to create a cryptographic binding between SU ’s EPID signature
and its Cluster User Public Key. This binding will then have to be submitted as a transaction
to be included in BC (i) . This is done by making SU sign the binding from the previous step
(i)

using TBLS.S IGN S HARE G EN with its Cluster User Secret Key, xj (Alg 10, step 5). Then
(i)

each SU will send the signatures, obtained in steps 4 and 5 of Alg 10, to the leader SU L , which
will collect all these signatures and include them in BC (i) . Later, when an SU j is detected to be
(i)

malicious, the leader will add SU ’s Cluster User Public Key zj along with its EPID signature
to the revocation list L.
6.3.1.3

Peering with DBs Phase (Alg. 9, steps 17-30)

Each cluster leader will anonymously authenticate with DB s using EPID. Once a leader is
authenticated by the DB s, these DB s join the established p2p network.
During this phase, a global blockchain BC is also created to keep track of the key systemwise events. Only DB s and cluster leaders can participate in the validation and addition of
blocks to BC. To submit a cluster-related block for inclusion in BC, the leaders will need to have
a key that identifies them and their clusters but also could be used to verify the correctness of the
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submitted block. This is exactly why each leader is required to submit its Cluster Public Key,
y (i) , to BC to be shared with DB s and other leaders. On top of that, the leader will also share
a (ti , ni )-TBLS signature of y (i) to show that the Cluster Public Key was actually generated in
collaboration with members of the cluster using TBLS.DKG. The validators will validate the
TBLS signature through a round of BFT consensus by verifying the signature against y (i) .
In TrustSAS , an operational cluster is required to transmit a beacon for a certain duration,
every Tβ period, so that the cluster could be discovered by nearby joining SU s, as in [356].
Tβ is a system design parameter that could be adjusted based on system dynamics and on how
(i)

frequent SU s join the system. A leader SU L needs to request this beacon from one of the DB s
and can acquire it only if it successfully proves its legitimacy to DB through EPID as depicted in
steps 24-28 of Alg.9. This is achieved by creating an EPID signature of a challenge message m
that DB has created for this purpose. If the EPID signature is successfully verified, DB issues
(i)

a beacon to SU L and submits the beacon to BC so that it is accessible by all TrustSAS enti(i)

ties. SU L picks some representatives from C (i) to transmit the beacon every Tβ , for a specific
duration over a system control channel that is known a priori and is assumed to be reserved for
this purpose.
Note that SU s in C (i) only need to have a light copy of BC containing the latest state of the
system including the current number of clusters and their corresponding beacons. Note also that
a secure session is maintained between DB s and the leader of C (i) as long as EPID revocation
list is not updated. This is to avoid running the EPID verification protocol for every block or
(i)

transaction submitted by SU L .

6.3.2

Joining TrustSAS

As depicted in Alg. 11, when an SU desires to join TrustSAS , it needs to tune to the control
channel and scans it to detect any beacons transmitted by any nearby cluster. Failure to detect
any beacons means that either no cluster is nearby or all nearby clusters are not accepting new
SU s. In either case, SU will start a new cluster and will request a beacon from one of the DB s
and will itself start accepting new members, as described in Alg. 9.
When the new SU detects a beacon, it invokes the T WOWAY EPID procedure with the cluster
leader to ensure that the SU is legitimate and can be allowed to join the cluster, and that the leader
is also in a good standing. If the two-way verification is successful, the new SU is admitted to
the cluster and will immediately request BC (i) from the cluster leader and peer with the SU s
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in the cluster. Newly admitted SU s will have to wait until the next Tepoch period to be able to
participate in the cluster and enjoy spectrum resources.
Note that the admission of a new SU to a cluster is also subject to interference constraints.
Members of the cluster must ensure that the entry of this new SU does not lead to an aggregate
interference that is harmful to higher tier users or to other SU s in the cluster to satisfy coexistence. This could be resolved by adjusting grants and transmission parameters of the other SU s
in the cluster, or simply denying the entry of a new SU to the cluster in the extreme case. These
scenarios could be enforced by the cluster leader and agreed upon through consensus among
members of the cluster.
Algorithm 11 Join C (i)
1: SU scans control channel for beacons in B
2: if a beacon β (i) of C (i) is found then
3:
SU requests to join C (i)
(i)
4:
v ←T WOWAY EPID(SU , SU L )
5:
if v == T rue then
6:
SU is added to C (i)
7:
SU peers with SU s in C (i) and downloads BC (i)
8:
SU s ∈ C (i) run R EKEYING (C (i) ) in next Tepoch
else
(i)
SU forms new C (i) and becomes a leader SU L
(i)
11:
SU L requests β (i) as in Steps 24-30 of Alg. 9
9:

10:

Clusters will also need to perform rekeying operation when new SU s are added to their
clusters, and this takes place at the end of each Tepoch period, where again Tepoch is a system
design parameter that could be adjusted. Clusters could also choose to perform rekeying when
malicious and/or faulty SU s are detected. The rekeying steps are shown in Alg. 10.

6.3.3

Querying for Spectrum Availability

We now focus on describing the different steps required to privately query DB s for spectrum
availability in a specific cluster. These steps are also summarized in Alg. 12.
In TrustSAS , the cluster leaders will be in charge of querying DB s for spectrum availability
on behalf of their SU members, and a leader will query DB s only when: (i) Period allocated
for using some channel(s) expires, (ii) quality of currently assigned channels degrades, or (iii)
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Algorithm 12 Private Spectrum Query
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:

(i)

SU L expresses interest to query DB s
(i)
DB s send an EPID challenge m to SU L
(i)
SU L : EPID.S IGN(sk L , Kpk , m, L )
(i)
SU L requests other τ − 1 SU s to EPID.S IGN m
(i)
SU L sends τ EPID signatures of m to DB s
DB s verify the τ signatures with EPID.V ERIFY()
if any signature is not valid then
(i)
DB adds SU L to L; break
(i)

if SU s ∈ C (i) experience timeout from SU L then
(i)
(i)∗
SU s ∈ C (i) \ {SU L } elect new leader SU L
(i)
SU s ∈ C (i) \ {SU L } run R EKEYING ()
(i)∗
SU L requests β (i) as in steps 24-30 of Alg. 9
(i)∗
(i)
(i)
SU L adds SU L to L and becomes SU L
go to Step 1
(i)
SU L : D q ← BATCH PIR(DB s, `, t, r, s, q)
(i)
SU L submits D q as block B epoch to BC (i)
SU s ∈ C (i) run BFT consensus to validate B epoch
(i)
SU L triggers smart contracts to divide resources
SU s ∈ C (i) are assigned channels for current Tepoch

currently used channels need to be vacated (e.g., when requested by PU s).
6.3.3.1

Authentication and permission

In TrustSAS , in order for a leader to query DB s, its cluster is required to have a minimum of
τ SU s, where τ is a system parameter that could be tuned depending on the desired robustness
and security levels within each cluster. Therefore, before querying the DB s, a cluster leader,
(i)

SU L , needs to show that its cluster C (i) meets this requirement by providing τ EPID signatures
created by different legitimate SU s over a challenge message m that DB s created for this pur(i)

pose; this is depicted in steps 2-5 of Alg. 12. Note that EPID prevents SU L from forging these
τ signatures without being detected. Also, TrustSAS will not require these τ EPID signatures
later unless a change in the membership of C (i) takes place. If this verification is successful, then
(i)

(i)

SU L proceeds with querying DB s for available channels. Otherwise, DB s will label SU L as
malicious and add it to the revocation list, L. To ensure robustness against a leader’s failures, a
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timeout period could be considered beyond which if the SU members do not receive spectrum
availability information from their leader, the leader would be labeled as malicious and added to
the revocation list, L, and a new leader will be elected. The R EKEYING procedure is then run
among the cluster members, and the new leader will request a new beacon for the cluster as in
steps 24-30 of Alg.9.
6.3.3.2

Spectrum querying

To enable private querying of DB s, TrustSAS adopts multi-server private information retrieval (PIR) protocol [334], termed BATCH PIR, which leverages the multiple DB s, inherently
available by SAS design, to enable the cluster leaders to efficiently retrieve data records from
DB s while preventing DB s from learning anything about the records being retrieved. It guarantees information-theoretic privacy, i.e. privacy against computationally unbounded servers, to
cluster leaders as long as the spectrum database content, D, is replicated among ` ≥ 2 noncolluding DB s [349]. The main idea consists of decomposing each leader’s query into several
sub-queries each processed by a different DB to prevent leaking any information about the
queried record. BatchPIR also supports batching of the queries, i.e. retrieving multiple blocks
simultaneously, which is a desirable feature for TrustSAS . It takes as input the list of DB s, the
maximum allowed number of colluding servers, the dimensions of D, and the indices of records
of interest. For this, we assume that leaders can learn the index of the records of interest through
an inverted index mechanism agreed upon with DB s.
(i)

A cluster leader, SU L , collects queries from the SU s in its cluster C (i) , batches them to(i)

gether, and invokes BATCH PIR with its peered DB s. SU L then submits the query response,
D q , as a block B epoch for inclusion in BC (i) . SU s in C (i) run BFT consensus to validate this
B epoch by simply verifying the digitally signed database records against the public key of DB s.
This is to prevent the leader from maliciously sharing altered availability information.
Each record in DB s contains a smart contract that defines its usage rules. Once B epoch is
validated by SU s and added to BC (i) , the scripts of the included smart contracts will reside in
(i)

BC (i) . SU L will issue a transaction to trigger the execution of these smart contracts, which
will take as input the list of SU s in the cluster, their cell indices, and the spectrum availability
information. All this information is already stored in BC (i) and is accessible by all SU s in C (i) .
Once triggered, these smart contracts run independently and automatically in a prescribed and
deterministic fashion on every SU ’s copy of BC (i) , in accordance with the data that was enclosed
in the triggering transaction. The execution of these smart contracts will result in the automatic
assignment of spectrum resources in a way that follows TrustSAS ’s guidelines while ensuring
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coexistence between SU s. This assignment will be valid for the duration of the Tepoch period.

6.3.4

Notifying about Spectrum Usage

Algorithm 13 Spectrum Usage Notification
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

(i)

SU L constructs block B i with usage information
(i)
SU L sends B i to SU s in C (i) for validation and signing
(B i , σBi )←TBLS.S IGN R ECONSTRUCT(Hi , L1 , · · · , Ln )
(i)
SU L submits (B i , σBi ) to BC
V:val←TBLS.G ROUP S IGN V ERIF(B i , σBi , y (i) ) w/ BFT
if val == T rue then
B i is added to BC
DB s update their records
else
(i)
DB s flag SU L as malicious
(i)
SU L is added to revocation list L in BC
DB s remove β (i) from list of valid beacons on BC
(i)

Once spectrum resources are allocated among SU s, the leader SU L shares with the DB s the
allocation information, including the channels to be used by the members of C (i) , the locations
where these channels will be used, and aggregated transmit power over those chosen channels.
The leader can also collect the received signal strengths in the used and adjacent frequencies,
the received packet error rates, and other standard interference metrics for all SU s in the cluster.
The leader will propose a block B i containing this information to the members of the cluster for
validation. They will verify the correctness of this information and sign the block using TBLS. If
the validators successfully verify that B i was agreed upon and signed by members of C (i) via BFT
consensus combined with TBLS, then B i is added to BC and DB s will include this information
(i)

in their records. Otherwise, SU L will be flagged as malicious and its EPID signature of y (i)
will be added to L. These steps are summarized in Alg. 13.
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6.4

Security Analysis

6.4.0.1

Threat Model

TrustSAS assumes that DB s are honest-but-curious, in that they act “honestly” and follow
the protocol in terms of handling queries and sharing spectrum availability information, but they
are also “curious” about SU s’ information and try to infer it from the messages they receive
from SU s. TrustSAS also assumes that these DB s do not collude with each other, nor with the
SU s. We refer to a SU that faithfully follows the protocol as honest; otherwise, it is referred
to as Byzantine. TrustSAS assumes that these Byzantine SU s do not collude with DB s, and
for each cluster C (i) , at least ti of the ni SU s participate in the signature, and no more than
fi = (ni − ti ) SU s are Byzantine. These ti SU s serve as witnesses for the cluster to make sure
that the leader does not communicate compromised information.
6.4.0.2

Security Objectives

Given the above threat model, TrustSAS aims to achieve the following security objectives:
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6.4.0.3

Security Results

All proofs of the security results stated in this section are omitted here due to space limitation,
and can be provided if and when requested.
Corollary 3. TrustSAS achieves unforgeability and robustness of TBLS signatures against an
adversary that can corrupt any fi < n(i) /2 SU s within a cluster C (i) as long as the Gap-DiffieHellman problem is intractable.
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Corollary 4. TrustSAS ensures consistency and resistance to fork attacks for a permissioned
blockchain BC (i) running BFT consensus in every C (i) if ti ≥ 2fi + 1, where ti is the number of
signature shares required to construct a group signature for C (i) , and fi satisfies ni ≥ 3fi + 1
for BFT mechanisms [357].
Corollary 5. TrustSAS guarantees unforgeability and robustness of TBLS signatures while
ensuring consistency and resistance to fork attacks for BC (i) of C (i) against an adversary that
can corrupt any fi < n(i) /3.
Corollary 6. TrustSAS guarantees SU s with information-theoretic, private spectrum availability querying from DB s.
Corollary 7. TrustSAS guarantees anonymous membership verification through EPID as long
as the Decisional Diffie-Hellman and the strong RSA assumptions hold and the underlying primitives they use are secure.
Corollary 8. TrustSAS is robust against Byzantine failures of both DB s and SU s alike.
Corollary 9. TrustSAS guarantees location privacy information protection to all SU s.

6.5

Performance Evaluation

We assess the effectiveness of TrustSAS by evaluating the performance of its building blocks
and algorithms. These evaluations are performed both analytically and empirically via either
implementations or benchmarking of the underlying math and crypto operations using MIRACL
library [292]. Experiments are carried out on a testbed that we built on Geni platform [358]
using percy++ library [338]. The testbed consists of 7 VMs deployed on different Geni sites,
each playing the role of a DB , and a Lenovo Yoga 3 Pro laptop with 8 GB RAM running Ubuntu
16.10 with an Intel Core m Processor 5Y70 CPU 1.10 GHz to play the role of a cluster leader.
6.5.0.1

Distributed Key Generation (DKG)

Running DKG requires performing a number of elliptic curve point multiplications that is
proportional to the number of SU s within the cluster. Using the benchmarking results that we
derived with the MIRACL library [292], we provide in Table 6.1 an estimate of the average processing time experienced by each SU when running DKG. In terms of communication overhead,
DKG requires 2 rounds of broadcasts, yielding O(ni ) messages per SU , or O(n2i ) messages per
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cluster C (i) , when assuming no faulty SU s. Despite its relatively high cost, DKG presents
no bottleneck to the system, as it is only executed at initialization or when group membership
changes occur.
Table 6.1: TBLS Overhead within cluster C (i)
Operation

Analytic Cost

Empirical Cost

DKG Computation
DKG Communication

O(ni ) · P M
O(ni ) messages

1.05 s
∝ 1000 messages

S IGN S HARE G EN
S IGN S HARE V ERIF
Signature size
Private key size
S IGN R ECONSTRUCT
G ROUP S IGN V ERIF

1 Hash + 1 Expp
2ti · T P O
64 bytes
32 bytes
ti · (M ulpp + Expp)
2 · TPO

0.63 ms
2.3 ms
64 bytes
32 bytes
461 ms
2.3 ms

Variables: P M : cost of an elliptic curve point multiplication. ni = 1000 SU s, ti = 1000 SU s. T P O is the cost of one tate
pairing. Expp and M ulpp are the cost of a modular exponentiation and multiplication, respectively, over modulus p.

6.5.0.2

Threshold Signature (TBLS)

Table 6.1 provides the analytical and empirical cost of the different TBLS operations executed by SU s in C (i) . SU s repeatedly sign the consensus statement at each BFT round within the
cluster. From an SU ’s perspective, this is relatively fast, as it involves signing a single message
whose cost is dominated by a modular exponentiation operation, as shown in Table 6.1. The
(i)

leader, SU L , will, however, incur most of the overhead, as it needs to verify all the signature
shares coming from the ti signing SU s of C (i) , before multiplying them to construct C (i) ’s signature. These are the most expensive operations involved in TBLS as they require a number
of modular multiplications and exponentiations that is linear in ti as illustrated in Table 6.1. To
estimate the running time of TBLS’s different operations, we use dfinity’s implementation of
TBLS [359].
6.5.0.3

Enhanced Privacy ID (EPID)

We evaluate the complexity of running EPID.S IGN and EPID.V ERIFY analytically and empirically (using Intel’s publicly available SDK [360]) as depicted in Table 6.2. EPID.S IGN and
EPID.V ERIFY both require a number of modular exponentiations that is linear in the size of the
revocations sublists; these revocation sublists are defined in [351].
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Table 6.2: EPID complexity
Operation

Analytical Cost

Empirical Cost

EPID.S IGN
EPID.V ERIFY
Signature size
Private key size

(6δ2 + 2δ3 + c) · Expp
(δ1 + 6δ2 + 2δ3 + c) · Expp
257 bytes
129 bytes

135 ms
120 ms
257 bytes
129 bytes

Variables: δi = |Li | for the revocation sublists [351] L1 (for private key-based list), L2 (for signature-based list), L3 (for
issuer-based list) with L1 ∪ L2 ∪ L3 = L, and c is a constant. The cryptographic parameters correspond to 128-bit security level
are as recommended in [287].

Even though these delays seem relatively high, they are still reasonable, especially that these
membership proof operations are independent, unfrequent, and do not occur simultaneously,
once the system setup completes. Note that this proof has a linear cost in the size of the revocation list and could become quite expensive for both signers and verifiers if such a list becomes
large. One possible way to maintain a good performance of TrustSAS is to impose a threshold
on the list size. In this case, when the list size exceeds the threshold, FCC can create a new group
and perform a rekeying operation, with each SU needing to prove to FCC that it is a legitimate
member and that its membership was not revoked. This would be more efficient than carrying a
large revocation list indefinitely and run expensive zero-knowledge proof operations on it. The
old list will still be accessible for auditing purposes as it would have been stored already in BC.
6.5.0.4

Private Information Retrieval (PIR)

We use our Geni testbed to evaluate TrustSAS ’s multi-server PIR, BatchPIR. As the obtained results in Figs. 6.2(a) and 6.2(b) show, the support of query batching by BatchPIR, which
allows multiple blocks to be retrieved simultaneously, reduces the overhead at both DB s’ and
cluster leaders’ sides. We summarize the obtained results and the analytic estimation of the
overhead in Table 6.3.
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Table 6.3: Multi-server PIR Overhead
Operation

Analytical Cost

Empirical Cost

Leader SU ’s query
DB processing
Communication

q · O(`2 r) · addF
q 0.8 · ( 38 addF + mulF ) · rs
q · (r + s)

4.86 s
2.66 s
25 M B

Variables: ` = 7: number of DB s, q = 25: number of batched PIR queries. DB size is n = 560 M B, s: number of field F
elements per row, addF and mulF denote the cost of an F addition and an F multiplication. In a field F of characteristic 2,
additions are equivalent to XOR and multiplications are equivalent to AND.

Table 6.4: End-to-end Delay of TrustSAS Algorithms
Algorithm

Major Operations

Total Cost

Alg. 10 Rekeying within C (i)
Alg. 11: Join C (i)
Alg. 12: Private Spec. Query
Alg. 13: Spec. Usage Notif.

DKG + TBLS.S IGN S HARE G EN + EPID.S IGN+ BFT(ni )
T WOWAY EPID + R EKEYING
EPID.S IGN + τ EPID.V ERIFY + BATCH PIR+ BFT(ni )
ti (TBLS.S IGN S HARE G EN + TBLS.S IGN S HARE V ERIF) + TBLS.S IGN R ECONSTRUCT+ BFT(` + nc )

77.47 s
78.12 s
13.15 s
1.85 s

Experiment parameters: ni = 1000, ti = ni /2, ` = 7, τ = 10, bandwidth = 10M bps. BFT(x) referes to one round of BFT
among x parties.
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Figure 6.2: Overhead of PIR and GoSig
6.5.0.5

BFT Consensus

Table 6.5 shows that the communication overhead of BFT expressed in terms of number
of messages sent every consensus round is quasi-linear in the size of the cluster, ni , which
translates into a total communication overhead of O(n2i log ni ). In this experiment, we also set
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Table 6.5: BFT complexity
Operation

Analytical Cost

Empirical Cost

Communication per user
Consensus w/o failures
Consensus w/ failures

O(ni log ni )
O(n2i log ni )
O(n2i log ni )

∝ 3000 messages
4.3 s
6.32 s

Parameters: ni = 1000, bandwidth = 10M bps, 1 signature verification per SU .

the throughput between the nodes to 10 M bps and the propagation delay among SU s to 20 ms
and simulate the protocol to estimate the time it takes to reach a consensus over a block. Our
results, depicted in Fig. 6.2(c), show that even for a cluster of size as large as 1000 SU s, a
consensus is reachable in less than 7 s even if up to 1/3 of the SU s are Byzantine. The overhead
of BFT depends heavily on the number of participants and the number of signature verifications
required by each participant. Therefore, BFT will have a different cost for each of TrustSAS ’s
algorithms. For instance in R EKEYING, BFT will take as long as 76 s since each SU will need
to verify the signatures of all other SU s in C (i) included in the block submitted by the leader at
step 7 of Alg. 10.
6.5.0.6

End-to-end Delay

We provide in Table 6.4 the end-to-end delays caused by TrustSAS ’s different algorithms,
ignoring Byzantine faultiness for simplicity. Observe that the R EKEYING has the highest cost,
which is invoked mainly when a membership change occurs. One way to address this is by
setting R EKEYING frequency small, and have joining SU s wait a little longer before they join
the system. Another way to further reduce the cost in most of these algorithms is by using
different quorums of users every BFT round. This will reduce the overhead but will also impact
the security guarantees and robustness against failures. Despite the relatively high cost of these
algorithms, note that these operations are expected to be invoked only every few hours, as it is
the case for TVWS, which requires SU s to query DB s every 24 hours.

6.6

Conclusion

We propose TrustSAS , a trustworthy framework for SAS that preserves SU s’ operational
privacy while adhering to regulatory requirements mandated by FCC in the 3.5 GHz CBRS
band. TrustSAS achieves this by synergizing state-of-the-art cryptographic mechanisms with
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the blockchain technology. We show the privacy benefits of TrustSAS through security analysis,
simulation and experimentation.
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Chapter 7: Conclusions
In this dissertation, we have addressed the location privacy issue of SU s in different CRN systems by proposing several protocols and frameworks that leverage the recent advances in cryptography, privacy enhancing technologies. We demonstrate the security of our approaches through
security analysis and we also show their practicality by studying their performance analytically,
empirically on a cloud platform, and also through simulations.
More specifically, in chapter 3, we have developed two efficient schemes for cooperative
spectrum sensing that protect the location privacy of SU s with a low cryptographic overhead
while still guaranteeing an efficient spectrum sensing. Our schemes are secure and robust
against SU s’ dynamism, failures, and maliciousness. Our performance analysis indicates that
our schemes outperform existing alternatives in various metrics.
In chapter 4, we have proposed two location privacy preserving schemes that aim to preserve
the location privacy of SU s in database-driven CRN s. They both use set membership data
structures to transmit a compact representation of the geo-location database to either SU or an
additional architectural entity called query server (QS ), so that SU can query it to check whether
a specific channel is available in its vicinity. These schemes require different architectural and
performance tradeoffs.
In chapter 5, we exploit the key observation that database-driven CRN s comprise multiple
synchronized DB s that share the same content, to harness multi-server PIR techniques. This
enabled us to achieve an optimal location privacy for SU s with high efficiency. We have demonstrated, analytically and experimentally with deployments on actual cloud systems that, that our
adaptations of multi-server PIR outperform that of the existing approaches while also offering
information-theoretic security, collusion resiliency and fault-tolerance features. Our analysis
indicates that multi-server PIR is an ideal cryptographic tool to provide location privacy in
database-driven CRN s, in which the requirement of replicated databases is a natural part of the
system architecture.
Finally, in chapter 6, we design a trustworthy framework for SAS that preserves SU s’ operational privacy while adhering to regulatory requirements mandated by FCC in the 3.5 GHz CBRS
band. To realize this, our framework synergizes state-of-the-art cryptographic mechanisms with
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the blockchain technology in an innovative way. We have shown the privacy benefits that the
proposed framework brings to SAS environments through security analysis. We have also studied the performance of the proposed framework through theoretical analysis, simulations, and
experimentation.
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map as enabler for practical cognitive radio networks. Communications Magazine, IEEE,
51(12):162–169, 2013.
[92] Elias Z Tragos, Sherali Zeadally, Alexandros G Fragkiadakis, and Vasilios A Siris. Spectrum assignment in cognitive radio networks: A comprehensive survey. Communications
Surveys & Tutorials, IEEE, 15(3):1108–1135, 2013.

199
[93] Niels Hoven and Anant Sahai. Power scaling for cognitive radio. In Wireless networks,
communications and mobile computing, 2005 International Conference on, volume 1,
pages 250–255. IEEE, 2005.
[94] Md Habibul Islam, Ying-chang Liang, and Anh Tuan Hoang. Joint power control and
beamforming for cognitive radio networks. Wireless Communications, IEEE Transactions
on, 7(7):2415–2419, 2008.
[95] Mahdi Ben Ghorbel, Bassem Khalfi, Bechir Hamdaoui, and Mohsen Guizani. Power
allocation analysis for dynamic power utility in cognitive radio systems. In ICC, 2015
IEEE, pages 3732–3737.
[96] Nessrine Chakchouk and Bechir Hamdaoui. Traffic and interference aware scheduling
for multiradio multichannel wireless mesh networks. IEEE Transactions on Vehicular
Technology, 60(2):555–565, 2011.
[97] Anh Tuan Hoang and Ying-Chang Liang. Maximizing spectrum utilization of cognitive
radio networks using channel allocation and power control. In Vehicular Technology Conference, 2006. VTC-2006 Fall. 2006 IEEE 64th, pages 1–5.
[98] Chun-Gang Yang, Jian-Dong Li, and Zhi Tian. Optimal power control for cognitive radio
networks under coupled interference constraints: A cooperative game-theoretic perspective. Vehicular Technology, IEEE Transactions on, 59(4):1696–1706, 2010.
[99] Lijun Qian, Xiangfang Li, John Attia, and Zoran Gajic. Power control for cognitive radio
ad hoc networks. In Local & Metropolitan Area Networks, 2007. LANMAN 2007. 15th
IEEE Workshop on, pages 7–12.
[100] Dingde Jiang, Yuanting Wang, Chunping Yao, and Yang Han. An effective dynamic spectrum access algorithm for multi-hop cognitive wireless networks. Computer Networks,
84:1–16, 2015.
[101] Nie Nie, Cristina Comaniciu, and Prathima Agrawal. A game theoretic approach to interference management in cognitive networks. In Wireless Communications, pages 199–219.
Springer, 2007.
[102] Bechir Hamdaoui. Adaptive spectrum assessment for opportunistic access in cognitive
radio networks. IEEE Transactions on Wireless Communications, 8(2):922–930, 2009.
[103] Chunyi Peng, Haitao Zheng, and Ben Y Zhao. Utilization and fairness in spectrum assignment for opportunistic spectrum access. Mobile Networks and Applications, 11(4):555–
576, 2006.

200
[104] Bassem Khalfi, Mahdi Ben Ghorbel, Bechir Hamdaoui, and Mohsen Guizani. Dynamic
power pricing using distributed resource allocation for large-scale dsa systems. In Wireless
Communications and Networking Conference (WCNC), 2015 IEEE, pages 1090–1094.
IEEE, 2015.
[105] Mahdi Ben Ghorbel, Bassem Khalfi, Bechir Hamdaoui, and Mohsen Guizani. Resources
allocation for large-scale dynamic spectrum access system using particle filtering. In
Globecom Workshops (GC Wkshps), 2014, pages 219–224. IEEE, 2014.
[106] Bassem Khalfi, Mahdi Ben Ghorbel, Bechir Hamdaoui, and Mohsen Guizani. Distributed
fair spectrum assignment for large-scale wireless dsa networks. In International Conference on Cognitive Radio Oriented Wireless Networks, pages 631–642. Springer, 2015.
[107] Samina Ehsan, Bechir Hamdaoui, and Mohsen Guizani. Radio and medium access contention aware routing for lifetime maximization in multichannel sensor networks. IEEE
Transactions on Wireless Communications, 11(9):3058–3067, 2012.
[108] Rami Hamdi, Mahdi Ben Ghorbel, Bechir Hamdaoui, Mohsen Guizani, and Bassem
Khalfi. Implementation and analysis of reward functions under different traffic models
for distributed dsa systems. IEEE Transactions on Wireless Communications, 14(9):5147–
5155, 2015.
[109] Nie Nie and Cristina Comaniciu. Adaptive channel allocation spectrum etiquette for cognitive radio networks. Mobile networks and applications, 11(6):779–797, 2006.
[110] Mario Bkassiny, Yang Li, and Sudharman K Jayaweera. A survey on machine-learning
techniques in cognitive radios. Communications Surveys & Tutorials, IEEE, 15(3):1136–
1159, 2013.
[111] Omar Alsaleh, Pavithra Venkatraman, Bechir Hamdaoui, and Alan Fern. Enabling opportunistic and dynamic spectrum access through learning techniques. Wireless Communications and Mobile Computing, 11(12):1497–1506, 2011.
[112] Le Thanh Tan and Long Bao Le. Channel assignment with access contention resolution
for cognitive radio networks. IEEE Transactions on Vehicular Technology, 61(6):2808–
2823, 2012.
[113] Vinesh Teotia, Vipin Kumar, and Sonajharia Minz. Conflict graph based channel allocation in cognitive radio networks. In Reliable Distributed Systems Workshop (SRDSW),
2015 IEEE 34th Symposium on, pages 52–56.
[114] Lili Yang, Xianzhong Xie, and Xie Yi Zheng. A historical-information-based algorithm in dynamic spectrum allocation. In Communication Software and Networks, 2009.
ICCSN’09. International Conference on, pages 731–736. IEEE.

201
[115] Nissanka B Priyantha, Hari Balakrishnan, Erik Demaine, and Seth Teller. Anchor-free
distributed localization in sensor networks. In Proceedings of the 1st international conference on Embedded networked sensor systems, pages 340–341. ACM, 2003.
[116] Henk Wymeersch, Jaime Lien, and Moe Z Win. Cooperative localization in wireless
networks. Proceedings of the IEEE, 97(2), 2009.
[117] Yi Shang, Wheeler Ruml, Ying Zhang, and Markus PJ Fromherz. Localization from mere
connectivity. In Proceedings of the 4th ACM international symposium on Mobile ad hoc
networking & computing, 2003.
[118] Yi Shang, W Rumi, Ying Zhang, and Markus Fromherz. Localization from connectivity
in sensor networks. Parallel and Distributed Systems, IEEE Transactions on, 15(11):961–
974, 2004.
[119] Sol Lederer, Yue Wang, and Jie Gao. Connectivity-based localization of large-scale sensor
networks with complex shape. ACM Transactions on Sensor Networks (TOSN), 5(4):31,
2009.
[120] Yue Wang, Sol Lederer, and Jie Gao. Connectivity-based sensor network localization with
incremental delaunay refinement method. In INFOCOM 2009, IEEE, pages 2401–2409.
IEEE, 2009.
[121] Beibei Wang, Yongle Wu, and KJ Ray Liu. Game theory for cognitive radio networks:
An overview. Computer networks, 54(14), 2010.
[122] Yuqing Huang, Jiao Wang, and Hong Jiang. Modeling of learning inference and decisionmaking engine in cognitive radio. In Networks Security Wireless Communications and
Trusted Computing (NSWCTC), 2010 Second International Conference on, volume 2,
pages 258–261. IEEE.
[123] Behnam Bahrak and Jung-Min Park. Security of spectrum learning in cognitive radios.
arXiv preprint arXiv:1304.0606, 2013.
[124] MohammadJavad NoroozOliaee, Bechir Hamdaoui, and Kagan Tumer. Efficient objective
functions for coordinated learning in large-scale distributed osa systems. IEEE Transactions on Mobile Computing, 12(5):931–944, 2013.
[125] Charles Clancy, Joe Hecker, Erich Stuntebeck, and Tim O Shea. Applications of machine learning to cognitive radio networks. Wireless Communications, IEEE, 14(4):47–
52, 2007.
[126] Mohammad Javad Norooz Oliaee, Bechir Hamdaoui, and Mohsen Guizani. Adaptive
service function for system reward maximization under elastic traffic model. In Globecom
Workshops (GC Wkshps), 2013 IEEE, pages 4781–4785. IEEE, 2013.

202
[127] Nicola Baldo, Bheemarjuna Reddy Tamma, BS Manoj, Ramesh Rao, and Michele Zorzi.
A neural network based cognitive controller for dynamic channel selection. In Communications, 2009. ICC’09. IEEE International Conference on, pages 1–5.
[128] Husheng Li. Multi-agent q-learning of channel selection in multi-user cognitive radio
systems: A two by two case. In Systems, Man and Cybernetics, 2009. SMC 2009. IEEE
International Conference on, pages 1893–1898.
[129] M NoroozOliaee, Bechir Hamdaoui, and Kagan Tumer. Achieving optimal elastic traffic
rewards in dynamic multichannel access. In High Performance Computing and Simulation
(HPCS), 2011 International Conference on, pages 155–161. IEEE, 2011.
[130] Bechir Hamdaoui, MohammadJavad NoroozOliaee, Kagan Tumer, and Ammar Rayes.
Coordinating secondary-user behaviors for inelastic traffic reward maximization in largescale\ osa networks. IEEE Transactions on Network and Service Management, 9(4):501–
513, 2012.
[131] Bechir Hamdaoui, MohammadJavad NoroozOliaee, Kagan Tumer, and Ammar Rayes.
Aligning spectrum-user objectives for maximum inelastic-traffic reward. In Computer
Communications and Networks (ICCCN), 2011 Proceedings of 20th International Conference on, pages 1–6. IEEE, 2011.
[132] MohammadJavad NoroozOliaee, Bechir Hamdaoui, and Mohsen Guizani. Maximizing
secondary-user satisfaction in large-scale dsa systems through distributed team cooperation. IEEE Transactions on Wireless Communications, 11(10):3588–3597, 2012.
[133] M NoroozOliaee and Bechir Hamdaoui. Distributed resource and service management for
large-scale dynamic spectrum access systems through coordinated learning. In Wireless
Communications and Mobile Computing Conference (IWCMC), 2011 7th International,
pages 522–527. IEEE, 2011.
[134] Kok-Lim Alvin Yau, Peter Komisarczuk, and Paul D Teal. A context-aware and intelligent
dynamic channel selection scheme for cognitive radio networks. In Cognitive Radio Oriented Wireless Networks and Communications, 2009. CROWNCOM’09. 4th International
Conference on, pages 1–6. IEEE.
[135] Lutfa Akter, Balasubramaniam Natarajan, and Caterina Scoglio. Modeling and forecasting secondary user activity in cognitive radio networks. In 2008 Proceedings of 17th
International Conference on Computer Communications and Networks, pages 1–6. IEEE,
2008.
[136] Xiaoshuang Xing, Tao Jing, Wei Cheng, Yan Huo, and Xiuzhen Cheng. Spectrum prediction in cognitive radio networks. IEEE Wireless Communications, 20(2):90–96, 2013.

203
[137] Mario Bkassiny and Sudharman K Jayaweera. Optimal channel and power allocation for
secondary users in cooperative cognitive radio networks. In International Conference on
Mobile Lightweight Wireless Systems, pages 180–191. Springer, 2010.
[138] Harold W Kuhn. The hungarian method for the assignment problem. Naval research
logistics quarterly, 2(1-2):83–97, 1955.
[139] Lei Ding, Tommaso Melodia, Stella N Batalama, and John D Matyjas. Distributed routing, relay selection, and spectrum allocation in cognitive and cooperative ad hoc networks.
In Sensor Mesh and Ad Hoc Communications and Networks (SECON), 2010 7th Annual
IEEE Communications Society Conference on, pages 1–9.
[140] Mahdi Ben Ghorbel, Bechir Hamdaoui, Mohsen Guizani, and Bassem Khalfi. Distributed
learning-based cross-layer technique for energy-efficient multicarrier dynamic spectrum
access with adaptive power allocation. IEEE Transactions on Wireless Communications,
15(3):1665–1674, 2016.
[141] Mahdi Ben Ghorbel, Bechir Hamdaoui, Rami Hamdi, Mohsen Guizani, and MohammadJavad NoroozOliaee. Distributed dynamic spectrum access with adaptive power allocation: Energy efficiency and cross-layer awareness. In Computer Communications Workshops (INFOCOM WKSHPS), 2014 IEEE Conference on, pages 694–699. IEEE, 2014.
[142] Haythem Ahmad Bany Salameh. Throughput-oriented channel assignment for opportunistic spectrum access networks. Mathematical and Computer Modelling, 53(11):2108–
2118, 2011.
[143] Qin Xin and Jie Xiang. Joint qos-aware admission control, channel assignment, and power
allocation for cognitive radio cellular networks. In Mobile Adhoc and Sensor Systems,
2009. MASS’09. IEEE 6th International Conference on, pages 294–303.
[144] Haythem Bany Salameh, Marwan Krunz, and Ossama Younis. Distance-and traffic-aware
channel assignment in cognitive radio networks. In Sensor, Mesh and Ad Hoc Communications and Networks, 2008. SECON’08. 5th Annual IEEE Communications Society
Conference on, pages 10–18.
[145] Lan Zhang, Ying-Chang Liang, and Yan Xin. Joint beamforming and power allocation
for multiple access channels in cognitive radio networks. IEEE Journal on Selected Areas
in Communications, 26(1), 2008.
[146] Long Bao Le and Ekram Hossain. Resource allocation for spectrum underlay in cognitive
radio networks. IEEE Transactions on Wireless communications, 7(12):5306–5315, 2008.

204
[147] Dong In Kim, Long Bao Le, and Ekram Hossain. Joint rate and power allocation for
cognitive radios in dynamic spectrum access environment. IEEE Transactions on Wireless
Communications, 7(12), 2008.
[148] Gan Zheng, Kai-Kit Wong, and Björn Ottersten. Robust cognitive beamforming with
bounded channel uncertainties. IEEE Transactions on Signal Processing, 57(12):4871–
4881, 2009.
[149] Antonio De Domenico, Emilio Calvanese Strinati, and Maria-Gabriella Di Benedetto.
A survey on mac strategies for cognitive radio networks. Communications Surveys &
Tutorials, IEEE, 14(1):21–44, 2012.
[150] Andrea Goldsmith, Syed Ali Jafar, Ivana Marić, and Sudhir Srinivasa. Breaking spectrum
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