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Chapter 1: Introduction
This dissertation addresses semantic image segmentation, where our goal was to assign
a semantic label to every pixel of an image. Semantic labels that we considered include
object classes, depth values, and affordance classes. When semantic label was defined
in terms of object classes, our goal was to assign an objects label to pixels in an image
and the problem is called scene labeling. When semantic label was defined in terms of
depths, our goal was to estimate pixel-wise 3D distance from the camera in a scene. As
pixel-wise depths are estimated from a single image, the problem is called monocular
depth estimation. Finally, following [44], we defined affordance (e.g., walkable, sittable) of an object or surface as the capability to enable certain human actions. Our goal
was to predict pixel-wise affordance labels and problem is called affordance segmentation. Semantic image segmentation has a wide range of applications which include
robot manipulation, autonomous driving etc., where it is critical to infer both “what”
and “where” queries in the image.
Semantic image segmentation is challenging as objects may appear in various poses,
at varying scales, under partial occlusion, and against cluttered background. All of
these challenges are hard to address with existing methods which are typically defined
to handle only a subset of the challenges or in certain sense, under sanitized setting.
Approaches in semantic image segmentation typically require large training sets where
each pixel is manually annotated. Distribution in ground-truth annotation across the

2

Figure 1.1: Given an input image, we considered three types of semantic label: 1)
Objects labels, 2) Depth map, and 3) Affordance labels. Object and affordance classes
are color coded where the black represents the absence of any affordance. For the depth
map, darker shades of the pixels represent smaller depth, i.e., the pixels are closer to
camera.

3
semantic classes is often unbalanced. Thus, it is hard to robustly learn the classes
with a few training samples. In some applications, generating pixel-wise ground is
prohibitively expensive, which motivated our research for weakly supervised semantic
image segmentation where only image tags are available in training.
To address the above-mentioned challenges in semantic segmentation, we developed
approaches with a unified research theme to make use of domain knowledge in learning
and inference. Domain knowledge is important as it helps to resolve various ambiguities
in prediction. For object segmentation, we encoded domain knowledge as various types
of spatial relationships (e.g., above-below, front-back) among a pair of object classes.
For depth estimation, domain knowledge was considered as the smoothness in the depth
layout, i.e., nearby pixels with similar appearance are likely to have same depth values.
To incorporate the cues from domain knowledge in the model, we developed a mechanism to regularize learning of a CNN under domain constraints. Our results show that
considering domain constraints improve performance in semantic segmentation.
We explored two experimental setups by varying the amount of supervision in learning: fully supervised setup and weakly supervised setup. We addressed scene labeling, monocular depth estimation and affordance segmentation in fully supervised setting
where pixel-wise ground-truths were given. We also addressed scene labeling in weakly
supervised setting where only image-level ground-truths were given. In fully supervised setting, for each training image, we had access to dense pixel-wise annotations.
In weakly supervised setting, we only had image-level supervision which was provided
as image tags. The tags associated with training images specified only the presence of
ground-truth objects. Note that annotating images with tags is much less expensive than
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pixel-wise annotation.
This dissertation encompasses five research directions in semantic segmentation. In
the following, we describe the semantic segmentation problems considering three semantic labels: object classes, depth values, and affordance classes, which are addressed
in two types of supervised setup: fully supervised setup and weakly supervised setup.
Search based inference for scene labeling: In scene labeling, our goal was to
assign each image pixel with a class label from a set of pre-defined classes. Scene labeling was posed as the maximum a posteriori (MAP) assignment of a fully connected
conditional random field (CRF), grounded onto superpixels. The MAP assignment was
formulated as quadratic program, and solved using a beam search (BS) algorithm. We
included the mutual-exclusion (mutex) constraints in our CRF model as the domain
knowledge which prohibited infeasible label assignments (e.g., the sky cannot occur below grass). We directly solved the MAP problem in the discrete domain. For efficiency,
we parallelized BS where multiple nodes of the search tree were explored in parallel.
Our experimental evaluation demonstrates that BS outperformed the state-of-the-art on
some benchmark datasets such as MSRC [124] and achieved competitive performance
on the other datasets such as Stanford Background dataset (SBD) [47] and the PASCAL
VOC 2009 and 2010 [32] datasets. Our key contributions include:
1. We included the mutex constraints in our CRF model as the domain knowledge
which prohibit certain infeasible label assignments.
2. We employed BS to perform CRF inference in the discrete domain conforming to
useful domain constraints.
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3. We did not require common convexification and relaxation of the optimization
objective.
4. We parallelized BS and made it efficient.
Monocular depth estimation: In monocular depth estimation, our goal was to estimate depths of image pixels from a ‘single’ RGB image [118, 120, 6, 92, 88, 29, 93].
Given a single indoor or outdoor image, we used a neural regression forest (NRF) to predict an actual depth (e.g., in meters) of each pixel in the image. NRF is a hybrid model
which unified a regression forest by adding a CNN in each of its decision node. In this
model, a regression tree was considered to be a weak regressor and a strong regressor
is built by combining the tress in a forest. We developed the hybrid NRF model which
efficiently combined regression forest and CNN. The ensemble architecture of the NRF
model allowed robust training from limited training data. To facilitate the depth estimation at each pixel, we considered the information about its neighborhood to increase
accuracy and smoothness in depth prediction. We had evaluated our approach on two
benchmark datasets: Make3D [120] and NYUv2 [125]. Both datasets provide a relatively small and unbalanced set of training depth examples. Results demonstrate that
NRF was able to robustly address these challenges, and outperformed the state-of-theart. Our key contributions include:
1. We proposed a hybrid NRF model which efficiently combined regression forest
and CNN.
2. The ensemble architecture of our NRF model allowed robust training from limited
training data.
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3. For predicting depth of a pixel, we considered depth cues of neighboring pixels to
increase accuracy and smoothness in the prediction.
Affordance segmentation: In affordance segmentation, our goal was to predict the
affordance of the objects in an indoor environment from an RGB image. We developed
a deep architecture for extracting mid-level visual cues (e.g., depth maps and surface
normals) and combining them toward affordance segmentation. Once we had access to
the depth information, we could estimate various informative properties of the objects
in the image. Depth cues helped us to predict the surface type (e.g., horizontal or vertical) of an object, extent of the surface, and height of an object from the ground. Then,
we used these object properties to determine the affordance of an object, i.e., the functionalities that the object can offer. In our work, we considered five affordance classes:
‘walkable’, ‘sittable’, ‘lyable’, ‘reachable’, and ‘movable’. For example, floor is likely
to be walkable, chair is likely to be ‘sittbale’, bed is likely to be ‘lyable’ etc. We used a
multi-scale CNN for affordance prediction where two CNNs, one for coarse scale prediction and another for fine scale prediction, were combined together to make the final
prediction. We introduced the first manually annotated dataset for affordance segmentation by augmenting the NYU v2 dataset [125] with ground-truth affordance maps for
each indoor image. Our key contributions include:
• We extended the NYUv2 dataset [125] with pixel-wise affordance ground truth.
• We developed a multi-scale deep architecture for extracting and fusing mid-level
cues toward predicting dense affordance maps from an RGB image. Unlike previous approaches [50, 71, 147, 13, 159], we did not rely on any additional cues
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based on human-object interaction (e.g., action, pose).
Regularize learning of CNN: In this work, we developed a mechanism to explicitly incorporate domain constraints to regularize learning of a CNN and applied the
learning mechanism to semantic scene labeling of indoor scenes. We defined the constraints in terms of spatial layout of the objects an thus, the constraints are called spatial
contextual relationship or context, in short. The context was defined as a particular
type of spatial relationship among a pair of object classes. For example, we found that
co-occurrence, vertical layout, and depth layout spatial relationships were relevant for
semantic scene labeling of indoor scenes. Other types of spatial relationships could
also be easily included in our framework. We modified the training objective of CNN,
i.e., its loss function, so as to explicitly penalize CNN’s prediction errors that lead to
violations of the contextual relationships in training images. The context was mined
from available ground-truth segmentations of training images and thus, we did not increase supervision in training. Due to the regularized learning, CNN becomes highly
accurate in predicting particular object layouts of interest, while maintaining the level
of semantic-segmentation accuracy of the standard, non-regularized CNN. The results
on the benchmark PASCAL 2011, 2012 and NYU v2 datasets demonstrate that our
regularized CNN outperformed a non-regularized CNN and other reasonable baseline
approaches. Our key contributions include:
• We encoded domain-knowledge as spatial contextual relationships which were
defined as various types of spatial relationship among a pair of object classes.
• We developed a context-regularized learning framework CNN which respects spa-
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tial constraints in prediction.
Weakly supervised scene labeling: In this work, we developed an approach to
weakly supervised semantic image segmentation. Our goal was to label every pixel
in a new image, given only image-level object labels associated with training images.
We specified a novel deep architecture which fuses three distinct cues toward semantic
segmentation – namely, (i) the bottom-up cues of CNN for the image-level prediction
of object classes; (ii) the top-down cues of the CNN’s activations given the predicted
objects, resulting in probabilistic attention maps per each object class; and (iii) the lateral smoothness cues between neighboring neurons at the same CNN layer. The fusion
of (i)-(iii) was realized via a conditional random field as recurrent network aimed at
generating a smooth and boundary-preserving segmentation. Unlike existing work, we
formulated a unified end-to-end learning of all components of our deep architecture.
Evaluation on the benchmark PASCAL VOC 2012 dataset demonstrates that we outperformed reasonable weakly supervised baselines and state-of-the-art approaches. Our
key contributions include:
• We developed a new deep architecture that fuses top-down attention and bottomup segmentation, and refines segmentation for preserving boundaries. The architecture was unified, and did not use external networks, nor post-processing.
• We modeled the visual attention map using the rectified Gaussian distribution
which accounted for statistical dependencies between activations of parents, children, and neighboring neurons in the CNN.
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Dissertation organization: This dissertation is organized in the manuscript style,
where each of the following chapters is adopted from the corresponding peer-reviewed
publication on the topic. In the following, Chapter 2 describes the work of semantic
image segmentation using beam search, Chapter 3 describes the neural regression forest
model for monocular depth estimation, Chapter 4 describes the multi-scale CNN framework for affordance segmentation, Chapter 5 describes a regularized learning framework for CNN, and Chapter 6 describes learning of CNN for weakly supervised image
segmentation. Finally, we present our concluding remarks in Chapter 7.
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Chapter 2: Scene Labeling Using Beam Search Under Mutex Constraints.

Abstract
This paper addresses the problem of assigning object class labels to image pixels. Following recent holistic formulations, we cast scene labeling as inference of a conditional
random field (CRF) grounded onto superpixels. The CRF inference is specified as
quadratic program (QP) with mutual exclusion (mutex) constraints on class label assignments. The QP is solved using a beam search (BS), which is well-suited for scene
labeling, because it explicitly accounts for spatial extents of objects; conforms to inconsistency constraints from domain knowledge; and has low computational costs. BS
gradually builds a search tree whose nodes correspond to candidate scene labelings.
Successor nodes are repeatedly generated from a select set of their parent nodes until convergence. We prove that our BS efficiently maximizes the QP objective of CRF
inference. Effectiveness of our BS for scene labeling is evaluated on the benchmark
MSRC, Stanford Backgroud, PASCAL VOC 2009 and 2010 datasets.

2.1

Introduction

This paper addresses the problem of scene labeling, where our goal is to label each
image pixel with a class label from a set of classes. The classes of interest include objects
and scene surfaces (e.g., grass, sky). Real-world images present significant challenges
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for scene labeling, since objects may appear at different scales, under occlusion, and in
a wide range of spatial configurations in the scene.
Prior work has demonstrated that holistic reasoning about occurrences of all classes,
their co-occurrences, and spatial layouts offers a viable framework for scene labeling
(e.g., [138, 136, 146, 47, 48, 124, 73, 84, 154, 80, 128]). These approaches typically
model the scene by a conditional random field (CRF) grounded onto superpixels (or
image patches). In this way, they adopt common recognition strategies: a) Smoothness
– neighboring image regions may be occupied by the same object, and b) Context –
neighboring image regions may be occupied by frequently co-occurring objects.
Motivated by the success of these approaches, we represent the scene as a fully
connected CRF grounded onto superpixels, and formulate scene labeling as assignment
of class labels to superpixels in CRF inference. Following a well-established line of
research [112, 67, 83, 154, 65], we cast CRF inference as quadratic program (QP).
In comparison with existing liner programming counterparts, QP involves computing
comparatively less variables, provides a separable constraint set in optimization, and
allows for a differentiable large-margin parameter estimation.
Our key contribution is a beam search algorithm (BS) for QP-based CRF inference.
BS is well-suited for scene labeling, because it:
1. Accounts explicitly for spatial extents of objects;
2. Solves QP entirely in the discrete domain conforming to useful domain constraints;
3. Does not require common convexification and relaxation of QP, and ultimate discretization of the continuos solution;
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4. Has low computational costs, allowing for a large number of CRF nodes, and
a full-node connectivity, as often needed for modeling long-range dependencies
between objects in the scene.
BS starts from an initial labeling of superpixels corresponding to the initial state,
as illustrated in Fig. 2.1. Then, it gradually builds a search tree, where tree nodes correspond to search states, i.e., candidate scene labelings. The tree depth is incremented
as new successor states are generated from a subset of states at the current depth. The
search continues until convergence, when no “better” successors can be generated. BS is
defined by the following three functions: Successor – for stochastic exploration of the
search space by randomly generating successor states, given parent states; Heuristic –
for selecting a set of B “best” current states for exploration, where B is the input beamsearch width parameter; and Score – for selecting the “best” state as the solution.
The Successor function explicitly accounts for spatial extents of objects by jointly
flipping the class labels of a connected component of superpixels when generating new
states. The Heuristic function is efficiently computed as a difference between the CRF’s
conditional log-likelihoods of the parent and successor states. It is efficient because it
takes into account only (a few) changes in superpixel labeling between the states, instead
of all superpixels. Finally, the Score function efficiently evaluates the CRF conditional
log-likelihood of leaf states, and selects the state with the largest Score as an optimal
solution. Note that, by construction, the leaves are guaranteed to have the largest Score
values among all states in the search tree, and thus it suffices to look for the solution
only among the leaf states.
We present effectiveness of our BS for scene labeling on the MSRC [124], Stanford
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Figure 2.1: BS: States in the search tree correspond to candidate scene labelings. The
tree is gradually expanded by generating successor states from a subset of B best states
(black) estimated by the Heuristic function. The Score function selects the optimal leaf
state (red) as the solution of CRF inference.
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Backgroud [47] , PASCAL VOC 2009 and 2010 [32] datasets.

2.2

Prior Work on Scene Labeling and Our Contributions

This section reviews related work and points out our contributions in terms of: i) Enforcing hard constraints in CRF inference; ii) Directly solving QP in the discrete domain;
and iii) Low complexity of our BS.
Accounting for domain constraints between objects in the scene is important, because they can help resolve competing hypothesis in inference. In this paper, we focus
on the mutual-exclusion (mutex) constraints that prohibit certain label assignments (e.g.,
the sky cannot occur below grass). CRF represents domain constraints with features
which are weighted to form potential functions. For enforcing constraints in CRF inference, the feature weights should be sufficiently large so as to penalize scene labelings
that violate the constraints. However, since the weights cannot be infinite, in some cases
CRF inference may overrule the constraints, yielding non-sensical results.
We address this problem by keeping separate domain constraints from the other
potential functions of CRF aimed at encoding smoothness and context. We cast CRF
inference as a QP with quadratic constraints. Specifically, we use the smoothness and
contextual potential functions of the CRF to express the QP objective, and separately
use mutual-exclusion constraints of the domain to express the quadratic constraints of
the QP.
CRF inference as QP typically requires convexification of the QP objective to allow using standard convex optimization algorithms [112, 67]. Convexification can be
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avoided, e.g., by using message-passing [82], or gradual progression between linear
programming and QP [83]. However, these approaches are not suitable for our fully
connected CRF, since their complexity depends on the number of CRF edges. Existing
semidefinite programming approximations of QP are also inappropriate, because the
matrix of our QP’s quadratic objective cannot be assumed as being (“close to”) positive
semidefinite.
Importantly, most QP solvers relax the optimization constraints to the continuous
domain. This would be unsuitable, because domain constraints may be violated under continuous relaxation. In contrast, our BS does not use continuous relaxation, but
directly solves QP in the discrete domain, strictly enforcing domain constraints.
Our approach is related to Swendsen-Wang (SW) cut [4], which iterates MetropolisHastings reversible jumps. Each jump randomly cuts graph edges and flips the labels
of a connected group of nodes for a faster exploration of the search space than other
MCMC algorithms. However, SW evaluates CRF in each visited state, which is expensive for large graphs as ours. Also, in practice, SW iterations are often interrupted
before convergence, due to long running times. In contrast, our BS is efficiently guided
by a heuristic function to select “good” candidate solutions, and guaranteed to converge
fast to a local maximum.
Search-based structure prediction methods are gaining momentum in computer vision [53, 37, 74, 107], but they have never been used for scene labeling. Their key limitation is the requirement to approximate the loss function, and thus guide the search.
Inspired by HC-Search [111, 27], we instead use a rank-based search strategy that
makes search decisions by comparing relative values of the search states assigned by
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the Heuristic function. As in [111, 27], we use the Heuristic function to guide the beam
search, and the Score function to identify the solution. The key difference is that we
derive the Heuristic and Score from the original (CRF-based) optimization objective,
whereas these two functions are learned separately in a distributed learning architecture
of [111, 27].

2.3

The CRF Model

Images are partitioned into superpixels, which are used to ground our CRF of the scene.
In particular, superpixels are organized in a graph, G = (V, E). V is a set of nodes,
i = 1, . . . , n, |V | = n, corresponding to superpixels. E is a set of edges (i, j) ∈ E that
capture dependencies between pairs of superpixels i and j. In this paper, we consider a
fully connected graph, where edges connect all node pairs E = V × V , |E| = n2 .
The CRF associates an indicator random variable Xi with every node i ∈ V . Each
Xi takes values from a set of object class labels L = {1, 2, ..., k}, where |L| = k. When
Xi = i0 ∈ L then CRF assigns class label i0 to superpixel i. The set of all random
variables is denoted as X = {Xi : i ∈ V }. The conditional log-likelihood of the CRF is
specified as
log P (X|G) =

X

φi (Xi = i0 )

i∈V

+

X

(2.1)
0

0

φij (Xi = i , Xj = j ) − log Z,

(i,j)∈E

where {i0 , j 0 } ∈ L, and Z is the partition function. The unary potential φi (Xi = i0 ) is
defined as a log-likelihood of Xi having label i0 ∈ L. The pairwise potential φij (Xi =
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i0 , Xj = j 0 ) represents a joint log-likelihood of Xi and Xj having labels i0 and j 0 , respectively. In the following, we will use shorthand notation φii0 = φi (Xi = i0 ), and
φii0 jj 0 = φij (Xi =i0 , Xj =j 0 ). Sec. 2.6 specifies the unary and pairwise potentials.
We formulate our scene labeling problem as finding the MAP assignment X̂ =
arg maxX P (X|G). In the following section, we explain how to conduct this inference.

2.4

CRF Inference as QP

This section formulates the MAP assignment problem as QP. We begin by deriving
the quadratic objective of QP, and then extend that formulation to include domain constraints.
It is convenient to express log P (X|G), given by (2.1), in terms of binary random
variables xii0 ∈ {0, 1} over superpixel-label pairs. When Xi = i0 we have xii0 = 1, and
when Xi 6= i0 we have xii0 = 0. A column vector of all (n · k) binary random variables
is denoted as x = [. . . xii0 . . . ]> . Thus, the MAP assignment problem can be posed as
max.

X
i∈V

s.t.

X

φii0 xii0 +

;i0 ∈L

for all i ∈ V,

φii0 jj 0 xii0 xjj 0

(i,j)∈E;i0 ,j 0 ∈L

X

xii0 = 1,

(2.2)
x ∈ {0, 1}

n·k

i0 ∈L

The quadratic objective of (2.2) can be compactly expressed as x> Φx, where Φ is
an (n·k)×(n·k) affinity matrix whose elements are the unary and pairwise potentials.
The off-diagonal elements of Φ are defined as Φ(ii0 ),(jj 0 ) = φii0 jj 0 , and the main diagonal
elements of Φ are defined as Φ(ii0 ),(ii0 ) = φii0 .
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As mentioned in Sections 2.1 and 2.2, our next goal is to incorporate domain constraints in QP, which are expected to improve the quality of solutions by eliminating illegal configurations from consideration. In this paper, we focus on the mutual-exclusion
(mutex) constraints that prohibit certain non-sensical label assignments. For example,
suppose that a QP solver considers a hypothesis that a superpixels i and j get assigned
candidate class labels i0 = “grass” and j 0 = “sky”, where i is located at the top of the
image, and j at the bottom. As common-sense knowledge rules out that grass can occur
above the sky in natural scenes, if i gets assigned label i0 = “grass”, i.e., xii0 = 1, then
j must not be assigned label j 0 = “sky”, i.e., the QP solver must set xjj 0 = 0. This type
of reasoning can be formalized as the equality constraint: xii0 · xjj 0 = 0. Intuitively, this
equality constraint strictly enforces that only one of the two labels are allowed for the
two superpixels.
Following the approach of [96], all mutex constraints can be compactly represented
as
x> M x = 0,

(2.3)

where M is an (n·k)×(n·k) binary constraint matrix. When its elements are set to one,
M(ii0 ),(jj 0 ) = 1, then the corresponding label assignments are prohibited xii0 · 1 · xjj 0 = 0.
Conversely, when M(ii0 ),(jj 0 ) = 0 then superpixels i and j may be assigned any arbitrary
class labels from L, because the quadratic equality constraint still remains satisfied,
xii0 · 0 · xjj 0 = 0. Note that M is typically sparse. Sec. 2.6 specifies M for each image.
Further, it is convenient to merge the set of linear constraints of the problem in (2.2)
P
— namely that for all i ∈ V , i0 ∈L xii0 = 1 — with the quadratic equality constraints in
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(2.3). For every superpixel i, we set all the corresponding elements of matrix M to one,
M(ii0 ),(ij 0 ) = 1, if i0 6= j 0 . This prohibits illegal assignments of multiple distinct labels to
a single superpixel, since for all i we will have xii0 · 1 · xij 0 = 0, if i0 6= j 0 .
By using the affinity matrix Φ, and the constraint matrix M , from (2.2), we finally
derive the following QP:
max. x> Φx
(2.4)
s.t.

>

x M x = 0,

n·k

x ∈ {0, 1}

.

Note that (2.4) does not relax the original problem in (2.2). While the constraints in (2.4)
and (2.2) are not equivalent, the objective and constraints of (2.4) make the problem of
(2.4) equivalent to that of (2.2). The constraints in (2.2) enforce that every superpixel is
assigned exactly one label. The constraints in (2.4) only enforce that every superpixel
is not assigned multiple labels. But the objective of (2.4) will not be maximum if a
superixel is unlabeled.
In the following section, we specify our new algorithm for solving the QP problem
in (2.4).

2.5

Beam Search

Given an image and its superpixels, the search starts from their initial labeling x0 , and
gradually builds the search tree with new states x. At every tree depth, BS considers
at most B best states for further exploration, based on Heuristic values of these states.
Exploration consists of stochastically sampling successor states from the selected parent
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states, which increments the current tree depth. The sequential tree expansion stops
when no successor state gives a positive Heuristic value. Below, we formally define the
elements of our search framework.
State-space: The state-space is defined as Ω = {x : x ∈ {0, 1}nk , x> M x = 0}.
The states correspond to candidate scene labelings respecting mutex constraints.
Successor function, Γ : x → x0 , generates new states x0 from x. Γ modifies a
given state x by jointly changing the labels of a group of superpixels in x, resulting in
x0 which strictly satisfies mutex constraints. Thus, Γ defines: i) How to select a set of
superpixels to be re-labeled; and ii) How to determine their new labels, as explained
below. Fig. 2.2 illustrates an example of generating a new state.
For choosing a set of superpixels, we first probabilistically cut edges in E whose
pairwise potentials are below a random threshold. Specifically, edges (i, j) ∈ E are
characterized by pairwise potentials φii0 jj 0 , where i and j are assigned labels i0 and j 0
in state x. A threshold is randomly selected in the range between the minimum and
maximum values of φii0 jj 0 to cut all edges with pairwise potentials less than the threshold. This partitions G into a set of disconnected subgraphs. We then randomly select
one of the subgraphs, and then, within the subgraph, again randomly select a connected
component (CC) of superpixels that are neighbors and have the same label. To respect
spatial extents of objects, we jointly re-label all superpixels in the selected CC to the
label of one of the neighboring connected components in the selected subgraph. This
encourages spatial smoothness, and removes holes within objects in the resulting scene
labeling.
The successor state x0 is accepted if mutex constraints are satisfied, x0> M x0 = 0.
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Figure 2.2: Consider a state x with the shown labeling. After randomly cutting the
edges we have a set of subgraphs which are partitioned by red curves. We randomly
select a CC with labels yCC in a random subgraph. Updated labels are randomly chosen
as the label of neighboring CC (y0 in this case) which leads to a new state x0 . Note that
CRF edges are due to less pairwise potential, so subgraph boundaries does not imply
object class boundary.
We efficiently compute this quadratic as follows. Re-labeling of nodes in the selected
CC does not change the entire x, but only a part of this vector. Let us denote this
difference as δ = x0 − x, which is non-zero for only a few indices of nodes that belong
to the CC. Then, the mutex constraints for x0 can be expressed as

x0> M x0 = (x + δ)> M (x + δ) = 2δ > M x + δ > M δ = 0,

(2.5)

because it is already guaranteed that the parent state satisfies mutex constraints, x> M x =
0. Complexity of verifying (2.5) is low, because the CC would typically consist of only
a few nodes, and M is sparse. This step guarantees that the final solution found by
BS strictly satisfies all mutex constraints. The stochastic generation of successor states
helps avoid local optima.
Heuristic function, H(x0 , x), evaluates new states x0 given their parent x, and
guides the expansion of the search tree by selecting at most B best successors of x.
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Ideally, new states should be evaluated using the QP objective, x0> Φx0 , stated in (2.4).
This would ensure that BS is guided toward an optimal solution of the QP. However,
computing the quadratic objective for large CRFs as ours at every candidate state would
be prohibitively expensive. To address complexity issues, we again use the difference
vector δ between x0 and x to express the QP objective as

x0> Φx0 = x> Φx + 2δ > Φx + δ > Φδ.

(2.6)

For all new states x0 , we note that (2.6) has the same first term, x> Φx. Fortunately,
evaluating the other two terms in (2.6) is not computationally expensive, because they
account for only a few nodes in the CC. This motivates our definition of Heuristic as

H(x0 , x) = 2δ > Φx + δ > Φδ.

(2.7)

A more global heuristic function might better evaluate candidate states, but at the price
of increasing computational complexity relative to ours.
The Strategy for selecting B best successors is to keep generating x0 = Γ(x) until
we obtain B new states that satisfy mutex constraints and yield a positive Heuristic,
H(x0 , x) > 0. As we prove below, the latter requirement ensures that successors must
monotonically increase the QP objective. BS stops when no successor can satisfy both
of the two requirements after a sufficiently long running time.
Score function, S(xl ), is efficiently computed in at most B 2 leaf states by summing
already available Heuristic values H(x0 , x) along the path, {x0 , . . . , xt , . . . xl }, that
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connects the leaf xl with the root x0 (i.e., initial state):

S(xl ) =

x>
0 Φx0

+

l
X

H(xt+1 , xt ).

(2.8)

t=0

Again, note that the first term in (2.8) has to be computed only once for all the leaves.
The final scene labeling solution is chosen among the leaves as x∗ = arg maxxl S(xl ).
It is straightforward to show that maximizing score S in (2.8) amounts to optimizing
the QP objective specified in (2.4). Thus, BS monotonically increases the QP objective
subject to mutex constraints, given by (2.4), where the solution is found when scoring
all the leaves x∗ = arg maxxl S(xl ).
From (2.8), our complexity is O(n · k) + B · l · O((n·k) + n2 ). The first term comes
from the initial labeling of n superpixels with k labels. The second term comes from
subsequent generating and evaluating B states at l search levels. Selecting a CC for
generating a new state requires O(n2 ) computations for n2 edges in the CRF, and complexity of verifying that a candidate state satisfies the mutex constraints and has positive
heuristic is O(n × k). Note that the complexity of BS grows linearly with the label
set. It is worth noting that BS can be easily parallelized. This parallel implementation
provides significant speedup resulting average convergence time less than a second per
image on an Intel i7 machine with 8 GB memory.
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2.6

CRF Potentials and Mutex Matrix

This section first describes the superpixels segmentation method, then specifies the
unary and pairwise potentials of our CRF. After that, it describes how to compute the
potentials and finally specifies how to estimate the mutex matrix M .
Superpixel segmentation. For a fair comparison with the state-of-the-art, we use
the same method for extracting superpixels as that used in related work [124, 48, 73,
154, 80] – namely, the low-level segmentation algorithm of [36].
Unary Potential is defined as a sum of texture, color and location potentials, φii0 =
col
loc
tex
φtex
ii0 + φii0 + φii0 . φii0 is specified as confidence of a boosted classifier, where each weak

classifier is a decision stamp based on a multi-class logistic regression of texture features. For texture features of every superpixel i, we use the response of 17-dimensional
filter bank of Gaussian and Laplacians-of-Gaussian filters, as in [124]. φcol
ii0 is computed
as the negative Log-Mixture of Gaussian of the 16×3 color histogram of superpixel i for
0
class i0 . φloc
ii0 is defined as the negative log-prior (i.e., frequency) of the class i appearing

at the normalized location of i. We use the piecewise training approach [124] to learn
each of the potentials separately.
Pairwise Potential is defined as a sum of color-smoothness and distance potentials,
dis
φii0 jj 0 = φcol
ii0 jj 0 +φii0 jj 0 , as in [154]. The color pairwise potential between two superpixels
0
0
i and j is computed as φcol
ii0 jj 0 = g(Ii −Ij ), if i = j , else 0, where g is a negative

log-Gaussian with identity covariance matrix, and Ii , Ij are the color histograms of
0
0
superpixels i and j. The distance potential is defined as φdis
ii0 jj 0 = g(si −sj ), if i = j ,

else 0, where si , sj are the locations of superpixels i, j.
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Mutex estimation. For specifying the mutex matrix M , we make the assumption
that the training dataset is sufficiently large. We use the frequency of co-occurrence of
object classes in particular spatial layouts, estimated directly from training data. Specifically, we define an augmented label set {(object, object, configuration)}. For configuration labels we use four qualitative spatial relations: “left”, “right”, “above”, “below”.
For every pair of superpixels (i, j) in training data we identify their configuration label,
i.e., estimate one of the four spatial relations, relative to i. Then, we count the number of
times the true class labels i0∗ and j 0∗ of every pair of superpixels (i, j) occur in the four
configurations. When a new image is encountered, every pair of its superpixels (i, j) is
first assigned one of the four configuration labels, and then all corresponding elements
of matrix M are set to either one, M(ii0 ),(jj 0 ) = 1, if the pair of object classes (i0 , j 0 ) has
never been observed in the spatial configuration of superpixels (i, j) in training; or set
to zero, M(ii0 ),(jj 0 ) = 0, otherwise.

2.7

Results

Datasets. We evaluate BS on four benchmark datasets: the MSRC dataset [124], the
Stanford Background dataset (SBD) [47] and the PASCAL VOC 2009 and 2010 [32]
datasets. The MSRC dataset consists of 591 images of 21 object classes. We duplicate
the evaluation setup of [124] to have the standard split of training and test images. The
SBD dataset has 715 images having seven background classes and one generic foreground class. We follow the five fold cross validation experiment setup of [47]. The
PASCAL VOC 2009 and 2010 datasets consist of images of 20 object classes. Here we
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train on training images and test on validation images as done in [91] and [80]. Accuracy
is measured as the standard VOC measure [32].
For training, we compute the ground-truth label of a superpixel as the majority
ground-truth class labels of its pixels. For testing, we compute the label assignment
accuracy at the pixel level. As convergence time of BS and final solution depend on the
initial state, we initialize the search to a structured prediction of logistic regression. We
use top 50 ranked logistic regression predictions as multiple initial states, and then run
BS for each, and finally select the best solution. Note that these multiple searches can
be parallelized for efficiency.
In each step of BS when the search tree-depth is incremented, we choose at most B
best candidates from 2B successor states of a parent state. Overall, the acceptance rate
of new states has a large standard deviation over the search steps, since while generating
new states, we discard those that do not satisfy mutex constraints or do not have positive
heuristic score.
Evaluation of Input Parameters. We evaluate the following input parameters:
beam width B, and number of initial states. Fig. 2.5 shows that the accuracy increases
initially as B becomes larger, but saturates after B = 10. The same effect can be noticed
for varying the number of initial sates. As we increase B, BS keeps a larger number of
promising candidate sates, but after a certain limit (10 in our case), the beam gets populated with spurious sates. This does not affect our accuracy, but increases our running
time. In our experiments, we use B = 10, and set the number of initializations of BS to
50. From figures 2.4, 2.5, our running time has a linear-like profile with respect to both
B and initial points, when BS is parallelized over the beam.
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Baselines. We compare BS with the following four baselines, B1–B4. Comparison
with the baselines is done on the MSRC dataset.
B1. Swendsen-Wang cut (SW-cut): SW-cut addresses the intractable CRF inference with the Metropolis-Hastings (MH) sampling algorithm. MH draws samples x
from the CRF’s posterior, P (x|G), to generate new states. The jumps between the
states are reversible, and governed by a proposal distribution Q(x → x0 ). This also cuts
CRF edges for choosing a connected component, CC, and updates its label to a random
label. The proposal is accepted if the acceptance rate, α, drawn from the uniform distri0

0

Q(x →x) P (x |G)
bution, U (0, 1), satisfies α< min{1, Q(x→x
0 ) P (x|G) }. Here, CRF posterior, P (x|G) is

computed as in (2.1), and proposal distribution is proportional to the number of edges
which are cut during CC selection as in [106]. For fair comparison, we keep the CC
selection method the same as ours. The accuracy of 81.5% is 10% less than ours with
higher running time of 30-32sec (Tab. 2.1). This added accuracy comes from exploring
B states in every step of the search instead of only one state as in SW-cut.
B2. QP without mutex constrains (QPWOM): In this baseline, we exclude the
hard mutex constraints while conducting the inference. We only keep the constraint
that does not allow a superpixel to have multiple labels. This justifies the importance
of having mutex constraints to guide the search (Fig. 2.4). Fig. 2.3 shows an example
where QPWOM results in an infeasible labeling: superpixels labeled with ‘sky’ are
below the superpixels with label ‘boat’. In BS such labelings are restricted due to hard
mutex constraints.
B3. QP with relaxed mutex constrains: Here we use a standard QP solver (IBM
CPLEX Optimizer) aiming to solve the optimization : x∗ = arg maxx xT (Φ − γM )x
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Figure 2.3: Comparison with QPWOM with BS on an image from MSRC dataset. Infeasible labeling is done by QPWOM due to the missing mutex constarints.
(γ ≥ maxi

P

i

Φij ) while relaxing the integer constraints as x ∈ [0, 1]nk . This makes

the mutex as soft constraints. The accuracy is 85.4% with running time 22 sec, which is
approx. 6% less than ours with higher running time. Comparison to B3 shows solving
the optimization in the discrete domain is more efficient than the relaxed counterpart.
B4. CC updates with logistic regression (LOGCC): Here, instead of choosing the
updated label of a CC from the neighboring superpixels, we update the label of the CC
using a multiclass logistic regression learner. Thus each node of the CC is assigned
the label having highest class likelihood measured by logistic regression classifier. We
notice that the performance is not improved with the additional learning (Fig. 2.4).
Comparisons with state-of-the-art : Tab. 2.1 shows the comparison with the stateof-art methods on the MSRC dataset, where our accuracy 4.5% better the previous best
approach [154] which uses QP relaxation as inference for fully connected CRF model
over pixels. Comparisons on the SBD and PASCAL 09, 10 datasets are shown in the Tab.
2.2. On the SBD, our approach is slightly worse than the two state-of-the approaches
([90, 113]) which, unlike ours, use multi-scale segments and higher order potentials. On
PASCAL 2009 dataset our approach achieves higher accuracy than the previous stateof-art approach ([91]) by 2.9%. On PASCAL 2010 dataset, two modified versions of the
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Figure 2.4: Comparison with baselines on the MSRC dataset. Beam Search (BS) is
our proposed approach, LOGCC is B4 where nodes of a CC is updated with logistic
learning and QPWOM is our approach without mutex constraints. We also show the
running time (sec) of BS for each B.
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Figure 2.5: Evaluation of input parameters (B and number of initial starting points) on
the MSRC dataset. We vary B in X axis and number of initial starting points in Y axis.
Running times (sec) are shown for specific B and number of initial points
.
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Method
[40]
[47]
[106]
[80]
[149]
[154]
Ours

MSRC
70.0
76.4
82.9
86.0
86.5
87.0
91.5

Test time
N/A
N/A
30-32s
0.2s
N/A
N/A
0.8 s

Table 2.1: State-of-the-art comparison of pixel classification accuracy(%) and computation times(seconds) per image on the MSRC dataset.
Method

SBD

[47]
[97]
[128]
[90]
[113]

76.4
76.9
74.1
81.9
82.9
81.1

Ours

Method

P ’09

[91]
[46]
[106]

37.2
34.1
35.7
40.1

Ours

Method

P ’10

[149]
[80]
[46]
[91]

31.2
30.2
40.1
39.7
34.2

Ours

Table 2.2: State-of-the-art comparison of segmentation accuracy(%) on the SBD (left),
PASCAL VOC 2009 (middle) and 2010 (right) datasets.
approaches presented in [46] and [91] achieve better performances than us. These methods use object segmentation or foreground segmentation as additional cues, whereas we
do not use such cues.
Fig. 2.6 presents qualitative results of our approach on four datasets and Fig. 2.7
shows a failure case of BS for an image from the Pascal 09 dataset where the object
class ‘gas cylinder’ is confused with the ‘bottle’ class and back portion of the person
body is not detected due to the presence of shadow in the image.
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Figure 2.6: Qualitative results on the MSRC, Stanford background and PASCAL 09, 10
datasets.

Figure 2.7: Failure case of BS on an image from the Pascal 09 dataset. Ground Truth =
GT.
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2.8

Summary

We have presented a new approach to scene labeling. Scene labeling is posed as the
MAP assignment of a fully connected CRF, grounded onto superpixels. The MAP assignment is formulated as quadratic program, and solved using our new Beam Search
(BS) algorithm. BS uses the following three functions to build a search tree, where
search states correspond to candidate scene labelings. The Successor function generates
successor states from a subset of parents. The Heuristic function evaluates and selects
top B states for exploration. The Score function finds the leaf that provably maximizes
the QP objective of our CRF inference. BS is well-suited for scene labeling, because it:
solves the QP in the discrete domain strictly conforming to useful domain constraints,
and has low computational costs, allowing for a large number of CRF nodes and fullnode connectivity.
Our experimental evaluation demonstrates that BS outperforms the state-of-the-art
on some benchmark datasets (e.g., MSRC) and achieves competitive performance on the
other datasets (e.g., Stanford Background). Also, when we account for inconsistency
constraints from domain knowledge, performance is improved by 9% on the MSRC
dataset relative to a variant of our approach that ignores the constraints. Interestingly,
initializing BS with predictions of class labels by logistic regression does not notably
improve performance over the case when BS is initialized with a random selection of
class labels. BS is computationally efficient, and can also be easily parallelized.
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Chapter 3: Monocular Depth Estimation Using Neural Regression Forest.

Abstract
This paper presents a novel deep architecture, called neural regression forest (NRF),
for depth estimation from a single image. NRF combines random forests and convolutional neural networks (CNNs). Scanning windows extracted from the image represent
samples which are passed down the trees of NRF for predicting their depth. At every
tree node, the sample is filtered with a CNN associated with that node. Results of the
convolutional filtering are passed to left and right children nodes, i.e., corresponding
CNNs, with a Bernoulli probability, until the leaves, where depth estimations are made.
CNNs at every node are designed to have fewer parameters than seen in recent work, but
their stacked processing along a path in the tree effectively amounts to a deeper CNN.
NRF allows for parallelizable training of all “shallow” CNNs, and efficient enforcing of
smoothness in depth estimation results. Our evaluation on the benchmark Make3D and
NYUv2 datasets demonstrates that NRF outperforms the state-of-the-art, and gracefully
handles gradually decreasing training datasets.

3.1

Introduction

This paper address one of the basic vision problems, that of estimating depth from a
single monocular image. Our goal is to predict the continuous depth values of every
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Figure 3.1: Depth histograms extracted from two benchmark datasets: Make3D dataset
[120] (left), and NYUv2 dataset [99] (right). Depth values are in meters.
pixel. The image may show a natural outdoor scene with continuous depth values ranging from a few to 80 meters, or an indoor cluttered living space with continuous depths
ranging between 0 and 10 meters, as shown in Fig. 3.1.
This problem is challenging, since there may be many distinct 3D scenes depicted
in the same 2D image. Also, histograms of depths in typical outdoor and indoor scenes
are “peaky” (Fig. 3.1). Hence, it is very likely that a training set may under-represent or
simply not have examples of certain depth values, which could appear in test data.
To address these challenges, prior work typically uses graphical models for enforcing smoothness and taking into account spatial context in depth estimation [118, 120,
6, 92, 88]. More recent work resorts to convolutional neural networks (CNNs) [29, 93].
CNNs are appealing as they can efficiently incorporate multiscale contextual cues, in a
feed-forward manner. However, one of the major bottlenecks of using CNNs for depth
estimation is that their training typically requires big data. As Fig. 3.1 illustrates, both
indoor and outdoor scenes may not have a sufficient number of examples of certain
depth values, which makes the training of CNNs challenging.
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Figure 3.2: Neural Regression Forest. (a) A CNN is associated with every node of a binary Convolutional Regression Tree (CRT) for performing the convolutional processing
of data samples. The CNN’s output is passed to the left and right children nodes with a
Bernoulli probability. (b) While our CNNs process data samples as they pass down the
CRT, the related deep architecture of [76] uses a single deep CNN to fully process the
data before passing them through a decision tree.
In this paper, we present a novel deep architecture, called neural regression forest
(NRF), for monocular depth estimation. As shown in Fig. 3.2, NRF combines CNNs
with Regression Forest [23, 10] for predicting depths in the continuous domain via regression. Robustness is achieved by processing a data sample with an ensemble of
binary regression trees, which we call Convolutional Regression Trees (CRTs). We fuse
individual regression results of every CRT into a final depth estimation.
Our approach scans a window x across every pixel location, and passes x down
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the CRTs for predicting the depth of the scanning-window’s center. At every node of
CRT, x is filtered with a CNN associated with that node, and then passed to left and
right children nodes (i.e., CNNs) with a Bernoulli probability for further convolutional
processing, until x reaches leaves of the tree. The probability that x reaches a particular
leaf is equal to the product of all Bernoulli probabilities along the data’s path from the
root to that leaf. The sample undergoes the same procedure in other CRTs of NRF.
Finally, depth estimations made in every leaf are weighted with the corresponding path
probabilities for estimating depth d of x.
NRF has a number of advantages. First, each CRT node solves a binary problem,
instead of a multiclass or regression problem. This allows for a robust training of our
CNNs, since the left or right routing of data samples may combine a range of depth
values, and thus compensate for some underrepresented (or missing) depth examples in
the training data. Second, training of all CNNs in CRT is parallelizable. In particular,
once a training sample reaches leaf nodes, we can readily compute the regression loss
for every node of CRT, and then use these loss functions for simultaneously training
the corresponding CNNs. Third, we design CNNs at every node of CRT to have significantly fewer parameters than seen in recent work. Specifically, we use “shallow”
architectures with only a few convolutional (1-2) and fully connected levels (1-2). This,
in turn, allows for robust training on smaller datasets, as necessary in our application
domain (Fig. 3.1). It is note worthy that results of convolutional filtering at a node are
used as input to its children. Hence, all CNN computations along a path from the root
to the leaf amount to processing the data sample with a relatively deep CNN. Therefore,
despite using “shallow” CNNs at each CRT node, we expect to have the usual bene-
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fits of deep processing of data as in related work which advocates the use of deeper
architectures.
In our approach, we also consider more explicit ways of addressing the small number
of training examples of certain depths. As illustrated in Fig. 3.3, depths in a neighborhood of scanning window xi are often smooth. Therefore, for a more reliable depth
prediction of xi , we also consider depth estimates of neighboring scanning windows xj .
Neighborhood relationships for all pairs of pixels (i, j) are efficiently estimated using
the standard bi-lateral filtering [135].
A comparison with the state-of-the-art on the Make3D [120] and NYU v2 [99]
datasets demonstrates our superior performance in terms of relative error, root mean
squared error, and log-10 error. Also, our results show that NRF gracefully handles
gradually decreasing training datasets.

3.2

Prior Work on Monocular Depth Estimation and Random Forest

The section reviews related work on monocular depth estimation, and combining CNNs
and Random Forests.
Depth Estimation. Monocular depth estimation is a long-standing problem [118,
120, 6, 92, 88, 33, 29, 93]. A single CNN has been used for depth estimation [29, 93];
however, at a coarser resolution than that of the input image (e.g., 1/4 of the original
resolution [29]). Depth estimation in the continuous domain has also been considered
[132, 68, 160]. However, these approaches use a pre-constructed 3D shape database of
known objects [132], or rely on class-specific object keypoints and object segmentations
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Figure 3.3: The window at pixel i and a window at neighboring pixel j have similar
depths, but are different in appearance. Therefore, they could reach distinct NRF leaf
nodes with different probabilities. The final depth prediction for the ith pixel is made by
combining the Gaussian at the leaf corresponding to pixel i and also the Gaussian at the
leaf corresponding to the neighboring pixel j. NRF allows us to effectively increase the
(small) number of training samples by considering the pairs of samples and thus improve
depth prediction of window xi by additionally considering the NRF leaf reached by
neighboring window xj .
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[68], whereas our method is aimed at general scenes.
Random Forests [23, 9, 11, 122] have a long-track record in computer vision. Recent work integrates decision trees with multilayer perceptrons for scene labeling [115].
Each node of a decision tree represents a multilayer perceptron aimed at learning the
node’s split function given hand-crafted image features. Instead, we use a tree of CNNs
to jointly learn the feature representation and split functions for each node in the tree. A
single deep CNN has been combined with a random forest for image classification [76].
Outputs of the top CNN layer are considered as nodes of the decision tree. Prediction
loss is computed at each split node of the tree and back-propagated to the network for
learning CNN parameters. In contrast, we learn a set of distinct “shallow” CNNs in
every node of the decision tree. Importantly, we do not back-propagate the loss of depth
prediction bottom-up as in [115]. Rather, we compute distinct loss for every CNN in the
tree, and then use these losses for parallel training of all CNNs in the tree.

3.3

Neural Regression Forest

We consider a regression problem, where for each scanning window of the image, x ∈
X , there is a real-valued depth d ∈ D = [0, dmax ]. As the regression model, we use
NRF that consists of a set of CRTs, F = {Ti }. Each CRT represents a weak regressor.
Depth prediction is made by averaging the predictions over the trees as

pF (d|x) =

1 X
pT (d|x),
|F| T ∈F

(3.1)
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where pF (·) and pT (·) denote probability distributions.
Each T consists of a set of non-leaf decision nodes (also called split nodes), VT =
{v}, and a set of leaf nodes for prediction LT = {l}. Each v ∈ VT represents a CNN
with parameters wv . The parameters of all CNNs in T form a set WT = {wv : v ∈
VT }. Note that CNNs are not associated with leaf nodes. The architecture of CNNs is
explained in Sec. 3.6.
A split function fv (x, wv ) : X → [0, 1] is defined for each split node of T . This
function is computed by vth CNN with a single output node, which produces the value
of the split function through a sigmoid function. Instead of deterministic, we use a
stochastic split function, as in [76]. Specifically, fv (x, wv ) returns the Bernoulli probability of directing x to the left or right child node. In this way, x is passed through
T reaching every leaf l ∈ LT with the corresponding probability P (l|x, WT ), where
P
l∈LT P (l|x, WT ) = 1. Following [76], we define
P (l|x, WT ) =

Y

fv (x; wv )L(l,v) (1 − fv (x; wv )R(l,v) ,

(3.2)

v∈VT

where L(l, v) and R(l, v) indicate whether l belongs to the left and right subtree of v,
respectively. Note that the product is computed by considering all the split nodes in the
tree. For split nodes v which do not lie on the path to l, we have L(l, v) = R(l, v) = 0.
Therefore, the product in (3.2) effectively computes the probability of the sample’s path
from the root to the leaf l.
Each leaf l ∈ LT holds a Gaussian probability distribution, p(d; θl ), with parameters
θl = (µl , σl ), over depth values D. The set of all Gaussian parameters, ΘT = {θl : l ∈ LT },
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are computed from training samples that reached leaf nodes of T during training.
When x reaches the leaves in T , prediction for its depth is given by

pT (d|x) =

X

p(d; θl )P (l|x, WT ).

(3.3)

l∈LT

3.4

Enforcing Smoothness in Depth Predictions

NRF allows an efficient way of enforcing smoothness in pixel depth predictions across
the image. As mentioned in Sec. 2.1, and illustrated in Fig. 3.3, neighboring pixels in the
image at similar depths, i and j, may define image windows xi and xj with significantly
different appearance. When passing xi and xj through T , the convolutional neural
processing in every split node v of T may estimate different values of split functions
fv (xi , wv ) and fv (xj , wv ), resulting in different probabilities of xi and xj reaching a
particular leaf l ∈ L.
To enforce smoothness in depth predictions, we modify the depth likelihood of every
xi given by (3.3). The modification is based on the depth likelihoods of neighboring
samples xj , j ∈ N(i), and appearance similarity between xi and xj estimated by bilateral filtering [135]. Thus, when xi reaches the leaves in T , we compute the modified
probability distribution of depth d of xi as

p̄T (d|xi ) =

X

κij pT (d|xj ),

(3.4)

j∈N(i)

where i’s neighborhood N(i) is defined to also include i, i ∈ N(i). κij is the weight of
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bi-lateral filtering, estimated based on the Euclidean distance between the HSV color
histograms of windows xi and xj and the Euclidean distance between locations of i and
j in the image as

κij ∝ exp(−

k zi − zj k2
k hi − hj k2
)
)
exp(−
σz2
σh2

(3.5)

where zi = (xi , yi ) is the pixel location in the image, hi is the HSV color histogram of
window xi , and σz = 3 and σh = 30 control sensitivity [135]. Note that for j = i, the
P
weight κii has the largest value. We normalize the weights such that j∈N(i) κij = 1.
The effect of using bi-lateral filtering in (3.4) is that only neighboring pixels of i
with high color similarity with i contribute to the depth prediction of i. This means
that our bi-lateral filtering is not a post-processing step. Rather, it is integrated with our
training and inference. Note that bi-lateral filtering can be done only once per image.
Hence, the above modification of computing p̄T (d|xi , W, Θ), given by (3.4), minimally
increases our complexity. We use an off-the-shelf linear-time implementation for the
bi-lateral filtering [110]. Our results show that this modification in (3.4) improves depth
estimation, producing smoother depth maps.

3.5

Learning

Our learning of each T estimates the following parameters: 1) Θ - the set of Gaussian
parameters in the leaf nodes, and 2) W - the set of CNN parameters of all the split
nodes. For simplicity, below, we drop the explicit reference to T in our notation. This
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learning differs from the traditional supervised setting, because there is no ground truth
for directing a training sample to the left or right in the tree. Thus, we learn (Θ, W) by
maximizing the log-likelihood of the training data, as in [115, 76]. Given a training set
S ⊂ X × D, we define the empirical loss as

R(W, Θ; S) =

1 X
L(W, Θ; x, d)
|S|

(3.6)

(x,d)∈S

where L(W, Θ; x, d) is the negative log-likelihood of the depth prediction for x

L(W, Θ; x, d) = − log p(d|x),

(3.7)

where p(d|x) is given by (3.3).
Note that we also specify an alternative training, when smoothing is enforced in
depth estimation. For this training, we modify the definition of the empirical loss to
R̄(W, Θ; S) specified in terms of the negative log-likelihoods of the smoothed depth
predictions
L̄(W, Θ; x, d) = − log p̄(d|x),

(3.8)

where p̄(d|x) is given by (3.4).
The learning objective is defined as

(W ∗ , Θ∗ ) = arg min R(W, Θ; S),
W,Θ

and similarly for the case when we use R̄(W, Θ; S).

(3.9)
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To solve (3.9), we alternate the following two steps. In the first step, we fix W, and
optimize for Θ, and in the second step, we fix Θ and optimize for W. Learning iterations
end after convergence, or when they reach a maximum number of iterations.

3.5.1

Learning CCN Parameters for the Split Nodes

In this section we describe how to learn the CNN parameters for the split nodes v ∈ V,
wv . We compute the gradient of the log-loss of the tree, L(W, Θ; x, d) given by (3.7),
with respect to wv . The gradient is first computed for the final output node of the CNN
and then passed to the lower layers of the CNN using the standard backpropagation [89].
The gradient at the final output node is computed as
∂ L(W, Θ; x, d) fv (x, wv )
∂ L(W, Θ; x, d)
=
,
∂wv
∂fv (x, wv )
∂wv

(3.10)

where only the first term depends on the tree, and the second term can be computed as
the standard derivative of the sigmoid function. The first term can be computed as
pLv (d|x)
pL (d|x)
∂ L(x, d)
= fv (x) vr
+ (1 − fv (x)) l
,
∂fv (x)
pT (d|x)
pT (d|x)

(3.11)

where L(x, d) and fv (x) are the shorthand notation for L(W, Θ; x, d) and fv (x, wv ),
respectively; pT (d|x) is given by (3.3), and pLvr (d|x) and pLvl (d|x) are analogous to
pT (d|x) but defined for the sub-tree rooted at the right and left child of v, vl and vr , reP
P
spectively: pLvr (d|x) = l∈Lvr p(d; θl )P (l|x, W) and pLvl (d|x) = l∈Lv p(d; θl )P (l|x, W).
l

Intuitively, the gradient of a split node is computed by combining the gradients of all the
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nodes in the subtree rooted at that split node. Note that this gradient computation can
be easily extended for the loss function in (3.8) as the probability distribution in (3.4) is
just a weighted sum of the distributions defined in (3.3).
From (3.11), the gradient

∂L(W,Θ;x,d)
∂fv (x,wv )

at v can be recursively computed bottom-up by

combining the loss gradients from v’s children vl and vr . Thus, our gradient computation
starts at the leaf nodes, and gets propagated to the root in a bottom up fashion. The
gradient of loss at a leaf node l ∈ L is computed as
p(d; θl )P (l|x, W)
.
pT (d|x)
After computing

∂L(W,Θ;x,d)
∂fv (x,wv )

(3.12)

at every node v, we proceed with simultaneous training

of all CNNs in T .

3.5.2

Learning the Leaf Distribution

For each leaf, we estimate the probability of the training samples reaching that node
P (l|x, W). This probability represents a weight (i.e., relative significance) of training
samples collected in the leaf. We use these weights to fit a Gaussian distribution on the
weighted depth values of training samples that reached the leaf. Specifically, we follow
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the [141] to empirically estimate the Gaussian parameters θl = (µl , σl ) for the leaf as
µl =

P

1
P (l|x, W)

(xi ,di )∈S

σl =

P

1
P (l|xi , W)

(xi ,di )∈S

X

P (l|xi , W) · di

(xi ,di )∈S

(3.13)
X

2

P (l|xi , W)(di − µl ) ,

(xi ,di )∈S

where S is the set of training data.

3.6

CNN Architecture

We observe that as data samples are passed down the tree, the probability of data reaching a split node decreases. Moreover, the estimated depth distribution becomes more
reliable as the data samples are becoming increasingly sorted by passing down the tree.
Thus, we expect that it becomes easier to learn the split functions as we go down the
tree [115].
To address this observation, we adjust the complexity of the CNN architecture along
the tree height. The CNN architecture is determined by the number of: 1) convolution
+ pooling layers, and 2) fully connected perceptron layers. For the top one third of the
tree height, we use CNNs with 2 convolution + pooling layers, and 2 fully connected
perceptron layers. For the lower one third of the tree height (closer to the leaf nodes), we
use CNNs with 2 convolution + pooling layers and 1 fully connected perceptron layer.
Finally, for the bottom third of the tree height, we use CNNs with 1 convolution + pooling layer and 1 connected perceptron layer. We experimentally found this architecture
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suitable for depth prediction. We present the overview of the tree architecture in the
Fig. 3.2. In our experiments, we use NRF with 100 binary trees, each with height 10.
A data sample is defined as a pair of an image window at a pixel location and its
corresponding depth label. The feature of the window is computed by CNN. In our
experiments, we consider two window sizes: 100 × 100 and 150 × 150 for the Make3D
and NYUv2 datasets based on the size and complexity of the dataset. This window
around the pixel is used to capture context around the pixel. The convolutional outputs
of the CNN at a split node are used as the input window of the CNNs at the children
split nodes. Thus an input window passes through a series of convolutions along the
path from root to the leaf node. Fig. 3.2 shows that the input window size decreases for
the CNNs at split nodes closer to the leaves. This is due to the convolution and pooling
that reduce the size of the input window. This allows us to learn multi-scale features
through the CNNs in the split nodes along the data path trough the tree. Multi-scale
features are important for depth estimation [120, 118].
Unlike [115], we provide only raw color values around the pixel and use convolution
kernels to automatically learn the features required to compute the split function. Our
tree architecture effectively resembles a deep CNN framework which consists of a set
of small CNNs. Our architecture is different from the neural decision forest architecture
presented in [76], where a decision forest is used on top of a single deep CNN. In this
case all the split nodes correspond to the same output layer of the CNN. We use the
output of the parent split node as the input for the CNNs at the child split node.
We use a modified ImageNet initialization of convolution layers by sampling image patches. In our experiments, multiple random initializations produced statistically
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similar results to those reported in the Sec. 3.7. Note that the training and inference of
the trees can be done in parallel. Inference takes less than 1sec per image and training
takes 8-10 hours in our parallel implementation on a standard PC with a nvidia Tesla
k80 graphics card.

3.7

Results

Datasets. We evaluate our approach on two benchmark datasets: the Make3D [120] and
the NYUv2 [99]. These datasets are commonly used by the state-of-the-art approaches
for evaluating the depth estimation performance. The Make3D dataset consists of 534
images of outdoor scenes, where 400 images are used for training and 134 images are
used for testing. Depth is estimated by a laser scanner and the depth ranges from 0 to 80
meters. The NYUv2 dataset consists of 1449 indoor images where the depth is estimated
by a Kinect device. On this dataset, we follow the standard split of 795 training images
and 654 test images. The depth ranges from 0 to 10 meters for this dataset.
Performance metrics. We use three standard error metrics which are commonly
used by the state-of-the-art methods [118, 120, 92, 29] to estimate the accuracy of
monocular depth prediction. These errors are defined for each pixel and averaged across
all the pixels in an image and all images in a dataset. Lets assume d∗ and dˆ are the
ground-truth and predicted depth for a pixel then the errors are defined as 1) relative erq
P ∗ ˆ2
∗
∗
ˆ
(d − d) , and 3) log 10
ror (rel): |d − d|/d , 2) root mean squared error (rms):
ˆ
error (log 10): | log d∗ − log d|.
Baselines. We propose the following baselines and the comparisons to the baselines
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are presented in Tab. 3.1.
CNN - regression forest (CNN-RF): In this baseline, we use a similar framework proposed by [76]. A single CNN is learned for the forest, and its outputs are treated as
the split node for the regression trees of the forest. Thus, split functions in every node
share the same CNN parameters through a single deep network. We consider same input
windows for the pixels as we use for out experiments. NRF outperforms this baseline
which suggests that a set of small CNN performs better than a large network for the
small datasets.
NRF without input forwarding for CNNs (NRFw/oF): In this baseline, for each CNN
in the split node, we use only RGB input window instead of convolutional outputs from
the parent split node. As suggested by [115], the size of input windows for the split
nodes is gradually reduced as we go down the tree along its depth. NRF outperforms
this baseline, which suggests forwarding the convolutional outputs as the inputs to the
lower split nodes can effectively model a better feature learning framework then considering RGB inputs to each split node.
NRF without the neighborhood information (NRFw/oN): In this baseline, we predict
the depth of a pixel only based on its appearance without considering the information of
its neighboring pixels. Specifically, we use (3.3) instead of (3.4) for the depth prediction
in a tree. In our full approach, for each pixel, we consider 10 neighboring windows for
capturing the neighborhood depth information. The results are shown in the Tab. 3.1.
This proves that the neighboring pixels provide important information for depth prediction. Moreover, considering neighboring information results in smoother depth maps
(Fig. 3.5 and 3.6).
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CNN-RF
NRFw/oF
NRFw/oN
Ours

rel
0.361
0.312
0.29
0.26

Make3D
log10
0.148
0.128
0.126
0.119

rms
15.10
13.8
13.7
12.40

rel
0.35
0.24
.22
0.187

NYU v2
log10
rms
0.131
1.2
0.09
0.95
0.088 0.936
0.078 0.744

Table 3.1: Comparison with the baselines on Make3D and NYUv2 datasets.

[120]
[6]
[94]
[69]
[88]
[92]
[29]
[93]
[160]
Ours

rel
0.370
0.362
0.338
0.361
0.364
0.379
0.307
0.26

Make3D
log10
0.187
0.168
0.134
0.148
0.148
0.148
0.125
0.119

rms
15.8
12.60
15.10
12.89
12.40

rel
0.349
0.335
0.35
0.215
0.230
0.305
0.187

NYU v2
log10
0.127
0.131
0.095
0.122
0.078

rms
1.214
1.06
1.2
0.907
0.824
1.04
0.744

Table 3.2: Comparison with the state-of-the-art on Make3D and NYU v2 datasets.

Comparison with state-of-the-art: A comparison with the state-of-the-art is presented in Tab. 3.2. For fair comparison, we follow the same experimental setup, and use
the same standard metrics as done by the state-of-the-art methods. We achieve better
performance on both datasets in terms of standard error metrics.
Robustness against the amount of training data: To evaluate the sensitivity of
NRF against the amount of training, we simulate the behavior of our approach on both
datasets by gradually reducing the training data. Instead of using the complete training
set, we randomly sample a fraction of training data for training. The plots in Fig. 3.4
show that the variation of the error values (‘rel’ and ‘log 10’) while the amount of train-
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Figure 3.4: Variation of ‘rel’ and ‘log 10’ errors with respect to the amount of training
data on Make3D and NYUv2 datasets.
ing data is gradually reduced. Note that both error metrics increase slowly as the amount
of training data is gradually reduced. We believe that this is due to our ensemble architecture of the forest, and accounting for the smoothness of neighboring depths.
Qualitative results: We present the qualitative results on the Make3D and the
NYUv2 datasets in Fig. 3.5 and Fig. 3.6 respectively. We compare our approach with
the baseline which does not consider smoothness is depths of neighboring pixels. We
observe that accounting for smoothness produces more accurate depth maps. Recall that
the neighborhoods are estimated by bi-lateral filtering. Since the bi-lateral filter is able
to preserve edges, the resulting depth maps tend to respect object boundaries.
Failure case: In Fig. 3.7, we present a case where our approach fails to produce
an accurate depth map for an image in the NYUv2 dataset. As our depth prediction is
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Figure 3.5: Qualitative results on the Make3D dataset. Note that accounting for smoothness in a neighborhood results in more accurate depth maps which better respect object
boundaries.
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Figure 3.6: Qualitative results on the NYUv2 dataset. Note that accounting for smoothness in a neighborhood results in more accurate depth maps which better respect object
boundaries.
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Figure 3.7: A failure case for an image from the NYUv2 dataset with highly textured
regions and object clutter.
guided by appearance, regions with high and random texture might create confusion in
our prediction. Note that the image is highly textured and cluttered with many different
objects. This causes error as shown in Fig. 3.5 and Fig. 3.6.

3.8

Summary

We have formulated NRF for the problem of monocular depth estimation. A “shallow”
CNN with maximum two convolutional layers is associated with every node in the re-
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gression trees of NRF. The convolutional output of a CNN is used as input to the left and
right children CNNs in the tree, effectively allowing for deep convolutional processing
of data samples. In this way, scanning windows extracted from the image are passed
down the tree, until the leaves representing weak depth estimators. We have additionally accounted for smoothness in depths across pixel neighborhoods, which in turn are
estimated using bilateral filtering. We have evaluated our approach on two benchmark
datasets: Make3D and NYUv2. Both datasets provide a relatively small and unbalanced
set of training depth examples. Results demonstrate that NRF is able to robustly address
these challenges, and outperform the state-of-the-art, due to: (a) its ensemble architecture consisting of the forest of trees, (b) “shallow” CNN architecture with significantly
few parameters than seen in recent work, and (c) accounting for smoothness in depths.
Also, our experiments show that NRF’s performance gracefully downgrades when the
size of the training dataset gradually decreases.
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Chapter 4: A Multi-Scale CNN for Affordance Segmentation in RGB
Images.

Abstract
Given a single RGB image our goal is to label every pixel with an affordance type. By
affordance, we mean an object’s capability to readily support a certain human action,
without requiring precursor actions. We focus on segmenting the following five affordance types in indoor scenes: ‘walkable’, ‘sittable’, ‘lyable’, ‘reachable’, and ‘movable’. Our approach uses a deep architecture, consisting of a number of multi-scale
convolutional neural networks, for extracting mid-level visual cues and combining them
toward affordance segmentation. The mid-level cues include depth map, surface normals, and segmentation of four types of surfaces – namely, floor, structure, furniture
and props. For evaluation, we augmented the NYUv2 dataset with new ground-truth
annotations of the five affordance types. We are not aware of prior work which starts
from pixels, infers mid-level cues, and combines them in a feed-forward fashion for
predicting dense affordance maps of a single RGB image.
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4.1

Introduction

This paper addresses the problem of affordance segmentation in an image, where our
goal is to label every pixel with an affordance type. By affordance, we mean an object’s
capability to support a certain human action [43, 44]. For example, when a surface in
the scene affords the opportunity for a person to walk, sit or lie down on it, we say
that the surface is characterized by affordance types ‘walkable’, ‘sittable’, or ‘lyable’.
Also, an object may be ‘reachable’ when someone standing on the floor can readily
grasp the object. A surface or an object may be characterized by a number of affordance
types. Importantly, affordance of an object exhibits only the possibility of some action,
subject to the object’s relationships with the environment, and thus is not an inherent
(permanent) object’s attribute. Thus, sometimes chairs are not ‘sittable’ and floors are
not ‘walkable’ if other objects in the environment prevent performing the corresponding
actions.
Affordance segmentation is an important, long-standing problem with a range of
applications, including robot navigation, path planning, and autonomous driving [5, 78,
79, 51, 38, 24, 159, 70, 148, 35, 60, 15]. Reasoning about affordances has been shown
to facilitate object and action recognition [70, 60, 78]. Existing work typically leverages
mid-level visual cues [5] for reasoning about spatial (and temporal) relationships among
objects in the scene, which is then used for detection (and in some cases segmentation)
of affordances in the image (or video). For example, Hoiem et. al. [61, 62] show that
inferring mid-level cues – including: depth map, semantic cues, and occlusion maps –
facilitates reasoning about the 3D geometry of a scene, which in turn helps affordance
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segmentation. This and other related work typically use a holistic framework aimed at
“closing the loop” that iteratively improves affordance segmentation and estimation of
mid-level cues, e.g., via energy minimization.
Motivated by prior work, our approach to affordance segmentation is grounded on
estimation of mid-level cues, including depth map, surface normals and coarse-level semantic segmentation (e.g., general categories of surfaces such as walls, floors, furniture,
props), as illustrated in Fig. 4.1. Our key difference from prior work is that, instead
of “closing the loop”, we use a feed-forward multi-scale convolutional neural network
(CNN) in order to predict and integrate the mid-level cues for labeling pixels with affordance types. CNNs have been successfully used for low-level segmentation tasks
[34, 108, 130, 22, 100, 56, 42]. Multi-scale CNNs have been demonstrated as suitable
for computing hierarchical features, and successful in a range of pixel-level prediction
tasks [28, 34, 130, 42, 108].
Given an RGB image, we independently infer its depth map, surface normals, and
coarse-level semantic segmentation using the multi-scale CNN of Eigen et. al. [28].
The three multi-scale CNNs produce corresponding mid-level cues at the output, which
are then jointly feed as inputs to another multi-scale CNN for predicting N affordance
maps for each of N affordance types. Our estimate of depth map, surface normals,
and semantic segmentation can be explicitly analyzed for reasoning about important
geometric properties of the scene – such as, e.g., identifying major surfaces, surface
orientations, spatial extents of objects, object heights above the ground, etc. We treat
the three mid-level cues as latent scene representations which are fused by the CNN for
affordance segmentation. Therefore, in this paper, we do not evaluate inference of the
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Figure 4.1: An overview of our approach: Given an RGB image, we use a multi-scale
convolutional neural network (CNN) to compute mid-level cues – including: depth map,
surface normals and segmentation of general surface categories (e.g., walls, floors, furniture, props). The CNN also fuses these mid-level cues in a feed-forward manner for
predicting five affordance maps for each of the five affordance types considered: ‘walkable’, ‘sittable’, ‘lyable’, ‘reachable’, and ‘movable’.
mid-level cues.
In this paper, we focus on indoor scenes and typical affordances characterizing objects and surfaces in such scenes. Indoor scenes represent a challenging domain, because of relatively large variations in spatial layouts of objects affecting the feasibility
of human-object interactions, and thus affordances. We consider the following five affordance types typical of indoor scenes:
1. Walkable: is any horizontal surface at a similar height as the ground that has free
space vertically above (i.e., not occupied by any objects), since such a surface
would afford a person to comfortably walk on it (even if soft);
2. Sittable: is any horizontal surface below a certain height from the ground (estimated relative to the human height) that has free space around and vertically
above, as it would afford a person to comfortably sit on it;
3. Lyable: is any ‘sittable’ surface that is also sufficiently long and wide for a person
to lie on it;
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4. Reachable: can be any part of the scene that is within a reachable height for a
person standing on the ground, and has free space around so that a person can
stand next to it and readily grasp it;
5. Movable: is any ‘reachable’ small object (e.g., book) that can be easily moved by
hand, and has free space around so as to afford the moving action.
In our specification, we consider that any ‘walkable’ surface is also ‘standable’;
therefore, ‘standable’ is not included in the above list. Also, we consider that the sitting
action can be performed without a back support, which might be different from previous
definitions in the literature. Note that almost everything under a certain height can be
reachable if a person is allowed to bend, crawl, climb or perform other complex actions.
In this paper, we only consider reachability by hand while a person is standing on the
floor. Regarding ‘movable’, our definition may be too restrictive for a case when a
relatively large object can be moved (e.g., chair); but, in such cases, the moving action
cannot be easily performed.
It is also worth noting that we focus on “immediate” affordances, i.e., an object’s
capability to immediately support a human action, which can be readily executed without
any precursor actions. For example, a chair is not immediately ‘sittable’ if it has to be
moved before sitting on it. Therefore, we cannot resort to a deterministic mapping
between object classes and their usual affordance types (chairs are in general sittable),
since affordance types of particular object instances depend on the spatial context.
An obstacle that we have encountered in our work is the lack of datasets with ground
truth pixel-wise annotations of affordances. Our literature review finds that most prior
work focuses on affordance prediction at the image level, where the goal is to assign an
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affordance label to the entire image [78, 79, 158, 159, 148, 98, 59]. A few exceptions
[52, 39] seek to discover similar affordance types as ours in RGB images. They estimate
ground truth by hallucinating human skeletons in various postures amidst the inferred
3D layout of the scene.
As human skeletons may provide a limited model for reasoning about certain humanobject interactions in the scene, and may not be informative for some of our affordance
types (e.g., ‘movable’), we have developed a new semi-automated method for generating
pixel-wise ground truth annotations of affordances. This is used to extend the NYU
v2 dataset [125] with ground-truth dense affordance annotations, and our quantitative
evaluation.
Contributions:
• We extend the NYUv2 dataset [125] with pixel-wise affordance ground truth.
• A new multi-scale deep architecture for extracting and fusing mid-level cues toward predicting dense affordance maps from an RGB image. Note that, unlike
previous approaches [50, 71, 147, 13, 159], we do not rely on any additional cues
based on human-object interaction (e.g., action, pose).

4.2

Prior Work on Affordance Segmentation

Predicting affordances has a long history in computer vision [43, 44]. Early work has
typically considered a rule-based inference for affordance segmentation [143, 131, 114].
However, their hand-designed rules are too brittle for real-world indoor scenes abounding with clutter and occlusions.
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Some recent approaches reason about affordance via interpreting human actions and
human-objects interactions [50, 71, 147, 13, 159]. For example, recognizing human actions can provide informative cues for predicting affordance [50, 71]. Other approaches
leverage a fine-grained human pose estimation [147]. These visual cues are also used for
predicting affordance of novel objects [159]. One of our key differences from these approaches is that they are aimed at predicting affordance of foreground objects, whereas
we aim for a dense pixel-wise labeling.
A related line of work predicts affordance by hypothesizing possible human-object
interactions in the scene [49, 66, 52]. For example, [66, 52] use human-skeleton models
in various postures. Our approach does not use human skeletons.
Another group of approaches [158, 98, 59, 119, 150] focus on affordances of small
objects, such as spoon, knife, cup, etc., which are operated by hands. Thus, they address different affordance types from ours, including graspable, cuttable, liftable, fillable, scoopable, etc. In contrast, we consider affordance for human actions that involve
the complete human body.
RGB and RGBD videos provide additional temporal cues for interpreting humanobject interactions, and thus allow for robust affordance prediction [38, 145, 77, 78].
Also, detecting objects and reconstructing a detailed 3D scene geometry can lead to
robust affordance segmentation [155, 158, 145, 52].
We are not aware of prior work which infers and combines mid-level cues in a feedforward fashion using a deep architecture for predicting dense affordance maps of a
single RGB image.
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Figure 4.2: For generating ground truth, we assume access to RGBD images. First,
we compute surface normals from the RGB and depth information. Then, we use the
RANSAC algorithm to fit 3D scene surfaces to a piece-wise planar approximation of
the scene. The identified surface planes and their plane normals are combined with
ground-truth object labels to decide affordance types present at every pixel.

4.3

Generation of Affordance Ground Truth

This section explains our semi-automated method for generating dense ground truth affordance maps in the NYUv2 dataset [125]. Importantly, for estimating such ground
truth, we assume access to RGBD images and their pixel-wise annotations of object
class labels. This is in contrast to our setting, where we have no access to depth information and object class labels, i.e., our approach takes only RGB images as input.
The NYUv2 dataset consists of 1449 indoor images with pixel-wise depth maps and
object class labels for each image. There are 40 indoor object classes [54], including
floor, wall, chair, sofa, table, bed, desk, books, bottle etc. Most of the scenes exhibit
complex layouts of objects, clutter, and prominent occlusion. This makes affordance
segmentation challenging.
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Object class labels vs. affordance labels: Assigning affordance labels to pixels
cannot be done using a direct mapping from available object class labels. This is because
of two reasons. Different object parts may not support the same affordance (e.g., backrest of a chair may not be sittable). Also, affordance of a particular object instance
depends on the spatial context (e.g., a chair is placed under a table is not immediately
sittable by our definition).
It follows that, in addition to object class labels, we also need to consider the spatial
layout of objects in the scene for generating a reliable ground truth affordance maps.
Thus, we develop an approach to systematically extract some essential geometrical cues
from the scene, as explained below.
Understanding 3D scene geometry: We first align the RGB color and depth data,
such that the floor represents the X-Y plane and Z axis represents height. From the RGB
and depth map, we compute surface normals at every pixel. Then, we use the RANSAC
algorithm to fit 3D scene surfaces to a piece-wise planar approximation of the scene.
This allows us to identify vertical and horizontal surface planes relative to the ground
plane, as in [125]. For robustness, we allow some margin, such that we also account for
near-horizontal and near-vertical surfaces (±10 degrees of the surface normal). Finally,
for each horizontal and vertical surface plane, we compute its height and maximum
height from the ground plane, respectively. Also, for every surface plane, we estimate
its size, and if there is a free space around and vertically above. Surrounding clearance
is considered at a distance of 1 foot from the surface plane, where distances in the 3D
scene are estimated using the camera parameters and the depth data.
Combining scene geometry and ground-truth object labels: Given the aforemen-
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tioned estimates of horizontal and vertical surface planes in the scene, we identify their
ground-truth object class labels. This has two purposes: (a) to constrain the set of candidate affordance types that could be associated with each plane, and (b) to enforce
smoothness in our generation of affordance ground truth. To this end, for each affordance type, we specify a list of object classes appearing in the NYUv2 dataset that could
be characterized by that type. For example, objects that could be ‘sittable’ are {chair,
bed, sofa, desk, table, . . . }; objects that could be ‘walkable’ are {floor, floor-mat}; objects that could be ‘lyable’ are {bed, sofa, table, . . . }. The detailed list of NYUv2 objects
and affordances they could support is provided in the supplemental material.
After determining the object class labels of the surface planes, the above-mentioned
manually specified affordance-object pairs are used for hypothesizing candidate affordances of each plane. The candidates are further constrained per affordance definitions,
stated in Sec. 2.1 and specified in Table 4.1, taking into account the plane’s size, height,
and surrounding and vertical clearances. Thus, when the plane’s size, height or clearance does not satisfy the definition of a particular candidate affordance, this candidate is
removed from the solution. For example, a horizontal plane, estimated at 3 feet from the
ground and with vertical clearance, whose majority ground-truth class is ‘bed’, could
be ‘sittable’ and ‘lyable’. But if the plane’s size has been estimated as too small to
comfortably accommodate a full human body, the plane is labeled only as ‘sittable’.
Note that our approach to generating ground truth differs from that presented in
[52, 39]. Their approach hallucinates a human skeleton model in the scene to determine
the ground-truth affordance labels. Specifically, they convolve a human skeleton corresponding to a particular human action with the 3D voxelized representation of the scene.
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Affordance type
Walkable
Sittable
Lyable
Reachable
Movable

surface type
horizontal
horizontal
horizontal
horizontal/vertical
horizontal/vertical

Definition
height(h)
size(s)
h ≤ 1/0.3
s ≥ 2.5/0.23
1.5/0.45 ≤ h ≤ 3.5/1
s ≥ 1/0.1
1.5/0.45 ≤ h ≤ 3.5/1
s ≥ 10/0.9
1.5/0.45 ≤ h ≤ 7/2.1
N/A
1.5/0.45 ≤ h ≤ 7/2.1
s ≤ 2.5/0.23

clearance above clearance side
Yes
No
Yes
Yes
Yes
Yes
No
Yes
Either of two

Table 4.1: Definitions of affordance types for surfaces identified in the scene. The
heights are given in feet/meters, and sizes are given in feet2 /meters2 . We consider the
maximum convex area of a surface to estimate its size. For all measurements, we allow
±10% tolerance to ensure robustness.
Such an approach would not generate ground truth which respects our affordance definitions. For example, a skeleton representing a standing person can fit on top of a desk or
a table, and as a result these surfaces would be labeled as ‘walkable’ or ‘standable’ [52].
However, our definition of ‘walkable’ is based on the expectation that walking on horizontal surfaces with non-zero heights from the ground cannot be readily performed (one
needs to climb first). Also, a skeleton representing a sitting person can easily fit on a
chair even if there are small objects on the chair preventing a comfortable sitting action.
Unlike [52, 39], we explicitly consider all requirements of the affordance definitions in
order to generate affordance ground truth.
Manual Correction: The aforementioned automated generation of ground truth is
prone to error. This is due to: (a) the stochastic nature of the RANSAC algorithm, (b)
challenging elongated and thin surfaces that we fail to separate from the background, and
(c) prominent occlusions and clutter that make our estimation of surface normals unreliable. Therefore, we have resorted to visual inspection of our results for corrections. We
have used the Amazon mechanical turk to acquire multiple human corrections, and then
applied majority voting to determine the final ground truth. Each user has been allowed
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to either add new regions to an affordance type, or remove wrongly labeled regions. The
human corrections have been in relatively small disagreement, considering that our five
affordance types are relatively complex cognitive concepts. Hence, the majority vote
has helped resolve most disagreements.
Dataset statistics: About 72% of the automatically generated affordance labelings
have been corrected by human experts. Each manual correction takes about 30-40 seconds per affordance class. We compute the intersection over union (IoU) measure between the automatically generated and manually corrected ground truth to compute their
similarity. The IoU value is 67%, which indicates that the manual correction is necessary. Affordance types ‘walkable’, ‘sittable’, ‘lyable’, ‘reachable’, and ‘movable’ appear in 83%, 60%, 22%, 100%, and 93% of the NYUv2 images, respectively. A similar
pixel-level statistic estimates that 12%, 5%, 11%, 65% and 11% of pixels are occupied by the corresponding affordance, if that affordance is present in the image. 18%
of pixels have multiple distinct affordance labels. We notice that pixels occupied by a
particular object instance are not all labeled with the same affordance, as desired. Thus,
for example, only 79% of pixels occupied by floors are labeled as ‘walkable’.
Some example ground truths are shown in Fig. 4.3. Additional examples are presented in the supplemental material.

4.4

Affordance Segmentation with a Multi-Scale CNN

We use four multi-scale CNNs for affordance segmentation, as illustrated in Fig 4.4.
Each of these CNNs has the same architecture (e.g., number of convolutional layers,
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Figure 4.3: Examples of our ground truth affordance maps: Top row represents the midlevel cues, i.e., depth map, surface normals and semantic segmentation. The bottom row
represents the ground truth affordance maps.
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number and size of convolutional kernels) as the deep network presented in [28]. The
three CNNs are aimed at extracting hierarchical features from the RGB image, via the
coarse- and fine-scale networks, for estimating depth map, surface normals, and semantic segmentation, respectively. The coarse-scale CNN is designed to generate feature
maps representing global visual cues in the image (e.g., large surfaces, context). The
fine-scale CNN is designed to capture detailed visual cues, such as such as small objects, edges and object boundaries. As in [28], the outputs of the coarse-scale network
is considered as inputs to the fine-scale network. The fourth CNN also consists of the
coarse- and fine-scale networks, which serve for a multi-scale integration of the estimated mid-level cues and pixels of the input image for predicting the five affordance
maps.
For semantic segmentation, we consider four high-level categories, including: ‘floor’,
‘structure’ (e.g., walls), ‘furniture’, and ‘props’ (small objects), defined in [125]. Note
that this is in contrast to our method for generating ground truth, where we use as input
ground-truth annotations of all fine-grained object classes (40 classes [54]). The four
high-level categories allow for robust deep learning, since they provide significantly
more training examples than there are instances for each fine-grained object class. Alternatively, we could have tried to conduct semantic segmentation of fine-grained object
classes, and used the resulting segmentation for predicting affordance maps. However,
such semantic scene labeling would limit the generalizability of our approach to scenes
with novel objects.
Coarse-scale network: It takes pixels of the entire image as input, and generates
feature maps as output. In this network, we use larger convolutional kernels with higher
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Figure 4.4: Our multi-scale CNN architecture for predicting the affordance labels in
the indoor scenes. The coarse scale network captures the global features such as context
and the fine scale CNN captures finer details such as object boundaries. We combine the
mid-level cues with the low-level RGB image to predict the affordance labels. Thin lines
represent direct input and bold lines represent a convolution+pooling step, performed on
the input before merging with the feature maps [28].
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stride length than those used in the fine-scale network. As the deep architecture of [95],
our coarse-scale network replaces the top fully connected layers by 1 × 1 convolution
layers. The output is then upsampled in order to generate the final feature map. After
every convolution+pooling step, the size of the output is reduced, such that the size of
final output is 1/16 of the input. This final output is then upsampled to size 1/4 of the
input.
Fine-scale network: The final output feature maps of the coarse-scale network and
pixels of the image are jointly input to the fine-scale network for making the final prediction of the corresponding mid-level cue. In order to match the size of the RGB image
with the size of the feature maps produced by the coarse-scale network, we perform a
single step of convolution+pooling of the RGB image, as in [28]. For preserving fine
details at the output, the convolution+pooling steps in this network do not reduce the
output size. The final output of this network is upsampled to the size of the input RGB
image, resulting either one of the mid-level cues or the affordance maps.
Details about both the coarse-scale and fine-scale network such as number of layers,
kernel sizes, etc. are provided in the supplemental material. Note that, instead of using
the three distinct scales as in [28], we consider only first two scales in our approach for
efficiency.

4.5

Training

Our training of the deep architecture presented in Sec. 4.4 consists of four tasks aimed
at training the four multi-scale CNNs. In each training task, the four coarse-scale net-
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works are initialized with the VGG Net [127]. The fine-scale networks are initialized
randomly. After initialization, the coarse-scale and fine-scale networks of each multiscale CNN are trained jointly so as to minimize a suitable loss function, using the standard sub-gradient method with momentum. The momentum value is set to 0.9. Learning
iterations are 2M, 1.5M, 1.5M and 2M for depth prediction, surface normal estimation,
semantic segmentation and affordance segmentation respectively. Training takes 6-8
hours/per task and inference takes ≈0.15 sec/per image, on a Nvidia Tesla K80 GPU. In
the following, we specify the loss functions used for training.
Multi-scale CNN-1 is trained for depth map prediction. We use a scale-invariant and
structure-aware loss function for depth prediction as in [29]. Let d denote a difference
between a predicted depth and ground truth in the log scale. Then, this loss function is
defined as

Ldepth =

1X
I

i

d2i −

1
2I 2

!2
X
i

di

+

1X
[(5x di )2 + (5y di )2 ]
I i

(4.1)

where i is the index of pixels, I is the total number of pixels, and 5x di and 5y di denote
the gradients of the depth difference d along the x and y axes.
Multi-scale CNN-2 is trained for predicting surface normals. The loss function for
P
ˆ i , where ~ni and ~n
ˆ i denote
normals prediction is specified as Lnorm = − I1 i ~ni · ~n
the ground truth and predicted surface normals at pixel i, and the symbol ‘·’ denotes the
scalar product.
Multi-scale CNN-3 and multi-scale CNN-4 are trained for four-class semantic segmentation and predicting five binary affordance maps, respectively. For training both
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networks, we use the standard cross-entropy loss given the ground-truths of the four
semantic categories, and our ground-truth affordance maps.
Data Augmentation: The NYUv2 dataset provides only 795 training images. The
size of this training set is not sufficient to robustly train the multi-scale deep architecture.
Therefore, we augment the training data by applying random translations, mirror flips,
small rotations and contrast modifications. We also apply the same transformations to
the corresponding ground truth maps. This results in a three times larger training set.
Such data manipulation methods for increasing the training set are common [29, 29, 95].

4.6

Results

We first explain our experimental setup and then report our results.
Dataset. For evaluation, we use the NYUv2 dataset [125] which consists of 1449
RGBD images of indoor scenes with densely labeled object classes. Though the depth
information is available for each image, we predict affordance only using RGB input.
Following the standard split, we use 795 images for training and 654 images for testing.
We augment the dataset with the additional five, ground-truth, binary, dense affordance
maps of: ‘sittable’, ‘walkable’, ‘lyable’, ‘reachable’ and ‘movable’.
Benchmark datasets for evaluating scene geometry and scene layout, such as the
UIUC indoor dataset [58] and geometric context [61], are not suitable for our evaluation,
because they do not provide dense ground-truth annotations of object classes and surface
normals. This, in turn, prevents us to generate ground truth affordance maps for these
datasets. The RGBD video datasets [77, 78] are also not suitable for our evaluation,
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since our goal is to segment affordance in a single RGB image. Moreover, we focus
on five affordance types that are different from those annotated in the RGBD videos
of [77, 78] – specifically, our affordances are defined in relation to the entire human
body, whereas the RGBD videos show affordances of small objects manipulated by
hands. Also, note that a direct comparison with the related approaches that densely
predict similar (but not the same) affordance types in indoor scenes [52, 39] would
not be possible. Their affordance labels are heuristically estimated, and their ground
truth is not yet publicly available. Although we are not in a position to conduct direct
comparison with the state-of-the-art, in the following, we present multiple baselines and
compare with them.
Evaluation Metric. For quantitative evaluation, we compare the binary groundtruth affordance map with our predicted binary map. Specifically, we compute the ratio
of intersection over union (IOU) between pixel areas with value 1, i.e., where affordance
is present in the binary map. This is a common metric used in semantic segmentation
[95, 28]. Note that this metric is stricter than the pixel wise precision measure or classification accuracy as used in [38, 39, 62].
Baselines. The following baselines are used for our ablation studies, and thus systematically evaluate each component of our approach.
Without predicting depth map (w/o Depth): In this baseline, we do not estimate
depth maps, and do not use them for affordance segmentation. As shown in Tab. 4.2,
ignoring depth cues significantly affects performance. This indicates that depth prediction is crucial for affordance segmentation as it helps reason about the 3D geometry of
a scene.
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Without predicting surface normals (w/o Surf Norm): In this baseline, we ignore
surface normals while predicting affordance. Surface normals help estimate a surface’s
orientation (i.e., horizontal or vertical), and in turn inform affordance segmentation (e.g.,
a ‘walkable’ surface must be horizontal). As shown in Tab. 4.2, ignoring surface normals
in this baseline leads to poor performance.
Without predicting semantic labels (w/o Sem): In this baseline, we ignore semantic labels for affordance segmentation. Tab. 4.2 shows that this baseline gives relatively
poor performance, as semantic cues could help constrain ambiguities in affordance reasoning (e.g., floor is likely to be ‘walkable’).
Without predicting mid-level cues (w/o Mid-level): In this baseline, we ignore
all three mid-level cues, i.e., affordance is predicted directly from pixels of the RGB
image. Tab. 4.2 shows that the performance of this baseline is poor. This suggests that
affordance maps cannot be reliably estimated directly from pixels, and that inference of
our mid-level cues is critical.
With ground truth cues (w GT): In this baseline, we directly use the ground truth
depth maps, surface normals [125] and the semantic labels instead of predicting them
from the image. This baseline amounts to an oracle prediction with correct mid-level
cues for predicting affordance labels. Results of this baseline are shown in Tab. 4.2.
Evaluation of the Network Architecture. In this section, we empirically demonstrate the importance of multi-scale CNN architecture for affordance segmentation.
Tab. 4.3 presents our results when using only coarse- or fine-scale network at a time,
which amounts to considering features from a single scale – namely, either global visual
cues or fine visual details. Tab. 4.3 shows that we get better performance when using
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w/o Depth
w/o Surf Norm
w/o Sem
w/o Mid-level
w GT
Our approach

walkable
63.23
64.36
62.24
58.45
70.43
66.74

sittable
31.44
32.32
32.42
24.63
37.61
34.44

lyable
36.10
37.77
37.84
31.20
43.33
40.18

reachable
57.24
57.70
58.28
50.54
63.41
60.01

movable
43.84
44.64
41.70
34.20
51.37
46.42

avg.
46.37
47.36
46.50
39.80
53.23
49.56

Table 4.2: Every baseline lacks one or more components of our approach and compared
in terms of pixel wise IOU accuracy measure on the NYUv2 affordance dataset.
Coarse scale only
Fine scale only
Our approach (both)

walkable
62.41
64.67
66.74

sittable
29.01
31.58
34.44

lyable
35.43
37.74
40.18

reachable
55.54
57.86
60.01

movable
40.25
43.67
46.42

avg.
44.53
47.10
49.56

Table 4.3: Comparisons of the approaches with varying the network architechture in
terms of pixel wise IOU accuracy measure on the NYUv2 affordance dataset.
only a coarse-scale network.
Qualitative Results. Fig. 4.5 illustrates some of our results. As can be seen, some
affordance classes may not be present in an image, and a pixel might be assigned multiple affordance labels. Pixels which are not assigned any affordance labels are considered
as background.
Failure case. Fig. 4.6 shows a failure case, where some parts of the floor – under the
table – are predicted as ‘walkable’. Here, we fail to identify that the table is vertically
above the floor, preventing the walking action. In this case, the presence of object
clutter and partial occlusion cause our incorrect estimation of the 3D geometry, and
consequently the wrong affordance map estimation.
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Figure 4.5: Qualitative results of affordance segmentation for each type of affrodacne
class. For each RGB image, the top row represents the predicted affordance maps and
the bottom row represents the ground truth maps.
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Figure 4.6: A failure case where we fail to identify that the table is vertically above the
floor, preventing the walking action.

4.7

Summary

We have developed and evaluated a multiscale deep architecture for affordance segmentation in a single RGB image. Three multi-scale CNNs are applied independently to
the image for extracting three mid-level cues – namely, depth map, surface normals and
semantic segmentation of coarse-level surfaces in the scene. An additional multi-scale
CNN is used to fuse these mid-level cues for pixel-wise affordance prediction. For evaluation, we have developed a semi-automated method for generating dense ground-truth
affordance maps in images, using RGB and depth information along with ground-truth
semantic segmentations as input. This method has been used to augment the NYUv2
dataset of indoor scenes with dense annotations of five affordance types: walkable, sittable, lyable, reachable and movable. Our experiments on the NYUv2 dataset demonstrate that each of the mid-level cues is crucial for the final affordance segmentation,
as ignoring any of them significantly downgrades performance. Also, our multi-scale
CNN architecture gives a significantly better performance than extracting visual cues at
either a coarse or fine scale.
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Chapter 5: Context-Regularized Learning of Fully Convolutional
Networks for Scene Labeling

Abstract
This paper addresses the problem of pixel-wise semantic labeling of images. To this
end, we use a fully convolutional network (FCN) whose input are raw pixels, and output
are pixel labels. Our key novelty is that we regularize a supervised learning of FCN,
such that FCN correctly predicts pixel labels and additionally does not violate a given
set of spatial object relationships of interest. The frequency of occurrence of these object
relationships in training images is used to estimate a new loss function for the regularized learning of FCN. The results on the benchmark PASCAL 2011, 2012 and NYU v2
datasets demonstrate that our regularized FCN outperforms a non-regularized FCN and
other related state-of-the-art approaches. Importantly, in cases of error in semantic labeling, the regularized FCN does not violate the object relationships of interest, unlike
the non-regularized counterparts.

5.1

Introduction

This paper addresses the problem of semantic scene labeling. Given an image, our goal
is to assign a class label to every pixel from a set of object classes seen in training. This
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problem is challenging, because objects in both indoor and outdoor scenes of interest
may be partially occluded and viewed from different camera viewpoints and distances.
Prior work typically addresses these challenges by implicitly accounting for context
– spatial layout of objects – which could help the approach resolve ambiguous scene interpretations (e.g., [48, 154, 116, 86, 26, 95, 34, 108, 130, 22, 57, 3, 16, 25]). Context is
usually incorporated in a scene-labeling model as features (e.g., pairwise or hierarchical
features) [48, 154, 116, 86, 57]. For labeling RGB outdoor scenes, recent work extends
graph-cut based inference with co-occurrence statistics of objects [86], or alternatively
modifies the slow-converging MCMC inference to a beam search with mutual exclusion (mutex) constraints between object occurrences [116]. Also, for labeling RGBD
indoor scenes, a CRF inference can be posed as a quadratic optimization with quadratic
constraints between object occurrences [26]. In all of these approaches, the contextual
information is specified as hand-designed features restricted to respect particular conditions of the inference algorithm used (e.g., a quadratic binary feature in [86, 116]). The
additional computation required for handling a potentially large number of contextual
constraints during inference could be prohibitively expensive. This typically leads to
computational difficulties – specifically, intractable inference, whose approximations,
in turn, may limit the specification of these features (e.g., submodularity condition etc.).
Recently, convolutional neural networks (CNNs) have been successfully used for
both RGB and RGBD scene labeling [108, 22, 56, 42]. These approaches demonstrate
that a CNN’s hierarchical pooling of image features is capable of efficiently capturing
complex spatial layouts of objects at multiple scales, which in turn leads to an improved
scene labeling. Most of the these approaches require additional post-processing to gen-
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erate pixel-level labeling [34, 21, 42, 130]. In contrast, the fully convolutional network
(FCN) does not require any additional post-processing, but uses an efficient up-sampling
and deconvolution processing for direct pixel-to-pixel labeling [95, 3, 16, 101, 28].
Motivated by FCN’s state-of-the-art results [95, 3], in this paper, we adopt the FCN
framework for scene labeling. FCN is appealing as it incorporates multi-scale contextual
cues in a feed-forward manner. Unlike more traditional approaches [48, 154], FCN does
not require extraction of hand-designed image features, and initial image partitioning
into superpixels. In addition, FCN can be learned using an end-to-end, pixels-to-pixels,
supervised training. However, this framework suffers from the shortcoming that FCN,
being trained directly on pixel-wise annotations, tends to more robustly learn frequent
and large objects than others that are rare and small. Consequently, even a small amount
of pixel-labeling errors (e.g., for small objects) could lead to violating common-sense
object relationships (e.g., a sofa can never be below a table), which in turn may be detrimental in many application domains (e.g., vision-guided robot navigation). In addition,
the existing FCN framework does not provide a suitable mechanism for explicitly accounting that some errors in semantic labeling are more critical than others [156]. This
domain knowledge has been communicated to FCN only implicitly via manipulating
the training dataset to present a sufficient number of the training examples of interest.
However, in practice, such manipulation of training data may be difficult to achieve for
quite rare but important object relationships.
Our key contribution is to explicitly regularize learning of FCN, such that it becomes
highly accurate in predicting particular object layouts of interest, while maintaining the
level of semantic-segmentation accuracy of the standard, non-regularized FCN. We call
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these object layouts as spatial contextual relationship or context. The context is defined
as a particular type of spatial relationship among a pair of object classes. For example,
we find that co-occurrence, vertical layout, and depth layout spatial relationships are
relevant for semantic scene labeling. Other types of spatial relationships could also be
easily included in our framework. We modify the training objective of FCN, i.e., its loss
function, so as to explicitly penalize FCN’s prediction errors that lead to violations of
the contextual relationships in training images. The new loss is estimated based on the
frequency of occurrence of the contextual relationships in training images. Importantly,
we do not increase supervision in training. The context is mined from available groundtruth segmentations of training images.
Most similar work to ours uses constraint-driven learning for semi-supervised or
weakly-supervised training in natural language processing and vision [14, 41, 103, 104].
We do not operate in the semi-supervised or weakly-supervised setting, and perform
regularized learning only on training data.
Fig. 5.1 shows an overview of our approach. In our experiments, we use either
the FCN proposed by Long et al. [95] or alternatively the FCN introduced by Badrinarayanan et al. [3]. We modify FCN learning through regularization of backpropagation. Backpropagation passes the gradient of the training objective through the network
layers for updating FCN parameters via gradient descent. We augment the training objective of FCN so as to include not only the standard prediction loss but also a penalty for
wrongly predicting a particular spatial relationship between objects. Our experiments
demonstrate that the context-regularized FCN (CR-FCN) outperforms the standard, nonregularized FCNs [95, 3] on new images.
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Figure 5.1: We extract the domain knowledge in the form of contextual relationships
from the training data. This contextual relationships are used to regularize the FCN
learning framework as proposed in [95, 3].
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5.2

A Brief Review of FCN

This section briefly reviews FCN; for more details the readers are referred to [95, 3,
16, 101, 28]. FCN is a CNN that consists of additional upsampling layers to provide
dense pixel-wise labeling. Given an image as the input, each FCN layer is a threedimensional feature array of size H × W × D, where H and W are spatial dimensions,
and D denotes the number of feature types. These features are computed by a series of
linear and non-linear computation: convolution, average or max pooling, and nonlinear
activation function.
Unlike a typical CNN that outputs a single feature vector or a image level class
prediction at the top layer, FCN outputs a tensor of pixel-wise class predictions. The
tensor has the same spatial size as the input image. This is achieved through a number of convolution layers that perform in-network upsampling by deconvolutions and/or
unpooling [95, 3, 16, 101, 28]. In particular, upsampling with factor s 6= 0 performs a
deconvolution with a subsampling factor 1/s.
Outputs of the top FCN layer are passed through a perceptron layer which produces
the sigmoid outputs fyi where fyi can be interpreted as confidence of predicting class yi
at pixel i. The final class prediction is estimated as ŷi = arg maxyi ∈Y fyi where Y is set
of possible labels. In this way, FCN performs pixel-to-pixel labeling without additional
post-processing.
The goal of FCN learning is to estimate FCN parameters, θ, consisting of the convolution filters of all downsampling and upsampling layers, and nonlinear activation
functions. To this end, for every pixel i in a given training image x, a loss function
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∆(yi , ŷi , x; θ) is computed relative to the ground-truth label yi and predicted label ŷi .
This loss is backpropagated for optimizing θ via stochastic gradient descent.

5.3

Context-Regularized Learning of FCN

For enabling context-based regularization of FCN learning, we modify the per-pixel
loss function defined in [95, 3] such that it additionally takes into account a penalty for
predicting an illegal spatial layout of objects in the image as

∆(yi , ŷi , x) = λ∆E (yi , ŷi , x) + (1 − λ)∆C (ŷi , x),

(5.1)

where ∆E and ∆C denote empirical prediction loss and context loss, and λ is a constant
which controls the relative importance of the two loss functions. In our experiments, we
consider three special cases: λ = 0, i.e., when using only the context loss; λ = 1, i.e.,
when using only the empirical loss; and λ = 0.75, i.e., when combining both losses,
where λ = 0.75 is estimated by cross validation as the best.
Empirical Loss, ∆E (yi , ŷi , x), is defined as the standard multinomial logistic loss
as in [95, 3]. To this end, we define the posterior p(ŷi |x) as the soft-max normalized
P
sigmoid output of FCN, pŷi = p(ŷi |x) = efŷi / ŷi ∈Y efŷi , and specify
∆E (yi , ŷi , x) = − log pŷi .

(5.2)

Context Loss, ∆C (ŷi , x), is defined as a negative log-posterior of observing the class
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prediction ŷi in the context c of other object predictions ŷj in image x

∆C (ŷi , x) = − log 

C
X
X


p(ŷi , ŷj , c|x) ,

(5.3)

c=1 j∈N (i)

where j is a neighboring pixels of a pixel i, and the triplets {(ŷi , ŷj , c) : c = 1, . . . , C}
define contextual relationships of interest (e.g., co-occurrence, vertical layout, and depth
layout). The posterior distribution in (5.3) is estimated as

p(ŷi , ŷj , c|x) =

X

pŷi pŷj p(c|ŷi , ŷj ),

(5.4)

(ŷi ,ŷj )∈Y×Y

where pŷi and pŷj are confidence of predicting labels ŷi and ŷj for the pixels i, j respectively. p(c|ŷi , ŷj ) is the conditional probability of violating a contextual relationship c
by the pair of objects ŷi and ŷj at the locations of i and j respectively. p(c|ŷi , ŷj ) is
specified in Sec. 5.3.2. Note that, for the ground truth and correct predictions, there are
no violations, i.e., p(c|ŷi , ŷj ) ≈ 0, thus the context loss will be minimum. In case of low
confident predictions, pŷi ≈ 0 and/or pŷj ≈ 0, thus corresponding context loss will be
low again. Only in case of confident and incorrect predictions, all the terms of (5.4) will
be substantial which results in a high context loss.
It is important to note that given the predicted class labels ŷi and ŷj , the penalty of
observing the pair of classes in the contextual relationship c, p(c|ŷi , ŷj ), does not depend
on FCN parameters θ. This is because we can estimate p(c|ŷi , ŷj ) from a look-up table
indexed by the triplets (y, y 0 , c). This table can be efficiently computed from the training
data by counting the frequency of occurrence of triplets (y, y 0 , c). This computation is

90
explained in Sec. 5.3.2. Thus, we derive
∆C (ŷi , x) =

C
X
X

− log


X

(5.5)

pŷi pŷj p(c|ŷi , ŷj ) .

c=1 j∈N (i) (ŷi ,ŷj )∈Y×Y

Intuitively, ∆C is large when the predicted label ŷi is inconsistent with the labels of
neighboring pixels ŷj : j ∈ N (i), seen in training data.

5.3.1

Derivative of Context Loss

FCN parameters θ are estimated using stochastic gradient descent. To this end, a derivative of the loss function, given by (5.1), is propagated top-down through FCN layers
using backpropagation [89]. The gradient of the empirical loss ∆E with respect to θ is
computed in the standard way, using the chain rule [95, 89]. The gradient of the context
loss ∆C with respect to θ can also be computed using the chain rule,

∂∆C
∂θ

where f are the sigmoid outputs of FCN (see Sec. 5.2). Since computing

∂f
∂θ

=

∂∆C ∂f
,
∂f ∂θ

is standard

in the CNN framework [89], below we focus on deriving the expression for computing
∂∆C
.
∂f

From (5.5), we have

∂∆C (ŷi , x)
=−
∂fŷi

∂ log

C
P
P

!
P

c=1 j∈N (i) (ŷi ,ŷj )

∂fŷi

pŷi pŷj p(c|ŷi , ŷj )
,

(5.6)
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which gives
C
P
P

P

pŷi pŷj (1 − 2pŷi )p(c|ŷi , ŷj )
c=1 j∈N (i) (ŷi ,ŷj )
∂∆C (ŷi , x)
=−
.
C
P
P P
∂fŷi
pŷi pŷj p(c|ŷi , ŷj )

(5.7)

c=1 j∈N (i) (ŷi ,ŷj )

In the next section we explain how to estimate p(c|ŷi , ŷj ).

5.3.2

Context and Context Likelihood

The contextual relationship is defined as a triplet (y, y 0 , c) for an ordered pair of object
classes (y, y 0 ) ∈ Y × Y and a type of spatial relationship of interest. For example, in
(bed, f loor, vertical), bed is located vertically higher than f loor in the scene. Note that
in general c may not be a symmetric spatial relationship between objects y and y 0 .
The conditional probability p(c|y, y 0 ) can be estimated from training data as a function of the normalized frequency of observing object pairs (y, y 0 ) in the spatial relationship c in the ground-truth annotations. If a contextual relationship (y, y 0 , c) is rarely seen
in training p(c|y, y 0 ) ≈ 1, since the likelihood of violation is high. Consequently, according to (5.5), predicting the rare occurrence of (y, y 0 , c) in a new image would incur
a large context loss ∆C . Conversely, frequently seen contextual relationships in training
data would only be marginally penalized by context loss if predicted in a new image.
We first introduce concept of normalized count of occurring a contextual relationship
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(y, y 0 , c) in the training set D, which is computed as

#(y, y 0 , c) =

1 X
1[(y, y 0 , c) ∈ x],
|D| x∈D

(5.8)

where 1[·] denotes presence or absence of (y, y 0 , c) in the training image x ∈ D. This
definition of normalized count is used to estimate the likelihood of occurrence of a
particular contextual relationship in the training data. Note that we only consider the
presence or absence of the contextual relationship in training images – not the number
of times it occurs.
Using (5.8), we define
0

0

p(c|y, y ) =

C
P

e−κ#(y,y ,c)
P
e−κ#(y,y0 ,c)

(5.9)

c (y,y 0 )∈Y×Y

where κ = 0.1 is empirically found as optimal. Intuitively, if the contextual relationship
is highly frequent in training data, i.e., #(y, y 0 , c) ≈ 1, then p(c|y, y 0 ) becomes small.
Otherwise, if the contextual relationship is rare in training data, i.e., #(y, y 0 , c) ≈ 0,
then p(c|y, y 0 ) becomes large, as desired.

5.4

Constraints for Scenes of Interest

This section specifies three types of spatial relationships - i) co-occurrence, ii) vertical
layout, and iii) depth layout, that we account for in labeling scenes. For labeling RGB
outdoor scenes, we use only co-occurrence, because only RGB cues are not sufficient
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Figure 5.2: Visualization of the contextual relationships. (a) Co-occurrence of object
classes, (b) Vertical layout object classes, and (c) Depth layout of object classes.
to correctly estimate the large variations in spatial layouts of objects in outdoor scenes.
For labeling RGBD indoor scenes, we use all three spatial relationships, since we have
additional depth cues to correctly estimate the object layouts in the scenes.
Co-occurrence: We mine the co-occurrence relationships among the object classes
from training data by counting the frequency of the class pairs in all training images.
Fig. 5.2 (a) shows an example of frequently seen co-occurrence in a bedroom scene of
(pillow, bed) and (bed, desk). Note that for co-occurrence, the ordering of objects in the
pair (and their location in the image) is not important.
Vertical layout: Vertical layout relations among object classes are computed from
raw depth data. We align 3D points to the room coordinates, as in [125], such that the
floor plane lies in the X - Y plane, and the Z axis represents the height. For robustness,
we only consider that an object is higher than another, when the height difference is
greater than 1/20 th of the room height, i.e., the height of the ceiling. We mine the
ordered pairs of object classes, where the ordering indicates the decreasing height (i.e.,
first object is higher than second), by counting their frequency in training images. If
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a particular class pair was never seen in training data, e.g., (floor, table, vertical), we
consider that contextual relationship illegal. Fig. 5.2 (b) shows an example of verticallayout relationship, where white board is vertically higher than table and table is higher
than chair.
Depth layout: Similar to estimating vertical layout relations, depth layout or the
distance-from-the-camera, among object classes are computed from raw depth data. For
robustness, we only consider an object has higher depth value than another, when the
depth difference is greater than 1/20th of the highest depth in the scene, i.e., 10 meters
for the NYU v2. We mine all ordered pairs of object classes, where the class ordering
indicates descending depth, by counting their frequency in training images. Fig. 5.2 (c)
shows an example of depth ordering, where table is closer to the camera than chair, and
chair is closer than cabinet. It is rare to see cabinet in front of the chair in training, and
thus such a prediction would induce high regularization in CNN learning.

5.5

Results

Datasets. For evaluation, we consider the PASCAL VOC 2011 and 2012 [30] datasets
for RGB scene labeling and the NYU v2 [125] dataset for RGBD scene labeling. PASCAL datasets consists of 21 object classes including the background. On NYU v2,
following the standard setup of [54, 95], we consider 40 object classes. We follow the
standard split of training and test sets on both the datasets.
Experimental setup. For semantic segmentation of images, we consider two fully
convolutional approaches: FCN [95] and SegNet [3]. Learning is modified and per-
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formed under context regularization with additional context loss. We follow the same
experimental setup such as data augmentation technique, network initialization, optimization method, number of training epochs, learning rates as proposed in the two approaches [95, 3]. We adopt the best performing models of FCN [95] for our experiments.
Metrics. We follow three standard metrics for scene labeling. 1) pixel accuracy
(pixacc) which is defined as the percentage of correctly predicted pixels, 2) pixel-wise
Jaccard index (Jindx) (intersection divided by union) and 3) frequency weighted Jaccard index (fwJindx). These metrics are standard and commonly used to evaluate scene
labeling performance on both RGB and RGBD images [54, 55, 95, 45].
Baselines. We define three baselines and compare with them in Tab. 5.1. Baselines are evaluated on the NYU v2 dataset as we use all contextual relationships on
this dataset. Our main baselines are the fully convolutional approaches of [95] and [3]
which are trained using only miss-labeling loss. We call our approach CR-{name of
the approach} where the existing approaches are trained with additional context regularization (CR). Comparison with these baselines justifies the importance of constraint
regularization in learning.
FCN [95]: We first consider the fully convolutional approach of [95] as our baseline
and call it FCN.
SegNet [3]: We consider another fully convolutional approach of [3] and call it
SegNet.
Hard context encoding: In this baseline, we consider a modified conditional probability function of context violation given in (5.9). Specifically, instead of a “soft”
encoding of context violation, i.e., p(·) = [0, 1], we consider a “hard” binary encoding,
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pixacc
Jindx
fwJindx

FCN-16 [95] SegNet [3] Hard-CR-FCN Hard-CR-SegNet CR-FCN CR-SegNet
65.4
66.3
68.1
69.7
70.2
71.7
34.0
34.6
36.2
37.2
37.8
38.2
49.5
50.2
52.3
53.3
54.1
54.8

Table 5.1: Comparisons with the baselines on the NYU v2 dataset in terms of standard
metrics.

i.e., p(·) = {0, 1}. In hard encoding, if a particular contextual relationship is seen in
training, we set p(·) = 0; otherwise, p(·) = 1. Intuitively, the soft measure is robust
against the cases where some contextual relationships are not seen is training but are
legally present in test data. Hard encoding will penalize the violation with the highest
measure. Whereas, in terms of soft encoding, these cases are not much different from
the situations when a contextual relationship is rarely seen in training. Later encoding
is more reasonable. Note in Tab. 5.1, that the labeling performance with hard encoding
of context violation is worse than our soft version. Similar behavior is also noticed for
the hard encoding of the contextual relationships in random field models [73].
Importance of the context type: We systematically evaluate the importance of each
type of contextual relationship by performing an ablation study on them. Specifically,
we ignore each type of contextual relationship during training and notice its affect on the
performance. The results, shown in Tab. 5.2, indicate that all type of spatial relationships
are important and they all contribute towards the final performance. We consider the
approach of FCN [95] for performing the ablation study.
Robustness of the contextual relationships: We mine the contextual relationships
from training data and expect a similar context distribution in test data. This might lead
to some accidental cases where a contextual relationship is never seen during training
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pixacc
Jindx
fwJindx

w/o Co-occurrence
67.3
34.9
51.3

w/o Vertical
67.8
35.2
52.2

w/o Depth full
68.0
70.2
35.5
37.8
52.6
54.1

Table 5.2: Ablation study of the contextual relationships on the NYU v2 dataset based
on the FCN framework [95]. Our approach is employed without (w/o) each type of
contextual relationship.

but ‘legally’ present in a test image. We evaluate the sensitivity of our approach against
these accidental situations. We choose a threshold τ ∈ [0, 1] to clamp the effect of
context regularization. Specifically, we set p(·) ≥ τ = 0 in (5.9), i.e., the conditional
probability of violation above a threshold τ are ignored for regularizing of the learning.
Recall, if a contextual relationship is not or rarely seen in the training data, the loss
for prediction such relation in training will be high as p(·) ≈ 1 for the corresponding
violation. Thus, if τ has a high value (e.g., ≈ 0.9), that would discard the regularizing
effect of all rarely seen contextual relationships in training. That, in turn, will reduce
the probability of encountering the abovementioned accidental cases in testing. Note
that τ = 1 implies no thresholding is applied and τ = 0 implies no regularization is
applied. The plots in Fig. 5.3 show that the accuracy is consistently decreased with the
decreasing values of τ value. This implies that ignoring contextual relationships, even
if they are rarely seen in training, results in an inferior performance and the trend is
consistent. Thus, our approach of mining contextual relationships from training data
is generally robust against the abovementioned accidental cases. Though, we expect a
large training dataset for better generalization.
Comparisons with the state-of-the-art: Tab. 5.3 shows the comparison of CR-
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Figure 5.3: ‘pixacc’, ‘Jindx’ and ‘fwJindx’ vs. threshold (τ ) plot on the NYU v2 dataset.
Ignoring context regularization results in inferior segmentation performance. Scale of
the plot is adjusted for better visual understanding.
FCN and CR-SegNet with the state-of-the-art approaches on the PASCAL VOC 2011
and 2012 datasets. For the PASCAL datasets, comparisons are done in terms of the
standard Jaccard index (‘Jindx’) metric. Comparisons on the NYU v2 dataset are shown
in Tab. 5.4. We consider the best performing FCN-8 model on the PASCAL datasets
and FCN-16 model on the NYU v2 [95]. Following [95], we combine the RGB and
depth information in a late fusion manner where predictions from two channels are
fused at the final layer. We compare with the approaches which use some variant of
CNN framework. We follow similar experimental setup as the state-of-the-art for fair
comparison. We only regularize the learning of CR-FCN and CR-SegNet with the additional domain knowledge as contextual relationships. For both the datasets CR-FCN and
CR-SegNet outperform the state-of-the-art approaches in terms of standard performance
metrics. We are aware of the recent state-of-the-art approaches which achieve better per-
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[45]
[56]
FCN-8[95]
SegNet [3]
CR-FCN
CR-SegNet

PASCAL 2011 PASCAL 2012
47.9
51.6
36.6
62.7
62.2
59.1
64.3
63.8
62.7
60.8

Table 5.3: Comparisons with the state-of-the-art approaches in terms of the ‘Jindx’
metric on the PASCAL 2011 and 2012 datasets.
[55] FCN-16 [95] SegNet [3] CR-FCN CR-SegNet
pixacc 60.3
65.4
66.3
70.2
71.7
Jindx 28.6
34.0
34.6
37.8
38.2
fwJindx 47.0
49.5
50.2
54.1
54.8

Table 5.4: Comparisons with the state-of-the-art apporaches on the NYU v2 dataset in
terms of standard metrics.

formance than ours by either using more sophisticated framework such as adding a CRF
for smoothing the prediction [25, 156] or relying on addition information in terms of
objects proposals [101]. Comparisons with such approaches will be unfair and beyond
the scope of this paper.
Qualitative results: Qualitative results on the NYU v2 dataset are shown in Fig. 5.4.
Despite the presence of occlusion and object clutter, our approach can successfully identify the various objects in indoor scenes. Note that ignoring the context regularization
in training results in inferior segmentations.
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Figure 5.4: Qualitative results on the NYU v2 dataset following the experimental setup
of [54].

5.6

Summary

We have proposed a context regularized learning of FCN [95, 3, 101] for an end-to-end
semantic labeling of images. Learning of FCN is regularized such that it learns to respect important contextual relationship between objects. Our regularization framework
can easily incorporate many alternative types of contextual relationships. We have evaluated our scene labeling approach on the benchmark datasets: PASCAL 2011, 2012 [30]
and NYU v2 [125]. We have achieved state-of-the-art performance on these datasets.
Comparisons with the baselines have shown that ignoring the context regularization degrades the labeling performance which justifies the importance of regularized learning
of FCN. Our experiments have also justified the importance of all type of employed
contextual relationships. Finally, we have shown that the mining contextual relationship
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from the training data is robust and generalizable to test images.
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Chapter 6: Combining Bottom-Up, Top-Down, and Smoothness Cues for
Weakly Supervised Image Segmentation.

Abstract
This paper addresses the problem of weakly supervised semantic image segmentation.
Our goal is to label every pixel in a new image, given only image-level object labels
associated with training images. Our problem statement differs from common semantic
segmentation, where pixel-wise annotations are typically assumed available in training.
We specify a novel deep architecture which fuses three distinct computation processes
toward semantic segmentation – namely, (i) the bottom-up computation of neural activations in a CNN for the image-level prediction of object classes; (ii) the top-down estimation of conditional likelihoods of the CNN’s activations given the predicted objects,
resulting in probabilistic attention maps per object class; and (iii) the lateral attentionmessage passing from neighboring neurons at the same CNN layer. The fusion of (i)(iii) is realized via a conditional random field as recurrent network aimed at generating
a smooth and boundary-preserving segmentation. Unlike existing work, we formulate a
unified end-to-end learning of all components of our deep architecture. Evaluation on
the benchmark PASCAL VOC 2012 dataset demonstrates that we outperform reasonable
weakly supervised baselines and state-of-the-art approaches.
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6.1

Introduction

This paper addresses the problem of semantic image segmentation under weak supervision. Given an image, our goal is to assign an object class label to every pixel. Knowledge about the objects is learned from training images with only image-level class labels,
i.e., image tags. Our problem differs from fully supervised semantic segmentation, commonly addressed in previous work, where pixel-wise ground-truth annotations of object
classes are available in training.
Semantic image segmentation is challenging as objects in the image may appear
in various poses, under partial occlusion, and against cluttered background. This is a
long-standing problem, addressed by a large number of successful approaches under the
assumption of having access to ground-truth pixel labels in training [95, 34, 108, 22, 3,
17, 25]. Due to this assumption, it is difficult to extend previous work to a wide range
of other domains that do not provide pixel-wise annotations, or provide an insufficient
amount of such supervision for robust learning.
Toward relaxing the level of supervision required in training, recently, weakly supervised convolutional neural networks (CNNs) have been proposed for semantic image
segmentation [103, 104, 109, 105, 153, 117, 75, 142, 7, 121, 134]. These approaches
use only image tags in training. Most of them perform segmentation within the multiinstance learning (MIL) framework, which ensures that pixel labeling is consistent with
predicting image tags, since the latter prediction can be readily used for specifying loss
against the available image-level ground truth, and in this way train the CNN.
Inspired by the success of these approaches, we also start off with a CNN aimed
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at two tasks: pixel labeling and predicting image classes – where image classification
results on training data are used for an end-to-end MIL-based learning. Specifically, we
use the DeepLab net [17] for pixel labeling, and another fully-connected layer for predicting image classes. We then extend this framework so as to fuse top-down, bottomup, and smoothness visual cues toward more accurate semantic segmentation, as illustrated in Fig. 6.1. Our extensions are aimed at addressing the following two issues that
we have observed in segmentation results of related work [103, 104, 109, 105, 153, 117,
75]: (1) Poor localization of objects; and (2) Limited preservation of object boundaries
and smoothness over the true spatial extents of objects.
To generate boundary preserving segmentation, we pass the pixel labels predicted by
our CNN, along with raw pixels of the image, to a fully-connected conditional random
field (CRF). Specifically, following [156], we implement the CRF as a recurrent neural
network (RNN), and call this network CRF-RNN. Our CRF-RNN refines the initial
CNN’s prediction such that the pixel labels better fit image edges present in input image.
Importantly, our CRF-based refinement of segmentation is not an independent postprocessing step, as in related work [103, 104, 117, 75], but an integral component of our
deep architecture trained end-to-end. As the CRF-RNN tries to respect image edges, its
output, however, may be prone to oversegmentation.
To avoid oversegmentation, and thus improve the smoothness over spatial extents of
objects, we use our CNN for yet another, third task, that of predicting top-down visual
attention maps of the recognized image classes. We specify the visual attention map of
an object class as a spatial rectified Gaussian distribution [129, 64] of neural activations
in the CNN for that class. This extends the recent approach [152] that uses a Markov
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Figure 6.1: Overview: Given an image, we use a CNN to compute bottom-up segmentation maps for every object class (blue links for bottom-up computation). These pixelwise predictions are aggregated with a fully-connected layer (FCL) for object recognition. The same CNN is used for top-down estimation of the attention maps for every
recognized object class (red links for top-down computation). Finally, the bottom-up
and top-down cues are fused and iteratively refined in the CRF-RNN for improving localization of object boundaries and spatial smoothness of the final segmentation (black
links for fusion and refinement computation). In learning, we backpropagate the image classification loss, estimated from the FCL’s outputs on on training images. This
learning is regularized by the weakly supervised segmentation “loss”, which estimates
a distance between two probability distributions of pixel labels in the attention map and
bottom-up segmentation (gray links for end-to-end training of all components).
chain to model parent-child dependencies of neural activations for estimating the attention map, since we estimate the rectified Gaussian distribution by accounting for three
types of neural dependences in the CNN: (i) parent-to-child; (ii) child-to-parent; and
(iii) between activations of neighboring neurons at the same CNN layer. Importantly,
we compute the attention map using the same CNN aimed at semantic segmentation,
unlike related work that uses an external network for estimating object seeds [75].
As shown in Fig. 6.1, our approach iteratively: (i) Fuses the oversegmentation maps
produced bottom-up by the CNN and CRF-RNN, and the attention maps estimated top-
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down by the CNN, and then (ii) Refines the fused pixel-label predictions with the CRFRNN to generate the final segmentation maps. The attention map represents discriminative object parts critical for classification, whereas the segmentation map captures the
object’s spatial extent. We adopt the same definition of top-down and bottom-up processing used in the related literature [8, 85, 64] where the bottom-up process predicts
object classes from pixels, and the top-down process predicts the attention map in the
image conditioned on the object class predicted by the bottom-up process. All components of our deep architecture are trained end-to-end by estimating the image classification loss and segmentation “loss”. Image classes are predicted in training using a
fully-connected layer (FCL) from the pixel label predictions. This, in turn, generates the
image classification loss that is backpropagated through the FCL, CRF-RNN, and CNN
for learning all network parameters. Regrading segmentation “loss”, we here slightly
abuse the common definition of loss, since we are not given ground-truth segmentation.
We estimate segmentation “loss” as a distance between the two probability distributions
of pixel labels in the attention map and bottom-up segmentation. The segmentation
“loss” is backpropagated through the CRF-RNN and CNN and serves to regularize the
image classification loss.
Evaluation on the benchmark PASCAL VOC 2012 dataset demonstrates that we
outperform reasonable weakly supervised baselines and state-of-the-art approaches.
Our contributions include:
• New deep architecture that fuses top-down attention and bottom-up segmentation,
and refines segmentation for preserving boundaries. The architecture is unified,
and does not use external networks, nor post-processing.
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• New modeling of the visual attention map using the rectified Gaussian distribution which accounts for statistical dependencies between activations of parents,
children, and neighboring neurons in the CNN.

6.2

Prior Work on Weakly Supervised Segmentation

Weakly supervised semantic image segmentation has been addressed using graphical
models, and parametric structured prediction models [139, 140, 19, 153, 87]. These
approaches typically exploit heuristics about spatial smoothness (e.g., based on similarity between neighboring pixels [139]), require pre-processing for extracting superpixels [140], or use weak segmentation priors [19]. Recently, CNN-based methods
[109, 104, 103, 7, 142] are shown to achieve better performance by typically considering
multiple-instance learning (MIL) for iteratively reinforcing that their output segmentations are consistent with ground-truth image tags. The MIL framework can be extended
with generalized expectation or posterior regularization for maximizing the expectation
of model parameters under domain constraints [104].
Toward improving performance, some recent approaches [109, 103, 7, 142] seek to
initialize object localization by running detectors of object proposals [1, 20]. However,
this increases the level of supervision, since object-proposal detectors require boundingbox annotations or object boundary annotation for training. Also, using attentionbased object localization has been shown to improve weakly supervised segmentation
[117, 75, 63, 121]. However, these approaches typically resort to external networks for
computing attention cues [75], or estimate foreground masks (class non-specific) from
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neural activations bottom-up [117]. Recent work [152] computes attention maps by estimating a top-down Markov chain, but this work does not consider weakly supervised
segmentation. We extend the Markov chain formulation of [152] by using the rectified
Gaussian distribution for modeling of the visual attention map, resulting in an improved
spatial smoothness of our attention maps per object class.
Combining top-down and bottom-up cues for image segmentation and other vision
problems is a recurring research topic; however, the two cues are often computed in
separate stages [8, 12, 85, 144]. Recent approach [64] combines the two computation
processes in a single CNN for human pose estimation using the rectified Gaussian distribution. But their CNN is trained under full supervision. While we address a different
vision problem, the key differences are that our covariance matrix of the rectified Gaussian is not binary at theirs but estimated based on visual appearance, and our top-down
attention cues are semantically meaningful conditioned on the predicted object classes.

6.3

Bottom-Up Computation Process

Pixel labeling. Given an image, x, we use the DeepLab net with large field of view
[17] to generate pixel labels y = {yi }, where yi ∈ Y is the object class label of ith
pixel from the set of object classes Y. Specifically, we generate K = |Y| segmentation
maps, by computing output score fi (y) at every pixel i for every object class y ∈ Y.
The pixel-wise scores are normalized to estimate the corresponding posteriors using the
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standard soft-max operation as
efi (y)
,
fi (y)
y∈Y e

pSi (y|x) = P

(6.1)

Henceforth, we will use the shorthand notation pSi (y) to denote pSi (y|x) as the bottomup segmentation prediction.
Aggregation. The above pixel-wise object prediction scores are then aggregated
for object recognition, i.e., predicting the set of object classes, Yx , that are present
in image x. The literature presents a host of heuristic methods for such aggregation,
including global max pooling (GMP) [102], global average pooling (GAP) [157], logsum-exponential (LSE) measure for a smooth combination of GMP and GAP [109], and
global weighted rank pooling (GWRP) to favor high scores for ground-truth objects and
suppressing others in the aggregation [75]. Instead of using these heuristic methods, we
employ a fully connected layer (FCL) to estimate the image-level scores from the pixelwise scores, and then train the FLC together with other components of our approach.
Given K maps of pixel-wise scores {fi (y) : i, y ∈ Y}, the FLC outputs K normalized
object scores, {p(y|x) : y ∈ Y}. For this, each segmentation heatmap {fi (y) : i} is
fully connected to the corresponding output unit representing the object class y.

6.4

Top-Down Computation Process

This section explains how to estimate top-down visual attention maps for every object class, which are then used as contextual cues for improving object localization and
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reducing oversegmentation in the bottom-up pixel labeling. Following a long line of
work on estimating probabilistic visual attention maps [137, 72, 133], as well as recent
approaches to visualizing neural activations [151, 126, 2, 152], we use a top-down computation process for estimating probabilistic visual attention maps of neural activations
at each layer of our CNN. Our top-down estimation is performed one layer at a time,
starting from the FCL’s output layer for object recognition, described in Sec. 6.3. For efficiency, as in [152], we stop our top-down computation at the pool-4 layer, and then
upscale this result to the image size for obtaining the K probabilistic visual attention
maps, over all pixels, corresponding to K object classes.
We define a visual attention of ith neuron at layer l, for object class y, as a relevance
of the neuron’s activation, ali , for predicting y in the image – denoted as p(ali |y) ≥ 0. The
visual attention map of all neurons at layer l is defined as a vector of random variables:
pl (y) = [. . . p(ali |y) . . . ]> , governed by the rectified Gaussian distribution [129, 64]:
1
P (p) ∝ exp( p> Dp + b> p),
2

p0

(6.2)

where we use the shorthand notation p = pl (y), matrix D = Dl = [δiil 0 ] captures the
strength of dependencies between neighboring neural activations at the same layer l, and
b = bl (y) represents parent-child dependences of neural activations at layer l and next
layer l − 1. By design, we guarantee δiil 0 < 0, and thus the negative −D is a copositive
matrix in (6.2), i.e., −p> Dp ≥ 0, for p  0. Computation of δiil 0 is explained below.
From (6.2), it follows that computation of pl (y) amounts to the MAP estimation of
the rectified Gaussian, which in turn can be formulated as the quadratic program with
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non-negativity constraints:
max
p0

1 T
p Dp + b> p.
2

(6.3)

The copositive property the negative matrix −D guarantees convergence of the quadratic
optimization in (6.3) [64, 129].
Given our CNN, we sequentially compute the quadratic program in (6.3) top-down,
one layer at a time, until the pool-4 layer. The results from previous layer l − 1 are
used to define the parameters bl (y) as they capture parent-child dependences of neural
activations. Finally, the estimated pl (y) for the pool-4 layer is upscaled to the image
size, and then normalized over the object classes in order to make a proper probability
distribution at every pixel:
p(ali |y)
.
l
y∈Y p(ai |y)

pA
i (y) = P

(6.4)

In comparison with the recent work [152], which accounts only for parent-child
P
l−1
l l−1
dependences of neural activations as p(ali |y) =
j p(ai |aj )p(aj |y), we increase
computation time by a small margin, but considerably improve the attention maps such
that they cover well the true spatial extents of objects.
In the rest of this section, we define the parameters bl (y) and D of the rectified Gaussian. As illustrated in Fig. 6.2, each p(ali |y) is made dependent on the neural activations
of:
1. parents: γil (y);
2. feed-forward neural processing: αil ;
3. neighboring neurons at the same layer l, Dl = [δiil 0 ].
where we compute bl (y) = γil (y) + αil .
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Figure 6.2: (Left) Previous work [152] computes a top-down Markov chain for estimating the attention map. (Right) We additionally consider neighboring neural activations
at the same layer for improving estimation of the attention map based on smoothness of
objects.
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First, following [152], we define dependence of p(ali |y) on the activations of parent
neurons Pi in the CNN as
γil (y) =

X

l−1
p(ali |al−1
j )p(aj |y),

(6.5)

j∈Pi

where p(ali |ajl−1 ) is the transition probability defined as
p(ali |al−1
j )

+
wij
· ali
= P + l,
wi0 j · ai0

(6.6)

i0 ∈Cj

+
where wij
= max{0, wij } accounts only for positive weights between neurons i and

their parents j in the CNN, and Cj denotes the set of children of j.
Second, we normalize the feed-forward neural processing in the CNN at neuron i
across all neurons at the same layer l, resulting in
al
αil = P i l
i 0 ai 0

(6.7)

Finally, third, we use the standard bi-lateral filtering of pixels in the image to define
the strength Dl = [δiil 0 ] of dependencies between neighboring neurons at the same layer.
For every neuron pair (i, i0 ) at layer l, we determine their corresponding centers of the
pixel areas in the image that the neurons have access to, and compute their bi-lateral
similarity [135] as

wiil 0 = exp(−

k zi − zi0 k2
k ri − ri0 k2
)
exp(−
),
σz2
σr2

(6.8)
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Figure 6.3: A single step of the CRF mean-field inference implemented as a stack of
convolution layers. The mean-field iterations represent a recurrent neural network.
where zi = (xi , yi ) is the pixel location, and ri is the HSV color histogram, and σz = 10
and σr = 30 control sensitivity. Then, we normalize the bi-lateral similarity, and define
wii0
− 1,
δiil 0 = P
i0 wii00

(6.9)

Note that δiil 0 depends only on the image, and not the object class prediction, and hence
can be pre-computed for efficiency. Note that in (6.8), wii = 1 and wii0 > 0 : i 6= i0
which implies δii0 < 0 in (6.9). Thus, the matrix −D is copositive which guarantees the
convergence of the quadratic optimization in (6.3). Recall that the attention maps are
used to compute the segmentation loss which is backpropagated through the network
during learning (Fig. 6.1).

6.5

Refinement Computation Process

Due to the successive pooling in the CNN, the initial pixel labeling pSi (y|x), given by
(6.1), is likely to produce a coarse segmentation map, with poor detections of object
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boundaries. To address this issue, we pass the initial coarse segmentation, together with
the estimated visual attention maps and the input image, to the CRF-RNN [80, 156],
for refining the segmentation. We consider a fully connected CRF, whose energy of
pixel-wise class assignment y = {yi } is defined as

E(y) =

X
i

φ(yi ) +

X

ψ(yi , yi0 ),

(6.10)

(i,i0 )

where φ(yi ) and ψ(yi , yi0 ) denote the unary and pairwise potentials, specified below.
Unary Potential. To initialize our segmentation refinement, at every pixel i, we
combine the top-down visual attention pA
i (yi ), given by (6.4), and the bottom-up segmentation pSi (y|x), given by (6.1), for computing the corresponding unary potential
φ(yi ) as
φ(yi ) = − log(pSi (yi )pA
i (yi )).

(6.11)

In (6.11), we use the visual attention pA
i (yi ) as a pixel-level prior (PLP) for segmentation. Our motivation comes from existing work on weakly supervised segmentation
that has considered image level priors (ILP), such as, e.g., image-level object prediction
score, for refining their segmentation [109, 123, 139]. ILPs have been shown to improve weakly supervised segmentation by reducing false positives. Our formulation in
(6.11), extends this work, because our attention driven prior at every pixel seems more
suitable for segmentation than the image-level prior. Unlike ILP, our PLP incorporates
cues about object’s location.
Pairwise Potential. We define the pairwise potential in terms of the bi-lateral
weights wii0 , given by (6.8), for ensuring that our segmentation refinement respects ob-
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ject boundaries:
ψ(yi , yi0 ) = µ(yi , yi0 )wii0 ,

(6.12)

where µ(yi , yi0 ) is the label compatibility aimed at estimating the likelihood of cooccurrence of classes yi and yi0 at pixels i and i0 . Note that µ(yi , yi0 ) varies over different pixel locations. It is implemented as a convolutional layer, and learned from the
segmentation “loss” specified in Sec. 6.6.
CRF Inference. Following [80, 156], we conduct CRF inference as a series of
mean-field iterations. As shown in Fig. 6.3, each mean-field estimation corresponds
to the feed-forward neural processing along a stack of convolutional layers, the result
of which is fed back for another iteration. Hence, the mean-field iterations represent
a recurrent neural network. Note that, our CRF inference takes pS and pA as inputs
to compute φ(yi ), as in (6.11), for every pixel i, and all K object classes. In the first
iteration, soft-max scores over the unary potentials are considered as marginal probabilities to initialize the solution. In the following iterations, the marginal probabilities
are estimated as soft-max scores of the CRF-RNN output. Bi-lateral filter responses
are computed from the input image given the output of previous layer. Unlike [156], we
consider fixed bi-lateral kernels as they cannot be reliably learned without pixel-wise supervision. The label compatibility µ(yi , yi0 ) is estimated by applying 1 × 1 convolution
filters with K input and K output channels for K object classes, given the bi-lateral responses. Finally, given the estimated φ(yi ) and ψ(yi , yi0 ), the combined CRF potentials
are passed through the soft-max operation for generating the normalized segmentation
scores for the next CRF-RNN iteration.
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6.6

End-to-End Learning and Loss Functions

All components of our approach are learned in an end-to-end manner, using only groundtruth image tags. In order to use this image-level supervision in learning, our approach
aggregates the predicted pixel labels on training images into object recognition, which
in turn can be used to estimate the classification loss ∆C . For training the CRF-RNN
and our initial segmenter DeepLab network [17], we additionally use an object segmentation “loss”, ∆S , defined relative to the visual attention map estimated on training
images, since we do not have access to pixel-wise annotations. Thus, in our learning,
we backpropagate the following loss:

∆ = ∆C + λ∆S ,

(6.13)

where λ = 1.5 is set by cross validation.
Classification Loss is defined in terms of the FCL’s output aggregation function for
the image-level object recognition, p(y|x), specified in Sec. 6.3 as

∆C = −

1 X
1 X
log (1 − p(y|x))
log p(y|x) −
|Yx | y∈Y
|Ȳx |
x

(6.14)

y∈Ȳx

where Yx denotes a set of ground-truth object classes present in training image x, and
Ȳx = Y \ Yx is a set of classes that are known to be absent. ∆C penalizes low prediction
scores from the FCL for the objects annotated as present in the training image, and high
scores for the other objects.
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Object Segmentation Loss is defined to penalize any discrepancies between the
estimated segmentation and visual attention maps. ∆S is defined as a distance between
the two predicted distributions pS and pA for the objects y ∈ Yx annotated as present in
the training image:
N X
X
1
∆ =−
N · |Yx | i=1 y∈Y
S

x

(6.15)

S
A
S
[pA
i (y) log pi (y) + (1 − pi (y)) log(1 − pi (y))],

where N denotes the number of pixels.
It is worth noting that the visual attention is used in two different ways in our approach – namely, for computing the unary potentials of the CRF-RNN inference on a
single image, and for estimating ∆S in learning on a mini-batch of training images.
Hence, these two uses of the visual attention in our approach are not redundant, as also
demonstrated in our experiments.

6.7

Experiments

In this section, we first describe our experimental setup and then present the results.
Dataset. We evaluate our approach on the PASCAL VOC 2012 dataset [31] which
is commonly considered as the weakly supervised segmentation benchmark [104, 109,
117, 75]. This dataset consists of 21 object classes including the background. We follow
the standard experimental setup where the images are split into three sets: 1464 training
images, 1456 test images, and 1449 validation images. Following common practice, we
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consider additional trainaug set in training [75, 134] and evaluate our approach on images in validation and test sets. We consider the standard PASCAL VOC segmentation
metric which is defined as mean intersection over union (mIoU) ratio, also known as
Jaccard index.
Implementation details. We consider the DeepLab network with large field of view
[17] for image segmentation. DeepLab adopts the VGG-16 net [127] for segmentation
by replacing fully connected layers with convolutional layers. Given an input image,
DeepLab produces coarse heatmaps corresponding to each object class. The network
is trained using sub gradient descent with momentum. We consider a batch size of 20
images and the momentum is set to 0.9. The learning rate is initially set to 0.001 and
decreased by a factor of 10 in every 2000 iterations. We train the network for 10000
iterations. Overall training takes ≈ 10 hours on an Nvidia Tesla k80 GPU, which is
comparable to [104, 103]. During inference, we first compute object-specific attention
maps which are then considered as the attention based PLP. The attention based PLP
serves as the unary potentials in the CRF-RNN layer. Though image-level tags are not
available during inference, attention maps can be estimated from reliable object predictions based on fully supervised image classification. For both learning and inference,
we apply CRF-RNN for three iterations as additional iterations do not have a significant
effect on the final performance.
Baselines. To justify the importance of various components of our approach, we
define the following baselines. Comparisons with the baselines are shown in Tab. 6.1.
B1: Without top-down attention (w/o att). In this baseline, we ignore the topdown attention cues in our approach. As the segmentation loss cannot be computed
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without attention cues, only the classification loss is used to learn the segmentation
network. Note that without attention cues, localizing objects in the image is difficult.
Results in Tab. 6.1 show that ignoring top-down attention cues has a significant effect on
the performance which justifies the importance of attention cues in weakly supervised
segmentation.
B2: Without segmentation-loss (w/o seg loss). In this baseline, we ignore the
segmentation loss which is computed based on the attention maps. Without segmentation loss, attention cues are considered only in unary potentials in the CRF-RNN layer
as defined in (6.11). As shown in Tab. 6.1 that the segmentation loss is important for
weakly supervised segmentation as it is required in the learning the segmentation net
and CRF-RNN.
B3: Without attention based unary potential (w/o att unary). In this baseline,
we do not consider attention cues in unary potentials in the CRF-RNN layer. Thus, the
attention cues are incorporated in the segmentation framework only through the loss
function (6.15). The results in Tab. 6.1 show that considering attention cues in CRF
unary potentials improves overall performance.
B4: Without considering neighboring dependences in attention (w/o neighbor).
In this baseline, we ignore the dependences of neighboring neurons (i.e., δiil 0 in (6.9))
while computing the attention maps. Thus, we only consider parent-child dependences
to compute attention maps as in [152]. As shown in Tab. 6.1, performance is inferior
without considering the neighboring dependences in the attention estimation as these
dependences provides the cues about object’s smoothness and boundary.
B5: Without CRF-RNN layer (w/o CRF-RNN). In this baseline, instead of ap-
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w/o att
w/o seg loss
w/o att unary
w/o neighbor
w/o CRF-RNN
w/o att inference
Full approach

PASCAL validation PASCAL test
30.5
31.6
47.5
49.1
50.1
51.4
51.3
52.1
49.4
51.3
50.4
51.8
52.8
53.7

Table 6.1: Comparisons with the baseline approaches on PASCAL 2012 validation and
test datasets in terms of mIoU measure (%).

plying the CRF-RNN layer to refine the segmentation maps, a dense CRF based postprocessing is performed [17]. Without the CRF-RNN layer, the label compatibility or
the co-occurrence between the object classes (i.e., µ(yi , yi0 ) in (6.12)) cannot be learned.
We see in Tab. 6.1 that considering CRF-RNN layer achieves better performance than
CRF based post-processing.
B6: Without attention cues in inference (w/o att inference). In this baseline, we
ignore the attention cues to compute CRF unary potentials during inference. Recall
that, attention cues can be considered as the pixel-level priors which are important to
localize objects in the image. Thus, ignoring attention in inference results in worse
overall performance (Tab. 6.1).
Comparisons with the state-of-the-art with image-level annotation. Comparisons with the state-of-the-art approaches are performed on PASCAL 2012 validation
and test images. Our approach is learned with only image-level tags. Thus, for fair
comparison, we compare with the approaches which consider only image level annotations as weak supervision. Due to the attention based localization cues, we do not need
to rely on additional supervisions such as object proposals [109], image crops [103] or
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14.6
24.9
21.0
32.7
38.1
28.3
29.8

50.9
41.0
44.5
54.9
58.4
65.8
68.2

44.1
38.8
34.5
48.6
49.0
57.8
60.6

39.2
41.6
46.2
57.4
57.0
62.3
66.2

37.9
32.1
40.7
51.8
48.2
52.5
55.8

28.3
24.8
30.4
38.2
27.8
32.2
30.8

44.0
37.4
36.4
55.4
55.1
62.6
66.1

19.6
24.0
22.2
32.2
29.6
32.1
34.9

37.6
38.1
38.8
42.6
54.6
45.4
48.8

35.0
31.6
36.9
39.6
26.6
45.3
47.1

36.6
33.8
35.6
44.1
46.6
50.7
52.8
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cow

diningtable

dog
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tv/monitor

avg.

MIL [105]
MIL+ILP [109]
CCNN [104]
DSCM [121]
F-B [117]
SEC [75]
Our approach

background

Table 6.2: Comparison with the state-of-the-art approaches on PASCAL 2012 validation
set in terms of mIOU measure (%).

74.7
78.1
80.3
83.5
85.7

38.8
24.2
43.8
57.5
56.4
58.8

19.8
19.9
26.3
24.1
28.5
30.5

27.5
26.3
49.8
66.9
64.1
67.6

21.7
18.6
19.5
31.7
23.6
24.7

32.8
38.1
40.3
43.0
46.5
44.7

40.0
51.7
61.6
67.5
70.6
74.8

50.1
42.9
53.9
48.6
58.5
61.8

47.1
48.2
52.7
56.7
71.3
73.7

7.2
15.6
13.7
12.6
23.2
22.9

44.8
37.2
47.3
50.9
54.0
57.4

15.8
18.3
34.8
42.6
28.0
27.5

49.4
43.0
50.3
59.4
68.1
71.3

47.3
38.2
48.9
52.9
62.1
64.8

36.6
52.2
69.0
65.0
70.0
72.4

36.4
40.0
49.7
44.8
55.0
57.3

24.3
33.8
38.4
41.3
38.4
37.0

44.5
36.0
57.1
51.1
58.0
60.4

21.0
21.6
34.0
33.7
39.9
42.8

31.5
33.4
38.0
44.4
38.4
42.2

41.3
38.3
40.0
33.2
48.3
50.6

25.66
35.8
35.6
45.1
48.0
51.7
53.7

Table 6.3: Comparison with the state-of-the-art approaches on PASCAL 2012 test set in
terms of mIOU measure (%).

size of the objects [104]. The results on PASCAL validation set and test set are shown in
Tab. 6.2 and Tab. 6.3, respectively, where we outperform the state-of-the-art approaches
in terms of mIoU metric.
Comparisons with the state-of-the-art with additional annotation. Some approaches consider additional low-cost supervision to facilitate weakly supervised segmentation. For example, MIL+ILP+SP-bb [109], MIL+ILP+SP-seg [109], SN-B [142]
use object localization cues in terms on MCG object proposals [1] or BING bounding
boxes [20]. Variant of EM-Adapt [103] and CCCN [104] consider multiple image crops
to increase the amount of supervision. Additional ‘click per object’ annotations are used
in [7] and CCCN+size [104] consider additional 1-bit supervision in terms of size (big
or small) of an object. It is unfair to directly compare with these approach, but we
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MIL+ILP+SP-bb [109]
MIL+ILP+SP-seg [109]
SN-B [142]
EM-Adapt+crop [103]
CCCN+crop[104]
CCCN+size [104]
Point click [7]
Check mask [117]

val.
37.8
42.0
41.9
38.2
36.4
42.4
43.4
51.5

test
Additional supervision
37.0
BING bounding box
40.6
MCG object proposals
43.2
MCG object proposals
39.6
Multiple image crops
47.2
Multiple image crops
Object size (big or small)
1 click per object instance
52.9 User selected fore-ground mask

Table 6.4: Comparisons among the approaches that use addition supervision on PASCAL 2012 validation and test sets in terms of mIoU measure (%).

GMP
GAP
LSE
Our FCL

PASCAL validation PASCAL test
48.3
49.6
47.4
48.3
50.8
51.3
52.8
53.7

Table 6.5: Comparisons of FCL with other aggregation methods in terms of mean IoU
measure (%) on PASCAL 2012 validation and test datasets.

summarize the results of the above-mentioned approaches in Tab. 6.4 for completeness.

Evaluation of the aggregation methods. Recall that we consider a fully connected
layer (FCL) which is learned to aggregate pixel-wise predictions into a image-level object prediction score. We compare FCL with other aggregation methods such as GMP
[102], GAP [157], and LSE [109] which is a smooth combination of GMP and GAP.
Though considering the FCL layer increases the number of parameters in learning, as
shown in Tab. 6.5, our proposed FCL significantly outperforms other heuristic based
aggregation methods.
Qualitative results. In Fig. 6.4, we present the qualitative results on the PASCAL
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Figure 6.4: Qualitative results on PASCAL 2012 validation set.
2012 validation set. Our approach, by most part, can correctly localize objects in images
and respects the object boundaries. A pair of failure cases are shown in Fig. 6.5, where
our approach fails to detect the ‘aeroplane’ in an image due to its uncommon appearance
with respect to other ‘aeroplane’ instances in training data. In the second case, our
approach fails to detect a few ‘person’ instances and ‘bottles’ in the image. We believe
this is due to missing attention cues for the small objects (e.g., bottle) in the image. Note
that segmenting small objects is challenging even with full supervision [18].

6.8

Summary

We have specified a new deep architecture for weakly supervised image segmentation.
Our key idea is to estimate and fuse bottom-up, top-down, and smoothness cues using

125

Figure 6.5: Failure cases on PASCAL 2012 validation set.
the same network toward better fitting to object boundaries and covering spatial extents
of objects. Our unified framework consists of a CNN, CRF-RNN, and a fully connected layer, which can be trained end-to-end using only ground-truth image tags. In
our evaluation on the benchmark PASCAL VOC 2012 dataset, we have observed that
our approach can localize objects without having to rely on additional supervision such
as object proposals and image crops. Estimating appearance based neighboring dependencies for visual attention enabled us to better localize the full extent of objects rather
than just parts. A comparison of our approach with the baselines has justified the importance of attention cues, CRF-RNN smoothing, and FCL layer as an aggregation method
in weakly supervised segmentation.
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Chapter 7: Conclusion
In this dissertation, we addressed the problem of semantic image segmentation using
domain constraints. We considered three type of semantic labels: 1) object class labels,
2) continuous depth values, and 3) affordance type of objects. We also considered two
experimental setups in terms of supervision in training : 1) fully supervised and 2)
weakly supervised.
For object classes as semantic labels, we formulated scene labeling as the MAP assignment of a fully connected CRF, grounded onto superpixels. The MAP assignment
was formulated as quadratic program, and solved using our beam search algorithm in
discrete domain. We included the mutual-exclusion constraints in our CRF model to
prevent infeasible label assignments (e.g., the sky cannot occur below grass). Beam
search was suitable for scene labeling, because it solved the quadratic program in the
discrete domain strictly conforming to useful domain constraints, and has low computational costs, allowing for a large number of CRF nodes and full-node connectivity. Our
results show that accounting for domain knowledge improves the performance by 9%
on the MSRC dataset relative to a variant of our approach that ignores the constraints.
We outperformed the state-of-the-art on benchmark datasets (e.g., MSRC) and achieved
competitive performance on the other datasets (e.g., Stanford Background). Our experiments indicate that a beam-width of 10 is well suited to maintain a good balance
between the accuracy and time complexity.
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For depth-valued semantic labels, our goal was to estimate pixel-wise distances from
the camera in a scene. We formulated a novel deep architecture - neural regression forest (NRF) for the problem of monocular depth estimation. In this model, a regression
tree served as a weak regressor and combining the tress gave a strong regressor. The
ensemble architecture of the NRF model allowed robust training from limited training
data. A “shallow” CNN was associated with every node in the regression trees of the
NRF. Image patches were passed down the tree, until the leaves representing depth estimators. We additionally accounted for smoothness in depths across neighboring pixels
using bilateral filtering. Our experiments show that the neighboring pixels provide important cues for depth prediction. Moreover, conditioning depth estimation for a pixel
on depths of it’s neighbors leads to smoother depth maps. Our results show that NRF’s
performance gracefully downgrades when the size of the training dataset is reduced
gradually. We believe, this is due to our ensemble architecture of the forest and accounting for the smoothness of neighboring depths.
For affordance segmentation, we considered five common affordance classes: ‘walkable’, ‘sittable’, ‘lyable’, ‘reachable’, and ‘movable’. We developed a multi-scale deep
architecture for affordance segmentation in an image where three multi-scale CNNs
were applied independently to the image for extracting three mid-level cues such as
depth map, surface normals, and object labels. Then, an additional multi-scale CNN was
used to fuse these mid-level cues for pixel-wise affordance prediction. Our evaluation
shows that mid-level cues are essential for accurate affordance segmentation. Ignoring
mid-level cues resulted in ≈10% reduced accuracy on average. Also, our results show
that considering only coarse- or fine-scale network at a time, which amounts to consider-
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ing features from a single scale, is not as effective as the multi-scale counterpart. When
only coarse- or fine-scale network is used for affordance prediction, accuracy is reduced
by 5% and 2%, respectively. We also introduced the first manually annotated dataset for
affordance segmentation by augmenting the NYU v2 dataset [125] with ground-truth
affordance maps for each indoor image.
We developed an approach to explicitly incorporate domain constraints to regularize
learning of a CNN. We applied the regularize learning to semantic scene labeling of
indoor scenes. We encoded domain-knowledge as spatial contextual relationships which
were defined as various types of spatial relationship among a pair of object classes.
We modified the training objective of CNN, i.e., its loss function, so as to explicitly
penalize CNN’s prediction errors that lead to violations of the contextual relationships
in training images. The regularized learning of CNN led to highly accurate prediction
of object layouts in the scene. Incorporating constraints improves the performance by
≈3-5% on the benchmark datasets. We systematically evaluated the importance of each
type of contextual relationship by performing an ablation study on them. Our results
show that all type of spatial relationships are important, as they all contribute towards
the final performance. The contextual relationships between objects were mined from
available ground-truth segmentations of training images and thus, we did not increase
supervision in training. Our results also show that the mining contextual relationship
from the training data is robust and generalizable to test images, even if they are rarely
seen in training.
Finally, we developed an approach to weakly supervised semantic image segmentation that alleviates the cost of pixel-level annotation. Knowledge about semantic seg-
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mentation was learned only from inexpensive image-level tags. We proposed a deep
architecture that fused top-down attention cues and bottom-up segmentation cues, and
refined segmentation for preserving boundaries. We trained the network end-to-end using only ground-truth image tags. Our experiments show that attention cues are essential for weakly supervised segmentation; ignoring this cues reduce the performance by
≈20%. Our qualitative results show that our approach can localize objects and respect
the object boundaries without having to rely on additional supervision such as object
proposals and image crops. In some cases, our approach failed to detect objects due to
their appearance which is not seen in training data or misses some small objects (e.g.,
bottle) in the image. We evaluated our approach on the benchmark PASCAL VOC 2012
dataset and we outperformed the state-of-the-art approaches by 2-3%.
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[1] Pablo Arbeláez, Jordi Pont-Tuset, Jonathan T Barron, Ferran Marques, and Jitendra Malik. Multiscale combinatorial grouping. In CVPR, 2014.
[2] Sebastian Bach, Alexander Binder, Grégoire Montavon, Frederick Klauschen,
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[80] Philipp Krähenbühl and Vladlen Koltun. Efficient inference in fully connected
CRFs with gaussian edge potentials. In NIPS, 2011.
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