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Programmers spend a substantial fraction of their debugging time by navigating
through source code, yet little is known about how programmers navigate. With the
continuing growth in size and complexity of software, this fraction of time is likely to
increase, which presents challenges to those seeking both to understand and address
the needs of programmers during debugging.
Therefore, we investigated the applicability a theory from another domain, namely
information foraging theory, to the problem of programmers’ navigation during
software maintenance. The goal was to determine the theory’s ability to provide a
foundational understanding that could inform future tool builders aiming to support
programmer navigation.
To perform this investigation, we first defined constructs and propositions for a new
variant of information foraging theory for software maintenance. We then
operationalized the constructs in different ways and built three executable models to
allow for empirical investigation. We developed a simple information-scent-only
model of navigation, a more advanced model of programmer navigation, named
Programmer Flow by Information Scent (PFIS), which accounts for the topological
structure of source code, and PFIS 2, a refinement of PFIS that maintains an up-todate model of source code on the fly and models information scent even in the absence
of explicit information about stated goals.

We then used the models in three empirical studies to evaluate the applicability of
information foraging theory to this domain. First, we conducted a lab study of 12 IBM
programmers working on a bug report and feature request. Second, we conducted an
analysis of issues and revisions collected from Sourceforge.net. Finally, we collected
programmer navigation behavior, revisions and issues from a field study of
programmers working in various groups at IBM.
All three models predicted programmers’ navigation behavior, including where
programmers allocated their time among patches, where programmers went, or where
programmers made changes to fix defects. These results indicate that information
foraging theory can predict and explain programmer navigation behavior, and imply
that tools based on the principles of information foraging theory will be able to predict
subsequent navigation behavior and potentially assist where programmers should go to
make changes to fix bugs.
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Information Foraging in Debugging
1 Introduction
“Any damn fool can write code that a computer can understand, the trick is to write code that
humans can understand.” – Martin Fowler [Fowler 1998]

Consider the following C program, from which all linguistically-encoded information
(except reserved words and standard identifiers) have been removed:
#include <stdio.h>
_(__,___,____){___/__<=1?_(__,___+1,____):!(___%__)?_(__,___+1,0):
___%__==___/__&&!____?(printf("%d\t",___/__),_(__,___+1,0)):___%__>1
&&___%__<___/__?_(__,1+___,____+!(___/__%(___%__))):___<__*__?_(__,
___+1,____):0;}main(){_(100,0,0);}

Figure 1-1. Obfuscated C code [Wikipedia 2009].
To a C compiler, this code is perfectly acceptable, but to a human, it clearly is not. Figure
1-1 illustrates how the varying lengths of underscores serve as valid, unambiguous,
unique identifiers to a compiler, but the concrete names of these identifiers are
incomprehensible at a glance. Indeed, reading this code is akin to solving a puzzle.
With some background knowledge and thought devoted to generating and testing
hypotheses about program behavior, it is possible determine what this code actually does.
But clearly, Figure 1-1 is not “normal” code. In “normal” code (e.g., Figure 1-2),
identifiers in the source code linguistically encode information about the role or purpose
of the types, functions, or variables in question. Such linguistically-encoded information
provides vital clues (and shortcuts) for program comprehension: programmers notice that
a function named “primes” contains a while loop that assigns to (and evaluates) a variable
called “composite.” To ignore the importance of linguistic information is akin to
assuming that programmers could just as easily understand obfuscated code (Figure 1-1)
as they could understand the equivalent “normal” code (Figure 1-2).
The obfuscated code in Figure 1-1 is also not “normal” in many other ways: it is
unusually short and it is free of defects. Although individual programs vary substantially
in length, most practical programs, including Figure 1-2, easily exceed the length of
Figure 1-1, which leads to the problem of navigating through source code in search of
relevant information. As all but the most trivial programs contain defects, programmers

2

spend a large fraction of their debugging time navigating through source code [Ko et al.
2006b].
#include <stdio.h>
/* Print all primes less than cap */
void primes(int cap) {
int i, j, composite, t = 0;
while(t < cap * cap) {
i = t / cap;
j = t++ % cap;
if(i <= 1);
else if(j == 0)
composite = 0;
else if(j == i && !composite)
printf("%d\t",i);
else if(j > 1 && j < i)
composite += !(i % j);
}
}
int main() {
primes(100);
}

Figure 1-2. “Normal” C code equivalent to Figure 1-1 [Wikipedia 2009].
In navigating through large source code bases, how do programmers decide where to go?
We believe that information foraging theory, applied to this domain, provides a
theoretical foundation for answering this question. Information foraging theory suggests
that linguistic information such as cues (e.g., identifiers) in the programming
environment empower programmers to decide where to navigate in the source code and
where to make changes to close issues. Therefore, on the basis of information in source
code, issue trackers, design documents or other artifacts, models of information foraging
should be able to predict where programmers navigate and make changes.
The basic theory and principles of information foraging underlying this dissertation are
not new, and therein lies the attraction. Rather than building new theories, information
foraging theory has already been proven effective at modeling information-seeking
behavior in other domains. But the applicability of information foraging theory to the
domain of programming has not previously been considered. This dissertation explores
this applicability.

3

Therefore, we set out to answer the following questions: can information foraging theory
actually predict programmers’ navigation behavior? In other words, do programmers
follow cues to navigate among patches of code? If not, why? If so, can information
foraging theory predict both where programmers go and where programmers should go to
fix defects? Furthermore, what model of information foraging is sufficient to make
accurate predictions?
If information foraging theory can provide a foundation for understanding programmer
navigation behavior as they debug software, the potential benefits are significant. A
foundational theory of programmer behavior during debugging matters because, without
one, tool-building to assist programmer navigation remains ad hoc. In a research area
dominated by ad hoc work, gains made by one software tool cannot be generalized to
other tools; in short, researchers cannot easily build on the shoulders of one another.
Given the increasingly complex architecture and sheer size of modern software, ad hoc
methods for tool development are not likely to scale up. A foundational theory, on the
other hand, can prescribe approaches, and then can enable the evidence from the
successes and failures of tools implementing and refining these approaches to be
understood. From this evidence, continuous forward progress can be made on the theory
itself and on the tools based on it.
In fact, we hope that information foraging theory can be used for two purposes: not only
to predict and understand where programmers navigate when they debug, but also to
predict where they should navigate when they debug. Regarding the latter, if information
foraging can predict where programmers should go to fix open issues, it suggests
opportunities for tool development. For example, issue trackers could recommend places
in source code relevant to each bug, thereby streamlining information seeking tasks.
Accurate recommendations based on models of how programmers seek, relate, and
understand information during debugging could allow programmers to devote more of
their precious attention to diagnosing defects instead of navigating through source code.
Those submitting issues could also receive feedback about whether their description
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provides sufficient detail to both recreate the issue and to identify relevant places in
source code.
To explore these possibilities, the dissertation is structured as follows: Chapter 2 provides
a detailed introduction to information foraging theory. Chapter 3 describes how
information foraging theory relates to prior research into the psychology of programming
and software engineering. In Chapter 4, we introduce our information foraging theory, a
mapping of the original theory to the domain of software debugging. The next several
chapters describe three mathematical models of information foraging, along with three
empirical studies that evaluated these models. The dissertation concludes in Chapter 12,
with a larger discussion of the findings and broader implications. Appendices describe
research methods suited for studying the psychology of software engineering, and include
materials used in the studies.
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2 Introduction to Information Foraging Theory
“Information foraging is the most important concept to emerge from Human-Computer
Interaction research since 1993.” – Jakob Nielsen [Nielsen 2003]

Information foraging theory emerged from the Xerox PARC labs in the mid-90’s, led by
Pirolli and Card [Pirolli and Card 1995, Pirolli 1997, Pirolli 2007]. Information foraging
theory is a way to explain how people seek, gather, and make use of information. It is
based on optimal foraging theory, a theory of how predators and prey behave in the wild.
In the domain of information technology, the predator is the person in need of
information and the prey is the information itself. Just as predators seek prey for the least
possible effort, information seekers want relevant information for the least possible
effort. Thus, information foraging theory holds that people spend most of their time
attending to only a small fraction of the information available to them. (Although
information does not try to escape (as prey do), information “escapes” by being difficult
to find or well disguised. Information can also actually escape if it becomes unavailable
over time.) The predator/prey model, when translated to the information technology
domain, has been shown to mathematically model which web pages human information
foragers select on the web [Pirolli and Fu 2003], and therefore has become extremely
useful as a practical tool for web site design and evaluation [Chi et al. 2003, Nielsen
2003, Spool et al. 2004].
Spool et al. argued that Information scent is perhaps the most important concept in
information foraging theory [Spool et al. 2004]. Just as animals rely on scents to indicate
the chances of finding prey in their area and guide them to other promising patches,
according to information foraging theory, humans rely on various cues in the information
environment to make estimates about where to find relevant information. Humans then
follow cues that, in their estimation, are likely to be relevant to their goal (i.e., have high
information scent), and when humans no longer expect to find additional useful
information (i.e., the information scent fades), humans backtrack or stop.
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Pirolli and Card introduced information foraging in the domain of browsing the web
[Pirolli and Card 1999]. In that domain, information foraging theory describes the most
likely pages (patches) a web-site user (predator) will visit in pursuit of information
(prey), by choosing labeled links (cues) that appear most relevant (scent) to the
information need. The scent of information comes from the relationships between in-thehead words expressing an information need and words labeling the links to web pages.
Just as scent indicates where prey may hide (in optimal foraging theory), proximal cues
associated with links (e.g., link text, URL, surrounding text and graphics) hint at the
location of relevant information (in information foraging theory). Because some locations
(patches) have a greater density of prey than others, people use cues to decide where to
go. In computational models of information foraging theory, information scent is
calculated by analysis of the information need and the words in the text surrounding a
link.
Models of information foraging theory’s notion of information seeking make use of
techniques some cognitive psychologists use in modeling human behavior using
spreading activation. In the ACT spreading activation cognitive architecture [Anderson et
al. 2004], a network of nodes models the content of long-term human memory (LTM),
where each node is a chunk of information, and links represent associations between
information chunks. Chunks that have been experienced together in the past have
stronger associations than chunks that have not commonly co-occurred. At any point in
time, a chunk has a certain level of activation; the more recently experienced, the greater
the activation. A chunk’s activation level at the first point in time of interest is referred to
as its base-level activation. At any point in time, working memory comprises the active
nodes in LTM, together with a representation of the current information need. The
technique of spreading activation began as a way to model human memory [Anderson
1983], although it has also been used in information retrieval [Crestani 1997].
Information foraging theory uses spreading activation in both the former and the latter
way.
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Building upon the spreading activation architecture, Pirolli and Fu’s SNIF-ACT model
[Pirolli and Fu 2003] modeled information foraging theory for web information seekers.
In SNIF-ACT, a set of production rules encode actions (such as Attend-to-Link, ClickLink, Backup-a-page, and Leave-Site) that can be taken relative to a user’s goal. The
SNIF-ACT model uses these rules to predict link selections and when to leave a patch. In
the model, which action is chosen is based on the calculation of information scent for the
links on the web page. Thus, the model will select the link with the greatest scent. The
model will select to leave a “patch” (a cluster of documents on a particular web site),
when the utility of the patch (calculated as a function of the scent of the unexplored links
in the patch) is perceived by the model to be lower than the long-term average utility on
the Web. In other words, if the scent is perceived to be stronger elsewhere, it is time to
leave. This “spreading activation” model of how scent travels and beckons human
attention has been shown to model search behavior, showing that linguistic knowledge
and relative analysis of linguistic relatedness and salience are fundamental to how users
navigate linguistic information.
When the hypothetical user modeled by SNIF-ACT looks at a web page, the page
contents activate nodes in the model’s declarative memory network. This activation
spreads to related nodes, spreading more to nodes that have a strong association. Thus,
the final activation of a chunk is determined by its base-level activation, plus the
activation it receives from chunks associated with it. At any point in time, the
hypothetical user’s working memory comprises active nodes in LTM, together with a
representation of their current information need. The content of working memory then
selects which actions in procedural memory will be performed. Thus, the hypothetical
user will choose to click on links on the web page whose proximal cues correspond to
both the currently most active nodes in LTM, and to their current information need. If
however, the activation due to the web page is less than a certain threshold, the user may
choose to leave that information patch altogether.
The WUFIS algorithm (Web User Flow by Information Scent) [Chi et al. 2001, Chi et al.
2003] is an empirically validated algorithm approximating information foraging theory
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for web users. The advantage of WUFIS over SNIF-ACT is that WUFIS can be readily
applied in new contexts, whereas SNIF-ACT is a fully functioning cognitive model, and
must be customized for each information foraging context being studied. The WUFIS
algorithm encodes link quality as a function of its match to the user’s information needs.
Based on the premise that someone is more likely to select the link on a page that appears
to have the highest probability of eventually leading him or her to the page best matching
their information need, WUFIS models users navigating through the web site from page
to page by clicking on the highest scent links on the page, and, as with SNIF-ACT,
spreads activation over the link topology. In WUFIS, scent is computed as a function of
the term frequency of words in a query and the term frequency of words [Baeza-Yates
and Ribeiro-Neto 1999] in or near a link. WUFIS has been used effectively to estimate
the usability of a site for a particular query, by obtaining the probable number of users
that would reach each page by following cues that best match the query.
The aim of this thesis is to show the extent to which information foraging theory can be
used to explain, describe, and predict how programmers behave in a much more complex
information-oriented task, namely, debugging.
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3 Literature Review
“As soon as we started programming, we found out to our surprise that it wasn’t as easy to
get programs right as we had thought. Debugging had to be discovered. I can remember the
exact instant when I realized that a large part of my life from then on was going to be spent
in finding mistakes in my own programs.” – Maurice Wilkes [Scragg 1996]

An examination of previous research into the psychology of programming, theories of
debugging, and tools to support debugging revealed a number of commonalities tying
those areas of research to information foraging theory. This chapter considers this past
work and discusses these ties.
The literature defines a few terms that we use in this chapter. A mental model describes a
developer’s mental representation of the program to be understood, whereas a cognitive
model describes the cognitive processes and temporary information structures in the
programmer’s head that are used to form the mental model [Storey 2005]. Cognitive
support assists cognitive tasks such as thinking, problem solving or reasoning [Brooks
1983].

3.1 Psychology of programming and debugging
To understand debugging, it is necessary to review both program comprehension and
program design literature, as those two basic skills (program design and comprehension)
underlie programming and debugging [Pennington and Grabowski 1990]. Research has
consistently shown that program comprehension plays an important role in debugging
[Gugerty and Olson 1986] and in program modification and maintenance [Littman et al.
1986].
Computer scientists and psychologists have attempted to understand programmer
behavior since the late 1960s (starting with [Rouanet and Gateau 1967]), and only after
[Weinberg 1971] did researchers study the psychology of programming in earnest. Early
research produced complexity metrics (e.g., [McCabe 1976, Halstead 1977]) that were
criticized as inaccurate models of programmer comprehension [Curtis 1980, Fitzsimmons
and Love 1978]. Furthermore, the findings and conclusions from early empirical research
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often contradicted each other (discussed by [Sheil 1981]), due to the lack of a theoretical
foundation (argued by [Detienne 2002]), and due to differences in methodology (argued
by [Curtis 1986, Moher and Schneider 1982, Mathias et al. 1999]). In later research,
psychologists collaborated with computer scientists to avoid repeating mistakes identified
in earlier research. Major surveys of the literature include [Hoc et al. 1990, Detienne
2002, Sheil 1981, Pennington 1982, Shneiderman 1980, Pane and Myers 1996].
A fundamental assumption of the literature is that programmers write code not just for
machines to execute but also for humans to read. Thus, programmers encode information
ignored by compilers into programs (such as comments, role-expressive identifiers) that
fellow programmers decode to support their comprehension of the code.
With this fundamental assumption in mind, when performing human experiments to gain
insight into behavior, researchers frequently contrasted experts against novices, or tested
violations of the assumption directly. Differences in behavior between experts and
novices helped researchers understand what it takes to succeed in programming tasks.
Likewise, differences in behavior when the fundamental assumption was violated helped
researchers understand the influence of that assumption on human behavior.
Many of the theoretical constructs of information foraging theory (information patches,
proximal cues, information scent and information diet) have support in prior research in
the domain of debugging. Furthermore, research findings suggest that expert
programmers are better than novice programmers because experts are better information
foragers.
The way programmers design programs into modules relates to the notion of information
patches, places in which related items occur together. All programs, regardless of
language or paradigm, can be thought of as a hierarchy of abstractions, but those that are
well-designed (i.e., that follow the principles of high coherence and low coupling) feature
a separation of concerns in which each location is responsible for distinct functionality
(thus related behaviors occur together).
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One reason it may be a good idea to organize programs into information patches is that
the research literature suggests that programmers comprehend programs as chunks
(groupings of conceptually similar items into a single unit). As evidence for this,
researchers have found that expert programmers’ mental models accommodate multiple
levels of abstraction [Jeffries et al. 1981, Adelson and Soloway 1985]. Free recall
exercises have shown that expert programmers are better able to reconstruct meaningful
programs, but perform no better than novices with scrambled stimuli [Shneiderman 1976,
Adelson 1984, Adelson 1981, McKeithen et al. 1981], indicating that meaningful
groupings (patches) of code influence comprehension. For example, Adelson showed
randomly ordered lines of code from three trivial and unique sorting programs to novice
and expert programmers [Adelson 1981]. The lines of code could be organized as
belonging to one of the “syntactic categories” of the programming language, or the lines
of code could also be organized as belonging to one of the three programs shown to the
subjects [Adelson 1981]. In bursts of recall, novices recalled chunks of items belonging
to the same syntactic category, whereas experts grouped clusters of items belonging to
the same program. Thus, if we consider each program as belonging to a different
information patch, experts were better able to reconstruct the original information patches
than novices.
The construct of proximal cues corresponds well to the notions of mnemonic variable
names in programs. Research suggests that programmers rely on cues to comprehend
complex programs. Programmers change their comprehension strategy as the number of
lines of code increases [Mayrhauser 1996], and Shneiderman demonstrated that the more
complex the program, the more the use of mnemonic variable names helps understanding,
measured by the error detection rate in a debugging task [Shneiderman 1980].
The construct of proximal cues also relates to the notion of beacons in programs; research
suggests that experts pay more attention to cues than do novices. Beacons are
recognizable and familiar patterns in a program or in secondary notation (e.g., comments)
that serve as an external memory [Davies 1996], and as indicators of the presence of
structures or operations [Brooks 1983, Wiedenbeck 1985, Wiedenbeck 1986,
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Wiedenbeck 1989]. Gellenbeck and Cook investigated the importance of procedure and
variable names during comprehension of short Pascal procedures, and found that
meaningful names are an example of beacons [Gellenbeck and Cook 1991]. Wiedenbeck
conducted a free recall experiment with expert and novice programmers to study beacons
in program comprehension [Wiedenbeck 1986]. She found that expert programmers
recalled key lines (beacons) better than other parts of the program, but novices did not
recall beacons better than other program parts [Wiedenbeck 1986].
The definition of information scent is perceived “relatedness.” Research has indicated
that when programmers recognize beacons in code, programmers perceive relations, in
that beacons trigger the activation of schemas, which creates an expectation of what else
will be found in the vicinity of the beacon in the program [Detienne 2002].
Information foraging theory’s notion of information scent can be applied to the linguistic
mapping between the problem domain to the program domain. Computer programming is
a nontrivial task, requiring both linguistic and quantitative skills [Wolfe 1977]. Computer
programmers must use knowledge from both the problem domain and the computing
domain to establish a mapping between the two domains [Brooks 1977] (or perceive
relations). As reported by Green and Petre [Green and Petre 1996], the work of Vessey
and others [Sinha and Vessey 1992, Vessey and Galetta 1992] indicates that when
seeking information, there must be a fit between the mental representations and the
external representation. In other words, the cues in an environment should correspond to
the information scent.
Research suggests that programmers who attain higher comprehension were those who
could better perceive relations between the program domain and the problem domain.
Nancy Pennington studied the differences in comprehension strategies between
programmers who attain high and low levels of program comprehension [Pennington
1987]. Forty professional programmers studied and modified a moderate length program
and answered comprehension questions before and after the modification phase. Half of
the subjects were instructed to think aloud while they studied and their protocols were
analyzed. The results indicated that programmers attaining high levels of comprehension
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used a cross-referencing strategy in which they tended to think about both the program
world and the problem domain when studying the program. As discussed later, the
models of information scent that we developed correspond to such a cross-referencing
strategy: a linguistic mapping between source code and descriptions of a problem.
The choices about which information to examine made during the pursuit of information
represent an information diet, and during debugging, researchers have noticed underlying
behaviors that influence such choices. Gould discovered that, unsurprisingly, experienced
programmers were better than novices at finding bugs, particularly those that depend on a
conceptual understanding [Gould 1975]. This suggests that debugging successfully
requires programmers to perceive relations in the source code. Gugerty and Olson
discovered that, as expected, experts debugged more quickly and accurately than novices,
but surprisingly, they distributed their activities in the same way (their information diet
was the same) [Gugerty and Olson 1986]. Both groups examined the program carefully
before making any changes, but novices often introduced more bugs while debugging. To
locate faults, in a protocol analysis, Nanja and Cook found that experts first attempted to
understand the program and then used this knowledge for finding the bugs, while the
novices attempted to identify bug locations from scanning the output, recalling similar
bugs and testing program states [Nanja and Cook 1987]. These findings indicate that
program comprehension influences information diet.

3.2 Theories of debugging
Prior research into corrective software maintenance suggests that programmers form
hypotheses about the reasons and places relevant to defects, and that much of corrective
maintenance revolves around attempts to confirm, refine, or refute those hypotheses
[Brooks 1999, Ko et al. 2005b, Vans and von Mayrhauser 1999]. Interestingly, in a study
of 17 professional programmers’ real-world development activities, Ko et al. found that
35% of these professional programmers’ searches for useful hypotheses about defect
causes did not turn up useful hypotheses [Ko et al. 2005b]. He found similar results in
two studies of novice programmers. In one study, 100% of their initial hypotheses were
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wrong, leading to almost half their time spent refuting those hypotheses [Ko and Myers
2004]. In the other study, 88% of the hypotheses of novice Java programmers were
wrong, again leading to almost half of their time spent refuting those hypotheses [Ko et
al. 2006a]. Finding such refutations required navigation, at a significant time cost.
In recent years, the software engineering community has begun to study program
navigation and tools to support it. For example, Robillard et al. studied navigation
qualitatively with a controlled experiment of 5 graduate student developers [Robillard et
al. 2004], from which they derived a descriptive theory. Their theory focuses on the
importance of being methodical when investigating code; it does not suggest information
foraging principles, but it is consistent with them. However, as they point out, elements
of their experimental design may have encouraged methodical investigation.
In Ko et al.’s investigation of developer behavior during software maintenance, the
participants—student developers working in Eclipse with nine source files—spent 35%
of their time navigating source code [Ko et al. 2005a]. Their surprising result made clear
the importance of trying to understand how programmers go about navigating, and how
to help them save time while doing so. This finding led to the development of a
descriptive model of program understanding [Ko et al. 2006b], which proposes that the
cues (e.g., identifier names, comments, and documentation) in an environment are central
to searching, relating, and navigating code in software maintenance and debugging.
Although they did not investigate information scent per se, they conceptually tie the
observed empirical data to information foraging behavior.
Fundamental differences from our work and prior work on debugging theories are that
our use of theory focuses on the potential cause of methodical investigation (namely,
information foraging) rather than on its presence and effect, our study does not create
new theories but rather investigates the applicability of existing theory, and our theory is
intended to be predictive rather than simply descriptive.
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3.3 Tools for program navigation and search
DeLine et al. conducted empirical work into problems arising in software developers’
navigations through unfamiliar code [DeLine et al. 2005b]. Their work turned up two
major problems: developers needed to scan a lot of the source code to find the important
pieces (echoing the finding of [Ko et al. 2005a]), and they tended to get lost while
exploring. These results inspired the idea to combine collaborative filtering and
computational “wear” [Hill et al. 1992] from users’ interaction histories into a concept
they call “wear-based filtering”. They developed this idea in their Team Tracks system
[DeLine et al. 2005a] with the goal of easing program comprehension and reducing the
cost of navigation by showing the source code navigations of fellow development team
members. Team Tracks shows items related to the selected one (most frequently visited
before/after), and favorite files (collectively navigated to most often). Results from both a
laboratory and a field study showed that sharing navigation data helped ease program
comprehension and navigation.
The Hipikat system [Cubranic et al. 2005] also provides search for code-related artifacts.
It is based on the notion of relationships among artifacts, which are derived through
“project memory,” which remembers paths traversed by earlier members of a team, and
textual similarity. The textual similarity part is a hand-crafted textual similarity matcher
that assigns weights to words based on global prevalence of the word in the repository
and local prevalence of the word to the document. Evaluations showed that Hipikat was
able to provide a useful pointer to relevant files, and further that newcomers can use the
information presented by Hipikat to achieve results comparable in quality and correctness
to those of more experienced members of the team.
A number of other software engineering tools are based on concepts of “togetherness” as
defined by developer navigation/editing actions. Some of these approaches harvest
simultaneous change information from source version control systems, such as CVS, to
obtain this type of information (e.g., [Shirabad et al. 2003, Ying et al. 2004, Zimmermann
et al. 2004]), and others harvest togetherness directly from developer behavior logs (e.g.,
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[DeLine et al. 2005a, Kersten and Murphy 2005, Schneider et al. 2004, Schummer 2001,
Singer et al. 2005]).
One tool typically provided to help programmers navigate is a source code search facility.
Much work has gone into improvements in search algorithms [Grossman and Frieder
2004], and when integrated into source code, search tools such as openGrok [Chandan
2005] have met with broad acclaim. The effectiveness of a programmer’s use of search
tools is affected not only by the search algorithm: their own choice of query also affects
the utility of the results returned by the search. For example, Ko et al. reported that,
despite the frequent use of search as the initial approach to a debugging task, only 50% of
the searches returned task-relevant code [Ko et al. 2005a]. This lack of success was tied
to the search terms chosen by the programmers, which typically were the task-relevant
name of a program element derived from observation of surface features of the program’s
output. Thus, despite their prevalence, tools that search solely from programmers’ queries
have not shown high success rates in finding relevant code.
Ko developed the WhyLine [Ko and Myers 2004] to allow programmers to map
questions about a program’s output to runtime aspects. WhyLine answers “why did”
questions primarily with call graphs and associated values, and “why didn’t” questions
with what the call graphs and associated values would need to have been. These answers
obviate the need for programmers to form hypotheses that would then have to be refuted
or confirmed, primarily through experimentation and navigation. Although the WhyLine
has been shown to reduce debugging time, it is not suitable for all types of bugs and
software.
These tools and analyses have not been grounded in theory, but their empirical success
shows that they are useful. Our premise is that the information foraging model may
explain why they are useful, and may usefully guide the development of future program
maintenance and debugging tools.
Applying information foraging theory to these tools offer examples of the potential of a
foundational theory for navigation tools. The information foraging concept of “patches”
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could explain why programmers collectively tend to visit files in clusters, a fact that
Team Tracks relies upon to recommend source code. Information foraging further
suggests that modeling scent, as per Hipikat’s textual similarity, could improve the tool
further. Indeed, our PFIS information foraging model predicted results highly consistent
with Hipikat’s [Cubranic et al. 2005]. One explanation of the WhyLine’s success is that
the call-graph-based tie from effect to root cause is a highly accurate way of computing
one form of information foraging theory’s scent, and further that its interactive
mechanisms provide an information foraging topology (collection of links) that allows
speedy pursuit of those scents. Tying the WhyLine’s success to information foraging
theory reveals ways alternative computations of scent could potentially help with other
types of bugs (such as omitted code) and software (such as real-time software) that the
WhyLine is not able to handle effectively.
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4 Information foraging in debugging
Because the application of information foraging theory to debugging is novel, it was
necessary to map the constructs of information foraging theory to debugging (discussed
next), and to adapt existing models of the theory to debugging (discussed in subsequent
chapters).

4.1 Theoretical objectives
According to [Sjøberg et al. 2008], building a theory for software engineering consists of:
providing an initial justification of the theory, defining the constructs of the theory,
determining the scope of the theory, defining the propositions of the theory, and
examining the validity of the theory through empirical research. Chapter 1 provided an
initial justification of the theory. The next subsections define the constructs, scope, and
propositions of the theory. The remainder of the dissertation is devoted to examining the
validity of the theory through empirical research.
According to [Sjøberg et al. 2008], desirable attributes of theories include parsimony,
testability (falsifiability), empirical support, explanatory power, generality, and utility.
Theoretical parsimony refers to the degree to which theories consist of a minimum of
concepts and propositions [Sjøberg et al. 2008]. If a theory makes predictions, these
predictions (propositions) can be tested empirically, and thus the theory is testable
(falsifiable) [Yin 2003; Sjøberg et al. 2008]. Likewise, any desirable theory should be
have empirical support from studies that confirm its validity. Explanatory power refers to
the degree to which a theory accounts for and predicts all known observations within its
scope, is simple in that it has few ad hoc assumptions, and relates to that which is already
well understood. Generality refers to the breadth of the scope of a theory and the degree
to which the theory is independent of specific settings. Utility is the degree to which a
theory supports the relevant areas of the software industry. The remainder of this chapter
establishes the parsimony, testability, and generality of the theory, and the remainder of
the thesis will address the remaining attributes.
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4.2 Theoretical constructs
A central aspect of developing a theory is choosing the right constructs. Too few
constructs may improve parsimony, but at the expense of explanatory power or scope.
Further, the potential utility of the theory to future tool builders requires a manageably
small set of intuitive constructs that together produce reasonably accurate results.
An information foraging theory for software debugging requires new definitions of the
foraging concepts that make sense in the context of debugging. The following list defines
these concepts:
•

Prey: What the programmer seeks to know: in general, the changes that need to be
made to fix a bug.

•

Predator: The programmer.

•

Information patch: A locality in source code, related documents or displays in
which the prey might hide.

•

Proximal cue: A word, object, or behaviors in the programming environment that
suggest scent relative to the prey. Cues are signposts. Unlike scent, cues exist only
in the environment.

•

Information scent: Perceived “relatedness” of a cue. More specifically, the
perceived likelihood of this cue leading to prey, either directly or indirectly.
Includes the property that it can be compared to the scent of other cues. Unlike
cues, scent exists only in the programmer’s head. This definition is equivalent to
Pirolli’s definition of information scent as “the subjective sense of value and cost
of accessing [information] based on perceptual cues” [Chi et al. 2001].

•

Information diet: The programmer’s choices as to which cues to follow, so as to
navigate efficiently to get to the prey.

•

Topology: The collection of paths (i.e., graph) through the source code and related
documents or displays through which the programmer can navigate efficiently.
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Some of the above conceptual definitions are sufficiently concrete to serve as operational
definitions for theoretical modeling purposes. For example, an algorithm attempting to
model programmer navigation behavior can reason explicitly about prey exactly as
defined above. The concepts of predator and diet likewise map trivially to operational
definitions. However, the notions of patches, topology, cues, and scent do not map as
easily to operational definitions. The models we build will experiment with a number of
operational definitions of these concepts.

4.3 Theoretical scope
For what types of software maintenance tasks do we expect information foraging to be
applicable?
Although there have been a number of proposals about how to classify software
maintenance, one widely accepted view is that software maintenance activity can be
categorized according to four types. Swanson’s seminal paper [Swanson 1976] defined
three of these types: corrective (removal of defects), which has been estimated to be
about 20% of maintenance activity; adaptive maintenance (responding to changes in the
context such as the software platform changes, tax law changes, or changes in
technological opportunities), estimated at 25%; and perfective maintenance (responding
to some need of the user, such as efficiency improvements or new features), which has
been reported at 50% or higher of maintenance activity [Leintz and Swanson 1980;
Kemerer and Slaughter 1999]. IEEE standards now include a fourth type [IEEE 1993]:
preventative maintenance (maintenance performed for the purpose of preventing
problems before they occur), estimated at about 5%. Note that these estimates were in the
setting of professional software development using traditional software development
processes in the 1980s and 1990s. Markedly different software development contexts that
have emerged since then, such as open source software development and development
using agile processes, may have different maintenance profiles.
In this dissertation, we limit the research scope (and therefore the claimed scope of the
theory) to corrective maintenance. Although we consider perfective maintenance to some
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extent, our findings suggest that differences between corrective and perfective
maintenance activities may leave the latter as future work, along with the consideration of
information foraging theory to adaptive and preventative maintenance activities.

4.4 Theoretical propositions
One desirable attribute of a theory is testability or falsifiability [Yin 2003; Sjøberg et al.
2008]. If a theory makes predictions, these predictions can be tested empirically. These
predictions are known as propositions. The propositions below follow naturally from our
proposed information foraging theory for software maintenance:
Proposition 1: Prey, cues, scent, diet, and topology can be used together to predict where
programmers navigate when performing software maintenance tasks.
Proposition 2: Prey, cues, and scent can be used together to predict where programmers
should navigate when performing software maintenance tasks.
Proposition 3: The more that software maintenance tools take information foraging
theory into account, the more effective they can be at supporting programmers’
navigation during software maintenance.
Testable hypotheses can be derived from these propositions for our investigations of
debugging and navigation behavior. But, to use these propositions as the basis of
empirical evaluations, we also require an executable model. During the course of this
research, we developed three such models: interword correlation, PFIS, and PFIS 2,
which we present and evaluate in forthcoming chapters.
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5. Model 1: Information Scent (Interword correlation)
“All models are wrong, but some are useful.” – George Box [Anderson 2008]

To explore the extent to which information foraging theory can provide a foundation for
understanding and predicting programmer behavior, over the course of the research, we
developed three models, the first of which is described here. To build this first model, we
developed an operational definition of the theoretical construct of information scent.
Recall that, conceptually, information scent is the (imperfect) perception of the value
(relatedness) of information. Informed by Pirolli’s research [Pirolli 1997], the operational
definition of information scent we developed was based on word similarity between the
description of the prey (e.g., issue text) and the source code, measured for example by
cosine similarity in a vector space. Note that this operational definition is the model’s
approximation of scent; the “true” measure of scent is only in the programmer’s head.
To implement this operational definition, we used the Apache Lucene search engine to
compute word similarity. First, we developed a special tokenizer for words in source
code, so that camel case identifiers (e.g., “NewsItem.getSafeXMLFeedURL()”) would be
split into their constituent words (“news item get safe xml feed url”), and also employed a
standard stemming algorithm on the constituent words.
Second, terms in files of source code were weighted according to the commonly-used
term-frequency inverse document frequency (TF-IDF) formula [Baeza-Yates and
Ribeiro-Neto 1999].
wi , j = f i , j ! idf i

where fi , j =

freqi , j
max !v freqv , j

and

idf i = log

N
ni

Here, fi,j is the frequency of word i in document j (normalized with respect to the most
frequently occurring word v in a document), idfi is the inverse document frequency, and
wi,j is the weight of word i in document dj.
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Finally, the interword correlation between source files and each bug report was computed
via cosine similarity, a measure commonly used in information retrieval systems, shown
below [Baeza-Yates and Ribeiro-Neto 1999].
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where wi,q is the weight of word i in the query (bug report).
We then evaluated this model empirically in two studies, described in the next two
chapters.
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6 Study 1: IBM think-aloud study and Model 1
“It doesn’t matter how beautiful your guess is. It does not make any difference how smart you are,
who made the guess or what his name is – if it disagrees with experiment, it is wrong.” – Richard
Feynman [Feynman 1994]

The first study investigated whether the constructs of information foraging theory apply
to debugging, and whether Model 1, described in Chapter 5, could predict where
programmers went.

6.1 Participants
We recruited 12 professional programmers from IBM. We required that each had at least
two years experience programming Java, used Java for the majority of their software
development, were familiar with Eclipse and bug tracking tools, and felt comfortable
with searching, browsing, and finding bugs in code for a 3-hour period of time.

6.2 Materials
We searched for a real-world program that met several criteria: we needed access to the
source code, it needed to be written in Java, and it needed to be editable and executable
through Eclipse, a standard Java IDE. We selected RSSOwl, an open source news reader
that is one of the most actively maintained and downloaded projects hosted at
Sourceforge.net. The popularity of newsreaders and the similarity of its UI to email
clients meant that our participants would understand the functionality and interface after a
brief introduction, ensuring that our participants could begin using and testing the
program immediately.
RSSOwl (Figure 6-1) consists of three main panels: to the left, users may select news
feeds from their favorites, to the upper right, users can review headlines. On selecting a
headline, the story appears in the lower right panel of the application window.
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Figure 6-1. RSSOwl, an RSS/RDF/Atom news reader.
Having decided upon the program, we also needed bug reports for our participants to
work on. Since we were interested in source code navigation and not the actual bug fixes,
we wanted to ensure that the issue could not be solved too quickly. We also decided that
one issue should be about fixing erroneous code and the other about providing a missing
feature. From these requirements, we selected two issues: 1458101: “HTML entities in
titles of atom items not decoded” and 1398345: “Remove Feed Items Based on Age.” We
will refer to the first as issue B (“Bug”) and the second as issue MF (“Missing Feature”).
Each participant worked on both issues, and we counterbalanced the ordering of issues
among subjects to control for learning effects. The former involves finding and fixing a
bug, and the latter involves inserting missing functionality, requiring the search for a
“hook.”
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The issues assigned to developers were open issues in RSSOwl. We considered looking
at closed issues whose solution we could examine, but this would have meant locating an
older version of RSSOwl for participants to work on, and would also have required us to
ensure that participants would not find the solution accidentally by browsing the web.
Therefore, we decided that our participants would work on open issues, cognizant of the
risk that RSSOwl’s own developers could close the issues during the study, updating the
web-available solution with the correct code in the process. (Fortunately, this did not
happen.)

6.3 Procedure
Upon their arrival, after participants filled out initial paper work, we briefly described
what RSSOwl is, and explained to our participants that we wanted them to try to find and
possibly fix issues that we assigned to them. We then set up the instant messenger so that
participants could contact us remotely. Then we excused ourselves from the room. We
observed each participant remotely for three hours.
We recorded electronic transcripts and video of each session using Morae screen and
event log capture software. Participants had been instructed to think aloud, and were
reminded to do so if they fell silent for an extended period. We archived the changes they
made, if any. The electronic transcripts, videos, and source code served as the data
sources we used in our analysis.

6.4 Analysis methodology
We coded the verbal and video data using the following methodology.
For hypotheses, we devised a simple code set to mark when participants formed
hypotheses, modified hypotheses, confirmed hypotheses, or abandoned hypotheses.
These codes are defined in the first four rows of Table 6-1.
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Table 6-1. Main codes identifying hypotheses and scent in participants’ verbalizations.
Code

Definition

Example

Suggesting what part of the
hypothesiscode, or application behavior, “So it’s kind of the apostrophes are not making it in.”
start
is implicated in the bug.
hypothesis- Changing or refining their
modify
original hypothesis.

“That could be one thing I could do. Let’s try that and see if it
works.”
“Okay so this is probably getting the top part of the news
items.”

hypothesis- Deciding their hypothesis
confirm
was correct.

“So that’s definitely the right spot.”

hypothesis- Deciding their hypothesis
abandon
was not correct.

“And actually now we don't need to figure out that its valid.”

scent-toseek

Stating a need for certain
kind of information.

“So I need to find something about feeds.”

scentgained

Finding scent they were
seeking.

“Ahh here’s the news items.”

Losing the scent.

“This is all just date stuff.”

scent-lost

For scent, we devised codes to mark participants’ statements about what scent to look for,
when they gained scent, and when they lost scent. Only three codes were needed here,
instead of four, because we did not try to discriminate scents that were and were not
modified variants of previous scents sought. These codes are defined in the last three
rows of Table 6-1.
Initial codes were developed by four researchers, jointly coding two of the protocols.
They refined the initial code sets and developed norms about how to apply them. Two
researchers independently coded each of the remaining protocols. The total agreement
value was 97%, which indicates extremely high coding reliability. Reliability was even
higher (99%) when we excluded from the calculations the code “no code”, i.e.,
verbalizations deemed by the coders to be neither about hypotheses nor scent.
We also developed a set of “trigger” codes to identify software artifacts or assets
triggering participants’ decisions to pursue a hypothesis (hypothesis-start) or a scent
(scent-to-seek). The trigger codes are listed in Table 6-2.
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Table 6-2. Trigger codes: What participants were looking at when they expressed
hypothesis-start or scent-to-seek needs.
issue-text

Looking at the bug report or feature request.

debuggermenus

Looking at debugger menus. (Debugger menus enumerate data field names, etc.)

input-file

Looking at the input file.

Runtime

Looking at runtime behavior.

source-code Looking at source code.
UI-staticinspection

Looking at the UI “statically” to identify pieces of functionality, the structure of the UI,
etc., (as opposed to runtime behavior).

Web

Browsing or searching web pages.

Other

Looking at anything else.

Since the trigger codes did not require interpretation of the videos, we used a simpler
coding process than on the main code set. We devised the codes by simply enumerating
the artifacts/assets we expected (the plaintext entries in the first column of the table).
Coding of the first two videos did identify two more categories (italicized in the table).
We also allowed “other” in case a coder ran across any more, but there were very few
uses of that code. We then tested the scheme’s stability by having two researchers code
two participants for each of the bugs, i.e., 20% of the data set. At this point we reached an
agreement of 93%, indicating that the codes were robust. At that point, one of the
researchers applied the verified codes to the rest of the videos.

6.5 Prerequisite Results: Information patches
To see whether the theoretical construct of patches is consistent with debugging, we
operationalized our definition of a patch as a group of (Java) classes. For Information
foraging theory to be applicable, participants should spend most of their time visiting
only a small fraction of the patches available to them.
Participants’ individual visits were indeed consistent with the notion of patches.
Participants concentrated their attention on a tiny fraction of the classes available in
RSSOwl. Out of 193 classes in RSSOwl, participants examined an average of only 5%
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and 9% of the classes for issues B and MF, respectively, with a standard deviation of 3%
and 6%, respectively.
Table 6-3. Degree of consensus in exactly where the source code “patches” were. Counts
are of the same classes visited by N participants.
≥N participants
Classes viewed
viewed the same
for Issue B
classes:

Classes viewed
for Issue MF

≥6 participants

2 classes (1%)
(NewsItem,
StringShop)

5 classes (3%)
(GUI,
RSSOwlLoader,
NewsItem,
Channel,
ArchiveManager)

≥5 participants

7 classes (4%)

9 classes (5%)

≥4 participants

11 classes (6%)

17 classes (9%)

≥3 participants

15 classes (8%)

23 classes (12%)

≥2 participants

24 classes (12%) 42 classes (22%)

Consensus results were also consistent with the notion of patches. We counted how many
participants visited the same classes as a measure of consensus (Table 6-3). Depending
on where the threshold is set as to how many participants must agree for consensus, the
agreed-upon patches consisted of 2 to 42 of the classes (1% to 22% of the total). For
example, for issue MF, the same two classes were visited by 8 of the participants. For
issue B and MF, 144 and 100 classes, respectively, were never touched by any
participant. Given these individual and consensus results, it is clear that the notion of
patches at the granularity of classes was consistent with maintenance behavior.
Note that the agreed-upon patch size was smaller for issue B than for issue MF (MannWhitney, U=1344.5, p < 0.001). It is possible that this is because our feature request
could be implemented in a greater variety of ways and in a greater variety of locations,
which was indeed the case for participants’ handling of the issues in this study.
We also did a cluster analysis to see if the source code words would cluster related
classes together, and thus possibly be an indicator of the scent of the patch. The result
was that the wording of classes resulted in classes clustering into groups based on
functionality. The dendogram in Figure 6-2 points out several examples.
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Information patches therefore appear to be consistent with both the way words were used
in the source code and the observed navigation behavior of our participants.

Figure 6-2. Dendogram of patches grouped by words. For example, “A” is the set of
dialog box classes, “B” the sorting classes, “C” the parsing classes, “D” the popups, and
“E” the internationalization.

6.6 Prerequisite Results: Hypothesis vs. scent processing
Did the information foraging construct of scent manifest itself in our think-aloud data?
Table 6-4. Total number of statement instances by type.
Hypothesis start
Hypothesis modify
Hypothesis confirmed
Hypothesis abandon
Scent to seek
Scent gained
Scent lost

Bug
19
75
12
10
235
220
71

Feature
13
116
0
7
242
204
63

Total
32
191
12
17
477
424
134
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That is, did participants actually seek scent, or were they instead generating and testing
hypotheses about program behavior?
We compared the distribution of hypothesis and scent verbalizations. As Table 6-4
shows, verbalizations about scent occurred about four times as often as verbalizations
about hypotheses: about 1,000 verbalizations of scent, compared to about 250
verbalizations of hypotheses. This was true not only in aggregate—it was true of every
participant for both issues. Participants talked more in terms of information scent than in
terms of hypotheses.

6.7 Prerequisite Results: Scent “triggers”
Is it reasonable to assume that our models can focus only on the source code? That is, do
programmers seek scent primarily in source code, or somewhere else? What were
participants looking at when they decided to pursue a new scent? Were these sources
different from the ones they were looking at when they decided to pursue a new
hypothesis?

Figure 6-3. Scent to seek. Light bars represent scent triggers for the bug, dark bars
represent scent triggers for the feature.
As we have mentioned, we coded what participants were looking at that triggered a scentto-seek verbalization (recall Table 6-2). The result: for both the bug and the feature,
source code was by far the largest scent trigger. Participants’ pursuits of scent were
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triggered in the source code more than half of the time, more than all other triggers
combined, as shown in Figure 6-3.
Other noticeable triggers included web resources, the runtime behavior of RSSOwl, and
the issue itself (bug report or feature request). The distribution of the scent-seeking
triggers was reasonably consistent between the bug and the feature (light and dark bars in
Figure 6-3).

6.8 Model 1 as predictor of where programmers went
Since many participants agreed that only a few classes (patches) were worth visiting, this
leads to the next question: did information scent, computed from words in the bug
reports, lead to the patches participants visited the most?
We began with the words in the bug reports. We filtered out Java reserved words, English
stopwords (and all words except nouns and verbs), based on the findings of Ko et al.’s
linguistic analysis of over 200,000 bug report titles [Ko et al. 2006a], which revealed that
54% of nouns were proper nouns referring to code, project or file entities, and verbs often
had an identification role, such as identifying computational operations (e.g., “open”).
Adverbs, adjectives, and prepositions did not directly identify entities. After filtering, we
then computed how well the interword correlation between words in each bug report and
each patch predicted where participants would navigate.
We used three measures of participants’ navigation choices. In our first comparison, the
dependent variable was the total number of visits made to each of the 193 classes. In our
second comparison, the dependent variable was participant consensus, the extent to
which scent predicted the most popular source files in terms of the number of participants
who visited them. In the third comparison, the dependent variable was the total time
spent in each class across all participants, which measures how participants allocated
their scarce attention among classes.

33

We used linear regression to test how well interword correlation predicted participants’
visits to patches. The interword correlation between words in the bug report and words in
each class was a significant predictor of participants’ total number of visits to those
classes (p < .001). It was also a significant predictor of the consensus among participants
(i.e., the number of participants who visited each class) as to which classes were relevant
(p < .001). See Table 6-5. We also tested weighting class names higher than other words,
given that most information retrieval systems assign higher weights to documents that
had query key words in their titles, but we found that doing so did not affect the
predictive power of the model.
Table 6-5. Interword correlation as predictor of visits, consensus and time allocation
using linear regression.
Explanatory → Response

Issue B

Issue MF

Interword correlation → Visits

R=0.536, R2 = 0.287,
F(1,191) = 78.17,
p < 0.001

R=0.558, R2 = 0.311,
F(1,191) = 87.45,
p < 0.001

Interword correlation → Consensus

R=0.517, R2 = 0.267,
F(1,191) = 70.9,
p < 0.001

R=0.556, R2 = 0.309,
F(1,191) = 87.03,
p < 0.001

Interword correlation → Time span

R=0.520, R2 = 0.27,
F(1,191) = 72.53,
p < 0.001

R=0.557, R2 = 0.310,
F(1,191) = 87.21,
p < 0.001

If participants spent significant amounts of time in a file, we will take that to mean that
this was indeed a place they deemed worthy of their attention. As shown in the last row
of Table 6-5, the interword correlation among bug reports and source files explained 27%
to 31% of how the participants allocated their time among classes. Figure 6-4
demonstrates the extent to which they focused on just a few classes.
These results suggest that information scent is a significant factor in modeling where
participants went in the source code. In the next chapter, we consider information scent in
regard to where programmers should go in the source code.
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Figure 6-4. Total time spent in all 49 classes visited by anyone for Issue B. (Many are
too low to register.) The steep drop-off in time spent shows the intense focus on just a
few highly ranked classes.
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7 Study 2: Sourceforge.net field study and Model 1
“If you torture the data long enough, nature will always confess.” – Ronald Coase [Coase 1982]

The second study investigated whether Model 1, described in Chapter 5, could predict
where programmers should go to make changes to fix bugs. Rather than recruit a new set
of participants for this study, we instead performed a field study of artifacts collected
from an open source project.

7.1 Materials
To determine if information scent could predict which files programmers should fix, we
needed know which files programmers had fixed. To do this, we gathered data from
popular, actively developed open source projects written in Java hosted at
Sourceforge.net. We selected projects whose issue trackers distinguished between bug
reports and feature requests; the distinction was essential to our analysis. We then
selected issues (bugs and features) that had been closed (and thus, resolved). For each of
these closed issues, we examined the files that had been modified to resolve those issues.
This was our way of determining which files were the “right” files to change, as it was
those changes that had resulted in the issues being marked as closed.
We narrowed our focus to a single project, jEdit, because that project provided revision
data in a format suited to our analysis. The jEdit project consisted of over 3,000 classes
among core components and plug-ins. Its issue tracker held thousands of issues, and the
project has undergone thousands of revisions. We collected Subversion log data for jEdit
and extracted the issue number from any log message referencing an issue by its number.
From this, we were able to cross reference issues with the files that had been changed to
fix the issue. This left us with 253 issues to investigate, including 228 bugs and 25 feature
requests. On average, each issue prompted 2.76 files to change.
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7.2 Procedure
We wanted to determine how well the information scent between each issue (bug report
or feature request) and the files in jEdit could predict which files developers changed to
fix each issue. We used Apache Lucene, as described in Chapter 5, to search among files
of jEdit. Because Ko et al.’s work showed that bug report titles alone revealed useful
information about the nature of the fault in a small number of words [Ko et al. 2006a], we
used the issue title alone for one set of analyses, and the issue title plus issue summary for
the other set of analyses, as a query for each issue (Lucene filtered out stopwords in code
and queries). For each query, we collected the top 100 results from Lucene and treated
search results outside the top 100 as having a similarity score of zero, for tractability
reasons.

7.3 Model 1 as predictor of where programmers should go
To evaluate scent’s ability to pick the files to fix, we treated fixed files as relevant, and
unfixed files as irrelevant. This is because the only data available to us were files that
were modified in conjunction with a bug report, so we were not able to take into account
files programmers read but did not change, which could have provided information key to
the maintenance task. This definition of relevance is sound, suitable for automation and
objective, but note that it is inherently too strict to provide true completeness (i.e., it does
not include the truly relevant files people look at but do not change).
Our analysis uses the information retrieval concepts of precision and recall. Precision
tells us what percent of the files picked out as having high scent were the fixed files. It is,
in a sense, a measure of soundness—how often is a file that model 1 (information scent)
selected as needing fixing really in need of fixing? Recall, on the other hand, tells us what
fraction of the fixed files model 1 selected as having high scent. It is a measure of
completeness—did model 1 find all the files that needed to be fixed?
Mathematically, these are defined as follows. Let F denote the set of files fixed for an
issue. Let S denote the search results, i.e., the files retrieved by using the issue title (or
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issue title and summary) as a query. The intersection of S and F represents the fixed files
that appeared in the search results. Therefore:
precision =

S"F
S

recall =

S!F
F

These calculations depend on knowing how large F and S are. As we have mentioned,
!

the size of F averaged 2.76. S potentially could include all the files in jEdit (over 3000),
ranked according to cosine similarity. We included in S only files with cosine similarity
scores above zero.
When dealing with highly skewed distributions of data such as this one, precision-recall
curves give a more informative picture of an algorithm’s performance than ROC curves
[Davis and Goadrich 2006]. However, although ROC curves can present an optimistic
view of an algorithm’s performance given skewed distributions of data, they are
recommended when evaluating algorithms that attempt to make classifications (such as
Model 1).
Therefore, in evaluating Model 1 as a predictor of where programmers should go, we
examined precision and recall together (Figure 7-1), precision and recall separately with
respect to the average rank of the prediction (Figures 7-2 and 7-3), and also examined
ROC curves (Figure 7-4). All figures were drawn from the same data set, but represent
different views of the data.
Figure 7-1 shows the level of precision at each level of recall, consistent with modern
information retrieval systems. Ideally, an information retrieval system would return only
the relevant results and nothing else, and precision would be 1 at all levels of recall, but
most information retrieval systems today report an average precision of between 0.2 and
0.3 at recall levels of about 0.2 on standard document collections [Grossman and Frieder
2004]. Figure 7-1’s precision and recall curve is consistent with this level of
performance.
In a code search tool, programmers would be likely to focus first on a tool’s first page of
“likely files” (i.e., the top few results). Considering precision from this perspective, as
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Figure 7-2 shows near the right, by the fourth result in the result set, 20% to 40% of the
returned files were indeed files that had required fixes. More concretely, of scent’s top
four choices of files to fix, one to two of them would be files that did need fixing.
Regarding recall, how many of the files that needed to be fixed was the model able to
predict? Figure 7-3 shows that more than 50% of the fixed files were retrieved with a
cosine similarity of 0.4 or higher: on average, in only 9 search results when the issue title
and summary were used together as the query.

Figure 7-1. Precision and recall.
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Figure 7-2. Average precision (y-axis) at each cosine similarity score (x-axis) for each
type of issue, using the issue title or the issue title and summary as the search query. The
numbers below the cosine similarity scores indicate how far down the results list (on
average) that score fell.
Precision and recall answer some questions, but they do not answer whether scent was
able to distinguish between fixed files and unfixed files and thus narrow down the search
from the entire project to a useful subset. The receiver operating characteristic (ROC)
curve, shown in Figure 7-4, helps answer this question [Herlocker et al. 2004]. ROC
curves plot the true positive rate (the percentage of the fixed files scent rated highly)
against the false positive rate (the percentage of unfixed files scent rated highly). Ideally,
a classifier would always rank fixed files higher than unfixed files; hence the upsidedown L-shaped ROC curve for the ideal. A random classifier would have a diagonal
ROC curve.
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The ROC curve, shown in Figure 7-4, reveals tradeoffs between the percentage of fixed
files found versus the percentage of unfixed files returned in a search. The shape of the
ROC curves was a consequence of the high recall rate of the first 100 files (out of more
than 3000 files) we collected from Lucene. Thus, for bugs and feature requests,
examining just 2-3% of the files in jEdit yielded 80-90% of the files that were fixed.
Given that feature requests appear closer to the ideal than bug reports on the ROC curve,
we were interested in whether the scent of feature requests better predicts which files
were fixed than bug reports. To perform this evaluation, we considered the area under an
ROC curve (AUC), which represents the probability that the scent will be higher for a

Figure 7-3. Average recall (y-axis) by cosine similarity score (x-axis) for each type of
issue, using the issue title or title and summary as the query.
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fixed file than for an unmodified file (shown in Table 7-1). We used a nonparametric test
to compare the AUC between bug reports and feature requests. Regardless of whether we
consider the issue title (Mann Whitney, W = 3099, p = 0.47) or the full content of the
issue (Mann Whitney, W = 2925, p = 0.83), we found no significant difference between
the ability of bug reports versus feature requests to predict what files were fixed.
However, given that we had only 25 feature results in our sample (compared to 228
bugs), we do not take this result too seriously. This research question remains open.
In the interests of determining how much of the issue is necessary to make predictions,
we tested whether the AUC for issue titles differed from the AUC for issue titles and
summaries. For the bug reports, issue titles and summaries were indeed significantly
better than titles alone (Mann Whitney, W = 23215, p < 0.05). For the feature requests,
there was no significant difference in the AUC for issue titles alone versus issue titles and
summaries (Mann Whitney, W = 301, p = 0.83). Ko et al.’s linguistic analysis of bug
titles [Ko et al. 2006a] revealed useful information in just that small number of words.

Figure 7-4. A Receiver operating characteristic curve for each type of issue using titles,
or titles and the summary as the query into the source code.
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Table 7-1. The area under the ROC curve for bug reports and feature
requests for each type of query.
Average AUC

Bug

Feature request

Title

88%

95%

Title+summary

91%

95%

Our study confirms the utility of titles alone, although searching with titles was not
necessarily as effective as searching with titles and summaries for the bug reports.
In this chapter, we reported on a field study of more than 200 software issues on over
3000 classes in an open source project. Our purpose was to learn whether information
foraging theory, and in particular, the information scent of bug reports and feature
requests, could predict which files programmers should fix to address the bug or add the
new feature. When using the title and summary for bugs, information scent was able to
pick one file to fix within the first four search results, and to find half of the files to fix
within the first nine search results. When using the title and summary for features, scent
was able to pick one file to fix within the first four search results, and to find over half of
the files to fix within the first nine search results.
These findings illustrate the utility of information foraging theory as a potential basis of a
fault localization tool. The results show that applying information foraging theory to tools
can enable automatically narrowing down the files to fix without human intervention,
even when the root cause is missing code. These results encouraged us to continue our
investigation. Therefore, we set out to develop a new (and improved) model of
information foraging, described in the next chapter.
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8 Model 2: Programmer Flow by Information Scent (PFIS)
“I wrote it so that several years later, someone would say WUFIS out loud in a presentation.” – Ed
Chi, on my referencing of his work.

To explore the extent to which information foraging theory can provide a foundation for
understanding and predicting programmer behavior, we built a more sophisticated model
that accounts for more of the theoretical constructs. As before, and following the methods
of previous researchers in information foraging for the web [Chi et al. 2001], the set of
operational definitions, which we used in our first version of the model, used a primarily
syntactic, textual, operational definition of scent. The set of operational definitions we
used was:
•

Topology: A directed graph through the source code and its related documents or
displays to which it is possible to navigate by following a series of links. Its
vertices are elements of the source code (e.g., classes, methods) and environment
(e.g., class labels enumerated in a class hierarchy browser), and its edges are
links.

•

Link: A connection between two nodes in the topology that allows the
programmer to traverse the connection at a cost of just one click. (Environment
and context-dependent.)

•

Proximal cue: Words appearing near the head of a link.

•

Information scent: Word similarity between the issue text (description of the prey)
and the proximal cues, measured for example by cosine similarity in a vector
space. (Note that this operational definition is the model’s approximation of scent;
the “true” measure of scent is only in the programmer’s head.)

Using operational definitions of the constructs such as those above, the basic idea behind
PFIS is to start by gathering topological information, then to calculate scent (relative to
the prey) of each procedure/method’s cue, and finally to propagate the scent along links
with proximal cues containing scent relative to the prey. Figures 8-2, 8-3, 8-4 depict the
process as applied to the operational definitions of scent above.
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Topology has been defined to be context-dependent, being entirely present in the
environment’s artifacts and being static. Regarding context dependence, topology by its
definition must take into account the collection of tools available to the programmer in
the particular programming environment at hand, such as interactive class inheritance
diagrams, interactive call graphs, and so on. Interactive tools of this nature support the
“one-click” definition of links we have employed. Non-interactive displays may strongly
point the programmer in particular directions, but such effects are accounted for by the
constructs of cues and scent, and do not need to be considered to be part of topology.

8.1 WUFIS vs. PFIS
PFIS is based upon the web user flow by information scent (WUFIS) algorithm [Chi et al.
2001], which combines information retrieval techniques with spreading activation. As
WUFIS does for web path following, PFIS calculates the probability that a programmer
will follow a particular “link” from one class or method in the source code to another,
given a specific information need.
According to information foraging theory, the path an information forager will take is
determined by the scent of proximal cues of a particular link in relation to their
information need. In WUFIS, hyperlinks serve as the way information foragers navigate
between pages, and thus the words in or near hyperlinks serve as proximal cues an
information forager can use to choose among which links to follow in pursuit of a goal.
In PFIS, a link refers to any means a programmer can use to navigate directly in one click
to a specific place in source code, excluding scrolling between methods within a class or
browsing among classes within a package. Thus, the definition of links takes into account
the features of the programming environment. As in hyperlinks, links in programs have
proximal cues associated with them: for example, a link from a method definition to a
method invocation includes the name of the object of the invoked method, the name of
the invoked method, and the names of the variables passed in as parameters to the
invoked method.
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For example, the Eclipse Package Explorer and Outline views allow programmers to
navigate from packages to classes to fields and methods (one click each). Eclipse also
allows programmers to open definitions and search for references to a method, variable,
or a type in one click. Therefore, packages link to member classes and interfaces, classes
link to their fields and methods, methods link to the methods they invoke, and variables
link to their type. Table 8-1 describes the various types of links defined in the PFIS
topology.
Table 8-1. Elements of the source code topology and links between them.
Element
Workspace
Project
Package
Type
Type
Variable
Method
Method
Method

Link type
Has
Has
Defines
Defines
Defines
Has
Invokes
Defines
Uses

Element
Projects
Packages
Types
Variables
Methods
Type
Methods
Variables
Variables

Due to the many one-click links, program navigation has fundamental differences from
web page navigation. First, what counts as a link is deliberately chosen to be a link by
some human designer of a web site, whereas every identifier in a program (for example)
may be (and is, in the Eclipse environment) associated with a link to some definition or
use. Second, source code has a much denser “link” topology than web pages, so there are
many more ways to navigate to the same place.
Another difference between PFIS and WUFIS is that PFIS is necessarily more “real
world” than WUFIS. Some assumptions/controls were made that simplified the problem
domain when developing WUFIS into the Bloodhound usability service [Chi et al. 2003],
but they are not viable for the domain of program navigation. This implementation is an
important point of comparison for the work presented here, because it was used in a study
validating the predictions made by the WUFIS algorithm.
These simplifying assumptions/controls were (1) to disallow the use of search, which is
not a reasonable limitation to place on a programmer attempting to maintain software (in
our study programmers could choose to go anywhere once they had looked at the bug
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report); (2) to have only one web page open at a time (in our study programmers could
keep class files open in tabbed panes); (3) to give pages that did not have any links in
them a link back to the starting page, which we could not do since we wanted to use PFIS
on real-world software without modifying it; and (4) to remove the scent for links on the
desired target document. This latter simplification was based on the assumption that
people stopped searching when they reached the target and hence would not select any of
the links on a target page. However, PFIS assume a target destination, because there is
often no one “correct” target for a code maintenance task.

8.2 The PFIS algorithm
PFIS is summarized in Figure 8-1. We explain how each step was accomplished next.
Central to WUFIS is a description of the link topology of the web site, describing each
link in terms of which page it is on, and which page it points to. For example, Figure 8-2
shows on the left four nodes, and the links between them. In WUFIS, the nodes are web
pages; in PFIS the nodes are anything that is the destination of a link, e.g., method
definitions, method invocations, variable definitions, etc. The link topology is described
by the matrix on the right. For step 1 of the PFIS algorithm, to create the link topology of
source code, we created an Eclipse JDT plugin to traverse each class and method in each
compilation unit, and used the Java Universal Network/Graph Framework to construct
the link topology (adjacency matrix) T, which gives us the beginning (i) and end points
(j) for each link that a programmer can follow.
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Algorithm PFIS (Programmer Flow by Information Scent)
Given: Bug report, body of source code
Returns: A vector containing for each package, class, method, and variable, the probability that a
programmer will visit that area of source code given the bug report.
Step 1. Determine link topology of source code and store them in matrix T.
Step 2. Determine set of proximal cues around each link.
Step 3. Determine proximal scent of each link to the bug report, and store the resulting similarity
scores in matrix PS.
Step 4. Normalize matrix PS so that each column sums to 1.00 (i.e., generate a column-stochastic
matrix).
Step 5. Define the starting place (class or method) for the spreading activation, and create an entry
vector E with the starting location given a 1.
Step 6. Calculate the probability of programmers going from the starting location to other documents
by multiplying the entry vector E=A(1) by PS, to create an activation vector A(2).
Step 7. Repeat step 6 to simulate programmers traversing through the link topology. The final
activation vector A(n), when normalized, contains for each location the expected probability that a
programmer will visit that location given the bug report.

Figure 8-1. The PFIS algorithm.
Steps 2 and 3 determine the proximal scent of each link relative to the bug report (Figure
8-3). Proximal scent is the information foraging term referring to the “scent” associated
with the proximal cues (text) appearing at the head of each link. Therefore, for steps 2

Figure 8-2. Link topology (adjacency) matrix ‘T’.

Figure 8-3. Create the normalized proximal scent matrix ‘PS’ by weighting edges in ‘T’
according to the cosine similarity scores computed using Lucene.
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and 3 of PFIS, we used the same camel case tokenizer, TF-IDF technique and cosine
similarity measures described in Chapter 5 (for the interword correlation calculations of
Model 1) for the words in proximal cues. Thus, PFIS treated the text of the issue as the
query, and the proximal cues of each link as a document. The scent of each link is
determined by the cosine similarity of the words in the bug report to the text that labels
the link and in close proximity to the link. Lucene determined the cosine similarity of
each link in relation to the bug report to determine the scent of each link. We then used
these results as weights for the edges in T, producing a proximal scent matrix PS.
In step 4, PFIS normalizes PS so that each column sums to 1, thus producing a columnstochastic matrix. In effect, each column contains the probability that a programmer will
follow a link from one location to another. Thus, at the end of step 4, the proximal scent
relative to the bug report has been calculated, reflecting the information foraging premise
that links in the source with proximal cues close to the important words in the bug report
will smell more strongly of the bug, and are thus more likely to be followed.
Steps 5, 6 and 7 simulate programmers navigating through the source code, following
links based on scent. Spreading activation is an iterative algorithm used widely by HCI
theories in which phenomena spread, and by information foraging theory in particular. It
calculates how widely the spreading emanates. For PFIS, spreading activation calculates
the likely spread of programmers to locations in source code, which can be interpreted as
the expectation that a programmer trying to resolve a particular bug report will navigate
to those locations in the program.
Spreading activation takes an activation vector A, a scent matrix PS, an entry vector E,
and a scalar parameter α. The parameter α scales PS by the portion of users who do not
follow a link. In the initial iteration, the activation vector equals the entry vector.
Activation is updated (spread) in each iteration t as follows [3]:
A(t) : = α PS * A(t-1) + E
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Figure 8-4. Example of application of spreading activation to matrix PS.
In each iteration, activation from the entry vector is spread out to adjacent nodes, and
activation present in any node is spread to neighboring nodes according to the scent, i.e.,
the edge weights in PS. In the final iteration, activation vector A represents the activation
of each node (package, class, method, field) in our topology T. Normalizing A, we
interpret A as the probability of a hypothetical user visiting that node in T. See Figure 84.
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9 Study 3: IBM think-aloud study and Model 2
"It is tough to make predictions, especially about the future." – Yogi Berra [Taleb 2008]

To empirically assess the effectiveness of Model 2 (PFIS), we use the data gathered in the
think-aloud study described in Chapter 6. Section 9.1 assesses how well Model 2
predicted where programmers went, Section 9.2 compares Model 1 and Model 2, among
others, and Section 9.3 assesses whether the topology constructed in Model 2 accounts
for all observed traversals from one class to another.

9.1 How well did PFIS predict where programmers went?
We ran the PFIS algorithm for each task, applying the spreading activation algorithm
over 100 iterations (at which point activation had settled and varied little between
iterations), with an α of 1 to simulate users navigating within source code. Spreading
activation requires us to specify the starting point of navigation (entry vector E). In our
study, we did not specify where programmers should start, so to construct our entry
vector, we simply recorded in which classes or methods participants actually started. This
generated a series of activation vectors describing the probable number of programmers
to have visited each location.
Although PFIS reasons at a finer granularity than classes, we aggregated the output of
PFIS by class because the collected programmer navigation data was at the granularity of
classes.
How well did PFIS model navigation compared with historical program navigation by
other humans?
First, we computed the Spearman correlation between the “hold one out” aggregate
program navigation among all but one of the programmers to predict the remaining
programmer’s navigation for each metric in each task. This collection of combined
human judgments can be seen in Figures 9-1 and 9-2 as “Collective visits” and
“Collective time span.” In Figures 9-1 and 9-2, “Classes” represents the correlation
between each programmer’s navigation (visits and time spent in each class, respectively)
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and the “hold one out” count of programmers who visited each class. “Collective visits”
represents the correlation between each programmer’s navigation (visits and time spent in
each class) and the “hold one out” count of the total number of visits to each class.
Because programmers may visit classes multiple times, “Classes” differs from
“Collective visits.” This comparison shows how well any one programmer would follow
(or could be guided by) the rest of the team’s navigation, representing situations with a
reasonable human history, such as for new hires on teams of about a dozen people.
Second, we computed the Spearman correlation between each pair of programmers for
each task (Issue B (bug) and MF (missing feature)) and each metric (time span and
visits). This comparison shows how well any one programmer could predict (or could
successfully guide) another programmer’s navigation, representing situations with a low
level of available human history, such as for new projects or very small teams. These
results are summarized in Figures 9-1 and 9-2 as “Pairwise visits” and “Pairwise time
span.”
Comparing the PFIS boxes in these figures to the “Collective” boxes shows that PFIS
came reasonably close to aggregated human judgments. Further, PFIS was significantly
better as a predictor of program navigation than a fellow programmer (Pairwise boxes),
on average. We determined this using bootstrap resampling, which showed that the 95%
confidence interval of the difference between PFIS and the pairwise correlation of
programmers did not span zero for each task and metric.
Previous tools (discussed in Section 3.3) have empirically shown the effectiveness of
historical program navigation data as the basis for recommending which classes are
relevant to an issue. Our results suggest that (1) information foraging theory may account
for these tools’ success, (2) when there is no historical data available, PFIS is a
reasonable substitute, and (3) when there is only a little historical data available, PFIS
may outperform these tools.
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Figure 9-1. Correlation between each of the 12 participant’s visits among classes and the
respective model.

Figure 9-2. Correlation between each of the 12 participant’s time span among classes and
the respective model.
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9.2 Comparison of Model 1, Model 2, Topology and others
How well did PFIS and other models predict the places in the source code to which
participants navigated?
The PFIS model, like other information foraging work, includes the notions of both scent
and topology. Therefore, to consider whether scent or topology might work better alone
than in combination, we analyzed Model 1 (information scent only) and a model of
topology only.
Recall that Model 1 was the interword correlation model presented in Chapter 5 which
works at the granularity of classes. This model is equivalent to the results returned by a
standard (vector space model) search engine.
The PFIS-Topology model used spreading activation on the topology aspect of PFIS only
(in effect, replacing PS with T in the spreading activation iteration formula).
Table 9-1 shows the average correlations between each programmer’s navigation choices
and these three models’ predictions (rows 1-3), with the aggregated human judgments
repeated for ease of comparison (row 4).
Table 9-1. Average correlation (R value) between each programmer’s navigation and the
predictions of each model.
Interword correlation
PFIS-Topology
PFIS
Collective human
judgment

time span
visits
time span
visits
time span
visits
time span
visits

Issue B
0.191
0.204
0.221
0.221
0.271
0.278
0.281
0.328

Issue MF
0.162
0.171
0.194
0.185
0.160
0.167
0.167
0.212

Particularly for Issue MF (the feature request), the performance of the models was quite
similar. (Using bootstrap resampling, we determined that the 95% confidence interval of
the difference between each pair of models spanned zero, indicating no significant
difference between any of the models.)
Overall, in terms of performance, modeling scent or topology in isolation was not
significantly different than modeling scent and topology together, but the correlation
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values did suggest that topology was making a positive contribution. That PFIS-Topology
performed as well as it did led us to consider just how well the topology accounted for
traversals between classes.

9.3 Did PFIS account for class-to-class traversals?
So far, we examined whether information foraging theory could model the set of users’
visits to classes, by taking into account the relationships between classes, methods and
variables. We now consider the sequence of these visits by examining the “edges” from
one class to another traversed by our participants. Classes visited in a sequence could
indicate a relationship among those classes, and in such a scenario, we would like to see
if it the sequence is predicted by information foraging theory, and if not to understand
what might account for it.
Out of 37,056 (mathematically, this is 193 permute 2) possible directed edges between
classes, our analysis produced 3,612 class-class pairings based on the topology of links,
leaving 33,444 not in the topology. Of the 3,612 in the topology, 1,162 were predicted by
PFIS, as shown in Figure 9-3. Thus, according to PFIS, for the maintenance tasks in our
study, only 3% of all possible class-class traversals were potentially relevant.
Did PFIS pick the right 3%? It was pretty close for Issue B, predicting 42 of the 61 pairs
of classes (69%) that were traversed more than once. Only 7 visited pairs were not
explained by either scent or topological relationships. For issue MF, PFIS was not as
stellar, but of the 103 pairs traversed more than once, it still predicted 33 (32%).
However, 47 pairs were not explained by scent or topological relationships. These
relationships are shown in Figure 9-4.
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33,444
2,450
1,162

Figure 9-3. Edges. (Top): Inner oval: edges predicted by PFIS. Middle oval: edges in
topology (only). Outer oval: edges not in topology or PFIS.

33,437

33,397
2,438
1,120 42 12 7

2,427
1,129
33
23
47

Figure 9-4. (Left): Same as Figure 9-3, but from perspective of Issue B; right rectangle
highlights links visited more than once for B. (Right): From perspective of Issue MF;
bottom rectangle highlights links visited more than once for MF.
These results were borne out statistically (Table 9-2). For Issue B, PFIS predicted edge
traversals remarkably well—almost as well as it predicted the allocation of time and
visits to classes (recall Table 9-1). However, it only weakly predicted edge traversals for
Issue MF, also shown in Table 9-2.
We further investigated the pairings visited more than once that were not in the topology,
to determine why the topology did not contain these edges. As shown in Table 9-3, some
of the edges for issue MF could not be explained by the topology because two
participants each added a class to the source code to implement the missing feature. Some
class-class pairings had words in common even if they did not share any links between
them (class-class scent). For Issue MF, we noticed some traversals that could be
explained by indirect links. In such cases, one class would contain a variable of an
interface type, and the other class would implement the interface. In some cases,
membership to a common package explained the relationship between two classes (which
did not fulfill the one-click definition of “link”). The remaining edges were a collection
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of other explanations, including use of search and switches among multiple source code
windows.
Back-links may be an important factor. Some edges in the rows of Table 9-3 were
traversed when programmers went back to a class they had just come from, or cycled
between two classes; namely in 6 out of Issue B’s 32 edges that were traversed more than
3 times, and 27 out of 54 such edges for issue MF. Such back-links were not in the PFIS
model (and have not been modeled by web-oriented information foraging models either),
but these results show that they should be considered for inclusion in such models.

Table 9-2. Spearman correlation between edge visits and proximal scent, call graph
relations. All correlations shown were significant at p < 0.01.
Edge traversals predicted by
PFIS-Topology
PFIS

Issue B
0.477
0.46

Issue MF
0.18
0.19

Table 9-3. Why are edges outside the topology?
Edges explained by
Added class
Class-class scent
Indirect link not modeled
Membership to same package
Other

Issue B
0
3
0
3
1

Issue MF
11
6
8
10
12
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10 Model 3: PFIS 2
The whole of science is nothing more than a refinement of everyday thinking. – Albert Einstein,
Physics and Reality [1936]

Based on what we learned in evaluating PFIS, we wanted to improve the model. PFIS 2
differs from PFIS in two important ways. First, it works incrementally, taking into
account not only changes made along the way, but also new scent the programmer
encounters at each step of the navigation process. Second, it is able to infer the prey for
cases in which no explicit description of the prey is available.
We therefore made several changes both in the operational definitions of the theoretical
constructs and to the algorithm. The set of operational definitions used in PFIS 2 are
below, with important changes highlighted in italics:
•

Topology: An undirected graph through the source code by which it is possible to
navigate by following a series of links including by scrolling. (Changing to an
undirected graph representation adds back-links to the topology for free.) Its
vertices are elements of the source code (e.g., packages, classes, methods,
variables) and of the environment (e.g., class labels enumerated in a class
hierarchy browser), and its edges are links.

•

Link: A connection between two nodes in the topology that allows the
programmer to traverse the connection at the cost of just one or fewer clicks.
(Scrolling between contiguous methods in a class can occur without a click.)

•

Proximal cue: Words appearing in elements of the source code (e.g., in methods).

•

Scent: Inferred relatedness between some prey (explicit and/or derived) and the
proximal cues, measured by the amount of activation. (Note that this operational
definition is the model’s computed approximation of scent; the “true” measure of
scent is only in the programmer’s head.)

PFIS 2 accounts for cues present in the source code that the participant might encounter
during navigation, to model information scent encountered incrementally that change the
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programmer’s understanding of the prey. This also allows PFIS 2 to model information
foraging with or without an explicit description of the prey.

10.1 The PFIS 2 algorithm
PFIS 2 is summarized in Figure 10-1. We explain how each step is accomplished next.
Steps 1-3 in PFIS 2 are analogous to steps 5-7 in PFIS. Gathering of inputs to PFIS 2 can
be done in any convenient way; we gathered input to PFIS 2 based on a plug-in that we
had developed, called PFIG (described in Section 11.2).
Algorithm PFIS 2
Input: For a session at a given point in time:
• Topology of source code (represented as a graph)
• Navigation path path (a list)
• The text of elements of the source code (a key-value dictionary, where keys are identifiers,
and values are the text of the definitions of those identifiers)
• (Optional) An explicit description of prey (e.g., bug report, design document, revision
entry)
Returns: A vector A containing for each package, class, method, variable, and cue, the activation of each.
Source code elements’ activation levels (when normalized) represent probabilities of subsequent
navigation to those elements. The most active cues represent the inferred or updated prey.
Step 1. Construct a spreading activation graph G based on the union of the topology of the source code
and the cues present in elements of the source code. Vertices representing cues can be distinguished
from vertices representing elements of the source code (e.g., project, package, type, variable, method).
Step 2. Construct an empty activation vector A, and “activate” the following methods and/or cues:
• If the description of the prey is given, “activate” each word of the description:
for each word in prey where word not in stopwords: A[word] := 1.
• “Activate” each method of path, such that more recent methods receive higher activation.
x := 1.0
for i := (length of path) down to 1:
A[path[i]] := x
x := x * 0.9
Step 3. Spread activation (below) for k iterations, then return activation vector A when complete.
for each node in A:
w := 1 / (number of neighbors of node in G)
for each neighbor of node in G:
if neighbor not in A: A[neighbor] := 0
A[neighbor] := A[neighbor] + (A[node] * w * α) # α = 0.85 represents decay

Figure 10-1. The PFIS 2 algorithm.
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Figure 10-2. How PFIS 2 models cues in source code. Only lines between vertices
represent edges; the presentation of vertices without gaps between them simply saves
space and does not represent any kind of edge.
The algorithm is run whenever an updated prediction is desired. Because PFIS 2 is
intended to support incremental predictions, we expect an updated prediction to be
desired whenever the programmer has performed either a navigation action or a source
code change, and this assumption is implicit in our discussion of PFIS 2.
In Step 1, PFIS 2 tokenizes and performs a camel case split of the text of each method
(and excludes English stop words and Java reserved words), which yields the set of cues
present in each element of the source code. Cues are represented as vertices in the
spreading activation network, and where each edge represents the occurrence of a cue in
an element of the source code, as demonstrated in Figure 10-2. Thus, PFIS 2 differs from
PFIS in that the cues that appear in each element of the source code are explicitly present
in the spreading activation graph. For example, in the spreading activation graph, a
method can be related to another method by an invocation (as in PFIS), but methods can
also be related by cues that they have in common. As described next, during navigation
from method to method, elements of the source code and their respective cues become
activated (set as “active”).
Stated more precisely, in PFIS 2, the spreading activation graph is the union of the graph
of the source code topology (where the set of vertices are the elements of the source code,
and set of edges are links as defined above) and the graph of cue occurrence in elements
of the source code (where the set of vertices consists of (1) elements of the source code
and (2) their cues, and the set of edges represents the occurrence of cues in elements of
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the source code, as shown in Figure 10-2). Specifically, PFIS 2’s graph G = (V1∪V2,
E1∪E2). V1 is the set of all source code elements, and E1 is the set of links among them
(by the operational definition of links from the previous section). V2 is C ∪ V1, where C
is the set of all cues (words) in source code elements, and each edge in E2 connects an
element c∈C to an element v1∈V1 if c occurs in v1.
In Step 2, we prepare the initial activation vector used in Step 3. The spreading activation
algorithm requires an initial activation vector that specifies which nodes are “active” and
the extent of activity (represented as floating point numbers). We have flexibility in
selecting the initial activation vector. As discussed in Chapter 11, we experimented with
several initial activation vectors:
•

PFIS2ImmediateScent. Only the current method as the navigation path, with a
weight of 1. (path = [current method]). This reflects only the most recent cues the
programmer encountered.

•

PFIS2AllScent. The entire navigation path so far, where the current method has a
weight of 1, and all previously encountered methods have progressively less
initial activation. This reflects all of the cues the programmer encountered, except
for the initial cues provided by a bug report.

•

PFIS2ExplicitPrey. Activate the entire navigation path so far (as above) and
activate the words in the explicit statement of the prey, such as a bug report,
feature request, or revision log (with a weight of 1). This reflects all cues the
programmer encountered, including the bug report.

In Step 3, to make predictions about which method programmers will navigate to next,
PFIS 2 uses a spreading activation algorithm (just as PFIS does). Recall that G, generated
in Step 1, consists of the topology of the source code along with the cues that link
elements by virtue of co-occurrence. The activation vector A (a mapping from vertices to
activation values) represents only those vertices in G that have been encountered by the
programmer so far. Starting with the initial activation vector, the algorithm spreads
activation to adjacent vertices in the graph, and, like PFIS, models the effect of decaying
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activation with α. For all predictions made by PFIS 2 in the next chapter, we spread
activation for 3 iterations, based on the observation that only 3 iterations were necessary
to converge on an activation vector that provided coverage for the entire spreading
activation graph. Thus, the spreading activation algorithm simulates programmers
navigating among methods, while at the same time simulating information scent by
activating cues encountered during navigation.

10.2 PFIS vs. PFIS 2 example
This section demonstrates how PFIS and variants of PFIS 2 work using an example.
Suppose a programmer is working on a bug report, entitled: “Archive feed items by age.”
She

navigated

from

main()

to

startupProcess()

to

createArchiveDir()

to

createWorkingDir(), then back to createArchiveDir() in the listing depicted in Figure 103. The programmer has never been in RSSOwlLoader(), and we want to predict where
she will go next.
private RSSOwlLoader() {
new GUI().showGui();
}
public static void main(String[] args) {
startupProcess();
new RSSOwlLoader();
}
private static void createWorkingDir() {
String homePath = System.getProperty(“user.home”) + ‘/.rssowl’;
File homeDir = new File(homePath);
if (!homeDir.exists()) {
homeDir.mkdir();
}
GlobalSettings.WORK_DIR = homePath;
}
private static void createArchiveDir() {
File archiveDir = new File(GlobalSettings.WORK_DIR + ‘/archive’;
If (!archiveDir.exists()) {
archiveDir.mkdir();
}
}
private static void startupProcess() {
createWorkingDir();
createArchiveDir();
}

Figure 10-3. Example source code.
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All four algorithms use spreading activation, but differ in how the spreading activation
graph is constructed and activated. Table 10-1 demonstrates the input to each model.
Figure 10-4 shows the initial state of the PFIS spreading activation graph. Figure 10-5
shows the initial state of the spreading activation graph for PFIS2ImmediateScent. Figure
10-6 shows the initial state of spreading activation graph for PFIS2ExplicitPrey.
Table 10-1. Input to each model.
Model
PFIS
PFIS2ImmediateScent
PFIS2AllScent
PFIS2ExplicitPrey

Input
Explicit prey description: {Archive feed items by age}
Activate: [main: 1]
Explicit prey description: {}
Activate: [createArchiveDir: 1]
Explicit prey description: {}
Activate: [createArchiveDir: 1, createWorkingDir: 0.9,
startupProcess: 0.81, main: 0.729]
Explicit prey description: {Archive feed items by age}
Activate: [createArchiveDir: 1, createWorkingDir: 0.9,
startupProcess: 0.81, main: 0.729]

Figure 10-4. The initial spreading activation graph for PFIS. Notice the directed edges,
how only the method visited first (RSSOwlLoader.main()) is active (subsequent
navigation has no effect), and that edges with proximal cues mentioning “archive” are
weighted heavily. Only lines between vertices represent edges; the presentation of
vertices without gaps between them saves space and does not represent any kind of edge.
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Figure 10-5. The initial spreading activation graph for PFIS2ImmediateScent. Notice
that the edges are undirected, and that weight now occur on vertices only, not on edges.
Furthermore, model accounts for contiguous methods (e.g., between main() and
createWorkingDir()), and makes a distinction between elements of the source code
(rectangles) and cues (rounded rectangles). Unlike in PFIS, the most recently-visited
method (RSSOwlLoader.createArchiveDir()) is active. Only lines between vertices
represent edges; the presentation of vertices without gaps between them saves space and
does not represent any kind of edge.
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Figure 10-6. The initial spreading activation graph for PFIS2ExplicitPrey. The methods
encountered more recently are activated more, and the cue “archive” is also activated, as
that appeared in the explicit prey description. Only lines between vertices represent
edges; the presentation of vertices without gaps between them saves space and do not
represent any kind of edge.
PFIS and all variants of PFIS 2 can be implemented using random walks. In a random
walk, at any given vertex v, the choice of which vertex to examine next is determined by
a single random equiprobable choice among vertices are adjacent to v. In algorithms such
as PFIS and PFIS 2, the choices about subsequent method navigation are based on
spreading activation among vertices for several iterations. PFIS models the preferences
for subsequent navigation by weighting links more heavily based on the similarity
between cues and the description of prey. PFIS 2 models preferences for subsequent
navigation by activating vertices by recency of occurrence and optionally by activating
cues that appeared in the description of prey. Both PFIS and PFIS 2 iterate (spread
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activation) several times before making a prediction. Thus, PFIS and PFIS 2 assign
higher activation to nodes based on the strength of association between nodes and then
use those activation values to choose the next node.
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11 Study 4 Field Study
No matter where you go, there you are.

At this point, we had not yet studied whether information foraging theory applies to
programmers’ navigation outside a controlled laboratory setting. Although we had
studied changes made by programmers to close issues, we had no data about the ongoing,
day-to-day software maintenance activities that motivated our work in the first place!
This chapter describes a field study conducted to close this gap in the empirical validation
of information foraging in debugging. Our analysis focuses on answering several
questions that the previous chapters have not answered. First, exactly what constitutes an
information patch in real-world settings? Second, can we predict where programmers will
navigate to next, taking into account where they have been? Third, is it possible to
characterize navigation through source code as following scent, even when the prey is not
explicitly described? Finally, how do the models compare with each other on real-world
work?

11.1 Design of study
We collected the data for this study based on logs of participants’ day-to-day work in
Eclipse over seven months. To collect these data, we built the PFIG plug-in (described in
the next section). We tested the plug-in on a few pilot participants, who helped to identify
several performance problems with the plug-in. In consultation with members of
Eclipse’s development team, we were able to correct several of the performance
problems those pilot participants identified. We ensured that the installation procedure for
the plug-in was well documented at a central download site. Finally, we invited
participants to install the plug-in and participate by engaging in their normal, day-to-day
activities.
Two participants used our plug-in for the full duration of the field study. Those two
participants (one male, one female) worked at IBM and used Eclipse and Jazz (built on
Eclipse) in their day-to-day work. Both were team leaders for components of Rational
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products, including a visualization toolkit, a server product, and Jazz itself. We captured
all the participants’ within-Eclipse actions for a period of over 7 months, beginning in the
summer of 2008 and ending in the winter of 2009, gathering 2.3 million events in that
time.

11.2 Programmer Flow Information Gatherer
PFIS 2 required three key pieces of information about our participants’ navigation and
the context of their navigation during the field study: information about the topology, the
full text of the source code, and timed navigation paths in Eclipse. To collect this data
from participants’ day-to-day work, we developed an Eclipse plug-in, called PFIG
(Programmer Flow Information Gatherer).
Whenever a programmer opened a Java class or interface for the first time (or made a
modification), PFIG analyzed the topology of that class or interface (and also captured
the text of each method) in the same manner previously described in Chapter 8, with
some improvements. Most importantly, PFIG captured information about the topology of
the source code and modifications to the topology. For performance reasons, PFIG kept a
cache of the topology and text of each method, and only reported changes to the topology
(and text of methods) over the network. Furthermore, PFIG added a collection of link
types not previously considered in PFIS, which are italicized in Table 11-1.
In addition, whenever a participant performed any activity in Eclipse, PFIG collected the
following log data. Each row of the log consisted of a timestamp (accurate to the
millisecond), the type of “event” (e.g., Text cursor offset, Method declaration, Method
text), two parameters specific to each type of event, a 128-bit GUID (Globally Unique
IDentifier) to identify a user, and a 128-bit GUID to identify a session. PFIG generated
the user GUID only once, and generated a session GUID each time Eclipse was started.
Those GUIDs helped organize the influx of data from multiple participants across
multiple simultaneous sessions. In a background thread, PFIG queued data to a local
embedded database, and then uploaded the accumulated log over the network using
XML-RPC at 10-second intervals to a central database.
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Table 11-1. Elements of the source code topology and links between them, provided by
PFIG. Italicized links are new to PFIS 2. A type refers to a class or interface. “Contiguous
to” represents how methods are contiguous within the text of a class.
Element
Workspace
Project
Package
Type
Type
Class
Type
Type
Variable
Method
Method
Method
Method
Method

Link type
Has
Has
Defines
Imports
Extends
Implements
Defines
Defines
Has
Returns
Invokes
Contiguous to
Defines
Uses

Element
Projects
Packages
Types
Types
Type
Interfaces
Variables
Methods
Type
Type
Methods
Methods
Variables
Variables

We designed PFIG to address one major shortcoming of Morae (used to capture data for
earlier studies): Morae captured navigation events between classes only. In contrast,
PFIG instrumented Eclipse to capture all the navigation events listed in the leftmost
column of Table 11-2.
Specifically, although the package explorer and outline view events mapped trivially to
navigation paths, programmers primarily navigated by interacting with the text of a
compilation unit (class or interface), and mapping those events to navigation paths
required special preparations. Transforming text cursor events into elements of the source
code in the rightmost column of Table 11-2 required an intermediate mapping step:
mapping events to methods in the source code. PFIG tracked the character offset of the
text cursor within the text of compilation units during each text cursor event, and also
captured the character offset and length of method declarations inside compilation units
as they changed. Therefore, to reconstruct navigation paths from text cursor events
(performed as a post-processing step), it was necessary to “replay” the changes to the
character offsets and lengths of methods in the source code, and, whenever a text cursor
event occurred, we used an array bisection algorithm to lookup which method at that
point in time corresponded to the character offset recorded in the text cursor event. In this
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way, we could reconstruct programmers’ navigation paths at a fine level of granularity,
including navigation within a class or even a method.
Table 11-2. Mapping of navigation events to elements of the source code.
Navigation event
Package Explorer tree selection
(timestamp, event, selected element)

Granularity
Workspace
Project
Package

Outline tree selection
(timestamp, event, class, declaration)
Text cursor selection
(timestamp, event, type, offset)

Compilation Unit
Compilation Unit

Navigable Elements
Projects
Packages
Compilation Units (classes and
interfaces)
Variable declarations
Method declarations
Package
Imported classes
Extended class
Implemented interfaces
Constructor/method invocations
Variable types
Variable declarations
Method declarations

Thus, PFIG produced, for each session, the source code topology (as it changed over
time), the text of each method in the source code (as it changed over time), and the
navigation path through the topology.

11.3 Measures
To assess the predictions of PFIS 2, we examined the activation vector that PFIS 2
returned to determine the activation of the actual method navigated to next. We sorted the
activation vector in descending order from the methods with the highest activation to the
methods with the lowest activation. We then computed the rank of the actual method
navigated to next in the sorted activation vector. This computation generated a
distribution of prediction ranks (of navigation events in activation vectors) for each
session. Ideally, the most active node (other than the most recently-encountered method),
and therefore the node with the highest rank, is always the actual next method.
We evaluated each model by computing three different metrics on their respective
distributions of prediction ranks: the median rank, the information entropy, and the area
under the ROC curve. The median rank is simply the median of the distribution of
prediction ranks; the lower the median, the better the predictions were. The information
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entropy of the distribution represents how much uncertainty (measured in bits) there was
about where programmers navigated to next (given a model of their behavior); the lower
the information entropy, the less uncertainty the model had about participant’s
subsequent navigation. The area under the ROC curve (as mentioned in Chapter 7)
represents the probability that a model ranked a method navigated to next higher than a
method not navigated to next; the higher this probability, the better the model. Recall that
the ideal case occurs when participants always navigate to the most active (highest
ranked) method. In this ideal case, the median rank would be 1, the entropy of prediction
ranks would be 0, and the area under the ROC curve would be 1. We also examined the
ROC curves of the distribution of prediction ranks in our evaluation, for the same reasons
as we evaluated Model 1 in Chapter 7.
For a frame of reference, we also developed (and computed metrics on) a naïve model of
navigation, which treats navigation between any pair of methods in the source code as
having an equal likelihood of occurrence.
Finally, to get a sense for our expectations of the main results, we examined the topology
of the source code for each session, and computed distance metrics for each node in the
topology:
The distance between two nodes is the number of edges in a shortest path connecting
them.
The eccentricity of a node is the greatest distance between that node and any other node
in the graph.
The radius of a graph is the minimum eccentricity of any node in the topology.
The diameter of a graph is the greatest distance between any two nodes in the topology.

11.4 Descriptive statistics of raw data
Our data included 76 Eclipse sessions (starting whenever a participant started Eclipse and
ending whenever a participant terminated Eclipse), several of which spanned several
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hours or days. During these sessions, participants navigated between methods 4,765
times, and within methods 64,899 times.
Analysis of the topology of the source code revealed useful insights from the perspective
of connectivity. The maximum diameter of any topology was 8, indicating that at most 8
edges separated any two methods (the average diameter of all topologies among sessions
was 5.4). Furthermore, the maximum topology radius was 4 (2.8 on average), indicating
that, starting from some central point in the topology, fewer than 4 hops were necessary
to reach any destination in the source code through the topology. These findings indicate
that the topology provided extensive connectivity, which afforded participants many
efficient ways to navigate from any location to any other location. However, at every
juncture, participants faced a large number of choices as to which link to follow next.

11.5 In the field, what constitutes a patch?
In Section 4.2, we pointed out that the operationalization of the “patch” concept was not
trivial. In this section, we empirically consider whether navigation occurred according to
an information patch hierarchy, considering a patch to be a method (collection of lines), a
class or interface (collection of methods), or a package (collection of classes or
interfaces).
Information foraging literature refers to patch navigation as occurring within patches or
between patches. As described by [Pirolli 2007], “the term ‘patch’ suggests a locality in
which within-patch distances are smaller than between-patch distances.” Like web sites,
source code is organized hierarchically, thus, information patches exist at various levels
of this hierarchy. As with web foragers, we expected our programmer participants to
spend most of their navigation time within patches. Therefore, if we picked a suitable
operational definition of the patch concept, a model or tool could use this definition to
inform predictions of how often programmers navigate between methods, classes, or
packages.
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Figure 11-1. Out of all transitions between different methods, the box plot shows the
percentage of transitions from one class to another class. The x-axis represents the
percentage of between-method transitions that occurred from one class to another class in
a session (There is no y-axis). Thus, among sessions, most between-method navigation
occurred within classes.
First, we considered methods as information patches. As predicted by information
foraging theory, participants attended to only a tiny fraction of methods available to
them. Out of 18,930 unique methods, participants navigated to only 1,015 unique
methods. Overall, most (93%) navigation occurred within the same method (64,899 out
of 69644 instances of navigation). This indicates that methods were a locality in which
navigation within the patch was more common than navigation between patches.
Next, we considered classes as information patches. As predicted by information foraging
theory, participants attended to only a tiny fraction of classes available to them. Out of
2,205 distinct classes, participants navigated to only 214 distinct classes. Figure 11-1
shows that, among each session in Eclipse, participants usually transitioned within
classes, rather than between classes (Figure 11-1 shows a handful of outlier sessions
when programmers transitioned mostly between classes). In fact, when programmers
navigated between methods, most (63%) of the navigation occurred within the same class
(3,049 out of 4,765 instances), frequently (69% of within-class navigation) as a result of
scrolling to an adjacent method (2,108 out of 3,049 instances). Participants frequently
backtracked, visiting method A, then method B, then method A again (1,556 out of 4,765
instances). This collection of evidence indicates that classes were a locality in which
navigation within the patch was more common than navigation between patches.
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Near the top of the hierarchy of potential information patches is the package level. There
was less evidence of participants having a preference for within-package navigation.
Between classes, only 38% of navigation occurred within the same package (650 out of
1716 instances); however, 44% of navigation between classes exhibited backtracking
from class A to B to A again (755 out of 1716 instances). The ease with which
programmers were able to navigate between packages indicates that it was no more
difficult to navigate between packages than it was to navigate within a package. This
suggests that features such as a tabbed interface to source code editors and the Package
Explorer in Eclipse were just as effective in facilitating navigation among classes within
a package as they were in facilitating navigation among classes in different packages.
In summary, our data revealed that information patches in these participants’ seven
months of work were organized hierarchically into two levels: methods (collection of
statements) and classes (collection of methods). On the other hand, there was less
evidence of patches at the level of packages (collections of classes). We did not examine
patches at the project level; such an examination is a possibility for future work.

11.6 PFIS2ImmediateScent
Is it possible to characterize navigation through source code as following scent, even
when issue text is absent? Information foraging is by definition a quest for prey, and in
PFIS we used the issue text as an approximation of the information being sought, but as
our participants did not turn out to use an issue reporting system, we needed to consider
whether there was another way of approximating the prey.
Considering this issue contributes to external validity. Although bug reports and feature
requests are prominent fixtures in a programmer’s workflow, both in our own experience
and from those of our field study participants, programmers frequently work on software
maintenance tasks that do not find their way into an issue tracking system. That is, bug
reports and feature requests do not necessarily capture the scope of the day-to-day
activities that consume programmers’ time.
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Given that programmers work on tasks that never find their way onto an issue tracker, it
must still be possible to model their behavior. If software maintainers spend significant
amounts of time working on tasks outside an issue tracker, for information foraging
theory to have any utility in this domain, it must be able to model human behavior absent
any explicit description of prey.
One of the basic premises of PFIS 2 was that informing the original explicit description
of the prey by also picking up scent followed along the way would provide an evolving,
more precise representation of the real prey (information sought) than the original
description alone. Our formative research [Lawrance et al. 2009] revealed that
programmers’ view of the prey evolved as they went through the source code. Informing
the description of the prey with scent encountered along the way should work especially
well when the original description is not very complete or not very well worded. A nonexistent original description is the worst case of this situation.
Therefore we first examined how well PFIS 2 could predict subsequent navigation, using
the most recently encountered method in the navigation history (and, through spreading
activation, related cues) as a predictor of the next method in the navigation path. We refer
to this variant of PFIS 2 as PFIS2ImmediateScent.
Using this approximation of prey, PFIS2ImmediateScent was indeed able to make good
predictions of subsequent navigation behavior. As evidence for this, the distribution of
prediction ranks was strongly skewed to the right, as shown in Figure 11-2. The median
rank of the target method in the sorted list of activations was 8, indicating that 50% of the
time participants navigated between methods, PFIS2ImmediateScent returned the method
that matched subsequent navigation within 8 results. 75% of the predictions were within
the top 7% of the activated methods in the source code.
To gain context for the accuracy of the predictions of PFIS2ImmediateScent, we
examined the distribution of PFIS2ImmediateScent prediction ranks and compared it to a
naïve model. The maximum number of bits necessary to address any method in the
topology for a session was 10.59, representing the information entropy of a naïve choice
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between 1,546 possible methods (the number of methods accessible from open classes in
any session). Our model predicted the programmers’ navigation choices between
methods using only 5.74 bits of information, indicating that the model reduced the
uncertainty about where programmers navigated next by 4.85 bits, an improvement over
the naïve model. We tested for the difference in the distribution of predictions produced
by PFIS2ImmediateScent and the naïve model. A Wilcoxon rank sum test demonstrated
that the ranks of predictions produced by PFIS2ImmediateScent were significantly lower
than the ranks the naïve model, (W = 77,053, N = 4,765, p < .001).

Figure 11-2. A histogram depicting the relative rank of predictions of
PFIS2ImmediateScent. The x-axis represents the rank of the prediction (as a percentage
of the number of possible places to navigate to). The y-axis represents the number of
predictions. As the graph shows, most subsequent navigation was top-ranked in the list of
PFIS 2 predictions.

11.7 PFIS2AllScent
What if we include in our model the effect of memory of cues seen over time? The results
from PFIS2ImmediateScent did not account for these effects. In this section, we gave
PFIS 2 the entire previous navigation history both as an implicit approximation of the
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goal (prey) and to model the effects of memory in predictions about subsequent method
navigation. We refer to this variant of PIFS 2 as PFIS2AllScent.
As shown in Figures 11-3 and 11-4, supplying the navigation history to model the effect
of memory improved the predictive power and precision. The area under the ROC curve
(AUC) for PFIS2ImmediateScent was 0.93, whereas the AUC for PFIS2AllScent was
0.96, indicating that either variant of PFIS 2 was excellent at predicting where
programmers navigated next. The median rank of the target method in the sorted list of
activations dropped to 3, indicating that 50% of the time participants navigated between
methods, PFIS2AllScent returned a method that matched subsequent navigation within 3
results. 75% of the predictions were within the top 3% of the activated methods in the
source code.
As a result of modeling memory, the information entropy of the predictions made by this
model was 4.60 bits, reducing the uncertainty at each point in time by 5.99 bits over the
naïve model of programmer navigation. Predictions from PFIS2AllScent outperformed
the naïve model (Wilcoxon, W = 22,109, N = 4,765, p < .001).
We compared the distribution of ranks produced by PFIS2ImmediateScent with those
produced by PFIS2AllScent. Predictions based on modeling the effect of memory were
an improvement over predictions based on modeling only the most recently encountered
method. A Wilcoxon rank sum test demonstrated that the ranks of predictions produced
by PFIS2AllScent were lower than the ranks of predictions produced by
PFIS2ImmediateScent, (W = 5,311,466, N = 4,765, p < .001).
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Figure 11-3. ROC curves for the naïve model (the diagonal line), PFIS2ImmediateScent
(thin line), and PFIS2AllScent (thick line).

Figure 11-4. Precision and recall for PFIS2AllScent (thick line) and
PFIS2ImmediateScent (thin line).
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11.8 Comparison
To compare the performance of each model, we collected descriptions of prey (design
documents and revision logs) from our two participants and used those descriptions as
inputs to each model. We examined our two participants separately, and compared the
performance of PFIS and each variant of PFIS 2.
Tables 11-3 and 11-4, and Figures 11-5, 11-6, 11-7 and 11-8 show the results of
comparing PFIS and each variant of PFIS 2. As before, we evaluated the performance of
each model using median rank, entropy, and AUC metrics. We then compared the
performance of each model with statistical tests. Columns “Wilcoxon W” and “p <
0.001?” represent the results of comparing the predictions made by the model in each row
to the predictions of the model in the row above (hence no numbers reported for the first
row). Thus, for both participants, we compared the naïve model to PFIS, PFIS with
PFIS2ImmediateScent, PFIS2ImmediateScent with PFIS2AllScent, and compared the
two full path variants of PFIS 2 against each other. In all comparisons among models, the
differences were statistically significant.
Table 11-3. Model comparison for the male participant. (N = 593)
Model
Naïve model
PFIS
PFIS2ImmediateScent
PFIS2AllScent
PFIS2ExplicitPrey

Median rank
360
129
12
4
9

Entropy
9.49
6.16
5.81
4.78
5.36

Area Under ROC
0.5
0.6571
0.9289
0.9694
0.9621

Wilcoxon W
229,575
154,315
102,554
115,569

p < 0.001?
Yes
Yes
Yes
Yes

Table 11-4. Model comparison for the female participant. (N = 616)
Model
Naïve model
PFIS
PFIS2ImmediateScent
PFIS2AllScent
PFIS2ExplicitPrey

Median rank
476
70
10
3
7

Entropy
9.89
6.30
5.48
4.52
5.34

Area Under ROC
0.5
0.7429
0.9147
0.9494
0.9310

Wilcoxon W
256,032
165,300
99,107
11,801

p < 0.001?
Yes
Yes
Yes
Yes

Interestingly, PFIS2AllScent was the best model, and better than PFIS2ExplicitPrey, as
measured by all the metrics computed on the prediction distributions. Explicit
descriptions of prey are approximations of some “true” prey that no model has access to.
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Sometimes these descriptions may be good approximations, sometimes not, and
sometimes these descriptions are unavailable. When the prey are not well described,
programmers have no choice but to attempt to find the right place anyway by following
cues they encounter along the way. This is exactly what PFIS2ExplicitPrey models: how
programmers build upon and correct their navigation course based on the cues they
encounter along the way. Note, however, that PFIS2ExplicitPrey initially activated cues
corresponding to the prey description consistently over time without decay. It remains an
open question as to whether modeling the diminishing influence of the prey description
over time would improve the predictive power of PFIS2ExplicitPrey.
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Figure 11-5. ROC curves for the male participant for the naïve model (diagonal line),
PFIS (thin dotted line), PFIS2ImmediateScent (thin solid line), PFIS2ExplicitPrey (thick
dotted line), and PFIS2AllScent (thick solid line).

Figure 11-6. ROC curves for the female participant for the naïve model (diagonal line),
PFIS (thin dotted line), PFIS2ImmediateScent (thin solid line), PFIS2ExplicitPrey (thick
dotted line), and PFIS2AllScent (thick solid line).

81

Figure 11-7. Precision-recall curves for the male participant for PFIS (thin dotted line),
PFIS2ImmediateScent (thin solid line), PFIS2ExplicitPrey (thick dotted line), and
PFIS2AllScent (thick solid line).

Figure 11-8. Precision-recall curves for the female participant for PFIS (thin dotted line),
PFIS2ImmediateScent (thin solid line), PFIS2ExplicitPrey (thick dotted line), and
PFIS2AllScent (thick solid line).
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11.9 Cost Benefit Analysis
While our findings present evidence of information foraging in debugging, the different
outcomes of each model have implications for those developing tools. Table 11-5
presents cost factors, including runtime complexity, of each model. In Table 11-5, n
represents the number of lines of source code, c represents the number of changed lines
of code, r represents the number of runs of the algorithm (r = 1 for PFIS and interword
correlation), |V1| is the number of vertices in the topology, |E1| is the number of edges in
the topology (where O(|E1|)=O(|V1|2)), |V2| is the number of vertices in the full spreading
activation graph for PFIS 2 (where O(|V2|) = O(|V1|+n)), |E2| is the number of edges in the
spreading activation graph for PFIS 2 (where O(|E2|)=O(|E1| + n*|V1|)). The indexing cost
represents the time necessary to construct an inverted index of the source code; the
lookup cost represents the time necessary to locate relevant patches in the source code.
In all cases, the indexing cost grew linearly with the number of lines of code in the
program (including changes for PFIS 2). The lookup cost differed among models, due to
the choice of lookup algorithms. Specifically, finding relevant patches for Model 1
represents a simple lookup of classes in the inverted index (in which the words in an
explicit prey (e.g., a bug report) served as the query, and the number of unique words in
the query was bounded by a constant), hence O(1). For both PFIS and PFIS 2, the
spreading activation algorithm dominated the lookup cost. It is also necessary to consider,
as a design choice, how often to run the algorithm (the number of runs r): it can be run
just once (as with PFIS or interword correlation), it can be run after every change the
programmer makes to use the latest variant of the source code, or after every navigation
action to take into account for every prediction the scent the navigating programmer
acquired up to that moment.
To build on the work presented in this dissertation, three factors would influence the
choice of which model to use: runtime performance, the availability of inputs to each
model, and desired predictive power. All models depend on source code to make
predictions, but PFIS 2 has an incremental view of the source code as it changes over
time. The interword correlation model implemented using Lucene was the fastest
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algorithm overall, and required only a description of prey and source code to make
predictions. However, from the perspective of predictive power alone, PFIS 2 should be
preferred over PFIS if information about incremental changes and the navigation path is
present.
Table 11-5. Cost factors in choosing among the models presented in this dissertation:
Tasks requiring implementation effort, runtime complexity of producing predictions
given an input of source code, and (for PFIS 2) navigation actions and source code
changes, differences in input requirements, and nature of source code analysis needed.
Model
Interword
correlation

PFIS

PFIS 2

Implementation
Lexical scan
Camel case split
Index
TF-IDF
Cosine similarity
Above (on cues)
Source code parse
Topology
Spreading
activation
Lexical scan
Camel case split
Source code parse
Index
Topology
Spreading
activation

Index cost
O(n)

Lookup cost
O(1)

Input required
Source code
Explicit prey

Analysis
Static

O(n)

O(|V1| + |E1|)

Source code
Topology of IDE
First location
Explicit prey

Static

O(n + c)

O(r*(|V2|+|E2|)) =
O(r*n*|V1|+|E1|+n)

Source code
Topology of IDE
Changes to code
Topology changes
Navigation
actions
Explicit prey
(optional)

Incremental
or static
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12 Discussion, Future Work and Conclusion
Einstein argued that there must be simplified explanations of nature, because God is not capricious
or arbitrary. No such faith comforts the software engineer. – Fred Brooks [Brooks 1987]

Reflecting upon the work presented in this dissertation, a few principles underlie our
findings, which suggest future refinements to information foraging models, and future
tools to provide cognitive support for information foraging in debugging.
First, the results of studies consistently indicate that information foraging theory was a
suitable model of navigation and bug fixing behavior. Our findings indicated that
navigation has a “patchy” structure, in which within-patch navigation was favored over
between patch navigation. Furthermore, models of information foraging consistently
predicted actual human choices about where to navigate, invest attention, and even make
changes to fix bugs. Information foraging models predicted individual navigation
behavior just as well as collected wisdom from aggregated human judgments predicted
individual navigation behavior.
Second, the best predictions were those that took into account what the programmers had
seen. PFIS 2, which based its predictions on cues encountered during navigation and
optionally an explicit prey, was better than PFIS, which based its predictions on the first
location visited in the source code and an explicit prey in the form of issue text. In turn,
PFIS was often a better predictor of navigation behavior than interword correlation,
which based predictions only on the word similarity between the description of the prey
and the source code.
Third, the greater the verisimilitude of the model to the information environment of the
programmer, the better the result. Model 1 was an approximation to information scent in
the programmer’s head, and that it was able to make accurate predictions is a testament to
the utility of the construct of information scent. PFIS, built atop Model 1, incorporated
topological elements of the information environment to make predictions, but PFIS
assumed a static information environment. PFIS 2 incorporated more elements of the
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information environment, but more importantly, it took into account changes to the
information environment over time.
Our future work on information foraging models of programmer navigation will account
for different ways programmers interact with a changing information environment. For
example, we have performed preliminary experiments to model the effect of enrichment
on the information environment (e.g., when programmers scroll down to specific methods
in two separate classes, and then rapidly switch between those two classes’ tabs), which
have

shown

that

modeling

for

this

effect

was

an

improvement

over

PFIS2ImmediateScent, but not necessarily an improvement over PFIS2AllScent. Further
work is necessary to investigate this effect. Future models of information foraging
behavior may also account for how programmers have access to the values of variables
and program outputs in a debugger. We strongly suspect that information such as the
value of variables and program outputs influence programmer behavior, and that
adaptations to our existing algorithms and information foraging models that take this (and
other such effects) into account will improve their predictive power. The costs, benefits
and the cost/benefit tradeoffs of adding runtime information of this sort remain open
research questions.
Accurately modeling programmer navigation behavior has broader implications and
utility. Thinking of programmers as information foragers can inform the design of
software tools that aim to support programmers’ navigation in debugging. For example,
our findings (and also the findings of [DeLine et al. 2005a]) suggest that tools based upon
information foraging principles could recommend places in the source code to make
changes to fix a bug. This is close to the holy grail of fault localization: describe a
problem, and receive detailed information about the probable location of the fault in the
program. Programmers new to a project could get this advice without having to go to
other team members to obtain it, even when quality of bug reports is low. Informed
programmers could even get this advice without a bug report, as our field study’s results
demonstrated.
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Tools informed by information foraging theory could also be created to evaluate the
quality of wording in informal requirement documents such as bug reports, so that their
authors could get feedback about the likelihood of the bug being fixed given the way they
have written the report. Information foraging tools could also be used to “grade” the
maintainability of source code, analogous to how the Bloodhound usability service
determined the usability of a web site, given a collection of goals.
The most fundamental contribution is that this theory can both predict and explain why
good tools work well and how to make existing tools more successful. For example, scent
emanating from the issue report itself was effective even without topology in predicting
where programmers would navigate, which suggests that tools incorporating scent will
facilitate programmers’ navigation. Existing tools already demonstrate this effect. Scent
provides an explanation as to why Hipikat [Cubranic et al. 2005] works as well as it does.
Hipikat’s textual similarity is an example of a word-oriented operationalization of scent.
Indeed, our scent-based calculations produced results highly consistent with Hipikat’s.
Hill et al. described an iterative query refinement and contextual search process that
helped developers to quickly identify relevant program elements for investigation [Hill et
al. 2009], that was scent-based, and whose operationalization of scent was similar in
concept to ours. An information foraging theoretic explanation of WhyLine’s [Ko and
Myers 2004] success is that the call-graph-based tie from effect to root cause offers both
a highly accurate way of computing a “calls” form of scent, and further that WhyLine’s
interactive mechanisms provide a topology (collection of links) that allows speedy
pursuit of those scents. Information foraging theory further suggests that supporting
alternative forms of scent, such as the word scent used in this dissertation, could
potentially help with other types of bugs (such as omitted code) that the WhyLine cannot
handle with its call-only scent.
In our studies, we have empirically validated the first two of the three theoretical
propositions, and have reason to believe in the third proposition. Regarding the first two
propositions, we have shown that prey, cues, scent, diet, and topology can be used
together to predict both where programmers navigate and where they should navigate
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during software maintenance. Regarding the third, based on findings from tools such as
TeamTracks, WhyLine, and others, we believe (but it remains an open research question)
that the more software maintenance tools take information foraging theory into account,
the more effective they can be at supporting programmers’ navigation during software
maintenance.
It also remains an open question as to whether information foraging theory can predict
behavior for other populations of programmers (e.g., end-user programmers), and
whether information foraging theory applies differently for corrective maintenance
(debugging) versus perfective maintenance (implementing new features). We hope that
these open questions will inspire future studies in this area.
The essential contribution of this work was to provide a theory, instantiated in a rigorous
predictive model of information foraging during debugging. We believe the theory can
make obsolete existing practices of building software maintenance tools ad hoc, instead
enabling a solid foundation for such tools, so that they can be based on theoretical
principles of how people actually find the necessary debugging information—principles
that we have quantitatively demonstrated to work. Our research has provided empirical
support for a theory that uses a parsimonious number of theoretical constructs to describe,
predict, and explain programmer navigation behavior during debugging in today’s
programming environments.
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A.1 Research methods
Research into the cognitive processes of programmers has typically relied on controlled
experimentation, protocol analyses, and field studies [Moher and Schneider 1982].
However, the research into the psychology of programming is not limited to just these
few methods. Many research methods have been used to investigate expert programming,
including quantitative, qualitative, empirical and analytical approaches. A taxonomy of
the different approaches involved in doing scientific research in expert programming,
both empirical and analytical, follows.
Almost everything that is known about the psychology of programming derives from
research conducted using empirical (observational or experimental) techniques. Even the
early research, though harshly criticized, relied upon the empirical techniques listed in
this section. Beins summarized the major empirical methodologies that psychologists use
to study behavior, as well as criteria for using each technique [Beins 2004]. This section
includes several of those definitions and criteria.

A.1.1 Experimental techniques
In any experiment of the psychology of programming, researchers consider the object
under study (the programmer or the system), as well as the programming task of primary
interest as argued by [Gilmore 1990]. Researchers interested in studying programmers
have focused on comparisons of experts and novices, with particular interest in how
experts represent programming knowledge. Researchers interested in studying
programming systems have focused on comparing different notational structures (e.g.,
[Sime et al. 1977]) and different programming environments.
Controlled experimentation allows researchers to test the effect of one or more factors,
called independent variables, on the values taken by a dependent variable. The principle
is to construct an experimental situation by varying the values of one or more
independent variables. In the simplest case, we have an experimental condition where the
variable is present and a control condition where this variable is absent, all other things
being the same. Researchers then measure the effect of this variable on the dependent
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variable. Controlled experimentation allows researchers to eliminate extraneous factors
that might influence behavior, and draw conclusions about the causes of behavior.
Unfortunately, controlled experimentation can create an artificial environment, so people
can act in ways that differ from the norm, known as the Hawthorne Effect.
Quasi-experiments resemble experiments, but the researcher has no control over the
independent variables. Instead, the researcher creates categories based on pre-existing
characteristics of participants, such as the level of expertise (e.g., naive, novice, or
expert) or gender. Like controlled experimentation, researchers can eliminate some of the
extraneous factors that might influence behavior, but since researchers using this
technique cannot control the variables, researchers cannot affirm cause-and-effect
relationships.
The experimental tasks used to study programming vary greatly, and usually cover a
range of activities. Experimental situations include programming tasks (such as coding
debugging), code segmentation tasks, free recall tasks, and completion tasks.
Programming tasks are a means by which researchers study one or more of the steps of
programming, such as coding, modifying, or debugging a new or existing program.
Studying programming tasks experimentally is widespread in the literature. Researchers
ask programmers to perform one or more of the steps of programming, often starting
from a description of a problem, and use performance indicators as dependent variables
to evaluate the task, as discussed by [Detienne 2002]. Performance indicators can include
the time taken to complete a task, the number of errors made during a task, or other
metrics depending on the particular programming task. Although these indicators
measure success in a given programming task, they do not describe the activity used to
accomplish the task. To describe how programmers perform tasks, researchers must
collect more detailed information using observational techniques, discussed later.
To derive performance indicators, researchers often rely upon post-hoc analysis to
examine the artifacts that produced during experimentation. Researchers can easily derive
many variables from code produced in a coding task, making post-hoc analysis of code a
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convenient approach for examining various research questions. For example, researchers
can investigate the number of errors in the program, the size or complexity of the
program, or other variables of interest from a single program. Note, however, that
analyzing code does not provide insights into how programmers behave, and therefore is
no substitute for using observational techniques.
Constructing an experiment using a programming task has the benefit of allowing the
researcher to study programmer behavior directly. Unfortunately, it is very difficult to
study any single programming task in isolation, since many other steps in programming
interact with each other. For example, a researcher who asks subjects to write code in one
of many alternate notations is examining not only the coding step of programming, but
also the problem solving tasks necessary to produce such code. Thus, coding tasks (in
which a programmer is expected to produce code from a problem description) are
notoriously difficult to assess, given the wide range in individual abilities and in the code
that programmers produce.
Code segmentation is a technique pioneered by Rist [Rist 1986] used to extract
programming knowledge. The researcher supplies a program (without a description of the
problem or what the program does) to programmers and asks the programmer to group
together and describe instructions in a program that “go together.” Conducting an
experiment using code segmentation allows the researcher to determine reliably how
programmers organize their knowledge. Unfortunately, code segmentation is a somewhat
artificial task.
Free recall is a technique for testing comprehension, particularly for testing expertnovice differences (used by [Adelson 1981]). Free recall tasks allow researchers to
investigate what programmers can remember, revealing what is recalled first and what is
forgotten. The researcher supplies a program (or several programs) in whole (or line-byline) to the programmer (again, without a problem description), hides the program from
the view of the subject, and then asks the subject to recall the program (or programs)
from memory. Although free recall is not one of the usual tasks of a programmer, it is a
good experimental tool for eliciting the structures built up through experience, as argued
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by [Craik and Lockhart 1972]. Shneiderman found that level of recall was a good
indicator of program comprehension, composition, and debugging skill [Shneiderman
1976]. The interpretation of recall data depends upon the investigator's judgments to
extract meaningful patterns from the data, as discussed by [Gilmore 1990]. Typically,
researchers consider items recalled in bursts as belonging to the same “chunk” of
memory. Analyzing these “chunks” has served as the basis for many comparisons
between experts and novices.
In a completion (fill-in-the-blank) task, researchers give partial programs to programmers
(without a program description) and ask the programmer to fill in the missing pieces
(used by [Soloway and Ehrlich 1984]). Completion tasks allow researchers to investigate
what programmers know. Note that completion tasks differ from program modification
tasks: in a completion task, the programmer is only expected to provide the missing
pieces in a program, whereas in a program modification task, the programmer is expected
to modify an existing program to perform some new function according to a problem
description. Although completion tasks do not resemble the usual tasks expected of a
programmer, completion tasks are useful for understanding the knowledge and
expectations of a programmer.
In a hand-execution task, researchers provide a program on paper to subjects (without a
description of what problem the program solves) and provide a comprehension quiz
asking the programmer one of two things: describe the output for a given input, or
describe the input necessary to produce the given output (used by [Gilmore 1984]). Handexecution tasks can reveal how programming language design alternatives affect
comprehension. Hand-execution tasks have the added benefit of realism: programmers
often execute programs by hand to understand unfamiliar programs, so hand-execution
tasks are not necessarily artificial.

A.1.2 Observational techniques
The majority of studies of program writing have used observational techniques, often
using video with or without verbal protocols.
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Correlational studies rely on measuring variables as they already exist, without
controlling them. Correlational studies allow researchers to identify relationships between
two or more variables. However, since correlation does not imply causation, researchers
cannot assess which variables predict patterns of behavior. Early experimentation relied
on correlational studies to search for correlations between factors belonging to the
subject, such as the number of years of programming experience, and on the other hand,
behavioral factors, such as success in a test supposed to measure the ability to understand
programs.
Protocol analysis is a technique in which researchers collect and encode protocols in
verbal (think-aloud) or electronic (transcript) form. This form of research allows
researchers to gain useful insights into the complexity of programmer's behaviors.
Unfortunately, this research often takes considerably longer than other research and
involves painstaking analysis of the data. Additionally, the results depend upon the
investigator's judgments to extract meaningful patterns from the data. Thus, to discover
whether the observed patterns are real or spurious requires more rigorous approaches
based on comparisons and hypothesis testing, as argued by [Gilmore 1990]. Also, some
researchers do not like that numerical analysis is not critical to this approach [Beins
2004].
Surveys, tests, and questionnaires are techniques that allow researchers to ask for selfreported attitudes, knowledge and statements of behavior from programmers. Using this
approach, researchers can collect a significant amount of diverse information easily, and
in some cases, researchers can compare the data with established response patterns from
other groups. Unfortunately, with this approach it is difficult to know how truthfully
subjects report their behaviors and attitudes. Studies of program comprehension have
used comprehension quizzes, but some studies have failed to detect effects because when
all the test items are averaged together there is no effect even if there are large differences
on a few of the items. As Gilmore points out, this technique in isolation cannot determine
cause and effect relationships [Gilmore 1990].

100

Case studies allow researchers to observe a single programmer or groups of programmers
in great depth. Case studies give researchers a way to study people in their full
complexity. However, case studies do not generalize beyond the person or small group
under study, since the subject or group may not be representative of people in general.
Longitudinal research allows investigators study programmer behavior over a long
period of time. Researchers can see how behaviors change over time, particularly as a
programmer develops and matures. Unfortunately, this research may take weeks, months,
or years to complete. Researchers use this approach to study the development of
programmer expertise.
Archival analysis allows researchers to examine existing records and information to
answer research questions, even though that information was gathered for other reasons.
While multiple sources can be combined to answer research questions, the information
gathered may have a different focus than the focus of research. Also, the accuracy and
completeness of the records is often unknown. Although archival analysis is not very
useful for directly understanding the psychology programming, researchers such as
Sajaniemi have used archival analysis to validate cognitive models [Sajaniemi 2002].

A.1.3 Analytical techniques
The cognitive dimensions framework of notations introduced a common vocabulary for
psychologists and programming language designers to analyze language designs [Green
and Petre 1996, Green 1989]. Green and others identified different characteristics that
have an effect on programming activity, as supported by empirical evidence [Green and
Petre 1996]. The dimensions provide a quick and inexpensive tool for language designers
to analyze notational usability at a high level. Note, however, that the dimensions are not
guidelines for design; underlying the dimensions are tradeoffs in language design.
Researchers have developed several tools to apply cognitive dimensions to notations.
Yang, et al. developed representation design benchmarks to measure some of the
cognitive dimensions for static representations [Yang et al. 1997]. Blackwell and Bilotta
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developed a questionnaire for user evaluations of programming languages [Blackwell and
Bilotta 2000].
Some researchers have used other, similar tools to evaluate programming language
designs. These include the keystroke-level model, task-action grammars, and heuristic
evaluation. The keystroke-level model can predict the overall time taken for specified
tasks [Card et al. 1983]. Task-action grammars help to establish the consistency of a
programming system [Payne and Green 1986].
Heuristic evaluation identifies deficiencies in interface design through a set of ten
heuristics derived from factor analysis [Nielsen 1994a]: visibility of system status, match
between system and the real world, user control and freedom, consistency and standards,
error prevention, recognition rather than recall, flexibility and efficiency of use, aesthetic
and minimalist design, recovery from errors, help and documentation [Nielsen 1994b].
Although individual evaluators found a minority of interface problems using the
heuristics, the aggregate of up to five evaluations consistently finds a vast majority of
known usability problems in an empirical evaluation of the usability technique, and
compares favorably against cognitive walkthroughs and other usability testing techniques
[Nielsen and Molich 1990, Jeffries et al. 1991]. Although Nielsen designed heuristic
evaluation to assess user interfaces, many of the heuristics could apply to programming
language design. Note, however, that heuristic evaluation does not analyze the cognitive
processes that underlie programming.
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4.2 IBM Think-aloud Study Materials
Begin the videotaping
Hi, my name is Joey Lawrance. I will be leading you through today’s study. Some of the other people
involved are Rachel Bellamy and Dr. Burnett.
Just so that you know, I’ll be reading through this script so that I am consistent in the information I provide
to you and others taking part in this study.
Before we begin, we need you to fill out this informed consent form. Please take your time to read the
form. To paraphrase:
• Participation in this study is completely voluntary.
• There are no risks associated with this study. We’re testing techniques, not you.
• The benefits of completing this study are two free lunch passes and the satisfaction of knowing
that you have made a positive contribution to the field of computer science.
• There will be no record tying you to your work performed during the study. Your data will be
assigned a random number, and no record will tie you to that number after the data has been
collected.
• If you choose not to participate, you may withdraw at any time.
Please do not discuss this study with anyone. We are doing several more sessions and would prefer that our
other participants to not have any advance knowledge. We will collect the form when you have signed it.
Feel free to ask us any questions.
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When they’re done
Thank you for agreeing to participate in our study today. Before we start the study, we’d like you to give us
information about your background. We have a questionnaire for you to fill out, and when you are done, let
me know. Feel free to ask us any questions you have. We will begin when you’ve completed your
questionnaire.
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When they’re done
In this study, we are interested in what you say to yourself as you perform some tasks that we give you. In
order to do this, we will ask you to TALK ALOUD CONSTANTLY as you work on the problems. What I
mean by talk aloud is that I want you to say aloud EVERYTHING that you say to yourself such as what
you are thinking. Act as if you are alone in this room speaking to yourself. If you are silent for any length
of time, I will remind you to keep talking aloud. It is most important that you keep talking. Do you
understand what I want you to do?
Good. Before we begin the study, we will start with a couple of practice questions to get you used to
talking aloud. I want you to talk aloud as you do these problems.
Picture yourself in your home.
Going through each room in your home, count up the number of windows in each room.
Picture yourself in your kitchen.
Make a sandwich with multiple ingredients, such as a BLT.
As you do this, describe what you’re thinking: where you’re getting the ingredients from, what you’re
doing with them, and so forth.
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Now that we’ve got your consent, your background, and we’ve got you thinking aloud, we’ll begin with the
study. For the next few hours, you will be a contributor to RSSOwl.
Having looked through the issue tracker, we’ve assigned some bugs for you to find and try to fix in
RSSOwl. We recognize that RSSOwl is a sizable piece of software, and may seem overwhelming, but be
assured that we are not testing you, we’re testing techniques. As you debug, describe what you’re thinking.
You will have access to Eclipse setup with RSSOwl as a project. You will also have access to a web
browser. The experiment will start when I give you the first bug report.
Please take a moment to review the bug report on the screen. This will be the first of two bugs we will have
you tackle today. If you have any questions at any time, feel free to ask them. You may begin.
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Interruption
Okay, time is up. Now, we’re going to switch tasks.
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Background Questionnaire
Date:
Subject Number:
1.

Gender
Male
Female

2.

How many years of programming experience do you have?
More than 10 years
More than 5 years
2-5 years
Less than 2 years

3.

What kinds of programming tasks do you typically do now?
Creating new applications
Designing
Debugging
Testing

4.

Do you use Eclipse for all your programming tasks? Yes/no

5.

How many years have you used Eclipse?

6.

What tools do you use for code maintenance?

7.

What tools do you use for debugging?
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8.

How recently have you programmed in Java?
yesterday
Last week
Last month
6 months to a year ago
Over a year ago

9.

How long have you programmed in Java?
More than 10 years
More than 5 years
2-5 years
Less than 2 years

10. What kinds of work do you usually do in Java?
Creating new applications
Designing
Debugging
Testing
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4.3 Java Reserved Words and English Stopwords
a
about
above
abstract
across
after
afterwards
again
against
all
almost
alone
along
already
also
although
always
am
among
amongst
amoungst
amount
an
and
another
any
anyhow
anyone
anything
anyway
anywhere
are
around
as
assert
at
back
be
became
because
become
becomes
becoming
been
before
beforehand
behind
being
below

beside
besides
between
beyond
bill
boolean
both
bottom
break
but
by
byte
call
can
cannot
cant
case
catch
char
class
co
com
computer
con
const
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