AN ABSTRACT OF THE DISSERTATION OF
Christopher J. Lauer for the degree of Doctor of Philosophy in Applied Economics presented on
June 5, 2017.
Title: Determining optimal timber harvest and fuel treatment on a fire-threatened forest landscape
using approximate dynamic programming.

Abstract approved: ______________________________________________________
Claire A. Montgomery

Forest management in the face of fire risk is a challenging problem because fire spreads
across a landscape and because its occurrence is unpredictable. Additionally, management must
be adjusted over time as unpredictable fire events are realized. Land managers have some control
over the vegetation conditions that facilitate fire spread, and they can engage in activity that
reduces fire arrival probability and decreases the likelihood of damage. This management
activity will have consequences for fire risk in multiple locations on a landscape over a long
time-horizon. The first manuscript in this dissertation demonstrates a method for incorporating
spatial information and interactions into a dynamic model for management decisions.
Approximate dynamic programming is applied to determine the optimal timing and location of
fuel treatments and timber harvests for a fire-threatened landscape. This method allows a value
function and an optimal policy to be found for a problem with high dimension state and action
spaces. Larger net present values can be achieved using policies that explicitly consider evolving
spatial interactions created by fire spread, compared to policies that are optimal in a non-spatial
or non-dynamic setting.

The second manuscript explores the interaction of multiple landowners on a single
landscape. Fuel conditions that allow fire to cross property boundaries creates externalities, and
must be accounted for when making management decisions. In the second manuscript, the
problem of determining optimal management is formulated as a dynamic game where each agent
affects the fire risk for other agents on the landscape. Value functions and optimal policies that
account for fire-spread externalities are determined for each agent. This method is applied to
analyze the effect of ownership fragmentation on landowner welfare and ecological outcomes.
The third manuscript explores policies designed to make landowners accountable for
externalities generated by their management. Damage caused by spreading fires has prompted
the creation of laws such as liability and negligence standards for landowners. Large damaging
fires that resulted in expensive litigation have prompted changes to wildfire liability laws in
several states. These regulations change the incentives that managers face. In this manuscript, the
multi-agent framework developed in the second part of this dissertation is expanded and applied
to analyze the effect of different types of liability regulations.

©Copyright by Christopher J. Lauer
June 5, 2017
All Rights Reserved

Determining Optimal Timber Harvest and Fuel Treatment on a Fire-Threatened Forest
Landscape Using Approximate Dynamic Programming

by
Christopher J. Lauer

A DISSERTATION

submitted to

Oregon State University

in partial fulfillment of
the requirements for the
degree of

Doctor of Philosophy

Presented June 5, 2017
Commencement June 2018

Doctor of Philosophy dissertation of Christopher J. Lauer presented on June 5, 2017

APPROVED:

Major Professor, representing Applied Economics

Head of the Department of Applied Economics

Dean of the Graduate School

I understand that my dissertation will become part of the permanent collection of Oregon State
University libraries. My signature below authorizes release of my dissertation to any reader
upon request.

Christopher J. Lauer, Author

ACKNOWLEDGEMENTS
Writing a dissertation has at times been a lonely enterprise, but it was not a task I
accomplished alone. I have received an incredible amount of help, support, and mentoring over
these years. I received financial support from the National Science Foundation under CyberSEES
Computing and Visualizing Optimal Policies for Ecosystem Management (grant no. 1331932),
the USDA Forest Service Western Wildland Environmental Threat Assessment Center (joint
venture agreement 12-CR-11261907-100), the Barton DeLoach Scholarship, the Robert Johnson
Graduate Fellowship, and the Oregon Laurels Graduate Scholarship.
I received an excellent education from the faculty of the Department of Applied
Economics, and from many faculty members in the College of Forestry especially the
Department of Forest Engineering Resources and Management. I had a great cohort of fellow
students during my time at Oregon State; many of you will be lifelong friends.
I would like to thank Thomas Dietterich, John Sessions, JunJie Wu, David Lewis, and
Yong Chen for being members of my committee and for their advice and feedback on this
research. I particularly need to thank my advisor Claire Montgomery, your mentoring, patience,
and guidance was indispensable throughout this process; you have been a tremendous role model
for me.
My family has been, and continues to be, an important source of support. Especially my
wife Sophia, I could not ask for a better companion in life. Your influence has made me a better
scholar and a better person, and you have supported me through all the highs and lows in this
process. Finally, thanks to my son Alois for the healthy additional dose of motivation to see this
through at the end.

CONTRIBUTION OF AUTHORS
Dr. Claire Montgomery made substantial contributions to the design and review of all
three of the manuscripts in this dissertation. Dr. Thomas Dietterich provided important guidance
in the model specification and the development of the solution methods applied in this work.

TABLE OF CONTENTS
1. General Introduction ................................................................................................................... 1
2. Spatial Interactions and Optimal Forest Management on a Fire-threatened Landscape ............ 9
2.1 Introduction ................................................................................................................... 9
2.2 Model .......................................................................................................................... 12
2.2.1 Markov Decision Process and Bellman’s Equation ..................................... 13
2.2.2 Spatial Interactions....................................................................................... 14
2.3 Solution Method.......................................................................................................... 15
2.3.1 Post-decision state ........................................................................................ 16
2.3.2 Value function approximation ..................................................................... 17
2.3.3 Value iteration algorithm ............................................................................. 18
2.4 Data and Parameters ................................................................................................... 19
2.4.1 Landscape parameters .................................................................................. 20
2.4.2 Value function specification ........................................................................ 23
2.5 Results ......................................................................................................................... 26
2.5.1 Evaluating the value function approximation .............................................. 26
2.5.2 Policy evaluation .......................................................................................... 29
2.5.3 Implications for forest management ............................................................ 36
2.6 Conclusions ................................................................................................................. 43
3. Forest Management on a Fire-threatened Landscape with Spatial Externalities ...................... 47
3.1 Introduction ................................................................................................................. 47
3.2 Model .......................................................................................................................... 51
3.3 Data and Parameters ................................................................................................... 52
3.4 Solution Method.......................................................................................................... 54
3.4.1 Post-decision state ........................................................................................ 54
3.4.2 Value function approximation ..................................................................... 55
3.4.3 Value function specification ........................................................................ 56
3.4.4 Value iteration algorithm ............................................................................. 59
3.4.5 Evaluating the value function approximation .............................................. 60
3.5 Results ......................................................................................................................... 63

3.6 Discussion and Conclusions ....................................................................................... 68
4. Evaluating wildland fire liability standards – does regulation incentivize good
management? ................................................................................................................................ 72
4.1 Introduction ................................................................................................................. 72
4.2 Model .......................................................................................................................... 75
4.3 Data and Parameters ................................................................................................... 76
4.4 Solution Method.......................................................................................................... 79
4.4.1 Post-decision state ........................................................................................ 79
4.4.2 Value function approximation ..................................................................... 80
4.4.3 Value function specification ........................................................................ 80
4.4.4 Value iteration algorithm ............................................................................. 83
4.4.5 Evaluating the value function approximation .............................................. 83
4.5 Results ......................................................................................................................... 85
4.6 Discussion and Conclusions ....................................................................................... 96
References ......................................................................................................................... 99
5. General Conclusion ................................................................................................................. 103
5.1 Audience and applications ........................................................................................ 103
5.2 Contributions to scientific literature ......................................................................... 104
5.3 Opportunities for improvement................................................................................. 108
5.3.1 Ecological models ...................................................................................... 108
5.3.2 Incentives and management activity .......................................................... 110
5.3.3 Decision-making agents ............................................................................. 112
5.4 Final remarks ............................................................................................................ 113
Bibliography ............................................................................................................................... 114
Appendix ..................................................................................................................................... 119
A.1 Single Agent Value Iteration Algorithm .................................................................. 119
A.2 Multi-agent Value Iteration Algorithm .................................................................... 128

LIST OF FIGURES
Figure 1.1: Fire suppression costs for public agencies 1985-2016 (2016 dollars) ......................... 2
Figure 1.2 Total acres burned 1985-2016. ...................................................................................... 3
Figure 2.1 Adjacent stands whose attribute are included in the value function
approximation. ............................................................................................................. 24
Figure 2.2 Variables that represent the initial landscape, determined based on underlying
landscape attributes. The map on the left shows the land and timber value
calculated based on the Faustmann rotation. The map on the right shows the
downwind spread rate for extreme weather conditions................................................ 25
Figure 2.3a Evolution of value function approximation coefficients during the value
iteration process for target stand attributes. ................................................................. 28
Figure 2.3 Evolution of value function approximation coefficients during the value
iteration process. .......................................................................................................... 28
Figure 2.3b Evolution of value function approximation coefficients during the value
iteration process for adjacent stand attributes. ............................................................. 28
Figure 2.4 Histograms depicting the distribution of net present values generated by the
ADP policy and the benchmark comparison policies for 500 trajectories of
ignition/weather events. ............................................................................................... 31
Figure 2.5a Compares the outcomes for the Faustmann policy to the ADP policy for the
same trajectory of fire and weather events. Each of the 500 points represents 1
trajectory. Points below the diagonal line (circles) represent trajectories in
which the ADP policy leads to a higher NPV than the benchmark. ............................ 34
Figure 2.5b Compares the outcomes for the Reed policy to the ADP policy for the same
trajectory of fire and weather events. Each of the 500 points represents 1
trajectory. Points below the diagonal line (circles) represent trajectories in
which the ADP policy leads to a higher NPV than the benchmark. ............................ 35
Figure 2.5c Compares the outcomes for the Reed with fuel treatment policy to the ADP
policy for the same trajectory of fire and weather events. Each of the 500
points represents 1 trajectory. Points below the diagonal line (circles) represent
trajectories in which the ADP policy leads to a higher NPV than the
benchmark. ................................................................................................................... 36
Figure 2.6 Distribution of harvest ages that result from following the ADP policy.
Faustamnn and Reed harvest ages are included for comparison.................................. 37

Figure 2.7a Distribution of fire sizes that arise as a result of following the ADP policy
compared the distribution of fire sizes that result from the Faustmann policy
for the same set of ignition/weather trajectories. ......................................................... 39
Figure 2.7b Distribution of fire sizes that arise as a result of following the ADP policy
compared the distribution of fire sizes that result from the Reed policy for the
same set of ignition/weather trajectories. ..................................................................... 40
Figure 2.7c Distribution of fire sizes that arise as a result of following the ADP policy
compared the distribution of fire sizes that result from the Reed with fuel
treatment policy for the same set of ignition/weather trajectories. .............................. 40
Figure 2.8a Distribution of merchantable biomass destroyed by fire as a result of
following the ADP policy compared the distribution that result from the
Faustmann policy for the same set of ignition/weather trajectories. ............................ 41
Figure 2.8b Distribution of merchantable biomass destroyed by fire as a result of
following the ADP policy compared the distribution that result from the Reed
policy for the same set of ignition/weather trajectories. .............................................. 42
Figure 2.8c Distribution of merchantable biomass destroyed by fire as a result of
following the ADP policy compared the distribution that result from the Reed
with fuel treatment policy for the same set of ignition/weather trajectories. ............... 43
Figure 3.1 Low-fragmentation ownership configuration .............................................................. 54
Figure 3.2 High-fragmentation ownership configuration ............................................................. 54
Figure 3.3 Depicts adjacent stands whose attribute are included in the value function
approximation. ............................................................................................................. 58
Figure 3.4 Variables that represent the initial landscape, determined based on underlying
landscape attributes. ..................................................................................................... 58
Figure 3.5 Figure depicts the empirical cumulative distribution functions for the social
planner case and the two fragmentation cases. ............................................................ 65
Figure 3.6 Distribution of harvest ages social planner v. low-fragmentation landscape .............. 66
Figure 3.7 Distribution of harvest ages social planner v. high-fragmentation landscape ............. 66
Figure 3.8 Fire size distribution social planner v. high ownership fragmentation ....................... 68
Figure 4.2 Depicts adjacent stands whose attribute are included in the value function
approximation .............................................................................................................. 82

Figure 4.3 Variables that represent the initial landscape, determined based on underlying
landscape attributes. ..................................................................................................... 83
Figure 4.4 Figure depicts the empirical cumulative distribution functions for the social
planner, the no-regulation case, the strict liability case and the negligence case. ....... 88
Figure 4.5 Plot depicts the distribution of outcomes under each scenario for the whole
landscape. Box represent values between quartile 1 and quartile 3, with
dividing line in box representing the median outcome. Whiskers are 1.5 times
the distance of q1 to q3, or the extreme value whichever, is smaller. x’s mark
outlying extreme values. .............................................................................................. 90
Figure 4.6 Plot depicts the distribution of outcomes under each scenario for agent 1. Box
represent values between quartile 1 and quartile 3, with dividing line in box
representing the median outcome. Whiskers are 1.5 times the distance of q1 to
q3, or the extreme value whichever, is smaller. x’s mark outlying extreme
values............................................................................................................................ 90
Figure 4.7 Plot depicts the distribution of outcomes under each scenario for agent 2. Box
represent values between quartile 1 and quartile 3, with dividing line in box
representing the median outcome. Whiskers are 1.5 times the distance of q1 to
q3, or the extreme value whichever, is smaller. x’s mark outlying extreme
values............................................................................................................................ 91
Figure 4.8a&b Harvest age distribution for strict liability and negligence scenarios
respectively. These scenarios are compared to the no-regulation and social
planner benchmarks. .................................................................................................... 93
Figure 4.9 Fire size distribution no-regulation scenario v. strict liability scenario ...................... 96
Figure A.1 Value function iteration algorithm. Index definitions - n indexes number of
value function updates, k indexes number of updating cycles, t indexes number
of time-steps (years) in a cycle, m indexes number of fire/weather simulations
per time-step. .............................................................................................................. 126
Figure A.2 Step size/learning rate ............................................................................................... 127
Figure A.3 Multi-agent value function iteration algorithm ........................................................ 136

LIST OF TABLES
Table 2.1 Mean and variance of the net present value (NPV) generated by benchmarks
and ADP policy ............................................................................................................ 32
Table 2.2 Pairwise comparisons for ADP policy outcomes and benchmark policy
outcomes ...................................................................................................................... 32
Table 3.1 Whole landscape outcomes ........................................................................................... 63
Table 3.2 Pairwise Comparisons for fragmentation scenarios...................................................... 63
Table 4.1 Average Net Present Value of simulation outcomes in million dollars (variance
in parentheses). %Δ is percent difference between average realized value, Ave.
Vr, and predicted value, V. ........................................................................................... 85
Table 4.2 (1) change in average realized value (column scenario less row scenario) in
million dollars, (2) p-value for Welch’s 1-tail t-test, (3) p-value for Wilcoxon
signed rank test, (4) p-value for Kolmogorov-Smirnov test, and (5) effect size
are reported for each pair of scenarios. ........................................................................ 86
Table 4.3 variance comparison top row is p-value for F-test null hypothesis is that
variances are equal. Since the F-test is sensitive to non-normality, the p-value
for the Brown-Forsythe test is included in the second row .......................................... 89

1
1. General Introduction
Forests generate a wide range of goods and services that make them valuable to people.
However, many of the market goods and non-market ecosystem services produced by forests are
vulnerable to unpredictable disturbances; one important disturbance on many forested landscapes
is fire. Wildland fire is a natural process and often plays an important role in ecosystem health.
On the other hand, fire can damage the value of forests for people. Human management can alter
the vegetation conditions that give rise to fire risk, but determining the best course of
management action is difficult. Vegetation evolves over time and management must be adapted
when unpredictable fire events alter the composition of vegetation on the landscape. Fire spread
means that management actions affect the value for multiple stands on the landscape. Ignoring
either the spatial or dynamic element of fire risk can reduce management effectiveness; modeling
both issues simultaneously is a difficult problem. Previous attempts to incorporate spatial
interactions in a dynamic model of forest management have relied on models that cannot be
scaled up to accommodate the size and ecological complexity of realistic forest landscapes. The
solution techniques explored in this work offer a method to incorporate realistic ecological
models at an appropriate scale for addressing optimal management of a fire-threatened
landscape.
Significant amounts of money and resources have been devoted to efforts to eliminate the
threat of damaging wildfire, but this spending has not produced the desired result. According to
the 2015 Fire Budget Report produced by the USDA Forest Service, more than 50% of the
Forest Service’s 2015 budget was devoted to fire-related activities, compared with 16% of its
operating budget in 1995. The USDA Forest Service spent more than $1.7 billion on fire
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suppression costs alone in 2015 and has spent more than $1 billion in 8 of the last 10 years on
fire suppression activity (USDA Forest Service 2015). According to data provided by the
National Interagency Fire Center (2016), wildfires have been trending toward larger and more
expensive over the last 30 years. The yearly total expenditure on wildland fire suppression for all
federal agencies since 1985 are shown in Figure 1.1, and the yearly total acres burned over the
same time period are shown in Figure 1.2. Forest management over the previous decades has
contributed to the landscape conditions, especially accumulation of fuel on federal forestlands,
that are driving these trends (Schmidt et. al. 2002, Donovan and Brown 2007).

Figure 1.1 Fire suppression costs for public agencies 1985-2016 (2016 dollars). (Source:
National Interagency Fire Center (2016))
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Figure 1.2 Total acres burned 1985-2016. (Source: National Interagency Fire Center (2016))
There are many different dimensions to understanding the management of fire threatened
landscapes. Research has often focused on understanding the biophysical aspects of fire spread,
and the ecological implications of this phenomenon. An important and sometimes overlooked
aspect of this problem is how institutional factors influence the management decisions of
landowners. Human activity interacts with ecological processes and plays an important role in
determining landscape conditions. Examples of institutional factors include ownership patterns,
manager values and objectives, regulations, liability rules, markets for forest products,
conservation activities, patterns of development and recreation.
There are two broadly defined strategies for mitigating the risks created by wildfire. Land
managers can suppress fires when they occur, or they can take pre-emptive action to change the
fuel conditions on the landscape that give rise to fire risk. These strategies are not mutually
exclusive, and the use of one strategy changes the effectiveness and cost of the other. I focus on
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the second strategy and explore preemptive measures that can be taken to prevent fire spread and
stand damage before wildfires occur. There are two main contributions to the literature in this
dissertation. First, I demonstrate a tractable method for incorporating spatial interaction in a
dynamic optimization problem. Second, I show how the modeling framework I develop can be
used to analyze policy changes that will influence the welfare and behavior of land managers.
Modeling landowner decision-making in the context of wildland fire is difficult for
several reasons. First, forest management is a dynamic problem and resources must be allocated
over time; vegetation grows and changes so actions taken today can have important
consequences for the future value of forestland. Second, it is difficult to predict fire occurrence.
Large damaging fires happen some place every year, but fires in any specific location are rare
and unpredictable. Fuel conditions on the landscape can be observed, but the weather and fire
ignition location, which are the other important components of fire spread/damage probability
are difficult to predict. When fires do occur, future management will need to adjust to account
for the altered vegetation conditions. Since fire spreads across the landscape, vegetation
conditions and management activity on one part of the landscape will affect the fire risk for other
parts of the landscape. The probability of fire arrival in any particular place on the landscape
depends on the ability of fire to move through vegetation. The many possible configurations of
vegetation on the landscape lead to a large number of states; dynamic problems become difficult
to solve when there are many states because the value of every state needs to be identified.
Finding a value for every state becomes intractable as the number of possible states increases.
This is known as the “curse of dimensionality.” Incorporating spatial interactions in a dynamic
optimization problem substantially increases the size of the state space, which amplifies this
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problem. A reinforcement learning technique called approximate dynamic programming (Sutton
and Barto 1998, Powell 2007, 2009) offers a way to deal with this issue. I show how
approximate dynamic programming methods can be modified and employed to account for
spatial interactions created by fire-spreading vegetation on a forest landscape. These methods
can determine optimal management and estimate the expected forestland value when the flow of
benefits faces risk of damage from wildfire.
The second contribution of this dissertation is in policy analysis. I apply the modeling
framework to predict how the interaction between different landowners and the incentives
created by different institutions will affect land management, landowner welfare, and ecological
outcomes. The essays in this dissertation focus primarily on the management of land for timber
production, since in many cases, forestland is primarily used to produce timber. However, forest
landowners also manage for non-timber ecosystem services, especially on public forestland. The
models developed in this dissertation could be extended to include other landowner objectives.
The underlying ecology of a landscape also plays an important role in shaping a land manager’s
behavior. The ecological setting for this work is SW Oregon; in another location, different
weather patterns and vegetation could lead to different outcomes. Some of the policy
recommendations generated by this work may be generalizable; others will be specific to the
ecological context.
Determining the value of forestland and the optimal management of a forest is a very old
problem; the earliest economic analysis of this issue can be traced back to Faustmann (1849).
Samuelson (1976) demonstrated that Faustmann’s model was essentially correct in a risk-free
world without spatial externalities, and this model continues to serve as the building block for
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many models of optimal forest management. Hartman (1976) showed that the optimal rotation
age for timber could also depend on the flow of non-timber ecosystem services. One could think
of fire risk and fire protection created by stand vegetation as part of this flow of non-timber
goods and services. Swallow and Wear (1993) showed that the optimal management of an
individual stand can depend on interaction with neighboring stands, and the optimal rotation age
can fluctuate based on the broader conditions on the landscape.
Most previous work on forest management with fire risk has considered either the spatial
or the dynamic dimension of forest management, but rarely both. Cases where both dimensions
are considered simultaneously rely on very simple ecological models that do not realistically
model the process of fire spread or changing vegetation over time. Routledge (1980) and Reed
(1984) worked on the dynamic management of a single stand, and many authors built upon this
work. Others such as Wei et. al. (2008), Ager et. al. (2010), and Chung et. al. (2013) focused on
spatially-explicit models that account for fire spread. However, these spatially-explicit models do
not account for how optimal management can adjust on a post-fire landscape. A few authors
have employed optimal control or dynamic programing methods to create simple models of the
spatial interactions created by spreading fire in a dynamic context including Crowley et. al.
(2009) and Konoshima et. al. (2008, 2010), but the solution methods used in these studies are not
scalable. In this dissertation, I build upon previous efforts to optimize the management of
forestland in the face of fire risk; I demonstrate an innovative way to incorporate spatial
interactions into a dynamic model of forest management that accommodates larger landscapes
with more complex ecological models.
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The first manuscript in this dissertation explores the management of a landscape with
multiple stands that affect one another’s fire risk. I develop a model for incorporating spatial
interactions in a dynamic programing framework to determine optimal rotation age and fuel
treatment locations. I apply approximate dynamic programming to estimate a value function for
the forest stands in this model landscape and use this value function to find an optimal policy for
management; this is the only application of approximate dynamic programming in a forestry
context that I am aware of. Accounting for the spatial configuration of fire-spreading vegetation
improves the expected net present value of timber harvest compared to policies that are optimal
in non-spatial settings.
The second manuscript builds upon the first by introducing externalities created by
multiple agents managing different sections of the same landscape. Fires that spread across
property boundaries create externalities. The interaction of multiple agents is modeled as a
dynamic game. The welfare of each agent depends on their own actions and the actions of their
neighbor, whose management activity will also affect the fire arrival probability. Several
scenarios related to the fragmentation of landownership demonstrate the effect of these
externalities; as the landscape becomes more fragmented, more fires cross property boundaries
and more externalities are created which affects optimal management and the expected land
value.
The third manuscript introduces liability regulations that modify incentives for agents to
mitigate externalities. Liability regulations are one mechanism for incentivizing risk mitigating
behavior; Epstein (2012) provides a good overview of how liability laws are applied in cases of
damage caused by wildfire. There have been various attempts to improve liability regulations
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and negligence standards for damage caused by spreading fire at the federal and state levels.
Large damaging wildfires in the last decade such as the Moonlight Fire of 2007 (US v. Sierra
Pacific Industries 2015) have been a catalyst for changes to liability laws and negligence
standards in several states including Oregon in 2013 (OR SB 709 2013) and Washington in 2014
(WA SB 5972 2014). This manuscript explores how changes in liability laws might affect
outcomes for landowners.
This dissertation applies innovative methods to a complex problem in natural resource
management and contributes to our understanding of how to effectively manage fire-threatened
ecosystems. These methods may also provide a good starting point for other problems in natural
resource management involving ecosystems where management has consequences in both a
spatial and temporal dimension.
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2. Spatial Interactions and Optimal Forest Management on a Fire-threatened Landscape
2.1 Introduction
Forest management is a dynamic problem; actions taken today have important
consequences for the future value of forest land. Determining optimal management is further
complicated by unpredictable ecological disturbances; one important disturbance on many
forested landscapes is wildfire. While fire is a natural process that can be vital to the health of
forest ecosystems, it can threaten values on the landscape such as timber, homes in the wildland
urban interface, watershed health, air quality, and wildlife habitat. Significant amounts of money
and resources have been devoted to the task of eliminating damaging wildfire. According to the
2015 Fire Budget Report produced by the USDA Forest Service, more than 50% of the Forest
Service’s 2015 operating budget was devoted to fire-related activities, compared to just 16% in
1995. The USDA Forest Service spent more than $1.7 billion on fire suppression costs alone in
2015 and has spent more than $1 billion in eight of the last ten years on fire suppression activity
(USDA 2015).
Value on a forest landscape can be diminished, or destroyed, by unpredictable events
such as fire, and the extent of the damage is at least partially outside of manager control.
Routledge (1980) and Reed (1984) demonstrated that the optimal rotation age for timber harvest
determined by Faustmann (1849) can be adjusted to account for the possibility of an
unpredictable natural disaster damaging or destroying a stand. They showed that the optimal
rotation age decreases as the probability of stand destruction increases. Reed built upon his
model in subsequent papers to demonstrate how optimal management will be affected if fire
arrival rate is a function of stand characteristics. He also explored how to determine the optimal
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schedule of investment in fire protection, such as fuel treatment or fire-fighting infrastructure
(Reed 1989, 1993). Many authors built upon Reed’s insights; examples include Amacher et al.
(2005) and Garcia-Gonzalo et al. (2014) who looked at how fuel treatment and silvicultural
interventions affect optimal rotation age for fire-threatened forest stands. Daigneault et al. (2010)
examined how carbon sequestration is affected by manager response to fire risk.
An important shortcoming of these models is that they focus on management at the stand
level and do not account for fire’s ability to spread between stands. Because fire can travel large
distances across a landscape, fire risk on an individual stand is a function of the condition of the
entire landscape. Several authors have created models to account for fire behavior that include
spatial interactions. Wei et al. (2008) separated fire arrival probability into ignition and spread
probabilities. These probabilities account for varying ecological factors such as slope and wind
direction. They used the conditional spread probabilities to find locations of fuel treatments in
the current time period to minimize expected loss to fire on the modeled landscape. Ager et al.
(2010) used repeated simulation to compare the damage probabilities for structures in the
wildland-urban interface under different fuel management strategies when fire spreads. These
models are static because they consider only treatment in the current period and the expected
value of the treated landscape. Chung et al. (2013) developed a model that places fuel treatments
over two time periods to minimize expected loss. The vegetation evolves over time, but no fire
actually occurs. While this model is intertemporal, it is not dynamic because it does not account
for how optimal management will adjust on a post-fire landscape, should fire actually occur.
Stochastic dynamic programing is a natural method for determining the optimal
management of a fire-threatened forest landscape. Actions are selected to maximize the current
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period value plus the expected future value of the treated landscape given that optimal choices
are made in future periods as new knowledge becomes available (e.g., stochastic events are
realized). This optimization strategy depends on the principle of optimality (Bellman 1957)
which is the assumption that no matter what the current action is, actions in all future states will
be optimally chosen. Solving a stochastic dynamic programming problem requires complete
enumeration of all possible outcomes in each time period; this can make even very simple
problems intractably large – the so-called “curse of dimensionality.” Konoshima et al. (2008,
2010) were able to formulate and solve the optimal fuel treatment and harvest problem as a
stochastic dynamic problem by considering only 2 periods, 7 management units, 4 stand age
classes, 4 treatment options, and 2 weather conditions. They demonstrated that landowners will
try to protect on-site timber values by shortening rotations, as suggested by Reed (1984), but will
try to protect adjacent timber values by postponing harvest to avoid high spread rates associated
with young stands. This study demonstrated the importance of accounting for stochasticity and
spatial interactions in a dynamic decision framework, but its practical usefulness for decisionmaking and policy analysis is limited because of the small size of the simulated landscape.
Both the spatial and intertemporal aspects of solving for the optimal management of a
fire-threatened landscape contribute to the curse of dimensionality. Heuristic solution methods,
such as simulated annealing or tabu search, are widely used to identify management that is
approximately optimal in a given time period for large landscapes with spatial interactions.
Chung et al. (2013) is one example. See also Bettinger et al. (2003). But these methods alone are
not sufficient for solving dynamic problems in which managers respond to new information as it
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becomes available. For that, we need an approximate approach to solving dynamic programming
problems.
In this study, we develop a method for incorporating spatial interactions into a dynamic
decision process that accounts for the stochastic nature of fire by using a machine learning
technique known as approximate dynamic programming (Sutton and Barto 1998, Powell 2007,
2009). We applied our method to model optimal timing and placement of timber harvest and fuel
treatment on a 64-unit landscape that we parameterized to represent the ecological conditions of
southwest Oregon. The value functions we estimate provide a way to model the expected
benefits, costs, and externalities associated with different management actions which have
uncertain consequences in multiple locations on the landscape. The value function implies an
optimal policy for management actions. We evaluate the effectiveness of our method by
comparing simulated outcomes over 150-year time horizons to outcomes generated using Reed
and Faustmann timber harvest rotations and to a rule-of-thumb approach to placing fuel
treatments. The policies generated by our model lead to higher average net present values (NPV)
on the landscape compared to the benchmark policies. In the concluding section, we highlight the
relevance of our key findings, describe model limitations, and discuss plans to extend the basic
model to address relevant questions in forest management.
2.2 Model
A bio-economic model can provide insight into factors that drive landowner behavior and
can be analyzed to determine an optimal set of actions for a decision-making agent when
landscape conditions give rise to fire risk that affects stand value. Our model accounts for the
financial incentives faced by the agent. It could also be specified to include non-market
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incentives. The ecological processes that determine the evolution of the landscape can be thought
of as a constraint on the agent’s actions. Vegetation evolves and stochastic disturbances (in this
case, fire) occur over time so that future costs and revenues depend on actions taken today and,
likewise, the present value depends on those future rewards. Finally, because fire spreads across
the landscape creating interactions that affect stand value, our model is explicitly spatial.
2.2.1 Markov Decision Process and Bellman’s Equation
We represent the economic and ecological components of this problem as a Markov
Decision Process (MDP) (Puterman 1994) that has five different components.
1. A set of possible States, which depends on the attributes of the individual stands contained by
the landscape. The state St describes the conditions of the landscape at time t.
2. A set of Actions that specifies what a land manager can do. In our setting, the overall action
at time t is a vector 𝑥𝑡 of the management activities applied to each stand in the landscape.
For each stand, there are four possible management activities: harvest timber (clear-cut), treat
fuel to reduce fire risk, implement both activities, or do nothing; in each time step one of
these four options must be chosen for each stand.
3. A Reward Function, C(St, xt) that describes the immediate (i.e. current period) costs or
revenues associated with a particular action for a particular state.
4. A State Transition Model, St+1 = S’(St, xt, Wt), that describes how the state evolves over time.
The transition from St to St+1, is a function of the current state, St, the current action, xt, and a
vector of stochastic events, Wt, which includes fire arrival and weather.
5. A Discount Factor, δ, that determines how current rewards are valued relative to future
rewards.
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To analyze this MDP, we employ Bellman’s equation (Bellman 1957), a recursive
equation that assigns a value to a particular state (Eq. 2.1) by computing an expectation over the
values of future states. This equation represents a landowner’s decision-making process. It can
be broken into two parts – immediate cost or benefit of a management action, which is captured
by the reward function, and the expectation of the maximized value of the next period’s state,
𝑉(𝑆 ′ (𝑆𝑡 , 𝑥𝑡 , 𝑊𝑡 )). We employ the so-called action-value representation, also known as the “Qvalue” (Watkins & Dayan, 1992). The quantity 𝑄(𝑆𝑡 , 𝑥𝑡 ) is the expected return of taking action
𝑥𝑡 in state 𝑆𝑡 and then behaving optimally thereafter. In approximate dynamic programming, it is
often useful to first compute 𝑄(𝑆𝑡 , 𝑥𝑡 ) for each possible action 𝑥𝑡 and then choose the action that
has the highest 𝑄 value. This is the optimal action in state 𝑆𝑡 , and it defines the value 𝑉(𝑆𝑡 ).
𝑉(𝑆𝑡 ) = max 𝑄(𝑆𝑡 , 𝑥𝑡 )
𝑥𝑡

(𝐸𝑞. 2.1𝑎)

where 𝑄(𝑆𝑡 , 𝑥𝑡 ) is the value of performing action xt on the landscape in state St and
behaving optimally thereafter:
𝑄(𝑆𝑡 , 𝑥𝑡 ) = 𝐶(𝑆𝑡 , 𝑥𝑡 ) + 𝔼𝑆𝑡+1 [𝛿𝑉(𝑆 ′ (𝑆𝑡 , 𝑥𝑡 , 𝑊𝑡 ))] (𝐸𝑞. 2.1𝑏)
2.2.2 Spatial Interactions
To incorporate spatial interactions, we decompose 𝑄(𝑆𝑡 , 𝑥𝑡 ) into separate action-value
functions for each stand in the landscape. Let 𝑄𝑖 (𝑆𝑡 , 𝑥𝑡 ) denote the contribution of stand 𝑖 =
1, 2, … , 𝐼 to the value of the overall landscape at time 𝑡. Note that the state St, action xt, and
stochastic event Wt are not indexed by i because they represent the entire landscape:
𝑄𝑖 (𝑆𝑡 , 𝑥𝑡 ) = 𝐶𝑖 (𝑆𝑡 , 𝑥𝑡 ) + 𝔼𝑆𝑡+1 [𝛿𝑉𝑖 (𝑆 ′ (𝑆𝑡 , 𝑥𝑡 , 𝑊𝑡 ))]. (𝐸𝑞. 2.2)
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𝑉𝑖 (𝑆 ′ (𝑆𝑡 , 𝑥𝑡 , 𝑊𝑡 )) is stand i’s contribution to the value of the landscape in state 𝑆 ′ (𝑆𝑡 , 𝑥𝑡 , 𝑊𝑡 )
given that the landscape is managed optimally in future periods, i.e. ∑𝑖 𝑉𝑖 (𝑆 ′ (𝑆𝑡 , 𝑥𝑡 , 𝑊𝑡 )) =
𝑉(𝑆 ′ (𝑆𝑡 , 𝑥𝑡 , 𝑊𝑡 )). The landowner chooses xt to maximize the overall 𝑄-value for the landscape
which is the sum of the contributions from each stand:
𝐼

𝑉(𝑆𝑡 ) = max 𝑄(𝑆𝑡 , 𝑥𝑡 ) = max ∑ 𝑄𝑖 (𝑆𝑡 , 𝑥𝑡 ) . (𝐸𝑞. 2.3𝑎)
𝑥𝑡

𝑥𝑡

𝑖=1

This value function implies an optimal policy for the management of the landscape:
𝑥 ∗ (𝑆𝑡 ) = argmax 𝑄(𝑆𝑡 , 𝑥𝑡 ). (𝐸𝑞. 2.3𝑏)
𝑥𝑡

The individual stand value functions depend not only on that stand’s vector of attributes, but also
on the attributes of the entire landscape (as indicated by 𝑆𝑡 ) to account for potential fire spread.
Therefore, the actions that maximize the value of the landscape may not maximize the value of
every individual stand.
2.3 Solution Method
The optimal management policy is found by solving Equation 2.3, a difficult problem
because of the unknown value function and the curse of dimensionality created by spatial
interactions and unpredictable ecological processes. We resolve this difficulty by modifying
Equation 2.3 using two techniques described by Powell (2007): post-decision states, and
approximate dynamic programming (ADP) using value function iteration. Either value iteration
or policy iteration could be used to estimate the value function and determine an optimal policy.
Policy iteration works by calculating the value for a policy and using that value to find a better
policy. Value iteration works by finding the best action based on the current estimate of the value
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function and using the value for this action to improve the estimate of the value function. For this
problem value iteration is a better strategy than policy iteration because of the size of the action
space. Additionally, computing the value for a particular policy is difficult because of the need to
simulate many time steps into the future. It would be intractable to calculate the value for even a
small portion of the possible policies.
2.3.1 Post-decision state
The post-decision state technique is a method for simplifying the transition model and the
action-value functions. It was first described by Van Roy et al. (1997) and can be defined as the
state observed by the agent after actions have been taken, but before any stochastic process (in
this case fire arrival) occurs. The state-transition model, 𝑆𝑡+1 = 𝑆′(𝑆𝑡 , 𝑥𝑡 , 𝑊𝑡 ), is divided into two
steps. First, let 𝑔(𝑆𝑡 , 𝑥𝑡 ) be a deterministic process that applies management action vector 𝑥𝑡 to
the landscape to produce the post-decision state 𝑆𝑡𝑥 = 𝑔(𝑆𝑡 , 𝑥𝑡 ). The important property of the
post-decision state is that it can be anticipated accurately by the decision-making agent because it
depends only on the current state, which is observed by the agent, and the actions of the agent.
The transition to the next period state 𝑆𝑡+1 is a function of the post-decision state and the
stochastic fire event 𝑆𝑡+1 = 𝑆 ′ (𝑆𝑡𝑥 , 𝑥𝑡 , 𝑊𝑡 ). With this change, we can rewrite the 𝑄 and 𝑉
functions in terms of the post-decision state 𝑆𝑡𝑥 :
𝑄𝑖 (𝑆𝑡 , 𝑥𝑡 ) = 𝐶𝑖 (𝑆𝑡 , 𝑥𝑡 ) + 𝑉𝑖 (𝑔(𝑆𝑡 , 𝑥𝑡 )) = 𝐶𝑖 (𝑆𝑡 , 𝑥𝑡 ) + 𝑉𝑖 (𝑆𝑡𝑥 ). (𝐸𝑞. 2.4)
We can then rewrite the Bellman equation in terms of the post-decision state as:
𝑉(𝑆𝑡𝑥 ) = 𝔼𝑆𝑡+1 [𝛿 max{𝐶(𝑆𝑡+1 , 𝑥𝑡+1 ) + 𝑉(𝑔(𝑆𝑡+1 , 𝑥𝑡+1 ))}] ,
𝑥𝑡+1

(𝐸𝑞. 2.5)
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𝑥 )
𝑥
where 𝐶(𝑆𝑡+1 , 𝑥𝑡+1 ) = ∑𝑖 𝐶𝑖 (𝑆𝑡+1 , 𝑥𝑡+1 ) and 𝑉(𝑆𝑡+1
= ∑𝑖 𝑉𝑖 (𝑆𝑡+1
). This version of the

Bellman equation relates the value of the post-decision state 𝑆𝑡𝑥 to the expected value of the next
period reward and the value of the next period post-decision state. Hence, this form of the
Bellman equation goes from post-decision state to post-decision state, whereas the standard
Bellman equation goes from (pre-decision) state to (pre-decision) state. The advantage of this is
that the expectation in Eq. 2.5 is outside of the max operation, whereas in Eq. 2.1 we must
compute a separate expectation for each possible action before we can take the max.
2.3.2 Value function approximation
The reformulated Bellman equation, using the post-decision state, can be solved by
applying a form of approximate dynamic programming (ADP) known as value function
approximation. The main idea is to estimate the coefficients for a linear approximation of the
true, but unobservable, value of the post-decision state as a function of observable attributes of
that state. Each stand’s contribution to the value of the post-decision state 𝑉𝑖 (𝑆𝑡𝑥 ) is represented
by a linear model defined with respect to a set of basis functions 𝝓 = (𝜙1 , … , 𝜙𝐽 ), and
coefficients 𝜽 = (𝜃1 , … , 𝜃𝐽 ) as shown in Equation 2.6:
𝐽

𝑉𝑖 (𝑆𝑡𝑥 ) ≈ 𝑉̅𝑖 (𝑆𝑡𝑥 ) = ∑ 𝜃𝑗 ×𝜙𝑗 (𝑆𝑡𝑥 ) ,

(𝐸𝑞. 2.6)

𝑗=1

Basis functions 𝝓 = (𝜙1 , … , 𝜙𝐽 ) are a numeric representation of observable attributes for
the stand and surrounding landscape that influence the net present value of the stand.1 Knowing
values for 𝜽 allows us to compute the value of any state by computing the basis function values

1

Examples of basis functions include a single variable, a product of multiple variables, power functions, and so on.
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in that state, multiplying by the coefficients, and summing the results. The Q-values for each
stand are modified to include an approximation of the stand’s contribution to the value of the
post-decision state:
𝑄𝑖 (𝑆𝑡 , 𝑥𝑡 ) = 𝐶𝑖 (𝑆𝑡 , 𝑥𝑡 ) + 𝑉̅𝑖 (𝑆𝑡𝑥 |𝜃). (𝐸𝑞. 2.7)
The landscape value function 𝑉(𝑆𝑡 ), and the optimal policy implied by this value
function are now defined using the modified Q-values shown in Equation 2.7.
The value function approximation, 𝑉̅𝑖 (𝑆𝑡𝑥 |𝜃), is conceptually similar to a hedonic model
for determining the value of a forest stand. Hedonic models estimate how attributes of a
composite good contribute to its value. They are used for appraising forest land or real estate
market values. In this case, the composite good is the stand, which depends on the attributes of
the landscape.
2.3.3 Value iteration algorithm
Here we give a brief description of the value iteration algorithm employed to estimate the
unknown coefficients 𝜃 of 𝑉̅𝑖 (𝑆𝑡𝑥 |𝜃); details are provided in Appendix A.1. To compute the
optimal values of the coefficients, we initialize 𝜃 = 𝜃 0 for 𝑉̅𝑖0 (𝑆𝑡𝑥 |𝜃 0 ) and then update the
coefficients through a series of iterations n=1…N. The iterative updates to the value function
coefficients happen during a number of simulation cycles. In each cycle, we start in a chosen
starting state, 𝑆0 , and simulate management for several years into the future. In each time-step
simulation outcomes are used to update the estimate of the value function coefficients. Finding
the optimal action 𝑥𝑡∗ = argmax ∑𝐼𝑖=1[𝐶𝑖 (𝑆𝑡 , 𝑥𝑡 ) + 𝑉̅𝑖𝑛 (𝑆𝑡𝑥 |𝜃 𝑛 )] in each time-step, given the
𝑥𝑡

current state 𝑆𝑡 and the most recent estimate of the value function 𝑉̅𝑖𝑛 , is a large combinatorial
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problem. We employ a heuristic optimization method that combines simulated annealing
(Kirkpatrick 1984) with tabu search (Reeves 1993) to quickly find a near optimal solution for
each time step. This vector of actions 𝑥𝑡∗ is applied to the landscape to find the post-decision
state. We then simulate state transitions (which could include a fire) on the post-decision
landscape by drawing random ignition and weather events from the distributions described in
𝑚
section 2.4. These simulations result in a set of next period states 𝑆𝑡+1
, 𝑚 = 1, … 𝑀. The

optimal action and the value for each of the states resulting from the Monte Carlo simulations is
found to calculate the realized contribution each stand makes to the value of the post-decision
𝑥,𝑚
𝑚 )
𝑚
)]. In the next step, the coefficients 𝜃 are
state: 𝑉(𝑆𝑡+1
= max ∑𝐼𝑖=1[𝐶𝑖 (𝑆𝑡+1
, 𝑥𝑡+1 ) + 𝑉̅𝑖𝑛 (𝑆𝑡+1
𝑥𝑡+1

updated from 𝜃 𝑛 to 𝜃 𝑛+1 to reduce the difference between our current estimate of stand value
and the average of the realized values of the states resulting from the simulations. This completes
one “Bellman backup2” step for value iteration. Then we choose one of the simulated resulting
states 𝑆𝑡+1 as the next starting state. If there are no time-steps left in the current cycle, a new
cycle is started with the starting state 𝑆0 . Additional steps are necessary to adequately explore the
state space and avoid local optima, these are also described in the Appendix. When the algorithm
converges, we have an approximation of the value function 𝑉̅𝑖∗ (𝑆𝑡𝑥 |𝜃 ∗ ) that implies the stationary
policy 𝑥𝑡∗ = argmax ∑𝐼𝑖=1[𝐶𝑖 (𝑆𝑡 , 𝑥𝑡 ) + 𝑉̅𝑖∗ (𝑆𝑡𝑥 |𝜃 ∗ )].
𝑥𝑡

2.4 Data and Parameters
This dissertation focuses on agent behavior and developing an optimization framework
for managing fire-threatened landscapes. While our study is not rooted in a specific location, the

2

A Bellman backup maps the current estimate of the value function to a new estimate.
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underlying ecology is a crucial driver of agent behavior. To demonstrate this optimization
framework, a representative landscape for SW Oregon was created using pre-existing ecological
models and parameters which are described in this section. While there are many possible
objectives for forest management, in this application we assumed that the landowner’s goal is to
maximize the expected net present value of harvested timber on the landscape. This objective is
easy to define and is likely to characterize many forest landowners.
2.4.1 Landscape parameters
We modeled a representative forest landscape as an 8x8 grid consisting of 64 40-acre
square stands that are flat (no elevation change) with identical soil conditions, climate, and
weather. The defining feature of a forest stand is that its vegetation is relatively homogeneous
and can be treated in a uniform manner (Tappeiner 2007). Smaller stand sizes increase the
resolution and landscape heterogeneity, especially for determining the effect of fire on the
landscape; larger stand sizes decrease modeling complexity. We selected 40 acres as a
reasonable minimum size for a timber harvest unit. In order to account for edge effects, and
because our model landscape is relatively small, we model the landscape as a torus that wraps on
itself. This ensures that all effects of the fire are captured in the model, because a fire that burns
to the Eastern boundary (for example) wraps around and continues spreading inward from the
Western boundary. It is mathematically possible for a fire to wrap around and return to the point
of ignition, but this was a rare event in our simulations occurring only in the worst fuel and
weather conditions. This construction is an advantage for our model landscape because it
eliminates the need to model the costs associated with fire that spreads from outside the
landscape or fire that spreads off the edge of the landscape. The effect of these events is captured
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when the fire wraps around an edge. Ignoring the edge effects would mean that stands on the
edge of our model landscape face a lower fire risk.
The initial landscape is created by randomly assigning an age class, with an associated
vector of attributes, to each stand in the landscape. Each stand evolves over time, independently
of the other stands. We tracked the evolution of stand characteristics over time using a transition
table—attributes we track are stand age, total cubic feet of biomass per acre, merchantable cubic
feet per acre, merchantable board feet per acre, quadratic mean diameter, crown base height, tree
height, and fuel model. These characteristics were used to drive simulations of fire event, and to
compute the reward function resulting from landowner actions.
Stands transition into the next state as a result of vegetation growth, fire, harvest, and fuel
treatment. Vegetation growth was simulated using the Inland CA/Southern Cascades variant of
the Forest Vegetation Simulator (FVS) (Dixon 2002). In the vegetation simulations, bare ground
is prepared for planting by piling and burning surface fuel and planting 500 Douglas-fir seedlings
(Pseudotsuga menziesii) per acre. At age 15, the stands are thinned from below to a density of
300 trees per acre. After this time, trees are allowed to grow until they are harvested or destroyed
in a fire. This approximates typical even-age stand management that would occur in this type of
forest (Hobbs et al. 1992, Tappeiner et al. 2007). We used a real discount rate of 4% (𝛿 =
0.96; Row et al. 1981). Log prices were obtained from the Oregon Department of Forestry
(2016), and harvest/haul costs were based on a harvest cost model (Fight et al. 1980).
We developed a simple model to simulate fire. Ignition probability was determined using
statistics from the SW District of the Oregon Department of Forestry (Thorpe 2011). All stands
on the landscape had equal probability of ignition. To model the ability of fire to spread from one
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stand to another when an ignition occurs, we used the BEHAVE fire modeling system (Andrews
et al. 2003) to determine the fire spread rates associated with each fuel model/weather
combination. A surface fuel model represents surface fuels in order to classify a wide number of
ecosystems for the purpose of modeling wildfire spread (Anderson 1982). The Fire and Fuel
Extension to the Forest Vegetation Simulator (FFE-FVS; Reinhardt and Crookston 2003)
generates fuel models for each stand in each time step as it grows, receives silvicultural
treatments, is harvested, and has fuel treatments applied (simulated in FVS as piling and burning
surface fuel). In fact, fire damage and fire spread are not necessarily the same. However, for this
application, we assumed that fire arrival leads to stand destruction. Therefore, we only modeled
fire spread and not also fire intensity. We used FireFamily Plus (Bradshaw & McCormick 2000),
a software tool that analyzes weather observations and computes fire danger indices, to analyze
Remote Automatic Weather Station (RAWS) data for several weather stations in SW Oregon in
order to determine average wind speed and fuel moisture conditions for 4 different fire danger
categories: low fire danger was the average conditions of the 0th-15th percentile of the fire danger
index, moderate was the average conditions of the 16th-89th percentile, high was the average of
the 90th-97th percentile, and extreme was the average of the 98th-100th percentile. Weather was
drawn according to the following discrete distribution: lower fire danger, probability 0.15;
moderate fire danger, 0.65; high fire danger; 0.07; extreme danger 0.03. Wind was assumed to be
equally probable from all directions in all conditions.
The extent of fire spread for each ignition is controlled by fire duration. Duration was a
randomly drawn number between 24 and 96 hours, with longer durations more likely under more
dangerous weather conditions. Fire duration is not based on empirical data; instead, repeated

23
simulations on randomly generated landscapes using the parameters described above were
performed to find a distribution of durations that led to a fire size distribution similar to that
which has historically occurred in SW Oregon (Thorpe 2011). Fuel treatment costs were
determined based on a study by Calkin and Gebert (2006).
The representative landscape outlined above is a simplification of the real world, but it
approximates the ecological processes that managers in the real word face. The underlying
ecological models are complex enough that it is intractable to enumerate all the states, actions, or
stochastic events that could occur on the landscape – this is the curse of dimensionality which
precludes the use of exact dynamic programming methods.
2.4.2 Value function specification
The choice of basis functions in Equation 2.6, 𝝓 = (𝜙1 , … , 𝜙𝐽 ), is crucial for accurately
approximating the value function for a stand. Several different specifications were tried in
preliminary experiments for this model landscape. The specification that performed best is
described here:
𝑉̅𝑖 (𝑆𝑡𝑥 |𝜃) = 𝜃1 + 𝜃2 𝐿𝑇𝑉𝑖 + 𝜃3 𝐿𝑇𝑉𝑖 2 + 𝜃4 𝑆𝑅𝑖 + 𝜃5 𝑆𝑅𝑖 2 + 𝜃6 𝐿𝑇𝑉𝑖 𝑆𝑅𝑖
+ 𝜃7 ∑ 𝑆𝑅𝑒 + 𝜃8 ∑ 𝑆𝑅𝑐 + 𝜃9 ∑ 𝑆𝑅𝑒 2 + 𝜃10 ∑ 𝑆R 𝑐 2 + 𝜃11 𝑆𝑅𝑖 ∑ 𝑆𝑅𝑒
𝑒∈𝐸𝑖

𝑐∈𝐶𝑖

𝑒∈𝐸𝑖

𝑐∈𝐶𝑖

+𝜃12 𝑆𝑅𝑖 ∑ 𝑆𝑅𝑐 + 𝜃13 𝐴𝑖 ∑ 𝑆𝑅𝑒 + 𝜃14 𝐴𝑖 ∑ 𝑆𝑅𝑐
𝑐∈𝐶𝑖

𝑒∈𝐸𝑖

In this formula, the following quantities are included:

𝑐∈𝐶𝑖

𝑒∈𝐸𝑖

(𝐸𝑞. 2.8)

24
•

𝐿𝑇𝑉𝑖 is the land and timber value according to the Faustmann rotation without fire. It is
calculated using the vegetation growth simulations and cost equations described in the
previous section.

•

𝐴𝑖 is the age of stand 𝑖.

•

𝑆𝑅𝑖 is the predicted down-wind spread rate under extreme weather conditions. It is difficult
to directly compare the likely effect of one fuel condition to another. This helps capture the
risk created by fuel conditions on the landscape that facilitate fire spread.

•

𝐸𝑖 is the set of neighboring stands that share an edge with stand 𝑖 (Figure 2.1).

•

𝐶𝑖 is the set of stands that share a corner with stand 𝑖.
𝑐𝑖4
∈ 𝐶𝑖

𝑒𝑖1
∈ 𝐸𝑖

𝑐𝑖1
∈ 𝐶𝑖

𝑒𝑖4
∈ 𝐸𝑖

Target
stand 𝑖

𝑒𝑖2
∈ 𝐸𝑖

𝑐𝑖3
∈ 𝐶𝑖

𝑒𝑖3
∈ 𝐸𝑖

𝑐𝑖2
∈ 𝐶𝑖

Figure 2.1 Adjacent stands whose attribute are included in the value function approximation.
In several of the basis functions, we first sum the spread risk over all stands in 𝐸𝑖 or in 𝐶𝑖
and then multiply this by other quantities. This works because in our model the wind is equally
probable in every direction, so all of the neighbors in 𝐸𝑖 or in 𝐶𝑖 pose the same risk to stand 𝑖 and
can be handled interchangeable. If the wind had a prevailing direction, we would specify a
separate basis function and 𝜃 coefficient for each neighbor. The basis function values that
determine the value function approximation for the initial landscape are depicted in Figure 2.2.
Figure 2.2a shows the land and timber value (𝐿𝑇𝑉𝑖 ) for each stand, Figure 2.2b shows the spread
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rate (𝑆𝑅𝑖 ) associated with the stand’s fuel conditions. Note that the basis function values are
correlated with one another because 𝑆𝑅𝑖 and 𝐿𝑇𝑉𝑖 both depend heavily on stand age, 𝐴𝑖 .

Figure 2.2 Variables that represent the initial landscape, determined based on underlying
landscape attributes. The map on the left shows the land and timber value calculated
based on the Faustmann rotation. The map on the right shows the downwind spread
rate for extreme weather conditions.
This specification of the value function approximation (Equation 2.8) includes fire risk
from the first ring of adjacent stands only. It does not incorporate all of the spatial information
about potential fire risk; it is possible for a fire to travel from any stand on the landscape to any
other stand if the fuel and weather conditions are right. However, nearby stands have a greater
impact on fire risk than distant stands. On the representative landscape we created, preliminary
experiments showed that the inclusion of more distant stand attributes did not significantly
improve the performance of the value function approximation.
The coefficients for this value function were estimated using the algorithm described in
Section 2.3 of this chapter and Section A.1 of the Appendix; the resulting approximation for the
value function is 𝑉̅𝑖∗ (𝑆𝑡𝑥 |𝜃 ∗ ), which should accurately approximate the expected value of being in
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state 𝑆𝑡𝑥 . To initialize the algorithm we set 𝜃20 = 1 and all other coefficients to zero for our initial
guess 𝜽0 . This seemed to be a good first approximation because the Faustmann rotation has long
been recognized as optimal in the absence of complicating factors such as fire risk (Samuelson
1976). A reasonable initial estimation of the value function is important for ensuring the
convergence of the value function iteration algorithm to a good optimum. This is especially
important in the context of timber harvest because most stand value depends on anticipated
future value and not the current reward; there is a long interval between positive rewards which
are received when trees are harvested.
2.5 Results
2.5.1 Evaluating the value function approximation
The value function iteration algorithm used to generate the value function coefficients
does not provably converge to the true coefficient values except in very specific conditions,
which are not met for this case (Powell 2007). Hence, it is important to assess whether the
chosen specification of the value function accurately estimates the expected landscape value.
We evaluated the value function approximation, 𝑉̅𝑖∗ (𝑆𝑡𝑥 |𝜃 ∗ ), by addressing two questions: (1)
Does each coefficient estimate converge to a stable value? and (2) Are the landscape values
returned by the value function approximation close to the landscape values computed by Monte
Carlo simulations?
To answer the first question, we tracked the evolution of the value function coefficients.
Coefficients should move rapidly from their initial (inaccurate) value toward a stable value and
then make small oscillations around this stable value. The coefficients will never completely
converge because of stochastic ignition and weather events. The coefficients evolved as we
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expected (Figure 2.3): in the early iterations, they make wide oscillations that trend toward their
stable value; in the later iterations, the coefficients make smaller oscillations around a fixed
value with no apparent trend in at least the last 2000 iterations.
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Figure 2.3a Evolution of value function approximation coefficients during the value iteration
process for target stand attributes.

Figure 2.3b Evolution of value function approximation coefficients during the value iteration
process for adjacent stand attributes.
Second, the value function is a prediction of the discounted stream of rewards that will be
generated over an infinite time horizon for that starting state. To determine if the value function
approximation generates an accurate prediction, we generated 500 150-year simulations of fire
events for the same starting landscape, optimally choosing timber harvests and fuel treatments in
each time step (i.e. 𝑥𝑡∗ = argmax ∑𝐼𝑖=1[𝐶𝑖 (𝑆𝑡 , 𝑥𝑡 ) + 𝑉̅𝑖∗ (𝑆𝑡𝑥 |𝜃 ∗ )] ). Each simulation followed a
𝑥𝑡

different, randomly generated stream of fire events drawn from distributions of ignition location,
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fire duration, and weather as described in Section 4.1. Each simulation led to different states and
different reward streams, because each simulation faced different weather events. We tracked the
rewards earned in each period on each stand for every simulation and compared the discounted
sum of these rewards for the entire landscape, (Eq. 2.9 - Vk is the realized value for simulation
𝑘 = 1, … ,500), to the value predicted by the value function approximation, (𝑉̅ ) (Eq. 2.10).
𝑇=150

𝐼=64

𝑥 )
𝑉𝑘 = ∑ [𝛿 𝑡 ∑ 𝐶𝑖 (𝑆𝑡 , 𝑥𝑡∗ )] + 𝛿 150 ∑ 𝑉̅𝑖∗ (𝑆150
(𝐸𝑞. 2.9)
𝑡=0

𝑖=1

𝑖

𝐼=64

𝑉̅ = max ∑ 𝐶𝑖 (𝑆0 , 𝑥0∗ ) + 𝑉̅𝑖∗ (𝑆0𝑥 ) (𝐸𝑞. 2.10)
𝑥

𝑖=1

𝑥 ),
The ending value, 𝑉̅𝑖∗ (𝑆150
was computed using the value function approximation and

the state of the ending landscape. Although this is a finite sum approximation to the infinite
horizon return, the discount factor 𝛿 150 is 0.0022, so the difference is negligible.
The value function approximation 𝑉̅ (𝑆|𝜃) cannot perfectly predict the value of a specific
stream of rewards because of stochasticity, but it should be very close to the average 𝑉𝑘
generated by the simulations. For the study landscape, 𝑉̅ (𝑆|𝜃) = $15.2719 million and the
average 𝑉𝑘 = $15.2939 million, a difference of only 0.14%.
2.5.2 Policy evaluation
In order to evaluate the policy determined by the approximate dynamic programming
algorithm, we compared the ADP policy to 3 benchmark policies:
1. Harvest at Faustmann rotation age. This policy ignores fire risk entirely, but is the standard
rule in a risk-free setting. The Faustmann rotation provides no guidance for fuel treatment,
and no fuel treatments occur with this policy.
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2. Harvest at Reed rotation age. This policy incorporates fire risk at the stand level, but omits
spatial interactions with other stands in the landscape. No fuel treatments occur with this
policy either.
3. Harvest at Reed rotation age and treat fuels whenever fuel treatment leads to an improvement
in fuel conditions. We chose this as a reasonable rule-of-thumb policy for harvest and fuel
treatment, and it is the standard by which we judge the ability of the ADP policy to improve
management decisions.
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Figure 2.4 Histograms depicting the distribution of net present values generated by the ADP
policy and the benchmark comparison policies for 500 trajectories of ignition/weather
events.
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We simulated outcomes under each benchmark policy using the same 500 ignition and
weather trajectories that we employed in the ADP policy simulations. Figure 2.4 is a series of
histograms of the realized outcomes (Vk, k=1…500) for each benchmark policy and for the ADP
policy. The means and variances are shown in Table 2.1. We conducted a variety of pair-wise
statistical tests to confirm that the differences in outcomes between each of the policies were
significant. The results of these tests are shown in Table 2.2. The ADP policy outperforms the
benchmark policies on average, and the distribution of outcomes under the ADP policy is
statistically greater than it is under the alternative policies. However, this does not imply that the
ADP policy will outperform the benchmarks in every simulation. If there is a particularly
favorable stream of fire and weather events, the Faustmann rotation can obtain a better outcome.
Conversely, in particularly unfavorable weather streams, the Reed policy leads to a better
outcome for the landscape. The Faustmann policy is the only strategy that can achieve the
maximum attainable landscape value. However, this only occurs if there are no fires over the
simulation period. In fact, it generated worse outcomes on average and had a much higher
variance.
Table 2.1 Mean and variance of the net present value (NPV) generated by benchmarks and ADP
policy
Policy
Mean Vk ($ million) Variance
Faustmann
12.07
14.40
Reed
14.03
5.97
Reed with fuel treatment
14.45
4.81
ADP
15.29
7.18

Table 2.2 Pairwise comparisons for ADP policy outcomes and benchmark policy outcomes
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ADP v.
Faustmann
ADP v.
Reed
ADP v.
Reed with fuel
treatment

Average
difference
($ million)
3.2222

p-value one-tail
Welch’s t-test

Effect size Cohen’s d

0.0000

p-value one-tail
KolmogorovSmirnov test
0.0000

1.2642

0.0000

0.0000

0.4719

0.8423

0.0000

0.0000

0.3144

0.9809

In Figures 2.5a-c, scatterplots comparing the outcomes for the ADP policy to the
benchmark policies are shown. Each point on the plot represents one of the 500 ignition/weather
trajectories. Points below the diagonal line show weather/ignition trajectories where the ADP
policy was better; points above the diagonal line show trajectories where the benchmark policy
was better. The Faustmann policy outperformed the ADP policy in only 11 (2%) of the 500
simulations (see Figure 2.5a). The Reed policy increases the value of the average outcome
compared to the Faustmann policy by harvesting the trees at an earlier age, which reduces the
probability that they will be damaged by fire, but also reduces the profits generated by harvest.
The Reed policy outperformed the ADP policy in 35 (7%) of the 500 simulations (Figure 2.5b).
The final benchmark is the Reed policy with fuel treatment. It outperforms the ADP policy on 69
(13.8%) of the 500 simulations and mitigates losses in the worst ignition/weather trajectories, as
can be seen in Figure 2.5c. The ADP policy achieves larger average outcomes compared to this
policy; however, the ADP policy also has a larger variance, and additional probability of loss in
the worst weather/ignition trajectories.
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Figure 2.5a Compares the outcomes for the Faustmann policy to the ADP policy for the same
trajectory of fire and weather events. Each of the 500 points represents 1 trajectory.
Points below the diagonal line (circles) represent trajectories in which the ADP policy
leads to a higher NPV than the benchmark.
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Figure 2.5b Compares the outcomes for the Reed policy to the ADP policy for the same
trajectory of fire and weather events. Each of the 500 points represents 1 trajectory.
Points below the diagonal line (circles) represent trajectories in which the ADP policy
leads to a higher NPV than the benchmark.
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Figure 2.5c Compares the outcomes for the Reed with fuel treatment policy to the ADP policy
for the same trajectory of fire and weather events. Each of the 500 points represents 1
trajectory. Points below the diagonal line (circles) represent trajectories in which the
ADP policy leads to a higher NPV than the benchmark.

2.5.3 Implications for forest management
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The actions taken using the benchmark policies are straightforward and easy to
understand. If a stand reaches the target rotation age, (or in one case, target fuel conditions) it
should be harvested (or treated). The Reed harvest age of 35 years represents a “harvest young
to avoid loss” strategy, while the Faustmann harvest age of 54 years ignores fire risk altogether.
The average ADP harvest age of 39 years falls between these two extremes. There is a
distribution, shown in Figure 2.6, of harvest ages found by the ADP policy, because this policy
takes into account how an action will affect the entire neighborhood value and not just the
individual stand value. Hence, harvest age differs depending on the condition of the surrounding
stands. Under certain landscape conditions, it may be optimal to harvest early; in other
configurations, it may be optimal to delay harvest.

Figure 2.6 Distribution of harvest ages that result from following the ADP policy. Faustmann
and Reed harvest ages are included for comparison.
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Land managers can exert some control over fire arrival probability by using fuel
treatments to slow spread. However, determining when and where fuel treatments should be
placed on the landscape is a difficult problem. The cost of the fuel treatment is only justified if it
is exceeded by the increase in expected value created by changing the fire arrival probabilities
across the landscape. In the third benchmark policy, fuel treatment was applied any time it would
create a state with less dangerous fuel conditions, regardless of economic considerations. With
the ADP policy, fuel treatment is applied only when benefits exceed costs. In our simulations,
that occurs at 3 stages in the life of the stand. The ADP policy led to fuel treatment for all stands
at age 20. This reduces moderate-hazard fuels to low-hazard fuels at a time when the stand is
beginning to produce merchantable volume. Fuel hazard is highest in very young stands that
have no merchantable volume. There are two reasons to treat these stands—one is to avoid
having to replant and start a new rotation, thereby postponing receipt of future harvest revenue;
the other is to protect merchantable volume on adjacent stands. For about half of the stands in the
earliest age classes and highest hazard fuel conditions, the ADP policy finds that the benefits of
fuel treatment exceed the costs, and treatments are applied. A few of the oldest 45-to-47-year-old
strategically-placed stands receive fuel treatment that reduces fire hazard only slightly but
protects standing volume in these and adjacent stands.
While, in our model, wealth maximization through timber management is the only
objective, we recognize that changing the management policy will also change ecological
outcomes. As an example, we present histograms of fire size under the ADP policy compared to
benchmark policies for the 500 simulations in Figure 2.7a-c. Forest land managers may prefer
policies that make large fires less likely. While this was not explicitly considered in our objective
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function, the choice of policy will affect this outcome. The ADP policy leads to fewer large fires
and more small fires than any of the alternative policies because spatial interactions that facilitate
fire spread are explicitly considered. In a second example, we show histograms for volume of
merchantable timber destroyed by each fire in Figure 2.8a-c. Of all the policies we considered,
fires destroy the most merchantable biomass under the Faustmann policy and the least amount of
merchantable biomass under the Reed policies. This is true even though fires under the Reed
policy are more likely to burn a larger area. Despite the fact that fires under the ADP policy
destroy more merchantable timber than they do under the Reed policy, the ADP policy leads to
higher average value, because the stands harvested under the ADP policy are more mature and
generate more revenue.

Figure 2.7a Distribution of fire sizes that arise as a result of following the ADP policy compared
the distribution of fire sizes that result from the Faustmann policy for the same set of
ignition/weather trajectories.

40

Figure 2.7b Distribution of fire sizes that arise as a result of following the ADP policy compared
the distribution of fire sizes that result from the Reed policy for the same set of
ignition/weather trajectories.

Figure 2.7c Distribution of fire sizes that arise as a result of following the ADP policy compared
the distribution of fire sizes that result from the Reed with fuel treatment policy for the
same set of ignition/weather trajectories.
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Figure 2.8a Distribution of merchantable biomass destroyed by fire as a result of following the
ADP policy compared the distribution that result from the Faustmann policy for the
same set of ignition/weather trajectories.
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Figure 2.8b Distribution of merchantable biomass destroyed by fire as a result of following the
ADP policy compared the distribution that result from the Reed policy for the same set
of ignition/weather trajectories.
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Figure 2.8c Distribution of merchantable biomass destroyed by fire as a result of following the
ADP policy compared the distribution that result from the Reed with fuel treatment
policy for the same set of ignition/weather trajectories.
2.6 Conclusions
In this study, we applied an approximate optimization method to the problem of forest
management in the face of fire on a 64-unit landscape of 4 square miles that represents
conditions in southwestern Oregon. This method uses approximate dynamic programming (also
known as reinforcement learning) to estimate a value function. It is combined with heuristic
optimization techniques using the construct of the post-decision state to find optimal actions in
each period. To our knowledge, this is the first application of approximate dynamic
programming to the problem of optimal management of a fire-prone landscape. Previous studies
either ignored spatial interactions created by fire spread or ignored the ability a manager has to
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adjust his or her actions optimally in future periods once stochastic outcomes have been realized.
Applications of stochastic dynamic programming that accounted for both issues have been
limited to problems with very simple ecological models (e.g. Konoshima et al. 2008; 2010).
We believe our analysis establishes a platform that will provide the means to explore
many vexing wildland fire policy problems. In this study, we considered only the objective of net
present value of timber harvest, building upon established ideas for determining optimal timber
management in the face of possible stand destruction. We demonstrated that optimal harvest age
and other forest management choices vary depending on the surrounding landscape conditions
that contribute to fire risk. With respect to harvest age, we confirmed the finding of Konoshima
et al. (2008, 2010) that there exists a trade-off between harvesting early to protect on-site timber
value and holding standing timber longer to reduce fire spread risk to adjacent stands. The
distribution of optimal harvest ages falls between those predicted by the Reed and Faustmann
models, which are optimal in non-spatial settings. We found that the placement of fuel treatments
also depends on conditions of the surrounding landscape—with stands more likely to receive
treatment when there are timber values at risk on adjacent stands.
Some possible extensions include:
Nontimber objectives – We modeled optimal management for timber as a financial asset
under risk of stand-destroying fire. Fire is one example of a stochastic ecological process that
creates spatial interactions—windthrow, the spread of invasive species, and the movement of
wildlife are others. Likewise, maximizing the financial asset value of the forest is just one
example of a forest management objective. A landowner might instead want to manage fire to
minimize threat to habitat connectivity, protect structures in the wildland urban interface or meet
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a restoration objective. The optimization framework demonstrated here is flexible enough to be
adapted for these and other problems related to the management of complex forested landscapes.
Complexity of the landscape and/or ecological models – While the ecological models that
underlie this work are complex enough to preclude the use of exact solution methods, we made
several simplifications that we hope to revisit as we extend this work. While it is possible to
suggest general ideas from our analysis, it is difficult to draw inferences for a particular site
without accurately modeling attributes specific to that site. In a planning context, the model
landscape could be aligned to the real landscape – e.g. the number of units could be increased
and the spatial configuration does not need to be a grid. Topography and site-specific weather
patterns that affect fire behavior, such as prevailing wind direction and intensity, could be added
to the model by tailoring the spread rates associated with each stand across the landscape. By
incorporating more sophisticated ecological models, we could address questions about fire as a
management tool. For example, we assumed all fire is stand-destroying. By also modeling noncatastrophic surface fire, we could differentiate between “good” fire that improves forest health
and “bad” fire that destroys things we value.
Risk preferences – Our model of a profit-maximizing agent assumes that the agent is risk
neutral, which implies that the agent will try to maximize the expected value of the landscape. In
some cases, this might be a reasonable assumption. Large landowners, or investors who hold
timber as part of a large portfolio of assets where risk is spread over time and space may prefer a
risk-neutral management strategy. For other forest landowners, especially smaller landholders, a
risk-averse strategy may be preferred instead. Their forest may represent their retirement savings
or their children’s college fund. A risk-averse agent might prefer the Reed with fuel treatment
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policy over the ADP policy, while this policy has a lower average outcome it also has a smaller
variance in outcomes.
Multiple landowners – Many of the most vexing policy challenges arising from fire
spread occur when fire crosses property boundaries. We hope to extend this model to incorporate
multiple landowners so that spatial externalities created by fire spread can by analyzed.
In this chapter, we show the importance of accounting for spatial interactions
created by ecological processes, and we demonstrate a method for analyzing those interactions in
a dynamic decision-making framework. We showed how Bellman’s equation can be modified to
account for spatial interactions and how machine learning techniques provide a tractable method
for incorporating spatial information into an already complex stochastic dynamic optimization
problem. The optimization framework we developed provides a platform for policy analysis in
the context of complex ecological systems where disturbance is a factor. The value function we
estimate provides a means to model the cost of risk created by altering landscape conditions
without damage needing to be explicitly realized. It allows the marginal effect of management
actions that change the state of the landscape to be characterized, and it provides a way to
compare the known cost of an action to the expected benefits of that action on the landscape.
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3. Forest Management on a Fire-threatened Landscape with Spatial Externalities
3.1 Introduction
Ecological disturbances such as wildfire can create spatial interactions that complicate
forest management. Value on a forest landscape can be diminished, or destroyed, by wildfire,
and the extent of the damage is at least partially outside of manager control. Fire spreads across
property boundaries; conditions on one part of a landscape can create externalities for other parts
of a landscape. Landowners can take action to increase their welfare by modifying landscape
conditions that give rise to fire risk. However, they are only able to change conditions on their
own land, and their willingness to engage in management that reduces fire risk will only account
for how management affects value at risk on their own land.
At the stand level, Routledge (1980) and Reed (1984) demonstrated that the optimal
rotation age for timber harvest determined by Faustmann (1849) can be adjusted to account for
the possibility of an unpredictable natural disaster damaging or destroying stand value. They
showed that the optimal rotation age is shorter as the probability of stand destruction increases.
Reed built upon this model in subsequent papers to demonstrate how optimal management is
affected when fire arrival rate is a function of stand characteristics. He also explored optimal
scheduling of investment in fire protection, such as fuel treatment or fire-fighting infrastructure
(Reed 1989, 1993). Studies that built upon Reed’s insights include Amacher et. al. (2005) and
Garcia-Gonzalo et. al. (2014) who looked at how fuel treatment and silvicultural interventions
affect optimal rotation age for fire-threatened forest stands. Daigneault et. al. (2010) examined
how carbon sequestration is affected by manager response to fire risk.
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These stand-level analyses do not consider spatial fire spread. Fire can travel large
distances across a landscape and, hence, fire risk on any individual stand is a function of the
condition of the entire landscape. Therefore, the value of fuel treatment in one location depends
partly on its effect on fire risk elsewhere. Incorporating spatial interactions into the problem adds
greatly to its complexity. Studies that incorporate spatial interactions and model a single
decision-maker who places fuel treatments on a real landscape typically involve static analyses
that evaluate the effect of fuel treatment on expected loss to the next big fire. For example, Wei
et al. (2008) separated fire arrival probability into ignition and spread probabilities; the latter can
be influenced by management activities. They modeled placement of fuel treatments on the
landscape to minimize expected value at risk, formulating and solving it as a mixed integer
programming problem. Ager et al. (2010) did not optimize, but used repeated fire spread
simulations to compare the damage probabilities for structures in the wildland-urban interface
under different fuel management strategies. Chung et al. (2013) developed a model that places
fuel treatments and timber harvest over two time periods to minimize expected loss. They
incorporated a spatially explicit fire spread model directly into the algorithm and solved it using
simulated annealing. Although the Chung et al. model is intertemporal, in that vegetation evolves
over the treatment periods, all of these models are static because they do not account for how
optimal management will adjust on a post-fire landscape, should fire actually occur.
Fire, when it does occur, dramatically changes the vegetation on the landscape and land
managers will respond by adapting their management to the new conditions. Therefore, the
problem of optimal management of a fire-threatened landscape is inherently dynamic.
Konoshima et al. (2008, 2010) moved from static to dynamic spatial stochastic optimization by
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formulating the model as a stochastic dynamic programming problem and solving it by complete
enumeration. They demonstrated that landowners will try to protect on-site timber values by
shortening rotations, as suggested by Reed, but will try to protect adjacent timber values by
postponing harvest in order to avoid high spread rates associated with young stands. While
inferences about general behavior were obtained, the practical usefulness of Konoshima et al.’s
approach for forest planning and policy analysis is limited by the need to greatly simplify the
problem for the sake of tractability. The first manuscript in this dissertation shows that
approximate dynamic programming methods can be used to determine an optimal management
policy in a setting where the size of the landscape and the complexity of the ecological models
precluded the use of exact dynamic programming methods due to the curse of dimensionality.
The policies found in Chapter 2 corroborated the Konoshima results in a more realistic setting.
The single-agent approach may be useful for federal agencies that manage large expanses
of forest land, but some of the most challenging and intriguing policy questions involve fire that
crosses ownership boundaries. There are several examples of analyses of multiple ownerships on
fire-threatened landscapes: Yoder et al. (2003) and Yoder (2004) examined how liability rules
and negligence standards affect precautionary effort on the part of landowners who use
controlled burning as a management tool and adjacent residential property owners who might be
harmed by escaped fire. Crowley et al. (2009) used the Reed model to determine optimal rotation
age for two adjacent stands with interdependent fire risk. Busby et al. (2012) developed a gametheoretic model to demonstrate how the pattern of public and private ownership might affect fuel
management by residential property owners in the wildland-urban interface in a dynamic
context. Again, the practical usefulness of these papers for planning and policy analysis is
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limited by the need to greatly simplify the landscape, fuel models, fire behavior and weather for
the sake of tractability.
In this study, we extend the spatial stochastic approximate dynamic programming
problem developed in Chapter 2 by incorporating a game-theoretic model to explore how the
configuration of multiple ownerships on a landscape affects optimal fuel treatment and harvest
choices relative to that of a single owner. To solve this game, we use approximate dynamic
programming (ADP), a form of value function iteration used to solve high dimension dynamic
optimization problems (Sutton and Barto 1998, Powell 2007, 2009). We applied our method to
model optimal timing and placement of timber harvest and fuel treatment for two agents with
interdependent fire risk on a landscape that we parameterized to represent the ecological
conditions of southwest Oregon. The value functions we estimate provide a way to model the
expected benefits, costs, and externalities associated with different management actions that have
uncertain consequences in multiple locations on the landscape. We use this optimization
framework to explore how ownership fragmentation affects landowner welfare. One example of
a highly-fragmented landscape is the Oregon and California Railroad Revested Lands (O&C
lands) of western Oregon. As ownership on a forest landscape becomes increasingly fragmented,
each individual landowner has less ability to modify the conditions that affect their fire risk.
Landowners must compensate for this increased risk by modifying their management strategies.
This chapter is organized as follows: The modifications to the economic model
developed in chapter 2 are described in Section 3.2, and the parameterization of the model
landscape in Section 3.3. The implementation of the ADP algorithm for multiple agents is
described in Section 3.4, and several scenarios associated with ownership fragmentation on the
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landscape are analyzed. Results are presented in Section 3.5 and concluding remarks in Section
3.6.
3.2 Model
This chapter builds on the model developed in chapter 2 by accounting for the interaction
of multiple agents. A single agent who controls the entire landscape has the incentive to account
for all of these spatial interactions. However, when there are multiple agents controlling and
deriving benefit from only their own piece of the landscape, management strategies employed by
one agent may lead to externalities for the others.
When there are multiple agents on a landscape, each agent will maximize the value of the
stands they control. We assume these agents will not consider the implications of their actions
for the welfare of the other owners. Let 𝑛 = 1, … 𝑁 index the owners/agents on the landscape and
𝑗𝑛 = 1, … 𝐽𝑛 index the set of stands owned by agent n. 𝑄𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 |𝒙−𝒏 ) represents the action value
function for stand 𝑗𝑛 owned by agent n, 𝑥 𝑛 is the vector of actions taken by agent n, 𝒙−𝒏 are the
vectors of actions taken by the other agents. Because of the spatial interactions created by fire
spread, the value of each agent’s Q-functions depends on the actions of every agent on the
landscape.
𝑄𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 |𝒙−𝒏 ) = 𝐶𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 ) + 𝐸𝑊 [𝛿 𝑉𝑗𝑛𝑛 (𝑆 ′ (𝑆, 𝑥 𝑛 , 𝒙−𝒏 , 𝑊))] (𝐸𝑞. 3.1)
𝐽𝑛

𝑉 𝑛 (𝑆) = max
𝑄 𝑛 (𝑆, 𝑥 𝑛 |𝒙−𝒏 ) = max
∑ 𝑄𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 |𝒙−𝒏 ) (𝐸𝑞. 3.2)
𝑛
𝑛
𝑥

𝑥

𝑗𝑛 =1

Each agent will try to maximize the value of the stands they control; however, agents
cannot take actions on parts of the landscape they do not own, even though conditions on these
parts of the landscape may also contribute to their fire risk. The actions of an agent will be
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determined in part by their reaction to the conditions created by other agents. In order to account
for this, we can model the interaction between agents as a game, where each agent will adjust
their actions to account for the actions taken by other landowners. The optimal set of actions for
each agent is found by solving for the set of actions implied by the value function (Eq. 3.2) for
all N agents simultaneously (Eq. 3.3). This solution is the Nash equilibrium, where no agent has
anything to gain by changing their vector of actions as long as the actions of the other agents also
remain unchanged.
𝑋1 (𝑆) = argmax 𝑄1 (𝑆, 𝑥1 |𝒙−𝟏 )
𝑥1

(𝐸𝑞. 3.3)
⋮
𝑋 𝑁 (𝑆) = argmax 𝑄 𝑁 (𝑆, 𝑥 𝑁 |𝒙−𝑵 )
𝑥𝑁

3.3 Data and Parameters
The data and parameters described in chapter 2 where used in this chapter. In this chapter
and in chapter 4 we modeled a prevailing wind. Wind is not equally probable from all directions;
it is more likely to come from some directions than others and the level of fire danger may be
correlated with the wind direction. We assumed that each wind direction had the same
distribution of fire danger. However, we modeled a prevailing wind direction by averaging each
weather station’s ranked wind direction probability and rounding to the nearest whole number.
Since our representative landscape is symmetrical it doesn’t matter which direction the
prevailing wind comes from. On our landscape wind, probabilities were specified as 30% from
the West, 15% each from NW and SW, 10% each from North and South, 8% each from NE and
SE and 4% from the East.
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To explore the effect of ownership fragmentation, we examine two different cases. In
each scenario, the landscape was populated with 𝑁 = 2 agents. In the low-fragmentation
scenario, the landscape was divided between the two agents by drawing a line down the middle.
Agent 1 controlled the west half of the landscape and agent 2 controlled the east half (Figure
3.1). In the high-fragmentation scenario, the same landscape was divided into 4-stand blocks and
alternating blocks were assigned to each agent creating a checkerboard pattern with many more
between-owner adjacencies (Figure 3.2). Fragmentation on a landscape may not always be this
severe or neatly segmented, however the O&C lands that occupy approximately 2.5 million acres
of Western OR provide an example of this pattern of fragmentation. A scenario that represents
the optimal management of the landscape under a single owner (i.e. 𝑁 = 1) was included for
comparison, this scenario will be referred to as the social planner scenario. This case represents
the value of the landscape managed for maximum social welfare.
Agent 1
Agent 2

Figure 3.1 Low-fragmentation ownership configuration
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Agent 1
Agent 2

Figure 3.2 High-fragmentation ownership configuration
3.4 Solution Method
The representative landscape outlined above is a simplification of the real world, but it
approximates the ecological processes that managers in the real word face. The underlying
ecological models are complex enough that it is intractable to enumerate all the states, actions, or
stochastic events that could occur on the landscape – this is the curse of dimensionality which
precludes the use of exact dynamic programming methods. Multiple agents compound this
problem because the actions of each agent will affect the welfare of the others. Determining the
optimal action at each state requires solving for the actions of all agents simultaneously (Eq. 3.3).
We address these problems through a combination of two techniques described by Powell
(2007): post-decision states and approximate dynamic programming (ADP).
3.4.1 Post-decision state
In the context of multiple agents, a post-decision state can be defined as the state of the
landscape after an agent has taken an action, but before the stochastic events (in this case fire
arrival), or the actions of the other agents, are observed. This formulation is similar to the multiagent Q-learning techniques described by Littman (2001) and Busoniu, Babuska, and De
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Schutter (2008). Instead of representing the transition model as a function 𝑆′(𝑆, 𝑥 𝑛 , 𝒙−𝒏 , 𝑊)
which depends on the current state 𝑆, the management actions 𝑥 𝑛 , 𝒙−𝒏 , and the stochastic
realization 𝑊, we can divide the transition into two steps: (1) the effect of the agent’s own
management action and (2) the stochastic transition to the subsequent state, which is also a
function of the actions of the other agents. Each agent faces the same starting state but controls
different portions of the landscape and takes separate actions, this leads to different post-decision
𝑛

states for each agent in each period. Agent n’s post-decision state is written as 𝑆 𝑥 = 𝑔(𝑆, 𝑥 𝑛 ).
The transition to the next period state is a function of the actions of all the agents as well as the
stochastic events 𝑆′(𝑆, 𝑥 𝑛 , 𝒙−𝒏 , 𝑊). With this change, we can rewrite the Q and V functions in
𝑛

terms of the post-decision state 𝑆 𝑥 , the Q-function is only a function of agent n’s actions:
𝑛

𝑄𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 ) = 𝐶𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 ) + 𝑉𝑗𝑛𝑛 (𝑔(𝑆, 𝑥 𝑛 )) = 𝐶𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 ) + 𝑉𝑗𝑛𝑛 (𝑆 𝑥 ) (𝐸𝑞. 3.4)
We can rewrite the Bellman equation in terms of the post-decision state as
𝑛

𝑛 )
𝑛 ))}]
𝑉 𝑛 (𝑆𝑡𝑥 ) = 𝐸𝑆𝑡+1 [𝛿 max
{𝐶 𝑛 (𝑆𝑡+1 , 𝑥𝑡+1
+ 𝑉 𝑛 (𝑔(𝑆𝑡+1 , 𝑥𝑡+1
𝑛
𝑥𝑡+1

𝐽

(𝐸𝑞. 3.5)

𝐽

Where 𝐶 𝑛 = ∑𝑗𝑛𝑛 𝐶𝑗𝑛𝑛 and 𝑉 𝑛 = ∑𝑗𝑛𝑛 𝑉𝑗𝑛𝑛 . This version of the Bellman equation relates the
𝑛

value of the post-decision state for agent n, 𝑆𝑡𝑥 , to the expected value of the next period reward
and the value of the next period post-decision state. Hence, this form of the Bellman equation
goes from post-decision state to post-decision state, whereas the standard Bellman equation goes
from (pre-decision) state to (pre-decision) state. The advantage of this is that the expectation in
Eq. 3.5 is outside of the max operation, whereas in Eq. 3.2 we must compute a separate
expectation for each possible combination of actions before we can find the maximum.
3.4.2 Value function approximation

56
A statistical approximation of each agent’s post decision state is created using the same
procedure outlined in section 2.3.2.
𝐼

𝑉𝑗𝑛𝑛 (𝑆

𝑥𝑛

) ≈ 𝑉̅𝑗𝑛𝑛 (𝑆

𝑥𝑛

𝑛

) = ∑ 𝜃𝑖𝑛 ×𝜙𝑖𝑛 (𝑆 𝑥 ) .

(𝐸𝑞. 3.6)

𝑖=1

Each agent’s value function for the landscape and the optimal policy it determines is now
defined using Q-values for each stand that include an approximation of the stand’s contribution
to the value of the post-decision state, and can be defined based on the actions of agent n only:
𝑛

𝑄𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 ) = 𝐶𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 ) + 𝑉̅𝑗𝑛𝑛 (𝑆 𝑥 ) (𝐸𝑞. 3.7𝑎)
𝐽𝑛

𝑉

𝑛 (𝑆)

= max
𝑄
𝑛
𝑥

𝑛 (𝑆,

𝑥

𝑛)

= max
∑ 𝑄𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 ) (𝐸𝑞. 3.7𝑏)
𝑛
𝑥

𝑗𝑛 =1

3.4.3 Value function specification
Several different specifications for the basis functions 𝝓 = (𝜙1 , … , 𝜙𝐼 ) were tried in
preliminary experiments. The specification that performed best for our model landscape is
described below. A value function was specified for each agent, and the coefficients of these
value functions were estimated for each scenario. Since both agents face the same set of rewards
and underlying ecological processes, we are able to specify the same value function for stands
owned by each agent. The same basis functions (Eq. 3.8) were used for all of the scenarios.
𝑛
𝑉̅𝑗𝑛𝑛 (𝑆 𝑥 |𝜃 𝑛 ) = 𝜃1𝑛 + 𝜃2𝑛 𝐿𝑇𝑉𝑗𝑛 + 𝜃3𝑛 𝐿𝑇𝑉𝑗𝑛 2 + 𝜃4𝑛 𝑆𝑅𝑗𝑛 + 𝜃5𝑛 𝑆𝑅𝑗𝑛 2 + 𝜃6𝑛 𝐿𝑇𝑉𝑗𝑛 𝑆𝑅𝑗𝑛
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2
+ ∑ 𝜃7𝑛𝑎 𝑆𝑅𝑎𝜖𝐴𝐷𝐽𝑗𝑛 + ∑ 𝜃8𝑛𝑎 𝑆𝑅𝑎𝜖𝐴𝐷𝐽
+ ∑ 𝜃9𝑛𝑎 𝑆𝑅𝑗𝑛 𝑆𝑅𝑎𝜖𝐴𝐷𝐽𝑗𝑛
𝑗𝑛
𝑎𝜖𝐴𝐷𝐽𝑗𝑛

𝑎𝜖𝐴𝐷𝐽𝑗𝑛

𝑎𝜖𝐴𝐷𝐽𝑗𝑛

𝑛
𝑛
+ ∑ 𝜃10
𝐴 𝑆𝑅𝑎𝜖𝐴𝐷𝐽𝑗𝑛 + ∑ 𝜃11
𝐷
𝑎 𝑗𝑛
𝑎 𝑎𝜖𝐴𝐷𝐽𝑗𝑛
𝑎𝜖𝐴𝐷𝐽𝑗𝑛

𝑎𝜖𝐴𝐷𝐽𝑗𝑛

𝑛
+ ∑ 𝜃12
𝐷
𝑆𝑅𝑎𝜖𝐴𝐷𝐽𝑗𝑛
𝑎 𝑎𝜖𝐴𝐷𝐽𝑗𝑛

(𝐸𝑞. 3.8)

𝑎𝜖𝐴𝐷𝐽𝑗𝑛

In this formula we include:
•

𝑗𝑛 = 1, … 𝐽𝑛 indexes the stands owned by agent n.

•

𝑎𝜖𝐴𝐷𝐽𝑗𝑛 is the set of stands that are directly adjacent (i.e. share an edge or corner) with stand
𝑗𝑛 (Figure 3.3).

•

𝐿𝑇𝑉𝑗𝑛 – the land and timber value of stand 𝑗𝑛 according to the Faustmann rotation, which
does not account for fire risk. It is calculated using the vegetation growth simulations and
cost equations described in the previous section.

•

𝐴𝑗𝑛 is the age of stand 𝑗𝑛 .

•

𝑆𝑅𝑗𝑛 is the predicted down-wind spread rate under extreme weather conditions. It is difficult
to directly compare the likely effect of one fuel condition to another. This variable helps
capture the risk created by fuel conditions on the landscape that facilitate fire spread.

•

𝐷𝑎𝜖𝐴𝐷𝐽𝑗𝑛 is a dummy variable describing whether an adjacent stand is owned by another
agent.
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𝑎8
∈ 𝐴𝐷𝐽𝑗𝑛

𝑎7
∈ 𝐴𝐷𝐽𝑗𝑛

𝑎6
∈ 𝐴𝐷𝐽𝑗𝑛

𝑎1
∈ 𝐴𝐷𝐽𝑗𝑛

Target
stand 𝑗𝑛

𝑎5
∈ 𝐴𝐷𝐽𝑗𝑛

𝑎2
∈ 𝐴𝐷𝐽𝑗𝑛

𝑎3
∈ 𝐴𝐷𝐽𝑗𝑛

𝑎4
∈ 𝐴𝐷𝐽𝑗𝑛

Figure 3.3 Depicts adjacent stands whose attribute are included in the value function
approximation.
𝐿𝑇𝑉 and 𝑆𝑅 for the initial landscape are depicted in Figure 3.4. Note that they are
correlated with one another because 𝑆𝑅 and 𝐿𝑇𝑉 both depend heavily on stand age 𝐴.

Figure 3.4 Variables that represent the initial landscape, determined based on underlying
landscape attributes.
This specification of the value function approximation includes fire risk from the first
ring of adjacent stands (Figure 3.3). It does not incorporate all of the spatial information about
potential fire risk; it is possible for a fire to travel from any stand on the landscape to any other
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stand if the fuel and weather conditions are right. However, nearby stands have a greater impact
on fire risk than distant stands. On the representative landscape we created, preliminary
experiments showed that the inclusion of more distant stand attributes did not improve the
performance of the value function approximation.
3.4.4 Value iteration algorithm
Here we give a brief description of the value iteration algorithm employed to estimate the
unknown coefficients 𝜽; we provide details in section A.2 of the Appendix. To compute the
optimal values of the coefficients, we initialize 𝜽𝒏 = 𝜽𝒏,𝟎 for 𝑛 = 1 … 𝑁 agents and then update
the coefficients for each agent simultaneously through a series of k=1…K iterations of Equation
3.7b. We set 𝜃2𝑛,0 = 1 and all other coefficients to zero for our initial guess 𝜽𝑛,0 for all agents.
This seemed to be a good first approximation because the Faustmann rotation has long been
recognized as optimal in the absence of complicating factors such as fire risk (Samuelson 1976).
A reasonable initial estimation of the value function is important for ensuring the convergence of
the value function iteration algorithm to a good optimum. This is especially important in the
context of timber harvest because most stand value depends on anticipated future value and not
the current reward; there is a long interval between positive rewards which occur when trees are
harvested.
The iterative updates to the value function coefficients happen during a number of
simulation cycles. In each cycle, we start in a chosen starting state, 𝑆0 , and simulate management
for several years into the future. In each time-step t, simulation outcomes are used to update the
estimate of the value function coefficients. The most recent estimate of the value function 𝑉̅𝑗𝑛,𝑘
𝑛
is used to find the optimal action 𝑥𝑡𝑛 for each agent, given the current state 𝑆𝑡 . We employ a
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heuristic optimization method that combines simulated annealing (Kirkpatrick 1984) with tabu
search (Reeves 1993). This vector of actions xt is applied to the landscape to find the postdecision state. We then simulate fire events (which could be “no fire”) on the post-decision
landscape by drawing random ignition and weather events from the distributions described in
Section 3.3. The optimal action and the value for each of the states resulting from the simulated
fires is found for each agent to calculate the realized contribution each stand makes to the value
of the post-decision state for that agent. In the next step, the coefficients 𝜽 are updated to reduce
the difference between our current estimate of stand value and the realized values of the states
resulting from the simulations. This completes one “Bellman backup” step for value iteration.
Then we choose one of the simulated resulting states 𝑆𝑡+1 as the next starting state. If there are
no time steps left in the current cycle, a new cycle is started with the starting state 𝑆0 . Additional
steps are necessary to adequately explore the state space and avoid local optima; these are also
described in the Appendix.
3.4.5 Evaluating the value function approximation
Each value function should converge to a value/policy that is optimal given the other
agents value/policy. The value function iteration algorithm used to generate each agent’s value
function coefficients does not provably converge to the true coefficient values except in very
specific conditions, which are not met for this case (Powell 2007). Hence, it is important to
assess whether the chosen specification of the value function accurately estimates the expected
landscape value for each agent. We evaluated the value function approximation by addressing 2
questions: (1) Does each coefficient estimate converge to a stable value? and (2) Are the
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landscape values returned by the value function approximation close to the landscape values
generated by Monte Carlo simulations?
To answer the first question, we tracked the evolution of the value function coefficients.
Coefficients should move rapidly from their initial value and then make small oscillations around
a stable value. The coefficients will never completely converge because of stochastic ignition
and weather events. The coefficients did evolve as we expected: in the early iterations, they
make wide oscillations that trend toward their true value; in the later iterations, the coefficients
make smaller oscillations around a fixed value with no apparent trend in at least the last thousand
iterations. Each scenario leads to different landscape values and different value function
coefficients.
Each agent operates on the same landscape facing the same incentives and underlying
ecological processes, so the value function coefficients for each agent should converge to the
same values. In practice, the coefficients converge to similar values, but they are not exactly the
same. This happens because each agent controls a different part of the landscape, and they are
affected by the stochastic events differently.
Each agent’s value function is a prediction of the discounted stream of rewards that will
be generated for the agent over an infinite time horizon from that starting state. To determine if
the value function approximations are accurate predictions, we created a set of 500 simulations
of fire events drawn from distributions of ignition location, fire duration, and weather as
described in Section 3.3 for the same starting landscape, each simulation is 150 years. Timber
harvest and fuel treatment were optimally chosen to solve Eq. 3.7b for each agent in each time
step. This set of simulations was completed for each scenario using the same set of fire events.
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Each individual simulation led to different states and different reward streams, because of the
different weather events. We tracked the rewards earned in each period on each stand for every
simulation and compared the discounted sum of the rewards for the portion of the landscape
owned by each agent, (Eq. 3.9 - 𝑉𝑟𝑛 is the realized value for simulation 𝑟 = 1, … 500), to the
value predicted by each agent’s value function approximation, 𝑉̅ 𝑛 (Eq. 3.10).
𝐽𝑛

150

𝑉𝑟𝑛

𝐽𝑛

𝐶𝑗𝑛 (𝑆𝑡 , 𝑥𝑡𝑛 )]

𝑡

= ∑ [𝛿 ∑
𝑡=0

𝑗𝑛 =1

+𝛿

150

𝑥𝑛
∑ 𝑉̅𝑗𝑛𝑛 (𝑆150
) (𝐸𝑞. 3.9)
𝑗𝑛 =1

𝐽𝑛
𝑛)
̅𝑗𝑛 (𝑆0𝑥 𝑛 |𝜃) (𝐸𝑞. 3.10)
(𝑆
𝑉̅ 𝑛 = max
∑
𝐶
,
𝑥
+
𝑉
𝑗
0
𝑛
𝑛
𝑛
𝑥

𝑗𝑛 =1

𝑥 ),
The ending value, 𝑉̅𝑗𝑛𝑛 (𝑆150
was computed using the value function approximation and

the state of the ending landscape. 𝑉̅ 𝑛 (𝑆|𝜃) cannot perfectly predict the value of a specific stream
of rewards for the agent because of stochasticity, but it should be very close to the average 𝑉𝑟𝑛
generated by the simulations.
The landscape values predicted by the value function approximations, and the average
realized values for the landscape under each scenario (social planner, low-fragmentation and
high-fragmentation) are listed in Table 3.1. In every case, the difference between the predicted
value of the landscape and the average realized value is 3.14% or less. There will always be
some difference between the predicted and average realized values due to stochasticity. Other
factors that may contribute to a larger difference are an imperfectly specified set of basis
functions (several different specifications were tried in preliminary experiments) and inadequate
exploration of the state space (see Section A.2 of the Appendix).
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3.5 Results
Table 3.1 Whole landscape outcomes
Realized value (𝑽𝒏𝒎 )
Average ($million)

Predicted value (𝑉̅ 𝑛 )
($million)

Social Planner

15.075

15.137

Percent difference
between predicted and
average realized value
0.41%

Low-Fragmentation

15.045

15.517

3.14%

High-Fragmentation

14.517

14.610

0.64%

As the level of fragmentation increases, the average realized value of the landscape
decreases. Actions by one agent are more likely to create externalities for the other. The benefits
realized by one agent for a particular action will not offset the externalities generated for the
other agent, leading to a lower landscape value. The average realized values for each scenario are
listed in Table 3.1. We also conducted several pairwise statistical tests to determine whether the
different outcomes for each scenario were statistically significant. We used Welch’s t-test to
assess whether the average difference for each scenario was significant. Welch’s t-test allows us
to compare scenarios with unequal variances but assumes that data are normally distributed. We
confirm the results of this test using a Wilcoxon signed rank test which does not rely on the
assumption of normal distributions. We also report the results of a Kolmogorov-Smirnov (K-S)
test for determining the likelihood that the data in each scenario are from the same distribution,
and we report an effect size that determines the number of standard deviations between each
scenario’s average. The results of these tests are reported in Table 3.2.
Table 3.2 Pairwise Comparisons for fragmentation scenarios
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Average
difference
($million)

p-value of onetail Welch’s ttest

p-value of onetail Wilcoxon
signed rank test

Effect size
Cohen’s d

0.0707

p-value of onetail
KolmogorovSmirnov test
0.663

Social Planner
v. Lowfragmentation

0.030

0.4287

Social Planner
v. Highfragmentation

0.558

0.0006

0.0000

0.0001

0.2066

Lowfragmentation v.
Highfragmentation

0.526

0.0010

0.0000

0.0000

0.1965

0.0114

In the low-fragmentation configuration, there is only 0.2% loss of landscape value on
average compared to the outcomes under the social planner, a difference that is not statistically
significant according to the t-test. Each agent is able to manage their land without being
significantly impacted by their neighbor. We also compared the outcome distributions for these
two scenarios using the Kolmogorov-Smirnov test (K-S test) which resulted in a p-value of 0.663
suggesting that the outcome under the social planner does not stochastically dominate the
outcome on the low-fragmentation landscape.
In the high-fragmentation case, there is a 4% decrease in the average overall landscape
value compared to the social planner scenario. This difference is statistically significant, the pvalue equals 0.00056 for the t-test. The K-S test suggests that the distribution of outcomes under
the social planner is stochastically greater than the distribution of outcomes under the highfragmentation scenario. We calculate an effect size of 0.2066 meaning that the average outcome
under the Social Planner is 0.2 standard deviation larger than the average outcome on the highlyfragmented landscape. Each individual agent is worse off in the high-fragmentation case because
they must adjust their management to account for externalities generated by the other agent. The
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empirical cumulative distribution functions for the 500 simulation outcomes, as measured by the
landscape net present value, are depicted for all three scenarios in Figure 3.5. These cumulative
distribution functions show that the social planner and low-fragmentation scenarios
stochastically dominate the high-fragmentation scenario.

Figure 3.5 Figure depicts the empirical cumulative distribution functions for the social planner
case and the two fragmentation cases.
Increasing fragmentation decreases a landowner’s ability to manage the fuel conditions
that generate fire risk. The agents respond to this increasing fire risk by harvesting earlier – a
result predicted by Reed (1984). Fire arrival probability depends on the current state of the
landscape, which leads to a distribution of harvest ages caused by each agent modifying their
harvest activity based on the current landscape conditions. The distribution of harvest ages for
the social planner compared to the low-fragmentation and the high-fragmentation scenarios are
shown in Figures 3.6 and 3.7 respectively. The average harvest age for the social planner is 39.05
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years; it is 38.04 years for the low-fragmentation scenario and 36.86 years for the highfragmentation scenario.

Figure 3.6 Distribution of harvest ages social planner v. low-fragmentation landscape

Figure 3.7 Distribution of harvest ages social planner v. high-fragmentation landscape
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Agents also modify their fuel treatment behavior depending on the level of
fragmentation. Agents incur the cost of fuel treatment for two primary reasons, to protect timber
value on the stand and to prevent fire from spreading to nearby stands. Under the social planner,
fuel treatment occurs for all stands at age 20 when stands are beginning to produce merchantable
timber and the fuel conditions can be changed from moderate-risk to low-risk. Treatments also
occur in young stands with high spread rate fuel models when they are adjacent stands with
valuable timber. In the low-fragmentation scenario, fuel treatment activity is similar to the social
planner with slightly more fuel treatment in the young high spread rate fuel models. In the highfragmentation scenario there is a substantial reduction in fuel treatment activity for both the
young stands with high spread rate fuel models and the 20- to 25-year-old stands with moderate
spread rate fuel models. Ownership fragmentation prevents the agent from capturing the
increased value for adjacent stands created by fuel treatment, thus decreasing the marginal value
of this action.
The level of fragmentation also has implications for ecological outcomes on the
landscape. As an example, we compared the distribution of fires sizes that occur in the
simulations. For the low-fragmentation scenario and the social planner case, the distribution of
fire sizes is almost indistinguishable. This is confirmed using a K-S test; the p-value was equal to
0.95 which does not allow us to reject the null hypothesis that these distributions are equal.
However, in the high-fragmentation case, the distribution of fire sizes shifted toward larger fires
as shown in Figure 3.8. This result is also confirmed using a K-S test which had a p-value of
0.000 when the high-fragmentation scenario was compared to the social planner case. In the
high-fragmentation scenario, there is less incentive to treat fuel and manage the landscape for
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small fires since a spreading fire may damage your neighbor instead of you. Additionally, earlier
harvest is incentivized on the fragmented landscape which leads to an increased occurrence of
fuel conditions that generate high spread rates.

Figure 3.8 Fire size distribution social planner v. high ownership fragmentation
3.6 Discussion and Conclusions
Spreading fire creates spatial interactions that generate externalities affecting the welfare
of forest landowners. The effects of these spatial interactions can be amplified or mitigated by
human management. Property boundaries that fragment the landscape are one example of an
institution that has important implications for landowner welfare and ecological outcomes. In
this paper, we develop a method to analyze the interaction of multiple agents in a dynamic and
spatial context. We use our method to demonstrate that ownership fragmentation can impede
landowners’ ability to manage their fire risk. We show that owning larger spatially contiguous
tracts of land will make it easier for landowners to mitigate fire risk created by externalities and
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achieve maximum landscape value. In cases where fragmentation cannot be avoided (e.g. O&C
lands), cooperation between landowners could help to minimize externalities and lead to welfare
improvements.
The effect of ownership fragmentation will depend on ecological conditions specific to
the site in question. Incorporation of more detailed, accurate and site-specific ecological models
is an obvious opportunity for future work. In this analysis, we modeled optimal management for
timber as a financial asset under risk of stand-destroying fire. Fire is one example of a stochastic
ecological process that creates spatial interactions—windthrow, the spread of invasive species,
and the movement of wildlife are others. Likewise, maximum financial asset value of the forest
is just one possible objective for forest management. For example, a landowner might instead
want to manage fire to minimize threat to habitat connectivity or to meet other restoration
objectives. The optimization framework demonstrated here is flexible enough to be adapted for
these and other problems related to the management landscapes with complex ecological
processes.
For the ecological conditions we modeled, ownership fragmentation led to larger fires on
the landscape. This happened for a couple of reasons. First, as fragmentation increases, the
marginal value of fuel treatment decreases, because landowners are unable to capture the value
of reduced fire risk for all of the neighboring stands. Additionally, landowners are incentivized to
harvest trees earlier because of the increased fire risk and their reduced ability to protect timber
through fuel treatments in neighboring stands. More harvest leads to younger trees that spread
fire more effectively.
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The scale of ownership fragmentation must be proportionate to fire size. If the majority
of fires are larger than the ownership units then fragmentation will likely have important
ecological and welfare effects. Landowners will alter their management in reaction to the
possibility of spreading fire from a neighboring landowner. Conversely, if most fires are smaller
than the units of ownership, fire will be less likely to cross property boundaries and landowners’
behavior will not be influenced by fire spread externalities.
We modeled a risk-neutral wealth-maximizing landowner, which is appropriate if we
assume large-scale corporate landowners for whom risk is spread over time and space. However,
in some areas the landscape is dominated by small woodland owners. This is more likely to be
true on a fragmented landscape. These owners may be relatively risk-averse because their forest
may represent a large portion of their wealth. A method for incorporating risk preferences into
the objective function will be necessary for landowners who are not risk-neutral. A risk-averse
agent may not pursue a Nash equilibrium strategy; instead, for example, they may choose a maxmin strategy which maximizes the value of the worst possible outcome. In these cases, the
optimization framework demonstrated in this paper would not be appropriate.
We demonstrated a tractable method for modeling spatial interactions in the framework
of a dynamic game between multiple landowners who can create externalities for each other.
The value functions we estimate can provide a measure of the cost of fire risk created by altering
landscape conditions without damage needing to be explicitly realized. It allows the effect of
management actions that change the state of the landscape to be characterized, and it provides a
way to compare the known cost of an action to the expected benefits of that action on the
landscape. The landscape and ecological process models we used, while simple, are far more
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realistic than in previous studies (e.g. Konoshima et al. 2008, 2010; Busby et al. 2012). The
optimization platform we developed allows for introduction of more detail where it might be
pertinent to the policy scenario under analysis. This method can help policy makers understand
and predict how human institutions that interact with the landscape can affect landowner welfare
in ecological systems where disturbance is a factor.
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4. Evaluating wildland fire liability standards – does regulation incentivize good
management?
4.1 Introduction
Ecological disturbances such as wildfire operate across property boundaries; conditions
on one part of a landscape that give rise to fire risk create externalities for other parts of a
landscape. These externalities have led to the creation of a variety of laws and regulations that
focus on holding landowners accountable for fires that spread from their land to damage
surrounding areas. In this paper, we examine the effectiveness of liability regulations that can
incentivize landowners to account for vegetation conditions that affect the spread of wildland
fire. Bourrinet (1992) provides an overview of a wide variety of regulations that have been
implemented around the world. In the U.S., rules for private landowners vary by state and can
include fines, criminal penalties, liability for damages, and negligence standards (Yoder 2003).
Epstein (2012) provides an overview of the principles of common law as they apply to the
problem of damage caused by spreading fire, focusing primarily on liability and negligence. In
recent years, new laws have been proposed and in some cases implemented. At the federal level,
the Enhanced Safety from Wildfire Act of 2005- S. 807 would have created stricter negligence
standards for fuel conditions on both private and federal land if passed. At the state level, laws
have been implemented limiting liability for damage caused by fire to the ‘fair market value’ of
the damage (OR SB 709 2013, WA SB 5972 2014). These bills have been a response to
increasingly dangerous fuel conditions, especially on public land (Schmidt et. al. 2002, Donovan
and Brown 2007), and large damaging wild fires, which have become more frequent (National
interagency Fire Center 2016). Expert testimony in support of the 2013 Oregon measure
specifically cites the Moonlight fire of 2007 as an example of the type of event that prompted
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changes to these laws (OR SB 709 2013). This fire burned over 65,000 acres in Lassen County,
CA, and resulted in a settlement of $55 million and a land transfer of 22,500 acres (US v. Sierra
Pacific Industries 2015). Rule changes will affect the incentive structure faced by landowners
and may cause landowners to change their management actions, which has implications for
landowner welfare and ecological outcomes. Evaluating new regulations requires a bio-economic
model that accounts for ecological conditions and incentives created by human institutions.
Understanding how optimal forest management changes in response to changing fire risk
is an important first step for evaluating the implications of new regulations. Several authors have
considered the optimal harvest age of an individual forest stand in the face of possible ecological
disturbance, such as fire. Routledge (1980) and Reed (1984) demonstrated that the optimal
rotation age for timber harvest determined by Faustmann (1849) should be shortened to account
for the possibility of an unpredictable natural disaster damaging or destroying a stand.
Subsequent papers explored the optimal schedule of investment in fire protection, such as fuel
treatment or fire-fighting infrastructure (Reed 1989, 1993). Many authors build upon Reed’s
insights; examples include Amacher et. al. (2005) and Garcia-Gonzalo et. al. (2014) who looked
at how fuel treatment and silvicultural interventions affect optimal rotation age for firethreatened forest stands. Daigneault et. al. (2010) examined how carbon sequestration is affected
by manager response to fire risk.
Since fire risk on an individual stand is a function of the condition of the entire
landscape, several authors have developed spatially explicit models of land management with
fire spread. Some have examined the effects of spatial configurations of fuel treatments.
Examples include Wei et al. (2008) and Chung et al. (2013), whose models optimally place fuel
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treatments on the landscape to minimize expected loss to fire, and Ager et al. (2010), who
examined the effect on the probability of damage in the wildland-urban interface of different fuel
treatment “rules”. These models are static because they do not account for how optimal
management will adjust on a post-fire landscape, should fire actually occur. Fire, when it does
occur, dramatically changes the vegetation on the landscape and land managers will respond by
adapting their management to the new conditions. Therefore, the problem of optimal
management of a fire-threatened landscape is inherently dynamic. Konoshima et al. (2008, 2010)
developed a dynamic model that examined how optimal management changes when the actions
taken on one stand affect the fire risk on adjacent stands; they demonstrate that interaction with
adjacent stands affects optimal harvest age.
Liability regulations are a response to the spatial interactions created by spreading fires
that cross property boundaries. Therefore, analysis of the effect of liability rules requires a multiagent approach. Crowley et al. (2009) used the Reed model to determine optimal rotation age for
two adjacent stands with interdependent fire risk; and Busby et al. (2012) developed a gametheoretic model to demonstrate how the pattern of public and private ownership might affect fuel
management by residential property owners in the wildland-urban interface in a dynamic
context. There are very few papers that directly analyze the efficiency of liability rules for
wildland fire. Yoder et al. (2003) and Yoder (2004) used an analytical model to explore how
liability rules affect the use and frequency of controlled burning. They show that the amount of
precautionary effort to prevent a controlled burn from escaping, and the allocation of this effort,
can vary depending on liability rules. The practical usefulness of these papers for planning and
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policy analysis is limited by the need to greatly simplify the landscape, fuel models, fire
behavior, and weather for the sake of tractability.
When the size of the landscape and the complexity of the ecological models precludes the
use of exact dynamic programming methods, approximate dynamic programming (ADP)
methods can be applied to address the curse of dimensionality (Sutton and Barto 1998, Powell
2007, 2009). The modeling platform developed in Chapter 2 in this dissertation sets the stage for
analysis of the welfare effects of changing liability regulations. In this study, we incorporated a
game-theoretic model to identify the optimal timing and placement of timber harvest and fuel
treatment for two agents with interdependent fire risk, and we explored different regulatory
scenarios. The value functions we estimated in each scenario provide a way to model the
expected benefits, costs, and externalities associated with different management actions which
have uncertain consequences in multiple locations on the landscape. We found that regulations
can increase expected individual and social welfare in some cases, but in other cases, regulations
may create perverse incentives that lead to decreased landscape value. We also showed that
regulations may be risk-increasing for individual landowners.
This paper is organized as follows: Incorporating liability and compensation for damage
in the economic model is described in Section 4.2; the parameterization of the model landscape
in Section 4.3. Modifications to the ADP algorithm are described in section 4.4. Several different
scenarios are explored. Results are presented in Section 4.5 and concluding remarks in Section
4.6.
4.2 Model
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In this section, we continue to build upon the model laid out in the previous chapters. The
possibility of liability and compensation for damage is introduced. Liability regulations change
the incentive structure faced by landowners and may force them to account for at least a portion
of the externalities they generate. This is because liability regulations hold landowners
accountable if fires spread from their land to damage other parts of the landscape. However, fires
do not occur with certainty, and these costs are only realized if a damaging fire occurs. We
define a liability function L(.) to represent the payments owed, or the compensation received,
after a fire. The payment/compensation depends on the current state, the actions of both agents
and the stochastic event, i.e. 𝐿𝑛 (𝑆, 𝑥 𝑛 , 𝒙−𝒏 , 𝑊). The value function for each agent’s portion of
the landscape will be:
𝑉 𝑛 (𝑆) = max
{𝑄 𝑛 (𝑆, 𝑥 𝑛 |𝒙−𝒏 ) + 𝐸𝑊 [𝛿𝐿𝑛 (𝑆, 𝑥 𝑛 , 𝒙−𝒏 , 𝑊)]} (𝐸𝑞. 4.1)
𝑛
𝑥

Incorporating the liability payment directly into the Q-functions allows our solution
methods to be more easily implemented. To do this we decompose 𝐿𝑛 (. ) into separate liability
functions for each stand where 𝐿𝑗𝑛𝑛 (. ) represents the contribution stand 𝑗𝑛 makes to the total
payment/compensation):
𝐽𝑛

𝐿𝑛 (𝑆, 𝑥 𝑛 , 𝒙−𝒏 , 𝑊) = ∑ 𝐿𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 , 𝒙−𝒏 , 𝑊) (𝐸𝑞. 4.2)
𝑗𝑛

𝑄𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 |𝒙−𝒏 ) = 𝐶𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 ) + 𝐸𝑊 𝛿[𝐿𝑗𝑛𝑛 (. ) + 𝑉𝑗𝑛𝑛 (𝑆 ′ )] (𝐸𝑞. 4.3)
4.3 Data and Parameters
The specific design and enforcement of liability rules can take many different forms. We
model two important general categories of regulation, strict liability rules and negligence
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standards (Epstein 2012). Strict liability rules hold a landowner responsible for damage caused
by any fire originating on their land regardless of the circumstances. The other category of
regulation we model is a negligence rule, a landowner only pays for damage if they do not meet
some pre-determined standard for care – in our case, the landowner where the fire originates
pays only in cases where their land is not in the lowest risk fuel model available for the stand’s
age class. In this chapter, we define the payment for damage by the owner of the stand where the
fire originates to the landowner who is damaged as the difference between the risk-free land-andtimber value (LTV)3 for the damaged stand before and after the fire. (This value is calculated
based on the Faustmann equation using the cost equations and vegetation growth models). The
difference in the risk-free LTV is used to calculate the payment because this is a common
standard for measuring damage to a forest, and it is similar to regulations that currently exist (OR
SB 709 2013, WA SB 5972 2014). Enforcing liability rules may involve costly litigation or other
transaction costs which, for simplicity, we ignore. For comparison, we also examine a noregulation scenario, and a scenario that represents the optimal management of the landscape
under a single owner (i.e. 𝑁 = 1). The single owner scenario will be referred to as the social
planner case; it represents the value of the landscape managed for maximum social welfare.
Effective liability regulations should incentivize agents to mitigate externalities created by
spreading fire. The social planner case represents the ideal landscape management that could
potentially be obtained with properly designed regulation.

𝑝𝑓(𝑇)−𝑐

𝐿𝑇𝑉 = ((𝑝𝑓(𝑇) − 𝑐) + 𝑟𝑇 ) ∗ 𝑒 −𝑟(𝑇−𝑡) Where T is the rotation age, f(T) is the stock of timber at age T, p is
𝑒 −1
the price for timber, c is the cost of harvest, r is the discount rate, T-t is the number of years until the currently
standing timber will be harvested. The first term represents the value of the standing timber, the second term
represents the value of the bare land.
3
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The effectiveness of liability rules for improving economic efficiency will depend in part
on the underlying ecological conditions and processes. If ecological conditions make it
prohibitively expensive or difficult to comply with regulations, then the rules may simply lead to
a transfer of wealth from one agent to another without improving overall welfare. The type of
liability rule will affect the location of management activity that occurs on the landscape, the
strategies of landowners, and who bears the costs.

Agent 1
Agent 2

Figure 4.1 Landscape ownership configuration
The configuration of ownership also matters. Liability rules may not have a meaningful
effect on agent behavior if landowners hold large continuous tracts of land that make boundarycrossing fires rare. We model the effect of different liability rules on a landscape with a highlyfragmented ownership pattern where each agent is assigned alternating blocks of stands creating
a checkerboard pattern with many between-owner adjacencies (Figure 4.1). Fragmentation on a
landscape may not always be this severe or neatly segmented. However the O&C lands that
occupy approximately 2.5 million acres of Western OR provide an example of this pattern of
fragmentation (see https://www.blm.gov/or/resources/forests/files/NW_ForestPlanMap.pdf).The
underlying parameters for the landscape are the same as those described in chapters 2 and 3. The
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initial landscape is created by randomly assigning an age class, with an associated vector of
attributes, to each stand in the landscape. Each stand evolves over time independently of the
other stands. We tracked the evolution of stand characteristics over time using a transition
table—attributes we track are stand age, total cubic feet of biomass per acre, merchantable cubic
feet per acre, merchantable board feet per acre, quadratic mean diameter, crown base height, tree
height, and fuel model. These characteristics were used to drive simulations of fire events, and to
compute the reward function resulting from landowner actions.
4.4 Solution Method
The same methods that are described in chapters 2 and 3 are employed here, with slight
modifications to account for liability payments between agents.
4.4.1 Post-decision state
For this problem, a post-decision state can be defined as the state of the landscape after
an agent has taken an action, but before the stochastic events (in this case fire arrival), the
payment for liability, or the actions of the other agents, are observed. As before, agent n’s post𝑛

decision state is written as 𝑆 𝑥 = 𝑔(𝑆, 𝑥 𝑛 ). The transition to the next period state, and the
payment for liability is a function of the actions of all the agents as well as the stochastic events
𝑆′(𝑆, 𝑥 𝑛 , 𝒙−𝒏 , 𝑊), and 𝐿𝑛 ( 𝑆, 𝑥 𝑛 , 𝒙−𝒏 , 𝑊). With this change, we can rewrite the Q and V
𝑛

functions in terms of the post-decision state 𝑆 𝑥 . The Q-function is only a function of agent n’s
actions, allowing the maximum Q-value to be found without needing to account for the actions
of other agents:
𝑛

𝑄𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 ) = 𝐶𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 ) + 𝑉𝑗𝑛𝑛 (𝑔(𝑆, 𝑥 𝑛 )) = 𝐶𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 ) + 𝑉𝑗𝑛𝑛 (𝑆 𝑥 ) (𝐸𝑞. 4.4)
The value of the post-decision state is:
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𝑛

𝑛

𝑛 )
𝑛 ))}]
𝑉 𝑛 (𝑆𝑡𝑥 ) = 𝐸𝑊 𝛿[𝐿𝑛 ( 𝑆𝑡𝑥 , 𝑥𝑡−𝑛 , 𝑊) + max
{𝐶 𝑛 (𝑆𝑡+1 , 𝑥𝑡+1
+ 𝑉 𝑛 (𝑔(𝑆𝑡+1 , 𝑥𝑡+1
(𝐸𝑞. 4.5)
𝑛
𝑥𝑡+1

This version of the Bellman equation relates the value of the post-decision state for agent
𝑛

n, 𝑆𝑡𝑥 , to the expected value of the next period reward, the expected liability payment, and the
value of the next period post-decision state. Hence, this form of the Bellman equation goes from
post-decision state to post-decision state, whereas the standard Bellman equation goes from (predecision) state to (pre-decision) state.
4.4.2 Value function approximation
We create an approximation of the value function using the same procedure described in
earlier sections. Each agent’s value function for the landscape and the optimal policy it
determines are now defined using Q-values for each stand that include an approximation of the
stand’s contribution to the value of the post-decision state, and can be defined based on the
actions of agent n only:
𝑛

𝑄𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 ) = 𝐶𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 ) + 𝑉̅𝑗𝑛𝑛 (𝑆 𝑥 ) (𝐸𝑞. 4.6𝑎)
𝐽𝑛

𝑉 𝑛 (𝑆) = max
𝑄 𝑛 (𝑆, 𝑥 𝑛 ) = max
∑ 𝑄𝑗𝑛𝑛 (𝑆, 𝑥 𝑛 ) (𝐸𝑞. 4.6𝑏)
𝑛
𝑛
𝑥

𝑥

𝑗𝑛 =1

4.4.3 Value function specification
The specification of the value function that performed best for our model landscape under
liability rules is described below. A value function was specified for each agent, and the
coefficients of these value functions were estimated for each regulation scenario. Since both
agents face the same set of rewards and underlying ecological processes, we are able to specify
the same value function for stands owned by each agent. The same basis functions (Eq. 4.7) were
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used for all of the scenarios except in the negligence case where an extra basis function was
included.
𝑛
𝑉̅𝑗𝑛𝑛 (𝑆 𝑥 |𝜃 𝑛 ) = 𝜃1𝑛 + 𝜃2𝑛 𝐿𝑇𝑉𝑗𝑛 + 𝜃3𝑛 𝐿𝑇𝑉𝑗𝑛 2 + 𝜃4𝑛 𝑆𝑅𝑗𝑛 + 𝜃5𝑛 𝑆𝑅𝑗𝑛 2 + 𝜃6𝑛 𝐿𝑇𝑉𝑗𝑛 𝑆𝑅𝑗𝑛

2
+ ∑ 𝜃7𝑛𝑎 𝑆𝑅𝑎𝜖𝐴𝐷𝐽𝑗𝑛 + ∑ 𝜃8𝑛𝑎 𝑆𝑅𝑎𝜖𝐴𝐷𝐽
+ ∑ 𝜃9𝑛𝑎 𝑆𝑅𝑗𝑛 𝑆𝑅𝑎𝜖𝐴𝐷𝐽𝑗𝑛
𝑗𝑛
𝑎𝜖𝐴𝐷𝐽𝑗𝑛

𝑎𝜖𝐴𝐷𝐽𝑗𝑛

𝑎𝜖𝐴𝐷𝐽𝑗𝑛

𝑛
𝑛
+ ∑ 𝜃10
𝐴 𝑆𝑅𝑎𝜖𝐴𝐷𝐽𝑗𝑛 + ∑ 𝜃11
𝐷
𝑎 𝑗𝑛
𝑎 𝑎𝜖𝐴𝐷𝐽𝑗𝑛
𝑎𝜖𝐴𝐷𝐽𝑗𝑛

𝑎𝜖𝐴𝐷𝐽𝑗𝑛

𝑛
+ ∑ 𝜃12
𝐷
𝑆𝑅𝑎𝜖𝐴𝐷𝐽𝑗𝑛
𝑎 𝑎𝜖𝐴𝐷𝐽𝑗𝑛

(𝐸𝑞. 4.7)

𝑎𝜖𝐴𝐷𝐽𝑗𝑛

In this formula:
•

𝑗𝑛 = 1, … 𝐽𝑛 indexes the stands owned by agent n.

•

𝑎𝜖𝐴𝐷𝐽𝑗𝑛 is the set of stands that are directly adjacent (i.e. share an edge or corner) with stand
𝑗𝑛 (Figure 4.2).

•

𝐿𝑇𝑉𝑗𝑛 – the land and timber value of stand 𝑗𝑛 according to the Faustmann rotation, which
does not account for fire risk. It is calculated using the vegetation growth simulations and
cost equations described in the previous section.

•

𝐴𝑗𝑛 is the age of stand 𝑗𝑛 .

•

𝑆𝑅𝑗𝑛 is the predicted down-wind spread rate under extreme weather conditions. It is difficult
to directly compare the likely effect of one fuel condition to another. This helps capture the
risk created by fuel conditions on the landscape that facilitate fire spread.

•

𝐷𝑎𝜖𝐴𝐷𝐽𝑗𝑛 is a dummy variable describing whether an adjacent stand is owned by another
agent.
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•

𝐷𝑓𝑚 is a dummy variable describing whether or not the stand was in the lowest risk fuel
condition, this basis function was only included for the negligence scenario and does not
appear in Eq. 4.7.

𝑎8
∈ 𝐴𝐷𝐽𝑗𝑛

𝑎7
∈ 𝐴𝐷𝐽𝑗𝑛

𝑎6
∈ 𝐴𝐷𝐽𝑗𝑛

𝑎1
∈ 𝐴𝐷𝐽𝑗𝑛

Target
stand 𝑗𝑛

𝑎5
∈ 𝐴𝐷𝐽𝑗𝑛

𝑎2
∈ 𝐴𝐷𝐽𝑗𝑛

𝑎3
∈ 𝐴𝐷𝐽𝑗𝑛

𝑎4
∈ 𝐴𝐷𝐽𝑗𝑛

Figure 4.2 Depicts adjacent stands whose attribute are included in the value function
approximation
𝐿𝑇𝑉 and 𝑆𝑅 for the initial landscape are depicted in Figure 4.3. Note that they are
correlated with one another because 𝑆𝑅 and 𝐿𝑇𝑉 both depend heavily on stand age 𝐴.
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Figure 4.3 Variables that represent the initial landscape, determined based on underlying
landscape attributes.
4.4.4 Value iteration algorithm
The same procedure used in section 3.4.4 is used for this set of scenarios.
4.4.5 Evaluating the value function approximation
We validated the value functions that were estimated using the same procedures used in
the previous chapter. First, we tracked the evolution of coefficients to ensure that they converged
to a stable value. Second, each agent’s value function is a prediction of the discounted stream of
rewards and liability payments that will be generated for the agent over an infinite time horizon
from that starting state. To determine if the value function approximations are accurate
predictions, we created a set of 500 simulations of fire events drawn from distributions of
ignition location, fire duration, and weather as described in previous sections for the same
starting landscape, each simulation is 150 years. Timber harvest and fuel treatment were
optimally chosen to solve Eq. 4.6 for each agent in each time step. This set of simulations was
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completed for each scenario using the same set of fire events. Each individual simulation led to
different states, reward streams, and liability payments because each simulation faced different
weather events. We tracked the rewards earned in each period on each stand for every simulation
and compared the discounted sum of the rewards for the portion of the landscape owned by each
agent, (Eq. 4.8 - 𝑉𝑟𝑛 is the realized value for simulation 𝑟 = 1, … 500), to the value predicted by
each agent’s value function approximation, 𝑉̅ 𝑛 (Eq. 4.9).
150

𝐽𝑛

150

𝐽𝑛

𝑛
𝑛
𝑉𝑟𝑛 = ∑ [𝛿 𝑡 ∑ 𝐶𝑗𝑛 (𝑆𝑡 , 𝑥𝑡𝑛 )] + ∑ [𝛿 𝑡 ∑ 𝐿𝑗𝑛 ( 𝑆𝑡−1 , 𝑥𝑡−1
, 𝑥𝑡−1
, 𝑊𝑡−1 )]
𝑡=0

𝑗𝑛 =1

𝑡=1

𝑗𝑛 =1

𝑥𝑛
+ 𝛿 150 ∑ 𝑉̅𝑗𝑛𝑛 (𝑆150
) (𝐸𝑞. 4.8)
𝑗𝑛

𝐽𝑛
𝑛
𝑉̅ 𝑛 = max
∑ 𝐶𝑗𝑛 (𝑆0 , 𝑥 𝑛 ) + 𝑉̅𝑗𝑛𝑛 (𝑆0𝑥 |𝜃) (𝐸𝑞. 4.9)
𝑛

𝑥

𝑗𝑛 =1

𝑥𝑛
The ending value, 𝑉̅𝑗𝑛𝑛 (𝑆150
), was computed using the value function approximation and

the state of the ending landscape. 𝑉̅ 𝑛 (𝑆|𝜃) cannot perfectly predict the value of a specific stream
of rewards for the agent because of stochasticity, but it should be very close to the average 𝑉𝑟𝑛
generated by the simulations.
The landscape values predicted by the value function approximations, and the average
realized values for the landscape are listed in Table 4.1. In every case, the difference between the
predicted value of the landscape and the average realized value is 2.05% or less. There will
always be some difference between the predicted and average realized values due to
stochasticity. Other factors that may contribute to a larger difference are an improperly specified
set of basis functions (several different specifications were tried in preliminary experiments) and
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inadequate exploration of the state space in the value function approximation (see Section A.2 of
the Appendix).
Table 4.1 Average Net Present Value of simulation outcomes in million dollars (variance in
parentheses). %Δ is percent difference between average realized value, Ave. 𝑉𝑟 , and
predicted value, 𝑉̅ .

No Regulation
Strict Liability
Negligence
Standard
Social Planner

Ave. 𝑽𝒓
14.52
(7.352)
14.30
(8.462)
15.03
(7.002)
15.08
(7.227)

Overall Landscape
%Δ
𝑉̅
14.61
0.64%
14.60

2.05%

14.91

0.80%

15.14

0.41%

Agent 1
Ave. 𝑉𝑟𝑛=1
6.93
(1.82)
6.76
(4.85)
7.16
(3.84)
7.19
(1.89)

Agent 2
Ave. 𝑉𝑟𝑛=2
7.59
(1.99)
7.55
(3.73)
7.87
(2.85)
7.88
(1.93)

4.5 Results
In our analysis, we modeled a landscape with two agents, and we examined management
under two different types of liability rules: (1) strict liability – agents pay for damage caused by
any fire originating on their land, and (2) negligence standard – agents pay for damage caused by
fire originating on their land if their land is not in the lowest risk fuel condition. We compared
these scenarios to management with no regulation and to management under a social planner,
which represents ideal landscape management. Average outcomes for each of these scenarios are
reported in Table 4.1. We also conducted pairwise statistical tests to determine whether the
different outcomes for each scenario were statistically significant, and report the results of these
tests in Table 4.2. We used Welch’s t-test to assess whether the average difference for each
scenario was statistically significant4.

Welch’s t-test allows us to compare scenarios with unequal variances but assumes that data is normally distributed.
We confirm the statistical differences using tests that do not rely on the assumption normally distributed data: These
tests include a Wilcoxon signed rank test and a Kolmogorov-Smirnov (K-S) test, we also report an effect size.
4
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Table 4.2 (1) change in average realized value (column scenario less row scenario) in million
dollars, (2) p-value for Welch’s 1-tail t-test, (3) p-value for Wilcoxon signed rank test,
(4) p-value for Kolmogorov-Smirnov test, and (5) effect size are reported for each pair
of scenarios.
Overall Landscape
Social Planner

Negligence Standard

Strict Liability

Agent 1
Social Planner

Negligence Standard

Strict Liability

Agent 2
Social Planner

Negligence Standard

No Regulation

Strict Liability

Negligence Standard

-0.561
(0.00)2
(0.00)3
(0.00)4
0.215
-0.52
(0.00)
(0.00)
(0.00)
0.19
0.21
(0.12)
(0.00)
(0.41)
0.07

-0.77
(0.00)
(0.00)
(0.00)
0.27
-0.74
(0.00)
(0.00)
(0.00)
0.26
–

-0.04
(0.40)
(0.00)
(0.67)
0.02
–

-0.27
(0.00)
(0.00)
(0.00)
0.20
-0.24
(0.01)
(0.00)
(0.00)
0.14
0.17
(0.08)
(0.06)
(0.00)
0.09

-0.43
(0.00)
(0.00)
(0.02)
0.24
-0.40
(0.00)
(0.00)
(0.00)
0.19
–

-0.03
(0.39)
(0.58)
(0.01)
0.02
–

-0.29
(0.00)
(0.00)
(0.00)
0.21
-0.28
(0.00)
(0.00)
(0.00)
0.18

-0.33
(0.00)
(0.00)
(0.07)
0.20
-0.32
(0.00)
(0.00)
(0.00)
0.18

-0.01
(0.44)
(0.12)
(0.45)
0.01
–

–

–
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Strict Liability

0.04
(0.34)
(0.21)
(0.05)
0.03

–

–

Average difference
P-value Welch’s t-test – Assumes populations are normally distributed but allows for unequal variances.
3
P-value Wilcoxon signed rank test – Does no assume that populations are normally distributed.
4
P-value Kolmogorov-Smirnov test – Tests probability that two populations are drawn from the same distribution.
5
Effect size (Cohen’s d) – Measures the number of standard deviations between each population’s average.
2

In our setting, imposing a negligence standard leads to an increase in average outcomes
(net present value) over the no-regulation scenario; the average outcome under this rule nearly
matches the average outcome under the social planner scenario; the average difference between
outcomes under the negligence rule compared to the social planner was 0.28%, a difference that
is not statistically significant based on the paired t-test. The negligence standard effectively
incentivizes actions that decrease fire risk. The strict liability standard has the opposite effect. It
does not incentive risk-reducing actions. In fact, outcomes for each agent are worse than the noregulation scenario. On average, outcomes under the strict liability standard were 1.4% worse
than the no-regulation scenario; however, the p-value for the paired t-test was 0.12 suggesting
that this may not be a statistically significant difference. The empirical cumulative distribution
functions for the simulation outcomes measured by the landscape net present value are depicted
in Figure 4.4. We can see that the outcomes under the negligence standard and social planner
stochastically dominate the strict liability and no-regulation scenarios.
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Figure 4.4 Figure depicts the empirical cumulative distribution functions for the social planner,
the no-regulation case, the strict liability case and the negligence case.
The variance of the overall landscape value (shown in Table 4.1) was similar across all
scenarios. An F-test shows that these variances do not differ significantly across scenarios (Table
4.3). Figure 4.5 is a box and whisker plot that provides a visual depiction of the variance in
outcomes for the entire landscape. However, for the individual agents, the variance in the
outcomes was considerably larger under either liability scenario compared to both the social
planner and the no-regulation scenarios. This is because, in the event of a damaging fire, one
agent compensates the other. While this compensation does not change the overall value of the
landscape, it can represent a significant transfer of wealth depending on where a large fire
originates. Figures 4.6 and 4.7 are box and whisker plots that compare the distribution of
outcomes for each of the individual agents in each scenario; the spread of extreme values is
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larger under the regulation scenarios for individual agents. These charts help illustrate the
increase in variance for individual agents created by the liability regulations. We confirm that
these distributions are statistically different using a Kolmogorov-Smirnov (K-S) test5 (Table 4.2)
and we confirm that the variances of these distributions are different using an F-test (Table 4.3).
The increase in outcome variability for individual owners has the potential to decrease
landowner welfare depending on their risk preferences, an important consideration that we do not
account for in this paper.
Table 4.3 variance comparison top row is p-value for F-test null hypothesis is that variances are
equal. Since the F-test is sensitive to non-normality, the p-value for the Brown-Forsythe
test is included in the second row

Overall Landscape
Social Planner
Negligence Standard
Strict Liability
Agent 1
Social Planner
Negligence Standard
Strict Liability
Agent 2
Social Planner
Negligence Standard
Strict Liability

5

No Regulation

Strict Liability

Negligence
Standard

(0.85)
(0.58)
(0.59)
(0.51)
(0.12)
(0.18)

(0.08)
(0.06)
(0.03)
(0.05)
–

(0.72)
(0.93)
–

(0.69)
(0.99)
(0.00)
(0.01)
(0.00)
(0.00)

(0.00)
(0.00)
(0.01)
(0.03)
–

(0.00)
(0.01)
–

(0.74)
(0.58)
(0.00)
(0.56)
(0.00)
(0.01)

(0.00)
(0.00)
(0.00)
(0.05)
–

(0.00)
(0.30)
–

–

–

–

test measures probability that two sets of data where drawn from the same distribution
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Figure 4.5 Plot depicts the distribution of outcomes under each scenario for the whole landscape.
Box represent values between quartile 1 and quartile 3, with dividing line in box
representing the median outcome. Whiskers are 1.5 times the distance of q1 to q3, or
the extreme value whichever, is smaller. x’s mark outlying extreme values.

Figure 4.6 Plot depicts the distribution of outcomes under each scenario for agent 1. Box
represent values between quartile 1 and quartile 3, with dividing line in box
representing the median outcome. Whiskers are 1.5 times the distance of q1 to q3, or
the extreme value whichever, is smaller. x’s mark outlying extreme values.
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Figure 4.7 Plot depicts the distribution of outcomes under each scenario for agent 2. Box
represent values between quartile 1 and quartile 3, with dividing line in box
representing the median outcome. Whiskers are 1.5 times the distance of q1 to q3, or
the extreme value whichever, is smaller. x’s mark outlying extreme values.
Liability rules change incentives for landowners, thereby changing their behavior. When
landowners make management decisions for a specific stand, they consider how conditions on
that stand and conditions on the surrounding landscape will affect the target stand’s value. They
also consider how new conditions on the target stand will affect other stands in the landscape.
When a stand is harvested, the agent captures the value of the timber. Delaying harvest creates
the possibility that the timber will be lost if a fire occurs. However, delaying harvest also has
benefits. First, it allows more biomass to accumulate, increasing the revenue earned in future
periods. Additionally, mature stands of trees do not spread fire as well as young stands, so
delaying harvest reduces spread risk for neighboring stands.
The optimal harvest age depends on the surrounding landscape conditions. In every
scenario, there is a distribution of harvest ages, stands that face relatively higher fire risk are
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harvested earlier, and stands that face relatively lower fire risk are harvested later. On average,
trees are held longest in the social planner scenario, average harvest age is 39.05 years. In the noregulation scenario, trees are held an average of 36.86 years. Cutting trees earlier creates fire
spread risk for adjacent stands, but since some of these stands are owned by the other agent this
negative externality is not accounted for. In the strict liability scenario, the average harvest age is
37.75 years, in the negligence scenario the average harvest age is 38.31 years.
The distribution of harvest ages for the strict liability rule and negligence rule are shown
in Figures 4.8a and 4.8b respectively and compared to the harvest ages in the no-regulation and
social planner scenarios. In both liability scenarios, agents hold trees longer than the noregulation scenario because mature stands have lower risk fuel models, reducing the probability
that fire will spread to the neighboring landowner and incur a payment for damage. Additionally,
there is some probability that the agent will be compensated for a loss if the stand is damaged by
fire spreading from a neighbor’s land, which reduces the risk associated with delaying harvest.
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Figure 4.8a&b Harvest age distribution for strict liability and negligence scenarios respectively.
These scenarios are compared to the no-regulation and social planner benchmarks.
Each scenario leads to different fuel treatment behavior. Fuel treatment protects valuable
timber on the stand from damage and it also decreases the ability of fire to spread to other stands.
In young stands with high spread rates, the primary reason to apply fuel treatments is to protect
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timber value on adjacent stands. Very little value is lost when young trees are damaged and the
stand can quickly be restored. In older stands, fuel treatment protects both adjacent stand value
and the merchantable timber on the stand, which would require many years to regenerate. In the
no-regulation case, a relatively small amount of fuel treatment occurs. Agents are prevented
from capturing the increased value for adjacent stands created by fuel treatment, thus decreasing
the marginal value of this action. In contrast, for the social planner scenario, fuel treatment
occurs for all stands at age 20 when stands are beginning to produce merchantable timber and the
fuel conditions can be changed from moderate-risk to low-risk. Treatments also occur in young
stands with high spread rate fuel models when they are adjacent stands with valuable timber.
Both the strict liability scenario and the negligence scenario lead to more fuel treatment
in the very young stands with high spread rates compared to the social planner. This makes sense
since these stands are likely to spread fire quickly, potentially damaging the neighboring agent.
In the strict liability scenario, compensation for damage is owed anytime a fire spreads from one
agent’s land to damage the other, and fuel treatment allows the agent to decrease the probability
that fire can spread to the neighboring agent. In the negligence scenario, fuel treatment has the
added benefit of allowing the originator of the fire to avoid payment to a neighbor should a fire
occur. For moderate-risk fuel models at ages 20-25, there is more fuel treatment in the
negligence scenario compared to the no-regulation case; however, there is less treatment
compared to the social planner. Again, fuel treatments at this age allow the agent to comply with
the negligence standard, thereby reducing the probability that they will need to compensate their
neighbor for damage. Under the strict liability rule, almost no fuel treatment occurs in the
moderate risk fuel models. The expense of the fuel treatment is not offset by the increase in the
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expected value of the stand; with the strict liability rule, the value for the agent is not lost if the
stand is damaged by fire spreading from the neighbor. In fact, the true value of the stand, when
fire risk is accounted for, is less than the Faustmann LTV used to calculate the liability payment;
the risk-neutral agent may have the perverse incentive to avoid fuel treatments that protect the
stand from damage in cases where fire spread from a neighboring landowner is likely.
Regulation can also affect ecological outcomes. For example, under the negligence
standard, the distribution of fire sizes was similar to the distribution that occurs under the social
planner. The p-value for a K-S test was 0.7153, which suggests that these distributions where not
statistically different. However, under the strict liability rule, larger fires occurred due to the lack
of fuel treatment; in fact, these fires were even bigger than they would have been with no
regulation (Figure 4.9). The K-S test comparing the distribution of fire sizes in the no-regulation
scenario and the strict liability scenario returns a p-value of 0.002 suggesting that the distribution
of fire sizes under the no-regulation landscape is stochastically smaller than the distribution of
fires under strict liability regulations.
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Figure 4.9 Fire size distribution no-regulation scenario v. strict liability scenario
4.6 Discussion and Conclusions
Externalities generated by fire spread have important effects on the welfare of forest
landowners. A fire’s ability to spread, and cause damage, can be amplified or mitigated by
human management. Liability regulations can change the incentives faced by land managers,
thereby changing outcomes. This research is a step toward understanding how proposed and
newly-implemented liability rules may affect landowner welfare and change landscape
management. It provides a framework that can be used to predict the response to changing land
management regulations. This research examines liability rules from an efficiency perspective
only; there are many other important factors to consider in the design of liability rules such as
precedent, fairness, customs, etc.
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The best approach to liability, and the ability of regulations to mitigate externalities,
depends on ecological conditions specific to the site in question. Liability rules that are effective
in certain ecological conditions may be ineffective in a different forest type. Additionally,
maximizing the financial asset value of a forest is just one possible objective for forest
management. For example, there are cases where compensation was paid not only for timber
value lost, but also for non-market ecosystem services. Examples include the Moonlight fire of
2007 (US v. Sierra Pacific Industries 2015) and Copper fire of 2002 (US v. CB&I Constructors
Inc. 2012); in these instances, damages where paid for emergency response and environmental
damage. The optimization framework demonstrated here is flexible enough to include nonmarket damage and may also be adapted to address other problems related to the management of
landscapes with complex ecological processes.
We found that certain liability rules may have unintended consequences. creating
perverse incentives that reduce overall landscape value. This research can help policy makers
anticipate possible unintended consequences, which is especially important given the long timehorizons and irreversible decisions associated with forest management, as well as the difficulty
associated with predicting large damaging wildfires. We modeled risk-neutral wealthmaximizing landowners, which is appropriate if we assume large-scale corporate landowners for
whom risk is spread over time and space. However, in some areas, the landscape is dominated
by small woodland owners. These owners tend to be relatively risk-averse because their forest
may represent a large portion of their wealth. The liability regulations we modeled created a
larger variance in outcomes for individual agents compared to the no-regulation scenario, this
increase was driven primarily by increased damage paid in the worst outcomes. Larger variances

98
in outcomes would decrease the welfare of a risk-averse agent. A method for incorporating risk
preferences into the objective function will be necessary for landowners who are not risk-neutral.
Additionally, a risk-averse agent may not pursue a Nash equilibrium strategy; instead, for
example, they may choose a max-min strategy which maximizes the value of the worst possible
outcome.
This paper demonstrates a method for analyzing the impact of changing liability
regulations for ecological outcomes and landowner welfare. We are unaware of other studies that
model the effect of different approaches to liability on the optimal behavior of interacting agents
while specifically accounting for spatial interactions generated by fire spread. We demonstrated
that liability rules can lead to improved outcomes on the landscape. However, if poorly designed,
they can create perverse incentives that lead to worse outcomes. It is also important to recognize
that liability rules could increase outcome variability for individual agents. If agents are not riskneutral, such rules could make individual agents worse off, even as they improve the value of the
landscape as a whole.
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5. General Conclusion
This research extends previous efforts to determine the optimal management of forestland
that faces threat of damage or destruction by natural phenomena such as wildland fire. I
incorporate the effects of spatial interactions created by spreading fire in a dynamic model of
forest management. This accounts for the heterogeneous distribution of value and risk across a
landscape and for the ability to adjust management strategies as new information becomes
available. Modeling the effect of spatial interactions is important for single landowners
managing large or heterogeneous tracts of land. It is also important for understanding the
implications of policies that affect the interaction of multiple agents on a landscape. In this
section, I will discuss lessons learned in this research, areas for improvement, and considerations
that would increase the applicability of this work for decision-makers.
5.1 Audience and applications
While all forest landowners stand to benefit by attending to spatial ecological processes
that can affect land value, I see two main beneficiaries for this work. First, landowners who own
large tracts of land can affect fire risk in a meaningful way through their management activities.
Fire is a rare event in any particular location on the landscape, but over a large enough area
and/or a long enough time-period, fire is inevitable. Landowners for whom fire is a likely event
would obviously benefit from planning to help mitigate potential damage; large landowners are
more likely to encounter actual fire events. Landowners who fit this profile are primarily public
land managers and large-scale timberland owners. Secondly, this research is useful for policymakers who are considering how to incentivize behavior that will improve land value and reduce
damage caused by wildfires. Understanding how spatial processes and landowner interaction
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affect management can help policy makers design rules that achieve the desired outcomes and
avoid perverse incentives. The methods I use in this work allow more realistic ecological models
to be incorporated in a dynamic optimization framework than previous studies. This allowed me
to confirm results found in previous work in a more realistic setting and also generate some new
and unexpected results. The setting for this research was Douglas-fir plantations in southwestern
Oregon; some of the inferences about management generated by this work may not apply in
other ecological conditions.
5.2 Contributions to scientific literature
Optimal management of a forest stand to maximize value continues to be an important
question in forestry and natural resource economics. Many papers that build upon the work of
Faustmann (1849) and Samuelson (1976) examine how optimal forest management changes as
the landscape, objectives, and ecological processes become more complicated. Important papers
include Hartman (1976) who examined how the flow of non-timber ecosystem services affected
management. Routledge (1980) and Reed (1984) are some of the earliest authors to explore how
the risk of stand damage affects optimal management. Swallow and Wear (1993) is one of the
most important early papers that examines how spatial interactions can influence optimal stand
management. This dissertation contributes to the literature by bringing these important ideas
together, incorporating spatial interactions that lead to fire arrival rates that vary across time and
space. Very few previous studies have examined both the dynamic and spatial elements of this
problem simultaneously. Ignoring the spatial dimension of this problem leads to sub-optimal
management at the landscape scale. Ignoring the dynamic aspect of the problem leads to an
underestimation of the ability to adapt management to changing landscape conditions. The few

105
studies that have incorporated both spatial and dynamic interactions would be intractable to
apply in a setting with realistic ecological models.
One important insight from this work is that the rotation age found by Reed is not optimal
in cases where fire arrival depends on stand management and/or the age of timber. This confirms
results found by Amacher et al. (2005) in a single stand setting and Konoshima (2008, 2010) in a
multi-stand setting. When spatial interactions are introduced, there is no longer a single best
management policy for an individual stand. Instead, optimal management will depend on the
current configuration of the vegetation on the entire landscape. For the ecological conditions I
modeled, the average age for timber harvest is shorter than the Faustmann rotation due to fire
risk, but longer than the Reed rotation because of the positive externalities associated with older
trees that impede the spread of fire.
The modeling framework I develop also creates a way to compare the cost of fuel
treatment to the expected benefit of that fuel treatment. This is challenging because fuel
treatment has benefits in multiple locations on the landscape. It is also challenging because the
probability that any individual fuel treatment will actually encounter a fire is low, making it
difficult to calculate the avoided loss associated with a fuel treatment. Estimating a value
function that includes fuel conditions on the landscape allows the value of a change in fuel
conditions to be known without damage needing to be explicitly realized. This research shows
that fuel treatments on or near high value stands are more important than fuel treatments in
stands with fuel models most likely to spread fire but isolated from more valuable stands. This
result is likely to be ecosystem dependent.
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Another important contribution is the examination of the interactions between multiple
agents. Conflicts can arise when more than one decision maker occupies the same fire-threatened
landscape; because fire spreads, activity in one part of the landscape affects fire risk in other
places. Human institutions play a key role in determining the incentives that landowners have for
engaging in management activities that reduce the likelihood of damage for their neighbors.
Underlying ecological processes cannot be altered, but policy makers can change the incentives
for landowners. This has implications for how the landscape will be managed, and makes certain
outcomes more likely. I apply the economic model developed in this dissertation to understand
how agents will alter their management based on changing institutional incentives.
If a single agent controls the entire area of a fire-threatened forest, they will have the
incentive to account for management activity on one part of the landscape that could increase the
probability of damage in another part of the landscape. However, if multiple agents control
different parts of the landscape, management (or lack of management) by one agent affects the
fire risk of the other. Agents may not be incentivized to account for risk or damage that could
occur on land they do not own. A highly-fragmented landscape will lead to more interactions
between agents when fire crosses property boundaries. Fire is less likely to cross these
boundaries on larger more contiguous tracts of land, making it more likely that the agent who
controls this land area will be able to internalize the risk created by fire spread. Smaller parcels
that share borders with neighbors are more likely to be impacted by the fuel conditions on
neighboring land. The scale of fragmentation matters and must be relative to the size of fires that
are likely to occur. Fragmentation will reduce welfare if it makes it easier for fire to spread
between landowners and if these landowners are not incentivized to manage for spatial
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interactions that damage nearby land. In certain contexts, land swaps or consolidation would
benefit landowners, allowing them to account for spatial interactions in their management.
Liability rules are a policy mechanism that can force landowners to account for the
spatial interactions that could damage land they do not control; these rules work by forcing
landowners to pay for damaging fire that originates on their land. This research demonstrates
that the type of regulation matters, some regulations have the potential to create perverse
incentives that do not lead to increased welfare, especially if compensation for damage is not
appropriately priced. Other regulations can increase the overall value of the landscape and
incentivize management that minimizes the probability of fire damage. Several damaging
wildfires that have led to high-profile lawsuits have occurred in the last 15 years (e.g. US v.
Sierra Pacific Industries 2015, US v. CB&I Constructors Inc. 2012), prompting the creation of
new liability laws in several states (OR SB 709 2013, WA SB 5972 2014). This research is a first
step in analyzing how these changes could affect landowner welfare and ecological outcomes.
One of the unexpected findings in this work centered on the risk implications of different
management strategies and different liability regulations. In this work, I assumed that agents
were risk-neutral. This is a significant assumption, especially in this context where there is a
large downside risk associated with infrequent fire events. In the single-agent case, the risk
neutral agent had to accept a larger variance in outcomes in order to improve the expected value
of their management strategy compared to the benchmarks, such as the Reed rotation. In the
multi-agent scenarios, I found that the right liability rules could increase the expected value of
the entire landscape without affecting the variance of the total landscape value relative to the
optimal outcome under a social planner. However, the same rules led to increased variance for
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individual agents. Even though the average net present value for the individual agents improved,
the variance on outcomes for the individual agents was much larger than it would have been
without regulations. This suggests that risk-averse agents may be worse off with liability
regulations, even if the expected net present value of the landscape is increased. This was an
unexpected and somewhat counterintuitive result. It may be that liability regulations are not
appropriate in many ecological contexts and some type of insurance scheme may be preferred.
Optimal policies and outcomes for risk averse agents may be very different from the policies
generated with risk neutral assumptions.
5.3 Opportunities for improvement
There are many opportunities to build upon the progress made in this research. Better
models of the complex ecosystems that constrain management action could be incorporated. A
wider array of management strategies and actions that are available to landowners could be
included. Finally, the model of decision-making agents could be enriched to account for a wider
range of the incentives and objectives that agents face.
5.3.1 Ecological models
Forests are complex ecological systems, and outcomes depend on a large number of
variables. The ecological models in this dissertation did not capture all the nuance and
complexity that exist in real-world forest ecosystems. While some of the simplifying
assumptions made in this work may be relatively minor, others could meaningfully impact the
results.
I made important simplifying assumptions about the models of fire spread and damage.
One could more accurately model fire spread by creating a finer scale model of fuel conditions

109
on the landscape and creating a more detailed distribution from which to draw weather that
drives fire spread. There may be cases where detailed simulation of fire spread is valuable. For
this application, basic approximation of fire spread is likely sufficient since the probability of
any particular fire occurring is negligible; more detailed simulations would have created
additional computational complexity.
The most important simplifying assumption was that all fire arrival resulted in complete
destruction of the standing timber value on the stand; in fact, not all fire that occurs on the
landscape is stand-destroying or in any way damaging. Many forest ecosystems are fire-adapted,
and fire can have immediate or lagged positive effects. The effect of fire on a landscape depends
on the weather when a fire occurs and the vegetation/fuel available to carry the fire. Fire that
occurs during hot, dry, windy weather spreads faster and causes more damage than fire that
occurs under more moderate weather conditions. In fire-adapted ecosystems, fire in the right
conditions may remove competition for certain tree species or facilitate the sprouting of new
vegetation. One of the most important positive effects for fire is the consumption of fuel that
could cause future fires. If the weather conditions are right, fire can consume some of the fuel on
the landscape without causing significant damage to established tress. This is the main idea
behind controlled burning, a widely-used method for fuel treatment. Even in cases where fire
does cause damage, the fire may not be stand-replacing, and partially damaged trees may be left
to continue to grow. Accounting for partial damage or non-damaging fire is an important
question that will require the incorporation of better models of fire damage. This problem has
been explored at the individual stand level by Xu et. al (2016). In cases where fire is standreplacing, a large portion of the timber may be salvageable. This work does not model salvage,
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but the ability to salvage some of the timber value for trees killed by fire is likely to reduce the
risk of holding timber in longer rotations.
I did not model all the variables that play a role in spreading wildfire. Certain natural and
man-made features on the landscape can create natural fire breaks. Examples include bare
ground, roads, or riparian areas. Growing conditions and site quality can vary across a landscape,
areas that are conducive to tree growth may be more valuable and require different management.
Detailed models of the underlying ecological conditions may be important in order to make sitespecific management recommendations. I modeled a flat landscape with no elevation changes;
however, topography plays an important role in fire spread and severity. Fire traveling upslope is
faster and hotter than fire traveling downslope. Topography can affect local weather conditions
such as wind, heat, and moisture that drive fire behavior. It can also affect harvesting costs, and
will be an important variable in applications on a real landscape.
I assume that the underlying ecological processes, soil conditions, and weather patterns
that drive vegetation growth and fire behavior will remain stable over time. This stability implies
that it is possible to estimate a stationary policy over an infinite time horizon. In cases where
weather, vegetation or some other factor is changing over time, this will not be possible; value
functions and management policy will be time-dependent. Optimal management may need to
adjust over time to account for anticipated change in the future. Climate change is an obvious
example of a phenomenon that would cause the underlying ecological processes to be different
over time.
5.3.2 Incentives and management activity
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I focus on a narrow range of management activities, but many different actions and
silvicultural treatments are available to forest managers. Focusing on only a few interventions
can help isolate the effect of spatial interactions and changing regulatory incentives. However, it
may not provide a realistic view of how managers will adapt to changing fire risk across time
and space.
This work ignores the role that changing markets for wood products play in determining
land value. Prices for timber fluctuate over time and may influence the optimal timing of harvest.
Ignoring price fluctuations helps to isolate the effect of spatial interaction in this model, but
prices could also be an important factor in determining optimal management. The possibility of
price endogeneity is not considered. In the event of a large-scale fire, local timber markets could
see an increase in the supply of salvaged timber. This would reduce prices, negatively impacting
landowners who suffered damage from fire and also landowners who harvest or plan to harvest
timber in the same timeframe. Interest rates are very important in timber management; they
represent the opportunity cost of allowing trees to continue to grow. Interest rate fluctuations will
also have important implications for management, and they are not captured in this model.
This work does not account for regulations around harvesting activity such as green-up
requirements (limits on the size of clear-cuts), protections for riparian zones, wildlife, and scenic
quality. These requirements will limit the kinds of management and the timing of management
that can be used. I do not account for roads on forestland, which play an important role in
facilitating fire suppression and act as firebreaks on the landscape. They also facilitate other
management activities and have an important effect on harvest and transportation costs.
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Finally, the studies in this dissertation take fire suppression efforts as a given; in reality,
land managers can also choose whether to actively suppress a naturally occurring wildfire. They
can choose to invest in firefighting tools and infrastructure that increase the effectiveness of fire
suppression effort. I do not account for the costs or benefits of suppression effort in this work or
account for how the management activity we do model (timber harvest and fuel treatment)
ultimately affects fire suppression expenditures. Fires are suppressed because they can damage
valuable resources on the landscape, such as timber, homes in the wildland-urban interface, and
other amenities provided by forests. Political pressure or the perception that fire is bad can make
preventing fire an end in itself, even in the absence of some other value. (see Donovan et. al.
2011). Land managers may also need to consider how their actions affect fire-fighter safety.
None of these factors are accounted for in this dissertation.
5.3.3 Decision-making agents
Decision-making agents are modeled as wealth-maximizing and risk-neutral. However,
this characterization may be excessively simple for many forest landowners. I focus on
maximizing the net present value of timber harvest, but there are many other possible objectives
for forest management. Forestland provides a variety of ecosystem services such as watershed
protection, habitat for plant and animal life, and recreation opportunities. It also produces a
variety of non-timber forest products. All of these values can be affected by wildfire.
Landowners are often concerned with multiple values and will be balancing different objectives
simultaneously; this may be especially true for public land managers who control a large portion
of fire-threatened forestland.
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Risk neutrality is another potentially problematic assumption. No management strategy
can guarantee good outcomes given the unpredictable nature of wildfire. Land managers may be
willing to spend extra, or forgo additional benefits, to avoid the worst possible outcomes. In
other cases, they may not properly understand the risks they face and avoid taking expensive
actions that have uncertain benefits. The field of prospect theory could have important
implications in this setting (Kahneman and Tversky 1979). Public pressure may cause land
managers to take actions that deviate from optimal and may also create incentives for actions that
benefit neighboring landowners.
5.4 Final remarks
This research addresses one of the key issues in understanding how to manage firethreatened landscapes by exploring how to account for spatial interactions in a dynamic context.
This research could be extended to apply to many other important questions in the management
of fire-threatened landscapes and to other problems where spatial-ecological processes are
important. Additionally, the modeling framework developed for this research can be applied to
analyze the interaction of multiple agents, which is important in dealing with the conflicts that
arise in managing wildfire. Many natural systems have more than one decision-making agent.
Tractable methods for understanding the interactions between different decision makers will be
crucial for shaping effective public policy.
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Appendix
A.1 Single Agent Value Iteration Algorithm
We used a value function iteration algorithm to estimate the coefficients (𝜃) for the value
function approximation—this process is described by Powell (2007) and was modified by us to
account for challenges specific to this problem. The procedure used in this paper for
approximating the value function is depicted in Figure A.1 and a short, written description of
how each step is implemented is included below.
Step 1:
Define the landscape parameters, the initial state, and the initial estimation of the value
function. These are described in detail in Section 2.4.
The following series of steps is repeated until the maximum number of cycles (indexed
by 𝑘 = 1 … 𝐾) is reached, or the stopping criteria is met.
Step 2:
The current period is set to 𝑡 = 0. The starting state for the cycle is determined; with
some probability, it is the initial state defined in step one, otherwise it is a randomly generated
starting state. Choosing a different starting state allows the algorithm to learn from states it may
not otherwise see, and is one strategy for ensuring adequate exploration of the state space. The
number of periods 𝑇 (years) in the cycle is defined. For early cycles, the number of periods is
relatively small. This is because the landscape evolves over time based in part on actions chosen
by the agent. These actions are determined based on the current estimation of the value function.
We know that the initial approximation of the value function is likely to be wrong and we expect
it to improve as the approximation process progresses. It is important to expose the algorithm to
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states that are similar to those that are likely to occur under the optimal policy in order to
accurately approximate the value function. In the early stage of the value function estimation
process, going too many time steps into the future may lead to states that are unlikely to occur
under the optimal policy. In later cycles, the number of periods is increased (i.e. 𝑇(𝑘),

𝑑𝑇
𝑑𝑘

> 0).

Step 3:
In this step, the optimal action for the current state, given our current estimation of the
value function, is found. The optimal action is implied by the value function estimate, and can be
written as 𝑥𝑡∗ (𝑆𝑡 ) = argmax ∑𝐼𝑖=1[𝐶𝑖 (𝑆𝑡 , 𝑥𝑡 ) + 𝑉̅𝑖𝑛 (𝑆𝑡𝑥 |𝜃 𝑛 )]. This is the argmax for the sum of
𝑥𝑡

Equation 7 for all stands. Because of the spatial interactions on the landscape, determining the
optimal action is a complex combinatorial problem. Actions taken on a particular stand not only
affect the value of that stand, but also the value of other stands on the landscape. For each stand
in the landscape, the agent can harvest timber, treat fuel, do both, or do neither. On our 64-stand
landscape, 4^64 different action combinations are possible. It is not computationally practical to
evaluate each one, or use exact integer programming techniques; instead, we employ heuristic
methods (hybrid simulated annealing/tabu search algorithm) (Kirkpatrick 1984, Reeves 1993) to
rapidly find a near-optimal solution for the current state, given our current estimate of the value
function.
Step 4:
The current approximation of the value function, 𝑉̅𝑖𝑛 (𝑆𝑡𝑥 |𝜃 𝑛 ) determines the chosen
actions. These actions determine which states are visited. It is important to ensure that we
explore states that might not otherwise be found by an agent to learn about the value of these
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other states. This is especially important in early iterations because the value function
approximation is not likely to be accurate in these iterations, and may incentivize actions that
would not be chosen if the true value function where known. Because of the size of the state
space, it is impossible to see every potential state. For states that are explored, it is impossible to
see every potential stochastic outcome that could occur. Therefore, it is important to focus
exploration in likely regions of the state space. This can be accomplished by modifying the
action (𝑥𝑡∗ ) found in step 3 by making a small change to this action with probability (𝑃). The
probability of deviating from the optimal action (𝑥𝑡∗ ) decreases as the number of iterations
increases and the approximation of the value function improves, 𝑃(𝑛),

𝑑𝑃
𝑑𝑛

< 0. In the case of

this problem, small modifications to the optimal action might be postponing harvest one period,
or choosing one extra fuel treatment on the landscape. The action for period t, either the optimal
action (𝑥𝑡∗ ) or modified action (𝑥𝑡′ = f(𝑥𝑡∗ )), is used to calculate the post-decision state. The
post-decision state is used in fire simulations and in updating the value function approximation.
Step 5:
In this step, we advance to the next time period (i.e. 𝑡 = 𝑡 + 1) and fire events are
simulated. Multiple simulations (𝑚 = 1 … 𝑀) are created. A vector of random ignition and
weather variables (𝑊 𝑚 ) is drawn to determine if and where fire occurs. Next the post-decision
𝑥
state 𝑆𝑡−1
, the possible fire occurrence, and vegetation-growth models are used to generate a set

of new states 𝑆𝑡𝑚 , (𝑚 = 1 … 𝑀), and each resulting state, is saved. The average value of the
resulting states will be used to update the value function coefficients in the next steps. To prevent
the value function update from over-reacting to low probability events that are drastically
different from the expected outcome, the number of simulations is higher is early cycles. After a
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number of cycles have been completed, the value function approximation should move toward a
more accurate estimate, so the number of simulations per time step is decreased to get more
variance in the observed outcomes and fine-tune the value approximation 𝑀(𝑘),

𝑑𝑀
𝑑𝑘

< 0.

Step 6:
In this step, the optimal action for each of the M states resulting from the fire simulations
is determined. The optimal action for state 𝑆𝑡𝑚 given the current approximation of the value
∗

function is 𝑥𝑡𝑚 = argmax ∑𝐼𝑖=1[𝐶𝑖 (𝑆𝑡𝑚 , 𝑥𝑡𝑚 ) + 𝑉̅𝑖𝑛 (𝑆𝑡𝑥,𝑚 |𝜃 𝑛 )]. This action is used to calculate the
𝑥𝑡𝑚

value of being in state 𝑆𝑡𝑚 and determine each stand’s contribution to the value of that state. This
∗
contribution is found using Equation 7, 𝑄𝑖 (𝑆𝑡𝑚 , 𝑥𝑡𝑚 |𝑉̅𝑖𝑛 ). The discounted value of being in the

current state is a realized value of being in last period’s post-decision state.
Step 7:
̅𝑖 is updated, (𝑛 = 𝑛 + 1). The updating
In this step, the value function approximation 𝑉
𝑎𝑣𝑔
𝑥
process is written as 𝑉̅𝑖𝑛 ← 𝑈(𝑆𝑡−1
, 𝑉̅𝑖𝑛−1 , 𝑄𝑖 ). This process uses the value for the post-

decision state for the previous period calculated using the current value function approximation
𝑥
𝑉̅𝑖𝑛−1 (𝑆𝑡−1
|𝜃 𝑛−1 ) and the average of the realized values of the current period states
𝑎𝑣𝑔

𝑆𝑡𝑚 , (𝑚 = 1 … 𝑀). The average value for each stand is 𝑄𝑖

∗

= ∑𝑀 𝑄𝑖 (𝑆𝑡𝑚 , 𝑥𝑡𝑚 )/𝑀. The method

used for updating the coefficients for the value function estimate is a stochastic gradient which
works as follows:
𝑛

𝜃 =𝜃

𝑛−1

∗
𝑎𝑣𝑔
𝑥 )
− 𝛼𝑛−1 (𝑉̅𝑖𝑛−1 (𝑆𝑡−1
− 𝛿𝑄𝑖 (𝑆𝑡𝑚 , 𝑥𝑡𝑚 ))

𝜕𝑉̅𝑖𝑛−1
𝜕𝜃

𝐸𝑞. 𝐴. 1
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𝜃 𝑛 is the vector of new parameter estimates for the value function. These new parameters
are determined by adjusting the current parameter values using the difference between the
𝑥
predicted value of the stand in the post-decision state 𝑉̅𝑖𝑛−1 (𝑆𝑡−1
), and the average of the realized
𝑎𝑣𝑔

or observed values of the stand in the post-decision state 𝑄𝑖

, multiplied by the change in the

value function for a change in the parameter. A learning rate 𝛼𝑛−1 , a number between zero and
one, also referred to as a step size, determines how much weight is placed on the most recent
observation versus how much weight is placed on the current parameter value.
The value function we estimate, 𝑉̅𝑖 (𝑆𝑡𝑥 ), is an approximation of the contribution a stand
makes to the overall landscape value. Since all stands on the landscape are homogeneous and use
the same value function, it is possible to use every stand in the landscape to update the estimate
of the coefficients. Since there are 64 stands in our landscape, each stand’s new coefficients are
given a weight of 1/64 to determine the coefficients for the next iteration’s value function. If this
method were to be applied on a landscape with heterogeneous stands, the attributes that create
heterogeneity would need to be included in the value function or a separate value function
approximation would need to be estimated for each stand.
Since the value function estimate 𝑉̅𝑖𝑛−1 is linear in 𝜃, the derivative of the value function
estimate with respect to the coefficient parameters is the vector of basis functions.
𝑥 )
𝜙1 (𝑆𝑡−1
𝑥 )
𝜙2 (𝑆𝑡−1
∗
𝑎𝑣𝑔
𝑛−1
𝑥 )
𝜃 𝑛 = 𝜃 𝑛−1 − 𝛼𝑛−1 (𝑉̅𝑖 (𝑆𝑡−1
− 𝛿𝑄𝑖 (𝑆𝑡𝑚 , 𝑥𝑡𝑚 ))
𝐸𝑞. 𝐴. 2
…
𝑥 )
𝜙𝐽 (𝑆𝑡−1
(
)

The learning rate or step size is a very important factor in determining the ability of this
algorithm to accurately approximate the value function. The step size can take many different
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forms, but it must have certain properties to guarantee convergence; these properties are met
with a step size of 𝛼𝑛 = 1/𝑛 (Powell 2007). However, the step size 1/𝑛 goes to zero too fast to
get convergence in practice. This is because updates to the value function coefficients are
initially made using incorrect estimates of the true value of the state. Because of this, it is
important to weight later observations more heavily than early observations. Another important
factor that leads to slower convergence is variance in the outcomes caused by the stochastic
process. Events that deviate significantly from the true expected value may send the wrong
signal if too much weight is placed on that observation. Therefore, it is important to carefully
choose a step size rule. There are several different ways for choosing a step size, including
constant step sizes or step size rules that decrease over a number of iterations to a target step
size.
For this problem, we used the bias-adjusted Kalman filter rule outlined by Powell (2007).
This rule chooses a step-size by estimating the bias and variance of the value function
approximation after n iterations. It increases the step-size if bias is large and decreases the step
size if variance is large. By increasing the step-size when bias is large, the parameters move
more quickly toward their true values. By decreasing the step-size when the variance is large, the
parameter updates are prevented from overreacting to any particular stochastic realization.
Accounting for bias and variance, and adjusting the step-size accordingly leads to faster
convergence. The step sizes created by this process are depicted in Figure A.2.
Step 8:
If there are more time periods in the current cycle, one of the states created in step 5 is
randomly chosen as the current state and the algorithm returns to step 3. If no time steps are left
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in the current cycle and the stopping criteria have not been achieved, the algorithm returns to
step 2. If the stopping criteria have been met, or if the specified number of cycle has been
completed, the algorithm is stopped.
The algorithm is stopped early in two cases. First, we stopped the algorithm if the change
in the coefficients (θ) between cycles was less than some tolerance (i.e. |𝜃𝑗𝑛 − 𝜃𝑗𝑛−1 | <
𝑡𝑜𝑙𝑒𝑟𝑎𝑛𝑐𝑒, 𝑓𝑜𝑟 𝑎𝑙𝑙 𝑗 = 1 … 𝐽); coefficients will never completely converge because their value
depends on stochastic realizations. The other situation where the algorithm is stopped early is
when something has gone wrong. If one or more of the coefficients in θ is outside of a
‘reasonable’ range at the end of an updating cycle, we assume the algorithm will not converge
and stop the algorithm early. This can happen if the basis functions (𝜙) are poorly specified, or a
bad initial guess 𝜃 0 for the coefficients is chosen. Mathematically, the initial guess shouldn’t
matter, but we found that it did matter in practice.
We confirm that convergence is achieved by comparing the value for the landscape
predicted by our approximation of the value function to the average value of the landscape for
simulations under the optimal policy as described in Section 2.5.1. We also confirm that
coefficients (θ) have likely converged by tracking the evolution of the coefficient values and
looking at a linear trend line over the last iterations. The slope of the trend line should be near
zero.
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Figure A.1 Value function iteration algorithm. Index definitions - n indexes number of value
function updates, k indexes number of updating cycles, t indexes number of time-steps
(years) in a cycle, m indexes number of fire/weather simulations per time-step.
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Figure A.2 Step size/learning rate

128
A.2 Multi-agent Value Iteration Algorithm
The following is a detailed description of the algorithm used to estimate the coefficients
(𝜽𝒏 ) for each agent’s value function approximation in the multi-agent scenarios. Figure A.2
shows a visual depiction of the process, and a written description of each step is also provided.
(index definitions: n indexes the agents on the landscape, jn indexes the stands on the landscape
owned by agent n, k indexes number of value function updates, h indexes number of updating
cycles, t indexes number of time-step (years) in cycle, m indexes number of fire/weather
simulations per time-step )
Step 1:
Define the landscape parameters, the initial state, and the initial estimation of the value
function. The parameters and starting state are described in detail in the data and parameters
sections (Sections 3.3 & 4.3). The initial estimation of the value function 𝑉̅𝑗𝑛,0
(𝑆|𝜃 𝑛,0 ) for each
𝑛
agent 𝑛 = 1 … 𝑁 is described in the solution methods sections (Sections 3.4 & 4.4).
The following series of steps is repeated until the maximum number of cycles (indexed
by h=1…H) is reached, or the stopping criteria is met.
Step 2:
The current period is set to 𝑡 = 0. The starting state for the cycle is determined; with
some probability, it is the initial state defined in step one, otherwise it is a randomly generated
starting state. Choosing a different starting state allows the algorithm to learn from states it may
not otherwise see, and is one strategy for ensuring adequate exploration of the state space. The
number of periods T (years) in the cycle is defined. For early cycles, the number of periods is
relatively small. This is because the landscape evolves over time based in part on actions chosen
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by the agent. These actions are determined based on the current estimation of the value function.
We know that the initial approximation of the value function is likely to be wrong and we expect
the it to improve as the approximation process progresses. It is important to expose the
algorithm to states that are similar to those that are likely to occur under the optimal policy in
order to accurately approximate the value function. In the early stage of the value function
estimation process, going too many time steps into the future may lead to states that are unlikely
to occur under the optimal policy. In later cycles, the number of periods is increased (i.e.
𝑇(ℎ),

𝑑𝑇
𝑑ℎ

> 0).

Step 3:
In this step, the optimal action for the current state is determined for each agent using the
current value function approximation. The optimal action for each agent is implied by the value
∗

𝐽
function estimate for that agent, and can be written as: 𝑥𝑡𝑛 (𝑆𝑡 ) = argmax ∑𝑗𝑛𝑛 =1[𝐶𝑗𝑛 (𝑆𝑡 , 𝑥𝑡n ) +
𝑥𝑡n

𝑛
𝑉̅𝑗𝑛,𝑘
(𝑆𝑡𝑥 |𝜃 𝑘 )]. Because of the spatial interactions on the landscape, determining the optimal
𝑛

action is a complex combinatorial problem. Actions taken on a particular stand not only affect
the value of that stand, but also the value of other stands on the landscape. For each stand in the
landscape, the agent can harvest timber, treat fuel, do both, or do neither. On a 64-stand
landscape, with two agents who each control 32 stands, 4^32 different possible combinations are
possible for each agent. It is not computationally practical to evaluate each one or use exact
integer programming techniques; instead, we employ heuristic methods (hybrid simulated
annealing/tabu search algorithm) (Kirkpatrick 1984, Reeves 1993) to rapidly find a near-optimal
solution for the current state, given our current estimate of the value function.
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Step 4:
𝑛
The current approximation of the value function for each agent, 𝑉̅𝑗𝑛,𝑘
(𝑆𝑡𝑥 |𝜃 𝑘 ), 𝑛 = 1 … 𝑁
𝑛

determines the chosen actions. These actions determine which states are visited. It is important to
ensure that we explore states that might not otherwise be found given the current approximations
of the value functions to learn about the value of these other states. This is especially important
in early iterations because the value function approximations are not likely to be accurate, and
may incentivize actions that would not be chosen if the true value function where known.
Because of the size of the state space, it is impossible to see every potential state. For states that
are explored, it is impossible to see every potential stochastic outcome that could occur or every
possible action that the other agent could take. Therefore, it is important to focus exploration in
∗

likely regions of the state space. This can be accomplished by modifying the action (𝑥𝑡𝑛 ) found
in step 3 for each agent by making a small change to this action with probability (𝑃). The
∗

probability of deviating from the optimal action (𝑥𝑡𝑛 ) decreases as the number of iterations
increases and the approximation of the value function improves, 𝑃(𝑘),

𝑑𝑃
𝑑𝑘

< 0. In the case of

this problem, small modifications to the optimal action might be postponing harvest one period,
or choosing one extra fuel treatment on the landscape. The action for period t, either the optimal
∗

′

∗

action (𝑥𝑡𝑛 ) or modified action (𝑥𝑡𝑛 = f(𝑥𝑡𝑛 )), is used to calculate the post-decision state. The
post-decision state is used in fire simulations and in updating the value function approximation.
Step 5:
In this step, we advance to the next time period (i.e. 𝑡 = 𝑡 + 1) and fire events are
simulated. Multiple simulations (𝑚 = 1 … 𝑀) are created. A vector of random ignition and

131
weather variables (𝑊 𝑚 ) is drawn to determine if and where fire occurs. Next each agent’s post𝑛

𝑥
decision state 𝑆𝑡−1
, the possible fire occurrence, and vegetation-growth models are used to

generate a set of new states 𝑆𝑡𝑚 , (𝑚 = 1 … 𝑀), and each resulting state, is saved. The average
value of the resulting states for each agent will be used to update the value function coefficients
for each agent in the next steps. We also calculate the compensation owed in the event of a
damaging fire that crosses property boundaries for the two liability scenarios 𝐿𝑛,𝑚 ( . ), this
payment is also used in the value function update. To prevent the value function updates from
over-reacting to low probability events that are drastically different from the expected outcome,
the number of simulations is higher is early cycles. After a number of cycles have been
completed, the value function approximation should move toward a more accurate estimate, so
the number of simulations per time step is decreased to get more variance in the observed
outcomes and fine-tune the value approximation 𝑀(ℎ),

𝑑𝑀
𝑑ℎ

< 0.

Step 6:
In this step, each agent’s optimal action for each of the M states resulting from the fire
simulations is determined. The optimal action for state 𝑆𝑡𝑚 given the current approximation of
∗

𝐽
the value function is 𝑥𝑡𝑛,𝑚 (𝑆𝑡𝑚 ) = argmax ∑𝑗𝑛𝑛 =1 [𝐶𝑗𝑛 (𝑆𝑡𝑚 , 𝑥𝑡n,m ) + 𝑉̅𝑗𝑛,𝑘
(𝑆𝑡𝑥
𝑛
𝑥𝑡n,m

𝑛 ,𝑚

|𝜃 𝑘 )]. This

action is used to calculate the value of being in state 𝑆𝑡𝑚 for agent n and determine each stand’s
∗

contribution to the value of that state 𝑄𝑗𝑛𝑛 (𝑆𝑡𝑚 , 𝑥𝑡𝑛,𝑚 |𝑉̅𝑗𝑛,𝑘
). The discounted value of being in the
𝑛
current state is a realized value of being in last period’s post-decision state.
Step 7:
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In this step the value function approximation for each agent 𝑉̅𝑗𝑛𝑛 is updated, (𝑘 = 𝑘 + 1).
𝑛,𝑎𝑣𝑔
𝑥 𝑛 ̅ 𝑛−1
The updating process is written as 𝑉̅𝑗𝑛𝑛 ← 𝑈(𝑆𝑡−1
, 𝑉𝑗𝑛 , 𝑄𝑗𝑛 ). This process uses the agent’s

post-decision state variable from previous period, the current approximation of the agent’s value
𝑛,𝑎𝑣𝑔

function and the average of the realized values of the previous post-decision state 𝑄𝑗𝑛

=

∗

∑𝑀 (𝐿𝑛,𝑚 ( . ) + 𝑄𝑗𝑛𝑛 (𝑆𝑡𝑚 , 𝑥𝑡𝑛,𝑚 )) /𝑀. The method used for updating the value function estimate
is a stochastic gradient which works as follows:
̅ 𝑛,𝑘

𝜃

̅ 𝑛−1,𝑘

=𝜃

−

𝑥𝑛
𝛼𝑘−1 (𝑉̅𝑗𝑛,𝑘−1
(𝑆𝑡−1
)
𝑛

−

𝑛,𝑎𝑣𝑔
𝑄𝑗𝑛 )

𝜕𝑉̅𝑗𝑛,𝑘−1
𝑛
𝜕𝜃

𝜃̅ 𝑛,𝑘 is the vector of new parameter estimates for agent n’s value function. These new
parameters are determined by adjusting the current parameter value using the difference between
𝑥𝑛
the predicted value of the stand in the post-decision state landscape 𝑉̅𝑗𝑛,𝑘−1
(𝑆𝑡−1
), and the
𝑛
𝑛,𝑎𝑣𝑔

average of the realized or observed values of the stand in the post-decision state 𝑄𝑗𝑛

,

multiplied by the change in the value function for a change in the parameter. A learning rate
𝛼𝑘−1 , a number between zero and one, also referred to as a step size, determines how much
weight is placed on the most recent observation versus how much weight is placed on the current
parameter value.
The value function we estimate, 𝑉̅𝑗𝑛𝑛 is an approximation of the contribution a stand makes
to the value of all stands owned by agent n. Since all stands on the landscape are homogeneous
in our model landscape, and use the same basis functions it is possible to use every stand in the
landscape to update the estimate of the coefficients. Since each agent on our landscape controls
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32 stands, each stand’s new coefficients are given a weight of 1/32 to determine the coefficients
for the next iteration’s value function. On a landscape with heterogeneous stands, the attributes
that create heterogeneity would need to be included in the value function or a separate value
function approximation would need to be estimated for each stand.
Since the value function estimate 𝑉̅𝑗𝑛𝑛 is linear in 𝜃 𝑛 , the derivative of the value function
estimate with respect to the coefficient parameters is the vector of basis functions.
𝑛

𝑥
𝜙1 (𝑆𝑡−1
)
𝑛

𝜃̅ 𝑛,𝑘

𝑥
𝜙2 (𝑆𝑡−1
)
𝑛,𝑎𝑣𝑔
𝑛,𝑘−1
𝑛−1,𝑘
̅
̅
=𝜃
− 𝛼𝑘−1 (𝑉𝑗𝑛
− 𝑄𝑗𝑛 )
…
𝑥𝑛
𝜙𝐼 (𝑆𝑡−1
)
(
)

The learning rate or step size is a very important factor in determining the ability of this
algorithm to accurately approximate the value function. The step size can take many different
forms but it must have certain properties to guarantee convergence; these properties are met with
a step size of 𝛼𝑛 = 1/𝑛 (Powell 2007). However, the step size 1/𝑛 goes to zero too fast to get
convergence in practice. This is because updates to the value function coefficients are initially
made using incorrect estimates of the true value of the state. Because of this, it is important to
weight later observations more heavily than early observations. Another important factor that
leads to slower convergence is variance in the outcomes caused by the stochastic process. Events
that deviate significantly from the true expected value may send the wrong signal if too much
weight is placed on that observation. Therefore, it is important to carefully choose a step size
rule. There are several different ways for choosing a step size, including constant step sizes or
step size rules that decrease over a number of iterations to a target step size.

134
For this particular problem, we used the bias-adjusted Kalman filter rule outlined by
Powell (2007). This rule chooses a step-size by estimating the bias and variance of the value
function approximation after k iterations. It increases the step-size if bias is large and decreases
the step size if variance is large. By increasing the step-size when bias is large the parameters
move more quickly toward its true value. By decreasing the step-size when the variance is large,
the parameter updates are prevented from overreacting to any particular stochastic realization.
Accounting for bias and variance, and adjusting the step-size accordingly leads to faster
convergence.
Step 8:
If there are more time periods in the current cycle, one of the states created in step 5 is
randomly chosen as the current state and the algorithm returns to step 3. If no time steps are left
in the current cycle and the stopping criteria have not been achieved, the algorithm returns to
step 2. If the stopping criteria have been met, or if the specified number of cycle has been
completed, the algorithm is stopped.
The algorithm is stopped early in two cases. First, we stopped the algorithm if the change
in the coefficients (θ) between cycles was less than some tolerance (i.e. |𝜃𝑖𝑛 − 𝜃𝑖𝑛−1 | <
𝑡𝑜𝑙𝑒𝑟𝑎𝑛𝑐𝑒, 𝑓𝑜𝑟 𝑎𝑙𝑙 𝑖 = 1 … 𝐼); coefficients will never completely converge because their value
depends on stochastic realizations. The other situation where the algorithm is stopped early is
when something has gone wrong. If one or more of the coefficients in θ is outside of a
‘reasonable’ range at the end of an updating cycle, we assume the algorithm will not converge
and stop the algorithm early. This can happen if the basis functions (𝜙) are poorly specified, or a
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bad initial guess 𝜃 0 for the coefficients is chosen. Mathematically, the initial guess shouldn’t
matter, but we found that it did matter in practice.
We confirm that convergence is achieved by comparing the value for the landscape
predicted by our approximation of the value function to the average value of the landscape for
simulations under the optimal policy. We also confirm that coefficients (θ) have likely
converged by tracking the evolution of the coefficient values and looking at a linear trend line
over the last iterations. The slope of the trend line should be near zero.
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Figure A.3 Multi-agent value function iteration algorithm
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