Improved Text Classification through Label Clustering
by
Christopher Vanderschuere

A PROJECT
submitted to
Oregon State University
University Honors College

in partial fulfillment of
the requirements for the
degree of
Honors Baccalaureate of Science in Electrical and Computer Engineering
(Honors Scholar)

Presented June 2, 2015
Commencement June 2015

AN ABSTRACT OF THE THESIS OF
Christopher Vanderschuere for the degree of Honors Baccalaureate of Science in
Electrical and Computer Engineering presented on June 2, 2015. Title: Improved Text
Classification through Label Clustering .

Abstract approved:
______________________________________________________
Xiaoli Fern

This paper introduces an approach to text classification for semi-structured label
systems that have poor performance with standard methods. With the
perspective that perfect classification for such a system is unattainable, we
demonstrate an automated procedure to isolate the learnable elements of the
problem. Through analysis of an example dataset, we identify attributes of the
label system that hinder performance and demonstrate through manual methods
that minimizing these attributes will lead to improved performance. Further we
present that label clustering effectively minimizes these attributes. We then show
that with a combination of frequency, co-occurrence, and document similarity we
are able to construct label clusters in an automated fashion. Finally, we
demonstrate that by using label clusters we are able to improve classification
performance without excessively limiting the label space.

Key Words: Machine Learning, Text Classification, Supervised Learning, Support
Vector Machine, Label Clustering
Corresponding e-mail address: christopher.vanderschuere@gmail.com

©Copyright by Christopher Vanderschuere
June 2, 2015
All Rights Reserved

Improved Text Classification through Label Clustering
by
Christopher Vanderschuere

A PROJECT
submitted to
Oregon State University
University Honors College

in partial fulfillment of
the requirements for the
degree of
Honors Baccalaureate of Science in Electrical and Computer Engineering
(Honors Scholar)

Presented June 2, 2015
Commencement June 2015

Honors Baccalaureate of Science in Electrical and Computer Engineering project of
Christopher Vanderschuere presented on June 2, 2015.

APPROVED:

Xiaoli Fern, Mentor, representing Computer Science

David Auerbach, Committee Member, representing Sosh

Rebecca Hutchinson, Committee Member, representing Computer Science

Toni Doolen, Dean, University Honors College

I understand that my project will become part of the permanent collection of Oregon
State University, University Honors College. My signature below authorizes release
of my project to any reader upon request.

Christopher Vanderschuere, Author

Contents
1

Introduction

2

2

Sosh Dataset

3

3

Baseline Classifier
3.1 Error Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.1.1 Infrequency . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.1.2 Redundancy and Hierarchy . . . . . . . . . . . . . . . . . . . . . .

4
6
6
7

4

Label Clustering
8
4.1 Co-occurrence . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
4.2 Similarity . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
4.3 Clustered-label Classifier . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

5

Conclusion & Future Work

17

1

1

Introduction

The problem of text classification has been extensively studied since the emergence of the
internet. The internet has enabled an exponential explosion of information and as a result the need for automated processes to analyze and structure this information has grown
tremendously. In fact it is estimated that the world is generating the same amount of information in two days as was generated between 2003 and the dawn of humanity. With
this enormous amount of information, there is a strong need to establish an organizational
structure as, for most purposes, unstructured data has very little value.
Text classification can be described as the process of estimating class labels for a given
document of text. That is, given a set of documents with their corresponding class labels,
the goal of text classification is to determine which class labels exist for a new document.
The labels assigned to a document fall into two domains: multi-class or multi-label. Multiclass classification assumes that a given document will fit into exactly one class. As a
generalization, multi-label classification does not make such an assumption and commonly
has multiple labels associated with a document. The research conducted in this paper focuses on multi-label problems with recognition that the approach would also be applicable
to multi-class problems.
Although there are many different approaches to text classification, the most popular
methods are based on the style of machine learning algorithm termed supervised learning.
With a supervised approach, the prediction of labels for a given document depends entirely
on a set of documents with known label associations. The quality of this data set, typically
referred to as the training set, will directly affect the quality of label predictions. As the
ultimate goal is to have high quality label predictions, we use the f1-score as a quantitative
measure of performance. The f1-score is commonly used to measure the performance of a
classifier as it combines two critical performance marks: precision and recall. The f1-score
of a classifier is defined as the harmonic mean of precision and recall with a best value of
1 and a worst value of 0. Precision measures the predicted labels against the true labels to
determine correctness of the prediction. Recall, however, compares the true labels with the
predicted labels to identify missing labels in the prediction. As an example, a classifier that
predicts no labels for each document would have a perfect precision, but a recall of zero.
In contrast, a classifier that predicted every label for every document would have a perfect
recall, but a poor precision.
High performance text classification systems are made up of two key components: the
training set and the method of using the training set to establish predictions. The vast
majority of research in the field of text classification focuses on improving the prediction
methods for standard datasets. From decades of research, many different prediction methods have been devised and studied which has resulted in highly regarded methods such
as the Support Vector Machine (SVM) [1]. This research takes the alternative approach
of focusing on improving the training set as a means to improve the overall performance.
Practical applications of text classification are equally dependent on the quality of the training set and the learning algorithm, but often the training set is the limiting factor. With this
research, we explore approaches to improving a semi-structured dataset by isolating the
limiting elements and devising methods to minimize their impact.
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Sosh Dataset

The dataset used for this research comes from Sosh, a San Francisco based technology
company that focuses on activities. The service they provide their customers is a curated
list of activities for the given time and location. In the context of Sosh, an activity is a
combination of multiple editorial sources about a single topic with a layer of Sosh specific
meta data on top. Of the many pieces of additional meta data, this research will focus
on the categorization of an activity using a multitude of labels. Using Sosh’s database of
activities, we were presented with a clear multilabel text classification problem. At the time
of research, there were 5126 activities in the database that have 2.3 backing editorial links
on average and will be labeled with some subset of the 491 labels.
A key hurdle for using this dataset as a text classification problem was extracting the
text from the editorial web links. It is important to extract the cleanest version of the
editorial possible to minimize pollution particularly since the database is relatively small.
To achieve this, the editorial links that were to HTML pages 1 were passed through a series
of web scraping tools to remove as much of the HTML tags and additional information as
possible. From inspection, many of these links were to websites that had information about
other topics in side columns which made it important to only extract the core body text.
The focus of this research assumes this approach was reasonably successful, but there is
certainly more that could be done to extract the cleanest possible text document.
As another means to combat the small size of this dataset, this research was performed
on the granularity of the document rather than the activity. With this change, there is a
tradeoff being made between size and quality that may not be the same for other datasets.
In viewing the datasets as activities, the labels must then apply to the combination of all of
the text documents. In contrast, treating the labels as applied to each individual document
makes the assumption that all documents within an activity are the same. We decided that
this was a fair assumption because we were also assuming that the labels are correct for the
aggregate document. Further, using the granularity of the document effectively doubled the
size of the dataset.
Using Sosh’s activities provided both an interesting example of a semi-structured dataset
as well as topic matter that was incredibly approachable. The labels in this dataset are all
human created and span everything from “Italian Cuisine” to “Vegan Friendly” to “National Burger Month”. Due to this attribute, it was easy to develop intuition about the
problem through direct analysis of the data. In addition, the human curation attribute gives
this dataset some very particular features that emphasize the history of its creation. Sosh,
being a startup company, has developed this dataset from scratch with an evolving purpose.
The creation of activities and the use of labels are temporally similar, but when you look
at the dataset as a whole it is impossible to establish a unifying perspective. The dataset is,
in fact, the aggregate of multiple perspectives, which proved to present unique challenges
when attempting text classification.
1

Some of the links were to other content types, such as PDFs, which were simply discarded in this project.
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Figure 1: Rendering of every label in Sosh dataset weighted by frequency

3

Baseline Classifier

To establish the baseline performance for a text classifier on the Sosh dataset, we first
trained a support vector machine with all 491 possible labels. The structure of the baseline
classifier can be separated into three parts. The first step in the process is to create a feature
space by determining the number of occurrences of every unique word in the input set.
At the onset, it is clear that the most prominent words in the corpus, such as “a”, “the”,
or “and”, have little connection to the content of the document. Therefore these words,
often referred to as stopwords, are excluded from the feature space. In particular, the list
of english stop words provided in the scikit learn library was used trim the feature space.
After this reduction in size, the resultant space was still quite large with an average size of
roughly 43k.2 Visual inspection of this resultant vocabulary revealed that aspects, such as
the plural forms of words, were contributors to the size.
Using the word count vectors, the next step in the pipeline was to transform the values
into a form that normalized over the relative frequency of that word. For example, a very
common word in the corpus was “food”, but in some documents the word “food” was used
substantially more than others and is therefore significant. By respecting the frequency of
a word in both the context of a document and in context of the entire corpus, it is possible
to normalize the significance of both common and rare words. This approach is called tfidf, term-frequency inverse document frequency, and is very commonly applied to natural
language problems [2].
The final element of the pipeline is a set of support vector machines trained for each
potential label in a one-versus-rest strategy. As this is a multi-label problem, it is probable
2

The number of unique words changes due to the random sampling of documents for the training set
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that a given document has more than one label and thus the possibility of multiple truth
must be accounted for. With the one-versus-rest strategy, a classifier is trained for each
potential label using the existence of that label as a positive sample and the absence as a
negative sample. After training, the classifier needs to be able to produce a confidence score
that a label exists for a given sample. Thus the labels for a given document are predicted
by aggregating the labels for classifiers with higher than 50% confidence. For the per label
classifiers, a support vector machine was used as that is commonly viewed as a highly
competitive method [1]. In fact, we used the significantly simpler naive Bayesian classifier
in our initial implementation and saw significant improvement by changing to a support
vector machine. Overall, we are confident that the choice of SVM is not critically limiting
our performance with this dataset.
With this baseline classification pipeline, we can now establish a testing procedure that
will be used to compare the results of the classifiers we will develop. Firstly, we must split
our dataset into a training set and a testing set. For each test, the dataset was randomly split
into a 75% and 25% section for training and testing respectively. The choice of this split
size was in an attempt to balance two attributes of this dataset: size and label infrequency.
To combat the small size of this dataset, it is important to use as many training examples
as possible, yet a small test set resulted in significant reductions to the label space as some
labels occurred only a handful of times. From our tests, it was impossible to have all 491
labels in the test set as a large portion only occurred once. In fact, the test set would have
about 360 unique labels, on average, depending on the split. Table 1 highlights the results
of the highest performing labels as well the average over every possible label. These results
represent the average of three runs of the classifier over different random splits. The large
difference between the highest performing labels and the average is due to a signification
portion of the scores being zero.
Table 1: Performance Results for Baseline Classifier
Label
Precision Recall F1-score Support
Food & Dining
0.83
0.81
0.82
1292
Concerts
0.92
0.68
0.78
214
Cooking Classes
1.00
0.58
0.73
38
Live Music
0.90
0.54
0.68
315
Restaurants
0.71
0.57
0.63
822
Spa
0.77
0.53
0.62
19
Spas
0.62
0.57
0.59
14
Shows & Events
0.78
0.45
0.57
287
Biking
1.00
0.40
0.57
20
Burgers
0.95
0.39
0.55
98
...
...
...
...
...
Average / Total
0.60
0.22
0.29
16205
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3.1

Error Analysis

In analysis, the results of text classification using the baseline classifier demonstrate unexpectedly low performance including a significant portion of unpredictable labels. An
f1-score of 0.29 represents a substantially lower performance than similar methods would
have on an academic dataset [1]. Therefore, we claim that there must be specific attributes
of the Sosh dataset that are hindering performance. With these initial results, this research
became focused on isolating these negative attributes and developing a strategy to minimize their impact on the performance. Using a combination of inspection and intuition,
we were able to isolate three attributes of this dataset that we claim are contributing to the
poor performance: label infrequency, implicit hierarchy, and redundancy. Our claim is that
minimizing these attributes will result in improved performance.
3.1.1

Infrequency

The Sosh dataset has a large number of labels for such a small number of documents, which
leads to the infrequent use of many of the labels. We discovered this attribute through simple inspection of the labels and their corresponding frequencies. Figure 2 clearly demonstrates that half of the labels are used less than 20 times 3 . As the sample size can have a
significant impact over the quality of the classifier, labels that are used very infrequently
will have a very low probability of having a good result [3]. Therefore, we theorize that the
performance of the classifier should improve by limiting the label space to labels that have
at least a certain number of occurrences.
Figure 2: Breakdown of label by occurrence count

3

The occurrence information is represented as an exploded pie chart to emphasize that 50% of the labels
have an occurrence count less than 20.
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To individually test the minimization of the infrequency attribute, we used a classifier of
the same structure as the baseline classifier with a modified input. For each given test, we
would restrict the label space to labels that occurred more often than a given threshold. The
occurrence thresholds used were arbitrary as the aim was to show that limiting the label
space generally resulted in increased performance, as measured by the average f1-score.
As is shown in table 2, the performance improves as the average number of occurrences
per label increases, which demonstrates that the label infrequency is a negative attribute
of the dataset and that minimizing it will lead to an improved classifier. However, the
results presented also indicate that this improved performance comes at the cost of greatly
reducing the size and scope of the problem. To restate the aim of this research, we must
improve the performance without excessively limiting the size of the problem. Therefore,
application of an occurrence minimum strategy must be conservative to achieve the goals
of the project.
Table 2: Performance with Occurrence Minimum
Average F1-score # Labels
Occurrence 200+
0.47
28
Occurrence 95+
0.37
71
Occurrence 70+
0.37
89
Baseline
0.29
360
3.1.2

Redundancy and Hierarchy

With a more extensive survey of the label space, we discovered two additional attributes that
we theorize are also hindering performance: redundant labels and labels with implicit hierarchies. Both of these attributes correlate well with the transient formation of this dataset.
Redundant labels, for example, demonstrates the lack of a rigidly defined label space with
multiple labels used to represent an identical idea. A clear example of redundancy found in
the Sosh dataset is with plurality in the label: “Spa” and “Spas” or “Massage” and “Massages”. Further, redundancy can also be found with labels that do not share a word stem
such as “Performing Arts” and “Plays” or “Active Activities” and “Adventurous Activities”. The issue with the presence of redundant labels is that it both further restricts label
occurrence and limits the effectiveness of the one-vs-rest classification strategy. Therefore,
minimizing the impact of redundant labels must be done by either establishing a method
to combine identical ideas or by enhancing the one-vs-rest strategy to allow for strongly
consistent classifiers. To best compare with the baseline classifier, we decided on limiting ourselves to modifying the input thus needing an automated approach for combining
redundant labels.
The last issue we identified was implicit hierarchies within the label space. To further
explain this issue, it is easiest to use three example labels from the dataset: Dinner, Restaurants, and Food & Dining. One would expect nearly all uses of the Dinner label to also be
labeled Restaurants in addition to all Restaurants also being labeled Food & Dining. With a
flat label space, it is impossible to define these relationships and thus allows the possibility
for them to be ignored. In fact, we were able to identify a number of examples through
7

inspection that violated hierarchical constraints such as this one. The most common pattern was for a leaf of a hierarchy to be present with the absence of the higher elements of
the tree, thus implying that they should also be present. This presents a particularly large
problem for classification because it means that a large amount of true label data is actually
incomplete. To minimize the impact of this attribute, we must find an method to identify
these hierarchies and isolate the independent trees.

4

Label Clustering

We present label clustering as a strategy to simultaneously minimize redundancy and implicit hierarchy in the label space. Both attributes indicate that some labels in the space
should be considered as a single label, and thus creating a cluster seems most appropriate.
Our theory is that with clustering, the one-vs-rest strategy will see increased performance
due to the increase in distance between labels, or clusters there of. Further, clusters effectively increase the average occurrence count without directly reducing the problem size.
With our view of a useful result, classification into a well formed cluster is actually more
valuable than classification into a single label for a dataset such as this. The former provides both a prediction and feedback about the quality of the label system with the size
of the predicted cluster. As this label set was formed through human curation, automated
feedback about which labels are redundant or imply an element of hierarchy would allow
for further improvement through curation. Therefore, we claim that reducing the label set
into a clustered variant does not reduce the problem size and instead enhances the definition
of a label.
As clusters can be formed through a variety of methods, we present a strategy which
relies on a combination of co-occurrence count and label similarity. Both these sources
were selected because they are both easily extractable from the input sources using information assumed to be true. Since correctness of the dataset is also affected by the three
problems we identified, we must decide which information is dependable and which is not.
Our assumption is that the existence of a connection between document and a label must be
assumed to be correct, but the absence of a label should not be equally weighted. Thus, we
are using the perspective that the dataset is only incomplete and not incorrect. The use of
co-occurrence and label similarity exemplifies this perspective because both have a heavier
weight on the existence of associations rather than an absence.

4.1

Co-occurrence

Co-occurrence count, or the number of times a given pair of labels appear together, serves
as an excellent mechanism to establish a relation between labels. A high co-occurrence
count indicates that two labels are heavily related, if not redundant, and thus creates a
set of connections between labels. Table 3 shows a sample of the co-labels for the label
“Live Music”. Interestingly, “Live Music” has 182 total co-labels with a substantial portion
having a co-occurrence count of less than 10. By graphing these counts, as shown in figure
3, you can visualize the sharp drop off and subsequent stabilization of the co-occurrence
count.
8

Table 3: Top co-labels of “Live Music”
Label
Count
Label
Count
Concerts
370
Festivals
48
Shows & Events
309
Parties
46
Lively Atmosphere
222
Food & Dining
40
Music Venues
144
Bars
37
Arts & Entertainment
85
Outdoor Activities
35
DJ
74
Jazz
35
Nightlife
72
Nightclubs
32
Dancing
56
Dance Clubs
31
Performing Arts
48
...
...

Figure 3: Graphical representation of top co-labels for “Live Music”
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From the renderings of these connections between labels, there clearly needs to be a
minimum threshold to establish a connection for this to be useful information. Allowing
every possible connection between labels would fail to isolate even the most distinct of
topics. The co-occurrence of “Live Music” and “Food & Dining”, for example, represents a relation, but certainly not similarity. Therefore, a filtering mechanism needs to be
established to eliminate non-significant connections. Begelman, Keller, and Smadja have
recently published an approach to solve a nearly identical problem [4]. The essence of
their approach is to use a large drop off in co-occurrence count as a lower threshold for
relations. Specifically, their approach uses the 2nd derivative of the co-occurence count
to identify the inflection points and the 1st derivative to evaluate the significance of that
point. This method depends on two variables: minimum root node occurrence count, α,
and minimum relation peak value, β , that controls the construction of the label graph. The
first variable limits which nodes are allowed to be root nodes in the graph, thus limiting the
graph to labels that have known importance. The second variable plays the significant role
9

of defining what the relational threshold will be, or more specifically which inflection point
will become the relation barrier. To determine which value produce the most interesting
result, we experimented with a range to find values that are least aggressive yet produces
distinct clusters. Figure 4 demonstrates the visual bisection of the “Live Music” graph using α = 30 and β = 45. Further, figure 5 provides a visual representation of the “Live
Music” node and the connections that existed after trimming the graph.
Figure 4: Graphical representation of co-labels for “Live Music”
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Figure 5: Connections of “Live Music” after co-occurrence trimming
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4.2

Shows & Events

Similarity

Label similarity, or more specifically the similarity between all the documents with a given
label to those with another label, establishes the additional information needed to make cuts
in the label relation graph. By deriving the similarity of labels from the documents directly,
we have been able to eliminate the errors of either over utilizing co-occurrence information
or depending too heavily on the correctness of the dataset. Further, we can establish label
similarity directly from the process of the baseline classifier. As mentioned previously, the
final step in the classification process is to utilize a support vector machine to determine
a vector of weights, or coefficients, for each word in the vocabulary for a particular label.
Thus, comparison of these coefficient vectors is therefore effectively comparing all of the
documents with those given labels. Using the cosine similarity between two vectors, we are
able to quantify how similar two labels are. Stemming directly from the definition of the
dot product, the cosine similarity between two vectors is defined as the cosine of the angle
between them. Thus, the cosine similarity is a measure that ranges between 0, meaning
that the two vectors are entirely different or perpendicular, and 1, meaning that the vectors
are entirely the same or parallel.4
4

For this application of cosine similarity, the effective range is a number greater than zero to 1. With
a vocabulary of 43k unique words, it is very probable that a percentage of those words will simply not be
present in a given set of documents and therefore have coefficients of zero.
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Table 4: Most similar related labels for “Arts & Entertainment”
Label
Similarity
Performing Arts
0.45
Shows & Events
0.30
Theater
0.27
Exhibits
0.21
Art Galleries
0.21
Comedy
0.17
Museums & Galleries
0.16
Live Music
0.07

Table 5: Most similar related labels for “Live Music”
Label
Similarity
Concerts
0.74
Music Venues
0.44
Shows & Events
0.43
Lively Atmosphere
0.40
DJ
0.22
Arts & Entertainment
0.07
As indicated in table 4 and 5, using the cosine similarity between coefficient vectors
effectively isolates labels that are highly similar. Using 0.5 as the threshold for similarity,
these results would indicate that “Live Music” is similar to “Concerts” which certainly
seems correct. Interestingly, other relations such as “Music Venues” are not considered
similar even though intuition would say that they are . Further, none of the relations of “Arts
& Entertainment” were deemed similar. Thus these results indicate that using the cosine
similarity is successful for strong similarity, but has a difficult time differentiating between
low entropy vectors. Low entropy coefficient vectors are most certainly an attribute of using
a high dimension feature vector with such a small corpus. Single words seldom have strong
weights as their significance comes from a group of words that have similar meanings. An
easy example extracted from the vocabulary of this dataset comes from plural versions of
words. Although both the singular and plural versions of a word are about identical topics,
they are surely used with different frequencies and thus have different weights. Reducing
the feature vectors to the concept of an idea would smooth out these inconsistencies and
minimize the noise associated with such a high dimension.
To this end, we demonstrate the use of a state-of-the-art algorithm to generate word
clusters as a means to greatly reduce the size of the feature vectors. Using the work of a
group of researchers at Google called word2vec, we are able transform our roughly 43k features into 5k word clusters. The general overview of the word2vec research is the application of state-of-the-art natural language processing techniques with a focus on performance.
The process learns the similarity between words using a sliding window mechanism. With
this approach, the meaning of a word is entirely dependent on the words that came immediately before and after it. In our application, we used a window size of 20 which means
12

that the focus of the problem was to guess the probability of the word given the 10 previous
and 10 future words. Using this approach in combination with a neural net for prediction,
word2vec was able to map every unique word into a 200-dimensional vector space. To
establish clusters, the k-means clustering algorithm was run over the space to establish the
given amount of clusters. Our choice of 5k clusters was based more on the desire to significantly reduce the feature space than any numerical figure. Although it seems trivial to
optimize the number of clusters based on best fit, the computational complexity made it
prohibitively expensive for this research.
The resulting word clusters proved to be significantly more accurate than originally
anticipated. From inspection, the clusters all contained words that resonated with very
similar ideas. Figure 6 shows some of the output clusters and how they are able to connect
words with similar ideas. Although the clusters were generally more inclusive than intuition
would tell us they should be, they still represent a significant result given the modest size of
the corpus. The total corpus had 7.5 million words, which is actually quite small compared
to the billions of words used in the published word2vec research [5].
Figure 6: Word cluster generated after similarity trimming

Using the generated word clusters, we were then able to demonstrate a significant
change in our ability to determine the similarity of labels. Both from inspection and numerical analysis of the similarity distribution, the use of word clusters allowed for significantly
clearer results as demonstrated in table 6 and 7. From these results, we are able to see an
increase in cluster size due to similarity. Previously “Live Music” was only to similar to
“Concerts”, but by using the word cluster feature vectors we were able to show similarity
between “Shows & Events” and “Music Venues” as well. Using this information with the
relation graph, we are able to establish clusters of similar labels with a reasonable size.
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Table 6: Cosine similarity between related labels for “Arts & Entertainment” using word
clusters
Label
Similarity
Performing Arts
0.53
Shows & Events
0.37
Theater
0.27
Exhibits
0.27
Art Galleries
0.24
Museums & Galleries
0.24
Comedy
0.22
Live Music
0.08

Table 7: Cosine similarity between related labels for “Live Music” using word clusters
Label
Similarity
Concerts
0.81
Shows & Events
0.52
Music Venues
0.51
Lively Atmosphere
0.42
DJ
0.26
Arts & Entertainment
0.08

4.3

Clustered-label Classifier

Through modifications to the baseline classifier, we created a classifier that incorporates the
improvements from occurrence thresholds and label clustering. The core aspect presented
is how to effectively combine these improvements. As was demonstrated in table 2, occurrence thresholds will both improve performance while greatly reducing the label space and
thus should be used sparingly. Therefore the first iteration of a new classifier incorporated
only the improvement of clustering labels. Using the same clustering parameters as in section 4.1 of α = 30 and β = 45, we generated 21 clusters consisting of 29 labels. Table 8
shows that using label clusters provides a significant improvement in performance over the
baseline, but also dramatically limits the label space. By using such strict values for α and
β, the resultant relation graph only represents a small subset of the label space. Comparing
these results to purely limiting by label frequency, we can see that we are able to receive
better performance but for the same trade off with the number of labels.

14

Table 8: Top results using clustered labels (α = 30, β = 45)
Cluster
Precision Recall F1-score Support
Food & Dining
0.81
0.81
0.81
1236
Restaurants
Concerts
Shows & Events
0.90
0.57
0.70
456
Music Venues
Live Music
Featured Drinks & Flights
0.79
0.42
0.54
425
Artisanal Cocktails
...
...
...
...
...
Average / Total
0.74
0.44
0.52
5493
As a means to explore the performance of label clustering over a larger portion of the
label space, we generated new clusters with α = 10 and β = 5. These values allow for a
substantially larger relation graph which directly correlated into 159 clusters representing
181 labels. As expected, this substantially lowers performance with an average f1-score of
0.34. While this does demonstrate a slight improvement over the baseline, inspection of
the results showed that a large percentage of the label clusters are made up of a single label
that often had an f1-score of zero. These single element clusters, or islands, can be formed
by either a strong distinct idea or as an artifact of the graph cutting due to label similarity.
To prevent the latter, an occurrence threshold was applied to the islands as a means to
establish their ability to stand alone. Using an occurrence threshold of 200 for islands,
we reduced the number of clusters to 28 representing 84 labels. Testing this configuration
showed results close to those of the stricter α and β with an average f1-score of 0.50.
Comparing these results to the baseline, as shown in figure 7, we notice both significantly
improved performance and the reduction to the label space. At 17% of the original, this
result demonstrates a level of performance that occurrence thresholds cannot match without
further reductions to the label space.
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Figure 7: Comparison between baseline and clustered-label classifier using unique words
for features
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The final improvement to apply to the classifier is the feature reduction through word
clusters. The substantial reduction of the feature vector with word clusters helped minimized noise when determining similarity, thus it seems reasonable that they will also reduce classification noise. To apply this approach, the count vectorizer was modified to
count words as they were contained in each cluster, rather than simply words. The naive
approach of checking containment in each cluster for each word proved to be computationally expensive, but not significant enough to necessitate an interesting architecture. After
the establishment of these feature vectors per document, the remaining steps in the pipeline
were followed identically. As shown in figure 8, using word clusters demonstrated another
step of improvement over the baseline classifier.
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Figure 8: Comparison between baseline and clustered-label classifier using word clusters
for features
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Conclusion & Future Work

In this paper, we have shown that text classification for datasets similar to the Sosh dataset
can be improved with label clustering. Through our baseline classifier, we showed that
using standard methods on the Sosh dataset resulted in poor performance. Further, we
were able to isolate three attributes of the label space that were hindering the classification
performance: infrequency, redundancy, and hierarchy. We demonstrated two approaches
to minimize the impact of these attributes with occurrence thresholds and label clusters.
Using an example combination of both approaches, we isolated a learnable portion of the
problem and demonstrated a significant performance improvement over standard methods.
The key result of this research is the identification of label clustering as an automated
approach to gain intuition into multi-label text classification problems on human curated
datasets. As evidenced in this paper, there are many different strategies for generating label clusters. We have provided insight into a few selected strategies, but more importantly
indicated that this is an area for continued research. Our results prove that clustering labels substantially improved recall without impacting precision. Further work is needed
to establish more inclusive approaches to label clustering. Our strategy used occurrence
thresholds as an indirect measure for the predictability of a label, but identification of a
more direct measure would allow use of a greater portion of the label space. Additionally, our approach depended on parameters set through intuition rather than through proof
or exhaustive search. We theorize that optimizing these parameters will result in further
improvements in performance.
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