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Introduction

"I'm a student, on my final year in a college in India, and I have been using GNU/Linux
for quite sometime now. Though I'm from a Computer Science background, getting into
a project that involves serious programming was not possible, …For [the] last few days,
I've been googling, and trying to read how to join an existing Open Source project. Most
of the things I've read suggest that a good place to start is by submitting patches, fixing
bugs, becoming package maintainer - but most are overloaded with jargon like
upstream/downstream, nightly builds, and so forth. Additionally, how does joining the
mailing list, or the IRC channel help when you don't even understand the slang, not to
mention the intricacies of the technical discussion? It's quite an overwhelming world to
step in. Could you suggest a road map, links to essential tools or a few projects, for
people like me, who would want to improve their skills by contributing FOSS?"
The question posted on Slashdot1 raised a quite a bit of discussion on “How one can join an open
source project”. Over 280 comments were added, most of which were suggestions on what to do
and how to do and “success” stories of how they joined open source projects. General advice was
finding a project that interests you, starting lurking on the mailing lists and discussion forums,
getting the program and digging through the code, talking to people, reading archives of older
postings and understanding history, finding out where you can contribute, finally fixing bugs,
submitting patches and so on.

While many agreed on those suggestions, some pointed out underlying problems that make such
attempts more challenging than they sound. For example, one contributor wrote

“I believe you and most people are missing what this guy is asking for. Patches, and
talking to the developers is the general advice given, but there is far more to it than just
that. In my experience which is very limited, I've noticed most projects all have their
own way of doing things, naming conventions, rules, ways to get around problems.
Almost to the point that before you can submit patches, you need to know how the whole
project fits together, and have an understanding of a lot of the underlying work. […]
There's naturally the case of feeling intimidated talking to people who have been
working on the project for ages, and a fear surrounding asking what they could consider
stupid questions. Nobody likes being laughed at with intent to hurt. …I think he's really
looking for an 'entry point'.. As well as material to read (and where to read it) so he can
1

The quotes in this chapter can be found on Slashdot.org at the following link,
http://ask.slashdot.org/article.pl?sid=07/06/22/1526234
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feel more confident talking the lingo, and being able to ask more sensible questions,
without as much fear from asking stupid ones.”
The student who asked the question replied to this comment saying

“Thanks to all of you, for such valuable suggestions [half-way through reading]. But
YOU, really understood where I'm getting stuck! Now making the choice amongst so
many interesting projects is undoubtedly difficult, everything (well, almost) seems
interesting. But my main query is how do you get the entire picture of the whole project
and locate the needle hiding itself in the haystack just looking at the bug report. Sounds
silly, but from a bug report to submitting patches - how do you do it?...”
The discussion illustrates the problem that people face when they first join an open source
project. Like the student here, many people know what they need to do to join open source
projects but they just do not know how. Even if they know what to do and how, they may find it
difficult to do because of the challenges in understanding the underlying work and the
intimidation of talking to other people.

The problems described above may not apply to everyone because people join project with
different goals and not everyone intends to become a developer. But for those who wish to
contribute to open source as a developer, joining an existing open source project is challenging
and it is normally a slow and long process. One should first find a project worth devoting time
and effort to and stick with the project until he gets a sense of what is going on and how the
program works, which may not be easy for various reasons and may be affected by factors such
as lack of time, perseverance, knowledge, or confidence.

The aim of this thesis is to identify the challenges in learning about an open source project and
investigate ways to provide better support for newcomers to open source. The term “newcomer”
is often used differently in different context. “Newcomer” in this thesis refers to someone who
has just joined a project and is learning about the project on his own staying invisible to other
members. This is different from being an inexperienced or novice programmer. In online
discussion, people in this stage are often called “lurkers” as they eavesdrop on others’ discussion
without participating in it. People joining an open source project tend to “lurk” while learning
about the project, which makes it difficult for researchers to study them simply because they are
“invisible”. In fact, few studies, if not none, have studied people in this learning stage.
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This thesis attempts to contribute to open source researches by drawing more attention to those
newcomers and investigating how we can support them better so that more people participate in
open source and become active contributors. To this end, a set of research questions were defined
as below.

RQ1: What do people want to know about open source projects when they consider joining
them as developers?
RQ2: Do open source projects provide enough information about the questions newcomers
have when evaluating open source projects?
RQ3: Do open source projects provide the information that is essential to perform software
development/maintenance tasks?
RQ4: How can newcomers be better supported in the learning process associated with joining
open source projects as developers?

To answer these questions, I conducted a controlled experiment where subjects were asked to
learn about a specific open source project and answer questions that are important for developers
to perform development tasks. The rest of this thesis is organized as follows. Chapter 2 provides a
brief introduction to open source projects and reviews the literatures on challenges associated
with joining an open source project. Chapter 3 reviews and assesses different study methods.
Based on the review of different methods, a controlled experiment was selected as a primary
method and Chapter 4 and Chapter 5 describes its design and findings respectively. Chapter 6
discusses the research questions listed above and other findings. Chapter 7 concludes the thesis.
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2

Joining Open Source Projects

Joining open source projects is voluntary in most cases and involves various motivations. Many
people in open source first join a project as users of software. Some are motivated by personal
interest in specific technologies that the project is developing or based on. Some join open source
projects to improve skills and gain experience hoping that their involvement in open source will
make them more marketable and able to get a better job in future. Some simply look for fun.
While people have various motivations for joining an open source project (Ye and Kishida, 2003,
Hars and Ou, 2002), the initial joining pattern is pretty similar. That is, they visit the project’s
website, download software or source code, install the software or build the code on a local
machine, read the website or discussion threads for information, and ask for help if needed. Many
leave a project when they get what they wanted or find that the project is not worth their time.
Some find the project interesting enough to stay and get involved with activities and go beyond
the scope of users.

Figure 2.1 shows a typical role transition pattern observed in open source projects and activities
associated with different roles. Unlike commercial software projects, roles in open source projects
are self-defined by one’s interest and commitment. Therefore, role transition patterns vary from
person to person. Different projects also characterize different role transition patterns and some
have more formal processes than others. However, it is generally true that roles in open source
projects are defined by the amount of contribution that one makes to a project and the degree of
interaction with other members in the community (Jensen and Scacchi, 2007).
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Figure 2.1. Classification of open source users and developers, (Cristina Gacek et al., 2001)

Other studies of the structure of open source projects also report similar observations on one’s
role and activities. Nakakoji et al. (2002) has described the roles of open source community
members with a layered structure in which the level of participation in a project increases towards
the center. The similar layered structure has been observed in several empirical studies of open
source software communities (Ye and Kishida, 2003, Crowston and Howison 2005). They
indicate that OSS development communities typically take an onion-like shape where each layer
represents a role of members characterized by their primary activity and level of contriubtion in
the community as shown in Figure 2.2.
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1. Project Leader
2. Core Members
3. Active Developers
4. Peripheral Developers
5. Bug Fixers
6. Bug Reporters
7. Readers
8. Passive Users

Figure 2.2. Common structure of OSS development communities (Ye and Kishida, 2003)

Studies of open source communities, however, suggest a problem in the distribution of
contributions. That is, contributions are made by a small group of active members and many
remain on the periphery of a community. Mockus et al.(2002)’s case study of Apache httpd
project shows that code contributions for new functionality were highly skewed with around 15
developers contributing over 80 percent. A survey of over 12,000 developers led by Ghosh and
Ved Prakash (2000) also discovers high skewness in code contribution where about 10 percent of
the total developers accounted for over 70 percent of the total code base they studied (e.g. RedHat
Linux v6.1 source rpms, Linux kernel sources version 2.2.14, etc.).

Strongly skewed distribution of work is not limited to code contribution but observed in other
types of activities. Moon and Sproull (2000)’s study of a Linux community shows that about 2
percent of the contributors generated over 50 percent of messages. Similarly, Lakhani and von
Hippel’s investigation of the Apache Usenet Help forum (2003) reports that the 100 most active
information providers provide about 50 percent of answers, which constitutes only 2 percent of
all information providers Figure 2.3.
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Figure 2.3. Number of answers provided by the top 50 Apache Usenet help participants from
January 1996 to September 1999 (Lakhani and von Hippel, 2003)

In view of the role transition pattern described above, the above studies indicate that a lot of
members do not actively engaged in development or interact with other members. Although a
high concentration of activities is not necessarily harmful to a project and research also
emphasizes the importance of periphery or inactive members in communities (Raymond, 2001),
communities that are overly dependent on a small number of core members are not considered to
be healthy in that the withdrawal of such members can affect the progress of a project greatly
even to the extent that it might threaten its success. Thus, well-distributed contributions and
active engagement of community members is essential in the sustainability and success of OSS
projects.

The recent success of some open source projects and growing use of open source software such as
the Linux operating system, Apache HTTP server, FireFox web browser, and OpenOffice has
proven that the open source development model can produce software that is as reliable and
useful as commercial software produced in a traditional closed-source project. Prevalence and
some successful cases of open source projects do not mean that the open source development
model has reached maturity and stability. A closer look at open source projects reveals that a
large number of open source projects are inactive, dormant, or dead. A study (Crowston and
Howison, 2005) shows that from the open source projects found at SourceForge.net only 140
projects had more than 7 developers and more than 100 bugs in their tracking system in 2002.
Considering the total number of projects hosted by SourceForge.net was over 50,000 at the time
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of the study, this implies that a great majority of projects are inactive, though the criteria used to
classify active projects in the study are questionable.

A similar problem was observed in a study that investigated 100 mature open source products on
SourceForge.net. In this study, Krishnamurthy (2002) selected the 100 most active projects from
those whose development status falls in the ‘Mature’ stage, which is the highest stage among the
6 categories SourceForge.net uses to indicate the development status of projects; Planning, PreAlpha, Alpha, Beta, Production/Stable, and Mature. He reports that “Only 19 out of 100 projects
had more than 10 developers” and “22 percent of projects had only one developer associated with
them”. The median number of developers was 4. Another interesting finding of the study is that
the amount of discussion generated over the lifetime of the product was little. He says “very few
OSS projects generate a lot of discussion” and “33 out of 100 projects had 0 messages!”.
Although such findings should be interpreted with consideration of the categorization of
development states and characteristics of SourceForge.net, the study sheds light on low
participation in open source.

While many researchers have attempted to answer why people participate in open source, few
have explained why people choose not to participate. But answering the “why not” question is as
important as answering “why” in that understanding and mitigating challenges in joining and
participating in open source will help people who are already in open source get involved in their
project and also encourage more people who are outside open source to participate in open source
activities.

Understanding challenges requires understanding the process of joining and participating in open
source. With few researches on newcomers in open source projects, perhaps one of the most indepth studies on joining process of open source projects is the study carried out by von Krogh et
al. (2003). In a case study of Freenet, authors investigated the joining process of the project and
developed a “joining script” by examining the names that appeared in the development email list
database and activities performed by corresponding individuals over time. Jensen and Scacchi
(2007) and Herraiz et al. (2006) also studied the joining process and the role transition through
the case studies of well known open source projects such as Mozilla.org, Apache community,
NetBeans, and GNOME. These studies were, however, focused on understanding of the joining
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process in general and did not address challenges faced by newcomers or how such challenges
affect one’s participation in a project.

Although not directly addressed in the context of open source, similar issues have been discussed
in other areas such as software development, online communities, and computer science
education. Similarity between domains and properties that these areas share with open source
suggest that challenges observed in these areas might also exist in open source.

Joining a software project requires intensive learning. Sim and Holt (1998) compare joining a
software project with moving to a foreign country for employment in the sense that both involve
“learning about the job, the local customs, and sometimes a new language”. In order to contribute
to a project, one needs to learn about the community itself such as its atmosphere, language,
norms, and culture. Online communities also have specific vocabularies and sets of norms shared
by their members. Participants are explicitly or implicitly expected to conform themselves to the
existing culture. The need for understanding a community at the outset of membership often
appears as “lurking” behaviors (Lampe and Johnston, 2005). von Krogh et al. (2003) suggest that
high expectation of expertise/knowledge and learning community contributes to lurking. Rafaeli
et al. (2004) and Soroka et al. (2006) also point out that one’s understanding of cultural codes of a
community affects his or her decision between lurking and participation in online communities.

Active participation in open source projects takes more than just learning the community. As
described above, one’s role in an open source project is characterized by his/her activities in the
community and active participation involves taking part in technical discussion, reporting or
fixing bugs, and contributing code. These activities require one to have a good understanding of
the project both socially and technically, as well as the knowledge and skills to perform the
necessary tasks. Recent two studies (Sillito et al., 2006, Ko et al., 2007) show such information
needs in performing software development and/or maintenance tasks. Sillito et al.’s study
observed programmers performing change tasks in both laboratory and field settings and
identified 44 types of questions that their participants asked. Similarly to an earlier study about
program comprehension for maintenance tasks (Erdos and Sneed, 1998), this study identified the
questions mostly about code comprehension and revealed the knowledge one would need to
modify existing code. Ko et al.’s study, on the other hand, investigated information needs in
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various tasks such as writing code, submitting changes, dealing with bugs, etc. and identified 21
types of information, which includes range from details about program design and behavior to
coworkers and work conventions. Although these two studies were not conducted in open source
environment, the identified information needs exist in open source development and may
overwhelm newcomers to a project, especially novice programmers. The difficulty of learning to
program has been well recognized in studies on computer science education and novice
programmers (McKinney and Denton, 2004, Guzdial and Soloway, 2002) and understanding
existing code pose another challenge for newcomers who may not have domain knowledge and
mental models that are essential for understanding code (Pennington, 1987, Corritore et al.,
1991). Understanding code is a challenging task and unsuccessful attempts to understand
complex code can have a negative impact on motivation and hinder participation (Wiedenbeck,
2005). Such difficulty, however, is not limited to novice programmers. Experienced programmers
also need to gain knowledge specific the project or even have to learn a new programming
language if the project does not provide the freedom to select a language of their preference
(Emurian et al., 2000, von Krogh et al., 2003).

For successful entry to a project or transition to active membership, one also needs to maintain
awareness of ongoing activities (e.g. what is currently being discussed in mailing lists, what
changes are being made in the code, what bugs have been reported and which have been fixed)
and other members (e.g. who is working on what, who do I need to communicate or collaborate
with), status of a project (e.g. how much progress has been made since last release, how ready are
we for the next release), goals (e.g. what plans are ahead, what is the big picture of the project),
and so on (Gutwin et al., 2004). Ko et al.’s study (2007) also reports that ‘awareness about
artifacts and coworkers’ was frequently needed by the programmers they observed in performing
various development tasks (e.g. ‘What have my coworkers been doing?’, ‘How have resources I
depend on changed?’). Maintaining awareness is challenging in distributed development
environments which rely heavily on asynchronous text-based communication. In open source
projects, collaboration takes place using a set of web-based tools such as source repositories, bug
trackers, forums, IRCs, mailing lists, etc. Besides the challenges posed by a lack of face-to-face
interaction, the sheer amount of information generated from daily collaboration can overload
participants. Studies of online communities point out that participants respond to information
overload by lurking or withdrawing from active participation (Soroka and Rafaeli, 2006, Rafaeli
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et al., 2004, Jones et al., 2000). Jones and Rafaeli (1999) also suggest that ending participation in
group communication is one of the most common actions an individual takes to cope with
information overload.

The learning curve at the entrance into a project and ongoing maintenance of awareness are
challenging. Sutcliffe (2005) says that “the learning phase success depends on a high level of
perceived benefits and reducing learning costs”. Although he stated this in the context of end-user
development, high up-front cost involving learning is likely to discourage newcomers to
participate in activities unless their motivation for and perceived benefits of joining a project are
high enough for them to overcome the barriers they might face along the way.

As mentioned above, people tend to learn by themselves when they first join an open source
project. von Krogh et al. (2003)’s study of development mailing list and interviews with core
developers of Freenet indicates that joiners to the project do “a significant period of observation
(lurking), ranging from a couple of weeks to several months”. With little or no interaction with
other members in the community, learning in this period takes the form of observing ongoing
activities and looking at existing artifacts, using tools and resources provided by the project. To
answer the above question, therefore, it is necessary to review tools and resources available for
newcomers and see how supportive they are in the learning process.

Although it may be possible to look at numerous projects and survey tools and resources that are
available for newcomers, it can be time-consuming and inefficient because there are so many
open source projects. Perhaps, an easier way to review learning environment of open source
project would be to look at major hosting services such as SourceForge, Mozdev, Savannah,
Codehaus, Apache, Tigris, etc. While many open source projects are hosted independently, a
large portion of open source projects rely on hosting services as they provide a collection of tools
and resources to open source projects that are small and cannot afford start-up cost. Below are the
tools and resources that are provided by most hosting services.
•

Source code repository

Software (also known as version control system or revision control system) used to keep
track of changes made in source code and archives the information associated with changes
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such as version number, author, time and date of a change, and other details. Some popular
source code repositories include CVS and SVN.
•

Tracking system

Software used to track and manage issues and problems that emerge during a project. One of
the most commonly used tracking systems is bug trackers which leave traces of the life of
bugs such as Bugzilla (open source software) and Jira (commercial software). Besides bugs
and defects, tracking systems are used for any types of information whose history need to
remain for current and future activities, for example, patches, feature requests, support
requests, etc.
•

Information sharing & discussion

Software used to support sharing information and discussing problems and issues about a
project. This type of software is crucial not only for existing contributors but also newcomers
to a project in the sense that it serves as a repository of the project’s design decisions,
information that helps them learn about a project while also serving as a place where they can
meet and socialize with those who are already members. Most open source projects maintain
mailing lists and provide discussion channels such as forums, wikis, and IRCs.
•

Documentation

Information about a project to help users, developers, and other types of contributors to a
project. Documentation in open source projects is a collaborative work and software like
wikis is open used to support collaborative creation and revision of documentation.
•

Statistics

Statistical information about a project such as number of downloads, number of check-ins,
number of bugs reported and fixed, etc. Statistics provides a quick look at the ongoing
activities and the status of a project.
•

Website
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Web pages where the resources described above are made accessible. Hosting websites also
provide an easy way to set up and administer a website. Design of the website is uniform, but
hosting services often support customization.

Some hosting services also provide information on registration and management of projects,
member lists, project lists and rankings, etc. The tools and resources described above are the focal
points for projects, where people come and learn about a project, share their interests and ideas,
find help, discuss problems and future plans, and socialize with other members, which, as a result,
record the evolution of a project. Such artifacts are indispensable to newcomers in learning about
a project. However, little is known about how supportive open source environment is in one’s
learning about a project. To our knowledge, no previous studies have investigated open source
environment as an environment for learning. This thesis aims to contribute to open source
researches by providing empirical analysis of current open source environment and investigating
other possibilities to improve the learning process of those who are new to open source.

This chapter discussed the importance of studying newcomers to open source projects and
supporting their learning period. In short, significance of newcomers in continuance and further
growth of open source and comparatively little knowledge about this population of open source
communities has motivated this thesis.

Chapter 3 provides a survey of different study methodologies used in other OSS-related
researches and evaluate their suitability for studying newcomers to open source projects, based on
which a controlled experiment is selected as a primary methodology of the study.
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3

Methodology Review

This chapter provides an overview of the research methods that are frequently employed in the
studies of OSS and discuss each method’s strength and weakness in addressing research
questions. Based on this chapter we select research methods appropriate for our study and explain
why they are suitable for understanding the initial learning process of newcomers to open source
projects. The details of the methods follow in Chapter4.

3.1 Research methods in OSS
With the increasing popularity of open source, the number of studies and publications related to
OSS has increased accordingly. These adopt different approaches and use different resources
available from OSS projects and communities.

To identify data sources and research methods used in the study of OSS, we conducted a survey
of literatures on OSS in two parts. The first part of the survey carried out in May 2007 reviewed
the papers available from the ACM Digital Library, one of the largest archives of literatures in
computer science. Simple keyword searches for “open source” and “OSS” each returned a list of
200 research papers that were most relevant to the keyword respectively. From those two lists, the
papers that were duplicates or irrelevant to open source were excluded, which resulted in 238
papers for review. The next step involved scanning the papers and categorizing the methods used
to address the questions of interest. Research papers that were not based on empirical studies or
did not provide qualitative or quantitative data were excluded, which reduced the total number of
papers to 43. Figure 3.1 shows the research methods used in the 43 papers.
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Figure 3.1. A survey of OSS papers in the ACM Digital Library
The second part of the survey was conducted among the papers found on the Free/Opensource
Research Community website (http://opensource.mit.edu/) in July 2007. Hosted by MIT Sloan
(http://mitsloan.mit.edu/), the website provides researchers with a way to freely exchange
information on open source studies by allowing them to post their papers. As of July 2007, over
270 papers are posted on the website. The Free/Opensource Research Community’s repository
was chosen for the survey for two reasons. First, it is one of the few repositories that provide
papers specific to open source. Second, the papers submitted to the website are generally from
diverse fields such as sociology, economics, and business, whereas most papers found in the
ACM Digital Library were from the computer science discipline. Thus, the second part of the
survey provided a more comprehensive view of how open source studies were conducted in other
fields. From the 274 papers listed on the website, 232 of which were (1) neither dissertations nor
books, (2) not included in the first set of the papers from the ACM Digital Library, and (3)
directly related to OSS were reviewed. 87 papers of those provided qualitative or quantitative
data obtained from one or more methods in Figure 3.2.
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Figure 3.2. A survey of OSS papers on the MIT Sloan website
The “Other” category on the charts includes statistics on a large number of OSS projects, publicly
available documents, and other web contents. In the case of statistics, the most popular source of
information was SourceForge.net, especially its summary pages of individual projects. A
summary page provides links to various resources along with their usage (number of bugs,
number of postings on public forums and mailing lists, etc.) and other details on a project
(number of developers, development status, activity percentile, license, date of registration, etc.)
Reference to “Other” was higher among the publications on the MIT Sloan website than among
those in the ACM Digital Library. About 46% of the papers on the MIT Sloan (40 out of 87) and
about 30% of the papers in the ACM Digital Library (13 out of 43) used “Other” data as part of
their information source.

The survey revealed several interesting facts about open source study methodologies.
First, a large number of studies used archives as their source of information, which includes
discussion archives (public forums, mailing lists, and IRCs) and development artifacts (source
code releases and version control archives). Figure 3.3 shows that over 42% of papers (55 out of
130) used only archives and about 11% (14 out of 130) used them with an interview or survey.
Archives are popular sources of information in open source studies because they are publicly
available or can be obtained with relatively little effort. Also, both content and context embedded
in the data provide rich information about OSS activities. The next most popular information
sources were interviews and surveys. More than 30% of papers (46 out of 130) were based on
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information from an interview or a survey. Compared with the publications found in the ACM
Digital Library, the publications on the MIT Sloan website relied less on development artifacts
such as source code, change archives and problem reports but more on interviews and surveys.

Second, the studies were heavily dependent on data available from the Internet such as archives
and project web pages (i.e. “Other” in the charts). Over 72% of papers surveyed (94 out of 130
papers) used data available from the web. In particular, SourceForge.net played an important role
in the study of OSS both as a pool of projects and developers and as data repository. Nearly 21%
of papers (27 out of 130) used SourceForge.net either to locate projects or developers or to collect
data.

Third, about 14% of papers (18 out of 130) used more than one source of information, the most
popular combination being archives and an interview (or a survey). Authors identified their
research questions and interesting patterns through analysis of archives, and investigated and
verified their questions or observations via an interview or a survey, or vice versa. Yamauchi et
al. (2000) and Gutwin et al. (2004)’s papers are good examples.

1%

2%

11%
archives
interview/survey

42%

17%

observation/user study
other
archives + interview/survey
interviews/survey + observation/user study

5%

archives + interview/survey + observation/user study

22%

Figure 3.3. OSS data sources and research methods
(A total of 130 papers found in the ACM Digital Library and the MIT Sloan website)
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Finally, our survey indicated a lack of Human Computer Interaction (HCI) discussions in open
source studies. As shown in Figure 3.3, observation and user study took a small portion (8%) of
the entire source of information and less than 4% of the surveyed papers (5 out of 130) focused
on usability. This suggests that both HCI experts and open source contributors should pay more
attention to the usability of open source and conduct more studies.

Although the above findings raise interesting questions about open source studies and
methodologies, they are beyond the scope of this thesis and left for future research.

From the survey, the following five methods dominate this space:
•

Analysis of archival data

•

Survey

•

Interview

•

Experiment

•

Observation

The following section provides a quick overview of these methods and explains strength and
weakness of each method, which leads to the discussion on research methods that are best
suitable for the investigation of the joining/learning process in OSS projects and communities.

3.2 Five Research Methods
Analysis of archival data
OSS projects and communities carry out their daily activities through electronic media such as
version control systems, bug tracking systems, mailing lists, and online forums. Use of tools like
CVS or Bugzilla generates large quantities of data, whose archives are often made accessible to
public for knowledge sharing among existing users and developers, and newcomers. Archives
that are not freely available are sometimes donated by project administrators or obtained by
extracting contents from web-based sources (i.e. “web scraping”). Besides easy accessibility,
archival data has another merit in OSS studies in that it shows not only the current status but also
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the past and evolution of a project. Its rich content and context also supports both qualitative and
quantitative approaches.

While gathering data is relative easy, analysis is often expensive and time consuming. In many
cases, gathered data needs to go through a process of transformation, cleansing, and
normalization to be ready for analysis, which is challenged by the sheer amount of raw data. On
the other hand, lack of data can be a problem too. Krishnamurthy’s investigation of 100 mature
products on SourceForge.net (2002) revealed that about 20% of the surveyed projects did not
have a mailing list and over 30% did not have an online forum. 33 projects did not have any
messages in their forums. Crowson and Howison’s study (2005) also found that a vast majority of
projects (over 99%) hosted by SourceForge.net did not meet the criteria that they set to ensure the
selected project would “provide sufficient interactions to give a robust picture of the social
network”. In order to draw conclusive results, researchers need sufficient data to analysis but not
every project has a large amount data readily available for study. Thus, this method may not be
suitable for studying a project that has relatively short history or low usage of media.

Survey
Surveys can be an effective way of gathering information from a relatively large sample. Data
collected from survey is useful for observing phenomena that are not easily found from individual
or small data and drawing statistical inferences. As is the case with OSS activities, most surveys
in OSS researches are conducted via emails or the internet. Questionnaires are emailed to preselected sample population or posted to forum sites or discussion boards on the web sites so that
anyone can respond.

Although surveys provide a fast way to reach a large group of people, response rates can be low
and unpredictable due to their unobtrusive nature. Also, poorly designed and conducted surveys
can yield biased or contaminated results, which renders the entire study meaningless.
Interpretation of data is another challenge of using surveys as results can be hard to interpret and
responses may not be clearly communicated to researchers. Since most surveys do not provide a
way to clarify ambiguous terms or questions, respondents may misinterpret questions and answer
them without opportunity of asking questions.

20

Interview
Interviews have great flexibility in type and complexity of questions, which makes them suitable
for collecting in-depth and comprehensive information. In OSS studies, interviews are typically
conducted through a face-to-face meeting or over the phone with contributors to understand, for
example, their motivations, perceived benefits, and practices and inner workings of OSS projects.
While interviews can be used independently, they are often employed as a follow-up study to gain
more detailed insight into an issue or further investigate interesting observations from other
studies.

The main downside of interviews is that they tend to be costly due to their one-to-one nature.
Both data gathering and Analysis can be slow and time consuming. Another disadvantage is that
the performance of interviewers and interpreters can greatly affect the result of a study, especially
in unstructured interviews. The presence of interviewers and wording of questions can lead to
biased results.

Experiment
Experiments are perhaps a research method that gives researchers the most control over a study.
By manipulating and examining variables that potentially affect specific phenomena, researchers
check their hypotheses and assess causal inference. Usability studies are a type of experiment
often used in human-computer interaction to test and gain more precise measure of the usability
of an object.

The literature survey in Section 4.1 shows that experiments represent only a small portion of the
research methods used in the various OSS literatures. Considering that experiments are one of the
most popular methods evaluating the usability of applications, the previous result indirectly
indicates a lack of usability evaluation around OSS.

Observation
Observation involves researchers making observations about subjects in their native environment,
which helps them gain a deeper insight into the context of the activities and the impact of the
environment. Data obtained from observation is generally rich and findings tend to be strong in
validity because of the way the data is collected. Researchers may come up with interesting
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questions during observation which can be investigated further with other methods such as
interviews or questionnaires.

However, observation has some negative aspects as well. First, it requires researchers to be
present in the environment where observation is made, which makes data collection slow and
expensive. Second, the presence of an observer can alter subjects’ normal behavior or the
observer himself can bring bias to the study by looking at what he wants to look at. Problems
involving representativeness of observed behavior and objectivity of observers can render the
validity of findings questionable. Also, it involves some procedural difficulties such as gaining
access to the environment where observation takes place and assuring confidentiality and ethical
conduct of research.

The degree of the challenges associated with the presence of an observer is lower when the
observer is not physically collocated with study subjects. According to the literature survey in
Section 3.1, many observational studies in OSS are conducted online perhaps due to the voluntary
and distributed characteristics of OSS development. Researchers, in this form of study, often act
like “lurkers” who are present but stay invisible to other people.

Based on the overview of the five research methods, the next section evaluates the suitability of
these methods for the study of the initial learning process in OSS projects and communities and
finally selects research methods that are appropriate to the study.

3.3 Selection of Research Methods
Selection of research methods should be made in accordance with the research questions
described in Chapter 1. As stated earlier, the primary goal of this thesis is to understand how
people learn about an OSS project or community when they join or consider joining it. Therefore,
our selected methods need to satisfy the following criteria.
•

Studying the target population (potential contributors to OSS projects)

•

Understanding their needs

•

Examining the process of learning
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•

Evaluating the environment where learning takes place

•

Gathering feedback

This section provides the evaluation of the five research methods – analysis of archival data,
survey, interview, experiment, and observation – with respect to the criteria listed above.

First, study methods should provide a way to identify and study the target population, i.e. people
who are considering joining or about to join an OSS project and potentially contribute to the
project as developers. In view of their status, analyzing archives seems to be an inappropriate
method to study the target population. As discussed in Chapter 2, newcomers to an OSS project
tend to spend significant time lurking without participating in any activities. Therefore, it is hard
to expect for people without membership to have generated data (e.g. postings to public forums or
mailing lists, etc.) sufficient to study their needs and behavior, which leaves little chance to find
their trace in archives. A survey can yield a large amount of data in relatively short time with
little effort but should be administered to people who have prior interest in OSS development.
Otherwise, the response rate may be low. Observation is possible but can be challenging.
Observing the target population in their physical environment is difficult because learning about
an OSS project is informal and voluntary (i.e. Subjects may not do any OSS-related activities
while observation is taking place). Observation in online space is also challenging in that the
subjects may not be visible to others. Interviews and experiments meet the requirements for
selecting and studying a specific population group.

Second, study methods should support identifying the needs of the target population, for example,
type of information they look for, questions they ask, and resources they need in the process of
learning a project. Analyzing archives is possible only if the target population have expressed
their needs by sending emails to mailing lists or participating in discussion through forums or
IRCs. As discussed above, it is not likely that archives include enough data about this population.
The other methods (survey, interview, experiment, and observation) are appropriate for
identifying learning needs. Interviews, experiments and observations, in particular, can gain indepth understanding of the target population.
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Understanding the learning process involves identifying learning strategies used by the target
population and their outcomes, reactions to such outcomes, and problems encountered in the
process. Analyzing archives has been a primary method for understanding contributors and their
collaboration in OSS projects. It, however, is not an appropriate method to study the learning
process of our target population because it is very likely that they do not exist in the data. The
other methods (survey, interview, experiment, and observation) are appropriate to the purpose.
But collected data using surveys or interviews may not be as accurate or detailed as that using
experiments or observations because respondents are likely to rely on recall of past experience.
Experiments and observations seem to be the most desirable methods for examining the learning
process. Experiments, however, are not as comprehensive as observations in that they deal with a
set of pre-determined tasks whereas observations support open-ended and unstructured
investigation.

Next, study methods should support an evaluation of the environment where the learning takes
place, i.e. tools and resources available during the learning phase. The environment is a crucial
part of collaboration in OSS development and learning. However, it is not a primary interest of a
project, and thus only few projects have forums or mailing lists dedicated to discussion on
environment or infrastructure, which makes analysis of archives inappropriate. Surveys and
interviews support evaluation of the learning environment, but diversity of toolsets and
environments of different projects can challenge data analysis if responses are based on
experience in various projects. Recall of past experience can also affect the accuracy and
completeness of responses. Experiments and observations are most appropriate for evaluating the
learning environment. Experiments enable a controlled evaluation of a specific environment
while they are not appropriate for a survey of various environments.

Finally, study methods should provide a way to obtaining people’s opinion and feedback on the
learning process and environment. Analysis of archives by itself does not allow interaction with
study subjects and therefore is not appropriate. Surveys and interviews are most desirable for
gathering feedback. Combining two or more methods can be highly effective. Surveys or
observations with follow-up interviews and experiments followed by questionnaires are good
examples.
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Table 3.1. Evaluation of five research methods
Analysis of
archives
Studying the target
population

Interview

Experiment

Observation

w/ limitation

Understanding their
needs

w/ limitation

Examining the
process of learning

w/ limitation

Evaluating the
environment where
learning takes place

Survey

w/ limitation

w/ limitation

w/ limitation

w/ limitation

Gathering feedback

According to the evaluation above, interview and experiment appear to be most appropriate for
investigating the research questions listed at the beginning of this section. While survey can be
another possibility, it is not as exhaustive as interview or experiment and data collected from a
survey is often lacking in details, which makes it difficult to draw causal inferences. However,
interview and experiment also have limitations in gathering a large amount of data and getting a
comprehensive view of newcomers to OSS projects.

Considering the benefits and limitations of each method, experiment has been selected as a
primary and interview as a secondary means of study. A detailed description of design and
deployment of the study follows in Chapter 4 and the findings are discussed in Chapter 5.
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4

Experiment

As described in the previous chapter, experiment and interview have been chosen as most
appropriate methods for studying the initial learning process and environment of OSS projects.
This chapter describes the experiment used in this study.

4.1 Goal
To gain a better understanding of how people learn about an OSS project and what tools and
techniques they use in this learning process, a user experiment was conducted in a controlled lab
environment. The primary goal of the study was to identify users’ needs and approaches to
learning about a project. The secondary goal of the study was to evaluate the effectiveness of
common tools and resources in helping people learn about a project. As described in Chapter 2,
OSS activities rely heavily on the infrastructure that supports distributed and asynchronous
collaboration among members. While individual tools such as bug tracking systems, source code
repositories, and discussion channels have drawn attention from researchers, little is known about
their effectiveness in supporting different users, especially those who are new to an OSS project.
The questions addressed by our experiment included (1) does the environment provide enough
information to newcomers, (2) does the environment provide a complete set of resources
supporting essential OSS activities, (3) are the tools easy to use, and (4) do the tools provide an
efficient way to find information that users look for. The other goal of the study was to suggest
new features or improvements for the current OSS development environment. To this end, we
tested several information visualization techniques to investigate their effects on learning and
potential introduction to the current environment.

4.2 Design
A between-subjects experiment was designed, the independent variable being the development
environment. There were three different conditions, each with a different set of tools and
resources. Participants were randomly assigned into three conditions which were gender balanced
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to examine gender effects. The experiment was conducted in a laboratory where a participant sat
in front of a computer and performed tasks given one at a time. A research member attended the
experiment and took notes on observed behavior. Besides note taking, participants were asked to
think aloud as they performed the tasks and their audio and video were recorded using a webcam.
All screen activity was recorded using screen capture software.

4.3 Participants
27 participants (18 males and 9 females) were recruited from the School of Electrical Engineering
and Computer Science at Oregon State University via school mailing lists. To be eligible, subjects
had to meet the following requirements: (1) junior level or higher (undergraduate/graduate), (2) 2
year+ programming experience in Java (1000+ lines of code) or equivalent experience in other
OOP languages, (3) working knowledge of Eclipse, (4) age over 18. These requirements ensured
that participants had basic knowledge of the programming language and tools necessary for the
assigned tasks. Previous programming experience was also desirable to recruit people close to the
target population of the study (i.e. people who consider joining OSS projects and potentially
contribute to them as developers).

4.4 Environment
The experiment was designed to offer subjects a similar environment to that offered to those
learning an OSS project in the real world. That is, participants had access to the website of an
OSS project and were also able to browse its source code checked out from the project’s source
code repository. The OSS project used for the experiment was selected from a large number of
projects hosted on SorceForge.net. SourceForge.net was used for project selection because it is
the largest OSS development website as of this writing and provides projects with a standard
toolset and infrastructure (Figure 4.1): a project website, trackers (bugs, support requests, patches,
and feature requests), public forums, source code repositories, mailing lists, a download page, a
documentation page, statistics, and a member list.
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Figure 4.1. A toolset provided by SourceForge.net

The project used for this experiment was selected based on the following criteria: (1)
implemented in Java, (2) used CVS as a source code repository, (3) had a number of core
contributors (at least 10 developers), (4) had activity (90% or higher activity percentile at
SourceForge.net), (5) manageable size (10,000+ LOC), (6) development maturity (4-beta or
higher stage at SourceForge.net), (7) age (2 years+).

The criteria on the programming language and the source code repository were specifically set to
Java and CVS due to the tools used in two treatment conditions, described shortly. The
requirements on core contributors, activity, size, development maturity, and age were set to
ensure that the project had enough activities and artifacts to make the tasks interesting and
challenging but not too complex or daunting. For example, a project that is too large in terms of
code base or community can be intimidating. A new or inactive project with few code
contributors and little collaboration would be too simple, and might look unappealing.
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4.4.1 OSS project
Based on the above criteria, an OSS project was selected from SourceForge.net; GanttProject, “a
project scheduling application written in Java and featuring gantt chart, resource management,
calendaring,

import/export

(MS

Project,

HTML,

PDF,

spreadsheets)”

(http://sourceforge.net/projects/ganttproject/). Registered in 2003, GanttProject has grown
steadily and reached a stable state with over 65K lines of code. Its members, however, are still
actively working on the project, fixing bugs and introducing more features. Below is a summary
of GanttProject available from the project summary page on SourceForge.net.

Summary of GanttProject (as of Aug. 6, 2007)
•
•
•
•
•
•
•
•
•
•

•
•
•
•
•
•
•

Project Admins : bbadmin, dbarashev
Developers : 11
Database Environment : XML-based
Development Status : 5 - Production/Stable
Intended Audience : End Users/Desktop
License : GNU General Public License (GPL)
Operating System : All 32-bit MS Windows (95/98/NT/2000/XP), OS Independent
(Written in an interpreted language), Linux, OS X
Programming Language : Java
Topic : Project Management, Scheduling
Translations : Chinese (Simplified), Chinese (Traditional), Danish, Dutch, English,
Finnish, French, German, Italian, Japanese, Norwegian, Polish, Romanian, Russian,
Slovak, Spanish
User Interface : Cocoa (MacOS X), Java Swing, Win32 (MS Windows), Eclipse
Donors : cdwhite
Project UNIX name : ganttproject
Registered : 2003-01-29 01:49
Activity Percentile (last week) : 99.92
View project activity statistics
View list of RSS feeds available for this project

4.4.2 Experiment conditions
As mentioned above, the experiment had three different conditions defined by the tools and
resources available to subjects: a controlled group (Condition A) and two treatment groups
(Conditions B and C). The aim of two treatment conditions was twofold, first to investigate how
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different environments affect participants’ performance in each condition, and to examine which
features potentially help newcomers get acquainted with projects.

Participants in all three conditions had access to the websites (see Appendix A and B) and source
code of the sample project. The source code was checked out from the project’s CVS repository
and imported to the Eclipse IDE (see Appendix C) before the experiment. In addition to these,
participants in Condition B and Condition C had two additional tools; one associated with the
history of changes made in source code (Version Tree and Augur), and the other with the
structure of source code (Creole and Structural Analysis for Java). These four tools use
visualization techniques and present data in such a way that users can comprehend and interpret it
more easily and quickly than in plain text form.

Condition A:

websites and source code of the sample project

Condition B:

Condition A + two Eclipse plug-ins (Version Tree, Creole)

Condition C:

Condition A + two standalone tools (Augur, Structural Analysis for Java)

Condition B:
The environment in Condition B included two Eclipse plug-ins called Version Tree and Creole.
Version Tree (http://versiontree.sourceforge.net/) is a tool that displays change history of source
code in graphical form. Given source code that has been checked out from a CVS repository, it
reads the change logs of each file and visualizes commits in a tree form with their associated
information such as version number, date, author, and so on. The system is accessible through a
menu added to Eclipse when the plug-in is installed.
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Figure 4.2. Version Tree’s visualization of revision history

The other plug-in used in Condition B was Creole (http://www.thechiselgroup.org/creole), which
visualizes the structure and the links between different pieces of Java code. When installed,
Creole adds a new perspective to Eclipse. Users can drag and drop any group of Java elements
(classes, methods, packages, etc.) to the Creole Main View – the graphical view in the middle of
screenshots in Figure 4.3 – and select different views such as a nested view, class interface
hierarchy, call graph, package dependencies, etc.

Figure 4.3. Creole’s visualization of code structure
Nested View (left) and Package Dependencies via Method Calls Field Accesses (right)
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Condition C:
Participants in Condition C had two standalone tools whose main functions match those of the
Eclipse plug-ins in Condition B but also offer more advanced features and visualizations of the
history and structure of the code. The primary difference between these tools and those in the
previous condition is that these are not integrated into the Eclipse IDE. In this respect, Condition
C was expected not only to help identify the features that were helpful in performing our tasks,
but also help us understand the difference between working with standalone tools and using
features built into the IDE and how this affects performance.

The first tool used in Condition C was Augur (de Souza et al. 2005), a tool designed to support
distributed software development. This tool was Condition C’s equivalent of Version Tree in
condition B. Using the change logs kept by version control systems such as CVS and Subversion
(SVN), it creates a visual representation of the evolution of a project. Augur provides information
of varying granularity from a high-level view of changes made to the entire project to detailed
information about changes made to a file, and offers different views by age, author, structure, and
correlations. While both Augur and Version Tree visualize the data available from version control
systems, Augur allows greater freedom and ability to manipulate information than Version Tree.

The other tool used in Condition C was Structural Analysis for Java (SA4J) developed by IBM
(http://www-306.ibm.com/software/). Similar to Creole of Condition B, SA4J analyzes Java code
and presents its structural information in graphs where nodes depict files and packages and
arrows depict the relationship between two nodes. It also provides rich and useful analyses such
as how strongly or loosely two components of the code are related (dependencies with weight)
and how a change will affect the other parts of the code (change impact). SA4J also supports
assessment of various aspects of a Java application with respect to its structure.

Table 4.1 and 4.2 provide comparisons between (1) Version Tree and Augur, and (2) Creole and
SA4J.
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Figure 4.4. Augur’s visualization of revision history (Main interface)

Figure 4.5. Augur’s representations of changes
Evolution of a project: Num Lines (Added, Removed, Total) (left)
Lines added by authors: Horizontal Check-in Calendar (right)
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Figure 4.6. Structural Analysis for Java (SA4J)’s visualization of code structure

Figure 4.7. SA4J’s features
Quick Filter (left) and What If (right)
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Table 4.1 Comparison between Version Tree and Augur
Application type
Supported version
control systems
Features

Version Tree
Eclipse plug-in
CVS

Augur
Standalone
CVS, Subversion (SVN)

Displays revision history in a tree
view, supports code browsing and
easy switch between revisions

Displays revision history in
different views, provides authoractivity and time-activity
information and other statistics
line-oriented view, line charts
(number of lines added and
deleted), bar charts (check-in
calendar)
Individual files, packages, and an
entire project
No

Visualization types

Tree view (revisions represented
by nodes)

Visualization units

Individual files

Browsing source
code
Statistics

Yes
No

Activity and contribution of each
author, change over time (number
of commits, number of lines added
and deleted)

Table 4.2. Comparison between Creole and SA4J
Creole
Application type
Supported
programming
languages
Features

Visualization types
Visualization units
Dependency
information

User interaction

Eclipse plug-in
Java

Structural Analysis for Java
(SA4J)
Standalone
Java

Displays code structure and
relationship between elements in
different views (nested view, class
interface hierarchy, call graphs,
fan in/out, package dependencies
view), displays revision history in
a nested view
Directed graphs (nodes and
arrows), nested view
Classes, interfaces, and packages
Package dependencies view
(arrows and popups describing
dependencies), Nested view, Call
graph
Interactive display supporting node
rearrangement, element filtering,
color change, zoom in/out, etc.

Displays code structure and
relationship between elements in
both graphics and text, provides
analytical information (antipattern
detection, stability analysis,
package analysis, What If analysis,
quick filter, etc.)
Directed graphs (nodes and
arrows)
Classes, interfaces, and packages
Graphical: Dependency web
browsing, What if view
Textual: Local/Global
Dependencies, Details
Interactive display supporting
element filtering, zoom in/out,
query (Quick Filter menu), etc.
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4.5 Tasks
Participants were given five information-gathering tasks related to our chosen OSS project using
the tools and resources assigned to their experimental condition. Each task took from 10 to 15
minutes to finish and was followed by a set of questions. A post-task questionnaire was used to
elicit participants’ feedback on their experience and the environment they used.

The tasks were designed based on previous studies of collaborative software development (Erdos
and Sneed, 1998, Gutwin, et al. 2004, Sillito, et al. 2006, Ko, et al. 2007). As is the case with
most software development projects, understanding the technical side of a project is not enough
for one to successfully join a software team. One also has to learn about the non-technical side of
a project such as who other members of the team are, the history and goals of the project, and
working practices or norms, if any. The aforementioned studies investigated the collaborative
software development and maintenance process and identified the information that is important to
performing technical tasks (e.g. participating technical discussion, submitting changes, fixing
bugs, developing new features) and collaborating with other team members. Although they
primarily looked at traditional software projects and their development and maintenance issues,
the problems discussed in these studies were commonly found in OSS projects and valid in the
context of OSS development. In fact, gaining and maintaining knowledge of team composition
and inner workings in OSS projects is not as easy as in traditional closed-source commercial
projects because of their informal and voluntary nature.

The information-gathering tasks identified by previous studies were reviewed and grouped into
six categories: (1) Main contributors and their expertise, (2) History of changes, (3) Structure of
code and relationship between different elements of code, (4) Impact of a change, (5) Controlflow and execution behavior, and (6) Source code in general. Table 4.3 shows the six categories
and some sample questions commonly asked by previous studies under each category.
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Table 4.3. Questions from previous studies
1. Main contributors and their expertise
- Who are the main people working on the project?
- What are their areas of expertise?
- Where in the code are they working?
- What have my coworkers been doing?

Gutwin, et al.
Gutwin, et al.
Gutwin, et al.
Ko, et al.

2. History of changes
- What changes are part of this submission?
- How have resources I depend on changed?
- Is there a precedent or exemplar for this?
- Who are the people with experience in a certain part of the code?
- Why was this code implemented this way?

Ko, et al.
Ko, et al.
Sillito
Gutwin, et al.
Ko, et al.

3. Structure of code and relationship between different elements of code
- What is statically related to this code?
- How are these types or objects related?
- Where is a particular subroutine/procedure invoked?
- Where is a particular data object accessed?
- Where is this method called or type referenced?
- Where are instances of this class created?

Ko, et al.
Sillito, et al.
Erdos, et al.
Erdos, et al.
Sillito, et al.
Sillito, et al.

4. Impact of a change
- What will be (or has been) the direct impact of this change?
- What will be the total impact of this change?
- What are the implications of this change?
- To move this feature into this code what else needs to be moved?
- How would my own actions interact with theirs?

Sillito, et al.
Sillito, et al.
Ko, et al.
Sillito, et al.
Gutwin, et al.

5. Control-flow and execution behavior
- What code caused this program state?
- What code could have caused this behavior?
- Where is there any code involved in the implementation of this behavior?
- How does control-flow reach a particular location?
- Which execution path is being taken in this case?

Ko, et al.
Ko, et al.
Sillito, et al.
Erdos, et al.
Sillito, et al.

6. Source code in general
- What is the program supposed to do?
- What is the purpose of this code?
- How do I use this data structure or function?
- What is the difference between these similar parts of the code?
- What are the inputs and outputs of a module?
- What are the arguments and results of a given function?

Ko, et al.
Ko, et al.
Ko, et al.
Sillito, et al.
Erdos, et al.
Erdos, et al.
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Some of the above questions, especially those under the last two categories (5. Control-flow and
execution behavior and 6. Source code in general), require advanced programming knowledge or
take a significant amount of time to answer. For the purpose of the study, they were excluded
from our experiment. For each task, subjects had to answer four questions about the project. The
first task was different from the others. Subjects were asked to explore the project freely through
the websites and browse the code. The intention was to understand subjects’ needs and use of the
environment and also to get them to familiarize themselves with the project before proceeding
with subsequent tasks. Table 4.4 shows the five tasks performed during the experiment and
approaches taken to analyze performance (see Appendix G for all tasks). Quantitative analysis
was made possible through Task 2 through 5, each of which consisted of four questions asking
specific information about the given project.

Table 4.4. Tasks and analysis methods
Task (time)
Task 1 (10 mins)
Initial information
gathering
(overall project)

Description
Learn about the project using
websites and source code
(free exploration)

Task 2 (10 mins)
Current status/
history
(overall project)
Task 3 (10 mins)
History
(a particular package)
Task 4 (15 mins)
Code structure
(within a package)
Task 5 (15 mins)
Code structure
(between packages)

Find general information
about the project using any
tools and/or resources
Find information about the
package "task" using any
tools and/or resources
Find information about the
package “dependency” using
any tools and/or resources
Find relationship between
“dependency” and “task”
using any tools and/or
resources

Analysis
Qualitative
- Participants’ information needs
and use of the given tools and
resources were observed. The
questionnaire administered at the
end of the task was analyzed.
Quantitative
- Participants were given four
questions in each task and asked
to find answers to them. Each
question was scored on a scale of
0 to 10 and the scores were used
to compare the performance of
participants in three different
conditions.
Qualitative
- Participants were observed while
performing tasks. Observation
was recorded, transcribed, and
analyzed.

Task 1. Learn about the project using websites and source code
The goal of this task was to identify the questions that newcomers ask when they explore a new
open source project and how they use the available tools and resources to answer their questions.
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Participants were asked to learn about the given open source project using the following tools and
resources: (1) the projects’ page on SourceForge.net, (2) the project’s own web site, and (3) the
source code through the Eclipse IDE. The sources of information provided for this task were
limited to these three, which are available for most open source projects. At the end of the task,
participants were asked what information they had learned about the project and how satisfied
they were with the information provided to them.

Q1. What did you want to know about the project?
Q2. Were you able to find the information? If Yes, where did you find the information? If
No, where did you expect to see the information?
Q3. What were the most useful tools and/or resources to find the information?
Q4. Do you think the tools and/or resources you had were useful in getting to know about the
project?

Task 2. Find general information about a project
The second task consisted of questions related to the history and current status of the project. The
questions revolved around getting a big picture view rather than detailed information. Participants
had 10 minutes to answer all questions and were allowed to use any tools and resources available
to their experimental condition. Below are the questions asked in Task 2.

Q1. Who are the most active code contributors? Name three of them.
Q2. Where in the code are they working?
Q3. How large (lines of code) is the code base of the project?
Q4. Find information about the changes to the CVS repository over the last 12 months (e.g.
number of changes, lines of code added or deleted, authors, etc.).

CVS Browse, Version Tree, and Augur provided information about contributors and their
activities (Q1 and Q2). Comments in source code, trackers (e.g. bug reports), and discussion on
forums and mailing lists also provided such information but not as explicitly as the three tools
mentioned earlier. CVS Browse, Version Tree and Augur were the best tools to answer Q3 and
Q4.
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Task 3. Find information about a package
Narrowing the scope of problems, the third task asked participants to look for information about a
particular package called “task”. Participants were allowed to use any tools and resources
available to their experimental condition and had 10 minutes to answer the questions shown below.

Q1. Find the contributors who know about the package. Name three of them.
Q2. When was the most recent change made in the package and who made the change?
Q3. How has the package been changed since it was first created in terms of size (lines of
code)?
Q4. What should you need to know to make a change in the package and to submit it?

Similarly to the first two questions of Task2, information about contributors could be found via
CVS Browse, Version Tree and Augur. And source code, trackers, forums, and mailing list
archives were potentially useful. The best sources of change history to answer Q2 and Q3 were
CVS Browse, Version Tree, and Augur. Although Creole provided a feature “CVS nested” for
change information, the feature was not introduced to participants and none of them used this
feature to perform tasks.

Task 4. Find the relationship between elements within a package
The fourth task also involved a particular package called “dependency”. Unlike the previous
tasks, this task asked questions about the structure of the code rather than the current status or
history of the project. The package was carefully selected in consideration of its size and the
complexity so that participants are not overwhelmed by the code itself. Participants had 15
minutes to answer the following questions.

Q1. How many classes does “dependency” have? And how many interfaces?
Q2. Find the classes that are heavily interacting with other classes in the package
“dependency”? Name 2 of them.
Q3. Suppose you want to change the class “SearchKey”. Which classes of the package
“dependency” will be directly affected by this change?
Q4. Which of them is the most dependent on “SearchKey”? Describe the dependency.
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Task 5. Find the relationship between two packages
The last task consisted of four questions about the relationship between two different packages,
“task” and “dependency”. The goal of this task was to investigate how information visualization
techniques help participants understand dependencies on a higher level. Participants were given
15 minutes to answer the four questions shown below.

Q1. How are the two packages related?
Q2. Which class of the package “task” is the most dependent on the package “dependency”?
Q3. Which class of the package “dependency” is the most dependent on the package “task”?
Q4. How and where would you find the information that might be useful in understanding the
existing code?

The questions in Task 4 and Task 5 could be answered using source code, Creole and SA4J.
Mailing lists archives and trackers might include some information about a particular file or
package but they were not primary sources of information. The relationship between two
packages could be inferred from the hierarchical package structure on CVS Browse but it did not
provide details to answer Q2 and Q3 in Task 5.

4.6 Procedures
Prior to the experiment, a pre-session questionnaire was administered to each participant, which
included questions about subjects’ programming and open source software background, and
interest in OSS development activities (See Appendix F).

Participants were then introduced to the environment; the sample OSS project, its websites and
the source code available from the base installation of Eclipse. For those assigned to Condition B
or C, a short tutorial was given on the extra tools (See Appendix D and E). During the tutorial,
participants were explained the purpose of the tools, how to operate the interfaces, and some of
their features. At the end of the introduction, all participants were instructed to “think aloud” and
an example was given to help them understand the protocol.
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Once done with all tasks, participants filled out a post-session questionnaire about their
experience with the project and the environment (See Appendix H). They were also asked to give
suggestions on how to support newcomers to OSS projects and to improve the environment.
Sometimes, the experiment was concluded with an unstructured interview to follow up interesting
questions raised during the observation.

4.7 Grading
Participants’ answers to the questions were graded by two researchers for a quantitative analysis
in such a way that each sub-question was worth 10 points, for a total of 40 points for each task.
Then, we calculated the averages of two different scores and used them for statistical analysis. In
order to make sure our grading scale was appropriate and the questions were graded consistently,
we also checked the inter-rater reliability using Pearson’s correlation coefficient. The results of
the statistical analysis are presented in the following chapter.

This chapter has described the details of our experiment. Chapter 5 presents the results and
findings, and implications are discussed further in Chapter 6.
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5

Results

The controlled experiment described in Chapter 4 was conducted with 27 participants (18 males
and 9 females) recruited from School of Electrical Engineering and Computer Science at Oregon
State University. This chapter discusses the results in sequence of experiment procedures: (1) presession questionnaire, (2) tasks, and (3) post-session questionnaire.

5.1 Pre-session questionnaire
A pre-session questionnaire collected participants’ background data including their age, gender,
level of education, previous programming experience, use of OSS, etc. The analysis showed that
male participants had more previous programming experience than female participants but the
difference was not statistically significant (Wilcoxon rank-sum: two-sided, Z=-1.4794, pvalue=0.139). See Figure 5.1. There was also no significant difference in prior programming
experience between the participants in different conditions (Kruskal-Wallis rank sum: two-sided,
chi-square=0.1221, df=2, p-value=0.9408).

4 out of 27 participants (2 males and 2 females) had open source development experience and
contributed to one to two projects. 3 of them (2 males and 1 female) were assigned to Condition
A and the other (1 female) was assigned to Condition B. Most participants were users of OSS
such as Linux, FireFox and Thunderbird and used them frequently if not on a daily basis.

Length of Programming Experience (years)
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9

7

5

3

1
F

M

Gender

1-2 Years
3-4 Years
5-7 Years
8-10 Years

Male (%)
2 (11.11)
7 (38.89)
4 (22.22)
5 (27.78)

Female (%)
4 (44.44)
2 (22.22)
3 (33.33)
0 (0.00)

Total (%)
6 (22.22)
9 (33.33)
7 (25.93)
5 (18.52)

Figure 5.1. Programming Experience by gender

The pre-session questionnaire also included 10 questions related to self-efficacy and interest
toward OSS activities on a five-point Likert scale. The questions and choices are shown in Table
5.1. Although all participants were asked to fill out the questionnaire, two participants (1 male
and 1 female) did not complete the questionnaire and were excluded from the analysis.
Participants’ responses to the individual questions as well as their total scores were compared
with respect to different factors such as gender, age, programming experience, open source
experience, etc. Note that question 7 was negatively worded. Answers to this question were
converted to positive for the purpose of analysis. That is, we subtracted the Likert values for the
negative question from 6 to get the equivalent values if the question had been positive. Then, we
used the converted numbers to get the total scores.
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Table 5.1. Questions on self-efficacy and interest toward OSS activities
no.
Q1
Q2
Q3
Q4
Q5
Q6
Q7
Q8
Q9
Q10

Questions
5-point Likert: (1) Not at all, (3) Somewhat, (5) Very much
I feel comfortable asking for help from other open source community members.
I feel confident answering questions from other open source community members.
I feel I am pretty good at understanding code written by other people.
I feel comfortable reporting bugs.
I am pretty skilled at changing or writing code.
I enjoy doing open source development very much.
I think participating in open source projects is a tedious activity.
I would describe participating in open source projects as very interesting.
Working on open source projects gives me a high sense of accomplishment.
I feel I am pretty good at understanding technical issues (bugs, code changes,
technical documentation).

Figure 5.2 shows the ranges of the total scores earned by the participants with different amount of
programming experience. Participants with more programming experience had higher scores than
those with less programming experience, which suggests that programming experience is
positively related to one’s self-efficacy and interest toward OSS activities. Statistical analysis of
the data showed that there were differences between the groups with different programming
experience although the differences were not statistically significant (Kruskal-Wallis rank sum:
two-sided, chi-square=7.6611, df=3, p-value=0.0536). Analysis excluding the outlier in the group
of 8-10 years of programming experience indicated significant differences (Kruskal-Wallis rank
sum: two-sided, chi-square=9.6572, df=3, p-value=0.0217).

Participants’ responses to individual questions were also analyzed with respect to their
programming experience. The result revealed significant difference on question 5 (‘I am pretty
skilled at changing or writing code.’ - Kruskal-Wallis rank sum: two-sided, chi-square=11.7609,
df=3, p-value=0.0082) and moderate evidence for group differences on question 7 (‘I think
participating in open source projects is a tedious activity.’- Kruskal-Wallis rank sum: two-sided,
chi-square=7.6486, df=3, p-value=0.0539). Difference in the participants’ self-efficacy in writing
or changing code agrees with findings from other self-efficacy studies that suggest the
relationship between previous experience and self-efficacy (Bandura 1986). Such relationship,
however, was not found in other types of activities such as reporting bugs and understanding code
and technical issues.

Pre-session Questions Total Score(0 ~ 50)
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Figure 5.2. Total scores of pre-session questions by amount of programming experience (years)

Another interesting observation is that participants’ responses to the questions 1, 2, 4, 7
(responses converted from negative to positive), and 9 exhibited similar patterns (“U-shape”)
where the participants with 1 to 2 years of programming experience scored higher than the groups
with longer experience between 5 to 7 years. The data collected from the pre-session
questionnaire was not enough to answer why participants with less programming experience
showed higher self-efficacy in some activities than more experienced participants. But it raises an
interesting question on how one’s self-efficacy and interest toward different types of OSS
activities change over time as he gains more programming experience.
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Responses to pre-session questions
by length of programming experience

Answer (mean)
Not at all (1) ~ Very much (5)

5.00

4.00
1-2 years
3-4 years

3.00

5-7 years
8-10 years

2.00

1.00
1

2

3

4

5

6

7_c

8

9

10

Question

Pre-session Questions Total Score (0~50)

Figure 5.3. Responses to pre-session questions by amount of programming experience (years)
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Figure 5.4. Total scores of pre-session questionnaire by gender

Participants’ responses were also analyzed in terms of gender. Our data showed that females’
self-efficacy and interest toward OSS activities was lower than the males’. Statistical analysis of
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the total scores of each gender indicated a significant difference between the genders (Wilcoxon
rank-sum: two-sided, Z=-2.137, p-value=0.0326). We further looked at responses to individual
questions and found significant gender differences in two questions; question 2 (‘I feel confident
answering questions from other open source community members.’- Wilcoxon rank-sum: twosided, Z=-2.6068, p-value=0.0091) and question 8 (‘I would describe participating in open
source projects as very interesting.’- Wilcoxon rank-sum: two-sided, Z=-2.0312, pvalue=0.0422). Question 1 also suggested a gender difference although it was not statistically
significant (‘I feel comfortable asking for help from other open source community members.’Wilcoxon rank-sum: two-sided, two-sided, Z=-1.7857, p-value=0.0741). The indication of gender
differences in the first two questions was interesting in that they were the only two questions that
addressed activities involving one-to-one interaction with other community members. Reporting
bugs, for instance, also involves interaction with community members but the nature of its
interaction is more of one-to-community rather than one-to-one. This raises a hypothesis that
females may have lower self-efficacy than males in talking with other, perhaps more experienced,
members. In view of the importance of community interaction in open source development,
females’ low self-efficacy in interaction may act as a barrier to their active engagement in OSS
activities and successful role transition within a community.

Responses to pre-session questions by gender

Answer (mean)
Not at all (1) ~ Very much (5)

5.00

4.00

Male

3.00

Female

2.00

1.00
1
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7_c

8

9

10

Question

Figure 5.5. Responses to pre-session questions by gender

48

5.2 Tasks
As described in Chapter 4, both quantitative and qualitative approaches were taken to investigate
the research questions. The quantitative analysis was made possible by Tasks 2 through 5, each of
which consisted of four questions asking specific information about the given project. Each task
was scored individually on the scale of 0 to 40, 10 points per question. The inter-rater reliability
of our two graders showed a very high positive correlation (Pearson’s correlation coefficient
r=0.8464) supporting the validity of scores used in the data analysis. Statistical analysis of
individual tasks (from Section 5.2.2 to Section 5.2.5) is based on the scores of those who
completed each task (i.e. answered all sub-questions in each task). Section 5.2.5 reports the
analysis of all participants.

The independent variable in this study was environment (different tools and resources provided to
participants described in Chapter 4) and gender. Although the data was analyzed for possible
gender differences, no significant differences were found in participants’ performance. Therefore,
the results in this chapter focus mainly on differences by environment.

5.2.1 Task 1: Free exploration of the project
What did the participants want to know about the project?
Figure 5.6 shows the information that participants said they wanted to have. Although a majority
of information needs were on the technical aspects and status of the project, quite a few
participants expressed a desire to learn about the community. Participants also looked for a way
to get involved with the project and tried to find specific problems or issues to start with. For
example, one said “(I wanted to know) what open issues are important, what open issues are
suitable for a newly joining team member” and another mentioned “(I wanted to know) if there
were/are any features/bugs I could assist in fixing”. Some wanted to find out if the project would
provide help or ways to get support when they face a problem by asking “Can I get enough
help?”, “how could I get help”, and “(Is) any documentation available?”, which suggests that it is
important for OSS projects to ensure newcomers are not discouraged by lack of support or ways
to solve problems on their own.
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Types of
Answer: I wanted to know…
Information
1
Purpose of the project
2
Technical aspects of the project (e.g. platform supported, programming
languages, development tools, etc.)
3
Community and its members (e.g. who are they, how many people are
working together, how friendly are they, etc.)
4
What to contribute to (e.g. open issues, required features, sample tasks to
start with)
5
How to get involved and become active (e.g. communication channels,
available sources of information for starters, etc.)
6
Source code (e.g. style, structure, etc)
7
How the software looks and works
8

Development activeness

9

Development stage

10

Working practices (e.g. how bugs are assigned?)

What did you want to know about the project?
90.00

Participants who wanted to
know the information (%)

80.00

77.78

70.00
60.00
48.15

50.00

37.04

40.00

25.93

30.00

22.22
18.52

20.00

14.81
11.11

10.00

7.41
3.70

0.00
1

2

3

4

5

6

7

8

9

10

Types of information

Figure 5.6. Information participants wanted to know about the project
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Did the participants feel they had enough tools and/or resources to get to know about a project?
The participants’ overall responses were positive. They mentioned that the websites and source
code provided during the task session were useful in learning about the project. However, more
than half of them expressed the need for more information and support such as IRC, more
documentation, and screenshots. One participant pointed to the lack of details on the websites and
said “They could definitely be improved. Concrete information was scarce”.
Figure 5.7. Experience using tools/resources provided
Do you think the tools and/or resources you had were useful in getting to know about the project?

30%
44%
Yes
Yes but need more*
Not as much as I wanted
26%

* IRC, documentation, screenshots, information on developers,
information on how to work on the project, etc.
Observation of participants during the first task and analysis of their usage of tools/resources
indicate that participants’ information needs and their approaches to fulfill such needs varied
widely. See the use of tools and resources in Figure 5.8. Given that people join OSS projects with
various purposes and goals, satisfying all needs might be an unattainable goal. The good news,
however, is that participants were expecting that they would encounter problems in future and
looked for ways to solve problems themselves. Therefore, OSS projects and communities should
provide support and resources for starters to sustain their initial interest in a project.
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Tools/Resources Usage - Task1
Time Percentage (10 mins)

100%
90%
80%
70%
60%
50%
40%
30%
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0%
A1 A2 A3 A4 A5 A6 A7 A8 A9 B1 B2 B3 B4 B5 B6 B7 B8 B9 C1 C2 C3 C4 C5 C6 C7 C8 C9

Subject ID
Source code (Eclipse)
SF Trackers
GanttProject website

SF CVS browse
SF Forums/Mailing lists
GanttProject application

SF Statistics
SF Others
Others

Figure 5.8. Tools/Resources usage during Task 1 session (10 mins)
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5.2.2 Task 2: Finding information about the overall project
The second task asked participants about the history and current status of the project. Table 5.2
shows the questions asked during the Task 2 session and the participants in each condition who
answered the questions.

Table 5.2. Task 2 questions
Questions

Q1. Who are the most active code
contributors? Name three of them.
Q2. Where in the code are they
working?
Q3. How large (lines of code) is the
code base of the project?
Q4. Find information about the changes
to the CVS repository over the last 12
months (e.g. number of changes, lines of
code added or deleted, authors, etc.).

Participants who answered
the question (mean score)
Condition
Condition Condition
A
B
C
100%
100%
100%
(7.52)
(6.06)
(6.67)
89%
78%
100%
(4.28)
(3.07)
(7.94)
44%
67%
89%
(1.00)
(1.25)
(9.88)

78%
(2.21)

56%
(3.10)

56%
(5.00)

Analysis of the individual questions revealed large differences between conditions in answering
question 2 (‘Where in the code are they working?’- Kruskal-Wallis rank sum: two-sided, chisquare = 7.4225, df=2, p-value=0.0244) and question 3 (‘How large (lines of code) is the code
base of the project?’- Kruskal-Wallis rank sum: two-sided, chi-square=13.7289, df=2, pvalue=0.001). These questions were challenging for the participants in Condition A and
Condition B as the tools they had did not provide an easy way to find answers these questions. On
the other hand, most participants in Condition C relied on Augur, which visualized the history of
changes made in code with respect to age, author, and structure of code. Figure 5.9 are
screenshots of the most heavily used features by participants of Condition C. By using the
“Display by Author” view as well as the temporal views such as “Num Line Added (By Author)”
and “Num Lines (Added, Removed, Total)”, participants were easily able to find what changes
had been made by which author and how a file or a package had changed over time with
information about author, date and size (i.e. number of lines added or removed) associated with
each change committed to CVS. C6 who relied on the websites was not able to complete the task
in time and scored the lowest.
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Figure 5.9. Augur’s visualization of changes and authors

(a) Display of Author view
Authors are represented by different colors. Selecting a color (pink color in this example)
highlights the changes made by the corresponding author.

(b) “Num Lines (Added, Removed, Total)” view
The graph shows the evolution of the project.
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The last question was also challenging for Condition A and Condition B with the same reasons.
The tools they had were mostly text-based and did not provide an aggregated view of changes
made over time. Although the website at SourceForge.net had the ‘diff’ feature, participants
either did not find the feature or did not know how to use it. Augur had a feature that specifically
support this (“Time” slidebar located at the very top of the interface), but many participants in
Condition C did not take advantage of the feature mainly due to unfamiliarity with tool and lack
of time. The first question was relatively easy for all participants because the website at
SourceForge.net and the source code files (specifically “AUTHORS.txt”) checked out from the
CVS repository had information about contributors including their names, usernames, e-mail
addresses, etc. However, they did not provide details about individual developers’ code
contribution and current tasks they were working on. The last question seemed to be difficult to
answer for participants in all conditions.

Figure 5.10 shows the tools and resources that participants in each condition relied on to find
answers to the questions. The primary sources of information for Condition A were the CVS
Browse page on the SourceForge website and the source code itself. The CVS Browse page is a
web-based repository browser which makes all information stored in CVS repository accessible
through the web. Unlike Augur, the CVS Browse page does not process data to provide
information at various granularities such as individual files, packages and a whole project. Thus,
participants had to go over change logs one by one to get an overview of the changes made to the
entire project, which was impossible given that the project had hundreds of files and participants
were given only 10 minutes. Finding answers from source code seemed to be even more
challenging. Although some author names appeared on several files, most files were either poorly
commented or simply did not have information about changes. And again, the participant had to
go through each file one by one.

Condition B had a tool called “Version Tree”, an Eclipse plug-in that displays a graphical tree for
changed made to a file. The Version Tree was somewhat useful in that it was integrated into the
development environment and the participants were able to display both source code and
associated change history in the same view. However, it was not very helpful in getting a highlevel view of the changes made to the entire project because the feature was supported for
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individual files only. The participants who used the Version Tree, therefore, experienced similar
difficulties to those in Condition A. In fact, only four participants used the Version Tree to
answer questions (B1, B2, B3, and B8) and everyone except B2 stopped using it shortly after
several trials. B2 used the Version Tree for the entire time but was able to answer only two
questions.
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Figure 5.10. Tools/Resources usage during Task 2 session (10 mins)
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5.2.3 Task 3: Finding information about a specific package
The third task asked participants to look for information about a particular package called “task”
as shown in Table 5.3. Question 1 was equally easy to answer for participants in all conditions.
Although participants in Condition A and Condition B had to go through source code files or their
Version Tree views one by one, it was still doable with a single package that had relatively small
number of files.

Table 5.3. Task 3 questions
Questions

Q1. Find the contributors who know
about the package. Name three of them.
Q2. When was the most recent change
made in the package and who made the
change?
Q3. How has the package been
changed since it was first created in
terms of size (lines of code)?
Q4. What should you need to know to
make a change in the package and to
submit it?

Participants who answered
the question (mean score)
Condition
Condition Condition
A
B
C
100%
100%
100%
(9.63)
(9.44)
(8.89)
100%
(7.61)

100%
(4.64)

100%
(7.50)

44%
(2.38)

89%
(1.88)

78%
(8.21)

89%
(8.94)

89%
(8.56)

56%
(10.00)

Both question 2 and question 3 are related to a change or changes made in a package. Participants
in Condition B generally scored lower than others on both questions. Participants in Condition A
and Condition C performed similarly in answering question 2, but the mean scores of question 3
showed significant difference between the two (Kruskal-Wallis rank sum: two-sided, chisquare=7.2109, df=2, p-value=0.0272). Question 3 was different from question 2 in that it
addressed the evolution of the package over a period of time, not an instance of change. As
described above, Augur provided such information by graphically displaying the history of
changes in various levels from individual file to a whole project. Version Tree as well as the CVS
Browse page, however, did not provide evolutional information in a package level (see Figure
5.11).

57

Figure 5.11. Change history of the package “task”

(a) CVS Browse page
The list sorted by Age shows the latest change made to the elements in the top level but the
page does not provide information about the changes made to the sub-packages
(algorithm, dependency, event, and hierarchy).

(b) Augur “Num Lines (Added, Removed, Total)” view
The graph shows the evolution of the package with information on
author, date and number of lines added or deleted.
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Figure 5.12 shows the tools/resources usage during the Task 3 session. All participants in
Condition A used the CVS Browse page and source code for more than 70% of their time. The
participants who mainly used the CVS Browse page (70% of the time) scored higher than those
who relied on other resources (e.g. A1, A3, and A8). Among participants in Condition B who
answered all questions, B1 and B9 scored lower (mean: 5.00 and 4.98 respectively) than B4, B5
and B8 (mean: 7.75, 8.38, and 6.19 respectively). While the first two participants used Version
Tree over 40% of the time, the three participants who scored the highest used the CVS Browse
page as their primary source of information. B2 who used Version Tree for the entire time and did
not use any other resources ended up answering only two questions. B6 and B7 used source code
more than the rest of participants in Condition B but B6 scored the lowest and B7 could not finish
the task in time. The results indicate Version Tree and source code were not as helpful as the
CVS Browse page doing the task. Overall, Condition B scored lower than Condition A, which
seems to be attributed to unsuccessful attempts to use source code or Version Tree.

The majority of participants in Condition C used Augur for over 95% percent of the time and
only two participants (C1 and C9) used other resources more than Augur. Surprisingly, both C1
and C9 were pretty successful in answering questions. Especially, C9 performed very well and
got all questions right. Like the other participants in Condition C, she tried to use Augur to find
answers but gave up because she found it was too distracting. After switching to CVS Browse,
she said "it is indeed...less distracting". But she had to switch back to Augur to answer the third
question because the CVS Browse page did not provide a high-level view of the changes made to
the package. This tells us that Augur is helpful for understanding the evolution of a large code
base but its busy and rather complicated interface can distract users. The results from the three
successful participants in Condition B and the case of C9 suggest that the CVS Browse page is
useful finding historical information about a package to a certain degree but has limitations on
providing an aggregate view of change history.
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Figure 5.12. Tools/Resources usage during Task 3 session (10 mins)
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5.2.4 Task 4: Understanding structure of code within a package
The fourth task asked questions about the structure of the code of a particular package called
“dependency” (see Table 5.4). Participants in all conditions performed similarly on the first three
questions. Although participants in Condition B and Condition C generally performed better than
those in Condition A, the difference was small. However, the last question showed relatively
large difference (Kruskal-Wallis rank sum: two-sided, chi-square=5.4135, df=2, p-value=0.0668).
Table 5.4. Task 4 questions
Questions

Q1. How many classes does
“dependency” have? And how many
interfaces?
Q2. Find the classes that are heavily
interacting with other classes in the
package “dependency”? Name 2 of them.
Q3. Suppose you want to change the
class “SearchKey”. Which classes of the
package “dependency” will be directly
affected by this change?
Q4. Which of them is the most
dependent on “SearchKey”? Describe
the dependency.

Participants who answered
the question (mean score)
Condition
Condition Condition
A
B
C
100%
(8.75)

100%
(8.06)

100%
(9.72)

89%
(5.63)

100%
(5.83)

67%
(6.67)

100%
(7.78)

100%
(9.44)

100%
(9.98)

89%
(5.50)

100%
(8.89)

78%
(10.00)

Different performance on the two questions seems to be associated with the complexity of the
questions and the strategies used by participants in different conditions. The first question was
fairly easy for all participants. The package ‘dependency’ had 16 .java files and one could easily
verify if a file is a class or an interface by looking at the first few lines of source code. The second
and third questions were more difficult but still doable with source code only. To find classes that
are related to a particular class, participants in Condition A opened each source code file and
checked if a particular class name appeared in the code by either visually scanning code or using
the built-in search feature in the Eclipse IDE. To answer question 3, for example, participants
searched for the term “SearchKey” in each file within the package and find elements that were
using SearchKey.java. Searching for terms, which seemed to work well for the previous two
questions, was not enough to answer question 4, which required understanding of relationship
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between different elements. Finding such information was challenging for participants in
Condition A because they had to read source code, understand relationship, and make judgment
themselves within a given time. Participants in Condition B and Condition C, on the other hand,
did not have to do the work themselves because Creole and SA4J provided such information on
the fly.

Figure 5.13. Creole Package Dependencies View
The graph shows the dependencies between elements within the package “dependency”.
Thickness of arrows in Figure 5.13 identifies the level of dependencies one element has to
another. From the graphical representation of dependency, one can easily see that
“TaskDependencyCollectionImpl” is most dependent on “SearchKey” and therefore does not
look at source code to find the answer. Similarly, the Dependency Web Browsing view visualizes
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dependencies with arrows, hovering over which brings up a popup that describes details about
dependency (e.g. type, weight, etc.). See Figure 5.14.

Figure 5.14. SA4J Dependency Web Browsing view
Outgoing arrows show the elements “SearchKey” is dependent on.
Figure 5.15 shows that most participants in Condition A relied on source code to answer the
questions. Only two participants A2 and A7 spent about 20% of their time using other resources
but A2 scored the lowest (mean: 4.54) among all participants and A7 could not finish the task in
time. Most participants in Condition B and Condition C primarily used Creole and SA4J and
scored higher than those in Condition A. Mean scores of the participants who completed the task
were 8.06 and 8.78 for Condition B and Condition C but 6.91 for Condition A. B9 who used
source code more than Creole surprisingly answered all questions correctly.
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Figure 5.15. Tools/Resources usage during Task 4 session (15 mins)
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5.2.5 Task 5: Understanding dependencies between packages
The last task asked participants to find the relationship between two different packages, “task”
and “dependency”. The result of Task 5 was somewhat different from those of the previous three
tasks (2 through 4) in that the performance of subjects in Condition B and Condition C varied
greatly. That is, participants in Condition B outperformed those in the other two conditions on the
second question but scored the lowest on the third question and participants in Condition C
performed worse than those in the other two conditions on the second question but better on the
third question.

Table 5.5. Task 5 questions
Questions

Q1. How are the two packages related?
Q2. Which class of the package “task” is
the most dependent on the package
“dependency”?
Q3. Which class of the package
“dependency” is the most dependent on the
package “task”?
Q4. How and where would you find the
information that might be useful in
understanding the existing code?

Participants who answered
the question (mean score)
Condition Condition Condition
A
B
C
100%
78%
100%
(7.17)
(8.39)
(9.17)
89%
(7.31)

89%
(9.06)

67%
(5.33)

78%
(5.50)

56%
(2.40)

67%
(7.92)

100%
(9.61)

78%
(10.00)

100%
(9.44)

Such inconsistent performance can be associated with the property of the dependencies between
the two packages as well as the way that the tools visualize such dependencies. The package
“dependency” was a sub-package of “task”. In other words, the package “task” contained the
package “dependency” and both were dependent on each other. Creole displayed the two
packages by placing “dependency” inside “task”. Therefore, one could easily find out how “task”
was dependent on “dependency” by hovering over the arrows that go from individual classes of
“task” to the package “dependency” (see Figure 5.16). Creole’s nested representation, however,
did not provide an equivalent view about dependencies to the other direction, i.e. how the classes
within “dependency” are dependent on “task”.
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Figure 5.16. Creole Package Dependencies View
Text in the red box describes how “dependency” is dependent on the specific class.
The dependencies in two directions described above were equally supported by SA4J, which
provided both graphical and textual presentation of dependencies along with detailed information
such as types and weights (see Figure 5.17). Although the tool had all the necessary information
to answer questions, participants were often confused by its various features and options and
spent considerable time trying features that were not necessary relevant to questions, which led
them to score the lowest on the second question. Once they found the right feature to use,
answering question 3 was easy.
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Figure 5.17. SA4J Dependency View and Details

(a) Elements related to the package “dependency”
Clicking the arrow shows the relationship between “task” and “dependency” in (b).

(b) Relationship between two packages “task” and “dependency”

67

(c) Details about the relationship
Menu Æ Navigation Æ Details (Dependencies/Dependent tab) provides details.
Figure 5.18 show that the majority of participants used one tool/resource as their primary source
of information during Task 5. For participants in Condition A, the primary source of information
was code and most participants did not try other tools or resources to find answers. Heavy
reliance on source code during Task 4 and Task 5 indicates that participants in Condition A were
expecting to find code-specific information in code itself rather than elsewhere. On the other
hand, participants in Condition B and Condition C mostly used the tools and spent little time
looking at source code.

Tools/Resources Usage - Task5
Time Percentage (15 mins)

100%
90%
80%
70%
60%
50%
40%
30%
20%
10%
0%
A1 A2 A3 A4 A5 A6 A7 A8 A9 B1 B2 B3 B4 B5 B6 B7 B8 B9 C1 C2 C3 C4 C5 C6 C7 C8 C9

Subject ID
Source code (Eclipse)
SF Forums/Mailing lists
Creole
Others

SF CVS browse
SF Others
Augur

SF Statistics
GanttProject website
SA4J

SF Trackers
Version Tree
GanttProject application

Figure 5.18. Tools/Resources usage during Task 5 session (15 mins)
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5.2.6 Task Summary
The visualization tools seemed to have helped participants do some tasks but not all. Table 5.6
shows the percentage of the participants who completed each task (i.e. answering all questions in
time) by condition.
Table 5.6. Participants who completed each task (%)
Condition A

Condition B

Condition C

(male=6 / female=3)

(male=6 / female=3)

(male=6 / female=3)

Task 2

33% (33/33)

33% (33/33)

56% (50/67)

Task 3

44% (33/67)

78% (67/100)

56% (50/67)

Task 4

89% (83/100)

100% (100/100)

67% (67/67)

Task 5

78% (83/67)

22% (17/33)

56% (50/67)

# of participants who completed tasks
10
9
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1
0
2
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Figure 5.19. Number of participants who completed each task
(9 participants in each condition)
As shown in Figure 5.19, the number of participants who completed the tasks varied from task to
task. For the first three tasks (2, 3, and 4), the same or more participants in Condition B managed
to complete the tasks when compared with Condition A. In Task 5, however, only two
participants in Condition B completed the task whereas 7 participants completed in Condition A.
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The difference in Task 5 seemed to be associated to the property of Creole as described above.
For Condition C, the numbers were slightly higher than Condition A in Task 2 and Task 3 but
lower in Task 4 and Task 5. Although some participants in Condition B and Condition C could
not finish tasks in time due to their unfamiliarity with the tools, most participants learned how to
use the tools quickly and preferred using them to other available resources such as source code
and the websites.

Table 5.7 shows the mean scores by group. The scores are calculated for all participants based on
the questions they answered in time, i.e. a total score divided by the number of questions a
participant answered. For example, if a participant answered three questions in time and earned
27 points, his mean score was 9. The participants in Condition C scored higher than those in the
other two conditions for all tasks. Their heavy reliance on Augur and SA4J suggests that these
tools were helpful in looking for information about the project. The participants in Condition B
performed better than those in Condition A for the last two tasks but worse for the first two. The
low performance in Task 4 and Task 5 seems to be associated with participants’ unsuccessful
attempts to use Version Tree. As the tool usage patterns show (see Figure 5.10 and 5.12),
participants in Condition B tried Version Tree but did not find it very useful and switched to other
resources. Only a few participants used Version Tree persistently but they did not perform well as
discussed above. Having an addition tool in this case impacted their performance negatively
because they ended up spending time trying the tool rather than looking for information using the
web resources and source code as the participants in Condition A did. On the other hand, Creole
seems to have helped them do Task 4 and Task 5. Statistical analysis of the mean scores
(Kruskal-Wallis rank sum: two-sided, df=2) showed significant differences in the first three tasks;
(1) Task 2: chi-square=8.7496, p-value=0.0126, (2) Task 3: chi-square=6.3274, p-value=0.0423,
(3) Task 4: chi-square=7.9851, p-value=0.0185.

Table 5.7. Mean scores of each task by condition
Condition A

Condition B

Condition C

Task 2

4.32

3.79

7.31

Task 3

7.98

6.22

8.39

Task 4

7.07

8.06

9.10

Task 5

7.59

7.96

8.25
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Figure 5.20. Mean score of each task by condition
The mean scores were also analyzed by gender but no evidence of gender differences was found.

5.3 Post-session Questionnaire
At the end of each task (excluding the task 1), participants were asked to fill out a questionnaire
about their experience doing the task using the given tools and resources. The participants
answered the set of questions shown in Table 5.8 on a five-point Likert scale from strongly
agree(1) to strongly disagree(5). Their responses to Question 3 and Question 6 were converted
from negative to positive for the purpose of analysis.
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Table 5.8. Post-session questions

Q1

Questions
5-point Likert scale: (1) Strongly agree ~ (5) Strongly disagree
I had enough information to answer the questions.

Q2

I thought it was easy to find the answers.

Q3

I thought it was unnecessarily difficult to use the tools and resources.

Q4

I found the various functions of the tools and resources were well integrated.
I would imagine that most people would learn to use the tools and resources
very quickly.
I needed to learn a lot of things before I could get going with the tools and
resources.
I felt very confident using the tools and resources to answer the questions.

no.

Q5
Q6
Q7

Table 5.9. Response to the post-session questionnaire by group
(Mean of answers in each task)
Condition A

Condition B

Condition C

Task 2

3.15

3.25

2.63

Task 3

2.76

2.92

2.63

Task 4

2.40

1.84

2.70

Task 5

3.02

2.76

2.73

Table 5.9 shows participants’ responses to the post-session questionnaire by condition. Each
number represents the average of 7 responses in each task. Statistical analysis of the post-session
questionnaire data indicated significant differences between conditions in Task 4 (Kruskal-Wallis
rank sum: two-sided, chi-square=8.4242, df=2, p-value=0.0148). The individual questions that
had significant differences were 1, 2, 4, and 6 (p-values less than 0.05 for all questions). Note that
that the number of participants who completed Task 4 was higher in Condition B than those in the
other two conditions and Condition B performed better than Condition A (mean scores: Condition
A=7.21, Condition B=8.31). The positive responses of the participants in Condition B suggest
that they found Creole helpful and relatively easy to use. Although the differences were not
significant, participants in Condition C gave positive feedback about the environments and did
not feel the tools were very difficult to use. Given that it was their first time using Augur and
SA4J, participants’ favorable experience with the visualization tools and better performance in
some tasks make it promising to introduce similar visualization techniques to open source
environment.
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5.4 Summary
The chapter has presented the result of the experiment. The participants asked various questions
while learning about the project, which were not limited to the technical side of the project but
also about its community, contribution ideas, and available resources to get involved with the
project. Their initial exploration of the project’s websites and source code was positive and most
participants said that they had enough information to learn about the project. Analysis of the task
scores, however, revealed that participants in Condition A who had only the project websites and
source code were not as successful as participants in the other two conditions in answering
questions that are important to perform software development/maintenance tasks. The
participants in Condition C who had the visualization tools with diverse analytic features scored
high throughout the tasks. Participants in Condition B had two Eclipse plug-ins performed better
than those in Condition A in Task 4 and Task 5 but not in Task 2 and Task 3, suggesting that
having an extra tool could impact performance in a negative way. Overall, three visualization
tools (Creole, Augur, and SA4J) that we used in the experiment seem to have helped participants
do the tasks. The participants learned how to use the tools pretty quickly and preferred using them
to analyzing source code themselves although some participants were confused or distracted by
some features and busy displays.

The quantitative data collected from the questionnaires and observation made during the
experiment raised interesting research questions that need further investigation, for example,
gender differences in self-efficacy and interest toward OSS activities, interaction with various
visualization features, and challenges using tools commonly found in open source projects.
Chapter 6 summarizes the results of the study in connection with the research questions described
in Chapter 1 and discusses implication of our findings and directions for future research.
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6

Discussion

Based on the results of the experiment discussed in Chapter 5, this chapter answers our research
questions described in Chapter 1 and discuss other findings and implications on the design of
open source projects as a learning environment for newcomers to open source.

6.1 RQ1: What do people want to know about open source projects
when they consider joining them as developers?
Participants expressed their information needs through questionnaires, think-aloud protocol, and
follow-up questions after the experiment. The first thing that most participants wanted to know
was the purpose of the project, for instance, what the project was about, what the software would
be used for and what functionality it would provide for people. Another set of questions that were
asked by many participants were about the technical side of the project including the
programming languages used to implement the software, the platforms that the software runs on,
the development tools used, etc.

Some participants (about 22%) also mentioned in the questionnaire that they wanted to know how
the software would look and work. In fact, 18 participants (about 67%) looked for screenshots or
a demo application of the software while exploring the project’s website during the first task
session, available on GanttProject’s website. They wanted to see if the software that the project
was developing would be interesting enough for them by trying out the software or looking at its
screenshots or demo. For example, one participant said "I'm usually a visual person […] I want to
see something working".

The next thing that participants wanted to know about the project was its community. They asked
not only about the size of the community and its composition, but also how friendly and
supportive the community members would be, which suggests that making a good impression on
newcomers can be important to encourage them join a project. In relation to the supportiveness of
the community, participants also wanted to know if they would have enough information and help
to get involved and become active in the project. They looked for available support including
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communication channels (e.g. forums, mailing lists, IRCs, etc.) and documentations written
specifically for starters. 7 participants (about 26%) responded in the questionnaire that they
wanted to find some problems to start with or to contribute to, which was rather surprising in that
it was their first encounter with the project. However, participants looked for any features/bugs
that they could assist in fixing and open issues that might be suitable for new members. Although
further investigation is needed, failure to find a good start point easily may negatively affect one’s
motivation to get involved in a project.

6.2 RQ2: Do open source projects provide enough information about
the questions newcomers have when evaluating open source
projects?
In general, participants felt that they had enough information to answer their questions, although
they needed more time to get familiar with the tools/resources provided and to find the
information they were looking for. About 70% of the participants responded that they were happy
with the amount of information provided by the project websites and source code. The most
useful source of information was the website at SourceForge.net, its summary page in particular.
The summary page on the website provides links to all tools/resources provided by
SourceForge.net as well as an exclusive summary of a project. Participants used the summary
page to get a quick overview of the project and to navigate to other sources of information such as
forums, mailing list archives and trackers, which helped them learn about collaborators,
activeness, and pending issues of the project. GanttProject’s own website was also useful.
Especially, the “First time here?” section on the main page of the website drew participants’
attention, which provided the links to “Learn about GanttProject”, “See demo and screenshots”,
and “Download and install!” for newcomers to the project.

Although the overall responses were positive, some participants mentioned that more
documentation, screenshots and information on developers would help them better understand the
project. The rest of the participants (about 30%) had negative opinions and said that the
information they had was lacking either in quality or in quantity. They needed more details (e.g.
“They could definitely be improved. Concrete information was scarce.”, “I think they are not so
detailed as I needed. I had to browse and follow several links to understand more about the
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project.”) or technical information or resources (e.g. “I needed more than what was given. I
wanted an idea about the layout of the classes.”, “I might need more tools to analyze the
project.”).

6.3 RQ3: Do open source projects provide the information that is
essential to perform software development/maintenance tasks?
To answer this question, we first had to find important questions for people who perform software
development and maintenance tasks. To this end, we reviewed previous studies on software
development and maintenance and categorized the questions that were important for or frequently
asked by software developers or maintainers to perform their tasks. Based on the categories and
example questions drawn from the four previous studies (see 4.5 Task in Chapter 4), we created
our tasks and sub-questions about contributors, history of the project, structure of code and
relationship between elements, and impact of a change that are suitable for the OSS project that
we selected for our experiment. Performance of participants in Condition A showed that the
project websites and source code had enough information to answer simple questions such as
finding active contributors or finding the most recent change in a package but not those that
require a long-term or high-level view of the project. For instance, participants were successful
finding the most recent change made in a package or the most active code contributors of the
project but had difficulty answering how a package had changed over a period of time or where in
the code those contributors were working. Although failure to answer the latter questions may be
due to time constraints, the tools/resources participants used during the experiment (e.g. CVS
Browse page, forums, mailing list archives, trackers) did not provide an efficient way to find
aggregated information about contributors, their contributions, and evolution of the project. One
participant said “The SourceForge repository can be made more interactive and user-friendly.
This would make it look less geeky/daunting for first-timers.”

The Statistics page on the website provided some statistics of the project. However, participants
did not find it very useful because the page was primarily on the activeness of a project (e.g.
traffic of the project website, number of downloads, tracker activity, CVS activity) and did not
provide much information for developers. The tools/resources were even more limited answering
the code-specific questions in Task 4 and Task 5. Most participants in Condition A used source
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code exclusively to answer the questions. Although the built-in search of Eclipse IDE helped
them to a certain extent (e.g. finding names), participants had to scan source code file by file to
understand relationships and dependencies between elements, which was challenging due to time
pressure. A lack of comments in code and documentation made the tasks even more challenging.
Many participants mentioned that the code was poorly documented and they either could not find
documentation or needed more.

6.4 RQ4: How can newcomers be better supported in the learning
process associated with joining open source projects as developers?
While there are various ways to support newcomers in learning about OSS projects, our study
specifically investigated the potential benefits of information visualization by introducing to
participants in Condition B and Condition C the tools that visualize history of changes or
structure of code and relationships between elements and compare their performance with that of
participants in Condition A. Analysis of their task scores and the number of participants who
completed each task indicated that the visualization tools were helpful for some tasks but not all.
For example, in Task 2 and Task 3, the mean scores of Condition B were lower than those of
Condition A although participants in Condition B had Version Tree in addition to the tools
provided to Condition A. The low performance of Condition B was due to Version Tree’s
inability to visualize changes made to multiple files such as an entire package or project. Version
Tree was not more efficient than CVS Browse page on the website in finding information in a
package or project level. Having additional tool in this case did not improve performance and
instead affected it negatively. The other tools (Creole, Augur and SA4J) seemed to have helped
participants find information about the project. Participants in Condition B generally scored
higher than those in Condition A in Task 4 and Task 5 with help of Creole. Most participants
learned how to use Creole quickly and found it very useful understanding dependencies between
elements (especially within a package) as reflected in the post-session questionnaire.

The mean task scores of Condition C were higher in all tasks than those of the other conditions,
suggesting that the standalone tools, Augur and SA4J, were more helpful than the plug-ins
available in Condition B. This might be because the standalone tools had more feature filled than
the plug-ins. However, such features also increased complexity of the tool so that participants
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often got confused and spent significant time trying things that were not useful for the tasks. In
particular, many participants who used SA4J were overwhelmed by its variety of features and got
distracted by some features that were not introduced during the tutorial. One participant in
Condition C said “I best liked having many options find the information, many ways to explore
the code, and multiple views of data. I least liked the overcomplexity of the tools, very busy UI's
and too many distractions (too much info presented at times).” Although the learning curve and
complexity of SA4J was higher than that of Creole or other tools/resource provided as default and
therefore fewer participants in Condition C completed Task 4 and Task 5, their mean task scores
were higher than those of the other conditions, which indicates that SA4J might have been
inefficient but effective in doing the tasks. Performance of Condition C in Task 2 and Task 3
suggests that Augur was also helpful. Its author-activity views and number-of-lines graphs helped
participants find what changes had been made by each author and when and where in the code
those changes were made without going through actual code. And such information was
visualized in various levels from a line of code to the entire project, which saved them time and
efforts finding information about contributors and evolution of code base.

Our experiment also revealed some interesting findings that we believe are worth sharing. First,
the data collected from the pre-session questionnaire showed that female participants had lower
self-efficacy in asking help from other community members or answering their questions, both of
which require close interactions with other community members. Females’ lower self-efficacy in
such activities may be related to the gender differences observed in previous studies on computer
science education. In view of females’ active involvement in other types of online communities, it
is not likely that females are reluctant to interact with people online. It is more likely that
females’ different behavior is attributed to some factors that differentiate open source projects
from other online communities, for instance, perceived difficulties in software development,
collaborative learning and decision making, and implicit expectations about participants’ ability
or level of knowledge. Another possible explanation is that females may be more afraid of or
vulnerable to criticism or flaming than males. Incidents that they have experienced or observed in
other types of online discussion may have affected females’ responses. Active interaction is one
of the most significant elements in one’s active involvement in OSS activities. Low self-efficacy
in interacting with other community members may greatly affect his successful entrance to an
OSS project and role transition in the community. Further investigation on gender differences in
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OSS activities will be needed to verify our initial findings and have a better understanding of
understand gender imbalance in OSS development.

Second, our results did not show any gender differences in performance. Although female
participants had less programming experience than the males, they performed equivalently with
male participants. The empirical results of our study may contribute to future studies on gender
differences in software use and performing software development/maintenance tasks.

Third, many participants pointed out the lack of information for starting developers. The forums,
mailing lists archives, and trackers for bug reports and feature/support requests had a lot of
information about development, but participants were not sure about where to start and seemed
overwhelmed by the amount of information (e.g. postings, emails, reports) they might need to go
through to find useful information, which is in line with the problem of learning curve and
information overload we discussed in Chapter 2.

Most participants in Condition B and Condition C commented that providing visual information
such as class diagrams or dependency views offered by Creole and SA4J would help new
developers get a big picture of existing code and find problems to work on. We notice during the
first task that some participants jumped into code right away when they were asked to explore and
learn about the project. They checked if the existing code was well structured, well written, and
properly commented. But at the same time understanding code written by others and dealing with
a large code base were perceived as challenging as one participant commented, “I could look at
the source code. but then.. if I had a bigger problem, my solution, finding a solution would
directly be dependent on my time and not using the tools. Because looking at the source code,
which is manual working..”. Providing more efficient way to hand a large amount of information
and visual information for understanding code may alleviate the learning curve and information
overload experienced by new developers.

Introducing new features to an existing environment, however, should be preceded by careful
evaluation of the new features and consideration of the existing environment. As discussed above,
new features may increase efficiency of task performance but can decrease effectiveness. The low
task completion rates of Condition C in Task 4 and 5 indicate this tradeoff between efficiency and
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effectiveness. Our experiment of integrated versus standalone tools also showed that the number
of available features and their complexity introduce a similar tradeoff. For instance, Creole
helped more participants complete the tasks compared with SA4J although its features and
functionalities were not as diverse or powerful as those of SA4J. Thus, improvement of current
open source environments needs be made based on a solid understanding of the needs of users
and careful assessment of benefits and risks associated with introducing new features to existing
environments.

This chapter answered our research questions and discussed other findings of our study. The
difficulties experienced by participants in Condition A and the improved performance of
participants in Condition B and Condition C in some tasks lead us to believe that OSS projects
need to improve the information they provide for newcomers and provide better tools/resources
for them to learn things that are essential in performing development and/or maintenance tasks as
members. And information visualization seems to be a possible option for improving the design
of OSS projects for newcomers and supporting their learning process although types of
visualization and benefits and risks associated with them should be carefully considered before it
is introduced to the current environment.
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7

Conclusion

Joining an open source project and becoming an active member is not easy. It requires learning
about the current status and history of the project, its community, technical aspects of the
software being developed, inner workings such as conventions and norms, etc. Such learning may
be supported by other members of the project but is essentially left to the individual because of
voluntary and informal nature of open source project and the tendency to “lurk” as observed in
previous studies on online communities. Thus, learning about an open source project often takes a
form of self-learning utilizing development artifacts and tools/resources provided by the project.
However, little attention has been paid to the learning process of newcomers to open source
projects and the environment where the learning takes place.

Our study of newcomers to an open source project and their performance answering questions
about the project has showed that the tools/resources provided by the project did not provide an
efficient way to find information that may be important to perform development/maintenance
tasks. They were desirable for exiting collaborators in generating and maintaining information but
were not suitable for newcomers who want to learn from existing archives because they mostly
dealt with text-based information and did not provide advance features for processing
information. Our experiment with information visualization suggests that providing visual
information to newcomers may alleviate the difficulties they experience while managing a large
amount of information and enhance their learning experience. Our findings show that even
novices with little training were able to benefit from these tools. We believe that features that
help deal with existing development artifacts and find useful information from them should be
integrated into the environment of open source projects and made available to newcomers.

We have also identified many research questions in the process, such as gender and self-efficacy
in OSS activities, tradeoffs between effectiveness and efficiency of visualization tools, use of
software features in software comprehension (open source in particular), the source of initial
contribution ideas and the process that newcomers undergo to find them, and differences between
closed source developers and open source developers in the questions they ask to perform
software development/maintenance tasks, which are left for future work.
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Although our experiment used one particular open source project and a set of questions that had
been recognized as being important in traditional software development, we believe that our study
contributes to the study of open source by shedding light on newcomers and their learning
environment and providing empirical data that could be used in the development and validation of
future research. We hope our findings will draw more attention to newcomers to open source
projects and invite more researchers to conduct studies to improve the open source environment
for providing them with better learning experience.
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Appendix G: Tasks

Step1.
1.

You are thinking about joining an open source project but don't know which one is good for
you. You decide to look for a project at SourceForge.net and come across a project that looks
interesting. The name of the project is "GanttProject".
You are on the main page of the project. You have 10 minutes to freely explore the website to
try and decide if this is a right project for you to join. You may go anywhere you would like
to go in the website. You may also browse the source code using Eclipse.
You will be alerted when the 10 minutes are up.
Please remember to speak aloud as you browse the website.

This step has two purposes:
(1)

Understand what you would like to know about the project and how you use the
project website and the source code to find the information.
e.g. project community, contributors, activities, source code, etc.

(2)

Subject ID:

Get you familiar with the think-aloud protocol. Therefore, speak aloud. Talk about
anything, for example, what you are looking for, where you expect to find it, what
you think about the website and the project, etc.

1/5 tasks
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1.

What did you want to know about the project?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

2.

Were you able to find the information? If Yes, where did you find the information? If No, where did
you expect to see the information?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

3.

What were the most useful tools and/or resources to find the information?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

4.

Do you think the tools and/or resources you had were useful in getting to know about the project?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

Subject ID:

1/5 tasks

100

Step2.
You are quite impressed with the project and decide to join it. You have also checked out the
code from its CVS repository. However, you are not sure where to start and how to get involved
with the project. Maybe you need to know more about the project.
Below are some of the questions you have. Find the answers to the following questions using any
tools and/or resources you have.
You have 10 minutes to answer the questions and will be alerted when the 10 minutes are up.
You may proceed to the next anytime you feel you have completed the task.
Please remember to speak aloud as you look for the answers.

1. Who are the most active code contributors? Name three of them.
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

2. Where in the code are they working?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

3. How large (lines of code) is the code base of the project?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

4. Find information about the changes to the CVS repository over the last 12 months (e.g.
number of changes, lines of code added or deleted, authors, etc.).
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

Subject ID:
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Please rate how strongly you agree or disagree with each of the following statements by placing a check
mark in the appropriate box.
Strongly
Agree

Agree

Undecided

Disagree

Strongly
Disagree

I had enough information to answer the
questions.
I thought it was easy to find the answers.
I thought it was unnecessarily difficult to use
the tools and resources.
I found the various functions of the tools and
resources were well integrated.
I would imagine that most people would learn
to use the tools and resources very quickly.
I needed to learn a lot of things before I could
get going with the tools and resources.
I felt very confident using the tools and
resources to answer the questions.

What questions were the easiest/most difficult to answer?
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
What tools and/or resources did you find the most useful/not useful?
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………

Subject ID:
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Step3.
You've spent some time learning about the project and think it's time to do something for the
project, for example, contributing your code. The package "task"
(net.sourceforge.ganttproject.task under ganttproject/src), seems interesting, which might be a
good starting point. Before writing code, you think you should get some information about the
existing code.
Below are some of the questions you have. You may use any tools and/or resources you have to
find the answers.
You have 10 minutes to answer the questions and will be alerted when the 10 minutes are up.
You may proceed to the next anytime you feel you have completed the task.
Please remember to speak aloud as you look for the answers.

1. Find the contributors who know about the package. Name three of them.
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

2. When was the most recent change made in the package and who made the change?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

3. How has the package been changed since it was first created in terms of size (lines of code)?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

4. What should you need to know to make a change in the package and to submit it?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

Subject ID:
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Please rate how strongly you agree or disagree with each of the following statements by placing a check
mark in the appropriate box.
Strongly
Agree

Agree

Undecided

Disagree

Strongly
Disagree

I had enough information to answer the
questions.
I thought it was easy to find the answers.
I thought it was unnecessarily difficult to use
the tools and resources.
I found the various functions of the tools and
resources were well integrated.
I would imagine that most people would learn
to use the tools and resources very quickly.
I needed to learn a lot of things before I could
get going with the tools and resources.
I felt very confident using the tools and
resources to answer the questions.

What questions were the easiest/most difficult to answer?
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
What tools and/or resources did you find the most useful/not useful?
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
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Step4.
While browsing the code, you find that the package “task” (net.sourceforge.ganttproject.task)
is related to another package called “dependency”
(net.sourceforge.ganttproject.task.dependency) and want to know more about “dependency”.
Here are some of the questions you have. Find the answers using any tools and/or resources you
have.
You have 15 minutes to answer the questions and will be alerted when the 15 minutes are up.
You may proceed to the next anytime you feel you have completed the task.
Please remember to speak aloud as you look for the answers.

1. How many classes does “dependency” have? And how many interfaces?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

2. Find the classes that are heavily interacting with other classes in the package “dependency”?
Name 2 of them.
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

3. Suppose you want to change the class “SearchKey”. Which classes of the package
“dependency” will be directly affected by this change?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

4. Which of them is the most dependent on “SearchKey”? Describe the dependency.
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

Subject ID:

4/5 tasks

105
Please rate how strongly you agree or disagree with each of the following statements by placing a check
mark in the appropriate box.
Strongly
Agree

Agree

Undecided

Disagree

Strongly
Disagree

I had enough information to answer the
questions.
I thought it was easy to find the answers.
I thought it was unnecessarily difficult to use
the tools and resources.
I found the various functions of the tools and
resources were well integrated.
I would imagine that most people would learn
to use the tools and resources very quickly.
I needed to learn a lot of things before I could
get going with the tools and resources.
I felt very confident using the tools and
resources to answer the questions.

What questions were the easiest/most difficult to answer?
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
What tools and/or resources did you find the most useful/not useful?
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
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Step5.
You now want to figure out how the package “dependency” is related to the package “task”.
Below is the information you need to find out. Find the answers to the questions using any tools
and/or resources you have.
You have 15 minutes to answer the questions and will be alerted when the 15 minutes are up.
You may proceed to the next anytime you feel you have completed the task.
Please remember to speak aloud as you look for the answers.

1. How are the two packages related?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

2. Which class of the package “task” is the most dependent on the package “dependency”?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

3. Which class of the package “dependency” is the most dependent on the package “task”?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

4. How and where would you find the information that might be useful in understanding the
existing code?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

Subject ID:
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Please rate how strongly you agree or disagree with each of the following statements by placing a check
mark in the appropriate box.
Strongly
Agree

Agree

Undecided

Disagree

Strongly
Disagree

I had enough information to answer the
questions.
I thought it was easy to find the answers.
I thought it was unnecessarily difficult to use
the tools and resources.
I found the various functions of the tools and
resources were well integrated.
I would imagine that most people would learn
to use the tools and resources very quickly.
I needed to learn a lot of things before I could
get going with the tools and resources.
I felt very confident using the tools and
resources to answer the questions.

What questions were the easiest/most difficult to answer?
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
What tools and/or resources did you find the most useful/not useful?
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………
…………………………………………………………………………………………………………………

Subject ID:
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Appendix H: Post-Session Questionnaire
1. What are your overall impressions of the tools and resources you've used to find the answers
to the questions?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

2. What are the three things you like best about the tools and resources? What are the three
things you like least?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

3. If you could make one significant change to the tools and resources, what change would you
make?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

4. Are there any information, materials, or features you would like to see added to the tools and
resources? What are they?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

5. Do you think the tools and resources are useful to newcomers to a project? If yes, why so? If
no, why not?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….

6. Do you have any other final comments or questions?
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
…………………………………………………………………………………………………………….
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