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Rapid Hardware Implementations of Classical Modular Multiplication

Chapter 1
Introduction

The RSA cryptosystem [1] is one of the most important algorithms in the field of cryptology.
It is the only public-key cryptosystem in common use, as it combines ease of implementation

and analysis with excellent cryptosecurity. In addition to privacy, RSA can be used for many

other purposes, such as digital signatures. The main disadvantage of RSA is speed. Modern

digital networks are capable of achieving speeds which are orders of magnitude faster than

the fastest known RSA implementation. This is due to the large amount of computation
which must be performed to encrypt plaintext or decode cyphertext. Thus, there is a great
demand for faster implementations of RSA.
1.1

The RSA Cryptosystem

The RSA cryptosystem works as follows. Select a pair of large prime numbers P and Q,

and compute their product N. For purposes of strong cryptosecurity, P >> Q should be
chosen. Next, compute 43(N), the Euler totient function of N, equal to (P - 1)(Q - 1).
Select e coprime with (1)(N) and compute d = e-1 mod 41(N). The quantity N is known
as the public modulus, and e is known as the public exponent. Together, they are known as

the public key. These values should be published. P and Q are known as the secret primes,
and d is the private exponent. These values should be kept secret. If any one of these three
values is revealed, RSA is broken.
Suppose Alice wishes to send a message M to Bob, and prevent it from being intercepted

by an adversary. To encrypt plaintext M into cyphertext C, Alice need only look up Bob's
public key in a directory, and compute

C = Me mod N

(1.1)

When Bob receives the message, he decrypts it as follows:

M = Cd mod N

(1.2)

2

The cryptosecurity of RSA depends on the fact that factoring (given N = PQ, finding
P and Q) is computationally intractable for large numbers. It also depends on the fact that

the discrete logarithm problem (given M, C, and N, finding d such that M = Cd mod N)

and the discrete root problem (given C, e, and N, finding M such that C = MC mod N)

are computationally intractable when the factorization of N is unknown. However, the
discussion of such issues, as well as the discussion of cryptanalysis of RSA, protocol issues,

or any other issue dealing with cryptology, are beyond the scope of this paper. Details on
these issues can be found in [2]. An excellent bibliography covering the science of cryptology

is also available in the final section of [3].

The first implementations of RSA were in software, and there are still many software

implementations of RSA available, such as PGP (Pretty Good Privacy). However, many

applications of cryptography require performance much greater than can be achieved in
software; hence hardware implementation of RSA has been a topic of great research interest.

1.2

Implementation of RSA

Cryptosecurity requires that the RSA modulus be an extremely large number, at least
512 bits in length. Moduli of 1024 bits, or even 2048 bits, are not uncommon. Thus,
modular exponentiation on numbers of this magnitude is required. Unfortunately, modular
exponentiation is a computationally intensive calculation.

There are two basic algorithms for implementing modular exponentiation [4]. These

differ in the order in which the bits in the modulus are scanned. Figure 1.1 shows both
algorithms. Each algorithm has its advantages and disadvantages. The left-to-right algo
rithm is easily adapted to use higher radices or bit recoding techniques, such as canonical
recoding [5], whereas the right-to-left algorithm is much more easily parallelized. In addi
tion, there exist several adaptive algorithms for modular exponentiation which offer slightly

better performance. However, discussion of modular exponentiation, other than the cursory

treatment given in this chapter, is beyond the scope of this thesis.

For both algorithms, either one or two modular multiplications (computation of P =
MB mod N) must be performed during each iteration. On average, exponentiation using
an n-bit modulus will require 3n/2 modular multiplications. If modular multiplication can
be made faster, the performance of RSA can be greatly increased.
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Algorithm:Left-to-right exponentiation algorithm
Input:
N The RSA modulus (an n-bit number)
e The public exponent(private) exponent
M The plaintext(cyphertext)
Output: C The cyphertext(plaintext)
1.

if es_i = 1 then

CM

la.
lb. else C
2. for i
n
2a.
2b.
2c.
3.

1

2 downto 0

C C(modN)
if ei = 1 then
C C M(modN)
return C
C

Algorithm:Right-to-left exponentiation algorithm
Input:
N The RSA modulus (an n-bit number)
e The public exponent(private) exponent
M The plaintext(cyphertext)
Output: C The cyphertext(plaintext)

1. C4-1
2.

S

M

3. foriiOton-1
3a.
3b.
3c.
4.

if ei = 1 then
C C S(modN)
S
S S(modN)

return C

Figure 1.1: Algorithms for modular exponentiation.
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Some modular multiplication algorithms introduce an unwanted factor c in the product-

that is, instead of computing P = M B mod N, they compute P = M B c mod N.
(Multipliers using Montgomery's algorithm [6] [7] are excellent examples of this). To deal

with this difficulty, the modular exponentiation algorithms must be modified, as shown in

Figure 1.2. It is assumed that the value c-2 is precomputed and available. As the initial

multiplications contain this factor of c-2, the product will contain a factor of c-1. In
all of the multiplications contained within the loop, both the multiplicand and multiplier

contain a factor of c-1, thus the product will contain a factor of C-2 c = c-1. The final
multiplication, simply by 1, eliminates this factor of c-1, producing the correct result. Note

that corrections must be made only at the beginning and the end of the exponentiation
process. No extra steps are needed inside the loop. Thus, there is very little performance
impact caused by this modification.
1.3

Topics covered

This thesis covers implementation of modular multiplication in hardware. Several different
modular multiplication techniques are analyzed, both for performance, and for correctness.
In addition, new techniques for improving modular multiplication are introduced.

This thesis is organized as follows: Chapter 1 simply serves as an introduction to the
topic at hand. Chapter 2 introduces several fundamental concepts which are necessary for
practical implementation of modular multiplication; namely, redundant arithmetic (such as

carry-save, delayed-carry, and signed digit numbers) and sign estimation. Readers famil

iar with these topics can skip this chapter. Chapter 3 covers radix-2 implementations of
RSA multiplication, paying particular attention to different techniques used to perform the
modulo operation, as well as examining many different optimizations which can be used to

increase performance. Chapter 4 extends this discussion to higher radices, and performs
some rudimentary scalability analysis. Chapter 5 deals with methods of pipelining modular
multiplication, particularly high-radix implementations, in order to deal with the scalability
problem.

There are several topics not covered in this thesis. The focus of this thesis is almost
entirely at the algorithmic level, and ignores many issues facing the circuit designer, such
as clock skew, control logic, I/O, routing concerns, and the like. In addition, several classes

of modular multiplication algorithms are not dealt with, such as systolic implementations
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Algorithm:Left-to-right exponentiation algorithm
Input:
N The RSA modulus (an n-bit number)
e The public exponent(private) exponent
M The plaintext(cyphertext)
c An unwanted factor introduced by multiplication.
Output: C The cyphertext(plaintext)
1.

la.

if en_i = 1 then

C M C-2

lb. else C F 1 C-2
2. for i
n 2 downto 0
2a.
C C C(modN)
2b.
if ei = 1 then
2c.
C
C M(modN)
3. C C 1(modN)
4.

return C

Algorithm:Right-to-left exponentiation algorithm
Input:
N The RSA modulus (an n-bit number)
e The public exponent(private) exponent
M The plaintext(cyphertext)
c An unwanted factor introduced by multiplication.
Output: C The cyphertext(plaintext)
1 .

C 4- 1 C-2

S 4- M C-2
for i 0 to n 1
if ei = 1 then
3a.
2.
3.

C S(modN)
S S(modN)
4. C E- C 1(modN)
5. return C
3b.
3c.

C

S

Figure 1.2: Algorithms for modular exponentiation, where the multiplication operation
introduces an unwanted factor c.
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[8] [9], and implementations using Montgomery's modular multiplication algorithm [6] [7].

The reader is referred to these sources for information on these topics.
1.4

Assumptions and Nomenclature

Throughout the paper, an attempt has been made to use a fairly consistent nomenclature,

to aid the reader in his/her understanding of the concepts discussed. The nomenclature
which has been utilized is as follows. N refers to the modulus. P is used to refer to the
modular product, and the subscripted version Pi refers to the accumulated partial modular

product after i iterations. PI refers to a partially-reduced or non-reduced version of Pi. M

and Bi are the multiplicand and the multiplier, respectively, and B, refers to the ith digit
of the multiplier.

The variable n refers to the number of bits in the modulus n. qt is to the quotient
calculated in the ith iteration, in the process of performing modular reduction on the partial

products.

is an estimate of qi. The variable 5 refers to the number of bits the modulus

is shifted left, to reduce the dependencies of q' and speed up the calculation. The variable

a refers to the number of bits required to store q', and r is the power of the radix used.
The terms w and t are parameters for sign estimation, and k and g are used to indicate the
maximum ratio of the partial products to the modulus.

Superscripts, such as 2', at all times indicate exponentiation. Subscripts NOT sur
rounded by parentheses indicate time-qi represents the value of q in the ith cycle. Subscripts

surrounded by parentheses indicate a particular bit or digit of a number.
It is assumed that the modulus N, being an n-bit number, lies in the range [2n-1, 2n

It is also assumed throughout that n is odd.

I].
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Chapter 2
A Review of Redundant Arithmetic
In this chapter, we shall review the concept of redundant arithmetic. Several different
redundant number systems will be introduced and analyzed. In addition, a method of
quickly estimating the sign of redundant numbers, an operation required for rapid modular
multiplication, will be discussed. Readers who are familiar with this material may skip this

chapter; it is intended primarily as a review.

Redundant number systems

2.1

Using conventional number systems, addition and subtraction require 0(n) time with a
carry-propagate adder, and 0(log n) time using methods such as carry-lookahead or carryselect adders. All of these techniques are far too slow for use in rapid modular multipliers.

Hence, redundant number systems are often used instead, as these systems can perform
addition and subtraction in 0(1) time. These number systems include carry-save arithmetic,
delayed-carry arithmetic, and signed-digit arithmetic.

2.1.1

Carry-save arithmetic

In carry-save arithmetic [10] [11] [12], each digit is chosen from the set {0, 1, 2} instead of

{0, 1} as is the case for standard binary arithmetic. One consequence of this change is that

the range is effectively doubled-an n-digit carry-save number can represent any integer
in the range [0,2'2+1

2].

Another consequence is that numbers no longer have unique

representations. For example, the number 8 can be written as 1000, 0200, 0120, or 0112.

Carry-save numbers can be extended to include negative integers with the same tech
nique used to extend standard integers, two's complement representation. To accomplish
this, we simply choose the highest digit from the set {0, -1, -2 }. This gives us a range of
[-2n, 2n

2]. We shall call this representation signed carry-save. Note that 0 does not have

a unique representation in this format (0 is unique, however, in the unsigned case.)

Since each digit in a carry-save number can assume one of three states, two bits are
required to represent a carry-save digit. Usually, the bit combination 00 is used to represent

the digit 0, 01 and 10 both represent 1, and 11 is used to represent 2. Thus an n-digit carry

8

Assume X is an n-digit carry-save number.
X refers to the entire number.
X(i)(0 < i < n) refers to the ith digit of the number, which can be 0, 1, or 2.
X(3) and X(c) refer to the entire sum and carry portions, respectively.
X(3,1) refers to the ith digit of the sum portion, and
X(c,i) refers to the ith digit of the carry portion.

Figure 2.1: Notation used to represent carry-save numbers.

save number requires 2n bits to store. Frequently, the two bits which make up each digit

are referred to as the sum bit and carry bit. This nomenclature will become clear when
addition with carry-save numbers is discussed. Figure 2.1 gives the notation which will be
used in this paper to describe carry-save numbers.

Addition using carry-save numbers
The most important property of carry-save numbers (and other redundant representations)

is that addition can be performed in 0(1) time. A simple circuit to implement addition of
a carry-save number to a binary number is given in figure 2.2. Notice that the carry output

of each full adder is fed into the next digit, whereas the sum output is placed in the same
digit register. The two bits which make up each carry-save digit are called the sum bit and

the carry bit to show from where they are derived. For standard carry-save numbers, these
two bits are equivalent, but for delayed-carry numbers, discussed below, they are not.

Two carry-save numbers can be added by cascading two such adder networks. If many

terms need to be added, this can be done efficiently by continuing to cascade adders, and

n terms can be added in 0(n) time with such a structure. If a Wallace tree [10] is used, n
terms can be added together in 0(log n) time, but the area required is quite expensive, and

the layout of Wallace trees tends to be irregular. Subtraction can be performed by adding
the two's complement.

2.1.2

Signed-digit arithmetic

The signed-digit number system [13] (or redundant signed-digit system, as it is often called

in the literature) is a redundant system in which each digit is chosen from the set {0,1, 1}

9
Dn.2

Dn.1

Bs,r1.2

Bs,n-1

kn..'

Ac,n

As,n-1

Ac,n-1

DO

02

Bc,n_2

Bs.0

Bs,1

135,2

Bc 2

Bc,1

Gin

As n-2

Figure 2.2: An array of full adders, for adding a carrysave number to a standard binary
number

(the digit 1 is often written as T., so as not to be confused with a subtraction operation).
Thus, and n-digit signed-digit number has a range of [ (2"

1), 2"

1]. Also, unlike signed

carry-save numbers, zero has a unique representation.
As with carry-save, each digit can assume one of three states, thus two bits are required

to store each digit. The most intuitive mapping is to have a positive bit and a negative

bit. The digit 1 is stored as 01, T as 10, and 0 as either 00 or 11. Note that using this
representation, the value of a digit is not preserved if the bits are transposed. In fact,
transposing the bits has the effect of negating the digit. In this thesis, a notation similar to

that given in Figure 2.1 will be used to describe signed-digit numbers, but with X(p) and
X(n) (for positive and negative) used instead of X(s) and X(e).

Addition using signed-digit numbers
Addition using signed-digit numbers is quite similar to that with carry-save numbers, except

that the sign of the operands becomes a concern. Consider the basic full-adder as shown

in Figure 2.2. In order to add a signed-digit number to a positive, nonredundant binary

integer, one of the inputs must be interpreted as a negative quantity. If a subtraction is

needed, then there will be two negative inputs. Table 2.1 shows the truth tables for a
standard full adder, and the modified adders needed for signed-digit numbers. In the case
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Standard Full Adder
X+Y+Z C S

X

Y

Z

0

0

0

0

0
0
0

0

1

1

1

0

1

1

1

0
0

1

1

0

1

1

1

1

0

1

0
0
0

2

1

0

1

1

2
2
3

Adder with 1 Minus Term
C
S'

X+YZ

1

0
-1

1

1

1

0

0

0

0

1

1

1

1

0
2

0

1

0
0

1

1

1

0

0

0

1

Adder with 2 Minus Terms
C
S

XYZ

0

0

1

1

1

0
-1
-1

1

1

0

-2

1

0

1

1

1

0
0

0
0
0

0
0

1

1

0
0
-1

1

1

1

Table 2.1: Truth tables for full adders with zero, one, and two negative terms.

of a single negative input, the output can lie in the range [-1, 2]. To facilitate this, the
carry-out is defined to be positive, and the sum is defined to be negative. For two negative

inputs, the range of the outputs is [-2, 1], and the carry-out is taken to be a negative
quantity, and the sum is positive.
By examining the table, one can easily see that the adders with minus terms are simply

standard full-adders with strategically placed inverters. The fact that these inverters are
needed is a drawback of signed-digit numbers, as these inverters increase slightly the delay

of the adder, as well as increasing the area required.

An alternate representation for signed-digit numbers
If the representation just described is used, then the value of a digit is inverted if its bits
are transposed. The bit pattern 01 represents the digit 1. Transposing it gives the pattern
10 represents T. This is undesirable, as transposing these two bits will result in error. This

is not a problem for carry-save numbers, where 10 and 01 both represent the same digit,

1. This problem can be solved, however, by using an alternate representation, where 00
represents 1, 01 and 10 represent 0, and 11 represents 1. In other words, the negative bit
is inverted. This scheme we shall call inverted negative representation. Another advantage
becomes apparent when we examine Table 2.2, which shows the adder tables for this method.

The standard full-adder block can be used regardless of how many negative bits we use.
This saves us both time and area, and makes circuit design simpler.
There is one important detail which must not be overlooked, however. In carry-save and

the standard signed-digit representations, any unused bits were assumed to be zero.
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Standard Full Adder
C S

X

Y

Z

X-FY+Z

0
0
0

0
0

0

0

1

1

1

0

0

1

1
1

Adder with 1 Minus Term
C
S'

X+YZ

Adder with 2 Minus Terms
C
S

XYZ

0
0
0

0

-2

1

1

-1
0
0

0

1

1

0

0

1

0

0

1

-1
-1
0
-1

0

1

1

1

1

1

1

0
0

0
0

1

1

0
0

1

0
0

1

1

2

1

1

1

1

1

0

1

0
0
0

1

2

1

0
0

0

1

1

1

I

0

1

1

1

2
2
3

1

1

0
0
0

0

1

0

1

1

Table 2.2: Truth tables for full adders using inverted negative representation.

In inverted negative representation, any unused negative bits must be set to 1, not 0, as 1
represents the 0 condition whereas 0 represents -1.

2.1.3

Delayed-carry arithmetic

Delayed-carry numbers are a subset of the carry-save numbers, originally proposed by Norris

and Simmons [14]. Like carry-save numbers, they are a redundant binary form whose

digits are chosen from the set {0,1, 2}, however delayed-carry numbers have an additional
restriction-X(s,i) X(c,i+i) must be equal to 0 for all i. One immediate consequence of this

is that between any two 2 digits, there must be at least one 0 digit. This restriction is very
useful, as it allows us to speed up the basic adder cell. The range of delayed-carry numbers

is slightly less than the range of carry-save numbers; an n-digit delayed carry number can
range from 0 to 2n + 2n-1

1.

An excellent explanation of delayed-carry numbers is given in [15], and we shall repeat

the important points here. Addition can be carried out by the algorithm in Figure 2.3.
Notice that the term B(0 P(c) is equal to B(c) 2B(8) 2D. Since the delayed-carry property

implies that B(0 2B(8) = 0, it is therefore true that .13(c) P(c) = 0. Thus, the addition
T 4 P(c) + B(0 in step 3 can be performed by an array of OR gates operating in parallel,

as no carry terms will ever be generated. Also, the first two statements and the last two
statements represent nothing more than arrays of half-adders, thus P = P(c)+P(s) = B(3)+D
and A = A(c) + A(5) = P(5) + T. Combining these equations gives the following:

A = P(s) + T
= P(s)+ P(c) + B(c)
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Algorithm:Addition of delayed-carry numbers
Input:
B (an integer stored in delayed-carry form),
D (an integer stored in standard binary form).
Output: A, the sum of B and D, stored in delayed-carry form.
1.

P(,) f 2(B(s) D)

2.

P(,) 4-- B(s) ®D)

3. T + Pic) + B(,)
4. Al,) 4 2(P(s) T)
.

5.

A
__.(s)
4 P(s) ® T

Figure 2.3: Algorithm for a delayed-carry adder.

= P + B(,)
= B(.9)+ D + B(,)

=B+D
Thus, the algorithm is correct.
A circuit which implements this algorithm, along with the hardware for a standard full

adder, is given in Figure 2.4. Both adders use the same amount of hardware. However,

the critical path for the carry output of the delayed-carry adder is shorter than for the
carry-save adder (3 gate-delays vs. 4 delays, assuming 1 delay for an AND or OR gate,

and 2 delays for an XOR gate.) Both circuits have the same critical path length for the
sum output. It is possible to reduce the carry output critical path for the carry-save adder,
but an extra OR gate must be included to do so. Delayed-carry adders have the additional
advantage that their smaller range may reduce the error involved in sign estimation.

2.2

Sign estimation of redundant numbers

The primary difficulty with redundant representations is that while addition and subtrac

tion may be done quickly (in 0(1) time), comparing two redundant numbers (or equiv

alently, testing the sign of a redundant number) cannot. This requires a number to be
converted into a nonredundant form, which takes 0(n) time (or at best, 0(log n) time with
a carry-lookahead adder or similar circuit.) This is important, as implementing fast modu
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PC,i+1

A c,i+,

As,'

Carry -save Adder

Asi

Delayed-carry Adder

Figure 2.4: Carry-save and delayed-carry adders for computing A = B + D

lar multiplication depends on rapid comparison or sign calculation of redundant numbers.

A complete comparison is impractical. However, we can often make do with an estimate
of the sign. There is a simple technique for sign estimation of a redundant number, which

has been used in many different applications. It is formally described in [8], and it shall
be briefly discussed here. Two different sign-estimation algorithms are presented; one for
carry-save (and delayed-carry) numbers, and one for signed-digit numbers.

2.2.1

Sign estimation for carry-save numbers

Let Q be an n-digit number stored in carry-save or delayed-carry format (using a sign digit),

with carry and sum parts Q(0 and Q(8) (Q = Q(0 + Q(3)). Select a small w and calculate

t=n

w. Compute q(c) and Qi( s) as follows:
Q(c)

= Q(c)

(Q(c) mod 2t)

(2.1)

Qi(3)

= Q(s)

(Q(s) mod 2t)

(2.2)
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These operations are simple bitwise AND operations. Note the following inequalities:

> q(c)

Q(c) + 2t

1

> Q(c)

qs) + 2t

1

> Q(8) > Q(s)

Using a carry-propagate adder, compute Q' =

(2.3)

+ qs). This will require a small delay,

however proportional only to w, and not to n. Using this definition, and combining the
inequalities given in Equation 2.3 and substituting, we get the following results:
Q(c) + Q(3) + 2t+1

Q,+2t,

2

Q(c) + Q(8)

q(c) + qs,

> Q

(2.4)

Using this inequality, the following observations can be made. If Q' > 0, then Q > 0, as
Q > Q'. Similarly, if Q' < -(2'+1), then Q < 0, asQ < Q' +2'4-1 -2. Finally, if Q' =

then the sign of Q is unsure and must be determined by other means. It is useful, in the
indeterminate case, to know the range of Q. By setting Q' = _(2t) in Equation 2.4, we find

that
> Q > -(21)

(2.5)

when its sign is unknown.
For delayed-carry numbers, a similar analysis applies. However, due to the delayed-carry

property, the inequalities given in Equation 2.4 can be tightened as follows:
Q(c) + (48) + 2t + 2t-1

Qf +2t +2t-i. _2

Q(c) + Q(3)

> q(c) + q(8)

>Q

In the unsure case, we again substitute
2t-1

2.2.2

2>

(2.6)

for Q', and find that the range of Q' reduces to

2 > Q > _(2t).

(2.7)

Sign estimation for signed-digit numbers

A similar method applies for signed-digit numbers. Let Q be an n-digit signed-digit number

with positive and negative components Q(p) and Q(n) (Q = Q(p)

Q(0. Again select w,
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and calculate t = n

w. Compute

Q(P)

=

Q(P)

(Q (p)

mod 2t)

(2.8)

Q(n)

=

Q(n)

(C 2 (n) mod 2t)

(2.9)

As before, these inequalities are true:
Q(p) + 2t

>

Q(P)

Q(n)

>

(n)

Qt(n)

> 2t

Q(P)

2t

Q(n)

>

Q'00

(2.10)

2t

> -q.)
q.).

Using a carry-propagate adder, compute Q' =

Using the inequalities given

above, the following can be computed:
2t+1 + quo

(4)

> 2t + Q(,)

Q' + 2t+1

> Q + 2t

Q' + 2t

>Q

If Q' > 2t, then Q > 0. Likewise, if Q1 <

Q

(n)

>

Q(p)

> Q'
> Q'

Q(n)

(2.11)

2t, then Q < 0. If Q' = 0, then the sign of Q is

uncertain. In the uncertain case, we find that the range of Q is
IQI <

(2.12)

The key to successful use of the the sign-estimation is judicious selection of co. If w is
small, then the cost of computing Q' is small, but the chance that the estimation will fail is

relatively large. Increasing w will increase the chances of a successful estimation, but also
increase the cost of calculating Q'.
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Chapter 3
A Review of Classical Modular Multiplication
This chapter reviews the classical bit-serial, word-parallel multiplication algorithm, and
various techniques for computing multiplication modulo N. Only radix-2 multipliers are
considered (multipliers which shift a single bit at a time); higher radix multipliers will be

covered in the next chapter. Particular attention is paid to several different methods of
estimating the division operations needed to perform modular reduction. Several other
optimizations for decreasing the cycle time of a modular multiplier are examined as well.
Finally, one of the first practical implementations of RSA is analyzed.
3.1

The Classical Multiplier

Let us review the calculation of P = MB, where M and B are n-bit numbers. Let B(k)
be the kth bit in B. The well-known bit-serial, word-parallel radix 2 algorithm to compute

this product is

n-1

P = E 2kmB(k).

(3.1)

k=0

This is known as the right-to-left multiplication algorithm, as the bits in the multiplier B
are scanned in right-to-left (from least significant to most significant) order. Changing the
order of summation, gives

n-1

P=

E

(3.2)

j=0

This is the left-to-right implementation of the classical multiplication algorithm. It is de

sirable to find a recursive form of this formula. Define Ak, the kth partial product, as
Ak = MB(n_i_k). This gives
n-1

P E 2n-1 -jAi.

(3.3)

j=0

Furthermore, Pi, the ith accumulated partial product, can be defined as

=E
J=0

(3.4)

17

Note that Pa_1 = P. Solving for Pi in terms of Pi_i, the following recursion is obtained:

PI = 2Pi_1 + Ai, 1 < i < n
i=0
= Ao,

1

(3.5)

Next, we shall examine computation of P = MB mod N, where N is also an n-bit

number, and the multiplier B is a k-digit number. Using the identities MB mod N =

(M mod N)B mod N = (M mod N)(B mod N) mod N and M + B mod N = (M mod
N)+B mod N = (M mod N) +(B mod N) mod N, we can modify Equation 3.5 to compute
the modular product as follows:

Pi = 2P_i + Ai mod N 1 < i < k
i=0
= Ao,

1

(3.6)

It is desirable to convert this formula into an algorithm; this is shown in Figure 3.1. This

0 to k

for i

1

1.

P:

2P2_1 + Ai

2.

qi

[;1-.1

3.

Pi <-

qiN

return Pk-1

Figure 3.1: Basic algorithm for modular multiplication

algorithm is the basis for all modular multipliers discussed in this chapter. The most time-

intensive steps in this computation are the division by N in step 2, and the multiplication

of qt and N in step 3. The addition in step 1 and the subtraction in step 3 can both be
done in 0(1) time using redundant representations (such as carry-save arithmetic). Thus,
optimization efforts will be concentrated on the multiplication and division steps.
3.2

Estimating qi

Exact computation of qi = [PI IN is too time-consuming for practical multipliers. As a
result, an estimate of qi is used instead, as the estimate can be generated much more quickly.
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There are several different methods for estimating this quotient, and we will examine them

in turn.
Whenever a quantity is estimated, there is the possibility of error. Care must be taken
to make sure that the multiplier can tolerate errors produced by the estimation process, and

still produce correct results. In particular, we must insure that the estimation technique
meets two criteria. First, it should always produce an answer which is in the same N-residue

class as the correct result. In modular arithmetic, it is not a problem if an intermediate
result differs from the correct value by a multiple of the modulus. Second, the estimation
technique must not diverge or produce numerical overflow under any circumstances.

3.2.1

Division by a Greater Power of 2

In the method of Division by a Greater Power of 2, instead of computing qt = LP' /NJ,
the quotient qty = LP1/2n45 j is computed, for some b > 0. Division by a power of two is a

simple operation. Obviously,

will be a rather poor estimate of qt, especially if the ratio

2n+4/N is large. However, if the constant N' = N1.2"-` 5 IN J is precomputed, and the qiN
term in step 3 of Figure 3.1 is replaced with the quantity q1.N1, it can be shown that ViNi
is an excellent estimate of qiN.

However, as PI will typically be stored in redundant form, we will only be able to
estimate its value (and thus produce an estimate of q:.) However, a technique similar to
sign estimation can be used to get an extremely good estimate. If PI is stored in carry-save

format, select a small w and compute

mod 2'14' and

mod 271+4'. Then, using

a carry-propagate adder, add these two terms together, and shift the result right w bits.
This gives us an excellent estimate of

On occasion, this estimate of

will differ from

the correct value by 1, and we must consider this error in our analysis. Figure 3.1 can be
modified to implement division by a greater power of 2 as follows.

An important question is whether or not this algorithm converges. To show that it does,
make the substitutions N' = NL2n+5/N_I and q, = [31/2"-`5_1, and rewrite step 3 as follows:
(3.7)

'42

= P:

[21:+:5] (2'14

(2"+"5 mod N))

= P: mod 2'14 + [2:1-1] (2"+4 mod N)

(3.8)
(3.9)
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for i

0 to k 1

1.

Pt! 4 2Pi_i + Ai

2.

gi

[241+7

3. PiFP' q2N'
return Pk_..1

Figure 3.2: Modular multiplication algorithm using division by a greater power of 2.

We must also consider the possibility of error being introduced by sign estimation. When
this occurs, Vi will be equal to LP' /2" +5i

Pi = PI (121 J
= P: ([2145]

1)

1, and Equations 3.7 through 3.9 become

N1

1) (2 " +6

(3.10)

N
(2n+6 mod N))

= P: mod 211+6 + [ P i (2n+6 mod N)+2n+6
2 n+8

(3.11)

(2'14 mod N)

(3.12)

To demonstrate that this algorithm produces a correct result, we must show that it meets

the two criteria given above. The first condition is shown by simply observing that the
possible error in

will always be an integer, and the error in P1 will always be a multiple

of N', which is a multiple of N. Thus, a correct N-residue is always produced. The second

condition can be demonstrated by showing that all of the terms used (Pi, P, and qa are
bounded both above and below. We will assume that all of the Ai terms lie in the range
[0,g 2n) for some small positive g. Note that g, in general, must be at least 1, to insure

that all possible N-residues are contained within the set of possible values of Ai.

We shall consider the minimum bounds of these terms first. Assume PI > 0. This
implies that q!i cannot become negative. As the first two terms of Equations 3.9 and 3.12

cannot be negative, and 2n4-5 > (2n+6 mod N), it is easy to see that Pi > 0. Substituting
this into step 1 gives P:+1 > 0, which confirms our assumption.
The maximum bound is more difficult to determine. Assume Pt! < v(2" +6

2) for some

a. This inequality implies that qi < a. There are two cases which must be examined.
If there is no error in the estimate of (It caused by sign estimation, then the maximum
bound of Pi can be computed as follows: The maximum value of the P: mod 271+5 term is
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2n+6

1, the maximum value of the LPI/2n+6J term is a

the 2'14 mod N term is N

1, and the maximum value of

1. Thus,
Pi < 25+n

If there is an estimation error in

1 + (N

1)(a

(3.13)

1)

then its effects must be included in the calculations. In

this case, the maximum value of PI mod 2n+6 is 2n+" 1. This results from the discussion

on sign estimation in the previous chapter. Also, since any unsure sign estimates will be
assumed to be negative, the maximum value of [P,V2n+5.1 is now a

< 23+' 1+ (N 1)(a

2. Thus,

2) + 2n+3

(3.14)

We will always choose w < 6, thus the second equation will be larger than the first. Noting

that N

1 < 2n and substituting this into step 1 gives
pl+1 <

2n+1

25+n+1

2n +2

25i-n+1co

2n

2

(3.15)

Using our initial assumption for the maximum bound of the P terms gives

a (2n+6

2n+2

2) > a2n+1

26+n+1

2n

2

+ 2d+n-F1 w

(3.16)

We need to choose g, 5, a, and w such that this inequality is satisfied. We can rewrite

it as
2n+1

2n+2

261-n+1

264-nw-f1

2

g

2n

(212+6

(3.17)

Dropping all of the terms which do not contain a factor of n and dividing gives
2

2a

4
26

2

a

2
a-

2"'

g

26<1

(3.18)

In the exponentiation process, it is desirable that the output of one modular multipli
cation be able to be fed directly to a following multiplication as input, without requiring
any intermediate calculations. This implies two things. First, as the output will be stored
in carry-save format, the inputs will be stored in this manner as well. Thus, the multiplier

digits will be chosen from the set {0,1, 2} instead of {0, 1}. As the multiplier digits are

21

scanned in left-to-right order, it is not possible to convert the multiplier to a non-redundant
form on-the-fly. Second, the range of the multiplicand must match the range of the output.

Since the output Pn_1 will be no greater than 25+'
will always be less than 25." + 2 "(a

1 + (N

1)(a

2) + 2n+5, and this

2) + 2 " +5, g can be set to 2(25 + 25' + a - 2).

Making this substitution gives
4

8

26

a 26

+

4
cr

+

4

a 2w

<1

(3.19)

The minimum value for a in this case is 5, implying that q: will range from [0, 4]. If this
value is used, then w must be equal to 3. A better value to use for a is 7, in which case w

can be reduced to 1, or a = 9, in which case w can be reduced to 0, meaning that no sign
estimation need be performed at all.
These values of a are rather large for a radix-2 multiplier, and there are many multipliers

in the literature using division by a greater power of 2, which have values of a as low as
3. However, all of these implementations assume some inter-multiply processing. For many

simple implementations, this is an attractive option. Choosing a = 3 implies that q: will
have a range of [0, 2], which is highly desirable. In many cases, the extra hardware and
time needed to perform such reduction will be offset by the savings generated by needing a
simpler multiplier to calculate g.1\1'.

3.2.2

Division by 25N

In this section, an alternative technique is examined; that of dividing by 26N, a shifted ver
sion of the modulus. This is a much more difficult calculation than dividing by a power of 2,
however it is much more precise in its implementation. There exist several efficient methods

for calculating this quotient. An algorithm which implements modular multiplication using
division by 1_25M is shown in Figure 3.3.

If signed-digit numbers are used instead of unsigned numbers, it is often advantageous

to replace the calculation q: = [P/25] with q: = round(P1/25N). An algorithm which uses
the round() function is shown in Figure 3.4.
Ignoring error in sign estimation, these algorithms will produce values of Pi in the range

[0, 25N - 1] for division using U, or the range [-25-1N, 25-1N

1] for division using the

round() function. If 5 is not equal to 0, then Pi will not be necessarily be completely reduced
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for i

0 to k

1

PI <- 2Pi-1 + Ai
2. qi 4- WIR.1
3. Pi 4qi26N
1.

-

return Pk-1

Figure 3.3: Radix-2 modular multiplication algorithm using division by 24N and 11 func
tion.

for i

0 to k

1

1.

PI <- 2Pi_1 + Ai

2.

qi

3.

Pi

round (;)
qi24N

return Pk-1

Figure 3.4: Radix-2 modular multiplication algorithm using division by 26N and round()
function.

modulo N. It will be shown that practical multipliers will require 8 > 1. However, this
problem can be corrected by applying this algorithm for 8 more cycles, with Ai = 0. This
will cause the lowest S bits of Pi to be zero, thus a correct N-residue can be calculated by

shifting Pi right by 8 bits. Sign estimation errors will complicate this, but the result will
hold. The following figures show the algorithms modified with this change.

for i +- 0 to k -1 +8
1.

PI <- 2Pi_i + Ai

2.

qi

{Ad

-

Pi +qi26N
return Pk....1/25
3.

Figure 3.5: Modified radix-2 modular multiplication algorithm using division by 25N and
J function.
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for i

0 to k - 1 +

1.

1:1 E- 2Pi_1 + Ai

2.

qi

3.

Pi <-

round Us-DIR)

qi25N

return Pk_1/28

Figure 3.6: Modified radix-2 modular multiplication algorithm using division by 25N and
floor() function.

It can be shown that the result of this algorithm will lie in the range [-(N - 1)/2, (N
1)/2 + 2n-'1] if the round() function is used, and will lie in the range [0, N + 271-w

1] if

the u function is used. A complete analysis of this technique follows below.
There are two techniques which calculate q= which will be analyzed in this section. These

are SRT division, and parallel searching.

SRT Division
The SRT division algorithm [16] is a division algorithm which rapidly performs division

without the need for carry propagation. It does this by making use of the sign estimation
technique to approximate the quotient digits, and employing the redundant nature of signeddigit numbers to allow easy correction of errors. In [17], an RSA implementation is described
which makes use of SRT

Consider the standard nonrestoring division algorithm shown in Figure 3.7. This algo
rithm produces the quotient, one bit at a time, and leaves the remainder in the accumulator

register. Note that the algorithm, as given, produces the quotient in standard binary form

(over the digit set {0, 1}. The drawback of this algorithm is that on each iteration, the
partial remainder must be compared to the divisor; or in other words, a test of sign must
be performed. This will require an entire carry-propagation, an 0(n) operation (where n is
the length of the divisor in bits), slowing down the divider significantly.
One possible solution to this problem is the use of sign estimation. Instead of requiring a

full carry propagation, we need only estimate the sign using the highest few bits. However,

there is a problem with this approach, in that the quotient cannot be stored in standard
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Algorithm:Classical non-restoring division
D (the dividend), V (the divisor). Assume V 0 0.
Also assume D has n digits.
Output: Q (the quotient), R (the remainder).

Input:

1.

Ri--0,Q<-0

2.

For i

n - 1 down to 0

2a.
2b.

Rx2
R ÷- R+ Di (where Di is the ith digit of D)

2c.
2c1.
2c2.
2c3.
2d.
2d1.
2d2.
2d3.

if R> 0 then

3.

3a.

RJR -.V

else
R

R+V

if R> 0 then
Q 4-- Q x 2, Qo getsl

else

Qi-Qx2,Q04-0

if R < 0 then

R4-R+V

Figure 3.7: Classical non-restoring division algorithm

binary form. Every number has a unique representation in standard binary, and if we get
even a single bit incorrect, then the entire answer will be wrong.

However, if a nonredundant number system is used for the quotient, then estimation
errors are no longer a problem. Redundancy allows correction of errors in the estimation
by compensating in later digits. Thus, a divider can be built which is not dependent on a
full addition to determine the sign of the partial remainder. This is how the SRT division

algorithm works-it uses a redundant number system and avoids carry propagation. The
SRT division algorithm for signed-digit numbers is given in Figure 3.8.

On each iteration, the partial remainder is again compared to the divisor. However,
sign estimation may be used. If the result of the comparison is definitely known, then the

corresponding quotient digit is 1 or I. If the sign estimation fails, then the quotient digit
is 0. It is important to insure, however, that divergence cannot result. Thus, w must be
chosen carefully.

Assume the divisor V is an in-digit number, normalized such that 2m-1 < IVI < 2' (in

other words, the highest digit is nonzero and the next nonzero digit is of the same sign).
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Algorithm:SRT division using signed-digit numbers
Input:
D (the dividend), V (the divisor). Assume V 0 0.
Also assume D has n digits.
Output: Q (the quotient), R (the remainder).

1. R < 0,Q < 0
For i

2.

2a.
2b.
2c.
2c1.
2c2.
2c3.

n

1 down to 0

RiRx2

R 4- R+ Di (where Di is the ith digit of D)

if R> 0 then

R RV,Q Q x 2,Q0 < 1

else if R < 0 then

RiR+V,Q4Qx2,Q0I

2c4.else if sign of R is indeterminate then
Q
2c5.
Qx2,QaE--0
3. if R < 0 then (this step requires an exact test of sign)
3a.

R< R+V

Figure 3.8: SRT division algorithm for signed-digit numbers

The partial remainders will need to lie in the range (-21V1, 21V1), and will require m + 1

signed digits to store. Convergence requires that at all steps of the algorithm, the partial
remainder remain in this range.
At each step of the algorithm, we compute Ri_i = 2(R=

qiIVI)+ Di, where qt and Di

are in the set {1, 0, T}. Applying the boundary conditions, we see that we need to choose q

based on which range Ri lies in. Note that the ranges overlap:

0<R=<21V1

q2 =1

111< Rt < IVI = qt = 0
21VI <R=<0 = qt =T
In the cases where the sign is known, the correct value of qi is always selected. However,

when the sign is indeterminate, if w is too small, divergence is possible. We need to select

w such that when the sign of the partial remainder is indeterminate, its absolute value is
always less than 1V1. Turning back to the discussion of sign estimation, we shall restate
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Equation 2.12, which gives the bounds on Q when its sign is indeterminate.
IQI < 2t.

As t = n

w, and n in this context refers to the number of digits, which in this case is

m + 1, this can be rewritten as
1Q1 < 2m+1'.

(3.20)

Thus, the condition for consistency requires that IVI > 2m + 1 - w. Since the minimum
value of IVI is 2m-1, this leads to the conclusion that

2"1-1 < 2m41'

(3.21)

must be true. Thus, the minimum value of w needed to guarantee convergence is 2.

SRT division using signed numbers is useful in calculating q: = round(P /N), as the

dividend El and the divisor N will both typically be large, whereas the quotient will be
small. If it is known a priori that q: will require only a bits to store, than q: can be computed

in a steps.
The SRT division algorithm can also be used with unsigned numbers. A version of the
SRT algorithm which operates on carry-save numbers is given in Figure 3.9. Its analysis is

very similar to that of signed-digit numbers; we will not examine it further.

Parallel Searching
Another technique which can be used to calculate q: is parallel searching [18]. In parallel

searching, the dividend is compared with all possible multiples of the divisor, in order to

find the largest multiple of the divisor which is still smaller than the dividend. As all of
these computations are independent, they can be done in parallel.
If we wish to compute q: = Lp,725Ni, and q: is known to lie in the range [a, b], then q:
can be determined by computing the signs of the values PI- x 25N for all x in [a +1, b]. The

quotient qi is equal to the largest x such that PI - x 25N is positive; if it is negative for all
x, then qi = a. Similarly, if we wish to compute q: = round(P,726N), and q: is again known
to lie in [a, b], then this can be accomplished for calculating the signs of 2/3:
for all x in [a, b

1].

(2x + 1)26N
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Algorithm: Carry-free non-restoring division using carry-save numbers
Input: D (the dividend), V (the divisor). Assume V 0 0.
Also assume D has n digits.
Output: Q (the quotient), R (the remainder).
1. R Dn-1,Q 4- 0
2. For i
n 2 down to 0
2a.
R
Rx2
2b.
R R D2 (where Di is the ith digit of D)
2c.
2c1.
2c2.
2c3.
2c4.
2c5.
3. if

3a.

if R 2V > 0 then
R 2V,Q <- Q x 2, Qo <- 2

R

else if R 2V < 0 then
Q <- Q x 2, Qo 4- 0

else if sign of R - 2V is indeterminate then
R-V,Q 4- Q x 2,Q0 <- 1
R V > 0 then (this step requires an exact test of sign)

R4-R-V,Q4 -Q+1

Figure 3.9: SRT division algorithm for carry-save numbers.

To implement parallel searching with q= limited to the range [0, 2], the circuit must
compute in parallel the signs of Pi

26+1N and PI

25N. If the sign of P;

- 25+1N is

positive, then Vi = 2. If its sign is negative or indeterminate, then examine the sign of
25 N .

If it is positive,

= 1, otherwise q' i= 0. Likewise, we need similar sign tests if

the round() function is used.

Showing convergence
We need to show that division by 26N converges, if either the round() function or the u
function is used. We will consider the round() function first. To show convergence, we need

to find the bounds on P2, P,', and

Pi = P:
=

,

Expanding step 3 of Figure 3.4 gives

1.2P1 + 25N] 6N
2
2 . 26N

(3.22)

P; ± 25-1N j2s

1-'"

L

(3.23)

26N

= P; - (Pi! + 25-1N

(P; + 26-1N mod 26N))

= (P; + 25-1N mod 24N)

26-1N

(3.24)

(3.25)
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If there is an error in the estimation of q= (in all cases, we assume that the uncertain case
in sign estimation is negative), then this becomes

1)

a2P' + 281 V

(3.26)

2 28N
21:1 + 28N]
Pti

2 28N

28N + 28N

+ 28-1N mod 28N) + 28-1N

(3.27)

(3.28)

The minimum value of Pi is 28-1N in the first case, and 28-1N in the second. The
maximum value for Pi is 28-1N

1 in the first case, and 28-1N + 2n+8-w-1

1 in the

second. Thus,

P2 > 28-1N

(3.29)

P2 < 28-1N + 2n+8w-1

(3.30)

1

If we assume A lies in the range [ gN, gN] for some g, then the bounds on P1+1 can be
computed as follows:

P1+1 < 28N + 2n+8-"' + gN
P1+1

2

> 25N gN

(3.31)
(3.32)

From this, we can compute the bounds of
q:

<

[28 N + 2n+8' + gN
[ 2n+8' + gN
28N

I-28N
q:

+

28N

1+

gN

1

24N

+

I gN

1

1_28N

2j

li

2

2

2

+21 i

2

(3.33)
(3.34)
(3.35)
(3.36)

The maximum value of the ratio 271/N is slightly less than 2. Replacing this term with 2
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gives

< 1+
qi

[21'+g.2-3

> -1+

1

g

L-2

2

25+n -1 + 2J

21

(3.37)
(3.38)

It is desirable to limit qi to the range [-1, 1], in order to make the circuity for calculating

q:25N simple. If the inequality
-1

2

< 21' + g 2-5

(3.39)

is true, than q= will be limited to this range. The minimum vale of g is 1/2, as if g were
smaller, the set of possible values of A, would not contain all possible N-residues. Note that

this implies S cannot be zero, as there is no finite w which satisfies the above inequality.
For division using the I j function, a similar argument holds. Substituting

= LP' /28N

into step 3 of Figure 3.3 as follows:
= Pi!

I

2N I 25 N = PI mod 28N

(3.40)

In the event that use of redundant arithmetic results in an error made in the estimation of
then this equation becomes

=

1) 25N = (P' mod 2°N) + 25N

24 N

(3.41)

The minimum value of P2 is equal to zero in both cases. The maximum value of Pi is equal
to 26N

1 in the first case, and 25N + 25-W4"n

1 in the second case. As the second case

is always larger than the first, this gives the result
Pi

>0

Pi

< 25N +

(3.42)
(3.43)

1

Assuming that A lies in the range [0, gN] for some g, this gives us
P1+1

> 0

P1+1

< 25+1N + 25+n+1-' + gN

(3.44)
2

(3.45)
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The range of Vi can be calculated as follows:

q

>0

(3.46)

1.28+1N + 26+n+1' + gN
q

25N

< 2+

26+n+1' + gN -2]
25N

2]

(3.47)
(3.48)

Again, the quantity 2n/N has a maximum value of 2. Thus
_< 2 +

[22' + g 2-6

262N]

(3.49)

The 2/25N term will be infinitesimally small, and thus will be ignored. It is desirable if the
maximum value of Vi is 2, to simplify the multiplier. To satisfy this condition, we need the
following to be true.

22-"' + g -2-6 < 1

(3.50)

The parameter g must be at least 1, to insure that the set of possible values for Ai contains

all N-residues. Thus, 6 must be at least equal to 1.
3.3

Computing the product .71f

The other operation which must be examined is the multiplication of the quotient estimate

with the modulus N (or scaled modulus N'). In the general-radix case, which will be
discussed in a later chapter, this becomes an important issue, and is one of the limiting
factors which govern the design of high-radix multipliers. However, in the radix 2 case,
the values of Vi are often limited. Parallel searching and SRT division both produce values

in the range [0, 2] or [-1, 1], depending on whether signed or unsigned numbers are used.
Division by a greater power of two can produce numbers in the range [0,2] as well, if the

values of the input terms are limited. The multipliers needed, then, are rather simple-no
additions will be required to generate any of these products. If division by a greater power
of two is used and no inter-multiply reduction is performed, than a more complex multiplier

will be needed. Such circuits are discussed in Chapter 4.

However, multiplication does involve another important issue, that of broadcast time.
The value of q: will need to be broadcast to every element in a large array of bit-multipliers,
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one for each bit in the modulus. Such broadcast will require 0(n) buffers to accomplish,
and will have a latency of 0(log n). This leads to a performance bottleneck which effectively

limits the use of many of the implementations described in this chapter, especially for large

n. Solutions to this problem will be discussed in later chapters.

3.4

Practical implementation of modular multiplication

In the preceding sections, we have analyzed modular multiplication from an algorithmic
point of viewconcerning ourselves primarily with issues such as convergence of estimation
techniques and the like. In this section, on the other hand, we will investigate optimizations

which are the domain of the circuit designer.
The first optimization to be considered is a rearrangement of the steps in the algorithms

given in the last section. Figure 3.1 gives the basic iterative algorithm for implementing
modular multiplication, and we again shall repeat it here:

for i <- 0 to k -1
1.

PI

2.

qt

3.

P+.-Pt

2Pi_1 + Ai

qiN

return Pk-1
Note that step 3 depends on the value of qt computed in step 2, step 2 depends on the

value of P' computed in step 1, and step 1 depends on the value of P_1 computed in
step 3 of the previous iteration. It would be advantageous if we could reduce the number of
dependencies on the steps immediately preceding. The following formula is a rearrangement

of this algorithm which partially achieves this goal. (Note that the value of q computed one

iteration is not used until the next iteration. Thus, of one of the qi terms is replaced with
a

term.)

Step 1 is no longer dependent on step 3 of the preceding iteration. This allows the
q 2N term to be computed in parallel with step 1, decreasing the overall latency of the
multiplier. The modified versions of the multiplication algorithm developed for the various
division techniques can be similarly optimized, as follows:

One disadvantage of this technique is that an extra iteration is needed at the end, as
Pk_1 still needs to have qk_i subtract ed. However, this is insignificant, as the number of
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for i

0 to k

1.

1

2Pi_i + Ai

2.

Pi I

3.

qi < [4]

2qi_i N

2Pk_i
Pk 4- Pk 2qk-1 N
FL

return Pk/2

Figure 3.10: Optimized modular multiplication, which reduces dependence on

for i

0 to k

1.

PI <

2.

Pi 4 Pi'

1

+ Ai

qi_i 2N'

3. qi
[2I:7
FL
2Pk-1

Pk 4-

2q1c-1 N

return Pk/2

Figure 3.11: Optimized modular multiplication algorithm, modified for division by a greater
power of 2.

cycles needed to perform a modular multiplication will be much larger. Adding one more

cycle will not have an appreciable effect on the total time required, whereas reducing the
cycle time, even by a small amount, will.

Figure 3.13 shows a hardware implementation of this algorithm. By examining the
figure, we can see exactly what hardware will be needed. Registers will be needed to store

both the multiplicand, the multiplier, and the modulus. These quantities may be either
stored in either redundant or nonredundant form. Regardless, the area required for these
registers will be 0(n). In addition, a redundant-form accumulator with n

6 + ilog2o-1 or

n + b+ flog2(ba+1)1 digits will be needed. This will also require 0(n) area. Several arrays
of full adders will be needed to perform the additions in the algorithm. The multiplier will
require an array of AND gates, an array of buffers to broadcast the quantity q', and possibly

an array of inverters. The area required by these will also be 0(n). The divide-by-N circuit
requires a constant amount of hardware, regardless of n. Buffers to broadcast the value of
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for i 4 0 to k - 1
PI 4- 2Pi_i + Ai
2. Pi 4- qi_I 26+1N
3. qi 4or round (A))
1.

G]

Pic 4-- 2Pk-i

2qk_.1 N
Pk <
return Pk/2

Figure 3.12: Optimized modular multiplication algorithm, modified for division by 28 N.

Multiplier (B)
« Shift Left 1 bit

Multiplicand

Modulus

X2

Accumulator

++
div N

Figure 3.13: Architecture for a radix-2 multiplier using the classical algorithm.

V to the entire circuit will be needed-this will also require 0(n) area. Thus, the total area
required is 0(n). This is only a rough estimate, as it ignores the area required for routing
and I/O, but it does imply that the multiplier is area-scalable with regards to input size.
To compute a single modular product, 0(n) clock cycles will be required. If we ignore

the time required to broadcast V , the cycle time will be independent of n. However, the
broadcast time cannot be ignored, thus the cycle time will be 0(log n). Multiplying these
two factors gives a total multiplication time of 0(n log n).
Important decisions the designer must make include the selection of a division algorithm,

and selection of which numerical format to use. These two factors do depend somewhat on

each other. If division by the next power of 2 or a division operation using the Li function
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is used, then an unsigned number system is most likely the better choice. If division using
the round() function is used instead, then negative numbers will be needed.

For radix-2 implementations, the division by 26N technique is usually more useful, as
it doesn't require any extra inter-multiply reductions in order to limit the range of

With

division by a greater power of 2, extra reduction is needed to keep the range of q= low.

If these steps are omitted, then a large range of values for q= will be needed to insure
convergence. Several radix-2 implementations of modular multiplication using division by

a greater power of 2 are to be found in the literature [19] [20]; all of these include an extra

reduction step and place strict limits on the value of A,.

3.4.1 Implementing the divider

The divide-by-N circuit will require very little circuit area in comparison to the rest of

the multiplier. However, it is an important factor in determining the cycle time of the
multiplier.

To implement division by the next power of 2, we simply need an array of [loge al + w

adders connected in a carry-propagate chain. This circuit converts the top (loge al + w
digits of /11 to standard binary form, by adding the carry and sum parts. The bottom w

bits of this result are then ignored, and the remaining bits become the value of
latency required to compute

The

is Off log2 al + w), as a full carry propagation is required.

However, there are several optimizations we can perform. First of all, examine Step 2
of the algorithm given in Figure 3.11.

=

qii_1

2N'

N' is defined as N 1.2n+61N j, which is equal to 2'1+6

- (2'44 mod N). Making this substi

tution, we get
ptt

(2n+S mod N)

(3.51)

Moving the subtraction to the previous step, Figure 3.11 becomes where the constant
2n+5 mod N is precomputed. We can include the factor of 2 in the precomputed constant
as well; thus, the algorithm becomes

This has both advantages and disadvantages. The primary advantage is that S can be
smaller, saving area. The disadvantage is that the final result of the multiplication will be
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0 to k - 1

for i
1.

PI 4- 2 (P1_1

2.

Pi 4-

3.

qi 4-

PL

2

qii_1

+

2n+6) + Ai

(2n+6 mod N)

[Ad
qien-1 2111
2qk-1 (2n+5 mod N)

Pn

return Pk/2

Figure 3.14: Further optimized division by a greater power of 2 algorithm

for i
1.

0 to k

PI < 2 (Pi_1

2. P 4 +
3.

qi

1

2n+6) + Ai
(2n+6+1 mod N)

1.=+7]

Pk 4- 2 (Pk_1 - qk_i 2n+6)

Pk < Pk

2qk-1 (2n+5 mod N)

return Pk

Figure 3.15: Further optimized division by a greater power of 2 algorithm, using smaller
correction factors.

twice the correct value. This is because an extra cycle is needed to process the final value of

qt, and add it back into the accumulator. This extra cycle will include a multiplication by
2. As 2n+6+1 mod N may be an odd number, there is a possibility that the least significant

bit of the final result will be 1, thus a right-shift to eliminate this factor of 2 may not be
possible. (A technique for correcting such unwanted factors produced by multiplication is

discussed in Chapter 1.) If 2 (2n+6+1 mod N) is used instead, it is guaranteed that the
final result will be even, thus a right-shift may always be used to eliminate this unwanted
factor of 2.

The subtraction of q:_12n+6 in step 1 is simply a masking out of the highest a bits of P..

Step 2 now contains an addition instead of a subtraction. Subtraction can be a bit clumsy
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Ac

Full

Half

Adder

Adder

II
Full

Half

Adder

Adder

Full

Half

Adder

Adder

I

I

I

Full

Half

Half

Adder

Adder

Adder

Ps.2 Pc.2

Ps,1 Pc.1

aoF

Figure 3.16: Circuit for radix-2 modular multiplication using division by a greater power
of 2.

when dealing with carry-save numbers, and this optimization makes the implementation
much more straightforward.
Another useful optimization which can be made is that the full-adder used in the division

estimation produces the highest a + w bits of PI in standard binary form. Rather than
discarding these bits, we can store them in the PI register in this form, instead of storing

them using the redundant form. This requires slightly less area, and also simplifies the
adder needed to estimate q:. Alternatively, carry-save adders instead of carry-propagate
adders can be used to deal with the highest [loge

bits. This will leave qi in redundant

form, but the multiplier used to compute g'iN' can perform recoding of Vi as it progresses,

thus this does not present a problem.
A circuit which implements the algorithm in Figure 3.15, along with the optimizations
given in the preceding paragraphs, is shown in Figure 3.16. In this implementation, (5 = 4,

g = 16, a = 4, and w = 2, and the Ai terms are stored in carry-save format. (Some
inter-multiply reduction is assumed.) The critical path is shown with a dashed line. The

latency shown is still quite large, as the critical path passes through both the additions
given in steps 1 and 2, and the division estimate in step 3. The multiplication operation
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is implemented simply by selective addition of F and 2F, where F is the precomputed
constant 2n+6 mod N. Thus, two arrays of AND gates are required to allow us to select the

correct multiple of F. As q' is limited to the range [0, 3], this arrangement is sufficient.
The delay of this circuit could be improved somewhat by use of a Wallace tree [10] adder
instead of the structure shown (A 6-input Wallace tree need be only three levels deep, instead

of four.) However, there exists a much more useful optimization, which essentially makes
qi independent of previous values either of itself, or of A, is discussed below.
The circuits for SRT division and parallel searching are similar to the circuit for division

by the next power of 2, the main change being in the divider. In both algorithms, we must

perform in parallel two additions /subtractions, and perform sign estimation on both. The
results of the sign test than control the multiplier.

The optimizations presented above for division by the next power of 2 don't apply to
these algorithms. However, there are several optimizations which do apply. Since the value

of q' is limited to the range [-1, 1] for SRT division and [0, 2] for parallel searching, only
one 25N term need be added on each iteration, thus the adder size can be shrunk. Another
optimization is to use a parallel-prefix adder, such as carry-lookahead adder, to perform the

sign estimation. This can reduce the overall latency of the division circuitry, at a minimal
increase in hardware.

3.4.2

Use of a larger

One of the advantages of using redundant arithmetic is that the propagation of a change
in one digit is limited. It then becomes possible to take advantage of this fact, and select a
value of S sufficiently larger than k such that the calculation of
the value of A1, or the value of

is independent of either

Thus, step 3 can be effectively computed in in parallel

with one of the other two steps, greatly reducing the cycle time. This optimization works
for all of the division algorithms given above.

For division by a greater power of 2, one should choose b such that computation of
is independent of

Since on each cycle we add

F, and F must be less than 2n, the

largest possible value of q_j_F will be 2n+2. Thus, it is simple to choose 5 such that none
of the bits used in the estimation of 1)=1/271+6] are affected by the value of q'F. Since the
post-multiply reduction requires extra hardware to perform, typically we will want to
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choose k = S when using this optimization. As a result, qL will not be independent of Ai.
However, it will be independent of
When using SRT division or parallel searching, the correction factor q_126 N is scaled by
26, thus it is impossible to choose a S high enough to make computation of q: independent of

However, post-multiply modular reduction is easy with these two algorithms, requiring

only a few extra clock cycles (and no extra hardware). Thus, by selecting a large 5, we can
make computation of q: independent of Ai.

3.4.3 A practical example: Brickell's multiplier
One of the first practical hardware implementations of modular multiplication was the
method given by Brickell [21], and further discussed by Gibson [15], and Walter and Eldridge

[22]. The design uses the parallel searching division algorithm, and makes use of a large

value of (5, making computation of q: independent of the Ai terms. In addition to that,
the author used delay-carry adders throughout, resulting in further optimizations. We shall
briefly analyze his method in this section.
The algorithm given by Brickell is shown in Figure 3.17. The variable names have been

changed from the original text to match the nomenclature used in this paper, however.
Step 1 of the algorithm simply initializes the variables used. Step 2 causes the algorithm

to go through n + S iterations. The first n iterations are to accumulate the n partial
products, reducing as we go, and the last (5 iterations are needed to perform the final
modular reduction.

Steps 2a through 2c are the adder circuit. Since B is stored as a delayed-carry number,
B (c,fl) and Bps n_1) will not both be 1. Thus, computation of Ai will not require any adders.

Similarly, since q' is limited to the range [0, 2], Qi will consist of only a single term. Thus, a

total of five terms must be added in Step 2c-two each for P'_1 and Ai (which are carry-save

numbers), and one for Qi (which is a standard binary number.) Step 2b shifts the multiplier

left one bit, so that the next partial product can be computed.

Steps 2e through 2e3 and 2f through 2f3 compute q: using parallel searching. These

steps actually compute PI + 2 25K and P: + 25K instead of the subtractions, and then
test for a carry-out, where K is precomputed as K = 2'
however, that the conditions given imply PI

N. It is not difficult to show,

2 26N > 0 and ID:

26N > 0 respectively.

Since PI > 26+"+1 implies P' + 2 25K > 26+71+1 and PI > 26+n implies ID: + 25K > 25+n,
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Algorithm:Calculation of P = MB mod N using Brickell's algorithm
Input:
M, the multiplicand, an n-digit delayed-carry number.
N, the multiplier, an n-digit delayed-carry number.
K, an n - 1 digit binary number, K = 2n N.
Output: P, the modular product.
4- 0,

1.

2a.
2b.
2c.

2d.
2e.
2e1.
2e2.
2e3.
2f.
2f1.
2f2.
2f3.
2g.

3. P

4-- 0

0 to k+S --1

For i

2.

Ai 4+ 2B(c,n)M
Qi 4 qii_126K
PI
+ Ai + Qi)

B 4 2B
if PI + 25+1K > 2'44+1 then
<- 2

else
qi +- 0

if PI + 251C > 2'2+6 and q: = 0 then

q: 4 1
else
4- 0
P' <- 13' mod 2n+6
P:1+8-1126

Figure 3.17: Brickell's algorithm for modular multiplication.

40

Brickell simply simply tested for these conditions instead. It may seem that this raises

the possibility of error or divergence in the multiplication process, but it turns out that
it doesn't. A thorough proof that this optimization works is given in [15], the reader is
referred to this paper for details.

Step 3 performs the final right shift needed to put the product in the [0,2'2

1] range.

The algorithm, as given in the paper uses, 5 = 10. Note that it does not always produce the

correct N-residue of P, but it never produces a result larger than P+ N. This is not usually

a problem, as it can easily be modified to accept inputs in this range, thus no calculations
are required between successive multiplications in the exponentiation procedure.

41

Chapter 4
Higher Radix Multiplication
In the previous chapter, the design and implementation of radix-2 modular multipliers was

discussed. In this chapter, the discussion is extended to the case of multipliers using radix

2', where r is a small positive number
Radix-2 designs have the advantage of simplicity; however, they are approaching opti
mality. There exist implementations with extremely short cycle times, roughly equal to the

latency of a two carry-save adders and a flip-flop [23]. It is unlikely that any further speed

improvements will be made in radix-2 multipliers, excluding speedups brought about by
advancing device technology, as this latency is near the minimum which can be imagined.

One possible solution to this problem is the use of higher-radix multipliers-multipliers

that shift r bits at a time, instead of shifting only a single bit at a time. The advantage is
obvious. Instead of requiring 0(n) cycles to multiply, a higher-radix multiplier can operate
in 0(n1r) cycles. The disadvantages of using higher radices is that the cycle time will likely
increase, as will the area required.

A key question when dealing with higher-radix multipliers is whether or not they are
scalable with respect to r. In [24], it is argued that they are not. As the number of cycles

required is roughly proportional to 1/r, it is desirable that the cycle time grows at a rate
less than 0(r). If the cycle time grows linearly with increasing r, than the advantage gained
by selecting a larger radix will be cancelled out by the increase in cycle time. As increasing

the radix requires a substantial increase in area-it will be shown that the area required
is at least 0(nr)-this makes higher-radix multipliers unattractive. The discussion in this
chapter will keep this point in mind.
4.1

High-Radix Classical Multiplication

Figure 3.1 contains the basic algorithm for radix-2 classical modular multiplication. This
algorithm can be extended to the higher-radix case, as shown in Figure 4.2. Ai is defined

as MB(0._i_i), and BU) refers to the jth 2r-ary digit of B. Assume that N is an n-bit
number, B is a k-bit number, and that k divides r. A typical architecture for a high-radix
multiplier is shown in Figure 4.1.
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Multiplier (B)
« Shift Left r bits

Multiplicand (A)

Modulus (N)

X 2'

++

Accumulator

div N

Figure 4.1: Basic architecture for implementing radix-2r modular multiplication

for i

0 to k/r

1.

PI

2.

qi 4--

3.

Pi 4--

1

2rPi_i + Ai
r

qiN

return Pk /r-1

Figure 4.2: Basic radix-2r classical modular multiplication algorithm.

As is the case for radix-2 multiplication, the addition and subtraction operations can be

done quickly using redundant arithmetic. The bulk of computation time will be spent on
the two multiply operations, as well as the division. Thus, we will examine ways to optimize

these calculations.

4.2

Calculating A,

Calculating the partial products Ai is simplified by the fact that this step is easily pipelined.

M and B are known well in advance, so as much time can be allocated to this calculation

without adversely affecting the performance of the multiplier. However, there are a few
issues which must be discussed.
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In practical RSA implementations, the multiplier B and the multiplicand M are both
stored in redundant representation. This is because all of the algorithms discussed for
multiplication produce products in redundant forms, and the output of one modular multi
plication will by necessity become the input to a following multiplication. Converting these

products to standard binary form would require both extra time and extra hardware.

Having M stored in redundant form presents no problem. A redundant form of B,
however, does present a few difficulties. Normally, it is assumed that the digits of B will lie

in the range [0, 2' - 1]. However, if B is in redundant form, these digits will lie in a much
larger range; either [0, 2'4'1

2] if an unsigned form is used, or [-(2"

1), 2T

1] if signed

redundant numbers are used. It is desirable to minimize this range.
If the digits of the multiplier are scanned in right-to-left order, as is typical for multipli

ers using Montgomery's algorithm [6], then this redundancy can be dealt with by recoding
the multiplier into non-redundant form "on-the-fly". As a digit B(i) is processed, it is con
strained to be within an the acceptable range, and any overflow or underflow is carried over

to the next digit. However, if a left-to-right algorithm is used, as are all of the algorithms
discussed in this thesis, than this becomes more difficult. Conversion to a non-redundant
digit set on-the-fly is in this case impossible. However, it is possible to rapidly convert the
digits of the multiplier to a minimally-redundant set, such as [0, 21 or [-21-1, 2r-1]. It will

be assumed throughout this thesis that this is done, and that B(2) will lie in one of these
two ranges, depending on the division algorithm used.

4.3

Calculating the quotient .7,

As was discussed in the previous chapter, exact calculation of qi is highly impractical, as a

full division would require 0(n) time. This is far too much for a fast modular multiplier.
Thus, qt must be estimated. As before, the estimation technique used must not diverge or
cause overflow, and must insure that the result is always in the correct residue class. Several

of the division techniques discussed in the previous chapter are applicable to the high radix

case. We shall analyze each of these in turn.
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4.3.1

Division by a greater power of 2

Division by a greater power of 2 works the same way in the general radix case as it does in the

radix-2 case. We replace the computation qi = LP: IN j with the estimate Vi = LP /2n+4.1

for some 8 > 0, and compute Pi = PL

qW', where N' = L2n +a /NJN. This gives the

algorithm shown in Figure 4.3.

for i

0 to klr -1

1.

Fl

2' Pi_i + Ai

2.

qi

124-4-]

3.

Pi 4 P 

return Pk /r -1

Figure 4.3: Radix-2r modular multiplication algorithm, using division by a greater power
of 2.

Assume that 13, lies in the range [0, o 2n+6). Using an argument identical to that given

in Chapter 2, it is easily shown that the bounds on Pi are
Pi

>0

Pi

< 24 +' - 1 + (N

(4.1)

1)(o - 2) + 2n+5

(4.2)

Assuming that the Ai terms are bounded within the range [0, g 2n) for some g > 1, and
substituting into Step 1 of the modified equation shown above, gives the following bounds
on 13:.

P41 > 0
< 26+nco-l-r

(4.3)
2r

2) (N

1) 2' + 2n+5+7.

g 2n

(4.4)

These bounds must be within the range [0, a 2n+5) to verify the initial assumption. Using

the inequality 2n > N -1 and substituting and rearranging terms gives

2r + (a

2)2n+r + 211+6+" + g 2n <

0-

2'+5

(4.5)
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25+n-w+r + (a

- 2)2n+f + 2n+6-Fr + g 2n < a 2'2+6 + 2'

(4.6)

As 2' is always positive, we can drop it from the right-hand-side of the inequality. Doing

so and dividing by a 2'14 gives

2'

a 2"'

+ (a

2'

2'

2)

a 26

2'

2r +1

+

2'
g
+
a a - 26
2'
g

a 26 + a + a 26

a - 2" ± 26

<

1

(4.7)

<

1

(4.8)

As in the radix 2 case, it is beneficial to select g such that the result of one multiplica
tion can be used as the multiplier or multiplicand of the next multiplication, without any

intermediate reduction. The algorithm, as presented, will produce output in the range

[0, 26+'

1 + (N - 1) (2° - 2) + 211+61 Thus, choosing g = 2' (25 + 26' + a - 2) will

satisfy this need. Substituting this into the inequality above gives
2r+1

2r+1

2r+2

2r+1

a 2"'

26

a 26

a-

<1

(4.9)

At a minimum, a must be greater than 2"+1. If we want to minimize the division time, we
can eliminate the sign estimation by setting w = 0. This inequality then becomes
2r+1
26

2r+2

2r+2

a 26 + a

< 1,

(4.10)

and we must select a > 2'1-2. If inter-multiply reduction is to be performed, than g and a
can be lowered accordingly.

The range of q: will be [0, a

1].

An important observation to make concerns the ratio Flog2

is the number of bits required to store

/r, where llog2

=r+p

In the case of r = 1, this ratio is rather large.

However, as r grows, this ratio will grow smaller and smaller and approach unity. This is
because the number of extra bits p needed to store

is independent of r. Thus, division

by a greater power of 2, inefficient in the radix 2 case, becomes more and more reasonable
for higher radix multipliers.
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Implementation Details
The design of the division circuit for the radix-2' case is fundamentally the same as the
design for the radix-2 case. An adder is used to combine the sum and carry portions of the

highest w + a bits of the accumulator. If a carry-propagate adder is used to calculate

it

will have a latency of OP + a). However, there is a simple optimization that can be made,
which makes the latency of calculating qq independent of r. This optimization is to keep (A

in redundant form, and use only w bits of carry-propagate addition. This will complicate
the calculation of

but this complication can be dealt with. As will be seen in chapter

5, when pipelining is discussed, this optimization is very important.

Chapter 3 gave several other optimizations which can be used to speed up division by
a greater power of 2, including rearranging of the steps of the algorithm, and replacement
of N' with 2n+3

(2n+5 mod N). Figure 3.14 gave a version of the algorithm which uses

these optimizations. It is repeated here.

for i
1.

2.

0 to k - 1

Pi 4 2 (Pl_i - q:_1 2'1 + Ai
PI 4 Pi +
(2'14 mod N)

Pk 4- 2 (PL -1
PI, 1- Pk

qik_1

2n+5)

(2n+6 mod N)

return PL/2
This algorithm can be extended to the radix-2r case as shown in Figure 4.4. Alternately,

the algorithm shown in Figure 4.5, a radix-2r version of Figure 3.15, can be used instead.

Like its radix-2 equivalent, it will use less area, but the answers it produces will be off by

a factor of 2'.

4.3.2

Division by 25N

The division by 25N techniques-both using the round() and LI functions, can be extended

to higher radices as well. The algorithm for radix 2' modular multiplication using the
round() operator is shown in Figure 4.6. A similar algorithm which uses the u function is
given in Figure 4.7:
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to k/r - 1
for i
1. Pi 4- 2'
Vi_1 2'1 + A2
2. Pi'
+
(2'44 mod N)
3.

qi

[AT- J

Pk/r 4 2 (Pk -1
PLir

Pk

qc/r-1 2a+s)
2qk/r-1 (2n+6 mod N)

return Pk /r /2'
Figure 4.4: Optimized radix-2r modular multiplication algorithm using division by a greater
power of 2.

for i 4- 0 to nir -1
1.

P2 <- 2' (P1_1

2.

fl 4- Pt + 2q/i_1 (2n+5+r mod N)

3.

qi

LAT]

Pn/r4 2 (P'n/r-1
Pnl

2n+6) + Ai

/r 4 Pn

q'n/r-1 2n+5)

2qn/r-1 (271+45 mod N)

return Pap.

Figure 4.5: Alternate optimized radix-2r modular multiplication algorithm using division
by a greater power of 2.

Both SRT division and parallel searching may be used. The difficulty with employing

SRT division in higher-radix multipliers is that the range of the quotient is 0(2r), and the

number of steps of the SRT algorithm which must be performed on each cycle is 0(r),
which is undesirable. There is no known way to circumvent this. In addition, the time
required for each step is rather lengthy. Thus, SRT division is not practical for high-radix
implementations.
Parallel searching, on the other hand, can be efficiently utilized. In [18], parallel search

ing is used to implement a radix-5 multiplier. Use of parallel searching for high-radix im
plementations may seem counter-intuitive, due to the sheer number of comparisons which

must be made for large r, but the area required for these comparators is reasonable if r
doesn't grow too large.
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for i
1.

PI

2.

0 to n/r

1

2rPi_1 + Ai
4-- round (110

Pi 4return P,, I r
3.

Vi24N

Figure 4.6: Radix-2" modular multiplication algorithm using division by 26...AT and round()
function.

for i

0 to n/r

1.

PI 4-- 2"Pi_1 + Ai

2.

Vi

3.

Pi

1

1.247.1

q:28N

return Pn/r

Figure 4.7: Radix-2r modular multiplication algorithm using division by 26N and U func
tion.

If the values of x26N are precomputed and stored for all x in [a, b], where a and b are

the lower and upper bounds of

the time required to compute Vi will be equal to the

time required to compute one of the sign tests as indicated above. To achieve the accuracy
required to insure that estimate error will not lead to divergence, some of the comparisons

will require 0(r) time if a carry-propagate adder is used. (This requirement is discussed
in detail below.) However, a parallel prefix circuit can be used [25], reducing the latency

to 0(log r). As only each result need be calculated, and not the exact value, much of the
logic required in a carry lookahead adder can be discarded. Figure 4.8 shows a circuit which

detects the sign of a signed carry-save number in 0(log r) time. (The circuit assumes that

for each digit, if the carry bit is set, then the sign bit will be set as well. As this may not
always be the case, additional logic, consisting of a single AND and OR gate for each digit,

is needed to convert each 10 pair to 01.)
The area required for a divider of this nature can be calculated as follows. Approximately

2' cells will be needed, one for each possible value of q[. Each cell will need a register to
store k25N, a carry-save adder to perform the subtraction, and a parallel-prefix circuit to
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Ac.7 4.7

kA Ake Ae.5

'42.4 1/44 1/43 1/43

'4C.2 1/42 AO ASO

AO 1/40

Figure 4.8: Sign-determination circuit for 8 bit carry-save number, using carry- lookahead
technique.

compute the sign. Each of these components will require 0(r) area. This means that a
total area of 0(r 2') will be needed. Thus if this method is used, r will need to be kept
small.

One other issue to consider is the encoding of the output of the divider. Parallel searching

doesn't produce Vi directly, but instead produces a vector giving the results of each sign
test. If the exact value of Vi is needed, then an encoding circuit must be used. A 2" : r

encoder will have a latency of 0(r), as each output is a function of half of the input terms.

In practice, the delay of such a decoder will be insignificant compared to the rest of the
circuit, but it is something which should be considered.

Demonstrating Convergence
It must be demonstrated that the algorithm converges. Consider division using the u
function. Assume that all of these sign tests are performed using sign estimation, with
flog2(b

a + 1)1 + w bits of resolution, where w is the sign estimation parameter. Pi can
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thus be calculated as follows:
Pi

!

=

2P6N

_126 N

= P: mod 26.N

(4.11)

If an error is made in sign estimation, this becomes
P!

=

26 N

1)

= (P: mod 26N) + 26N

(4.12)

The astute reader will notice that these equations are the same as in the radix 2 case given
in the previous chapter. From this discussion, it is known that
Pi

>0

Pi

< 26N + 25w+n

(4.13)
(4.14)

1

Assuming that A lies in the range [0,0] for some g, the bounds on Ptci can be computed
as follows:

P:+1

>0

(4.15)

< 26+rN + 261'4' + gN

(4.16)

The range of qi is thus

qi

>0

(4.17)

[25+rN + 26+n+r' + gN
qi

2r

26N

<

2r +

[28+12+ ' + g N 2r]
26N

(4.18)
(4.19)

As N > 211-1, the ratio 2n/N will always be less than 2. Thus, the inequality can be
simplified as follows.

2r +

2_5

2r

25+nli

(4.20)

It is apparent from this inequality that the maximum value of Vi will be at least 2r. It is
desirable that this value not exceed 2f+1; to achieve this, w should be 2 or greater. The
value g must be equal to at least 1, again to allow the set of possible values of A, to include
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a complete N-residue set. Setting w = 2 reduces this inequality to

2'

gli < 3- 2' + [g 2-6

25-1-n-1i

2

(4.21)

To satisfy the condition that cli not reach 2t +1, it is necessary that

[g 2-6

2'
254-n-i -I < 21-1

(4.22)

If g < 26, then the left-hand-side of this inequality goes to zero, and it is always true. If
g >26' and g/26 is an integer, then this inequality becomes

g 2-5 -1 < 2r-1.

(4.23)

As all terms are integers, this becomes

g 2-6 <
log2(g)

5

<

5>

2T-1

(4.24)

r

(4.25)

1

log2(g)

r+1

(4.26)

If g/26 is not an integer, this inequality becomes

r+1

5 > log2(g)

(4.27)

If a recoded multiplier is used, it is useful if the upper bound of qii is less than or equal to
2'4-2

2

3

To accomplish this, w must be increased to 3. Substituting this into the equation gives
igli

<

i5

. 2? + [g. 2-6

2'
25+n-1 -I

(4.28)

which can always be satisfied with sufficiently high 5.

High-radix division by 26N also converges for signed-digit numbers, using the round()

operation. A radix-4 implementation of RSA multiplication using signed-digit numbers
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Figure 4.9: Circuit for calculating q:N, where ei is a three-bit number.

and floor(), producing

in the range [-2, 2] is discussed at the end of this chapter. An

abbreviated proof of convergence is given there as well.

Division by 28N again allows very tight bounds on PI, and keeps the possible values of
qi small. However, the time required to compute

is dependent on r, whereas for division

by a greater power of 2, the time needed to compute Vi can be made independent of r.
Also, efficient computation of q' using division by 25N requires area which is exponential

with respect to r. Thus, whereas division by 25N is a better choice for low r, division by a
greater power of 2 is a more attractive technique for high radix designs.

4.4

Computing the product q2N

In the radix-2 case, computation of qiN is relatively simple, as the value Vi usually can be

represented with a single nonzero bit. However, this is not true in the general-radix case.
Depending on the design of the divider, q= can lie have a large range, up to and including
[0, 2'1-3).

Thus, up to 0(r) terms must be added together to produce the product. In

addition, an additional latency of 0(log n) is needed, as Vi must be broadcast throughout
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Fup

FuI

Adds,

Adddot

FW

E

r-A 9-input Wallace tree, used to add 9 terms
together, producing a carry-save output.

A 8-input binary 42 tree, used to add 8 terms
together, producing a carry-save output.

Figure 4.10: Various geometric adder trees, with logarithmic latency.

An adder layout adding 10 terms, requiring only
5 full-adder gate delays (instead of 8)

Another adder layout adding 9 terms, requiring
only 5 full-adder gate delays (instead of 7)

Figure 4.11: Various optimized linear adder arrays.
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the multiplier. Up to three terms may be added with a single array of full adders (Figure
4.9). More terms require the adders to be cascaded in some fashion.

There are several different ways in which the adder can be built. The simplest con
figuration is a linear array

.

This configuration is extremely orthogonal, and easy to lay

out. However, it has a latency of 0(r). If m terms must be added using a linear array, the
latency will be equal to m 2 full-adder delays. A Wallace tree [10] or 4:2 tree (both shown

in Figure 4.10) can be used, reducing the latency to 0(log r). However, such geometric
circuits will have irregular layouts, and are not area-scalable as r increases.

Other arrangements of adders can be used as well, which are faster than the linear
array, but can be laid out in a regular, scalable fashion. Two such layouts are shown in
Figure 4.11, each with less latency than a linear array. The circuit on the left of this figure
works by having two parallel linear adder arrays, which are combined in the end. The other

circuit works in the opposite fashion-several small groups of terms are reduced, and these
are added in series.

4.4.1

Recoding the multiplier

One technique used to simplify multiplication is to recode the multiplier such that the
number of partial products which need to be added is minimized. An n-bit binary number
has an average Hamming weight of n/2, and a maximum Hamming weight of n. If Vi requires

r + p bits to store, then up to n terms must be added together. Since the discussion in this

thesis is limited to synchronous multipliers, the circuitry for computing 01 must always
be designed to support the worst case. However, if we could lower the worst-case Hamming
weight of

then we can design a faster multiplier.

One of the best-known algorithms for reducing the Hamming weight of a multiplier is
Booth recoding [26]. In Booth recoding, an k-bit binary number is recoded over the digit set

I, 0,1 using a simple algorithm. The original Booth recoding algorithm does not reduce the
maximum Hamming weight of the multiplier, thus does not offer any advantage. A modified

version of the Booth algorithm, on the other hand, reduces the average-case Hamming
weight to 3k/8, and the worst-case Hamming weight to Ik/2.1 + 1. The logic required for
the modified Booth algorithm is slightly more complex than that for the standard algorithm,

but still operates in 0(1) time.
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Xi+i

Xi

xi-1

0
0
0
0

0
0

0

1

0

1

1
1

0
0

1

1

0

1

1

1

Yi+1
0
0
0

Yi

1

1

0

-1
0
0
0

0
0
-1
-1
0

1

1

0
1

1

Table 4.1: Truth table for modified Booth recoding.

There is a third method of Booth recoding, known as canonical recoding, which has an
average Hamming weight of k/3 and a worst-case Hamming weight of [k/2J +1. This algo
rithm is known to produce the optimal recoding of a binary number over T., 0, 1. However,

as it requires 0(k) time to compute, and its worst-case behavior is no better than that of
the modified Booth algorithm, canonical recoding is not suitable for this particular task.
The modified Booth algorithm works by examining, in parallel, overlapping groups of
three bits and recoding them, producing two output digits at a time. Table 4.1 gives a truth

table for the modified Booth algorithm. Notice that in every possible output combination,
at most one of the two digits produced will be non-zero, thus demonstrating the maximum

Hamming weight of [k/2J + 1. (The +1 term comes from the fact that a k-bit binary
number may require k + 1 bits to recode.) It is also possible to view the recoded quotient
qL as a radix-4 number over the digit set g, T, 0, 1, 2 }.

If the modified Booth algorithm is used, then the recoded version of Vi will have a
maximum Hamming weight of L(r + p)/2 J + 1 = ((r + p

1)/21 + 1. For odd r.+ p - 1,

however, this can be improved on if we limit qL. It can be shown that if we limit qY to the
range [0, s] where
S=

2r+P+1

2

3

then the recoding of Vi will have a Hamming weight of only {(r + p

1)/21. Thus, one less

term need be added. This technique has been used in several implementations [27] [18].

The logic to recode the multiplier will require constant time. Since the number of
terms to add is halved, the addition time will be halved as well. (It will still be 0(r).) In
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addition, some shifters and/or inverters will be needed to negate and/or double the each
of the modulus terms before they are added in. However, these can be effectively pipelined

with the additions.

4.4.2

Precomputing Multiples of N

Another method of speeding up multiplication is to precompute and store multiples of N
(or N', if division by a greater power of 2 is used). The quotient qi can be partitioned into
several b-bit groups, and kN is stored for all k in the range [o, 2b 1]. The following is true:
(r+P)ib

E
k=0

where zk it the kth b-bit group of

2bk

(4.29)

and r + p is the number of bits needed to store

is assumed in this discussion that r + p divides b. If this is not the case,

It

can be padded

with zeroes until this condition is true. An example of this architecture is shown in Figure
4.12.

The main decision which must be made with this method is the value of b to use. At
one extreme, b can be set to r p, requiring that all multiples of N' be stored. This requires

that no addition be performed to calculate qW This technique is only practical for small
.

r, however, as it requires an immense amount of register space. area. On the other hand,

a small value of b can be chosen, such as b = 2 or b = 3. This will reduce the number of
additions which need to be performed by a factor of 2 or 3, respectively, speeding up the

multiplication. An example of this architecture, where r + 1 = 4 and b = 2, is shown in
Figure 4.12.

A useful modification to this architecture is to store bN only for odd b, and calculating

even B with shift operations. This reduces the storage space required by a factor of 2, at
the cost of a small amount of additional logic. This optimization works best for small b, as
the maximum number of shifts which may be needed to produce the correct multiple of N

is equal to b 1.
The area required by this method is O(2bn + rn /b). The register space needed to store

the precomputed multiples of N is the largest contributor to this area requirement, along
with the address decoding logic. The adders needed are also a major factor in the area
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Figure 4.12: Calcuation of P = ViN using lookup tables

requirement. Because the area requirement is exponential with respect to b, it is easy to
see why b should be kept small.

If qi is explicitly calculated and stored in binary form in the division step, then there
are two components to the time requirementthe time to decode the address and select the
correct multiple of N, and the time to add the terms together. Assuming that the registers

are sufficiently multi-ported to allow all zk terms to be read simultaneously, the time to

decode the address will be 0(b), and the time to add the terms together will be 0(r lb),

thus the total time will be 0(b+ rib). If we set b = Vr--1, then this reduces to 0(1g). If
we hold b constant regardless of r, or set b = x, then the latency becomes 0(r) instead.
However, if parallel searching is used to find

then q/i is already available in an unen

coded form, and the address decoding step is not necessary. (If we choose a b smaller than
r + 1, some decoding logic will be needed to separate Vi into b-bit portions, but this will re

quire 0(r lb) time instead of 0(b) time.) As before, the addition will require 0(r/b) time to
compute. If we fix b/r to some constant, we can theoretically acheive a multiplication time

independent of r. However, this method requires far too much chip area to be practical.
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4.5 A Practical Example: Takagi's Multiplier
A practical higher-radix multiplier which uses many of the techniques discussed in this
chapter is that of Takagi [28]. This implementation uses the parallel searching technique
to perform division, using signed-digit instead of carry-save numbers, to produce values of

q: in the range [-2, 2]. This allows a simple multiplier to be used to calculate eiN , as all
multiples of N in this range can be computed with inverters and/or left shifts.
Takagi's multiplier uses the round() function for division, instead of the LI function. An
extremely brief analysis of this follows. Pi can be calculated as follows:

Pi =

!

round

Pi!

2P6N

125N

(4.30)

26N

(4.31)

2P! + 2°N
22 25N

= (P' +L26-1N mod 26N)

- 25-1N

(4.32)

This is the equal to Equation 3.28, which gave the identical calculation for the radix-2 case.

In that section, the effects of sign estimation error were also factored into the equation, and

we can summarize the results.

> -2d -1N

(4.33)

< 26-1N+ 2n+6-"'-1

(4.34)

1

Assuming that Ai lies in the range [ -gN, 9N] for some g, we can find the bounds for P.

P1+1

P1+1

< 26+r-1 N
_2(5+r-1N

2r

gN

2n+61-1.")-1

gN

(4.35)
(4.36)

And, the bounds on q: are

qi

<

qi

>

2r-1

12r co

+

1

2-6
g

2

28+n-1

+

(4.37)

(4.38)

Takagi chose the values r = 2, w = 4, and b = 2 in his paper. In addition, M was limited to
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the range [-5 . 2n/8, 5 2n/8]. B, the multiplier, is recoded over the digit set [-2, 2]. Thus,

At lies in the range [-5 2n/4, 5 2"/4], implying g = 5/4.
Substituting these values into the bounds for q= given above implies that

will lie in

the range [-2, 3]. However, it can be shown that the range [-2, 2] is sufficient. Assume Pi
is its maximum value of 22+2-1N + 2n-1-2+2-4-1+ N (5/4)

2 = 8N + 2n-1 N (5/4)

2.

This will generate Vi = 2. Subtracting g'i25 N = 8N gives

p,

5

N

2n-1

2

(4.39)

It is necessary that this value of Pi be less than or equal to the maximum value given above.

Thus, the following must be true.
5N
4

+ 2n-1

2

5N
4

32n
8

2n-1

Thus, the algorithm converges for

< 26-1N + 2n+6w-1

1

(4.40)

< 2N + 2n-3 + 1

(4.41)

N+1

(4.42)

<

4

< N+

4

ranging from [-2,

(4.43)
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Chapter 5
Pipe lined Implementations of Modular Multiplication
This chapter deals with pipelining the modular multiplication operation. The reasons why
pipelining is an attractive method for implementing faster modular multiplication are dis
cussed. Several existing pipelining schemes are examined. Finally, a technique for pipelining

modular multiplication is proposed and analyzed.
5.1

The Motivation for Pipelining

As discussed in the previous chapter, a crucial issue in the implementation of RSA mul

tiplication is the issue of scalability. As the computing power available to cryptanalysis
continues to grow, and as algorithms for factoring N continue to improve, cryptosecurity
requires that larger moduli be used. Unfortunately, this leads to a decrease in performance.

It has already been established that the multiplication time for the algorithms presented in
this paper is 0(n log n). Further, the number of multiplications which must be performed in

order to carry out an n-bit modular exponentiation algorithm is 0(n), thus the total expo
nentiation time is 0(n2 log n). The number of exponentiations which must be performed to
encrpyt or decrypt a message of length d is kiln]. Thus, if RSA is used for bulk encryption

of messages, the amount of time to encrypt/decrypt a given message is 0(d n log n). If,
on the other hand, RSA is used to encrypt/decrypt a fixed-length session key for a (much
faster) private key cryptosystem, then this time grows to 0(n2 log n).
Higher radix implementations have been used to try to counteract this somewhat. How

ever, as was shown in the previous chapter, scalability can be a problem. It is possible to
build multipliers which have better performance than 0(r), but the layout for such circuits

becomes quite complex. In this chapter, a different approach is studiedthe technique of
pipelining.

Examination of the modular multiplication algorithm reveals that there exists a single
critical path which limits the speed with which the circuit can operate. This critical path is
composed of the calculation of the quotient qi, and the subsequent multiplication of this by

quotient by N. This particular branch of the algorithm is highly serial in nature, and thus
an ideal candidate for pipelining. In later sections, we shall see how this is accomplished.
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Pipelining, of course, does have its disadvantages. Every pipeline stage requires a set
of registers, increasing the area needed. Pipelining also incurs overhead. Extra cycles will

be required to flush the pipeline, increasing the multiplication time, and the pipelining
procedure itself will add latency to the cycle time. It is imperative that any pipelining
scheme must overcome these disadvantages in order to be useful.

The discussion in the previous chapters assumes that some pipelining is already used-

namely, the partial products At are assumed to be ready to be used at the point they are
needed. As At does not depend on the intermediate results of the algorithm, this pipelining

is trivial to implement.
One pipelining technique which is not covered in this paper is the technique of systolic
arrays. Several systolic implementations for RSA multiplication have been proposed [8] [9].

Manufacturing a full systolic array to compute the modular product is currently impracti

cal; however, partial arrays can be built. The reader is referred to these papers for more
information.

5.2

Current Pipelining schemes

Several papers have already been written on the concept of pipelining modular multiplica

tion. Orup and Kornerup [18] [27] have proposed two different pipeline schemes. One of

these, dubbed the "S Scheme", uses a five stage pipeline in which a new cycle is started
every three stages. The pipeline works as follows. It is assumed that signed-digit numbers

are used throughout the circuit, and that both the multiplier B and the multiplicand M
are stored in this fashion.

In the first stage, B(1) , the ith digit of the multiplier B, is produced. Depending on
the implementation details, this may entail nothing more than a left shift, or it may entail
some on-the-fly recoding of the multiplier. In the second stage, B(1) is multplied with the

positive component of the multiplicand, M(p). In the third stage, three things happen in
parallel. First, the quotient estimate q= is generated. Second, B(1) is multiplied with the
negative component of the multiplicand, Mono. Third, PI is shifted left r bits, and added
to M(p)B(i) computed in the previous stage.

In the fourth stage, q' is multiplied with the modulus N. Simultaneously, Pt is added
to the M(n)B(i) term computed in the third stage. In addition, the next iteration of the
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algorithm is started as well, as B(i+i) is produced. Finally, in the fifth stage, P is added
to the value of ViN computed in the fourth stage.
The primary drawback of this implementation is that the cycle time is still limited by the
time required to calculate qt, multiply it by N, and subtract this result from the accumulated

partial product. This computation requires 3 pipeline stages, and new iterations of the
algorithm are dispatched at the same rate. It is desirable to develop a pipeline which can

start iterations at a rate much faster than the time required for this computation. Ideally,
a new iteration should be begun at every cycle.
The second method, called the "P-Scheme" by Kornerup, is a two-stage pipeline. How

ever, instead of being a true pipeline, it is a way of interleaving two independent modular

multiplications. This is a useful thing to do, as the right-to-left exponentiation algorithm
does contain intrinsic parallelism. If the bit of the exponent being examined is 1, then the
two calculations C

C S and S 4-- S S may be done in parallel. However, if the bit

is 0, than only one multiplication is performed, and there is nothing to parallelize. (The
left-to-right algorithm contains no such parallelism.) Alternatively, if RSA is being used
for bulk encryption instead of just to encrypt a session key for a private-key cryptosystem,

then two adjacent words of plaintext/ciphertext can be encrypted/decrypted in parallel.
As the exponent and the modulus will both be identical for both calculations, these two
exponentiations will proceed in a lockstep fashion, and finish at the same time. A diagram
of the pipeline is shown in Figure 5.1, and an architecture which can implement it is shown
in Figure 5.2.

5.3

Pipelining the multiplication algorithm

In chapter 4, an optimized version of the modular multiplication algorithm using division

by the next power of 2 was given. This algorithm is repeated in Figure 5.3. Note that the
version of the algorithm which does not include the 2" term in the precomputed correction

factor is used. This will greatly simplify the act of flushing out the pipeline at the end of
the multiplication.

The primary algorithm is repeated k + 1 times. The first k iterations are used to
accumulate the k partial products, Ao through Ak_i. The final iteration is used to take
care of the final q'. (Each iteration takes three steps). After step 3k + 2, the final product
Pk contains an extra factor of 2", however, the lowest r bits of PI, are all zero. A right shift
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for i 4 0 to k/r

1

Pi +- 2' (Pl_i - q'i_1 2n+5) + Ai
PI 4 Pi + 2r(ii_1 (2'14 mod N)

1.

2.

qi 4- [AA
PO2 (Pi/r-i
3.

q r-1 211

Pik <- Pn 2gkir-1 2'16 mod N)
return PL/r/2r

Figure 5.3: Optimized radix-2r modular multiplication algorithm using division by a greater
power of 2.

of r bits eliminates this unwanted factor, producing the correct result. It is fairly easily
shown that the value returned by this algorithm is equal to

P=

k/r

1
E2rAk,r_i 2r
i=1

1
------

klr

k/r

E 2riq;,/rir+6
2r
i=1

k/r
--.1- > 2riglic/ri (2n+6 mod N) (5.1)
2r i=1

k/r

E 2riAk,r_i - 2r E 2riqicit_i (2n+6 - (2'1+4 mod N))
i=1

k/r
.---

1

E 2r(t 1) m
1=1

1

(5.2)

i=1

N

21 kir
E 2ror 11.., qiicir_i
N

= M B KN
where ic is an integer determined by the various values of

(5.3)

(5.4)

Thus, the result is in the same

residue class as MB. It is assumed that Ai and Vi are zero for all i not in the range [0, k-1].

Step 2 of the algorithm depends on the value of q'i_1(2n+8 mod N), computation of
which is the primary performance bottleneck. However, the calculation of this value can

be broken down into a sequence of distinct instructions. Thus, it would be advantageous
to replace this dependency with a dependency on q'i_h(2n+4 mod N), as this would allow
pipelining of this calculation.

In order to do this, we must make sure of two things. First, it must be shown that the
pipelining scheme does not change the residue class of the final result. Second, it must be

shown that the pipelining scheme does not lead to divergence. A modified version of the
modular multiplication algorithm which implements this change is given in Figure 5.4.

65

for i 4 0 to k/r
1.

2.

1

2' (P_1 211+6) + Ai
P. <- Pi +
(2n+4 mod N) 2rh
Pi

3.

qi 4- [24.1
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2121
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PlcIr 4 PkIr

for i
4.

k/r + 1 to k/r + h 1

Pi +- 2"131_1

+
(2n+5 mod N) 2rh
return Pkir+h-1/2rh
5.

PI

Figure 5.4: Radix-2' modular multiplication algorithm using division by greater power of
2, and h stage pipeline.

It is easily shown that the product P calculated by this algorithm is equal to

P=

klr+h-1

1

EE 2rigle/r-Fh-1-i 271+6+
qri A

1=1

2rh

klr+h-1

>

1=1

2riclicir_i(2n+6 mod N)

(5.5)

i=1

Since Ai and q: are zero for all i not in the range [0, k/r

P

klr-Fh-1

1

k /r -Fh-1

E 2r2Ak/r+hli

2rh

1], this simplifies to

i=h

E
i=k

k/r

2rh E 2r(i-1)qkiri(2n+5 mod N)

(5.6)

i=1

k/r-1

E
i=0

k/r-1

E 2rigik/r-i-12n+5
i=0

k /r -1

(2n+6 mod N)

(5.7)

i=0

Setting

= 2rh allows the last two terms to be combined, as follows.

P=

k/r-1
i=0

k/r-1

(2n-f-8- (271+6 mod N)) E 2r jai
.k/ri-1
i=0

(5.8)
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k/r-1

NIN

. E 2riMBi
i=0
= P isN

k/r-1
2

i=0

(5.9)

qk/ri-1

(5.10)

Thus, it is possible to pipeline the calculation of gii(2n+6 mod N) and still guarantee that
the correct N-residue is produced.

The fact that this divergence will not occur can be proven with the following simple
argument. Assume

will lie in the range [0, a 212+5) for some a and b. As was shown in

previous chapters,

will lie in the range [0, a 1], and P'_1

[0, 2'44 + 2°+8'

1). If we assume Ai lies in the range [0, g 2°), then Pi will lie in the

271+8 will lie in the range

g 2° 2). Since (211+8 mod N) will lie in the range [0, 2°),
it follows that PI will lie in the range [0, 271+8+r + 2n+8+?-4" g 2° 2? + (0- 1)2n+rh).
range [0, 2n+64-r + 221+5+?w

To find the smallest a which will satisfy this bound, drop all terms which do not contain
a factor of 2°, and solve the following inequality:

23+n+rw + (a

25+n+r

1)2n+rh

g 2° < a 271+8

(5.11)

Dividing both sides by a 2".+6 gives
2rh

2?

a 2w

+ (a

2r

1)

2rh

a.

a 26

21.

+

. 23

1

(5.12)

<
a + a 2°r

1

(5.13)

2r

2rh

23

<
a + a 28

+

Because the latency for performing sign estimation will have a larger effect on the cycle time

of a pipelined implementation, we will eliminate the need for sign estimation by selecting
w = 0. Thus, the inequality becomes
2rh

26

2r+1

2rh

a

± a + a 26

<1.

(5.14)

As in the non-pipelined case, it is beneficial to select g such that the result of one multi
plication can be used as the multiplier or multiplicand of the next multiplication, without

any intermediate reduction. Thus, the bounds on the output of this algorithm must be
computed. Pki, will lie in the range [0, 2r+n+8
range [0, 2r+n+8

2?+n+"

2?h±n (a

1)

2"), and PL17. will lie in the

2'). The value of PI for i > klr will be equal
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to 2rP,!_i

2rhqi_h cn-F8
z

<a

mod N). Since

2Th-Frt

will be bounded in the range [0.2rPI_1

(0

1 for all i, and 2n+4 mod N < 2n, PI
1)). Unrolling this recursion gives the

following loose bound on Pk/r-l-h-l:

Plelr+h-1

>0

(5.15)

h-2

2r(h-1) D

I kir

Ir+h-1

2ri2rh+n(a

1)

(5.16)

i=0

2rh-Fri (.

2rhin+5

2rhi-n-1-5co

2rh-Fn (0.

h-1

1) E 2ri
1)

(5.17)

i=0
2rh

2r

(5.18)
1

As P = PICIr+h-112rh , dividing by 2rh gives bounds on P.

0 < P < 2h+6

2n+6."' + 272(0.

1)

Thus, g should be set to 2r (26 + 2" + (a -1) (2rh 1)/(2r
5.14 gives

( 2r (0.

a26

2hr+1

1)

)

2r

2h
1

+

2rh _1

(5.19)

1)). Substituting into Equation
2r+2

<1

(5.20)

Again, a must be greater than 2'4-2 for this inequality to be satisfied. After a is chosen,
analysis reveals that 45 = O(hr) will satisfy the inequality.
In this section, only division by a greater power of two was examined. There are several

reasons why we did not investigate the pipelining of multiplication using division by 25N.

First, analysis of the algorithm reveals that it is much more difficult to pipeline. The
modular reduction step in division by a greater power of two can be broken down into two

parts-one of which is simple to calculate, and the other which is sufficiently small that
delaying its inclusion won't affect convergence. Second,

itself can be calculated in 0(1)

time using division by a greater power of two, whereas the same calculation requires at best

0(log r) time when division by 25N is used. Finally, pipelining eliminates one of the major

disadvantages of division by a greater power of 2-the large values of qq that are required.
With pipelining, the complexity of multiplication by q= is no longer a factor in determining
the cycle time.
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5.4 Practical pipelined multipliers
In [23], Walter proposed a fully-pipelined, radix-2 modular multiplier, with a cycle time
which appears to be minimal. The cycle time achieved is roughly equal to the combined
latency of two full adders and a register. The multiplier uses Montgomery's multiplication,

a subject not discussed in this thesis. One of the advantages of Montgomery's algorithm,
however, is that a radix-2 multiplier only needs values of ei in the range [0, 1] instead of
[0, 2].

Thus, the logic required to compute qiiN consists of nothing more than a single

array of AND gates. The cycle time of a non-pipelined implementation is dominated by

the broadcast time. Since broadcasting has a latency of 0(log n), Walter observed that
h = 0(log n) pipeline stages would be needed.

Due to the nature of the algorithm used, the technique works only if N mod 2h = 1.
Thus, either the public modulus must be limited to such values, or a multiple of N must be
found with this property, requiring some extra processing. We shall now describe a radix-2
pipelined multiplier using classical multiplication, which offers similar performance, using

the methods discussed in this chapter.

5.4.1

An near-optimal, radix-2, pipelined classical multiplier

To minimize the cycle time, we will eliminate the need for sign estimation by setting w = 0.

Thus, a must be at least 9. This requires produces values of ei in the range [0, 8]. Without

adding any more bits to

we can choose a as high as 16. Thus, we shall do so.

Ideally, we would like the latency of each stage to be at minimized. Since Walter's
multiplier had a latency equal to the combined delay of a register and a 4:2 array of adders,

we will strive for this goal at well. Assuming that all of the other pipeline registers will
have the latency as the ones used to store Pi, this gives us the equivalent of two full-adder
delays to work with.

The first part of the computation of qW which must be dealt with is the broadcast
of

Assume that the device technology being used has a fan-out of f , and that b such

buffers can be connected in a single pipeline stage. As ei must be broadcast to n different
bit positions, as 2n+6 mod N is an n-bit number, the number of pipeline stages needed for
broadcast will be
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Figure 5.5: A six-stage pipeline for radix-2 modular multiplication

If we assume that f is equal to 4, b = 2, and that n is equal to 1024, this comes to
I-1/2 .log410241 = [5/21 = 3. Thus, three pipeline stages will be needed for broadcast. (All

bits of q' are broadcast in parallel.) As the third pipeline stage still has some time left, it
is possible to also compute the vectors (2n+6 mod N)- q'i(p)- 2P, where Vi(p) is the pth bit of

In this case, p will lie in the range [0, 3].

Three more pipeline stage will be needed to perform the additions. There are a total
of five things which must be considered; (24+6 mod N) q=(p) for all p in [0,3], and A. The

2n+6 mod N terms will typically be standard binary numbers, and Ai will be a carry-save
number. Thus, six terms must be added, producing 2 terms (a carry-save result). If a linear
sequence of 4:2 adders is used, then two such adders will be needed; thus two pipeline stages

will be required. (One of the inputs in the first adder will be unused.) Finally, the result
must be added into the main adder, thus h, the number of pipeline stages, will be equal to
6.

Substituting the values r = 2, a = 16, and h = 6 into Equation 5.20, it is computed
that 5 must be equal to at least 8. Figure 5.5 shows a diagram of this architecture.
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5.4.2

Extending this architecture to radix 2'

This architecture can be easily extended to the radix 2' case. If

is in redundant form,

it may or may not be advantageous to take add an extra stage and convert it to standard
binary. Bit-multipliers which accept qii(p) terms in the range [0, 2] are only slightly more
complex than those using [0,1]. The number of pipeline stages needed for broadcasting will

remain the same,
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logf

.

The number of stages required for accumulating the partial products of Vi (2" +b mod N)
depends on the layout of the adders. In the most simple layout, a linear array of 4:2 adders,

one in each pipeline stage, [(loge 0)/21 = 0(r) pipeline stages will be needed to accumulate

all partial products, as well as Ai. (It is assumed that Ai is pipelined separately, and added

in at the most convenient point.) On the other hand, if a tree of 4:2 adders is used, then
log2( flog2 al

/2) stages will be needed. As was discussed in Chapter 4, there are other

possible layouts, giving varying degrees of performance, however these structures will also

require 0(r) pipeline stages. We will ignore geometric structures such as Wallace trees, as
they are not area-scalable with increasing r.
Thus, a total of h = 0(log n) + 0(r) stages will be needed. Since h additional cycles are

needed to flush the pipeline, the total number of cycles needed will be equal to fn/r1 + h.
This does impose a limit on r, as if r grows too large, the number of cycles needed to flush

the pipeline will eventually dominate the number of cycles used to carry out the actual
multiplication. However, the break-even point occurs at n = 0(1/i), thus an increase in n
can be partially compensated for by a corresponding increase in r.

The other important factor to consider is the area. Broadcasting of a single bit will
require 0(n) area, and broadcasting of [loge al bits will require 0(nr) area, as a is 0(2").
In addition, we will need 0(nh) area for pipeline registers, and O(nr) area for adders.
There is an optimization which can be made, which reduces the area required to store

the bits of q= that are broadcast. In prior discussion, it was assumed that all bits in
would be broadcast to each bit position simultaneously. However, as not all of these values
will be used immediately, some will need to be stored for several cycles, increasing the area
requirement. A better technique is to delay broadcasting the bits of Vi until they are needed.
The lowest bits are broadcast first, and broadcasting of the higher bits of q= is postponed for
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a few cycles. This way, each bit of Vi need only be stored 0(n) times for one cycle, instead

of needing to be stored for several cycles. In order to minimize the register space needed
for broadcasting, it is best to broadcast the bits of Vi in a serial fashion, so that each bit of
qii is not broadcast until just before it is actually needed. This way, we need to keep only 1

copy of a particular bit of

,

instead of n copies. This will save a great deal of area.
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Chapter 6
Conclusion

Ever since the RSA cryptosystem was first proposed, researchers have been searching for

ways to improve its performance. RSA is still several orders of magnitude slower than
private-key cryptosystems offering similar cryptosecurity, and is far too slow for real-time
encryption of digital network traffic. And with the increasing sophistication of cryptanalysis
techniques, cryptosecurity requires larger and larger moduli to be used, further complicating

the problem.
The earliest RSA multipliers were multipliers which shifted a single bit at a time. These

multipliers fell into one of two classesmultipliers using Montgomery's method (which
are not discussed in this thesis), and multipliers using classical multiplication. There are
two different techniques used by classical multipliers to perform reduction of the partial

products modulo Ndivision by a greater power of 2, and division by 25N. Both are
effective, although division by a greater power of 2 requires additional overhead to be useful

for radix-2 implementations.
In an effort to speed up multiplication further, higher radix multipliers were used. These

multipliers shift r bits on each cycle instead of shifting a single bit. For high-radix multipli

ers, the modular reduction is carried out in basically the same way, except that more bits
are required to store the intermediate quotient. This has two consequences. First, division
by a greater power of 2 becomes a more attractive technique, and division by 25N becomes
less so. Second, the multiplier required to compute q'iN becomes much more complex,

increasing the cycle time.

By shifting r bits on each cycle, it was hoped that these implementations would have
much better performance, as the number of cycles required is inversely proportional to r.
However, it was soon discovered that the decrease in the number of cycles would be negated
by an increase in the cycle time. For most implementations, the cycle time increases linearly

with r, meaning that in general, multiplication cannot be made faster by increasing r. There

exist implementations which have cycle times that are 0(log r), but these circuits rely on
geometric structures such as Wallace trees, and are not scalable with respect to area.
In this thesis, pipelining is proposed as a solution to the scalability problem. By pipelin
ing, the cycle time can be made constant, as all time dependencies on r or n, caused both by
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the multiplication of q!.111 and by the broadcasting of

can be eliminated by adding more

pipeline stages. As the number of cycles required is inversely proportional to r (ignoring
the extra cycles needed to flush the pipeline), this allows tremendous speedups to be made

by increasing r. It is shown that such a pipeline can be constructed, and a technique for
implementation of such a pipeline is given.

The number of cycles required by this technique is (n /r1 +0(r)+0(log n). As the cycle
time is constant, the time required for a single RSA multiplication is thus 0(nIr + r + log n)

as well. We can treat r as a function of n, as the amount of resources to be used is often

determined by the size of the modulus. Thus, it is easy to see that the multiplication
function is optimized when we select r = VT1,, as it becomes 0(0i + log n) = 0(071). This
is a dramatic improvement over the value of 0 (n log n) achieved without pipelining. If we

hold r constant, in order to limit the area, the multiplication time increases to 0(n). This
leads to exponentiation times of 0 (n-fr).1. and 0(n2), respectively. As the area required for

the pipelined multiplier is 0(rn), this becomes 0(n f) if we set r =
A more practical limit on selection of r is created by the area requirements. The area
required is 0(rn), so the amount of silicon available on a chip becomes an important factor.
In addition, design issues such as routing and clock skew become more and more of a problem

as the area grows. These issues are largely ignored in this thesis, but they do present a
problem for any practical implementation of RSA. Fortunately, the methods presented in

this thesis were designed with area-scalability in mind. With the exception of the treestructure of buffers used to broadcast q:, no geometric structures are used. It is possible, by
adding more pipeline stages, to replace this tree structure with a linear broadcast chain. This

would make the multiplier semi-systolic, as all internal data collections would be localized

(there still would be a global clock and global I /O.) However, the number of pipeline
stages, and thus the time required for the modular multiplication operation to complete,

will increase to 0(n) if this is done, no matter what value of r is chosen. However, the
coefficient of this 0(n) term can be made extremely small.
There are still many problems which must be solved in order to make RSA practical for

large-scale encryption. It is believed that RSA will never reach the speeds achievable by
DES or IDEA, two popular private-key cryptosystems. However, implementations of RSA

are continuing to grow faster and faster. The pipelining technique described in this thesis
promises to increase the performance attainable by RSA even further.
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