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Introduction

Optical Tweezer Technology 

At its core, optical tweezers work by taking advantage of the fact that electromagnetic 

waves have momentum associated with them—even though they are massless—and that this 

momentum can be used to manipulate particles on the microscopic scale. When light is 

reflected from or refracted through an object, the momentum that is gained by that object in 

addition to the new momentum of the photon must be equivalent to the total momentum of 

the system before this event occurred. For example, when light is reflected from a mirror, the 

light bouncing back has its momentum reversed and so the mirror gains an amount of 

momentum to conserve the total value. This “radiation pressure” is too small to be noticed in 

the macro world, but is nevertheless a real effect and can be demonstrated on small particles. 

Since its invention in the early 1970’s, optical tweezer technology has grown to 

incorporate many subfields of science. Scientists have used it to cool and trap single neutral 

atoms, as well as live biological cells. High precision setups can be used to measure the forces 

created by motor molecules and the mechanical properties on the micro scale (1). 

Early attempts at particle trapping used two beams pointed in opposite directions so 

that the forces on a particle would oppose one another and the particle would remain in that 

position (1). The need for two sets of beams is removed by focusing a single laser beam as 

tightly as possible through a microscope objective, and then using the bent light by the particle 

to trap it into position at the focal point, as shown in Figure 1. 
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Figure 1 - The refracted beams of light cause a change in momentum of the particle (1). In (a), the 

particle is located to the left away from the beam focus. The grey arrows represent the forces felt by 

the particle, which moves the particle towards the greater laser intensity.  In (b) the particle is higher 

and located at the equilibrium point. The forces from conservation of momentum are balanced by the 

scattering force of the laser light. 

For particles much larger than the wavelength of the trapping light, the force on the 

particle can be calculated from applying simple ray optics to the sphere. The total change in the 

momentum of the refracted light is gained by the sphere, resulting in a force towards the focus 

of the trap. The trap equilibrium point is adjustable in three-dimensional space, allowing traps 

to be constructed in arbitrary locations and depths within the sample. 

Conversely, particles much smaller than the wavelength of the incident light can be 

considered as point-like dipoles, where the gradient and scattering forces are easily separated. 

However, the particles of comparable size to the wavelength of the trapping laser—the ones in 

which the most useful experiments in optical trapping are performed—require a complete 

electrodynamic theoretical treatment of the situation rather than the approximations discussed 

above. Although some progress in this complete treatment has been made, this general 

description typically does not provide further insight into the field of optical trapping (1). 
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What makes this realization of the optical trap useful is the fact that we are already 

using a microscope objective to image the micron sized particles. Unprotected viewing through 

the microscope is not feasible because of the laser, so a camera is used for the viewing instead. 

The microscope objective can be infinity corrected—meaning that light from the focal point of 

the microscope comes out of the aperture completely parallel—or focused down to a finite 

distance. In either case, the trapping laser can simply be guided down the back aperture of the 

microscope and it will be focused at the same depth as the microscope image. Reflections from 

the particle being trapped return along the direction from which they arrive, and can therefore 

be imaged in the same way as the visible light from the particles. The light coming back out of 

the objective can be split off from the return path by way of a beam splitter and sent to the 

imaging camera. 

The light from the laser can be viewed in conjunction with the particle on the camera, or 

can be analyzed separately. While in the trap, the location of the particle obeys a relatively 

linear relationship to the reflected light, so the displacement of the reflected beam can be 

measured and thus give details about the location of the particle. Using this fact, details about 

the trapping strength and the potential well can be measured using the resulting light. 

The goal of this research was to provide the same optical trapping capabilities, but with 

multiple traps existing simultaneously within a single sample. The following sections deal 

specifically with this process and how it was achieved.  
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Theory 

Trap Stiffness 

By applying the equipartition theorem, it can be shown that the expected value of the 

trap energy should be equal to half the thermal energy of the system. It is assumed that the 

particle in the trap behaves like a simple harmonic oscillator, so the expected energy is given as 

 
21 1

2 2trap BE x k Tκ= =
 (0.1) 

Where κ  is the spring constant for the harmonic force of the trap. Since x  is the displacement 

of the particle from the equilibrium position, the variance 
2σ , which measures the average 

square of the distance to the average, will be a reasonable substitute for the expected value of 

the position squared. Because the Brownian motion is random in every direction, the average 

position of the particle approaches the equilibrium position of the trap. Using this information, 

the trap stiffness can be calculated by 

 2
Bk Tκ

σ
=

 (0.2) 

Notice that the variance needs to be measured in terms of the actual particle position, 

so the position data needs to be calibrated rather than remaining a relative value (2). 

More detailed information about the trap characteristics can be found by performing 

Fourier analysis of the source data. Not only can the spring constant be determined, but the 

calibration factor between the measured data and the actual particle position as well. The 

motion of a particle in an optical trap can be shown to follow the equation of motion (reduced 

to one dimension for simplicity) 
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1/2

0 0( ) ( ) ( ) (2 ) ( )Bmx t x t x t k T tγ κ γ η+ + =ɺɺ ɺ
 (0.3) 

where 0γ  is the coefficient of friction, m  is the mass, and 
1/2

0(2 ) ( )Bk T tγ η  represents the 

random process of Brownian motion within the sample. ( )tη  has an expected value of 0 (both 

directions are equally likely) and an expected squared value of 1, leading to the random walk 

effect within the sample. Performing a Fourier transformation on (0.3) yields the spectral 

density of position fluctuations. 

 

2
0

2 2

/ (2 )
( ) B

c

k T
P f

f f

π γ=
+  (0.4) 

where cf  is known as the corner frequency and is given to be 

 0/ (2 )cf κ πγ≡
 (0.5) 

By assuming that the particle is spherical, Stoke’s Law determines the friction coefficient to be 

 0 6 vRγ πρ=
 (0.6) 

where v  is the surrounding liquid’s viscosity, ρ  is the fluid density, and R  is the radius of the 

particle. Using these equations and reasonable assumptions about the fluid parameters 

(viscosity of water, room temperature, etc.), it is possible to determine the spring constant of 

the trap using the measured information about the position of the particle after a Fourier 

transformation (3), (4). 

Motion Control 

Having fine-tuned control over the location of the trap has many advantages. Biologists 

working with cells can precisely position the trap, some cells or even individual cell components, 

single particles can be manipulated within micron-sized channels, and materials can be arranged 

on a small scale. 
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Rather than moving the stage with the media in order to reposition the trap, the 

position of the laser beam can be adjusted before it enters the back aperture of the microscope. 

If the laser beam enters the trap at an angle rather than parallel to the objective orientation, 

then the trap will be displaced within the focal plane of the microscope (Figure 2).  

 

Figure 2 - Altering the angle of the incoming beam will shift the location of the trap within the sample, 

while still keeping the focus at the same depth. 

Early incarnations of variable position traps involved adding a mirror into the beam path 

and then displacing the beam manually, with small motors, or with piezoelectric spacers. This 

has been accomplished in previous experiments using an optoacoustic modulator, which directs 

the beam path with sound wave dependent materials, or a micromirror device, which uses 

electric fields to redirect small mirrors. These methods are based on time sharing, which splits 

the laser power between several locations in rapid succession. 

For this experimental setup, the role of beam deflection is filled by use of a Spatial Light 

Modulator (SLM). This device is essentially a small liquid crystal screen that reflects the incident 

beam.  

Liquid crystals are so named because they contain both properties of liquids and 

crystals. They are composed of long, cigar-shaped molecules that move about freely and lack 

positional order (like a liquid), however groups of these molecules—specifically the nematic 
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type—tend to align themselves so that their lengths are more or less parallel. In a liquid crystal 

cell, the front and back surfaces are coated with a transparent conducting material to which the 

molecules anchor themselves. Small parallel grooves in the surface force the molecules to align 

along a given direction, along which the next layer of molecules aligns and this continues back 

through the crystal. 

Because these molecules are aligned along a given direction, they act on the macro 

scale as a uniaxial birefringent material. Incident light that is polarized along the liquid crystals’ 

alignment direction experiences a different index of refraction than the perpendicular direction, 

and is subsequently phase shifted as it passes through the material. Using a transparent material 

for the front of the cell and a reflective material for the back means that incident light can be 

reflected off of its surface and alter its polarization properties. 

The grooved surfaces on the front and back of the cell are aligned perpendicular to one 

another, so that the alignment of the liquid crystal molecules slowly twists 90 degrees as the cell 

gets deeper. This has the effect of rotating the polarization of the light as it moves through the 

crystal so that when it emerges it is oriented perpendicular to its initial polarization. When a 

voltage is applied to the liquid crystal molecules, dipoles are induced and they rotate into 

alignment with the new field, which is a much stronger effect than their natural parallel 

alignment. If this new voltage is applied from front to back of the cell, then the optical axis of 

the molecules is aligned with the incoming light and no phase shift occurs. This voltage control 

means that the polarization can be turned on and off arbitrarily, or to some partial polarization 

using different values of applied voltage. In a normal liquid crystal display, a polarizer is placed 

in front of the device so that cells that have a 90 degree polarization shift appear to be black on 
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the outside, but in the SLM the new phase shift needs to be preserved and so it is not included. 

(5) 

Using this display, each pixel of the device can assign an arbitrary phase shift to the light 

that it is reflected, which can be in turn controlled by a computer. The light wave will then 

proceed to propagate with the new phase components after reflecting from the device.  

Arbitrary control of the phases in the beam can be used to simulate an object placed in 

the beam path where none exists, known as a hologram. For example, one could create the 

effect of placing a lens in the beam by changing the phase as a function of the distance from the 

center. This works like a lens because different locations on the lens travel through different 

thicknesses of glass and end up with differing phase changes. Setting the phase changes directly 

is equivalent to passing it through the lens; the resolution is only limited by the size of the pixels 

on the device. A phase shift greater than 2π is functionally the same as that original phase 

modulo 2π, so we can cover the entire range of possible phase shifts with this mask. If more 

optical components are needed, then the respective phase masks are simply added together. 

Since we are looking for a deflection of the beam, then the optical component that we 

would like to emulate is a prism. A prism has a flat side that is angled with respect to the other 

side, and deflects the beam along a given direction. This corresponds to a linear phase shift 

along the direction that the deflection needs to occur, because the beam goes through thicker 

glass as it travels in that direction. This linear phase shift is known as a blazed grating and 

appears as a group of lines on the device (Figure 3). If multiple traps are desired, then multiple 

blazed gratings are simply added together, which will then split the beam into the multiple 

directions (6). 
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Figure 3 – The light entering the prism on the left passes through a thicker amount of glass than the part 

on the right, and will experience a larger phase change. The blazed grating pattern emulates this same 

effect. The darkness of each pixel determines the amount of phase shift that the SLM will impart on the 

light. 

Zernike Polynomials 

Because the SLM cannot be manufactured to be perfectly flat—varying by several 

wavelengths across the surface (7)—the traps that are produced from the reflection are 

malformed and therefore suboptimal as compared to a direct reflection from a flat mirror. An 

ideal trapping situation would involve precisely focusing the laser beam down to a minimum 

size, so the imperfections across the SLM surface adversely affect the performance of the trap. 

In this case, the effect is slight enough so that microparticle trapping is still possible, but at a 

reduced trapping strength. 

This aberration can be corrected by applying a phase mask to the SLM that cancels out 

the problem arising from the imperfect reflection. This is a natural choice because it is a simple 

matter to add another layer into the phase mask correction that includes this compensation. 

These changes in the wavefront can be parameterized through the use of Zernike 

polynomials, a set of orthogonal polynomials that characterize optical errors in interferometric 

analysis. Lower order terms deal with errors such as focus and coma and higher order terms 

deal with spherical aberration and astigmatism. The complete table of the Zernike terms used in 
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the system is shown in Table 1. This convention for the numbering and functional form of the 

Zernike polynomials is described in reference (8). 

If it is found that the beam is exhibiting an error corresponding to a Zernike polynomial, 

then the same polynomial can be added to the phase mask of the SLM in order to correct it. 

There are several ways to accomplish this; for example, using a Shack-Hartmann sensor to 

measure the full composition of the wavefront (9). However, the method described here 

involves adjusting the Zernike corrections manually and then monitoring the beam as a function 

of the coefficients. First, a “spot sharpness metric” is defined as 

 

2

2

ij
ij

s
ij

ij

I

M
I

 
 
 =
∑

∑  (0.7) 

where ijI  is the intensity of a single pixel of the laser image. This metric is minimized when the 

correction applied to the wavefront counteracts the aberration caused by the SLM and the 

beam is optimized for trapping (7). By successively minimizing each of the Zernike coefficients, 

we can approach an ideal trapping situation, while at the same time possibly compensating for 

errors caused by other optics in the beam path.  
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Table 1 - Notation of the Zernike polynomials used in the correction algorithms. 

# Polynomial Polar Form Cartesian Form 

0 
0
0Z  1 1 

1 
1

1Z −
 cosρ θ  x  

2 
1
1Z  sinρ θ  y  

3 
2

2Z −
 

21 2ρ− +  ( )2 21 2 x y− + +  

4 
0
2Z  

2 cos 2ρ θ  
2 2x y−  

5 
2
2Z  

2 sin 2ρ θ  2xy  

6 
3

3Z −
 ( )22 3 cosρ ρ θ− +  ( )2 22 3x x x y− + +  

7 
1

3Z −
 ( )22 3 sinρ ρ θ− +  ( )2 22 3x y x y− + +  

8 
1
3Z  

2 41 6 6ρ ρ− +  ( ) ( )22 2 2 21 6 6x y x y− + + +  

9 
3
3Z  

3 cos3ρ θ  
3 23x xy−  

10 
4

4Z −
 

3 sin3ρ θ  
2 33x y y−  

11 
2

4Z −
 ( )2 23 4 cosρ ρ θ− +  ( ) ( )2 2 2 2 2 2 2 23 3 4 4x y x x y y x y− + + + − +  

12 
0
4Z  ( )2 23 4 sinρ ρ θ− +  ( )2 26 8xy xy x y− + +  

 

Phase shift measurement 

The phase shift imparted by the device can be measured qualitatively though the use of 

an interferometer (see Figure 14 on page 30). If the beam is split and reflected off of two groups 

of pixels with different gray values, then they will be out of phase with one another. If the 

beams are then recombined, they form an interference pattern from this phase difference. This 

interference pattern can be described using the two parts of the laser beam as point sources. 

The interference pattern moves depending on how great the phase difference is 

between the two beams. If we consider the phase difference when the two pixel groups having 

the same gray value to be zero, it can be determined when a full 2π phase shift is obtained 

when the viewed fringes shift through one period and appear the same as the original position. 
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The points in between can be scaled to this value, allowing a measurement of the phase shift for 

every gray value that is applied to the SLM screen. 

Because the SLM has can display values of increments that are twice as fine as the 

increments supplied to the device, this mapping can be calibrated to create an optimal, linear 

relationship between the phase shift imparted onto incident light and the gray value being . 

Jones Matrix Characterization 

A polarizer before the SLM and an analyzer after are required to optimize the phase 

response as opposed to the amplitude response of the device. The ideal amplitude response 

would be equal for all grey values displayed, but ideally we can only work to minimize the 

amount of variance. To find this optimum alignment, the Jones matrix for every grey value of 

the device is measured and used to predict candidate intensity curves. 

The Jones matrix of a non-absorbing polarization device completely describes the effect 

the device has on a wave of incident light. The matrix used for our measurements is of the form 

 
i X iY Z iW

e
Z iW X iY

β− − − =  − − + 
M

 (0.8) 

The term β corresponds to a global phase shift, while the parameters W, X, Y, and Z are values in 

between -1 and 1 that satisfy the condition 
2 2 2 2 1X Y Z W+ + + = . It will be assumed that 

each one of these parameters is dependent on the gray level that is supplied to the SLM and 

that the measured phase interaction is independent of the pixel—i.e. light interacts similarly no 

matter where on the device it happens to hit.  

The polarization input and output states of the laser beam can be described using bra-ket 

notation by 
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cos( )
,

sin( ) ie φ

χ
χ φ

χ
 =  
   (0.9) 

where the parameter χ is the component of the linear polarization of the light and ϕ is the 

component of circular polarization. With this formulation, any polarization state can be 

described by these two parameters, which are conveniently chosen to correspond to a linear 

polarizer and a quarter wave plate (QWP). Any input state can be created using these two 

devices and any component of the resulting state can be measured using the same two devices. 

The intensity of the light reflected off an object with a known Jones matrix can be 

determined by the product 

 

2

2 2 1 1, ,I χ φ χ φ= M
 (0.10) 

where the parameters marked with a 1 relate to the input polarization state and the terms 

marked with 2 are the measured component of the output state. By measuring the resulting 

intensity of varying input polarizations and output polarization components, a measurement of 

the unknown terms in the Jones matrix can be determined. This method requires seven 

different configurations of input and output polarizations  (10): 

 

2 2 2
1 0,0 0,0I X Y= = +M

 (0.11) 

 

2

2 2
2 ,0 0,0

2
I Z W

π= = +M
 (0.12) 

 

2

2 2
3

3 1 1
, 0,0 ( ) ( )

4 4 2 2
I X W Y Z

π π= = + + +M
 (0.13) 

 

2

2 2
4

1 1
,0 , ( ) ( )

2 4 2 2 2
I Z Y X W

π π π= = + + −M
 (0.14) 
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2

2 2
5

1 1
0,0 ,0 ( ) ( )

4 2 2
I X Z Y W

π= = + + +M
 (0.15) 

 

2

2 2
6

1 1
,0 ,0 ( ) ( )

2 4 2 2
I X Z Y W

π π= = − + −M
 (0.16) 

 

2

2 2
7

1 1
,0 0,0 ( ) ( )

4 2 2
I X Z Y W

π= = − + +M
 (0.17) 

After some algebra, the following equations can be found that relate the measured intensities to 

the squares of the unknown matrix parameters: 

 

2 1
2

7 6

3 4

2 1
2

3 4

7 6

2 2
2

3 4

5 7

2 2
2

5 7

3 4

1

1

1

1

I
X

I I

I I

I
Y

I I

I I

I
Z

I I

I I

I
W

I I

I I

=
 −+  − 

=
 −+  − 

=
 −+  − 

=
 −+  − 

 (0.18) 

Finally, the last bit of information required to form the full Jones matrix is the relative 

signs of all the terms. Since a total phase difference doesn’t affect the measured intensity, the 

sign of X is taken to be positive for the lowest gray value. The other four signs are described by 

the expressions 
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5 7

3 4

7 6

sign( )
sign( )

sign( )

sign( )
sign( )

sign( )

sign( )
sign( )

sign( )

I I
Z

X

I I
W

X

I I
Y

W

−=

−=

−=

 (0.19) 

Once the Jones matrix has been calculated for each gray value of the SLM, it can be 

determined what combination of polarizer and analyzer will give the optimal results for the least 

amount of intensity lost due to polarization manipulations of the device. Since the full matrix 

has been calculated using every possible gray value, the resulting intensity curve from any input 

and output polarization states can be predicted using the new polarization orientation. A 

variation parameter can be defined as 

 

max( ( )) min( ( ))

( )

I g I g
p

I g

−=
 (0.20) 

Where I is the predicted intensity at a given gray value and ( )I g is the average over all 

predicted intensities. Minimizing this parameter leads to the minimum variance in the measured 

intensity and the optimal configuration of the polarizer and analyzer.  
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Methodology 

Computer Controlled Holographic Tweezers 

The Spatial Light Modulator (SLM) is controlled via a DVI input attached to a computer 

as a secondary monitor. In order to change the phase of a given pixel on the device, one merely 

has to display the right grey scale pattern on the monitor. Whatever the computer sends to the 

secondary monitor will be displayed at screen refresh rate on the SLM, and in this case also on 

an LCD monitor that splits the modulation signal. A quick check of the operation of the SLM can 

be completed by putting something to display on the second monitor (a window, for example) 

and checking that it is viewable on the device through a polarizer. The experimental setup used 

in the tweezer setup is shown in Figure 4. 

Laser 

Source

Pinhole

Polarizer

Spatial Light 

Modulator 

(SLM)

Beam 

Telescope
Analyzer

Dichroic 

Red Mirror

CCD 

Camera

Microscope 

Objective

Sample

Computer 

Control

 

Figure 4 - Holographic optical tweezer experimental setup. 

The software included with the SLM contained a program to apply images to the device. 

It works by asserting that there is a monitor attached with the same resolution as the SLM 

(1024x768 in our case) and fills it up with a window containing the hologram to display. The 

program includes several different predefined functions to display—blazed grating, Fresnel lens, 
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etc.—and also the ability to load an arbitrary hologram or convert an image onto a hologram 

using an iterative Fourier transform. Once the image is applied to the device, further lens and 

prism effects can be applied to it. 

This software is well suited for displaying static images but in our case we want to be 

able to interactively control the locations of the optical traps. Not only do we need to operate 

each trap separately, we also need to be able to expand the program should we have the need 

to perform some other operations. For example, we might want to be able to quickly turn on 

and off two sets of traps, or move a trap at a given speed. For these reasons we’ll be using our 

own software to interface with the SLM. 

Because all we need for a trap is a single focused point of high intensity, the patterns we 

display on the SLM will work as a simple prism or blazed grating. The prism allows us to 

arbitrarily control the deflection of the laser beam from the central axis, which (when combined 

with the existing optical tweezer setup) moves the trap position within the microscope. If we 

desire multiple traps, then we can add the phase maps together on the screen and each one will 

work independently.  

The software that we use for these calculations is a heavily-modified version of the 

“Blue Tweezers” software used by the Optical Tweezers group at the University of Glasgow, 

Scotland (11). This particular software is licensed under the General Public License (GPL) and is 

freely available as long as credit is given to the original source.  

Camera Interface 

In the original LabVIEW source, the trap control is performed by using a picture box with 

circles drawn on top of it. The click event was then used to detect when the user was dragging 

the mouse in the screen and repositioning the trap accordingly. This was a workable situation, 
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but it suffered from the disadvantage that the camera input from the trap had to be viewed 

independently from the trap controls. This was necessary at first when the camera connected 

could only be connected to a television set, but later a USB camera was installed on the system. 

This meant that it would require one window open to control the trap and another to view the 

output of the camera. The first modification to the program was to combine these two sources 

so that the traps could be directly moved on the image of the trap output. 

The camera used with the optical tweezer setup—DMK 21AU04 and later Imaging 

Source DMK 21BU04—was bundled with software that allowed the computer to read the output 

of the camera to the screen. Not only that, the software included LabVIEW interfaces to take 

pictures within LabVIEW using a couple of custom vi’s (virtual instruments). In order to use the 

camera, one needs to add an ICImagingControl object to the working vi and connect it to the 

vi’s provided to start the live feed and take pictures. The ICImagingControl object is a 

LabVIEW component provided by the camera manufacturer to access the features of the control 

class. Once it is added to the block diagram, the class reference can be used like any other 

LabVIEW data type. 

Originally, because the tweezer manipulation panel was a picturebox, the program was 

altered so that before the trap locations were drawn on it, a picture was taken with the camera 

and preloaded into the box. This did have the desired effect of showing the trap positions 

directly on top of the viewing image, but also had the problem of being very slow to render, 

dropping the total calculation time to about 5 to 10 frames per second, as compared to typical 

times of approximately 20 frames per second.  

The solution to this was to use the ICImagingControl object as the base of the trap 

display and to draw the trap locations on top of that. The object latches directly through to the 
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camera driver, meaning that the live image displayed would be displayed at the same speed as 

the camera preview screen, bypassing the image saving and processing needed to redisplay the 

image in the picturebox by LabVIEW each time the frame was rendered. Also, any pictures taken 

with the camera would show the pictures of the original traps as displayed to the user of the 

program. 

In order to accomplish this task, the LabVIEW program needed access to the 

OverlayBitmap controls of the ICImagingControl object, which were not provided as vi 

interfaces with the bundled software. However, LabVIEW does contain tags that allow access to 

the properties and methods of an ActiveX control, by using the Property Nodes and the Invoke 

Nodes, Figure 5. Any method or property that is accessible to a running program using the 

control is accessible to LabVIEW using these nodes. 

 

Figure 5 - Property and Invoke nodes allow LabVIEW files to access the full range of library components, 

even if there is not an interface built for it. 

The invocation methods used to provide an overlay on top of an ICImagingControl 

object were found in some example C# code that shipped with the camera and were converted 

into a LabVIEW call chain (Listing 1). The basic premise behind the image overlay is that one 

color is set as transparent and then the bitmap is drawn on top of the screen with the 

transparent color being where the camera image shows through the picture. In order to clear 

the image overlay, the entire control is filled up with the transparent color. The object also 

contains some simple methods for drawing basic shapes or text on the screen, so that they 

would have to be drawn pixel by pixel. 
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 // Program startup 
 OverlayBitmap ob = ICImagingControl.OverlayBitmap; 
 ob.DropOutColor = Color.MAGENTA;   // Select a color to be transparent 
 ob.ColorMode = OVERLAY_COLORMODE_COLOR;  // Display the overlay in color 
 ob.Fill( Color.MAGENTA );   // Erase everything 
 ob.FontBackColor = Color.MAGENTA;  // Make sure font backgrounds are clear 
 ob.Enable = true;    // Turn on the overlay 
  
 // At every frame of rendering 

 double x, y, r;     // Coordinates and radius of circle 
 Color c;      // Color of circle to be drawn 
 ob.Fill( Color.MAGENTA );   // Erase previous circles 
 ob.DrawFrameEllipse( c, x - r, y - r, x + r, y + r ); 

Listing 1 - Call sequence required to build an image overlay on the live camera feed. Notice that the 

overlay must be erased whenever it is updated. 

At this point the program is almost useable as an optical trap control except that it is still 

missing the mouse control of the traps that was in the original program. Fortunately, the 

LabVIEW interface allows us to set callback methods for controls as well. In order to enable the 

mouse control on the ICImagingControl object, we’ll use the register event callback node to 

override the action of the MouseMove event to go to a new vi, see Figure 6. 

 

Figure 6 - LabVIEW code for assigning an event callback. Anything that needs to be used in the calling vi 

needs to be passed as a single cluster in the user parameter. 

The button(s) pressed by the user are passed into this new vi as event arguments, so 

that we can tell if the user is clicking and dragging a given trap. In addition to that, a local 

variable is passed into the vi as a reference; so that we can retrieve the mouse coordinates back 

out into the main vi. Then these coordinates are parsed through the original algorithm to find 

where to move or drag the trap positions around. 
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Screen Alignment Calibration 

After adding the mouse controls, the result is a workable version of the optical tweezer 

control. However, the program still suffers from a rather glaring issue: a mismatch between the 

screen coordinates and the coordinates used by the hologram calculation. 

The coordinates on the control range from (0,0) to (1024, 768) where the origin is 

placed at the top left corner with the x-direction going to the right and the y-direction pointing 

down. These are the coordinates that are returned whenever the user clicks the mouse on the 

control, as well as the coordinates that are used to draw the shapes of the trap positions on the 

control. However, the locations of the traps given to the hologram calculating engine are 

defined in terms of displacement from the center point, where the center is the place where 

there is no deflection of the incoming beam. This would be straightforward to correlate the two 

positions, but we also need to take into account any changes in the image from any other optics 

that are present in the optical tweezer system—any lenses and polarizers that are within the 

beam path, any aberration due to the microscope objective and its components, and the 

placement of the camera at the output of the trap image. Since it would be difficult to exactly 

calculate how each one of these components affects the displayed image and because it is easy 

enough to perturb the system by moving the camera or by adding other optics such as filters, 

the approach that we’ll take to correlating these two is to compare these two coordinates on 

the screen where we will be working in the final step. Any corrections made to the coordinates 

will be immediately visible and will not require any other adjustments. 

We’ll start by assuming that any mismatch between the two coordinates is due to a 

linear transformation of translation, scaling, and rotation between the two coordinate systems. 

This is true for our purposes because the point where the system starts to become non-linear is 



22 

 

 

far outside the viewing angle of the camera and microscope. With this assumption, we can 

define a transformation between the two coordinate systems to be—adapted from an algorithm 

to calibrate device touch screens (12). 
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Where sx  and sy  are the coordinates as seen on the screen and hx  and hy  are the coordinates 

given to the hologram processing engine. The extra column in the matrix is to account for the 

translation of the system. Thus, the entire transformation can be expressed in terms of the six 

coefficients A through F. This matrix or its inverse can then be applied to a set of coordinates in 

order to get it represented in the other set of coordinates, all without having to keep track of 

any parameters manually. To solve for this transformation matrix exactly, three screen points 

and their corresponding hologram coordinates need to be found.  

This functionality is implemented by passing control of the hologram engine temporally 

over to a sub vi to get the coefficients of the transformation matrix (Figure 7). This vi sends a set 

of coordinates to the hologram to display and then prompts the user to click on the point on the 

screen where the trap position appears to be the most centered. This process is repeated two 

more times until the program has a set of three screen coordinates and hologram coordinates, 

at which point it calculates the transformation matrix coefficients and sends them back into the 

main program, which regains control of the hologram engine.  
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Figure 7 - LabVIEW realized implementation of the coordinate transformation. 

This process can be repeated as many times as necessary, so if any optics get bumped or 

moved then it wouldn’t compromise the optical tweezer setup. 

Description of Hologram Engine 

The hologram engine takes as parameters sets of two coordinates corresponding to the 

trap location in “hologram space”. This space is an arbitrary coordinate system whose two 

directions are mapped to the horizontal and vertical directions of the SLM. Any discrepancies 

between the two coordinate systems can be corrected by the hologram alignment algorithm. 

The transformed spot positions from the user interface are passed to the hologram 

render engine to be displayed on the SLM. The engine itself is composed of several sub vis that 

take the spot positions along with the parameters of the engine: resolution, engine type, render 

location, etc. All the rendering is performed by the simplest engine type “blazed grating”, as 

described in the previous section. The intensity of each pixel of the SLM is given by the 

expression 
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where xΛ  and yΛ
 
are the fringe periods in the x and y directions respectively. The fringe 

periods are proportional to the displacement of each trap location from the central spot—lower 

deflections of the beam correspond to a smaller number of periods of the blazed grating. The 

period terms only need to be proportional to the trap displacement; any misalignment by 

scaling will also be corrected by the orientation algorithm.  

In order to create multiple traps, each phase map is added together through the 

complex argument. The total phase map is created by each pixel following the relationship 
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Calculation of Zernike Polynomials 

The actual calculation of the values used for the Zernike corrections is fairly straight 

forward: one simply uses the Cartesian form of the equations as shown in Table 1, taking the 

longer dimension of the detector to be the unit length. Even if this use doesn’t match the laser 

reflection exactly, any variations will be apparent when the minimization of the spot sharpness 

metric is found. 

The Zernike polynomials are generated as a phase mask and then added to the active 

pattern already in use. The values returned by the Cartesian representation are transformed 

into grey scale components and then taken modulo 256 after they are applied to the hologram. 

The calculation of the phase mask values has to be done with LabVIEW primitives, Figure 8; 

using Math Script is easier to program, but it has been found to be very slow compared to its 
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direct counterpart. All the calculations in the rendering chain need to be as fast as possible in 

order to keep the hologram generation moving at a smooth framerate. 

 

Figure 8 - Sample calculation of a Zernike polynomial in LabVIEW. The number outputted for each pixel 

is in the range of 0 to 255, and will be transformed into a grayscale value before being rendered to the 

screen. All of the Zernike polynomial calculation is performed with LabVIEW primitives. 

In the main trapping program, the Zernike corrections can be applied to the active 

hologram through the engine parameters dialog box. Since the aberrations in the system are 

relatively invariant over the trapping range, one correction can be calculated and applied for the 

entire ensemble of trap locations.  

Another, single use program is used to find the optimum Zernike coefficients to create 

an ideal laser spot. First, the focus of the microscope objective is set to the depth of the 

coverslip, so that the light from the laser is reflected backwards into the camera and an image of 

the beam profile can be gathered. In order to reduce the effect of anything else in the sample, 

all other illumination on the system is turned off and the exposure time of the camera is turned 

down so that the laser spot (and only the laser spot) is visible in the image. 

The program restricts the processed image to an area around the laser spot—which is 

set by the user—then iterates through the selected polynomials and cycles their coefficients 

through a given range of values. The values for the coefficients typically range from -1000 to 
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1000, although it varies depending on the specific polynomial measured. For each coefficient, 

the program selects the minimum point in the measured spot sharpness metric and applies that 

polynomial before moving on to the next one. Repeating this process several times causes the 

coefficients to converge on the ideal trap parameters and compensate for errors in the optical 

path. 

The actual implementation of this procedure is similar to the main optical trapping 

program. The ICImagingControl object reads the data from the camera and creates a picture 

object from the selected area of the image. This picture is passed directly into the sharpness 

metric vi, as seen in Figure 9, where the formula (0.7) is calculated and returns a number. 

 

Figure 9 - Implementation of the spot sharpness metric. Most of the code above is used to extract the 

numerical value of the given pixels. 

This whole process is enclosed in a large loop that modifies the Zernike coefficient 

parameters before repeating the whole process over again. The value of the metric as a function 

of the coefficient is displayed on the screen and can be saved as a set of data files. 

Capturing Pictures/Video 

The ability to record the image stream from the camera is already part of the bundled 

software, but—like the image overlay previously—the provided software does not contain a 



27 

 

 

LabVIEW vi for accessing this capability, so the properties and methods of the class will have to 

be invoked through the ActiveX interface.  

Recording still images from the camera is a matter of invoking the IC_Grab_Picture vi 

and outputting the resulting image to a selected file, Figure 10. Depending on the layer on which 

the overlay was drawn, the saved picture may or may not have the trap position graphics 

included with it. The picture method can be invoked without having to stop the live feed from 

the camera, and will use whatever camera settings have been previously applied to it. 

 

Figure 10 - Implementation of image capturing using LabVIEW. 

Recording video with the camera is a relatively simple matter of setting up the video 

parameters and calling the right methods to start or stop the video recording. A file name is 

directly passed into the ICImagingControl object, so the finer details of handling the input 

stream are covered by the program and are not required to be implemented (Listing 2). 

 // Pre-video Processing 

 String filename;   // Raw path to output file 

 String compressor;   // Selected from ICImagingControl.AviCompressors 

 ICImagingControl.AviStartCapture( filename, compressor ); 
  

 // Video capture continues recording in background... 

  

 // Post-video Processing 

 ICImagingControl.AviStopCapture(); 

 ICImagingControl.LiveStart(); 

Listing 2 - Call sequence used to start recording of video. 

The biggest issue with recording video in this manner is getting the resulting video into a 

format that is readily useable. The built in recording can only use video codecs that are already 



28 

 

 

installed in the host machine, so usually the video needs to be transcoded into something more 

widely available. 

Jones Matrix Measurement 

The experimental setup for the Jones matrix measurement is a simpler version of the 

optical trap: instead of the light reflecting from the SLM and entering the microscope objective, 

the light is collected onto an intensity meter, as shown in Figure 11. 

 

Figure 11 - Configuration of optical components used for measuring the varying intensity of the SLM. 

To measure the relevant intensities, the SLM was set to a single color and the intensity 

was measured. Since the intensities will be normalized, only the relative values measured are 

important to this experiment. The computer then iterated through all possible gray values to 

display to the device and measured the intensity of each (Figure 12). This process was repeated 

for each required configuration of the polarizer, analyzer, and quarter wave plates (10). 
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Figure 12 - LabVIEW code for iterating through all possible display gray values. Each value is created by 

using identical values of red, green, and blue in the range from 0 to 255. 

The data taken was averaged over a large number of values, so that any variances in the 

measured intensity would be smoothed out (Figure 13). It was then normalized by dividing the 

measured irradiance by the sum of each pair of orthogonal measurements—i.e. detecting the 

same light with horizontal polarization and vertical polarization. Due to the ambiguity in creating 

left circular versus right circular light (the instruments available did not distinguish between the 

two) both directions were measured and used for the Jones matrix calculation. In addition, it 

was uncertain whether 45° meant rotated to the left or right as viewed from the beam path, so 

both of those measurements were performed as well. 

 

Figure 13 - Measurement and averaging of laser intensity with a light meter connected to the computer 

input. 

Phase Shift Measurement 

A useful set of information is to measure how much each gray value changes the phase 

of the incoming light. The gray value displayed by the device does not correspond linearly to a 

given amount of phase shift, so it needs to be compensated for in the software control. The 

actual range of gray values on the device is from 0 to 511, so there is some freedom in how the 

gray values are mapped between the screen range and the device range. This mapping between 
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the two values is manually added to the map stored on the device. Once it is determined the 

amount of phase shift each gray values gives the incident light, a new map can be uploaded to 

the SLM that maps the screen values to phase values between 0 and 2π. 

The experimental setup involves splitting a laser beam in two and reflecting the two 

beams off of each half of the detector, as shown in Figure 14. The beams are then recombined 

to form an interference pattern. When the two halves of the detector have a different gray 

value applied to them, the relative phase is different and the interference fringes move. These 

fringes are recorded by a video camera for each possible gray value to be applied to half the 

SLM. 

 

Figure 14 - Configuration used to measure the induced phase of the laser beam. The laser reflects off of 

two different sides of the SLM, which are set independently to two different gray values. 

The Phase Cam software provided with the SLM automatically iterates over the full 

range of gray values and images the interference fringes. Several lines of the interference 

fringes are averaged and then composited together into a single picture (Figure 15). Finally, the 

software measures the location of the fringes and how they move as a function of the gray 

value. 
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Figure 15 - Interference fringes as measured by Phase Cam. Each horizontal row represents a single gray 

value applied to half of the SLM. The red dots represent the detected location of each fringe. 

The movement of the fringes gives a value for the phase induced and then can be 

reversed to provide a linear mapping between the two values. Ideally, the measured 

displacement of the fringes would be a straight line on the composited images of the camera 

measurement. (13) 
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Results and Discussion 

Optical Trapping Capabilities 

The blazed grating method for trap positioning worked at a faster rate than the other 

trap engines with average refresh rate of 20.1 frames per second. For comparison, the 

Gerchberg-Saxon 2D phase mask operated at an average of 5.5 frames per second, and the 3D 

and Roberto versions were 2.5 frames per second. The random phase mask method performed 

at a comparable 20.7 frames per second on average, but led to significantly lower trap quality 

than the blazed grating method. All other hologram engines appeared to create the same 

quality of trap as blazed grating, although this is based on a qualitative visual inspection as trap 

stiffness measurements could not be performed with anything more accurate than the CCD 

camera.  

The laser power is greatly reduced over the course of the beam path, starting from 

approximately 100 mW from the laser aperture and decreasing down to the area of 3-5 mW of 

power measured just before the objective aperature. The reason for this is that several 

adjustments need to be made to the beam in order to direct the optimal amount of power into 

the mobile trap. First, the beam is passed through a pinhole in order to clean up the profile for 

trapping. The front face of the SLM is overfilled in an attempt to take advantage of every pixel 

available on the surface. 

The reflections of the laser beam off of the SLM exist in an array of reflective orders, 

shown in Figure 16. This is caused by the fact that the SLM is composed of discrete pixels with 

discrete gray values. If the device could represent a continuous spatial phase change, then there 
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would only be a single order diffraction. However, the finite-sized pixels cause higher diffraction 

orders to occur, which correspond to the Fourier components of the hologram.  

 

Figure 16 - Imaging showing the multiple orders of diffraction of the laser spot from the SLM. The spot 

with the circle next to it is the first order reflection and is our particular primary trap. The intensity of 

the trap is much higher than the surrounding orders. 

This effect can be partially compensated for by placing a polarizer before the SLM and 

an analyzer after the reflection. These two were then adjusted to minimize the presence of the 

other orders of the reflection and to make the beam diffraction as phase-only as possible, but at 

the cost of lowering the overall intensity of the laser beam. 

In addition, every new trap created by the hologram reduces the power available for 

each trap by about half because of the additional orders involved. Optical trapping has been 

observed using source lasers with power as low as 5 mW (14), so this reduction in power doesn’t 

obstruct our ability to trap micron-sized particles. 
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Our trap setup can usually simultaneously trap three spheres with a 2 micron diameter, 

although with careful tweaking it can sometimes trap up to six. Each one of these traps can be 

repositioned arbitrarily and in real time or can be turned on and off separately (Figure 17).  

 

Figure 17 - One trapped sphere (left) and three simultaneously trapped spheres (right), both trapped 

away from the center, undeflected position. 

Because the relationship between the screen coordinates and the trapping coordinates 

are almost completely linear, the alignment algorithm was able to provide reliable mapping 

between the two coordinate systems (Figure 18). Although small adjustments to the optical 

setup could easily disturb the current alignment, the algorithm can quickly be run again and 

generate a new set of transformation coordinates.  

 

Figure 18 - Laser spot alignment with the unaligned interface on the left and the aligned interface on 

the right. The circle corresponds to the user interface screen coordinates in both cases. 

The laser spot minimization algorithm was able to find optimizations for almost all of 

the Zernike parameters and minimize the measurement of the spot sharpness metric. For the 

most part, the parameters that were unable to be minimized were the ones related to tilt and 
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simply moved or rotated the laser spot. Additionally, it was able to find a minimum value for the 

focus parameter, which had the same result as changing the depth of the trap. If this correction 

turned out to be too far away from zero, then the microscope was repositioned to place the 

focus closer to the coverslip and the minimization algorithm was run again. 

The algorithm identified minima in every type of Zernike polynomial of second order or 

higher. The first polynomial corresponds to a global phase shift which does not affect the 

wavefront and the second two simply tilt the beam in two directions. Some of the minima were 

identified to be so close to zero that their effect on the laser spot was negligible. The graphs in 

Figure 19 show a sample of the sharpness metric varying as a function of the Zernike coefficient. 

 

Figure 19 - Selection of laser sharpness metrics measured with variable Zernike coefficents. Each figure 

contains a global minimum that was used to converge on the optimum laser configuration. 

Something to be considered in the optimization of the beam was that the path of the 

returning beam from the microscope to the camera should be as carefully aligned as possible. 

Any aberrations caused along this path to the camera will be corrected by this algorithm, making 
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the laser spot only appear to be formed properly. In reality, the trap itself is malformed, which is 

then “corrected” by the misalignment of the optics on the way to the camera. A simple fix to 

this problem was to manually adjust these optics so that the uncorrected beam appeared to be 

as optimal as possible and then performing the correction algorithm. Figure 20 shows the results 

of this optimization on a typical trap. 

 

Figure 20 - Image of the laser spot only (low brightness and exposure to remove any background 

interference) before the spot sharpness minimization on the left and after on the right. 

SLM Characterization 

After several attempts, the characteristics of the SLM were able to be measured using 

the Jones matrix method. Shown in Figure 21 are the parameters of the Jones matrix, equation 

(0.8), as they varied with the gray value used by the display. 
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Figure 21 - Parameters of the Jones matrix as a function of the gray value displayed by the device. 

Because the predicted intensities didn’t depend strongly on which orientation was 

chosen for the right and left circular directions, the coefficients shown are one of the four cases 

measured in the process. The gray value map was left as the linear between the color displayed 

and the expanded mapping values for the measurement. These values of the coefficients were 

then used to predict the normalized irradiance with the polarizer at 170 degrees with respect to 

the beam path and the analyzer at 190 degrees. This configuration creates the optimum 

intensity variation according to the SLM manual (13). 

The predicted irradiances for all four cases along with the measured values are shown in 

the graph in Figure 22. The measured irradiance was normalized by measuring the intensity with 

the analyzer direction perpendicular and then measured again. The original intensity value was 

then divided by the sum of the two measurements so that they add up to one. 
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Figure 22 - Irradiance calculations using four different cases of orientation conventions, along with the 

actual measured values of the intensity. 

Even though four different ways of notating the polarizations were used, all of them 

gave very similar results with regard to the predicted intensity. The differences between the 

four cases and the actual measurement can most likely be attributed to errors in the 

measurement of the intensity—the QWP used were prone to systemic errors, causing the 

measurements to be repeated several times. 

Although the theoretical development of the intensity measurement is important, in 

reality this process is a bit too arduous to be applied in the optical tweezer setup. As long as the 

incident laser is close to ideal polarization (vertical) then the orientations of the polarizer and 

analyzer can be found by adjusting them by hand. By viewing the multiple orders of the laser 

spot reflecting off the coverslip, the ideal orientation can be found by making the first order 

diffraction the brightest. 
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The phase measurement of the unadjusted SLM was shown in Figure 23 which gives the 

phase shift to gray value relationship shown in Figure 24.  

 

Figure 23 - Phase modulation of the SLM with an unadjusted gray value mapping and a 632.8 nm 

incident laser, averaged over three runs. 

This phase was measured using the same 170/190 configuration that was used for the 

Jones matrix measurement and with the same linear gray value mapping. Reversing this 

mapping gives a calibration curve for the device. 
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Figure 24 - Reversed phase shift curve used to map the screen gray values to the device gray values 

(which have twice as many). 

Finally, the phase shift of the device was measured again using the new calibration 

curve, as shown in Figure 25. 

 

Figure 25 - Phase measurement of the device after the new phase shift curve was applied. No averaging 

was performed on this measurement, so the values are significantly noisier. 
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This new calibration curve causes the device to perform as expected: the phase shift 

corresponds linearly to the gray value sent to the device and the phase covers the entire range 

of values from 0 to 2π. 

Although the Jones matrix and phase measurements were performed using a 632.8 nm 

helium-neon laser which is a shorter wavelength that was used in the optical tweezer setup, the 

only effect of using a longer wavelength appears to be a lower hologram resolution. Even 

though the device won’t be able to achieve the full 2π phase shift when it is eventually used 

with an infrared laser, this will only cause the trapping strength to go down, which can be 

compensated for by increasing the laser power. 
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Conclusions  

This thesis presented the computational methods that were implemented to facilitate 

the modulator interface: manipulating multiple traps in a sample simultaneously, incorporating 

camera input into the program interface, correcting for optical imperfections in the beam path, 

and determining the optical characteristics of the modulator. In each case, these methods led to 

an improvement in the usability of the trapping interface as well as an increase in trap 

efficiency. Although some methods tended to be more effective than others—the SLM 

characterization was only performed once and the polarizers still needed further adjustment, for 

example—the use of these techniques was an advantage in the long run. 

LabVIEW programming has a significant advantage that it is easy to modify and extend 

existing programs in order to fulfill whatever needs to be accomplished at the time. However, 

what it gains in modularity and ease-of-use, it loses in execution speed. Compiled languages 

such as C or Java are able to transform the source code down to its fastest components, which 

run at speeds optimized for the computer. While a limited amount of compiling does occur for 

LabVIEW programs, the event processing system comes nowhere close to natively executed 

code. 

For the most part, this limitation is hardly apparent and can safely be ignored for most 

applications. However, using it for interactive hologram generation stretches the capability of 

the LabVIEW engine. Ideally, since the SLM runs off of a monitor output, the trap hologram 

would be updated every time the screen refreshes: 60 times a second. This would ensure 

smooth movement of the trap between frames and finer control of the single particle motion. In 

reality, the engine operates at approximately 20 Hz, and only when it is set on the simplest 
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calculation settings. This is enough to allow coarse control of the particle trapping, but doesn’t 

take advantage of the capabilities of the hardware. 

The University of Glasgow’s solution to this problem was to move the bulk of the 

calculations out of LabVIEW and into faster processing OpenGL code. This system takes 

advantage of the processing capabilities of the graphics card to render the holograms used for 

the traps. The hologram calculations require manipulation of individual pixels on the output 

screen, and graphics based hardware is designed to optimize exactly that sort of calculation. 

This sort of graphics processing should be taken into consideration when expanding on these 

applications in the future. 

Due to its highly extensible nature, these components can easily be utilized in a variety 

of future work. The holographic optical tweezers will eventually be used in a larger collaboration 

with a multidisciplinary nanosensors project in which multiple traps can be used to measure ion 

concentrations in a chemical gradient. This ability will ultimately be used to map the ion 

processes within a living cell. Several smaller alterations to the technology are possible as well; 

changing the shape of the optical trap as the situation arises, changing the location of an optical 

trap in response to an input trigger, and animating the trap positions along a preset path are all 

suggested projects or improvements on the trapping technology. The system can be configured 

to meet almost any optical trapping requirement.      
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Mathematica-Java Interface 

While performing the optical tweezer research, it became necessary to allow a Java 

tweezer analysis program access to several Mathematica functions, including non-linear 

regressions and graph creation. Although this program was not covered by this thesis, the 

information about the link itself is still useful and so is included in this appendix.The use of this 

toolkit allowed a running Java program to start a Mathematica kernel and issue Mathematica 

commands from within it. Although not covered here, it should be noted that the toolkit also 

has the capability to execute Java methods from within a Mathematica notebook. 

Use of Java for trap analysis has the advantage of lowering the processing time for some 

operation—data file processing, fast Fourier transforms (FFT), and linear regression in particular. 

However, the original Mathematica code is still suitable for its graphing and non-linear 

regression capabilities. The solution to this was to use the J/Link interface to call the 

Mathematica kernel from a processing Java application. This toolkit expands on the processing 

capabilities of Java to be able to call Mathematica functions through a scripting engine. In this 

way the old graphing and regression capabilities can simply be dropped into the new Java 

program (15). 

All of the necessary J/Link methods are provided through the JLink.jar file included with 

the toolkit, and within the com.wolfram.jlink namespace. To create an instance of the 

Mathematica kernel, the MathLinkFactory static class is called to create the kernel link with a 

path to the existing Mathematica kernel executable, Listing 3. 

// Open a link to the Mathematica kernel. If the default location is invalid, 
 // then a dialog will appear to select the proper location. 
    
 KernelLink ml = MathLinkFactory.createKernelLink(kernelParams); 

Listing 3 - Instantiation of the Mathematica kernel. 
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After the kernel interface has been created and no errors have occurred, the first 

response in the queue must be discarded. The interface is persistent in memory, so if any 

external Mathematica libraries are required they can be added immediately after the 

instantiation is complete and will remain for as long as the program remains loaded. The kernel 

interface accepts strings for the Mathematica commands, so the syntax is the same as when 

called from a Mathematica notebook, Listing 4. 

// Get rid of the first response sent by the kernel 

    

 ml.discardAnswer(); 

    
 // Mathematica side includes 

    

 ml.evaluateToOutputForm("<< \"NonlinearRegression`\"", 0); 

 ml.evaluateToOutputForm("Needs[\"Histograms`\"]", 0); 

Listing 4 - Initializing the Mathematica kernel with external libraries. The method 

evalulateToOutputForm processes a command identically to a Mathematica notebook. 

Once the Mathematica link is created, Mathematica commands can be built using Java 

strings and then sent into the processing engine. For example, the following code in Listing 5 

performs a non-linear regression on a set of data using the Mathematica engine, and returns 

the result as a string back to the Java application, which is then subsequently parsed. 

MathLinkNonlinearRegression(double[][] rawdata, double max, KernelLink ml) { 
 ml.evaluateToInputForm("regress = NonlinearRegress[" + ListBuilder.makeList(rawdata) +   
   ",S*fo^2/(f^2 + fo^2), {{fo, 50}, {S, "+(max+"}}, {f}, ").replaceAll("E", 

"*10^")  
   "Weights -> (1/# &), RegressionReport -> {BestFit, ParameterTable}]", 0); 
  
 PowerSpecbf = ml.evaluateToInputForm("BestFit /. regress", 0); 
 fcfit = Double.parseDouble(ml.evaluateToInputForm("(ParameterTable /. regress)[[1, 1, 1]]", 0) 
   .replaceAll("\\x2A\\x5E", "E")); 

 sofit = Double.parseDouble(ml.evaluateToInputForm("(ParameterTable /. regress)[[1, 2, 1]]", 0) 
   .replaceAll("\\x2A\\x5E", "E")); 
 foerr = Double.parseDouble(ml.evaluateToInputForm("(ParameterTable /. regress)[[1, 1, 2]]", 0) 
   .replaceAll("\\x2A\\x5E", "E")); 
 serr = Double.parseDouble(ml.evaluateToInputForm("(ParameterTable /. regress)[[1, 2, 2]]", 0) 

   .replaceAll("\\x2A\\x5E", "E")); 
  
} 

Listing 5 - Non-linear regression performed using the Mathematica processing engine. Full Mathematica 

processing capabilities are available; in this example, local variables are stored on the Mathematica 

side for later use (and will be overridden the next time a non-linear regression is performed). 
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By default, the Mathematica kernel evaluates the input string and returns a string as a 

result. If a different format is desired (i.e. a picture of a render a Mathematica graph), then the 

evaluateToImage method is used to transform a Mathematica picture into a Java gif image to 

be displayed within the application. The evaluateToImage method can even be used in place of 

a string evaluation, in which case the Mathematica engine performs the calculation and renders 

the results to an image. 

One limitation of note of the J/Link interface is the lack of a scalable vector 

representation of the images. When processing is performed within a Mathematica notebook, 

the resulting images can be pasted into a Word document or exported to a PDF in a vector 

graphics format—the image is specified in terms of line thicknesses and coordinates so that it is 

infinitely zoomable. However, when an image is returned through J/Link, the image has been 

rasterized and the resolution is limited to the pixel depth. This results in images that are of 

poorer quality when viewed through the Java application. A solution to this problem has been to 

create Mathematica notebook files with the Java application, which can be opened separately 

and exported as needed. 
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Full LabVIEW Source 

 The LabVIEW code used for this project is broken into several different vi’s: smaller 

programs that perform one task for the SLM characterization, and larger groups of vi’s for the 

hologram control user interface. 

 The Jones matrix measurement code is divided into a vi to measure the voltage from the 

light meter and another to fill the SLM with a total grey color. It then cycles through all possible 

colors and records the intensities to an output file. Since the intensity measurements have 

arbitrary voltages, they needed to be normalized after the measurement. 

The main loop of Jones matrix measurement sends the grey vale to the SLM display and 

measures the voltage from the light meter. 

 

Almost all of the code in the total grey SLM display sub vi is used for resizing the color 

box to fit the entire window. 
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The block diagram below illustrates how the main hologram engine is broken up. The 

program execution begins in the Interface_Adv.vi file and from there all the other necessary vi’s 

are loaded. 

The program first begins by initializing all the event callbacks and screen overlays that 

are needed later on for the camera control. This exposes all the necessary classes of the 

ICImagingControl object and attaches it to the proper camera. 
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Several method calls are then performed to prepare the camera overlay along with 

setting up video recording and picture capturing. 

 

From there, the program enters the main hologram rendering loop, where the display 

coordinates and rendering parameters are repeatedly passed to the hologram rendering engine. 

Before the screen coordinates are passed to the engine, they are transformed into the display 

coordinates that the hologram engine accepts. This transformation uses the coefficients stored 

in the interface, which can be changed by the user as the alignment requires. 
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In the case where the hologram switches between active traps rather than rendering 

them simultaneously, each rendering call includes code to either delay based on the frequency 

or wait for the triggered input to perform the next call. All of the active traps are cycled through 

in turn, so the frequency or trigger is for each trap change and not the entire group of traps. 

 

The code to add the user interface overlay to the camera also executes every frame, but 

in a different rendering loop. The camera device is first acquired if it is not already active, the 

properties dialog displayed if the user requests it, and then calls the vi to draw the circles on the 

interface. 
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The method to draw the circles is simply a call into the overlay bitmap class method, 

using the proper parameters to display a circle with a given radius. This is done after the display 

is clear so that there are no after images of the circles persisting. 

 

When a user enters values directly into the display values on the interface, they need to 

be reverse transformed into the screen coordinates used for rendering the hologram. 
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However, if the user changes the location of the trap by moving the cursor on the 

screen, then a forward transformation needs to take place to turn the native screen coordinates 

into the relative trap coordinates displayed on the trap position box. 

 

To start the video recording of the camera input, the method call just needs the location 

of the file to save the video and the codec to use. All of the file handling and encoding is handled 

by the camera’s API. 
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To stop the video recording, the interface issues a stop command to the camera class 

and then it insures that the live video feed continues to run. 

 

To save a single still picture, the image capture vi is invoked, the outputted picture is 

transformed into the proper format, and then saved to the given file location using the built in 

LabVIEW image save technique. 
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If the user needs to alter the properties of the codec, then another method call brings 

up the property page of the currently selected codec. 

 

To align the screen and hologram coordinates, the hologram engine and camera input 

control are passed to a sub vi and then started up again after the new transformation 

coordinates are found. 

 

The algorithm for the screen alignment works by taking each pair of coordinates 

provided by the user and solving the transformation matrix. 
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The solution to the transformation matrix is calculated using the formulas in the 

equation box and then returned back to the main rendering program. 
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The spots can be forward transformed to convert to screen from hologram coordinates. 

 

And reverse transformed if the hologram coordinates are entered directly. 
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The Zernike polynomials are calculated using the Cartesian form before being added to 

the displayed hologram. Notice that a LabVIEW formula cannot be used in this section because 

of how much the hologram engine would slow as a result; all the calculations must be done 

directly by LabVIEW primitives. Four samples of these calculations are shown below. 
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The spot sharpness algorithm isolates a section of the camera input specified by the 

user, calculates the sharpness metric, and applies the next Zernike correction before rendering 

it again. 

 

The sharpness metric operates on the gray values of the picture and calculates the value 

using the previous equation. The calculation also fires a warning if any of the pixels are 

saturated (completely white), as this could cause incorrect sharpness measurements. 
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