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The Hi-CLIMB seismic experiment (2002-2005) operated 233 sites along an 800-

km long north-south array extending from the Himalayan foreland into the Central 

Tibetan Plateau and a flanking 350x350 km lateral array in southern Tibet and 

eastern Nepal. Data from the experiment’s second phase (June 2004 to August 

2005), when stations operated in Tibet, were used to locate earthquakes in south-

central Tibet, a region with no permanent seismic network and where little is 

known about its seismicity.  The Antelope software package (Boulder Real Time 

Technologies) was used for automatic event detection and event-arrival 

association.  The automated processing and arrival association produced a weekly 

average of roughly 1,700 declared events from local to teleseismic distances, 

totaling over 109,000 for the span of the project.  The large database size rendered 

manual inspection unfeasible and automated post-processing modules were 

developed to weed out spurious detections and erroneous phase and event 

associations, which stemmed, e.g., from multiple coincident earthquakes within the 

array or misplaced seismicity from the great 2004 Sumatra earthquake.  The 

resulting database contains more than 22,500 events within the local area, ~8,000 

of those were located with 25 or more arrivals.  Seismicity in this high-quality 

subset correlates well with mapped faults and structures observed in satellite 



imagery.  The quality of the locations is confirmed by comparison with manually-

located earthquakes, comparison with InSAR data, and by depth-distributions for a 

very-high subset of events that matches distributions observed by previous studies 

using manually-picked arrivals.  Seismicity in south-central Tibet is intense north 

of the Yarlung-Tsangpo Suture.  The majority of seismicity, 78% of events, 

occurred in the Lhasa Terrane mainly along north-south trending rifts.  Seismicity 

in the Qiangtang Terrane accounts for more than 16% of activity.  In the Tethyan 

Himalaya, south of the Yarlong Tsangpo Suture, just over 5% of events occurred.  

The majority of seismicity is in the upper crust but some earthquakes occurred at 

depths near the Moho, particularly in southern Tibet where deep events have 

previously been observed. 
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1 Introduction 
 

1.1   Project HiCLIMB 
To study the mountain building process at a continent-continent collision zone and 

the nature of the resultant deformation through the thickness of the lithosphere, the 

Project HiCLIMB, Himalayan-Tibetan continental lithosphere during mountain 

building, an earthquake seismology project, was conducted at the best and largest 

example of such a zone on Earth – the Himalayas and the Tibetan Plateau.  Seismic 

data was collected during this project from a network of broadband seismometers 

installed in two phases and operating from late summer 2002 through early fall 2005.  

The project is a multi-national collaborative project involving the following 

institutions: Oregon State University; University of Illinois at Urbana-Champaign; 

Department of Mines and Geology, Kathmandu, Nepal; Chinese Academy of 

Geological Sciences, Beijing, China; and Ecole Normale Supérieure, Paris, France  

 

The first phase, phase I, was located primarily in Nepal, extending from the India-

Nepal border in the south, through the Himalayas and into southern Tibet.  Sites for 

the second phase II were installed from the Himalayas into central Tibet.  The main 

feature of the experiment was a roughly linear array of densely-spaced seismographs 

(3 – 10 km spacing) which was accompanied by lateral arrays installed in a rough 

grid (figure 1.1).   

 

Instrumentation used in the HiCLIMB network consisted of predominantly 

Streckeisen (STS2) and Guralp (3T, 3ESP, 40T) broadband seismometers and REF 

TEK RT71-A and RT-130 dataloggers.  Additionally, in the phase II lateral array four 

stations used Nanometrics Trillium 40 seismometers and Quanterra Q330 dataloggers 

and five stations used 2-Hz short-period seismometers and LEAS Hathor 3 

dataloggers.  Seismic data was recorded at sample rates between 40 and 50 Hz. 
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Figure 1.1 – Map of all stations deployed for the HiCLIMB project.  Phase I stations 
are plotted in red.  Phase II stations are plotted in yellow.  Stations that operated 
during all or part of both phases are plotted in orange.  Inset map (generated by 
GeoMapApp) shows a regional-scale-view of the project location. 
 

The densely-spaced broadband seismograph network and unprecedented length of the 

main array (roughly 800 km long including both phases) has facilitated imaging in 

detail the subsurface from the Himalayan foreland into southern Tibet through the 



3 
 

depth of the Moho using receiver function analysis (Nabelek et al., 2009).  Further, 

this network has been favorable for performing full-waveform inversions for regional 

events of magnitude down to Mw = 3.7 and new characterizations of the deformation 

from the on-going collision have been derived (Baur, 2007). 

 

1.2  Regional Tectonics 
The on-going collision of the Indian tectonic plate with Eurasia has produced the 

longest mountain chain, the highest mountains on land, and the largest, highest 

plateau on Earth.  While the formation of these features has accommodated some of 

the relative motion between India and Eurasia, convergence is mostly accommodated 

by slip along a mega-thrust fault, the Main Himalayan Thrust (figure 1.2), which is 

interpreted as the top of the subducting Indian slab (Nabelek et al., 2009) and is 

expressed at the surface through three thrust faults:  the Main Frontal Thrust, Main 

Boundary Thrust, and Main Central Thrust faults. 
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Figure 1.2 – Location map, topographic profile, and cross section through the major 
geologic structures of the study area (profile and cross section modified from Nabelek 
et al., 2009).  Location map shows the position and orientation of the cross section 
with respect to the HiCLIMB seismic network and the mapped surface expressions of 
the Main Frontal Thrust (MFT), Main Boundary Thrust (MBT), and Main Central 
Thrust (MCT) faults.  Topographic profile displays the average elevation from the 
Ganges Basin, across the Himalayan Mountains and into the Tibetan Plateau.  Surface 
locations of the MFT, MBT, and MCT faults are indicated as are the Yarlung-
Tsangpo Suture (YTS) and Bangong Nuijang Suture (BNS) geologic boundaries.  
Cross section shows the convergence of the Indian and Eurasian tectonic plates with 
India subducting beneath Eurasia.  Relative motion between the down-going Indian 
crust (light-blue) and the over-riding Himalayan orogenic prism (light-green) and 
Tibetan Crust (yellow) occurs along the Main Himalayan Thrust (MHT) 
 

The Tibetan Plateau is composed of several blocks, or terranes, accreted onto Eurasia 

(Yin and Harrison, 2000) and maintains an average elevation roughly 4500 m above 

sea level.  As highlighted in figure 1.3, the style of faulting changes from thrust 

faulting in the High Himalayas and to the south in the Lesser Himalayas, to normal 

faulting in southern Tibet, and to predominantly strike-slip in central to northern 
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Tibet.  The normal and strike-slip faults allow plateau material to escape to the east as 

a further accommodation of the convergence (Tapponier et al., 1982). 

 

 
Figure 1.3 – Map of the Himalayan arc and the Tibetan plateau showing fault traces 
of selected faults and highlighting the regions around the study area of differing 
faulting styles.  Abbreviations are: ATF- Altyn Tag Fault; BNS- Bangong Nuijang 
Suture; GCF - Gyaring Co Fault; KC - Kung Co graben;KF- Kunlun Fault; MFT- 
Main Frontal Thrust; MBT- Main Boundary Thrust; MCT- Main Central Thrust; PB - 
Payang Basin Region; PQX - Pumqu-Xianza graben; TAK - Thakkola graben; TYCR 
- Tangra-Yum Co rift; UFZ - Unnamed Fault zone; YCR - Yibuk Caka Rift; YGR - 
Yadong-Gulu rift.  The highlighted regions are as follows: blue – thrust faulting 
dominates; yellow – predominantly normal faulting; green – strike-slip faulting 
dominates. 
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1.3  Previous Studies 
Several projects using temporary networks of broadband seismographs preceded 

HiCLIMB to explore the mountain-building process and to address the nature of the 

crust-asthenosphere coupling as well as the outstanding questions concerning the 

mechanics of the Tibetan Plateau (Haines et al., 2003; Langin et al., 2003; Monsalve 

et al., 2006; Velasco et al., 2007).  Within the vicinity of project HiCLIMB were the 

Bhutan-PASSCAL experiment (Velasco, 2007), INDEPTH III (Langin, 2003), and 

HIMNT (Monsalve, 2006) shown in figure 1.4.  What sets the HiCLIMB network 

apart is the spatial coverage and the increased station density compared to the other 

networks.  This permits high-resolution receiver-function analysis of deep structures 

(Nabelek et al., 2005, 2009), lower magnitude threshold for moment-tensor analysis 

(Baur, 2007), and the detections and precise locations of much lower magnitude 

earthquakes to develop a more complete earthquake catalog.   
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Figure 1.4 – Map showing Project HiCLIMB seismic stations (as in figure 1.1) and 
seismic stations from other temporary networks that have operated within the local 
region:  Bhutan-PASSCAL (Valesco, 2007; black triangles), INDEPTH III (Langin, 
2003; blue triangles), and HIMNT (Monsalve, 2006; purple triangles). 
 

1.4  Purpose 
The purpose of this effort is to determine the seismicity of southern Tibet – where 

there are no permanent seismic stations, where there are reported anomalously deep 

earthquakes, and where the overall seismicity is not well known – during phase II 

(figures 1.1 and 1.5) of the HiCLIMB project, which ran from June 2004 through 

August 2005.  Because of the tremendous size of the phase II waveform dataset 
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(roughly 540 Gbytes), this required making use of preexisting procedures and 

developing new automated routines for earthquake detection, association, location. 

 
Figure 1.5 – Map of all HiCLIMB phase II stations.  Seismic data from these 
broadband seismic stations, which operated from June 2004 through August 2005, 
was used for this study.  The main-array stations are colored red; lateral-array stations 
are yellow; phase I stations that operated for part of phase II are colored green.  
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My goal was to create an earthquake database as complete as was feasible, including 

as many low-magnitude events as was possible.  To accomplish this, I needed to use 

sensitive detection parameters and association parameters that would allow even 

small-magnitude events to be detected and located.  The result of the preliminary 

processing of the entire, 65 week, HiCLIMB phase II dataset with this sensitive 

approach was an enormous database of almost 110,000 events (figure 3.8) with an 

average of roughly 1,700 events per week.  Many of the events were mis-located 

because of spurious associations (e.g. glitches) or, worse, they were entirely 

composed of noise detected in the waveforms. 

The major component of my research was the removal of spurious arrivals from 

events to improve their locations and to eliminate false or un-repairable events from 

the database, in an automated fashion, thus yielding a high-quality database from 

HiCLIMB phase II data for use in further research.  Toward this end, I developed a 

series of automated routines which are the primary focus of this thesis.  In the main 

body of this thesis, I will give a brief overview of the Antelope routines used.  

Following this, in the Methods section, I give a more in-depth discussion of the 

routines I developed.  In the Results and Discussion section, I will give an overview 

of the database that I created including an assessment of magnitude completeness and 

location accuracy.  Additionally, I will show maps of earthquakes with high-quality 

locations and depths.  The results are for earthquakes that occurred within the local 

study area defined by N 26º to N 36º and E 81.5º to E 93.5º. 
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2 Theory 
 

2.1  Earthquake Hypocenter Determination 
Earthquake locations and origin times for this study were found using two methods.  

Firstly, a grid-search was employed to associate earthquake arrivals and create initial 

event locations.  Secondly, the Gauss-Newton method for solving nonlinear least 

squares problems found the event location and origin time that minimize earthquake 

arrival-time misfits.  Both of these methods were prepackaged in various routines in 

the software I used for this study, Antelope.  Below is a brief discussion of the theory 

behind determining earthquake locations using the Gauss-Newton method; the grid-

search is discussed in Section 3.2.3 below. 

 

To calculate an earthquake location, arrival times recorded at a set of seismic stations, 

{t1, t2, ..., tn}, are used to solve for the location vector m = {x,y,z,t}.  The procedure 

involves making an initial guess at the event location, mo, calculating the forward 

model (arrival times, {t1', t2', ..., tn'}) from that location, calculating an adjustment to 

the initial guess, dm, and then adjusting the location model, m.  The hypocenter 

adjustment vector, dm, sought through each iteration and it is calculated from the 

formula  

 r = A dm 2.1  

where r is the vector of arrival-time residuals (arrival-time minus the predicted 

arrival-time) and A is the Jacobian matrix 

 

 

2.2  

that is modified with each iteration with rows corresponding to arrival-time 

observations at particular stations and columns corresponding to elements in the 

location vector.  The partial derivatives in A and the predicted arrival-times are 

calculated from the velocity model (Section 3.2.3).  This process is iterated until the 
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difference between the observed arrival times and the calculated arrival times is 

minimized in a least-squares sense. 

 

2.2  Earthquake Magnitudes 
Earthquake magnitudes can be calculated using a variety of scales depending on the 

earthquake size, distance from the recording stations, and the instrumentation used at 

the recording station.  For this study, magnitudes were calculated from waveform 

amplitudes using the local magnitude scale determined by Charles Richter in 1935 

(Richter, 1935).  Local magnitudes, ML, are typically determined from an event’s 

largest zero-to-peak amplitude on both Wood-Anderson-equivalent, horizontal-

component seismograms (N-S and E-W) according to the formula   

 ML = log10(A) + (Distance Correction Factor) 2.3  

where A is the largest Wood-Anderson-equivalent amplitude and the Distance 

Correction Factor is used to correct for the propagation effects of geometrical 

spreading and signal attenuation.   The ML values determined from the available 

seismograms are averaged to calculate the final ML for the event. 

 

For this study, each event’s ML was calculated from the median of all ML values 

determined from each station’s vertical-component seismograms if the station is 

within 600 km and there is an arrival recoded at the station.  Vertical components 

were used for expediency: analysis of just those data reduced the waveform dataset to 

one-third of its size.  The original Distance Correction Factors determined by Richter 

(1935) were used.  Also, to automatically determine the peak amplitude, maximum 

amplitudes were found within a prescribed time window after the predicted P-arrival 

time.  The time window is proportional to the S-arrival time minus the P-arrival time:  

 twin = time_factor*tS-P 2.4  

where tS-P is the time difference between predicted S-arrival time and the predicted P-

arrival time and time_factor is a constant of proportionality parameter.  Ideally, the 

time_factor parameter should be set to capture the largest amplitude within an event 



12 
 

which typically is from the S-phase arrival.  In practice, however, a smaller 

time_factor was ultimately employed for reasons discussed in Section 3.   

 

To calculate Wood-Anderson-equivalent amplitudes from the waveform data, the 

instrument response of the recording instruments is often deconvolved from the 

seismograms and the response of a Wood Anderson seismograph, used to develop the 

original local-magnitude scale, is convolved with the seismograms (converted to 

displacement if necessary).  For this study, the instrument responses were not 

removed from the data because the response of the broadband seismographs is flat 

within the frequency response band of the Wood Anderson seismographs.  Therefore, 

it is sufficient to convolve the Wood Anderson seismograph response with the 

broadband seismograms, and adjust for the differences in gain, to determine the 

Wood-Anderson-equivalent maximum amplitudes. 

 

For the final magnitude determination, a constant correction was applied to all ML 

values to correct for the difference between the observed P-wave ground 

displacement and the expected S-wave ground displacement.  As previously 

mentioned, amplitudes from P-waves recorded on vertical-component seismometers 

were used for calculating ML.  By definition, however, ML is calculated from the 

largest arrival on horizontal-component seismograms, which is typically from S-

waves.  The correction was determined from the ratio of the amplitudes of S-waves to 

P-waves assuming a double-couple source (equation 2.5) and the base-10 logarithm 

of the correction was added to the ML values (equation 2.6). 

 As/Ap = (vP/vS)3 2.5  

 correction = log10(AS/AP) ≈ 0.7 2.6  
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3 Methods 
 

3.1  Processing Seismic Data with Antelope 
To process the large dataset from phase II of the HiCLIMB project, I used the seismic 

processing software Antelope.  I used Antelope because, in a single software package, 

it provides a relational database system to organize metadata, seismic time-series 

data, event detections, earthquake arrivals, and earthquake parameters.  Further, 

database tables are fixed-format, plain ASCII files which allows for easy editing and 

analysis by non-Antelope routines – Antelope provides Perl, MATLAB, c, 

FORTRAN, and tcl/tk libraries for ease of interfacing with databases.  Additionally, 

Antelope provides applications for detecting events; associating detections with 

geographical locations; arrival picking and re-picking; and relocating events – all of 

which read from and write into the database tables.   

 

3.2  Antelope Processing Scheme: Earthquake Catalog Creation 
The following is a discussion of a generalized processing scheme to detect and locate 

events starting with the waveform data and the following figure shows the Antelope 

applications used (in order of usage) in this generalized procedure, a brief description 

of the application and the contents of the tables it produces, and the database tables 

created by the application: 
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Figure 3.1 – This flowchart shows the Antelope applications used to create a database 
of preliminary locations in a progression (red box), describes the application and its 
output (blue box), and shows the output tables produced by the application (green 
boxes).  The first step involved constructing a database of metadata (Appendix 
Section 2).  Following this, waveform files were added to the database and then 
STA/LTA detections were found within those data.  Then the detections were 
processed through a grid associator to associate them with geographic hypocenter 
locations.  Finally, relocate the hypocenter using a Gauss-Newton relocation scheme 
allowing events to drift from the grid locations. 
 

3.2.1 miniseed2db – adding waveform data to the database 
It is necessary to link all waveform data files to the data channels (station name, 

location, and sensor component) on which they were recorded.  This is accomplished 

by the Antelope application miniseed2db (Appendix section 3.1.1) which creates the 

wfdisc table.   

 

3.2.2 dbdetect – finding candidate arrivals in the waveform data 
To compile a list of candidate arrivals, the program dbdetect (Appendix section 3.1.3) 

seeks instances of high signal-to-noise ratios (potential earthquake arrivals) in the 

waveform data, or, detections.  dbdetect runs short-term-average/long-term-average, 

STA/LTA, detectors across filtered data files and adds detection records to the 

detection table for all STA/LTA ratios that exceed a minimum threshold.  Each record 

in this table contains, among other attributes, the site name, the time of the detection, 
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and the signal-to-noise ratio for that detection.  This table, which ultimately contained 

more than 3.6 million detections for the HiCLIMB phase II dataset, is necessary for 

the next processing step – associating candidate arrivals (detections) and making a 

preliminary location.  Figure 3.2 illustrates how a detection is determined by 

dbdetect.  Figure 3.3 shows how the number of detections varied by project day and 

the number of operation stations operating each day. 

 

 
Figure 3.2 – Modified From Brtt, 2007 – The calculation of an event detection by 
dbdetect.  Three traces are plotted in the top panel (peach colored):  Green – filtered, 
time-series data;  Orange – short-term average, STA(t), of the filtered data;  Light-
Blue – long-term average, LTA(t), of the filtered data.  The blue trace plotted in the 
lower panel (blue and white), ratio1(t), is the ratio of STA(t) to LTA(t) (STA/LTA).  
A detection is declared when ratio1(t) rises above a threshold value (black line 
labeled ‘thresh’) and is sustained for a minimum time window before falling below 
another threshold value (gray line labeled ‘threshoff’). 
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Figure 3.3 – Semi-log plot of record counts of HiCLIMB phase II data for each day of 
network operation.  The plot shows the number of stations operating on each day 
(blue) and the number of detections made from those waveforms each day (black).  
The dominant upward spikes in detection counts correspond to the significant events 
near the network (spikes near day 40 and day 310) and distant (spike near day 205).  
The downward trends in the detection counts correlate with the decreasing operating 
station counts. 

 

3.2.3 dbgrassoc – associating detections and making preliminary 

locations 
Antelope creates events from detections via a grid associator, dbgrassoc.  This 

program uses travel time grid files, which consist of travel-times calculated from each 

grid node to each station (and are constructed by the program ttgrid – Appendix 

section 3.1.4).  Processing the detections through the travel-time grids is CPU-

intensive.  Therefore, I selected grid densities based on station spacing.  I generated 

three travel-times grids of varying grid-node density, two of which, local and 

regional, used a crustal velocity model appropriate for Tibet, called tibet3 (figure 3.4), 
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and a teleseismic grid, covering the globe, which used the ISAP91 velocity model 

(Kennett and Engdahl, 1991).  The tibet3 crustal velocity model, discussed in 

Appendix section 3.1.4, was a modification of the crustal model developed for the 

INDEPTH III project by Langin et al., 2003 with the lower-crust layer (30-70 km 

depth) velocity reduced to produce a better fit with arrivals observed by the 

HiCLIMB stations appended onto the iasp91 model for sub-Moho velocities. 

 

 
Figure 3.4 – Plot of tibet3 velocity model: S-phase velocity (vS) in red, and P-phase 
velocity (vP) in blue.  This is the model, a modification of the model developed for 
the INDEPTH III project (Langin, 2003), that was used to generate the local and 
regional travel-time grids with ttgrid. 
 

For the local grid, I spaced grid nodes by 8 km (roughly the distance between stations 

in the linear array) and for the regional grid, I spaced grid nodes by 16 km.   The 

following figure shows the layout of the local and regional travel-time grids and the 

HiCLIMB phase II station locations.   
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Figure 3.5 – Equal-distance-projection map of the region around the HiCLIMB phase 
II network of seismic stations (stations plotted with yellow boxes) for which travel-
time grid files were created.  The black box bounds the local grid in which grid nodes 
were separated by 8 km and the purple box bounds the regional grid in which grid 
nodes were separated by 16 km.  The teleseismic background grid is not shown, but 
the entire globe is covered. 
 

All detections are passed through the grid associator which attempts to extract subsets 

of the detections that correspond to earthquakes located at the travel-time grid nodes, 

based on travel times to the corresponding stations.  For a single subset, the extracted 

detections whose times fit the arrival times predicted by the corresponding grid node 

are associated with that grid node and multiple database tables are then populated 

(with the grid node’s geographic location, the arrival times, etc.).  The processing 

steps that the grid associator takes follow the following steps: 

1. Gather a set of detections based on a set-size limit (e.g. number of detections, or 

detection time window). 
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2. For all nodes in all travel-time grids: 

i. Determine the travel time for an arrival (P- and S-phases) at each station in the 

set of detections and reduce the detection time by the travel time between the 

node and corresponding station (figure 3.6 B). 

ii. Determine the number of arrivals that cluster together within a threshold time-

window, cluster_twin (the origin-table field ndef will record this value; figure 

3.6 C). 

 

 
Figure 3.6 –  Example of detection processing through the grid associator (Modified 
from BRTT, 2007). This cartoon illustrates the steps carried out for each node of each 
travel-time grid:  A) Subset of five detections (red, vertical bars) from three stations, 
plotted on time axes with station names labeling each time axis (left).  B) Detections 
at each station are reduced by S-travel-time (white bars) and P-travel-time (blue bars) 
and plotted on time axes.  C) Detections are plotted on a single axis to illustrate 
detection clustering:  three detections (two from H1160 and one from H1150) cluster 
after being reduced by P-phase travel-time  and one detection (from T0380) clusters 
after being reduced by S-phase travel-time.  In this example, four detections cluster 
within cluster_twin seconds. 

 
3. For the node in which the most detections clustered within cluster_twin (figure 

3.7), if the number of clustering detections is greater than or equal to a minimum 

threshold, nsta_thresh, then new ids are created for this event and the following 

changes are made to database tables:  event table is populated with event ids, 

origin table is populated with event ids and the geographic location of that node, 

the arrival table is populated with arrival ids and the subset of detections 
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(including time and station name), and the arrivals are associate with the origin in 

the assoc table which is populated by arrival and event ids. 

 
Figure 3.7 – Cartoon illustrating the tabulation of the number of clustering detections 
on each grid node as detections are processed as in figure 3.6.  The background 3x3 
grid is a map-view representation of the travel-time grid and seismic stations are 
plotted as white triangles with names corresponding to those used in figure 3.6.  In 
each of the nine squares, representing grid nodes, the number of clustering detections 
is shown in red in the lower, left-hand corner.  In this example, the middle square 
with the red dot, is the node for which the most detections clustered.  Therefore the 
geographic location of this node would be used as the hypocenter of this event and 
database tables would be populated with event and arrival data if nsta_thresh is less 
than or equal to four.  

 
4. Remove the subset of associated detections from the original list, and continue to 

process until no more events can be extracted. 

5. Gather the next set of detections and repeat. 

 

After processing all of the 3.6 million detections, the database contained 109,287 

events.  The events within the region around the HiCLIMB phase II network are 

plotted in the following figures. 
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Figure 3.8 – Map of all events in the local region surrounding the HiCLIMB phase II 
network and outlines of the local (white) and regional (purple) travel-time grids as in 
figure 3.5 above.  Events are plotted as red dots.  Seismic stations are white triangles.   
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Figure 3.9 – Map of a subset of the events plotted in figure 3.8 with ndef of 30 or 
greater, i.e. those events for which at least 30 detections clustered within cluster_twin 
seconds.  Symbols are as in figure 3.8.   

 
 

3.2.4 dbml – calculate local (Richter) magnitudes for all events 
After events were created by dbgrassoc and the application of some initial post-

processing to remove spurious events (see Sections 3.4.1.1 and 3.4.1.2, below), I used 

the Antelope program dbml to calculate local magnitudes (ML) for all events in the 

database with arrivals at offsets (epicenter-station separation) of 600 km or less 

(Section 2.2).  In these early stages of processing, a time_factor of 1.5 was employed 

to capture the maximum Wood-Anderson-equivalent amplitude within the waveform, 

including S-arrivals.   
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The following figure is a magnitude-frequency, or Gutenberg-Richter, plot 

(Gutenberg and Richter, 1954) showing the cumulative count of events above each 

magnitude: blue dots for all events in the database; red dots for all events with ndef 

30 and greater; blue xs for all events with a minimum event-station distance, dmin, of 

1.5  of less degrees; red xs for ndef 30 and greater and dmin of 1.5 and less degrees, 

where dmin is the epicenter-station horizontal offset for the station with the first 

arrival.  The data are plotted with two lines of typical, globally observed, slope b = 1 

(Wysession and Stein, 2003) and intercept defined by the Gutenberg-Richter 

relationship  

 log10(N)=ao+ b*ML 3.1  

where N is the cumulative event count, ao is the log10(N)-intercept, and ML is 

magnitude.  Because the slope of b = 1 is a typical value for this relation, it is 

included for comparison.  The intercept, ao, is determined by the number of events 

and for the plot below, it was selected so that the line defined by equation 3.1 passes 

through the data points beyond (i.e. at magnitudes greater than) a notable break in the 

slope of the data.  The break in the slope indicates the low-magnitude extent of 

database completeness (i.e. where very few if any event were missed by the 

processing scheme so far). 

 

Only events with magnitudes that were calculated from ML observations from at least 

three stations are included on this plot.  There is a notable difference between the 

curves in terms of vertical offset – there are clearly more (by a factor of roughly 10) 

ndef less than 30 events – and in terms of their trends.  In terms of the trends, these 

data show that the cumulative event counts for each magnitude do not decay as 

quickly (slope < 1) as expected, though this effect is abated when considering events 

near the network (xs) and even more so when only considering those close-by events 

with ndef 30 and greater (red xs).  While these trends are in part due to decreasing 

event-detection thresholds farther from the network (mostly larger magnitude events 

are detected between 1.5 degrees and 600 km), and from coincident arrivals from 
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multiple events within the same twin (Sections 2.2 and 3.5), they are also, in large 

part due to event mis-locations and spurious events. The trends observed are 

discussed further, starting in the Earthquake Database Cleanup section below, but it 

can be concluded from the following plot that:  1) there are fewer than expected small 

magnitude events at offsets greater than 1.5 degrees, or alternatively more larger 

magnitude events than expected and 2) the trends are much more linear when 

considering ndef 30 and greater events. 

 

 
Figure 3.10 – Gutenberg-Richter plot, binned by 0.1 magnitude units, showing a 
magnitude-frequency relationship for all events with magnitudes calculated from at 
least three ML observations.   All events were used for the blue dots and all events 
with ndef 30 and greater are red dots.  Events whose closest station was within 1.5 
degrees of their associated epicenters are plotted as xs with the same coloring 
convention as the dots.  Straight lines with slope b = 1 are shown for comparison of 
the magnitude-frequency trends in the database with what is typically observed in 
other regions and studies. 
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3.2.5 relocate – relocate entire database using a Gauss-Newton-

method relocation 
Though this step is not necessary for creating the database, I made use of Antelope’s 

program for relocating an entire database of events using the Gauss-Newton method, 

relocate (Appendix section 5).  As figure 3.11 shows, doing so allows origins to shift 

off of the finite-grid locations and it provides a means to compare locations as they 

are modified by subsequent routines and filters and then relocated.  Also, relocating 

events using the Gauss-Newton method allows statistics for the locations to be 

generated – e.g. residual SDR (standard deviation of residuals) model covariances.   

 

 
Figure 3.11 – Map of the relocated events plotted in figure 3.9.   
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3.3  Earthquake Database Problems 
As I previously mentioned, 109,287 events were created by the grid associator.  The 

source of such a large number of events in the database was in large part from the 

seismic activity around the HiCLIMB phase II network.  However, a non-trivial 

number of false events and events with spurious associations resided within the 

database.  These problem-events were the result of, in part, the sensitivity of the 

detection and association parameters employed:  dbdetect was configured to use a 

STA/LTA ratio of 3.0, which allowed the generation of many non-earthquake 

detections.  Further, dbgrassoc was configured to allow even small, poorly detected 

events to be associated: cluster_twin was 5 s, 7 s, and 5 s for the local, regional, and 

teleseismic grids, respectively and nsta_thresh was 7, 10, and 12, for the local, 

regional, and teleseismic grids, respectively.  With more than 3.6 million detections 

and by requiring so few detections (nsta_thresh) to cluster within a relatively large 

time window (cluster_twin), it is not difficult to associate spurious detections on such 

a large and relatively dense (8 km-spacing) travel-time grid.  That said, there are 

complications inherent with attempting to detect low-magnitude events using a large-

scale network of sensitive seismographs of variable site-density (compare the grid-

like lateral array with the linear main array in figure 1.5).  Furthermore, because, for 

example, the moveout of a distant event looks similar to that of a deep, near-by event, 

dbgrassoc was able to create many mis-located events following the occurrence of the 

2004/12/26 Sumatra-Andaman M 9.1 earthquake and aftershocks, which nucleated 

roughly 20 degrees from the HiCLIMB network (see Section 3.3.3 below). 

 

The grid associator, dbgrassoc, is the application that should be able to handle the 

variable station density and geometry to disallow spurious origins from being created 

and associations from being made.  As an attempt to allay these problems, dbgrassoc 

employs a distance weighting scheme, but I found this to be ineffective.  In 2007, 

Antelope developers at BRTT admitted that the distance weighting scheme “proved 

not to be very effective” (BRTT, 2007, p41).  Also, eventually BRTT stated that the 

associator “had problems with very small events and sometime[s] very large events 
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([resulting in the creation of] split events, orphan events, events near subnet 

boundaries)” (BRTT, 2007, p41).   

 

That spurious associations and events are extant in the dbgrassoc-created database is 

indicated, in part, by the uniform distribution of seismicity and the observed affinity 

of many events to cluster on the grid boundaries as in figure 3.8: one would expect 

events to cluster around active features, separated by a dearth of seismicity, rather 

than being distributed uniformly and clustering along the travel-time grid boundaries.  

Further, suspicious events are apparent by their magnitudes.  In the Gutenberg-

Richter plot in figure 3.10, there are events of magnitude greater than 6.2 while there 

were none reported in the ISC and NEIC-PDE catalogs of magnitude greater than M 

6.2 during the duration of phase II of the project.   

 

After examining many suspicious events, I discovered several types of problems that 

existed in the database, including those mentioned above as known by BRTT.  In this 

section, I discuss these problems and the procedures I developed attempting to fix 

them.  Because of the number of events produced by the grid associator, it was 

necessary to develop semi-automated procedures to address these problems. 

 

3.3.1 Sensor Recentering 
All REF TEK dataloggers were configured to perform a weekly re-centering of their 

sensors’ masses.  These re-centerings occurred during the same time interval each 

week for all stations using REF TEK dataloggers and the displacements of the masses 

were recorded in the waveform data.  Because most stations used REF TEK 

dataloggers, and because the mass displacements in the data were detected by 

dbdetect, dbgrassoc was able to associate spurious re-centering pulses as earthquakes 

or with legitimate earthquakes occurring around the time of the re-centering as shown 

in the following figure.  I discovered this issue by looking at the largest magnitude 

events in the database which often had suspiciously few associated arrival.  Upon 
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investigation, I found many of these large-magnitude, low-ndef events were 

contaminated by (e.g. figure 3.13), or entirely composed of the re-centering pulses.   

 

 
Figure 3.12 – Figures showing the effect of mass re-centering displacements in the 
waveform data and in the automatic processing.  For both plots, the green overlay 
shows the approximate time period of the mass re-centering and detections, as 
determined by dbdetect, are plotted as red vertical bars and labeled with red ‘D’s.  
Top plot is examples of re-centering pulses shown in un-filtered, vertical-component, 
waveform data from stations which used REF TEK dataloggers.  Bottom plot is 
waveform data and detections for other stations in addition to data in the top plot.  
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These data show arrivals from an earthquake concurrent with the mass re-centering.  
Predicted arrivals calculated from the location/origin-time of the concurrent 
earthquake are plotted as blue vertical bars and labeled with blue ‘P’s.  The orange 
overlay box shows the time period during which the earthquake arrivals are 
contaminated by the mass re-centering displacements. 
 

 
Figure 3.13 – Waveforms (unfiltered) from an event with few associated arrivals 
(ndef = 14) but with a large magnitude – ML 7.4.  The predicted arrivals for this event 
are plotted in white and associated arrivals are the red boxes labeled with a ‘P’ 
through which the predicted P-arrivals pass.  The re-centering arrivals are indicated 
by red boxes labeled with ‘rc.’  The amplitudes used by dbml to determine the 
magnitude were measured within the sensor re-centering period which yielded an 
anomalously large magnitude for this low-ndef event. 
 

3.3.2 Spurious-Arrival Associations 
Largely because of the size and dense-spacing of the stations in the network and the 

sensitive detection parameters, the most prevalent problem plaguing events in the 

database was that of associating spurious detections.  As a typical example, consider 

the following figure in which a small event near the northern, linear section of the 
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main array is detected by several nearby sites.  Additionally, however, three stations 

in the southern part of the main array and one in the lateral array detected noise with 

timing such that these detections, in addition to the legitimate arrivals, fit a different 

(i.e. spurious) location by the grid.  This illegitimate grid location was chosen by the 

grid associator because it preferred the origin that associated the most arrivals from a 

set of detections.   
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Figure 3.14 – Example of an earthquake which has several spurious associations in 
addition to the actual earthquake arrivals.  The red epicenter marks the location found 
by dbgrassoc when using three spurious P-arrivals and one spurious S-arrival.  
Seismic stations (triangles) colored red show the location of the stations which 
produced the spurious detections that were associated.  The green epicenter shows the 
actual location of this earthquake; seismic stations colored yellow show the stations 
whose associated detections are true earthquake arrivals.  A subset of all available 
band-pass filtered waveforms (yellow time-series data; filtered; time increments of 
10s) are included for each epicenter and are ordered (top-down) by distance from the 
respective epicenter.  Red boxes on the waveforms mark associated arrivals and are 
labeled with the phase (P and S).  White vertical bars are plotted at the time of the 
predicted arrivals and are labeled with the corresponding phase. 
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The types of spurious-arrival associations that I found can be categorized into seven 

types, each of which I discovered by inspection: 

1. P-arrivals associated as S-arrivals 
2. Solitary S-arrivals 
3. Near-offset arrival gaps 
4. Far-offset arrival gaps 
5. S-arrivals associated as P-arrivals  
6. Split events 
7. Merged events 
 

3.3.2.1 P-arrivals associated as S-arrivals 
For reasons presumably related to the grid associator maximizing the number of 

associated arrivals, it occasionally chose to change the phases of the P-arrivals to S-

arrivals.  The grid associator’s decision to associate the picks in this way may have 

been an effect of an inappropriate velocity model – i.e. in the regions where this 

effect was extant, the moveout of S-arrivals would be more closely fit by predictions 

than that of P-arrivals.  Often this effect was accompanied by one or more stray, 

spurious P-arrival as well, but not always.  This problem was present with 1032 

events seen in the following figure and was discovered initially by observing events 

with many associated arrivals (>= 20) being located at deeper (> 60 km) depths and 

clustering in a particular region in the local area.  
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Figure 3.15 – Map of 1032 events affected by dbgrassoc associating P-arrivals as S-
arrivals and  waveforms for an example event which is plotted enlarged in purple on 
the map.  Predicted arrivals (white) are plotted on band-pass filtered waveforms with 
trace data ordered by offset (time increments of 10s).  Note that all P-arrivals were 
associated as S-arrivals and that there are no associations made from the actual S-
arrivals (identified with a dashed white line). 

 

3.3.2.2 Solitary S-arrivals 
Spurious S-arrivals can be quite influential on a location as the difference between S- 

and P- phase arrival times fixes the distance between the station recording the arrival 

and the location of the earthquake.  Therefore, it is advantageous to identify and 

remove S-arrivals that are likely spurious.  An S-arrival is considered spurious if it is 

solitary, i.e there are no other stations at nearby offsets with associated S-arrivals.  

Theoretically, if one station in a dense network records an S-arrival, it is expected that 

other nearby stations would likewise record an S-arrival.  The following figure shows 

an example of a solitary S-arrival. 
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Figure  3.16 – Band-pass filtered waveforms for a local event are ordered by offset 
with time increments of 15s.  A solitary, associated S-arrival is identified by a blue 
box.  While this arrival did not dramatically harm the location of this event (compare 
the fit between the predicated arrivals with the actual arrivals), it is spurious – it is 
local noise – and should be removed. 
 

3.3.2.3 Near-offset arrival gaps 
Another type of spurious arrival is found with associations of noise at close-by 

offsets.   In general, if a close station records an earthquake, other nearby stations 

should also detect the event.  Therefore, if arrivals from some of the closest-stations 

are associated with an event, while other nearby stations miss the event, arrivals at 

those closest-stations are likely spurious.  The following figure shows an example of 

this.  Waveform plots are ordered by offset, where offset increases from the top of the 

plots to the bottom.  The original grid-location is used to order the waveforms in the 

plot labeled ‘dbgrassoc location;’ note that there is a gap of ten operating stations 

before the first associated arrival, which is followed by another gap before another 

arrival is recorded.  After some automated repairing of this event, the spurious near-

offset arrival is removed and the revised location is used to order the waveforms in 
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the plot labeled ‘actual location.’  Note that now the predicted arrivals more closely 

match the associations and the waveforms (observe large amplitudes in the yellow 

time-series data). 

  



37 
 

 

 

 

 

 

 

 

 

Figure 3.17 – Band-pass filtered waveform plots showing the same associations but 
plotted in order of offset with respect to two different locations; time increments are 
of 10s.  The first plot, labeled ‘dbgrassoc location,’ was offset-ordered with respect to 
the database origin with which the spurious P-arrival, highlighted with a blue box, 
was associated.  The plot labeled ‘actual location’ was relocated after removing this 
spurious arrival, highlighted with a blue box.  Note the agreement between the 
predicted arrivals (white) and actual earthquake arrivals (yellow seismograms) which 
indicates this location is greatly improved.  There are other unresolved problems with 
this event related to this event being dissected and S-arrivals being associated as P-
arrivals.  However, now, after removing the spurious arrival, the event can be further 
improved. 
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3.3.2.4 Far-offset arrival gaps 
As with spurious arrivals at close offsets, spurious associations at distant offsets can 

cause an event to be greatly mis-located.  The following figure shows the effect that 

associating arrivals at distant offsets can have on mis-locating an event. 
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Figure 3.18 – Band-pass filtered waveform plots showing the same associations but 
plotted in order of offset with respect to two different locations; time increments are 
of 10s.  The first plot, labeled ‘dbgrassoc location,’ was offset-ordered with respect to 
the database origin with which spurious P-arrivals, highlighted with blue boxes, were 
associated.  The plot labeled ‘actual location’ was relocated after removing these 
spurious arrivals, highlighted with blue boxes.  Note the agreement between the 
predicted arrivals (white) and actual earthquake arrivals (yellow data) which indicates 
this location is greatly improved. 
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3.3.2.5 S-arrivals associated as P-arrivals 
For reasons likely related to maximizing the number of associated arrivals and an 

imprecise velocity model, S-arrivals from some events were associated entirely as P-

arrivals.  This effect seems to be largely localized to a particular region, west of the 

main array around the Payang Basin, as see in the following figure.    

 

 
Figure 3.19 – Map of 717 events affected by dbgrassoc associating S-arrivals as P-
arrivals and waveforms from an example event which is plotted enlarged in purple on 
the map.  Predicted arrivals (white) are plotted on band-pass filtered waveforms with 
trace data ordered by offset (time increments of 10s).  Note that all S-arrivals were 
associated as P-arrivals and that there are no associations made from the actual P-
arrivals (identified with a dashed white line) with the event being shown.  However, it 
is clear that this event was split into two events by the grid associator with the actual 
P-arrivals being the first and the actual S-arrivals being a subsequent event. 
 

3.3.2.6 Split Earthquakes 
As was often the case with S-arrivals associated as P-arrivals, the mis-association of 

the arrivals was accompanied with another problem – a single earthquake having 

arrivals subdivided into two or more events in the database.  In other words, for a 
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single, real earthquake, two or more events are recorded in my database.  This 

problem was most likely the result of the late-arrivals (mis-picks), the velocity model, 

and the grid associator looking to maximize associations.  Aside from the S-to-P 

problem events (S-arrivals associated as P-arrivals), this problem is not systematic 

and I found examples of these events only by inspection.  In general, I did find that 

merged and split events have larger RMS, however.  The following figure shows 

several examples of split events, all originating from the Payang Basin to the west of 

the main-array where thousands of events occurred during the length of HiCLIMB 

phase II. 
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Figure 3.20 – Plot of band-pass filtered waveforms, ordered alpha-numerically by 
station name and with time increments of 10s, showing arrivals from three 
earthquakes.  Actual P-arrivals (as seen, though faintly, in the waveforms) from each 
event are traced with dotted curves and actual S-arrivals are traced with dashed 
curves; purple curves show arrivals from the first earthquake (1.), green curves for the 
second (2.) and white curve for the third (3.).  Polygons of common color highlight 
arrivals (red boxes) associated with common events.  Note that the polygons match 
very poorly the actual arrivals (dotted and dashed curves) excepting the P-arrivals and 
several S-arrivals from the first event.  This is because actual arrivals were subdivided 
by dbgrassoc to create the events shown above.  Focusing on the event highlighted in 
light-blue, note that the P-arrivals are composed of actual S-arrivals split off from 
earthquake 1. (at stations H1190, H1200, H1210, H1220, H1230, and H1260); actual 
P-arrivals split off from earthquake 2. (at stations H1410, H1460, H1470, H1500, and 
H1520); and a glitch (noise at station H1360).  Further, the S-arrivals are actual P-
arrivals from earthquake 2. (at stations H1250, H1260, H1280, H1310, H1320, and 
H1340). 
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3.3.2.7 Merged Earthquakes 
For the same reasons discussed in the scenarios above, some events were 

concatenated into a single event.  In other words, arrivals from two or more legitimate 

earthquakes were associated together as a single event in my database.  As with the 

split-events problem, this issue is not systematic and can be found only by inspection 

or automatically if the arrivals associated from the merged events are separated by a 

sizable gap in the ordered list of stations with arrivals (Section 3.4.2).  Figures 3.20 

(note that the event highlighted in light-blue created from S-arrivals arrivals from 

earthquake 1. and P-arrivals from 2.), and 3.21 show examples of this occurrence.   
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Figure 3.21 – Plot of band-pass filtered seismograms, ordered alpha-numerically by 
station name and with time increments of 10s, showing arrivals from two earthquakes 
concatenated into a single event.  Actual P-arrivals from each event are traced with 
dotted curves and actual S-arrivals are traced with dashed curves; light-blue curves 
show arrivals from the first earthquake (1.) and white curves for the second (2.) 
earthquake.  Orange polygons highlight arrivals (red boxes) associated with the single 
event created by dbgrassoc and predicted arrivals from the dbgrassoc location are 
included on the plots with white vertical bars labeled with the predicted phase.  Note 
that the associated P-arrivals are composed of actual P-arrivals from earthquake 1. 
and a glitch (noise at station H1420).  Further, the associated S-arrivals are actual P-
arrivals from earthquake 2. and a glitch (noise at station H1420).  Additionally, 
earthquake 1. was split into two events as is apparent in the un-highlighted S-arrivals 
at stations H1220, H1230, and H1420. 
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3.3.3 Teleseismic Earthquakes 
In addition to spurious associations, another problem extant in the database is the mis-

location of teleseismic (distant) earthquakes.  In some cases, dbgrassoc associated 

teleseismic earthquake arrivals with a node on the local grid by either selecting a grid 

node at an intermediate-to-deep depth (50 – 300 km deep) or using a subset of the 

arrival detections from the teleseismic event.  As in the previous figure, this may also 

result from apparent moveout in the arrivals due to the lateness of some detections.  

The event shown in the following figure occurred in the Nicobar Islands, Indonesia 

region, but dbgrassoc located the event in the middle of the lateral array of the 

HiCLIMB phase II network and at a depth of roughly 50 km. 

 
Figure 3.22 – Plots of band-pass filtered waveforms and location map – plotted in 
Google Earth with topography from GPSVisualizer – for a teleseismic event that was 
located in the local grid by dbgrassoc.  Waveform plots are ordered by offset, time 
increments are of 10s, and the predicted arrivals from the respective locations are 
shown (white) on the plots for comparison.  The ‘dbgrassoc location’ waveform plot 
includes associated arrivals (red squares with phase labels) to show the actual arrivals 
used in the location.  While it shows poor agreement between the predicted arrivals 
and actual arrivals (in the yellow trace data) at close offset, more distant offsets fit 
predicted arrivals well due to the linearity of the main array.  The distance between 
the two locations is greater than 20 degrees (roughly 2400 km). 
 

Events like that which is shown in the previous figure are relatively common due to 

the reasons described above and to the occurrences of the 2004/12/26 Sumatra-
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Andaman M 9.1 earthquake and aftershocks.  Further, because of the amplitudes of 

the seismic waves generated by these earthquakes, the database contains anomalous, 

large-magnitude events (e.g. see the following figure).  This contamination is made 

apparent in the magnitude Gutenberg-Richter plots in figure 3.10.  From that plot, 

note that for higher ndef events, for which it is more difficult to associate a 

teleseismic event as a local event, there are fewer large-magnitude events in the 

database.  Further, the slopes of the magnitude-number curves are smaller than the 

theoretical curves (b = 1) which suggests that there are more large-magnitude events 

in the database than is expected.  
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Figure 3.23 – Unfiltered waveforms showing sensor saturation (highlighted in green) 
caused by low-frequency, large-amplitude arrivals from a Sumatra-Andaman 
earthquake aftershock.  Predicted arrivals pass through associated arrivals for one 
event created by dbgrassoc.  This event, of ndef 10, has a magnitude of ML 6.7.  
Waveform plot has time increments of 15s. 
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3.4  Database Filters: Database Cleanup Solutions 
Because the database contained 109,287 events after associating detections, an 

automated or semi-automated approach is necessary to address the problems 

described above.  Toward this end, I developed a series of MATLAB functions and 

PERL scripts that act as filters designed to remove spurious arrivals and/or events 

from the database.  These filters were designed to be executed in a progression to 

strip off spurious arrivals and/or remove events in a progressive fashion rather than in 

aggressive steps where significant damage to good events could take place.   

 

The filters can be categorized into several groups based on how they operate.  For 

example, some filters act to remove events entirely (e.g. prelim_loc_cleanup.m and 

rm_filtered_deep.pl) while other attempt to repair events by removing spurious 

arrivals (e.g. rm_solo_S.m and near_delta_gap.m).  Another distinction is that some 

operate on a specified list of event ids, while others search for events to repair and/or 

remove.  A further difference is that some filters were to be executed iteratively, more 

than one time in succession, before applying the subsequent filter while others are 

applied only once.  Following the application of each arrival filter that removes 

arrivals, I relocated (Appendix section 5) all events affected by the filter and then 

replaced the previous records in the database with those that were filtered and 

relocated. 

 

The goal of the filters that remove arrivals is one of two outcomes:  1) in removing 

spurious arrivals, a legitimate earthquake that is reparable, can be improved and can 

attain an accurate location.  2) For an event that is either not a reparable earthquake, 

or is entirely composed of noise, the event should be eliminated if enough arrivals are 

removed, or the number of observations (number of associated arrivals) will be 

decreased which could move the event toward not being included in the final 

database. 
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The following is a discussion of each filter that I developed.  I will give a description 

of the tests each filter performed as well as any database changes it made and I will 

describe and show examples of how solutions changed after its application.  Sections 

are titled by the filter name and are included in the order in which the filters were 

applied.  The filter names were intended to coincide with the problem they address.  

The following figure is a flowchart showing the progression in which the filters were 

applied.   
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Figure 3.24 – Flowchart showing the progression of filters applied to the database 
output by dbgrassoc.  The names of each step in the progression is in a red block and 
a description of the action taken by the step is in the light-blue block. If the step 
involved repairing events followed by a relocation, it is indicated in a light-green 
block and if the filter was iterated before proceeding to the next step in the 
progression, it is indicated in a light-yellow block.  If no repair was attempted during 
a step and solely event removal took place, this is indicated by an asterisk (*).  
Individual steps in the progression are colored according to whether or not the routine 
performed a search before filtering (blue background), if the routine operated on a 
specified list of events (green background), or if the routine could operate in either 
mode (cream-colored background).  Each of these steps/routines is discussed in the 
text below. 

 

3.4.1 Single-application filters 
 

3.4.1.1 prelim_loc_cleanup.m 
Following completion of the dbgrassoc detection processing, I applied the first filter 

that I developed, prelim_loc_cleanup.m, to the dbgrassoc solutions.  This filter 

applied a series of tests to each origin in the database and if the origin failed to pass 
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any one of the tests, it was removed from the input database (the values of the 

parameters mentioned below are discussed in the Appendix section 4.2). 

 

This filter first takes a subset of the database for origins that have min_sites or fewer 

arrivals associated (‘ndef’ is the origin attribute which records the number of 

associated arrivals) to process only origins that were more likely to have problems.  

The parameters used for tests carried out by this filter are: dbin, max_d, min_H_sites, 

min_T_sites, dbout, pf_orids.  The input database is dbin and, as with all filters, any 

records that are removed from dbin are output into dbout. 

 

Origin testing is based primarily on arrival-site density:  for an origin to be considered 

reasonable, and therefore, kept in dbin, the routine looks to see if there are a 

minimum number of arrival-recording sites within some area defined by a maximum 

radial distance, max_d.  As I will discuss below, depending on the test, this 

minimum-number requirement may vary from a parameter for the main-array sites, 

min_H_sites, to the parameter for the lateral sites (including LSA and H0641), 

min_T_sites.   

 

The following figure is a flowchart laying out the steps and tests taken by 

prelim_loc_cleanup.m during processing.  Each of the steps and tests is discussed in 

more detail below. 
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Figure 3.25 – Flowchart of the steps taken by prelim_loc_cleanup.m while deciding 
whether or not to remove an event from the input database.  All events with min_sites 
or fewer associated arrivals are passed through this routine and the tests which must 
be passed by the event are described in each box with the heading ‘Test.’  The test 
name is included in the red box.  The arrival-set used to evaluate the event is 
described in the light-blue box.  And, the test that must be passed is described in the 
green box.  If an event fails Test 1, it moves to Test 2 and on through the progression 
of tests unless it passes a test.  If the event passes no tests, it is removed from the 
input database.  
 

3.4.1.1.1 Test1 – 1st-arrival test 
The first test an origin must pass regards the first-arrival:  if an event has a sufficient 

number of associated arrivals from sites that lie within max_d of the first-arrival site, 

the event passes this test.  The appropriate number of arrivals required to be sufficient 

is chosen based on the site recording the first arrival:  If the first-arrival site is in the 

main array, min_H_sites is used and if it is in the lateral array then min_T_sites is 

used.  This is based on the simple idea that arrivals from an earthquake should be 

detected at multiple near-by sites.  And, inversely, if there are no sites with associated 

arrivals near the first-arrival site, then this event is suspicious.  If the event does not 

have sufficient associations near the first-arrival site, it fails this test and progresses to 

the second test.  The following figure shows a cartoon map-view example of an event 

that would pass this test.   
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Figure 3.26 – Cartoon example of an event that could pass the first test of 
prelim_loc_cleanup.m.  The actual earthquake is plotted with a red star and stations 
with associations from this event are triangles – main-array – and diamonds – lateral-
array – colored blue and yellow.  The station at which the first arrival is recorded is 
colored yellow and a circular arc of radius max_d is drawn around this station.  
Assuming that min_H_sites is four, then there must be at least four stations within 
max_d of the yellow station.  In the case above, there are four stations within the 
circle and, therefore, this event passes this test. 
 

3.4.1.1.2 Test2 –  2nd-arrival test 
The second test is identical to the first, except that the first arrival is removed from 

the arrivals list and the second arrival is treated as the first arrival.  The following 

figure shows an example of an event that would fail the first test, but pass this test.  

The idea behind this is that the first arrival might be a spurious arrival, so the routine 

gives the origin another look to see if there are min_H_sites or min_T_sites within 

max_d of the second arrival.  If the origin fails this test, it moves to the third test. 
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Figure 3.27 – Cartoon example of an event that would fail the first test, but would 
pass the second test of prelim_loc_cleanup.m.  The actual earthquake is plotted with a 
red star and stations with associations from this event are triangles – main-array – and 
diamonds – lateral-array – colored blue, purple, and yellow.  The station at which the 
first arrival is recorded is colored purple and a purple-dashed circular arc of radius 
max_d is drawn around this station.  Assuming that min_H_sites is four, then because 
only one station falls within the circle, this event failed the first test.  The second 
arrival was recorded at the yellow station.  A yellow-dashed circular-arc of radius 
max_d is drawn around this station; because there are six stations within this circle, 
this event passes this test. 
 

3.4.1.1.3 Test3 – Lateral-array  test 
This test was established in an attempt to preserve events within or near the lateral 

array.  There is interest in saving these events for further analysis because there are 

known deep earthquakes in this region (Chen and Molnar, 1983; Monsalve et al., 

2006; Liang et al., 2008) and there is good geometrical coverage of events, which can 

yield highly precise hypocenter locations, because the array is more grid-shaped 

rather than linear (figure 1.5).   
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In an attempt to preserve lateral-array events, an event is processed by this test only if 

the first and/or second arrival came from a lateral site (including LSA and H0641) – 

if the first and second arrivals were in the main array, the origin skips this test.  For an 

event to pass this test, there must be at least four arrivals from stations within the 

lateral array.  The simple approach of this test is justified as follows:  Many of the 

stations in the lateral array are noisy which can result in them not detecting low-

magnitude earthquakes.  Further, because there are fewer stations operating in the 

lateral array, it is more likely, as the following figure shows, that there may be an 

insufficient number of stations within max_d to pass the first two tests due to stations 

not operating.  It is possible then that a legitimate earthquake could occur within the 

lateral array and be missed by several stations.  In this situation, the event may fail the 

first- and second-arrival tests.     
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Figure 3.28 – An example event that failed the first two prelim_loc_cleanup.m tests, 
but passed the third test.  Waveform plot has time increments of 10s.  A) Map of the 
lateral array including the earthquake, plotted as the red circle, and all operating 
stations, plotted as enlarged, colored triangles and labeled with the station names.  All 
stations that are included in the waveform plot in B), but failed to record an arrival 
are plotted in green.  The first-arrival station, T0330, is colored purple and second 
arrival station, LSA, is colored yellow.  Dotted circles of radius max_d surround these 
stations.  Note that with respect to both T0330 and LSA, no other stations with 
associated arrivals fall within max_d.  Also note that the closest stations were not 
even operating at the time of this event.  B) Plot of waveforms and arrivals for the 
event shown in A.  Waveforms of most operating lateral stations are plotted and 
ordered by offset.  There is no additional waveform data available for the offset range 
included.  Note that the noise at some nearby stations – e.g. T0200 and T0180 – was 
sufficient to render the event undetectable. 
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Requiring that the first arrival(s) be from within the lateral array helps to increase the 

probability that events preserved by this filter are actually from within that region.  

Further, it reduces the number of spurious events composed of arrivals from main-

array stations, and with multiple lateral-array associations, from being kept.   

 

Four was chosen as the minimum number of lateral-sites required because if there are 

three lateral-array arrivals in addition to the first (or second) arrival, then the event is 

more likely to be an earthquake that can be located (four arrivals being required to 

determine event location and origin time).  If the origin fails this test or it failed the 

second test and it skipped the third, it moves to the fourth and final test.  The 

following figure shows an example of an event that would fail the first two tests, but 

that would be preserved by this test. 
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Figure 3.29 – Cartoon example of an event that would fail the first two tests, but 
would pass the third test of prelim_loc_cleanup.m.  The actual earthquake is plotted 
with a red star and stations with associations from this event are triangles – main-
array – and diamonds – lateral-array – colored blue, purple, and yellow.  The station 
at which the first arrival is recorded is colored purple and a purple-dashed circular arc 
of radius max_d is drawn around this station.  Assuming that min_T_sites is two, then 
because only one station falls within the either circle, this event failed the first two 
tests.  There are, however, a total of five lateral-array sites which have associations 
for this event; therefore, this even passes the this test. 
 

3.4.1.1.4 Test4 – Re-check all arrivals 
If an event fails the first three tests, all arrivals are searched to see if there is a 

combination of min_H_sites stations with associated arrivals that cluster within 

max_d.  To determine this, each station with an associated arrival is treated as the 

first-arrival station and a count is made of all stations within max_d of that station.  If 

there is any station for which there are min_H_sites stations recording arrivals within 
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max_d, the event passes this test.  Figure 3.14 shows an example of an event that 

would pass this test.  In effect, this test makes arbitrary the number of spurious ‘first’ 

arrivals an event may have.  The following figure shows a cartoon example of an 

event that would fail the first three tests, but pass this test. 

 

 
Figure 3.30 – Cartoon example of an event that would fail the first three tests, but 
would pass the fourth test of prelim_loc_cleanup.m.  The actual earthquake is plotted 
with a red star and stations with associations from this event are triangles – main-
array – and diamonds – lateral-array – colored blue, purple, and yellow.  The station 
at which the first arrival is recorded is colored purple and a purple-dashed circular arc 
of radius max_d is drawn around this station.  The second arrival was recorded at the 
yellow station.  A yellow-dashed circular-arc of radius max_d is drawn around this 
station.  In both circles, there is only one associated arrival, therefore, the first and 
second tests are failed.  Further, there are only three lateral-array-arrivals and 
therefore, the third test is failed.  However, counting how many arrival-recording 
stations lie within max_d of each station reveals a set of min_H_sites arrivals that fall 
within max_d of each other (light-blue circle of radius max_d drawn around the light-
blue station).  Therefore, this event passes the fourth test and is preserved in the 
database. 
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If all tests fail, the event and corresponding records in other tables are removed from 

the database.  From the original, dbgrassoc database of 109,287 events, 26,560 events 

were removed by this filter. 

 

3.4.1.2 rm_recenter.m 
This and the following filters were used following creation of the catalog and the first 

relocation of the grid associator solutions.  This filter searches for arrivals at stations 

using REF TEK dataloggers that fall within a scheduled weekly sensor re-centering 

period and changes the phase of all of these arrivals to be ‘rc’ and unassociates them 

from the corresponding origin.  If, after the number of associated arrivals is decreased 

by the number of arrivals flagged, there are not more than four still associated with 

this origin, the origin and all corresponding records in the arrival, assoc, and event 

tables are output to another database and removed from the input database.  The 

following figure is a flowchart showing the steps taken by this filter. 

 

 
Figure 3.31 – Flowchart of the steps taken by rm_recenter.m to repair and/or remove 
an event from the input database.  All events with associations from stations with 
REF TEK dataloggers that fall within a scheduled sensor-recentering period have 
their arrivals’ phases changed to ‘rc’ and their timedef attribute changed to ‘n’ so the 
arrivals are no longer used in an event location.  If enough arrivals are changed so 
that ndef is decreased to fewer than four, the event is removed from the database. 
 

In all, 51 events were found to be affected by these pulses; of them, 47 were removed 

from the database.  More detail on this filter is included in Appendix section 4.4. 

 

  



64 
 

3.4.1.3 do_S2P.m 

To address the grid associator mis-associating P-arrivals as S-arrivals, I calculated the 

ratio of the number of associated S-arrivals to ndef for all events in the database to 

find events with this problem.  After manually inspecting all events with a ratio of 

1.0, I found it was common that the arrivals were mis-associated.  This observation 

warranted a further examination of the database; I ultimately inspected each of 2,428 

events with a ratio 0.5 or greater.  In total, 1,032 events warranted having their phases 

altered by a common procedure. 

 

I ran the function do_S2P.m, which operates on specified events rather than 

performing a search, over the list of 1,032 event ids mentioned above.  For each of 

these events, all of the P-arrivals are dropped and all S-arrivals are changed to P.  The 

following figure is a flowchart showing the progression of steps taken by this filter. 

 

 
Figure 3.32 – Flowchart of the steps taken by do_S2P.m to repair and/or remove an 
event from the input database.  The phases of all S-arrivals from all input events 
(orids) are changed to P and all arrivals that were associated as P-phase are 
unassociated from the event.  If enough P-phase arrivals are removed so that ndef is 
decreased to fewer than four, the event is removed from the database. 
 

The following figure is an example of an earthquake that was fixed by this filter.  The 

event repaired is the same event seen in figure 3.15.  And the following figure shows 

all events affected by this filter prior to- and following the filtering. 
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Figure 3.33 – Example of an event that was repaired by do_S2P.m.  The dbgrassoc 
location is shown in purple and is the same event plotted in figure 3.15.  The location 
of the repaired – filtered and relocated – event is shown above in green.  Filtering this 
event caused its epicenter to shift horizontally (in the sense of the plotted arrow) by 
roughly 30 km and it moved vertically by 130 km toward the surface. 
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Figure 3.34 – Maps showing location of events filtered with do_S2P.m prior to (left-
hand map) and after filtering and relocation (right-hand map).  Note the migration of 
the locations toward the array after relocation.  This is logical as using the faster P-
arrivals as S-arrivals should necessarily cause events to be located farther and/or 
deeper than they actually are. 
 

3.4.1.4 sta_S2P.m 

The closest station, T0370, for particular events associated with the northern PQX 

graben had mis-associated phases with the P-arrival being associated as the S-arrival.  

These events were not detected during the do_S2P.m routine (Section 3.4.1.3) and 

were only discovered during inspection of the database.  To determine which needed 

to be fixed, I inspected all events within the area around the northern PQX graben 

(see the following figure) that lacked a P-arrival at T0370, but had an S-arrival.  The 

relevant events were updated by the routine sta_S2P.m which operates solely on the 

station desired and changes the S-arrival at that station to a P-arrival.  The following 

figure compares the PQX earthquake locations before and after executing this filter 

and relocating the affected events.   
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Figure 3.35 – Maps showing locations of events around the PQX graben filtered with 
sta_S2P.m prior to (red circles) and after filtering and relocation (green circles).  Note 
the minor improvement in the tightness of the main cluster to the west of the 
recording stations.   Over all, there is little change in the event locations. 
 
Note that there is very little change in the event locations.  However, the mean 

standard deviation of arrival time residuals (SDR) for these events decreased by 0.1 s 

indicating a better fit to the arrivals.  

 

3.4.2 Iterated Filters: 
Following application prelim_loc_cleanup.m, rm_recenter.m, and do_S2P.m, I 

implemented a suite of filters that were used in a progression and iteratively.  The 

progression was designed so that repairs made by a filter facilitated further repairs 

being made by subsequent filters.  Further, for the same reason, the filters were to be 

used iteratively.  As with the previously-executed filters, following the execution of a 

filter which removes arrivals, the affected events were relocated.  Additionally, 

following the application of several filters, I executed the routine rm_filtered_deep.pl 

(discussed below) that removed events that were most likely spurious, or unfixable, 
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but were not removed by the filter.  The progression of filters is discussed in Table 

3.1. 

 

I implemented an important change to the database part way through this phase of 

filtering.  Following near_delta_gap.m (Section 3.4.2.2), all S-arrivals were given an 

uncertainty of one-eighth of the P-arrival uncertainty.   The purpose of this was to 

greatly reduce the influence S-arrivals have on locations as there are many spurious 

S-arrivals in the database and the S-phase detections on vertical are typically ill-

timed.  Also, all arrivals in the main-array sites were assigned an uncertainty of four 

times that given to the lateral-array sites.  This usage of uncertainty was meant to act 

as a means to increase the influence of the lateral-array sites on event locations – 

particularly in the area of the lateral-array – because the density of the main-array 

sites is roughly four times the density of the lateral-array sites.  These changes in 

uncertainty affect relocations as relocate assigns weights to arrivals inversely 

proportional to their uncertainties. 

 

3.1– Order of Iterated Database Cleanup Filters 
Filter Name Order-of-Execution Rationale # 

Iterations 
1. rm_solo_S.m S-arrivals have significant effect on event 

locations which makes removing spurious 
S-arrivals important.   

2 

2. near_delta_gap.m* After event locations are improved by 
rm_solo_S.m, remove spurious P-arrivals 
at small offsets. 

4 

3. arr2S.m After improving event locations and 
decreasing ndef for many events, finding 
S-arrivals to be associated is more feasible. 

2 

4. rm_solo_S.m* Apply a more strict search and removal of 
spurious S-arrivals. 

6 

5. far_delta_gap.m* Search for and remove arrivals at distant 
offsets that may continue force events to be 
mis-located. 

2 

6. arr2S.m After all safely-made repairs are carried 
out, perform a final search for S-arrivals to 
associate. 

3 

* = rm_filtered_deep.pl was applied after some or all iterations 
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Several of these filters search for a gap in the arrivals for each event in the database.  

A gap is defined as one or more members in an offset-ordered list of operating 

stations that failed to record arrivals when they lie between sites that do record 

arrivals (Appendix section 4.5).  The following figure illustrates this concept. 

 

 
Figure 3.36 – Example event illustrating arrival gaps.  Blank traces are ordered by 
offset.  Associated arrivals are indicated by red boxes which are labeled with the 
corresponding phase.  To the right, each trace is labeled with the corresponding 
station name; the names of stations for which an arrival (P or S) is associated are 
highlighted in red.  Numbers beside the brackets to the right of the station names 
show the size of the gap – the number of stations that are between arrival-recording 
stations in the offset-ordered list. 
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3.4.2.1 rm_solo_S.m 

The first filter used in the progression, rm_solo_S.m, searched for solitary S-arrivals 

in events.  The purpose of this routine was to remove spurious S-arrivals as even a 

single mis-picked S-phases can be detrimental to the accuracy of a location 

(Gomberg, 1989) which is why this filter was run prior to the subsequent filters.  

Figure 3.16, shows an example of an event affected by this filter.  The steps followed 

for S-arrival-gap processing are shown in the following figure. 

 

 
Figure 3.37 – Flowchart of the steps taken by rm_solo_S.m to repair and/or remove 
an event from the input database.  A search is carried out for solitary S-arrivals based 
on S-arrival gaps.  If solitary arrivals are found, then the timedef field of each is 
changed to ‘n.’  If enough S-arrivals are changed so that ndef is decreased to fewer 
than four, the event is removed from the database. 
 
 

With regard to the gap-search discussed above, this filter searches for the gap in S-

arrivals which are removed only if they do not fall within a user-defined number of 

sites of another S-arrival.  Further, this routine can be configured so that S-arrivals are 

only removed if they are not accompanied by a P-arrival at the same site.  The 

following figure shows a schematic illustration of an event that has arrivals that 

would be removed by this filter. 
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Figure 3.38 – Hypothetical scenario showing S-arrivals that would be affected by 
rm_solo_S.m.  Traces are ordered by offset.  Assuming that the maximum allowable 
gap is five, S-arrivals at T0270 and H1190 would be removed because they are 
separated by six stations.  The S-arrival at H1110 would be removed only if the 
routine is configured to remove S-arrivals even if there is a P-arrival associated at the 
same station. 
 

A gap of five was used when only removing S-arrivals if they were not from a station 

with a P-arrival and, a value of fifteen was used when P-arrivals were not considered 

(Appendix section 4.6).  After this filter was applied six times, 46,947 events were 

affected and 34 were removed because of the decrease in ndef.  The following figure 

shows a comparison of the events affected, but not removed, by the filter prior to and 

following filtering and relocating.  The improvements are subtle; there is somewhat 

of an improvement in the clustering of events, particularly around the Payang Basin 

(to the west of the main array) and in the central main array. 
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Figure 3.39 – Events that had solitary S-arrivals removed by the first application of 
rm_solo_S.m.  Locations prior to filtering are plotted in red and the relocated, filtered 
events are plotted in green.   
 

3.4.2.2 near_delta_gap.m 

Following the first two iterations of rm_solo_S.m, I ran four iterations of 

near_delta_gap.m which searches for a gap in P-arrivals following the first P-arrival 

site in the offset-ordered list of operating stations.  All arrivals – regardless of phase – 

preceding or (if S-phase) within the gap are dropped from the event.  The following 

flowchart shows a schematic illustration of the steps taken by this filter. 
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Figure 3.40 – Flowchart of the steps taken by near_delta_gap.m to repair and/or 
remove an event from the input database.  A search is carried out for P-arrival gaps 
after the first associated P-arrival.  If a gap is found, then the timedef field of each 
arrival – both P- and S-phases – found within and prior to the gap, is changed to ‘n.’  
If enough arrivals are changed so that ndef is decreased to fewer than four, the event 
is removed from the database. 
 
The following figure illustrates that all arrivals prior to a gap, including S-arrivals 

within the gap, will be removed.  Figure 3.14 shows how the event in this figure – 

without the S-arrival at H1110 introduced for illustration purposes – is repaired 

following several iterations of near_delta_gap.m. 
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Figure 3.41 – Example event illustrating arrival removal using near_delta_gap.m.  
Regions of the offset-ordered trace plot are highlighted to show the gaps found by the 
routine and arrivals that are removed (enlarged).  The first associated P-arrival is at 
station H1290.  After it is a P-arrival gap, highlighted in dark gray, of six stations, and 
assuming the allowable gap is five or fewer stations, then this P-arrival would be 
removed.  Further, because an S-arrival falls within the gap it is removed.  Finally, 
because any arrival that falls within and prior to the gap is removed (gray and yellow 
regions combined), the S-arrival at H1280 is removed as well.   
 

After near_delta_gap.m with an allowable gap of four (see Appendix section 4.7) was 

applied four times – the point after which no more arrivals were removed – 29,743 

events had near-offset arrivals removed and 874 were removed from the database 

entirely.  The following figure shows a comparison of a subset of events affected, but 

not removed, by the filter prior to and following filtering and relocating: 
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Figure 3.42 - Comparison of a subset of events affected, but not removed, by the first 
iteration of near_delta_gap.m prior to (‘pre-filter’ plot) and following filtering and 
relocating (‘filtered’ plot).  The improvement in epicenters is notable in two known 
seismically-active regions indicated by purple ovals.  Note the increased number of 
epicenters within these regions after filtering.  Also note an overall trend of events 
migrating in toward the network.   

 

After each iteration of near_delta_gap.m, rm_filtered_deep.pl (below) was run and, in 

total, 976 events were removed. 

 

3.4.2.3 rm_filtered_deep.pl 
Events that are filtered fall into one of several categories:  Firstly, they may be events 

that are of reasonable quality in terms of the number of non-spurious associated 

arrivals and can be easily repaired in an automated fashion (e.g. figure 3.14).  

Secondly, it can happen that, because regional and teleseismic events are not always 

uniformly detected (e.g. figure 3.22), arrivals significant in constraining the epicenter, 

can be removed following the application of a filter.  Thirdly, events may contain 

solely spurious arrivals (e.g. figure 3.23).  And fourthly, events may be composed, in 

part by non-spurious and spurious arrivals in a manner that makes them unfixable 

with an automated approach (e.g. figure 3.20).  The second, third, and fourth groups 
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need to be removed from the database via a systematic mechanism to exclude them 

from the final catalog.   

 

As with prelim_loc_cleanup.m, in an attempt to remove these non-repairable events, I 

developed the routine rm_filtered_deep.pl that strictly removes events, rather than 

attempting to repair them.  This filter compares the location of events prior to and 

following filtering and relocation and removes them if they were brought into the 

local region of interest (figure 3.44) and were located below a depth threshold (see 

the flowchart in the following figure).  I executed rm_filtered_deep.pl following the 

application of certain filters (refer to Table 3.1), the first of which was 

near_delta_gap.m:  rm_filtered_deep.pl was executed after each iteration of 

near_delta_gap.m.  

 

 
Figure 3.43 – Flowchart of the steps taken by rm_filtered_deep.pl to remove events 
following the application of a filter and relocation.  For each origin in a subset of the 
filtered-relocated database that falls below a threshold depth, depth_thresh, determine 
if the epicenter falls within the local-area.  If, prior to filtering and relocation, the 
epicenter was outside of the local-area, remove the event from the database. 
 

The following figure shows the local-area region and relocated dbgrassoc epicenters 

with ndef 50 and greater.  The local area was selected based on proximity to stations, 

network geometry, and seismicity.  This is the area where it is desired to have the 

fewest mis-located events.  
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Figure 3.44 – Map showing the region, defined by the white polygon, which was used 
by rm_filtered_deep.pl as the local region.  All events that were filtered and brought 
into this region after relocation and were located at or below a prescribed depth were 
removed from the database.  Events with ndef 50 and greater are plotted to show 
where the most seismically active regions fall within the local area. 
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Figure 3.45 – Waveforms and arrivals of an event, ndef 12, that was removed by 
rm_filtered_deep.pl and a map (topography from GeoMapApp) showing the location 
of the event prior to (blue epicenter) and following filtering and relocation (red 
epicenter).  The waveforms, with time increments of 5s, are ordered by offset with 
respect to the original, dbgrassoc location.  While there is an actual, local earthquake 
in the time series data, it can be observed that dbgrassoc selected a seemingly random 
subset of the earthquake detections to associate with the event in the map above 
(associated arrivals are those near/through which the predicted arrivals are plotted).  
After removal of the P-arrival at T0080 (highlighted in light-blue) by 
near_delta_gap.m and relocation, the event moved to its new location within the local 
region (red epicenter) to a depth of 86 km.   
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Events that migrated into the local area after filtering and are located at depths greater 

than 15 km (see Appendix section 4.8) are considered undesirable as they have either 

an ill-constrained location or are composed of spurious arrivals, both of which are 

indicated by the suspicious depth.  Alternatively, the events, in reality, could be 

regional or teleseismic earthquakes which, after having location-constraining arrivals 

removed, were relocated within the local area.  The previous figure shows a typical 

event that was removed by this routine. 

 

3.4.2.4 arr2S.m 

The filter arr2S.m was run across the database to merge events that have been 

subdivided after the four iterations of near_delta_gap.m and rm_filtered_deep.pl.  

This routine searches for arrivals in the database that could be associated as S-arrivals 

with another event (Appendix section 4.9).  Merging events in this manner 

accomplishes two things:  First, it will improve the locations of the events which 

associate the arrivals – called the “associating” events.  Secondly, it will remove 

spurious events from the database – the events whose arrivals were associated, called 

the “associated” events.  Association only occurs if a sufficient number of arrivals 

from the associated event associate with the associating event.  The following 

flowchart shows the steps taken by this filter in associating S-arrivals. 
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Figure 3.46 – Flowchart of the associating and merging of events with arr2S.m.   For 
each event (orid) in dbin, called the “associating” event, search through the arrival 
table for arrivals from other events that occur at the time of predicted S-arrivals for 
the associating event.  Find the orids for each candidate S-arrival.  The orid with the 
most arrivals that fit the predicted S-arrival times is the candidate ‘associated’ event.  
If the number of candidate S-arrivals is sufficient, then associate all candidate S-
arrivals with the associating event and increase its ndef by the same number.  Move 
the associated event from dbin to dbout. 
 

The following figure shows an example of an event that associated P-arrivals from 

another event.  In this example, the associating event was of ndef 11 prior to the 

filtering; following filtering, ndef increased to 26 and the event migrated westward by 

less than 10 km.   Though the SDR increased from 0.2 s to 0.7 s, the hypocenter is 

now significantly better constrained as reflected in comparing the covariance matrices 

prior to and following filtering as in Tables 3.2 and 3.3. 

 

3.2 Event Location Covariance Matrix Prior to Addition of S-arrivals by arr2S.m. 
 

 

 
3.3 Event Location Covariance Matrix Following the Addition of S-arrivals by 
arr2S.m. 

Filtered lat lon depth time 

lat 1.4 0.1 3.9 0.3 

lon 0.1 0.2 0.1 0.0 

depth 3.9 0.1 38.9 0.7 

time 0.3 0.0 0.7 0.1 
 

Pre-filter lat lon depth time 

lat 20.2 9.9 780.8 4.8 

lon 9.9 7.9 213.3 2.1 

depth 780.8 213.3 97016.8 311.0 

time 4.8 2.1 311.0 1.4 
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Most dramatically, note the three orders of magnitude decrease in the depth variance 

(highlighted in orange) and in depth-latitude, depth-longitude, and depth-time 

covariances. 
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Figure 3.47 – Example of two events filtered by arr2s.m.  The map shows the change 
in location of the associating event prior to (pre-filter) and following (filtered) the 
application of arr2S.m.  In each waveform plot, arrivals from the “associating” event 
are the preceding P-arrivals through which the predicted P-arrivals pass.  The ‘pre-
filter’ plot includes the P-arrivals from a mis-associated event (see “S-arrivals 
Associated as P-arrivals Section, above) which occur near the associating event’s 
predicted S-arrival times.  The P-arrivals from the “associated” event that were 
associated with the “associating” event are highlighted in blue.  In the ‘filtered’ plot, 
note the change in the phases of the newly-associated S-arrivals.  Waveforms are 
ordered by offset with time increments of 5 s.  
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After applying this filter three times (twice after near_delta_gap.m and once after 

far_delta_gap.m, below), 491 events associated S-arrivals.  The following maps show 

the location of all events prior to and following the first application of arr2S.m. 

 

 
 

Figure 3.48 – Plots of associating and associated events filtered by the first iteration 
of arr2S.m.  Repaired events, associating and associated, are shown in red prior to 
association and relocation.  Relocated associating events are plotted in green 
showing, in particular to the west of the main-array near the Payang Basin, a 
tightening of the epicenters.   
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3.4.2.5 far_delta_gap.m 

After merging events with arr2S.m and further iterations of rm_solo_S.m, I executed 

far_delta_gap.m to search for gaps in arrivals of both P-phase and S-phase.  This filter 

was designed to be run following rm_solo_S.m and near_delta_gap.m because it 

makes aggressive alterations to events: remove all arrivals that follow a user-defined 

gap, where the search for the gap begins after the first arrival.  Further, as stated 

above, this filter operates on both phases, so that all arrivals following a gap, 

regardless of phase, are removed.  Therefore, after solitary S-arrivals and near-offset 

arrivals have been removed, event locations have had the opportunity to be greatly 

changed and small-to-moderate earthquakes that simultaneously nucleated at different 

locations proximal to the arrays can now be found and split apart.  Also, because 

solitary S-arrivals are removed, far-offset gaps can be more easily detected (e.g. the 

following figure).  The following is an example event that has an arrival removed by 

this routine. 
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Figure 3.49 – A subset of waveforms, ordered by offset, and associated arrivals for an 
event with a far-offset gap.  The maximum allowable gap is 14 stations and after 
rm_solo_S.m filtered this event and removed the S-arrival at T0160, the P-arrival at 
T0250 was removed by far_delta_gap.m. 
 

 

 
Figure 3.50 – Flowchart of the steps taken by far_delta_gap.m to repair and/or 
remove an event from the input database.  A search is carried out for arrival gaps after 
the arr1th arrival.  If a gap is found, then the timedef field of each arrival found after 
the gap, is changed to ‘n.’  If enough arrivals are changed so that ndef is decreased to 
fewer than four, the event is removed from the database. 
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After this filter was applied twice, 30,298 events were affected and 613 were 

removed (see Appendix section 4.10).  The following figure shows a comparison of a 

subset of the events affected, but not removed, by the filter prior to- and post-filtering 

and relocating: 

 

 
Figure 3.51 – Comparison of a subset of events affected, but not removed, by the first 
iteration of far_delta_gap.m prior to (red epicenters) and following filtering and 
relocating (green epicenters plotted on top of red).  The improvement in epicenters is 
notable in three regions known to be seismically-active indicated by purple ovals.  
Note in all three regions, green events cluster more closely. 
 

After each iteration of far_delta_gap.m, rm_filtered_deep.pl was run and, in total, 694 

events were removed. 
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3.4.3  Initial- and Iterated-Filtering Summary and Database 

Improvements 
From the following distributions of SDR values of the first relocated database (the 

database after rm_center.m was applied) and the database after completion of the 

iterated filters, there is a notable shift toward lower SDR suggesting an overall 

improvement in the quality of the data in the database and the mean SDR decreased 

from 1.23 s to 1.11 s.   

 

 
Figure 3.52 – Comparison of SDR histograms between the first relocated database 
(after rm_recenter.m was applied) and the final database, for all events in the 
databases with ndef seven and greater (for consistency with the database created by 
dbgrassoc).  The average SDR included in each plot’s legend.   Note the shift in the 
peak of the distribution to lower SDR in the filtered database and a decrease in the 
mean suggesting overall improvement in the quality of the data. 
 

The following figures compare the locations of all events that hae been filtered, with 

their original, relocated locations.   
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Figure 3.53 – Comparison of the original, relocated database (after rm_recenter.m 
was applied; red epicenters) and the final database, for all events that underwent some 
filtering and relocation (green epicenters).  The general trend of events toward the 
station network and proclivity to cluster after the filtering was carried out is notable. 
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Figure 3.54 – Comparison of the original, relocated database (after rm_recenter.m 
was applied; red epicenters) and the final database, for events of ndef > 30 that 
underwent some filtering and relocation (green epicenters). 
 

These plots demonstrate that, even for high-ndef events, the filtering produced the 

overall trend of tighter event clusters.  Additionally, for lower-ndef ranges, events 

tend to migrate toward the network, which is expected for such events:  if an event is 

detected by few stations, it is more likely that it is an event that occurred close to the 

network.  Both of these observations suggest an overall improvement in the locations 

of the 20,724 filtered events. 
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3.4.4 Final Cleanup Filters 
After the progression of iterated filters was finished, I applied another suite of filters 

which were applied only once with a particular parameter configuration, and not 

iterated.  The filters were often applied more than once, however, with different 

parameter-value configurations (as opposed to the previously iterated filters which 

used the same configurations through multiple applications).  The filters are named 

and described in Table 3.4 which also shows the number of times the filters were 

executed on the database (instances) with the different configurations. 

 

3.4 Order of Final-Cleanup Filters 
Filter Name Description # 

instances 
1. do_P2S.m Repair known events with S-arrivals 

associated as P-arrivals 
1 

2. close_density_cutoff.
m 

Remove events with few arrivals at the 
closest operating stations 

3 

3. ndm_discover.m Search for events that have suspicious 
ndef-offset-magnitude relationships and, 
after inspection, remove events with 
problems.  

3 

4. rm_tele.m Search for events that are likely 
teleseismic events mis-located within the 
local area. 

1 

5. rm_rgnl.m Search for events that are likely regional 
events mis-located within the local area. 

1 

6. do_S2P2.m Repair known events and arrivals at 
which P-arrivals were mis-associated as 
S-arrivals 

2 

 

3.4.4.1 do_P2S.m 

In another attempt to find events that were mis-associated from the Payang Basin (see 

Section 3.3.2.5), I ran a routine that searches for differences in arrival times between 

pairs of arrivals associated with different events from the same station that correspond 

to the tS-P (the difference between the S-arrival times minus P-arrival times) for 

earthquakes around the Payang Basin at that station (Appendix section 4.11).  I 

inspected all pairs of events for which two or more of these pairs of arrivals were 
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found.  The events which I inspected fall into one of three categories:  1. S-arrivals 

from events around the Payang Basin that were associated as P-arrivals.  2. 

Teleseismic events with a secondary P-phase that arrived tS-P seconds after the 

primary P-phase arrival.  3. Events that were poorly associated, or composed of 

completely spurious associations, that need to be removed. 

 

All events which consisted of Payang Basin earthquake S-arrival associated as P-

arrivals were corrected by the routine do_P2S.m.  For each event, the routine 

converted all P-arrivals to S-phase arrivals and removed any associated S-arrival.  

The following figure shows a flowchart of the steps taken by do_P2S.m. 

 

 
Figure 3.55 – Flowchart of the steps taken by do_P2S.m to repair and/or remove an 
event from the input database.  The phases of all P-arrivals from all input events 
(orids) are changed to S and all arrivals that were originally associated as S-phase are 
removed.  If enough S-phase arrivals are removed so that ndef is decreased to fewer 
than four, the event is removed from the database. 
 

After applying the filter and relocating the affected events, I inspected all events and 

if they were poorly located, they were removed from the database.  Ultimately, only 

two events were preserved from all events filtered by do_P2S.m and 323 events were 

removed from the database (enlarged epicenters in the following figure).  This 

demonstrates that the main benefit of this routine was to remove mis-associated and 

poorly-associated and located events from the database.  The following map shows 

the location of all filtered events. 
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Figure 3.56 – Map showing the location of all events that were filtered by do_P2S.m 
with locations prior to filtering in red and filtered locations in green.  All of these 
events were removed from the database except for the two enlarged, green epicenters.  
Events were removed because the S-arrivals alone were insufficient to constrain the 
event locations. 
 

3.4.4.2 close_density_cutoff.m 

Having completed attempts to repair events, close_density_cutoff.m was applied to 

the database.  This filter removed events that failed to have sufficient arrivals 

associated at the closest stations in the offset-ordered list of operating stations, i.e. 

those events with a low arrival density at the closest offsets.  Several configurations 

were used to find and remove these events with low-density, close-offset arrivals and 

the filter was applied in several instances using these varying configurations.  These 

instances are discussed below (with further detail in Appendix section 4.12). 
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3.4.4.2.1 Zero in Four: Remove events with no arrivals in the closest 

four operating stations 
Excepting 30 events, all events in the database that lacked at least one arrival (P- or 

S-phase) in the closest four operating stations were removed.  The following figure 

shows a schematic example of an event that would be removed by this density-

threshold configuration. 

 

 
Figure 3.57 – This schematic drawing, with traces ordered by offset, shows an event 
that would be removed by close_density_cutoff.m when configured to remove events 
that lack an arrival (P- or S-phase) in the closest four stations.  Had this event a 
solitary arrival at close-offset and then a gap of four, it could have been repaired by 
near_delta_gap.m.  However, because there are two arrivals preceding a gap, it has 
not been altered.  That there are no arrivals in the closest four operating stations 
caused close_density_cutoff.m to removed this event. 
 

I tried various closest-station-arrival-gap parameter values until I found the minimal 

gap (so more spurious events are removed) which removed very few legitimate, well-

located events.  Using the value of four dramatically reduced the database by 37% 
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from 75,209 events to 47,380 events and required restoring only 30 events that were 

well-associated and well-located (see Appendix section 4.12 for more discussion on 

the event inspection process and evaluation of parameter values for 

close_density_gap.m).  Using a value of three removed too many well-located, 

legitimate earthquakes to be inspected.  Therefore, the value of four was used.  The 

following figure shows plots of the events removed, subdivided into two different 

ndef subsets (ndef > 10 and ndef < 10): 

 

 
Figure 3.58 – Maps showing events removed by the first application of 
close_density_gap.m which removed events if they lacked an arrival (P- or S-phase) 
within the four operating stations closest to the epicenter.  The map showing events of 
ndef > 10 contains 4,478 events and the map of events of ndef < 10 contains 17,118 
events (other removed events are outside of the plotting range).  Note the almost 
homogeneous distribution of these epicenters, particularly of lower-ndef events, 
which suggests that events with legitimate problems were removed by this routine. 
 

While there are over 850 events that have ndef of 30 or greater, only 11 fall within the 

plot window above (note the histogram in figure 3.61).  The remainder may be 

legitimate, reasonably well-located earthquakes, but they fall outside of the region of 

interest (see figure 3.60) and I am not concerned with preserving them, especially as 

the parameters that resulted in their removal allowed the deletion of such a vast 

number of illegitimate events.  The following figure shows where some higher ndef 

events removed by this routine are located. 



97 
 

 
Figure 3.59 – Map showing the location of some higher-ndef events removed by this 
routine: 15 < ndef < 30 in red; ndef > 30 in yellow.  Note a large number of events 
west and northwest of Sumatra associated with the 2004/12/26 Sumatra-Andaman M 
9.1 earthquake along the Sunda trench and that this is the region dominated by ndef > 
30 events.  Contrast this with the area around the HiCLIMB phase II network which 
is dominated by ndef < 30 events. 
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Figure 3.60 – Three example events removed by the first application of 
close_density_cutoff.m.  Locations of each event are indicated by lines from each 
waveform plot to the map.  A) ndef = 21 local event which, in reality, originated from 
near the Payang basin, but because of poor associations, is located north of its true 
location: true P- and S-arrivals are indicated by light-blue dotted and dashed lines, 
respectively.  Predicted arrivals for the location of the event in the database are 
plotted in white.  B) ndef = 16 local event which, in reality, originated from near the 
southern part of the main-array, but because of spurious associations, is located much 
farther to the northeast of its true location: true P- and S-arrivals and predicted 
arrivals are as in a.) above.  Note the discrepancy between the actual, true arrivals and 
the predicted arrivals.  C) ndef = 50 earthquake located off the west coast of Sumatra.   
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Figure 3.61 – Histograms of the number of events removed by the first application of 
close_density_cutoff.m, binned by five units of ndef.  The histogram of all events 
removed is in blue and the histogram of all events that fall within the local area are 
plotted in red.  Note the dramatic increase in the number of events removed with ndef 
< 15 compared to higher ndef.  Also, note that for both groups the numbers removed 
are similar at lower ndef, therefore most events removed at lower ndef were within 
the local area.  Also, it is apparent that most higher-ndef events removed were from 
outside of the local region (figure 3.59). 

 
 

3.4.4.2.2 Three in Ten: Remove events with three or fewer arrivals in 

the closest ten operating stations 
All events in the database, except 50 found through inspection (Appendix section 

4.12), that lacked at least four arrivals (P- or S-phase) in the closest ten stations were 

removed from the database by the second instance of close_density_cutoff.m.  In 

total, 10,634 events were removed.  The following figure shows a schematic example 

of an event that would be removed by this density-threshold configuration. 

 



100 
 

 
Figure 3.62 – This schematic drawing, with traces ordered by offset, shows an event 
that would be removed by close_density_cutoff.m when configured to remove events 
that have three or fewer arrivals (P- or S-phase) in closest ten stations.   
 

I increased narr, the number of stations required to have an associate arrival within 

the closest nsta = 10 operating stations, from two, to the maximum narr which 

removed very few legitimate, well-located events.  The value of four, i.e. events with 

three or fewer arrivals in the first ten operating stations are removed, reduced the 

database by 22% from 47,380 to 36,746 events.  Using a narr of five removed too 

many well-located, legitimate earthquakes to be inspected, and therefore, the value of 

four was used.  I determined that only 50 events that would have been removed by 

this process were in reality well-located and configured close_density_cutoff.m to 

skip those events.     
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Figure 3.63 – Map showing events in the vicinity of the HiCLIMB phase II network 
which had only three arrivals in the closest ten operation stations and were removed 
by close_density_cutoff.m.  Epicenters are colored by the number of arrivals in the 
closest ten operating stations: red = 1 in 10, blue = 2 in 10, and green = 3 in 10. 
 

 
3.4.4.2.3 Four in Thirteen: Remove events with four or fewer arrivals 

in the closest thirteen operating stations: 
With few exceptions, all events in the database that lacked at least five arrivals (P- or 

S-phase) in the closest thirteen stations were removed from the database by the third 

instance of close_density_cutoff.m.  Events of ndef four were not analyzed and were 

skipped by this instance of close_density_cutoff.m as they would simply be removed.  

Of the events that failed this criterion, 97 events, discovered by an inspection process 

similar to that discussed in Appendix section 4.12, were preserved as they were of 
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good quality.  In total, 1,632 events were removed.  The following figure shows all 

events removed by this routine. 

 

 
Figure 3.64 – Map showing events in the vicinity of the HiCLIMB phase II network 
which had only four arrivals in the closest thirteen operation stations and were 
removed by close_density_cutoff.m.  Epicenters are colored as: ndef < 10 in red; 10 < 
ndef < 20 in green; ndef > 20 in blue.   
 

Events removed by this instance of close_density_cutoff.m were very similar to those 

removed by the three-in-ten configuration discussed above.  The nsta parameter of 13 

was selected as the minimum nsta value for a narr of four which did not remove many 

good events.  When nsta was twelve, a high percentage of the events removed were 

good and it was rejected as a reasonable choice for this parameter. 

 

This was the final instance of close_density_cutoff.m.  Increasing narr to five and 

searching for an optimal nsta value caused a sufficient number of events to fail, with 
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enough being events that should not be removed, that I determined that a narr of five 

was too aggressive to be an effective filter parameter.   

 

3.4.4.3 ndm_discover.m 

Another routine executed on the database to remove spurious events was 

ndm_discover.m.  This routine searches for spurious events, such as mis-located 

regional or teleseismic events, based on nsta, the number of stations which recorded 

arrivals, dmin, the distance in degrees between the closest recording station and the 

epicenter, and magnitude.  For example, a local event with a larger magnitude (e.g. 

greater than or equal to 2.5), but with a relatively low ndef (e.g. less than 20) is 

suspicious.  The filter is parameterized by M (magnitude), Dmin, and StaRatio, the 

ratio of nsta to the number of operating stations, and identifies suspicious events 

based on: magnitude > M, dmin < Dmin, and nsta-to-total-operating ratio < StaRatio.  

The routine did not remove events, but found events that should be inspected as they 

failed the StaRatio, M, Dmin criteria.   

 

The routine was executed with three different parameter configurations (Appendix 

section 4.13; note magnitudes are uncorrected (Section 2.2) – add 0.7 for the actual 

ML):  

1. StaRatio = 0.5; Dmin = 1.0; M = 2.0 
2. StaRatio = 0.5; Dmin = 1.5; M = 2.5 
3. StaRatio = 1.0; Dmin = 7.0; M = 3.0 

 

During the first instance of ndm_discover.m, there were 48 events removed of the 

286 that failed the criteria.  During the second instance, there were 3 of the 150 that 

failed the criteria.  And, during the third instance, all events in the database of ML > 

3.0 were inspected and of the 444 events, 71were removed.  These ML > 3.0 events 

were largely mis-located teleseismic events that had not yet been filtered by previous 

routines. 
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The following figure shows the locations of dmin regions evaluated and the events 

removed by this routine. 

 

 
Figure 3.65 – Map showing events in the vicinity of the HiCLIMB phase II network 
which were removed after running three instances of ndm_discover.m.  Epicenters are 
colored by the instance in which they were removed: #1 in red; #2 in blue; #3 in 
green.  Also, the three regions in which events were inspected following the three 
instances are shown by the red (#1) and blue (#2) curves.  The region for the third 
instance (all M > 3.0) is the entire local region. 
 

It is noteworthy that, after this inspection and event-removal was carried out, that all 

events of ML > 3.0 (uncorrected; ML = 3.7 corrected ) in the local area should be 
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legitimate earthquakes.  That said, there are regional events of ML > 3.0 (uncorrected; 

ML = 3.7 corrected ) that are not well located and were still extant in the database 

following application of this filter.  This is true primarily for events to the southeast 

of the network and secondarily for events to the northwest of the network and is the 

product of highly active seismicity (Burma and Hindu Kush, respectively).  These 

events were addressed with a subsequent step and are discussed in Section 3.4.4.5.   

 

3.4.4.4 rm_tele.m 

After ndm_discover.m was completed, I ran rm_tele.m that searches for events that 

might be teleseismic and mis-located within the local area (refer to Section 3.3.3).  

This routine calculates the ratio of the number stations with arrivals in the more-

distant half of the offset-ordered list of operating stations to the total number of 

stations with arrivals.  If this number is greater than or equal to the parameter ‘ratio,’ 

then the event is removed.  Figure 3.22 shows an example of an earthquake that 

would be removed by this routine and the following figure shows a flowchart of how 

this filter operates. 

 

 
Figure 3.66 – Flowchart showing how rm_tele.m searches for teleseismic events.  In 
the offset-ordered list of operating stations, if an event has #far stations with arrivals 
and the ratio of #far/#stations (where #stations is the total number of stations with 
arrivals) equals or exceeds the ‘ratio’ parameter, the event is considered to be 
teleseismic and removed. 
 

I tried various ‘ratio’ parameters and found that 0.55 optimized finding mis-located 

teleseismic events while not removing legitimate, local events.  Of the 68 local 

earthquakes that were found by this routine, 19 were removed.  The following figure 

shows the removed events. 
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Figure 3.67 – Map showing events in the vicinity of the HiCLIMB phase II network 
which were removed by rm_tele.m.  Epicenters are colored as: ndef < 10 in red; 10 < 
ndef < 20 in green; ndef > 20 in blue.   
 

3.4.4.5 Remove Regional 
Mis-located regional events were known to still be in the database which were located 

within or nearby the local area.  These events originated primarily from the southeast, 

particularly in Burma, but also from the northwest in the Hindu Kush region.  

Because of a narrow network aperture for events at these azimuths and distances with 

respect to the HiCLIMB phase II network, these regional events could be mis-located 

near the HiCLIMB network.  The following figure shows an example of such an 

event from the Burma region. 
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Figure 3.68 – Map and waveforms from an M 4.9 earthquake that occurred in Burma 
(light-blue epicenter labeled ‘ISC’ in the map), but was located close to the HiCLIMB 
phase II network (red epicenter labeled ‘DB’).  On the offset-ordered waveforms, 
(time divisions of 30 s) arrivals predicted by the DB solution are shown in white.  The 
P-phase arrivals predicted by the ISC solution overlap those plotted in white, but the 
S-arrivals, plotted as a light-blue dashed line, fit well the actual S-arrivals apparent in 
the waveforms, and come more than one and one half minutes later than the predicted 
S-arrivals indicating that the event is located dramatically too close to the network. 
 

To find these mis-located events, I searched within the regions where they were often 

found.  The following figure shows a map of these regions and the ndef 30 and 

greater events in the database for which magnitudes have been calculated.  The 

regions are named HK (Hindu Kush) and Burma after the regions that produced the 

mis-located events.  Seismicity in the plot is colored according to depth with blue 

events having calculated depths < 100 km and red with depths > 100 km.  Often, 

events of depth 100 km or greater indicate ill-constrained locations, particularly when 

located outside of the network (e.g. event in figure 3.68 was located at 172 km depth), 

and the relative number of deep events in these regions suggests a systematic problem 

with ill-constrained hypocenters. 
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Figure 3.69 – Map of ndef > 30 events in the database prior to removing mis-located 
regional events originating in the Burma and Hindu Kush regions.  Events in red have 
calculated depths of 100 km or more and blue events have depths shallower than 100 
km.  The clustering of deep events within the boxes labeled HK (Hindu Kush) and 
Burma is suspicious because of their deep depths and because events at these 
azimuths, roughly NW and SE of the network, are poorly constrained due to the 
narrow network aperature. 
 

After inspecting all 492 events that were within these boxes, 335 were removed and 

are plotted in the following figure.  The criterion for removing an event was whether 

or not the S-arrivals predicted by the event’s hypocenter were within 10 s of the 

actual S-arrivals visible in the seismograms.  This suggests the event’s location is 

accurate to within roughly one degree.  While this is a large location error, these 

events were preserved as they give a sense of the regional seismicity in those regions.  
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Also, S-arrivals from most events preserved within the HK and Burma regions fit the 

predicted arrivals much better than 10 s.   

 

 
Figure 3.70 – Map of all regional events located within the boxes labeled “HK’ and 
‘Burma’ that were removed because predicted S-arrivals failed to fall within 10 s of 
the actual S-arrivals in the seismograms.  Symbols are as in figure 3.69. 
 

3.4.4.6 do_S2P2.m 

The final filter to be executed on the database was a final effort to fix the problem of 

mis-associated phases; specifically where P-arrivals were associated as S-arrivals.  As 

with do_S2P.m, this filter switched S-arrival phases to P.  A difference between the 

two filters is how they operated on events: do_S2P2.m switched prescribed S-arrivals 

to P and did nothing to P-arrivals.  In order to identify earthquakes to be updated by 

this routine, I performed two searches.  First, I inspected all 2,529 events that had an 



110 
 

S-arrival, but no P-arrival, at the closest station to the epicenter.  983 of those events 

required reversing the phase from S to P.  Second, for all events, I compared the 

arrival time predicted for all S-arrivals within the closest 10 stations using P-phase 

travel times.  I inspected all 459 events for which the predicted P-arrival time was 

within 2.0 s of the actual S-arrival time and 268 events required fixing.   

 

As shown in the following figure, relocated epicenters did not move much from their 

locations prior to this filter.  This is largely because the least-squares inversion was 

fitting the majority of arrivals, which were P-phase, and because of the increased 

uncertainty (and decreased weight in the inversion) for S-arrivals.  Therefore, 

switching the phases did not have great affect on the locations but it did yield a 

general migration outward from the array as the S- minus P-arrival times were 

artificially small due to the mis-associated phases, which would tend to pull 

epicenters too close to the recording stations. 
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Figure 3.71 – Comparison of events relocated after applying the do_S2P2.m filter.  
Original epicenters are in red and filtered, relocated locations are in blue.  Changes in 
several notable regions are highlighted in light red.  A. The outward trend of 
epicenters is more apparent in this region do to sparser seismicity.  B. A dramatic 
change in the epicenters is notable around the Payang Basin region where none of the 
epicenters were located prior to this filter.  C. Another notable shift in a cluster of 
events that are associated with the Tangra-Yum Co rift is systematically shifted from 
the original locations and now lie within the mapped graben. 
 

 
3.5  Database filtering Summary 
After filtering the database, 33,835 events remain from the original 109,287 

dbgrassoc events, 29,352 of those have been filtered by at least one of the routines.  

The following figure shows the size of the database through the progression of all 

filters (series labeled ‘total’) and subdivided into various ndef ranges (excepting 

sta_S2P.m which was applied after the processes on the plot).  It reveals that the 
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largest changes in the database occurred with the initial filter, prelim_loc_cleanup.m 

and also with the first instances of far_delta_gap.m and close_density_cutoff.m. 

 

 
Figure 3.72 – Plots of variations of the database size (series labeled ‘total’) and 
number of events of varying ndef ranges. 
 

The following figure shows how the average SDR changed through the progression of 

filters after the first relocation of the database (just prior to the do_S2P.m filter, which 

had identical SDR values as the do_S2P.m filtered database; excepting sta_S2P.m 

which was applied after the processes on the plot).  Prior to relocation, location 

statistics such as SDR were not available, as they are not output by dbgrassoc. 
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Figure 3.73 – Plots of variations of the mean SDR for various ndef subsets with the 
filters applied thus far.  The SDR values plotted above “relocate dbgrassoc” are from 
the first relocation of the database (which followed rm_recenter.m). 
 

This plot reveals that, while SDR increased with initial removal of solitary S-arrivals 

and with the association of additional S-arrivals via arr2S.m, dramatic improvements 

in SDR occurred with the removal of arrivals via far_delta_gap.m, with the removal 

of events via close_density_cutoff.m, and with the final switching mis-associated S-

phases to P with do_S2P2.m.  There is a notable shift toward lower SDR comparing 

distributions in the first relocated database with the final database suggesting an 



114 
 

overall improvement in the quality of the data in the database.  There is little change 

for ndef 30 and greater events which demonstrates that these events were largely high 

quality prior to filtering.  The following figure compares SDR distributions prior to 

filtering, following the iterated filters, and after the final filter, do_S2P2.m. 

 

 
Figure 3.74 – Comparison of unweighted SDR histograms between the first relocated 
database (after rm_recenter.m was applied), the database after the iterated-filters were 
applied (Section 3.4.2), and the filtered database, for all events in the databases with 
the average SDR included in each plot’s legend.   Note the shift in the peak of the 
distribution to lower SDR in the final database suggesting overall improvement in the 
quality of the data.  Histograms were created from ndef seven and greater events to be 
consistent with the database created by dbgrassoc. 
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3.6  Final Event Relocation  
After the database was filtered, a final relocation was carried out for events within the 

local region.  An improved velocity model was derived using a set of manually-

picked events from the PQX graben located with the tibet3 velocity model (Appendix 

section 5) for this relocation and a distance-weighting function was selected.  With 

this model, a lower velocity layer at the surface was included because it has been 

observed by crustal imaging studies in this area (Zhao et al., 2001; Baur et al., 2007; 

Nabelek et al., 2009) and it can be helpful in constraining event depths.   

 

The velocity structure was derived from travel-times plotted versus offset.  Velocities 

were calculated from the slopes and crossover distances were used to calculate layer 

layer thicknesses.  Events from the PQX graben are ideal for this analysis for several 

reasons.  First, hypocenters – epicenter and focal depth – can be very well constrained 

(good geometrical station coverage and a nearby closest-station).  Second, this graben 

produced events of sufficient magnitude (ML 4.8) to allow clear P-phase arrival 

picking at all offsets within the network.  Finally, ray paths from this location sample 

the crust within the Tethyan, Lhasa, and Qiangtang terranes and the mantle within the 

Lhasa and Qiangtang terranes, therefore allowing a suitable velocity model to be 

constructed for the entire study area.   

 

S-arrivals were difficult to reliably pick beyond the crossover distance for direct 

arrivals and head-waves from the interface between the upper crust and lower crust.  

For this reason, the model was not developed for the lower crust and the upper-crust 

velocity was held constant to the Moho.  Also, a Poisson solid (vP/vS = 1.73) was 

assumed for the mantle to calculate the mantle S-phase velocity.   
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Figure 3.75 – The improved velocity model, tib3p, which was used in the final 
relocation of the database.  It is plotted with the original tibet3 model which was the 
velocity model employed for all regional and local earthquake processing until the 
final relocation. 

 

To assess the performance of the velocity model, arrival time picks were plotted with 

predicted travel times.  Figure 3.76 shows that both P- and S-phases fit predicted 

travel times well.  Additionally, un-weighted RMS (root mean square) residuals and 

residual variations with offset were assessed.  The RMS residual for P-arrivals is 0.37 

s, for S-arrivals is 1.25 s, and for all arrivals is 0.57 s.  These numbers are quite low 

considering that the 85 P-arrivals sample all three geologic terranes and travel to 

distances up to 575 km.   A plot of residuals versus offset (figure 3.77) shows that S-

residuals oscillate about the zero-axis and show a gradual increase in magnitude with 

offset.   
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Figure 3.76 – Actual (dots) and predicted (green lines) travel times versus offset for 
an analyst-picked event in the PQX graben.  Predicted travel times are calculated 
from the tib3p model.  Predictions closely match actual arrivals with RMS residuals 
for P-, S-, and all arrivals of 0.37 s, 1.25 s, and 0.57 s, respectively, which 
corroborates the accuracy of the model.  Red, open circles are analyst-picked S-
arrivals that were unused in the relocation due to epistemic uncertainty in the S-phase 
model. 
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Figure 3.77 – Travel-time residuals (arrival time minus predicted time) for the event 
shown in the preceding figure.  The S-residual variations do not correlate with 
geologic structure, but show the increasing difficulty with offset in picking S-arrivals.  
P-residuals show some systematic trends which may correlate with geologic structure.   
 

Distance weighting was employed to abate the effects of the differences between the 

actual and predicted travel times for differences between the velocity structure and 

the tib3p model and arrival time mis-picks for the automatic arrival-time picks 

(Section 4.2.1).  Also, because of the large residuals shown in figure 3.77, S-arrivals 

were assigned very low weights in relocations. Additionally, the S-phase weighting 

function decreased to near-zero at 2 degrees much more quickly than the P-weighting 

function which decreased from full-weight at 2 degrees to near-zero at 8 degrees, or 

roughly the largest offset expected for events recorded within the study area.  Also, to 

improve the influence on the location of sites which can add significant geometrical 

coverage, the five main-array sites to the west and south of the southern main array 

and the six main-array sites located at the BNS and southwest, west of the main array 
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(red stations west of the linear array in figure 1.5), were treated like lateral-array sites 

in terms of their weighting (via. the uncertainties in the arrival table).   

 

 
Figure 3.78 – Distance weighting scheme used with the tib3p model.  Weighting 
functions used for the main-array (MA) are scaled from the weighting functions 
assigned to the lateral-array (LA) down by a factor of four.  Additionally, S-arrival 
weighting functions were scaled down from the P-arrival weighting functions by a 
factor of four.  Also, S-arrival weighting decreased to near-zero at 2 degrees (222 km) 
offset while P-arrival weighting decreased to near-zero at 8 degrees (890 km) offset. 

 
 

3.7  Residual-Based Database Cleanup 
After relocating the database with the tib3p velocity model and the distance weighting 

functions, I removed arrivals and events based on arrival-time residuals and RMS 

thresholds.  The following is a list of potential sources of travel-time errors (discussed 

in Sections 3.6 and 4.2.1): 1) deviations in the earth structure from the velocity model 

can induce residuals of up to +/- 0.8 s for P-phases and 2.5 s for S-phases (figure 

3.77) and 2) arrival-time pick errors based on the automatic detection processing can 

average up to +1.5 s for P-phases and +2.0 s for S-phases (Section 4.2.1).  These 

errors help to estimate a reasonable bound for acceptable travel-time residual 
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magnitudes of up to two seconds for P-arrivals and four seconds for S-arrivals.  While 

errors of this magnitude are extant in the database, they are outliers: the mean RMS 

within the relocated database in the study area (ndef seven and greater) is 0.85 s and 

RMS is greater than 2.0 s for 2.0 % of the entire database and is greater than 1.5 s for 

only 7.3 % of the database.  Upon inspection of individual arrivals and the 

corresponding predicted arrival times, a reasonable bound was determined to be +/-

1.4 s for P-arrivals and +/-2.0 s for S-arrivals.  Arrivals with residuals exceeding 

those bounds were removed and the database was subsequently relocated.  The event 

locations were already relatively stable.  Figure 3.79 shows that for ndef 30 and 

greater events, after removing these large-residual arrivals, the epicenters did not 

move very much.  Following this relocation, events with RMS greater than 1.3 s were 

removed.  Figure 3.80 shows the final distribution of SDR for the database. 
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Figure 3.79 – Map of comparing locations of ndef 30 and greater events with large-
residual arrivals removed prior-to (red) and after relocation (blue). There are subtle 
changes after relocation:  The largest epicenter adjustments at large offsets to the 
northeast and southwest of the network.  Based on the fit of the predictions to the 
actual arrivals in the waveforms, events in these areas have improved locations. 
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Figure 3.80 –SDR histograms for the final database. 

 

 
3.8  Re-calculate Magnitudes 
The local-magnitudes were re-calculated using the filtered and relocated event 

locations and a smaller time_factor (refer to Sections 2.2 and 3.2.4) of 0.25.  It was 

evident that event magnitudes were occasionally contaminated by arrivals from 

subsequent events, which, if larger, would be used to calculate a ML biased toward 

the largest event.  I therefore implemented an approach to calculate magnitudes from 

P-arrivals rather than for S-arrivals.  Using a time window small enough to capture 

solely P-arrivals, time_factor of 0.25, reduced the contamination from other events.  

However, this also reduces the local-magnitudes as P-arrival amplitudes are smaller 

than S-arrival amplitudes, even on vertical-component seismographs.  The following 

figure compares magnitudes calculated from the filtered event locations using the two 

different time factors. 
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Figure 3.81 – Plot comparing magnitudes calculated final event locations using 
time_factors 1.5 vs 0.25.  The line with slope of 1 is shown for comparison.  The data 
clearly show a decrease in magnitude for the smaller time_factor.  The solitary data 
point that is encircled is discussed below. 
 

Several data points stand out as outliers, indicating a dramatic shift to lower 

magnitudes.  Considering the point encircled on the plot above, the magnitude of this 

event decreased by 2.1 magnitude units by using the smaller time_factor.  The 

following figure shows the waveforms for this event which illuminate why there is 

such a large magnitude decrease. 
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Figure 3.82 – Plot of offset-ordered, Wood-Anderson-equivalent waveforms, with 
time-divisions of 10 s, from the circled event in figure 3.81.  Arrivals for this event 
correspond to the P- and S-phase arrivals labeled with red flags through which the 
white predicted arrivals pass (stations H1190 through H1421).  The semi-transparent 
polygons show the time windows used by dbml to calculate the magnitudes for this 
event, depending on the time_factor: orange for 0.25 and purple + orange for 1.5. 
Notice that the purple time window (time_factor of 1.5) includes energy from the 
secondary event, whose amplitudes dominate the plot.  Using these arrivals to 
calculate ML resulted in a 2.1 magnitude-unit increase for this event over that 
calculated from the arrivals within the orange (time_factor of 0.25) time window. 
 

 

In addition to decreasing the time_factor to 0.25, I also employed a signal-to-noise 

(SNR) threshold parameter that rejects magnitude calculations at stations that lack 

sufficient signal to be distinguished from background noise.  This in particular affects 

events that occur after a larger earthquake.  If the preceding, larger earthquake 

produces seismic waves that arrive simultaneously with the P-arrivals of the 

subsequent, smaller earthquake, it can happen that the P-arrivals of the smaller-event 



126 
 

are saturated by lower-frequency energy from the larger event, within the response 

band of a Wood-Anderson seismometer, which renders the measured magnitude 

inaccurate.  In order for a magnitude to be determined for a particular station, the 

signal must exceed the noise, calculated within a 20 s, based on the period of surface 

waves that can saturate Wood-Anderson filtered waveform data, time-window prior 

to the P-arrival, by a factor of 3.0.  The following figure shows an example of this 

when arrivals from a large-magnitude teleseismic event saturate the waveforms for a 

local event within the frequency response band of the Wood-Anderson seismograph.  
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Figure 3.83 – Waveforms, aligned on the P-arrivals with time-division of 2 s, of a 
small-magnitude, local event as filtered with the 2-10 Hz filter used for calculating 
detections in the waveform data (top) and as filtered with the Wood-Anderson 
seismograph frequency response.  While arrivals from the event are clearly seen when 
filtered with the 2-10 Hz band pass filter, low-frequency energy from a preceding, 
large-magnitude teleseismic event saturates the waveforms when filtered with the 
Wood-Anderson frequency response filter. 
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4 Results and Discussion 
 

4.1  Database Summary  
After the filtering was completed, the HiCLIMB phase II database within the local 

study area, N 26º to N 36º and E 81.5º to E 93.5º, consisted of 22,548 events with 

ndef seven or greater, a dramatic decrease from 95,024 events associated by 

dbgrassoc within the same area.   
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Figure 4.1 –  Map of the 95,024 events created by dbgrassoc, top, and the 22,548 ndef 
seven and greater events in the final database.  Maps emphasize not only the 
decreased in the size of the database, but also that there are clearly defined clusters of 
seismicity, even for ndef seven and greater earthquakes. 
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Figure 4.2 – Number of events in the HiCLIMB phase II database within the local 
area per day of network operation.  Prominent spikes in the data are labeled with the 
corresponding day. 
 

Figure 4.2 shows the progression of event counts per day of the phase II operation. 

The upward spikes labeled in the figure above show increases in seismic activity due 

to significant events. The notable spikes occurred at days 26, 38, 49, 241, and 308.  

Events on days 26 and 49 correspond to main-shock-aftershock sequences in the 

Pumqu-Xianza graben.  Events on days 38, 49 (in addition to the PQX activitiy) and 

308 correspond to main-shock-aftershock sequences in the vicinity of the Payang 

Basin.  Events on day 241 are from a sequence of earthquakes in the vicinity of UFZ 

(Unnamed Fault zone).   

 

Most of the earthquakes in figure 4.1 are low-ndef events with poorer-quality 

locations.  Plotting subsets of the database based on azimuthal gap, ndef, and dmin, 

however reveals striking patterns in the seismicity.  Simply plotting events with ndef 
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25 and greater clearly shows event clustering and cluster correlations with mapped 

structure.  Additionally, depth distributions appear to be cleaned up by the ndef 25 

and greater subset (figure 4.4).  This shows that most events with anomalously deep 

depths (mid-crustal depths and depths greater than 90 to 100 km) are derived from 

lower-ndef events with poorly constrained locations due, in part, to have been located 

by fewer stations. 

 

 
Figure 4.3 – Plot of seismicity for events with ndef 25 and greater. This simple subset 
shows a high-quality set of data within the database.  This subset shows distinct 
clusters of seismicity in contrast to events of ndef seven and greater. 
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Figure 4.4 – Comparison of histograms of earthquake depths for the entire database 
and for events of ndef 25 and greater.  The depth distribution shows far fewer events 
below depths of 10 km with the ndef 25 and greater subset, though there are still 
anomalously deep events at depths approaching 250 km. 
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Figure 4.5 – Plot of seismicity (colored by depth as in figure 4.3) for events with ndef 
25 and greater on top of Google Earth satellite imagery. Seismicity correlates with 
structures, most notably with the northeast-southwest trending range at E 88º and N 
30º associated with the PQX graben.  Also, elongated lakes show the location of other 
graben around and in which seismicity clusters. 

 

When ML 2.0 events with the additional quality-criteria of gap, the largest epicenter-

station azimuthal gap, of 225º and less and dmin of 50 km and less are considered, a 

subset of striking quality is produced.  By nature of the dmin criterion, events are all 

located near to and within the network (figure 4.6).  Earthquake locations are clearly 

seen to correlate with mapped faults and, even more remarkably, the earthquake 

depths for these events are distributed with the same bi-modal distribution as has been 

observed in other studies employing manually-picked locations (Monsalve et al, 2006 

and Langin et al., 2001).  The maps and cross sections that follow plot these 

earthquakes.  The first cross section is for the region covered by the lateral array, 
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where most deep seismicity occurs and the second plots the seismicity from the 

border of Nepal to the northern extent of the main array. 

 

 
Figure 4.6 – Map showing location of ML 2.0 earthquakes with dmin of 50 km or less, 
gap of 225º or less and ndef of 25 and greater.  These are considered to have very-
high quality locations.  Additionally, their depth distribution strongly agrees with 
those observed in other studies in this region.  Boxes show the locations of the maps 
and cross sections in figures 4.7 and 4.8. 
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Figure 4.7 – Map (top) and cross sections for very-high-quality event locations within 
the lateral array.  Events occur at depths from just above to well-below the Moho 
(red) and shallower than 25 km (yellow) with no focal depths at mid- to lower-crustal 
depths.  Distributions like this have been observed in other studies which employed 
entirely analyst-picked earthquake locations.  That the same distribution is seen in 
this study indicates the high-quality of these events, though located with 
automatically determined arrival-picks. 
 

 



138 
 

 
Figure 4.8 – Map (top) and cross section (bottom) for very-high-quality event 
locations in and near the main array.  All deep events (red) are also included in figure 
4.7.  This plot indicates that deep seismicity within the network was confined to the 
region east of E 85º and is absent north of the YTS in this area.  Additionally, upper-
crust seismicity (yellow) occurs at depths shallower than 25 km.  Further, there is a 
suggestion of focal depths shallowing at the YTS and BNS sutures. 
 

These cross sections show tightly-clustering seismicity and characteristic focal-depth 

distributions (determined from analyst-picked earthquake arrivals, as opposed to 

automatically-picked arrivals) which indicate that very-high-quality locations were 

obtained through the use of automated arrival-time picks and database filtering 

routines. 
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4.1.1 Magnitude and Magnitude-Distributions 
A constant 0.7 was added to each magnitude value in the final database to 

compensate for the amplitude differences between P-wave and S-waves (Section 2.2).  

The corrected-magnitudes of events match closely USGS body-wave magnitudes, 

Harvard CMT moment magnitudes, and moment magnitudes from Baur (2007).  This 

corroborates the validity of adjusting the magnitudes to compensate for the difference 

between P-wave and S-wave amplitudes and demonstrates the overall quality of the 

magnitudes in the database. 
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Figure 4.9 – Comparison of local magnitudes determined for HiCLIMB phase II 
earthquakes with NEIC body-wave and Harvard CMT and Baur, ’07 moment 
magnitudes.  There is a good fit between ML and the other magnitudes, particularly 
when the body-wave and moment magnitudes are considered en masse. 
 

The following Gutenberg-Richter plot shows the corrected-magnitude frequency 

distribution for the final database for all events for which a magnitude was calculated 

using three or more observations (Section 3.8).  For comparison with the distribution 

observed in many areas, a line of slope b = 1 is plotted.  Magnitude ranges in which 

the cumulative-event counts trend linearly are considered to be representative of the 

completeness of the catalog (Section 3.2.4).  Based on this plot, the database is 

complete within the entire local region for magnitudes greater than ML 3.5.  Within 

an area of 1.5 degrees around the network, which includes the active seismically 

active Payang Basin and Gyaring Co Fault, the database is complete for magnitudes 
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ML 2.0 and greater.  For magnitudes greater than ML 4.0 within the entire study area, 

there are more events than expected with respect to the b = 1 line.  These 

completeness estimates underestimate the actual database completeness because only 

events whose magnitudes were calculated from at least three observations were 

included.   

 

 
Figure 4.10 – Gutenberg-Richter magnitude frequency plot for events with 
magnitudes calculated with at least three observations.  Data is plotted for ndef seven 
and greater and ndef 25 and greater events within 1.5 degrees of a station and for the 
entire study region.  Lines of slope b = 1 are included for comparison with 
commonly-observed magnitude-frequencies.  Also, the low-end ML at which the 
frequencies are no longer linear is indicated with a vertical line and labeled with the 
corresponding ML. 
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4.2  Event Location Quality 
The following is a discussion of the location quality for the database. 

 

4.2.1 Automatic Versus Manual Locations 
To assess the quality of the automatic arrival-time picks within the database, I made a 

comparison of the automatic picks with analyst-determined picks.  The assessment 

included 16 events from areas of elevated seismic activity.  With one exception, for 

all areas the automatic picks were consistently late at offsets beyond one degree with 

the amount of lateness increasing with offset (figure 4.11).  The region for which this 

was not a systematic problem was with the deep seismicity below the southern PQX 

graben.  Upon inspection of multiple events, arrivals had both positive and negative 

differences, which were in general quite small, between the automatic and analyst 

picks.   

 

Median P-phase arrival differences at offsets less than approximately three degrees, 

roughly the direct-wave – head-wave crossover distance, were less than 0.2 s.  For 

offsets of three degrees and beyond, the magnitude of the median increases and 

oscillates about 0.3 s until six degrees when it increases up to one second.  S-phase 

arrivals show much greater analyst-automatic differences.  This is largely the product 

of S-arrivals being more difficult to detect due to contamination of subsequent crustal 

arrivals after the P-arrival, including converted phases to which vertical-channel 

seismometers are sensitive.  The magnitude of S-phase differences increases to 

around one second by two degrees offset and for this reason, S-arrivals beyond two-

degrees offset were not used for the final relocation (figure 3.78). 
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Figure 4.11 – Automatic – manual arrival time pick differences for 16 earthquakes 
within the study area versus offset: P-phase arrival differences in blue and S-phase 
differences in red.  Median differences with offset are plotted with solid lines.  
Arrival differences for a deep event in the southern PQX graben are in green and 
demonstrate that very little adjusting of these arrivals was required. 
 

While there is an increasing lateness in the automatic arrival picks, there is very little 

effect on event locations.  The following figure shows the locations calculated from 

the analyst picks and those calculated from the automatic picks.  There are no 

systematic changes in the event locations and the mean separation is a modest 2.8 km.  
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The larger separations are from events at farther distances from the network which 

follows from the observed increase in pick lateness with offset (figure 4.4). 

 

  
Figure 4.12 – Map of events with analyst-picked arrivals (blue) used for comparison 
with automatically-picked arrivals (red).  Location differences are small in spite of 
the automatic-analyst arrival-time pick differences.  The mean epicenter separation 
between the locations is only 2.8 km which indicates that event locations are well-
constrained and relatively insensitive to arrival errors at larger offsets. 
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4.2.2 Location Uncertainty 
In this section, I discuss location uncertainties for events within and outside of the 

phase II network.  The degree to which event locations are well-constrained was 

assessed by comparing the weighted RMS (wRMS) from a four-parameter inversion 

(latitude, longitude, depth, and origin time) with the wRMS from a two-parameter 

inversion where the epicenter was held fixed.  If events are well-constrained by the 

observations, then the misfit to the data should increase proportional to the distance 

the epicenter is moved from the four-parameter least-squares location.  For 11 

locations in which there is notable seismicity within the study area, I randomly 

selected two events of ndef greater than 30 and computed four two-parameter 

relocations for each event while holding the epicenters fixed.  With respect to the 

four-parameter locations, epicenters were held fixed 10 km to the north, to the south, 

to the east, and to the west. 

 

To examine the insensitivity of some locations to the perturbed, fixed locations, I 

calculated the ratio of the wRMS from original location (four free parameters) to the 

wRMS from the perturbed location for each of the four perturbation directions.  A 

ratio of one for a particular cardinal direction indicates that the perturbed location fits 

the arrival time data as well as the original and, hence, the location is uncertain within 

at least 10 km in that direction.  The ratios are shown graphically in figure 4.13 with 

crosses.  The crosses are centered on the 4-parameter inversion locations and are 

scaled by the RMS ratio.   

 

The lengths of the crosses in each direction reflect the geometry of the stations whose 

arrivals were used to calculate the locations – they are longer in the directions 

perpendicular to an axis through the observing stations which indicates the direction 

in which the location is most uncertain.  For example, note the east-west oriented 

long-axes for events labeled UFZ and BNS which were located using predominantly 

stations in the north-south, linear array.  Likewise, for events south of the lateral-array 

(Nepal and Deep) with the orientation of the long-axes oriented north-south rather 
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than east-west.  In areas of small station-epicenter proximity and good geometrical 

coverage, the bounds are small in two-dimensions (e.g. S.TYCR and PQX).   

 

Additionally, if the wRMS difference between the four-parameter location and the 

fixed-epicenter locations nears the uncertainty in the arrival time picks, this as well 

indicates that a location is irresolvable to within 10 km.  I tested this using available 

analyst-picked arrivals (Section 4.2.1) by calculating the standard deviation of the 

automatic-arrival – analyst-picked arrival differences which included earthquakes that 

cluster with the BNS, Deep, GCF, PB, PQX, N.TYCR, Nepal, and UFZ events in 

figure 4.13.  For events in BNS, GCF, PB, PQX, N.TYCR, and Nepal the wRMS 

difference was greater than the arrival standard deviations which indicates that the 

uncertainties of random ndef 30 and greater events in these regions is on the order of 

+/- 10 km.  For events in UFZ and BNS regions, the wRMS differences were greater 

than pick uncertainties for east-west perturbations, but less than wRMS differences 

for north-south perturbed events, indicating that these epicenters have uncertainties 

less than +/-10 km parallel to the main array, but not orthogonal to it.  Likewise, for 

the Deep earthquakes, the standard deviation of arrivals is less than wRMS in all 

directions except south. 
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Figure 4.13 – Map of events (red) used to qualitatively illustrate location uncertainties 
for events in active areas.  Weighted RMS ratios of four-parameter inversion 
locations to perturbed, fixed-epicenter locations were used as a proxy for uncertainty.  
Crosses are plotted with the epicenters and are scaled in each of the cardinal 
directions by the RMS ratio for events perturbed in that direction. 
 

While this figure and the wRMS-arrival standard deviation comparisons suggest that 

earthquake locations in the database can have uncertainties up to +/-10 km for high-

ndef events located outside of the network, locations for events of comparable ndef in 

areas of favorable geometry where stations are not more than approximately 1.5 

degrees away, tend to cluster well with each other and with known structures.  This is 

discussed further below (Sections 4.2.4 and 4.2.5). 
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4.2.3 Focal Depths 
Focal depths, as previously mentioned, are difficult to constrain with the geometry of 

the network – largely due to the linearity of the main-array – and the distance from 

epicenters to the closest station.    The following travel time curves illustrate the 

inability of the network to resolve some event depths.  Predicted travel times for a 

focal depth of 0 km are plotted with the predictions for a focal depth of 10 km as well 

as the difference between them.  For these two hypothetical events, the difference 

between the two travel-time curves at offsets between ~50 km and ~230 km is less 

than 0.1 s, or roughly the expected automatic pick error at nearby offsets (figure 

4.11).  Additionally, there is an increase in the expected difference between the actual 

phase arrivals and the automatic arrival picks with offset.  Therefore, as in figure 

4.11, the travel-time differentials are within the picking error until offsets of 250 km.  

This means that shallow-focus events with arrivals at offsets of 50 km and less will 

add information helpful in resolving event depths.  Arrivals beyond 250 km also aid 

in resolving depths, with respect to the depth of the Moho, if their residuals are less 

than 1.2 s. And, shallow-focus events that are located by arrivals between offsets of 

50 and 250 km have irresolvable depths.  In practice, however, depths are still 

difficult to resolve, even when arrivals are available at offsets of less than 50 km 

and/or greater than the mantle-phase – crustal-phase crossover distance (Appendix 

section 6). 
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Figure 4.14 – Travel time curves and differentials calculated from the tib3p velocity 
model for 0 and 10 km focal depths.  These curves illustrate that arrivals between 50 
and 250 km offsets do not constrain focal depths for shallow-focus events. 
 

Focal depths for deep, near-mantle earthquakes in southern Tibet are uncertain due to 

subsurface geometry – i.e. the dip of the Moho beneath southern Tibet (figure 1.2) – 

being unaccounted for with the travel time model.   However, these events are 

undoubtedly deeper than most seismicity in the catalog as the following RMS versus 

depth plot shows:  RMS decreases quickly with depth, away from the surface.    
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Figure 4.15 – RMS versus depth curves for five ndef greater than 30 events 
(distinguished by different symbol-color combinations) that locate at depths well 
below the rest of the database.  Three-parameter (epicenter and origin-time) 
inversions were carried out with depth fixed from 50 to 90 km.  Each curve shows a 
minimum well below the depth of Moho in this region, labeled RF Moho as 
determined by receiver functions (Nabelek et al., 2009).  However, the modeled 
Moho depth is considerably deeper which leaves the depths unresolved. 
 

In conclusion, earthquake depths are not well-constrained for most events in this 

database, which occur at depths of 10 km or less.  For shallow-focus events, depth 

resolution requires arrivals within at most 50 km and even this requirement appears to 

be insufficient for consistent depth control (Appendix section 6).  For deep-focus 

earthquakes, absolute depths are not known, but, as in figure 4.15, some events are 

unambiguously located near the Moho.  While most depths are not resolved, the 

database does contain a subset of 598 very high-quality events with depth-

distributions that agree with those observed for southern Tibet in other studies, 
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including shallow and deep seismicity (e.g. Baur, 2007; Liang et al., 2008; Monsalve 

et al., 2006) as previously discussed, and shown in figures 4.7 and 4.8.   

 

4.2.4 2004 Payang Basin Earthquake 
I compared the epicenter for the 2004 ML 5.9 Payang Basin earthquake in my dataset 

with Interferometric Synthetic Aperature Radar (InSAR) results from Jianbao et al. 

(2005).  The InSAR image, reflects surface ground displacement before and after an 

earthquake, which allows an assessment of absolute epicenter location quality.  The 

following figure shows the InSAR image plotted in Google Earth along with the 

main-shock and a subset of aftershocks associated with this event.  The main shock in 

my database is roughly 5.5 km west of the center of the interference pattern in the 

InSAR image and 10 km west of the causal fault’s trace determined from satellite 

imagery.  It is significant that the location in my database for this earthquake falls 

within the immediate vicinity of the fault rupture.  Due to its distance from the 

network of at least 115 km and to the poor azimuthal coverage that the network 

provides this area, earthquakes locations are difficult to determine with high-accuracy 

in the Payang Basin.  In spite of this, however, the main shock is well located and 

ndef 50 and greater aftershocks correlate very well with the rupture zone. 
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Figure 4.16 –Google Earth satellite imagery showing the location of the 2004 ML 5.9 
Payang Basin earthquake (red star), and InSAR results of Jianbao et al. (2005).  The 
location of the epicenter is consistent with the rupture area illuminated by the InSAR 
data.  These results suggest a high-quality epicenter determination in my dataset for 
high-ndef events, even at offsets greater than 100 km and with poor azimuthal 
coverage.  Blue rectangle in the inset map shows the location of the InSAR image. 

 

 
4.3  NEIC-PDE Catalog Comparison 
The events included in the NEIC PDE catalog 

(http://earthquake.usgs.gov/earthquakes/eqarchives/epic/) during phase II and within 

the area of the HiCLIMB network have a minimum magnitude of mb 3.3 and a 

maximum magnitude of mb 6.3.  Some of the NEIC earthquakes show biases as 

compared to the tighly-clustering HiCLIMB locations for events within 1.5 degrees of 

the HiCLIMB network indicating superior locations within my database.  For events 

in the northeast corner of the study area, roughly 4 to 4.5 degrees away from the 

http://earthquake.usgs.gov/earthquakes/eqarchives/epic/�
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network, NEIC locations tend to cluster more tightly suggesting they may have better 

control on these locations than the HiCLIMB network. 

 

The NEIC located 41 earthquakes associated with Payang Basin seismicity (figure 

4.17, box A), compared to more than 8300 in the HiCLIMB database and 8 

earthquakes within the PQX graben, compared to almost 800 in the HiCLIMB 

database (figure 4.17, box B).  These comparisons emphasize that there is a 

substantial amount of seismicity that occurs in south-central Tibet that is unobserved 

by routine, global-monitoring efforts.  Additionally, NEIC locations of earthquakes 

around the Payang Basin show significant scatter with HiCLIMB-NEIC location 

differences of more than 20 km to the northwest and up to 120 km to the southwest.  

For earthquakes in the PQX graben, NEIC locations exhibit less scatter with 

HiCLIMB-NEIC location differences from roughly 10 to 25 km south-southwest of 

PQX.  However, there is a systematic bias of the NEIC locations to the southwest of 

the HiCLIMB locations. 
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Figure 4.17 – Map showing events located by the NEIC (red) during HiCLIMB phase 
II.  Events in blue are the corresponding locations in the final database showing 
dramatically better clustering for events near the network, particularly around the 
Payang Basin (box A).  There is a notable bias in the locations around the PQX 
graben (box B).  This comparison shows the high-quality of the HiCLIMB locations 
in comparison and illustrates biases in the NEIC locations for come events. 
 

4.4  South-central Tibetan Seismic Activity  
South-central Tibet was very seismically active during the project, particularly within 

the Lhasa Terrane where almost 80% of the earthquakes within the study area 

occurred.  Within the Lhasa Terrane, seismicity is concentrated mainly along north-

south trending rifts, with the predominantly active region being around the Payang 

Basin.  Also, the seismicity is predominantly located within the shallow upper crust 

(figure 4.18).   
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Payang Basin earthquakes constitute almost 40% of the database and are therefore 

worthy to note in particular.  The largest events within the study area occurred in and 

around the Payang Basin region (84°E) ~100 km west of the main array.  The initial 

main shock occurred on 7/11/2004 with a magnitude of ML 5.9 and the second event 

occurred on 4/07/2005 15 km to the south with a magnitude of ML 6.0.  Numerous 

aftershocks (more than 8,000 earthquakes) followed both of these normal-faulting 

main shock events.  These events constitute 47% of the Lhasa Terrane earthquakes.  

Events in this region are difficult to locate due to the distance to the closest station (at 

least 115 km) and the lack of azimuthal coverage: the smallest azimuth gap for the 

best quality events is on the order of 225°.  However, some large-ndef locations 

appear to be well-determined from comparison with InSAR results (Section 4.2.4).   

 

 
Figure 4.18 – Depth histogram of seismicity within the Lhasa Terrane.  Seismicity is 
predominantly within the shallow, upper crust. 
 

Almost 17% of the seismicity in the study area occurred north of the Bangong 

Nujiang Suture (BNS).  Earthquakes are distributed, and epicenters tend to form 
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streaks in directions in which their locations are least certain, perpendicular to the 

array.  Due to the lack of geometrical coverage for earthquakes north of the BNS, 

these are generally more poorly constrained locations with little depth resolution.   

 

 
Figure 4.19 – Depth histogram of seismicity within the Qiangtang Terrane.  
Seismicity is predominantly within the shallow, upper crust, but there is an increase 
in the number of mid-crust events likely indicating the increased difficulty for 
determining very-high-quality locations due to the linearity of the main array north of 
the BNS. 

 
Only 5% of the earthquakes within the database occurred south of the Yarlung 

Tsangpo (YTS) suture in the Tethyan Himalaya.  Most of the deep earthquakes within 

the database occur south of the YTS in areas corresponding to a dearth of shallow 

seismicity (figure 4.7). 
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Figure 4.20 – Depth histogram of seismicity within the Tethyan Himalaya, south of 
the YTS.  Even for lower-ndef events, a bi-modal depth-distribution is observed for 
this region indicating that high-quality locations can be obtained with ndef less than 
25 in this region. 
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5 Conclusion 
The result of this study is an earthquake database that characterizes the seismicity of 

South-Central Tibet with high-quality earthquake locations and magnitudes.  

Extensive effort was undertaken to repair and refine the database of automatic event 

arrival-time picks, associations, and locations.  Problems arose in the automated 

association process due to extremely high rates of seismicity, with an average of ~240 

per day and with the 2004 Sumatra earthquake and associated aftershocks.  Largely, 

association was difficult due to network geometry that is linear, long and dense along 

the main array and more sparsely configured and grid-like in the lateral array. To 

address spurious associations, I developed a series of filters which systematically 

repaired the database. 

 

Following the extensive repair effort, there are more than 22,500 earthquakes most of 

which show strong tendencies to cluster with mapped faults and structures observable 

in satellite imagery.  Additionally, the quality of the locations is confirmed by 

comparison with manually-located earthquakes, and by depth-distributions for a very-

high quality subset of events that match distributions observed by previous studies 

which used manually-picked arrivals.  These observations indicate that very-high-

quality locations were yielded through the use of automated arrival-time picks and 

database filtering routines which can be extracted using location-quality criteria, such 

as ndef, gap, and dmin, to subset the database.   

 

By comparing manually-picked event locations and sensitivity analysis for events 

with at least 25 arrival-time observations, it was determined that event locations can 

be well-determined both inside and outside of the phase II network.  This is verified 

by the database epicenter for the 2004 ML 5.9 Payang Basin normal-faulting 

earthquake having a location within the hanging-wall of the fault and within the 

rupture zone as observed with InSAR data.  Earthquakes associated with Payang 

Basin seismicity are ostensibly difficult to determine using HiCLIMB phase II 

stations due to their distance from the active fault (greater than 115 km) and due to 
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the poor azimuthal coverage.  However, the main shock and aftershocks with ndef 50 

and greater arrivals are located within the rupture zone indicating that even seismicity 

outside of the network with less favorable station geometry can be well-constrained. 

 

While the database has some very high-quality earthquake locations, there is room for 

improvements.  It is notable that, while focal depths for high-quality events are 

distributed in a bi-modal pattern with earthquakes occurring in the shallow-upper 

crust, mostly at depths less than 10 km and at near-Moho depths, there are 

earthquakes in the database whose depths are within the mid-crust where seismicity 

has not been previously observed and which likely indicates ill-constrained locations.  

Making use of region-specific velocity models could help better determine these 

depths.  Though the database contains earthquakes with anomalous locations, it is 

trivial to subset it for higher-quality events for detailed analysis. 

  



160 
 

BIBLIOGRAPHY 
Baur, J. (2007). Seismotectonics of the Himalayas and the Tibetan Plateau: moment 

tensor analysis of regional seismograms, Master’s Thesis, Oregon State 
University. 

 
Boulder Real Time Technologies (BRTT) (2007). 

www.dst.units.it/RAF06/AUG07/Presentations/automatic_event_processing.p
df 

 
Chen, W. P., and Molnar, P. (1983). Focal depths of intracontinental and intraplate 

earthquakes and their implications for the thermal and mechanical properties 
of the lithosphere: Journal of Geophysical Research, 88, pp. 4183-4214. 

 
Gomberg, J.S., Shedlock, K. M., and Roecker, S. (1989). The effect of S wave arrival 

times on the accuracy of hypocenter estimation: Bulletin of the Seismological 
Society of America, 80, pp. 1605-1628. 

 
Gutenberg, B. and Richter, C.F. (1954). Seismicity of the Earth and Associated 

Phenomena, 2nd ed., Princeton, N.J.: Princeton University Press, pp. 17–19. 
 
Haines, S., Klemperer, S., Brown, L., Jingru, G., Mechie, J., Meissner, R., Ross, A., 

and Wenjin, Z. (2003). INDEPTH III seismic data:  From surface observations 
to deep crustal processes in Tibet: Tectonics, 22, No. 1. 

 
ISC (2007), International Seismological Centre, On-line Bulletin, 

http://www.isc.ac.uk, Internatl. Seis. Cent., Thatcham, United Kingdom. 
 

Jianbao, S., Fang, L., Xiwei, X., and Zhengkang, S. (2005).  Co-seismic deformation 
mapping and inversion of the Zhongba (Tibet) Earthquake by ASAR radar 
Interferometry, Dragon Programme 2004 to 2007, Session 9, Santorini 
Symposium, Greece: 
http://earth.eo.esa.int/dragon/participants/94/pres_sun_jianbao_part1.pdf. 

 
Kennett, B.L.N., and Engdahl, E.R. (1991). Traveltimes for global earthquake 

location and phase identification. Geophysical Journal International, 122, pp. 
429–465.  

 
Langin, W., Brown, L., and Sandvol, E. (2003). Seismicity of central Tibet from 

Project INDEPTH III seismic recordings, Bulletin of the Seismological 
Society of America, 93, pp. 2146-2159. 

 
Monsalve, G., Sheehan, A., Schulte-Pelkum, V., Rajaure, S., Pandey, M., and Wu, F. 

(2006). Seismicity and one-dimensional velocity structure of the Himalayan 

http://earth.eo.esa.int/dragon/participants/94/pres_sun_jianbao_part1.pdf�


161 
 

collision zone: Earthquakes in the crust and upper mantle: Journal of 
Geophysical Research, p. 111. 

 
Nabelek, J. L., Vergne, J., and Hetenyi, G. (2005). Project HiCLIMB: A synoptic 

view of the Himalayan collision zone and Southern Tibet: EoS Trans. AGU, 
86, Fall Meet. Suppl., Abstract T52A-02. 

 
Nabelek, J., G. Hetenyi, J. Vergne, S. Sapkota, B. Kafle, M. Jiang, H. Su, J. Chen, B.-

S. Huang and the Hi-CLIMB Team (2009). Underplating in the Himalaya-
Tibet collision zone revealed by the Hi-CLIMB experiment, Science, 325. 
5946, pp. 1371-1374. 

 
Nelson, K. (1996). Partially molten middle crust beneath southern Tibet: Synthesis of 

project INDEPTH results: Science, 274, pp. 1684– 1688. 
 
PASSCAL (2010), http://www.passcal.nmt.edu/content/software-resources 
 
Richter, C.F. (1935). An instrumental earthquake magnitude scale, Bulletin of the 

Seismological Society of America, 25, pp. 1-32. 
 

Tapponnier, P., Peltzer, G., Le Dain, A.Y., Armijo, R., and Cobbold, P. (1982). 
Propagating extrusion tectonics in Asia: new insights from simple 
experiments with plasticine: Geology, 10, pp. 611–16. 

 
Velasco, A.A., Gee, V.L., Rowe, C., Grujic, D., Hossister, L.S., Hernandez, D.,  

Miller, K.C., Tobgay, T., Fort, M., and Harder, S. (2007). Using small, 
temporary seismic networks for investigating tectonic deformation; brittle 
deformation and evidence for strike-slip faulting in Bhutan: Seismological 
Research Letters, 78, pp. 446-453. 

 
Willett, S.D. and Beaumont, C. (1994).  Subduction of Asian lithospheric mantle 

beneath Tibet inferred from models of continental collision: Nature, 369, pp. 
642-645. 

 
Wysession, M. and Stein, S. (2003). An Introduction to Seismology, Earthquakes, and 

Earth Structure, Malden, MA: Blackwell Publishing. 
 
Yin, A. and Harrison, T.N. (2000). Geologic evolution of the Himalayan-Tibetan 

orogen. Annu. Rev. Earth. Planet. Sci., 28, pp. 211-280. 
 
Zhao, W.-L.; Mechie, J.; Brown, L. D.; Guo, J.; Haines, S. S.; Hearn, T. M.; 

Klemperer, S. L.; Ma, Y. S.; Meissner, R.; Nelson, K. D.; Ni, J. F.; 
Pananont, P.; Rapine, R.; Ross, A.; and Saul, J. (2001). Crustal structure of 

http://www.passcal.nmt.edu/content/software-resources�


162 
 

central Tibet as derived from project INDEPTH wide-angle seismic 
data, Geophysical Journal International, 145, 2, 486-498. 

 

  



163 
 

 

 

 

 

 

 

 

 

APPENDIX 

  



164 
 

In this appendix, I expound in detail many topics discussed in the main body of this 

thesis.  The topics will be discussed largely in the same order they were included in 

the main body, with slight deviations.  I begin with the Antelope routines I used for 

the processing and follow with the MATLAB and PERL filters that I developed to 

refine the catalog. 
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A.1 Getting Started with Antelope 
This section includes a discussion of setting up and using Antelope for event 

detection and association within a database of seismic waveform data. 

 

A.1.1 Antelope Environment Variables 
Prior to using any Antelope utilities, the user must source the Antelope setup file, 

/opt/antelope/$version/setup.csh, which contains all necessary environment variables 

– including the variable ANTELOPE which will be /opt/antelope/$version (where 

$version corresponds to the Antelope version installed).  In addition to sourcing this 

file, I added several Antelope environment variables including: PFPATH, 

TAUP_PATH, GENLOC_MODELS, TAUP_TABLE and TTMODEL.  The latter 

four are used by several applications performing travel-time calculations and if not 

included the default table $ANTELOPE/data/tables/IASP91 is used.  PFPATH tells 

Antelope where to look for parameter files and if not included, the default parameter 

files residing in $ANTELOPE/data/pf, included with the installation, are used.  

Additionally, it is necessary to use, or augment the MATLABPATH variable to 

include the location of the Antelope MATLAB functions (e.g. SETENV 

MATLABPATH $ANTELOPE/data/MATLAB/antelope/antelope). 

 

A.1.2 Database Descriptor Files 
Database descriptor files are necessary for many Antelope applications and serve two 

purposes:  they list the schema(s) used that define the tables in the database and the 

path(s) to the database tables (execute man dbdescriptor for more information).   Note 

that any items in a list (as in more than one path) are delimited by a colon (:). 

 

Each descriptor file must contain at minimum a schema line and a database-path line.  

The following is an example of a database descriptor file that I used: 
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# 

schema css3.0:genloc1.1 

dbpath ./{HICLIMB_phase2}:../{dbmaster/HICLIMB_phase2} 

 

These dbdescriptor files should have filenames identical to the database to which they 

correspond, which in the case above is HICLIMB_phase2.   

 

A.1.3 Database Schemas 
Database schemas define the fields – names, data types, null values, and formats – in 

all tables associated with the schema, including table and field descriptions.  Other 

attributes may be used as well including, but not limited to, units and an allowed 

value range.  All schemas supported by Antelope are found in 

$ANTELOPE/data/schemas/ under the Antelope installation, but the user is not 

limited by pre-existing schemas and can create one tailored to his needs. 

 

The following are the two schemas that I used: 

css3.0 

This schema defines standard tables for seismic processing and defined all tables that 

I used for processing, save one.  Therefore, field definitions for tables hosting 

metadata through tables hosting earthquake data are defined in this schema.  

 

genloc1.1 

This schema is an extension of the css3.0 schema and primarily is used for PMEL 

(Progressive Multiple Event Location) applications.  It does define a table that proved 

vital to my automated processing scheme, the timing table (see Appendix section 

2.2), which defines REF TEK datalogger clock accuracy over a given time period. 
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Database paths 

All tables that are to be included in a database must be pointed to by the path list 

associated with the dbpath record in the descriptor file.  As seen in the example I 

included above, the directory and database-name portions of the paths must be 

enclosed in curly brackets ({}). 
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A.2 Antelope Processing Scheme: Metadata Database Creation  
Figure 2.1 contains a flow chart that shows the progression I followed to create the 

database of metadata.  It includes all Antelope and PASSCAL (PASSCAL, 2010) 

applications that I used and any routines that I developed to facilitate this processing.  

These are discussed below in sections titled by the application’s or routine’s name. 

 

 
Figure A.2.1 – Progression of routines used to create the database of metadata.  
Grouped routines (where the output of a preceding routine was input to the 
subsequent routine) are within green boxes; Antelope routines are in light-blue boxes, 
and PASSCAL routines are in orange boxes.  I developed the routine in the yellow 
box for this project. 
 

A.2.1 dbbuild 
This Antelope application creates all database tables of metadata except for the timing 

table (Section 2.2) and can be run in two modes:  GUI-driven and batch mode.  Using 

the batch mode allowed for fast database creation (and re-creation when mistakes 

were found); I recommend this mode.   

 

I used a script, build_bfile that takes an input file of site configuration data and 

generates a batch file to use with dbbuild.  It assumes the configuration data is in 

particular white-space delimited fields in the input file.  The following example is a 

collection of records for the phase-two site H0780 in the batch file as produced by 

build_bfile: 

 

  



169 
 

net XF HiCLIMB, Nepal-Himalaya-Tibet Seismic Transect 

 

time 2004166 0:00 

sta H0780 29.3414 85.2372 4.678 H0780 

datalogger rt72a-08 0418 0418 

sensor sts2 0.0 00000 

  

axis Z 0 0 - - 1 

axis N 0 90 - - 1 

axis E 90 90 - - 1 

samplerate 50sps 

channel Z BHZ - 1C4 

channel N BHN - 1C5 

channel E BHE - 1C6 

samplerate 1sps 

channel Z LHZ - 2C4 

channel N LHN - 2C5 

channel E LHE - 2C6 

add 

 

Most of the information in this excerpt is self-explanatory but I will discuss a few of 

the fields in particular and justify the values I used (see the Antelope manpages 

dbbuild_batch and dbbuild(5) for definitions of fields that I do not discuss). 

 

The fourth field in the line beginning with “sensor” is the sensor serial number.  I 

used a dummy serial number, “00000”, for each site because sensors were moved 

frequently and because sensor serial numbers were not entered in the dataloggers for 

to be included in the data files’ headers (unlike other site parameters such as 

datalogger gain and serial number).  Further, each line that begins with “axis” 

describes a sensor component’s name, orientation, and sensitivity (the first five fields 
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on the line).  The last two fields in those lines are the datalogger gain, and the 

preamplifier gain (at all sites except one, (H1020), the preamplifier gain was set to 

one).  In those lines, the dashes, “-“, indicate that the default values that are included 

in Antelope’s instrument parameter files (included with the Antelope installation and 

installed under $ANTELOPE/data/instruments) should be used.  As dbbuild builds 

the database, Antelope, fills in with those default values.  Finally, the last fields in the 

lines beginning with “datalogger” and with “channel”, called ‘dlsta’ and ‘dlchan’ in 

Antelope, are the names that the dataloggers include in the raw data for itself and its 

recording channel(s), respectively. 

 

There were several sites that required slightly unorthodox handling with regard to 

adding them to the HiCLIMB databases.  The following is a brief discussion of how I 

handled their peculiarities: 

 

GSN stations: 

Because datalogger serial numbers were not available for the GSN sites, LSA, KMI, 

and NIL, I needed to create unique, alternative numbers for reasons that I will discuss 

in the station timing section.  I chose 0LSA, 0KMI, and 0NIL, respectively, as the 

serial numbers. 

 

Incorrect Gain in Antelope Installation: 

-Trillium sensors were installed at sites T0020, T0100, T0110, and T0360.  In 

Antelope’s instrument parameter files, the default gain for these sensors (1.5e-7) is 

too small by a factor of ten.  Therefore, I did not use Antelope’s default values for 

those sites, but explicitly included the correct sensor gain for those sites in the batch 

files. 

-I found the same problem for the GSN sites using STS1 sensors where the default 

sensor gain was 2.4e-6 and it should have been 2.0e-6.  I followed analogous steps to 

fix this as I discussed above for the trillium sensors.  
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Instruments not included in Antelope: 

At sites T0240, T0255, T0290, T0300, and T0330, the Chinese Academy of 

Geological Science’s (CAGS) LEAS Hathour 3 dataloggers and 2Hz seismometers, 

instrument models not included in Antelope’s instrument database, were installed.  To 

make use of these sites, Antelope required the creation of instrument parameter files.   

 

Because the LEAS Hathour 3 dataloggers decimation data was not made available to 

our group (by the instruments’ owners nor manufacturers), I simply copied the 

parameter file for a rt72a-08 datalogger 

($ANTELOPE/data/instruments/dataloggers/rt72a-08.pf) that decimates data to 50 

samples per second and updated this file with appropriate instrument names and 

gains.  Below are the relevant changes to this parameter file: 

category HAT 

configuration HAT 

description HAT Datalogger 

dfile   hat 

gains    6711000 

 

Similarly, for the 2Hz seismometer, I copied a sensor parameter file 

($ANTELOPE/data/instruments/sensors/cmg3esp.pf) and updated it with appropriate 

gain data for this sensor.   Below are the relevant changes to this file: 

category 2hz 

configuration 2hz 

description  2hz 

dfile  2hz 

sensitivity 12e-8 

 

Rather than add these parameter files to the directories 

$ANTELOPE/data/instruments/dataloggers, and 

$ANTELOPE/data/instruments/sensors, respectively, I made a parameter file to be 
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run with dbbuild in the batch mode (using the –b and –p options) which gives the 

paths to these parameter files.   

 

While at some point it may be necessary to update these parameter files with correct 

response data, for my purposes this was an adequate procedure to process the 

waveforms for arrivals and calculate magnitudes:  The parameter files were necessary 

for Antelope to populate the stage table, and, thus make use of these data for arrival 

detection.  Further, correct gain data, which I obtained and included in the database 

for these stations, was necessary to calculate accurate magnitudes. 

 

A.2.2 timing 

In situ timing of the waveform data was established by periodic GPS locks with 

satellites to synchronize the datalogger clock with UTC.  Occasionally, GPS locks 

failed which, if not corrected within a certain period of time, makes the timing of the 

data unreliable.  As I have mentioned, because I needed to process such a large 

dataset, it was necessary to develop an automated method to find and manage timing 

problems.  Initially I considered using PASSCAL applications to handle this, but 

ultimately decided to use Antelope procedures.  Below, I will discuss the options that 

were available and the routines that I ultimately employed. 

 

A.2.2.1 PASSCAL Programs 

When I began my analysis, it was determined that applying time corrections to the 

miniSEED headers, which the PASSCAL application clockcor can handle, was not a 

feasible option for two reasons.  Firstly, writing into the data file headers would 

require rewriting the entire data volume – an enormous undertaking for this large 

dataset.  Secondly, the corrections which would be applied to the data headers, 

generated by the PASSCAL application refrate (which takes as input the log files 

created when converting the raw REF TEK data to miniSEED format using  

PASSCAL’s ref2mseed) and recorded in PASSCAL Correction Format (PCF) files, 
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are not entirely reliable nor thorough (as discussed in Mary Templeton’s Customizing 

PCF files).  Therefore, applying corrections in this manner would involve a non-

trivial amount of time to rewrite the dataset and ‘correct’ the refrate-generated 

corrections. 

 

A.2.2.2 Antelope Programs 
Antelope provides two alternative applications to PASSCAL’s clockcor that I 

considered using to apply time corrections: alter_timestamps and reftek_dbtiming.  

The former alters the time field (the start time of a data file) in the wfdisc table.  It 

makes use of a parameter file of time corrections and interpolates between corrections 

to correct each wfdisc records’ start time and end time.  The latter reads the same 

PCF files that clockcor uses but it regards solely the time between GPS locks, and not 

the corrections themselves.  Because of the speed with which I could initiate 

processing without having to calculate and apply timing corrections, I opted to make 

use of reftek_dbtiming.   

 

Based on the elapsed time between GPS locks, reftek_dbtiming determines a site time 

quality and its output is a genloc1.1 schema table called ‘timing’ which contains each 

site’s time-quality and the time range over which that quality is valid.   The time 

quality field, seedtqual, is set using the convention: 

 

Table A.5.1– REF TEK Timing Quality Assignments for reftek_dbtiming 

Time 
since 
GPS lock 

1  
hour 

2  
hours 

4  
hours 

8  
hours 

1  
day 

7  
days 

90 
days 

> 90 
days 

seedtqual 100 80 60 40 20 10 5 0 

clkerr (s) 0.0018 0.0036 0.0072 0.0144 0.0432 0.3024 1.296 20 
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I selected records in the timing table with a seedtqual of 20 and higher and used this 

table to remove records from each wfdisc table, using Antelope’s dbnojoin (section 

3.1.3), prior to processing.  This gives confidence that site timing is better than 0.04s 

for any data that I process assuming that timing problems are solely the result of 

nominal clock drift between GPS locks. 

 

As previously mentioned, reftek_dbtiming builds the timing table from the 

PASSCAL Correction Format (PCF) files.  The PCF file problem that I addressed 

relate to the order of the initiation of data acquisition at a site and the site’s first GPS 

lock.  The time kept by REFTEK dataloggers’ internal clocks are synchronized with 

UTC following a GPS lock.  Without a lock, the datalogger time is unreliable and if 

data acquisition is started prior to a lock, consequently the time stamps for the data 

recorded before the lock will be unreliable.  For this reason, I search for such 

scenarios through all PCF files and I removed all the lines in the PCF files prior to the 

GPS lock which would cause the particular data file to be discarded (Appendix 

section 3.1.2).  Also, if the datalogger clock is corrected backwards in time following 

a lock, then I also removed the lines in the PCF files corresponding to times before 

the original, pre-GPS-lock, datalogger time.  This is necessary as the raw data was 

converted to hour-long miniSEED data files with the start time of the file, as recorded 

in the miniSEED header and in the wfdisc table, determined by the time of the first 

data packet recorded.  Therefore, the times stamped with some of the data in this file 

are not reliable and to avoid it being processed, I guaranteed its elimination from the 

wfdisc table by altering the PCF file sso that the file’s start time falls outside of the 

range of reliable timing as recorded in the timing table.  

 

As an example of a correction, consider the following PCF file excerpt from station 

H1500.  The original file contained these as the first three lines: 
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2004:169:12:39:07:000    1.000000e-03    0.000000e+00  # Start-Phase 

2004:169:12:41:43:000    1.000000e-03    0.000000e+00  # Phase-Unlock 

2004:169:12:46:39:000    1.000000e-03    0.000000e+00  # Unlock-Phase 

 

The first line corresponds to when acquisition began the “Start-Phase” case signifies 

that, because there was no GPS lock prior to acquisition beginning, a DC time shift 

(1e-03 s) should be applied to the data.  The second line corresponds to when a GPS 

lock was achieved and the “Phase-Unlock” case signifies that a DC time shift (1e-03 

s) should again be applied to the data.  The third line corresponds to when the GPS 

became unlocked and the “Unlock-Phase” case signifies that a drift-rate and DC 

offset can be determined, assuming that the previous correction offset (DC time shift) 

is still valid.  The file was corrected by removing the first line and changing the case 

of the second line from “Phase-Unlock” to “Start-Phase.”  And, the result of 

removing that line, as I briefly stated above, is that the timing table will include a 

record for H1500 with a time of 2004:169:12:41:43:000, but nothing for this station 

prior to this time.  Therefore, wfdisc records prior to this time will be removed via the 

dbnojoin command (section 3.1.3). 

 

Similar to the dbbuild complexities that arose from HiCLIMB’s use of various types 

of instrumentation, there were several cases that required a non-standard procedure 

for using reftek_dbtiming and the timing table that it produced.  As its name implies, 

reftek_dbtiming is an application made for use with data recorded from reftek 

dataloggers.  Because we used multiple datalogger types, I developed methods to 

allow for automated data processing of data from all dataloggers.  I will discuss the 

HiCLIMB phase II sites that required special methods below. 

 

GSN sites - LSA, KMI: 

For the GSN sites, I accepted all data under the assumption that the timing was 

verified before data from those sites was downloaded as time-quality information for 

these stations was not available.  Data from these sites I sequestered in a temporary 
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file prior to performing the dbnojoin between the timing and wfdisc tables, and then 

concatenated with the wfdisc table with that temporary file. 

 

Alternatively, for data from GSN and Quanterra sites I could have created records in 

the timing table for those sites.  Each site would require a single record that has a time 

range that spans that of the project and that has a seedtqual greater than or equal to 

20. 

 

Quanterra Dataloggers - T0020, T0100, T0110, T0360: 

Initially, I did not notice GPS problems with stations with these stations and they 

were therefore handled in the same way as the GSN sites.  After the grid-association 

phase of the data processing, however, I discovered timing problems with some of 

these sites.  Because arrivals with timing problems were already associated in the 

database, I handled these stations’ timing problems through adding records to the 

timing tables manually.  I included records for when the timing was good (clkerr less 

than 0.0432 as in Table 2.1) and records for when the timing was poor (clkerr greater 

than 0.0432 as in Table 2.1) which corresponds to a period of five days without a 

GPS lock (assuming the nominal drift of 0.1 part-per-million for these dataloggers).  

These timing-table records facilitate making use of S-phase minus P-phase arrival 

times (i.e. relative timing) instead of absolute arrival times with relocate. 

 

LEAS Hathour 3 Dataloggers – T0240, T0255, T0290, T0300, T0330: 

From these sites’ log files, I gathered all instances of locking periods less than one 

day.  I used this information to create records in the timing table that span the time 

ranges when the timing was reliable and assigned to each record a seedtqual of 20.  

Based on the log files, station T0255 never had reliable timing, and therefore, I do not 

include any records for it in the timing table.  A note of interest for these dataloggers 

is that, unlike Quanterra and REF TEK dataloggers, time corrections are not applied 

to the data during acquisition.  Rather, the timing errors are recorded in the datalogger 
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log files.  I used this timing information to correct the timing of detections within the 

detection table for these sites (Section 3.1.4.6). 

 

REF TEK rt130 Dataloggers: 

The rt130 dataloggers generate log files in an identical fashion to those from the 

rt72a-08 models.  However, because rt130 dataloggers are assigned an alpha-numeric 

serial number, because refrate attaches the serial number to each line in the PCF files, 

and because reftek_dbtiming cannot interpret alpha-numeric serial numbers, timing 

for these sites required special handling.  As I previously mentioned, to create records 

in the timing table for a particular site, reftek_dbtiming refers to the stage table to 

match the datalogger serial number and time range given in a particular line of the 

PCF file with a site name.  In the PCF files for sites using rt130 dataloggers, I 

replaced the first column of datalogger serial numbers with a dummy, four-digit 

numerical code.  Prior to running reftek_dbtiming across the PCF files for one of 

those sites, I gathered all appropriate rows of the stage table for that site and replaced 

the datalogger serial number field with the same dummy code.  Following that 

change, I executed reftek_dbtiming and then returned the datalogger numbers to their 

original values. 

 

Fixing REFTEK rt72a-08 problems: 

Along with the problems described above that were fixed with simple editing of the 

PCF files, the REFTEK datalogger rt72a-08 suffers from an inherent problem that 

causes the data to randomly be stamped with an invalid time +/-1s from the actual 

time.  After a period of time, typically on the order of an hour, the datalogger corrects 

this time stamp to the true time.  PASSCAL has called this issue the “1-second bug” 

and it can be only be accurately identified by manually inspecting each log file.  

Rather than taking this approach and ostensibly applying an invalid time-correction to 

the data (sometimes these bugs are seemingly not corrected which presents an 

ambiguous situation), I opted to leave these timing errors in the data with the intent of 
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identifying them through subsequent analysis of associated arrivals’ residuals (which 

should be on the order of one second). 
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A.3 Antelope Processing 
In the following, I will elaborate on the steps taken to populate the database with 

earthquake data and describe how it was applied to each subset of the waveform data.  

These processes require that the database of metadata already be created. 

 

A.3.1 Antelope Processing 
I automated the process of finding grid-associator locations starting with the database 

of metadata and the waveform data with the script do_prelim_loc.   Each processing 

step followed by this script is discussed in detail below, including various parameter 

values that I used for individual Antelope applications.  Sections are titled by the 

primary Antelope function that operated for the step being discussed.  The following 

figure shows the progression of steps that do_prelim_loc takes and all tables created 

during the processing.  The contents of the tables are discussed in corresponding 

sections below.  

 

 
Figure A.3.1 – Flow of the major Antelope applications used within do_prelim_loc to 
detect earthquake arrivals in the waveform data and associate the detections with 
preliminary event locations. 
 

A.3.1.1 miniseed2db 
The purpose of this Antelope application is to link waveform data files to the 

channels that recorded them.  This linking is made through the wfdisc table: records 

pointing to data files are added to this table according to parameters set in 

trdefaults.pf which are used by Antelope’s trace library.  The following table lists the 

changes to trdefaults.pf; all other parameters remained the default values. 
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Table 5.2 – trdefaults.pf  Parameters 

Parameter name Antelope default value Updated value 
tick_tolerance 0.5 180027 
ignore_miniseed_errors no yes 
miniseed_segment_seconds 86400 0 

 

Further, I made the following change in elog.pf 

Table 5.3 – elog.pf  Parameters 

Parameter name Antelope default value Updated value 
ELOG_MAXMSG 50 0 

 

The tick_tolerance parameter is used by miniseed2db to determine if a data file 

should be subdivided in the wfdisc table – i.e. should more than one record be 

produced in wfdisc for a single data file.  The value of this parameter is the allowable 

fraction of a sample period by which the time between adjacent data points is allowed 

to deviate from a computed, predicted value.  If samples are separated or overlap by a 

time greater than tick_tolerance sample periods, additional records are added to 

wfdisc pointing to the same data file, but with start and stop times corresponding to 

where the time deviation lies.  The REFTEK rt72a-08 data files contain 180027 

samples (corresponding to an hour-long file of 50 samples-per-second data) which is 

the value I used for the tick_tolerance to keep all data that might be subdivided into 

several records as single records. 

 

This method works well for the case that the absolute start-time of the waveform file 

is accurate (i.e. the station time is synchronized with UTC via within a reasonable 

amount of time) and if the data files do not contain large gaps and overlaps.  It is most 

vital that detections are made in the data at accurate times.  Calculating detections 

requires application of a discrete Fourier transformation of the time series’ which will 

force all data samples to be contiguous.   If the data files contain contiguous data and 

the timings of the first samples are accurate, regardless of timing problems within the 

data files, this sample forcing is good and allows data to be usable. 
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A caveat of setting the tick_tolerance this high is, however, that data in a single file 

separated by a significant gap are forced to be contiguous.  Therefore, if there is a 

significant gap, the timing of the detections would be inaccurate after the gap.  While 

this is theoretically a concern, I saw no examples of this actually occurring within the 

dataset. 

 

Though setting the tick_tolerance to a high value allows the data to be usable by 

conjoining miniSEED blocks with erroneous start-times, Antelope still outputs 

numerous errors when processing these data which slows down processing 

considerably.   Therefore, I turned off these errors by setting the 

ignore_miniseed_errors in trdefaults.pf.  While the messages are suppressed, if more 

errors are found in the miniSEED than a maximum-messages parameter set in elog.pf, 

then Antelope will quit.  To avoid this problem, I set the ELOG_MAXMSG 

parameter to zero (0). 

 

The miniSEED data files can be subdivided into certain lengths of time by generating 

multiple wfdisc records for a given file.  This is accomplished by setting the 

miniSEED_segment_seconds parameter, which, by default is set to the number of 

seconds in a day.  To avoid setting these artificial boundaries in the wfdisc table 

records, I set this parameter to zero (0) which will not allow Antelope to subdivide 

any records that run between two Julian days. 

 
After the database of metadata and the wfdisc table have been created, the time-series 

data may be viewed with the Antelope program dbpick.  If included in the working 

directory, this program reads a parameter file, .dbpickrc, in which the user can specify 

parameters that control how large the plot window is a startup, which filters the user 

will be able to use for filtering the data, and the names of phases the user can assign 

to arrivals in the dbpick plotting window. 
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After adding the data to the database using miniseed2db, I followed a procedure that 

facilitates the synchronizing (matching of database keys) of the miniSEED data files 

with the recording channels.  After miniseed2db, changes must be made to the wfdisc 

table and ‘sta,’ ‘chan,’ and ‘chanid,’ and ‘calib’ fields must be updated to match those 

in other database tables.  Further, running miniseed2db adds superfluous records to 

other database tables that were created with dbbuild; these records should be 

removed.  The following is a description of my procedure to make these changes 

which was automated by my script wf_cleanup.  This script uses two subroutines, 

crop_tables and do_dbset, and a few Antelope functions, dbset, dbfixchanids, and 

dbfix_calib. 

 

Running miniseed2db on a database with pre-existing schanloc and snetsta tables will 

add records to the tables if miniseed2db thinks that the added data are from new 

station-channel pairs.  Again, because the headers of the miniSEED files were not 

updated with site and channel names, new records were added to those tables 

reflecting datalogger serial numbers as site names and default values as channel 

name.  This script removes those new records from the schanloc and snetsta tables. 

 

The site-name fields in the wfdisc table need to be updated to be consistent with the 

names in the site table and channel names to match the convention for broadband data 

(BHZ, BHN, BHE).  The Antelope function dbset is employed to make these 

changes.  Additionally, channel id’s need to be consistent.  The Antelope application 

dbfixchanids updates the chanid field in the wfdisc table to match the chanid in the 

sensor table.  Also, the Antelope application dbfix_calib sets the calib attributes in the 

wfdisc table to match the values in the calibration table. 

 

A.3.1.2 Remove data with timing problems 
After the data are added and their attributes are updated, I then remove any data in 

wfdisc from sites that lacked a GPS lock for a period of time greater than a day (see 

section 2.2.2.1).  This is accomplished through use of the Antelope function dbnojoin.  
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In general, this function outputs records from one database table that do not join with 

records in another table, where the join is done using keys that are common between 

the two tables (these can be set by the user, but there are default primary keys 

typically used for the joining).  By piping (the vertical bar, “|”, in UNIX operating 

systems, below) the output of the dbnojoin command into dbdelete, those records are 

removed from the wfdisc table.  The command I used took the form: 

dbnojoin $db.wfdisc timing | dbdelete -s - wfdisc 

 

The dbdelete options deserve some discussion:  “-s” forces a copy of the wfdisc table 

to be preserved with its original name and a “-“ appended onto it.  The second “-“ 

tells dbdelete to take its input from stdin, or in this case, the output of dbnojoin.  The 

result is the deletion of all wfdisc records that did not join with the timing table – i.e. 

those wfdisc records whose start or end times for a particular station did not fall 

within the time ranges of any records in timing for that station. 

 

One caveat of this procedure is that, because of the way that Antelope performs 

database joins, wfdisc records whose endtime attributes fall within the time ranges in 

the timing table records are preserved, regardless of whether or not the records’ start 

times are within range.  This means that some undesired records may remain in the db 

– i.e. those records whose start times are not constrained by a GPS lock. 

 

A.3.1.3 dbdetect 
The Antelope application dbdetect runs short-term average/long-term average 

(STA/LTA) detectors across filtered data files and adds detection records to a table 

called ‘detection’ when a number of conditions, as set in a dbdetect parameter file, are 

satisfied.  

 

Because I am interested in local seismicity for my research, I determined the 

detection parameters, including which frequency band to use to filter the data for 

waveform processing, based on characteristics observed in the data for local events.  I 
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used a single, band-pass Butterworth filter for detecting local events for several 

reasons:  Firstly, if I were to use multiple band passes to process each site’s data, 

there could be multiple detections for a given arrival: many events produce enough 

power over a broad range of frequencies that those events would be detected by more 

than one filter.  As a result, in later processing steps all detections from that site might 

be used for determining the preliminary location, thus giving more weight to the 

observations from that site (see figure 3.2).  Additionally, the detections can be 

subdivided to create another event in the database.  Secondly, energy from different 

frequency bands does not arrive at a site simultaneously.  Therefore, if detections are 

made at one site in a particular band and at another site in a different band, the timing 

of the arrivals will be different and, therefore, the event is more likely to be mis-

located (see figure A.3.2).  Thirdly, processing detections is extremely CPU intensive 

– both in making the detections and in the association process that follows.  For these 

reasons, I determined a single frequency band to use for filtering to find detections in 

the data.  
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Figure A.3.2 - Unfiltered traces from four stations with multiple detections on each 
trace (red “D” flags) showing the result of running multiple detectors across the data 
for a single event.  Note the time differences between the detections.  The signal-to-
noise threshold values were the same for each filter; filters used were: 0.2-1.0Hz, 0.3-
1.0Hz, 0.5-1.2Hz, 0.8-3.0Hz, 2.0-10.0Hz, and 3Hz high-pass.  Plot time divisions are 
1s. 
 

As a first step in determining the optimal frequency band for the dataset, I generated 

spectrograms for all operating stations for several local events of varying sizes and 

offsets using the Antelope application dbspgram.  Figure A.3.3 shows the waveforms 

as recorded at four stations of varying offsets and the corresponding spectrograms for 

two local events:  one microearthquake of magnitude ML ~ 1 and a moderate-sized 

earthquake of ML ~ 4.   

 

 



186 
 

 
Figure A.3.3 - Waveforms and spectrograms for two earthquakes as recorded at 
stations at offsets increasing from 0.1º to 3.0º from the epicenters for each event.  
Subplots in the left-hand column correspond to observations from a ML ~ 1 
earthquake and those in the right-hand column correspond to observations from a ML 
~ 4 earthquake.  These spectrograms illustrate the common frequencies observed at 
similar offsets for events of different magnitudes compared to background noise 
(spectra just prior to the earthquake arrivals).  From the ML ~ 1 earthquake, stations 
up to 2.0º record energy from 4 – 10 Hz.  At closer offsets, there is notable signal at 2 
Hz and higher frequencies.  For the ML ~ 4 earthquake, stations up to 2.0º record 
energy at 10+ Hz and lower frequencies.  At farther offsets, frequencies of less than 9 
Hz can be observed. 
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The examples in figure A.3.3 show that a small, local event most clearly appears in 

the 2-20Hz frequency band within the offsets at which the event is observable (up to 

2.0 degrees in this case) while a larger, local event consistently produces the most 

signal below 10Hz at all offsets.  Because both small and large events produce 

notable signal in the 2-10Hz range, I chose this frequency range to use for finding 

detections in the data.   

 

Comparing the quality of arrivals by eye for many events filtered from 2-10 Hz with 

those filtered with other frequency ranges (e.g. 1-10Hz, 2Hz high-pass) corroborated 

that this is an appropriate frequency pass band to suit my purposes.  As an example, 

figure 3.4 shows how a local event appears at different offsets as filtered by three pass 

bands.  Note that there is little difference between the filters at close offset.  However, 

as offset increases, it becomes clear that the 2-10 Hz filter yields the clearest arrivals: 

this filter cuts out predominant background noise which the other two filters fail to 

remove.  By 2º offset, the arrivals are almost undetectable by eye and would be 

detected quite late at best, or not at all, if filtered by a 1-10Hz band-pass filter.  By 

2.5º offset, this problem is apparent with the 2Hz high-pass filter.  However, the 

clarity of the first arrivals diminishes with offset as compared with those filtered by 

the 2-10Hz filter – this is a significant problem for smaller magnitude events.  

Further, S-wave arrivals are affected by the increase of high-frequency noise, again 

particularly at larger offsets (though also apparent at closer offsets), which renders the 

2-10 Hz band-pass filter more preferable than the 2 Hz high-pass filter. 
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Figure A.3.4 - A local event (ML ~ 1.6) as recorded by stations at various offsets – 
from 0º from the source to 2.5º.  Traces are roughly aligned on the P-arrival times.  a) 
Traces filtered with a 1-10Hz band-pass filter.  Note the decreasing clarity of the P-
wave arrivals with offset, becoming quite noticeable at 2º.  b) Traces filtered with a 2-
10Hz band-pass filter, which is the filter that I ultimately used in the data processing 
as it revealed the arrivals the clearest for the largest offsets and over the largest 
dynamic range.  c) The traces filtered with a 2Hz high-pass filter.  As with a), this 
filter results in decreasing quality of arrivals with offset.  S-wave arrivals are 
particularly affected by this filter, as are small-magnitude events. 
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As previously stated, I initially chose filter parameters based on waveform spectra.  

Then I compared arrivals by eye.  The filters that I considered and for which I 

compared the appearance and clarity of arrivals with respect to the ambient noise: 1-

10Hz, 1-20Hz, 2-10Hz, 2-20Hz, 3-10Hz, 3-20Hz, 1Hz high-pass, 2Hz high-pass, and 

3Hz high-pass.  The 2-10Hz filter not only revealed the sharpest arrivals, on average, 

but it also prevented many high-frequency noise detections that a higher frequency 

filter introduced.  The basic procedure I followed for selecting detection filter 

parameters included viewing waveforms of local events detected by the entire array.  

I scaled the traces by an absolute scale (all with same scale factor).  Then I scaled the 

data by trace (each trace scaled by its maximum amplitude) and viewed the arrivals 

through different filters.  The best filter (2-10 Hz, see above) was the one that showed 

signal at the most sites, i.e. sites at the largest offset. 

 

The parameters discussed in this section control how much data are processed at 

once, the averaging type, and window lengths for the STA/LTA calculations.  Data 

are processed in lengths of time controlled by the process_twin parameter.  Setting 

this value too low will results in reading from the disk more often while setting it too 

high may exhaust system memory.  I used a value of 120.  I used an RMS average for 

the STA/LTA calculations and set the ‘ave_type’ to ‘rms.’  Because I am using a 2 

Hz lower cutoff value for my filter, it is logical to not use a short-term-average, STA, 

window of length less than 0.5s.  To allow for this minimum, I set the sta_twin 

parameter to a value of 1s which gives some room within the averaging window for 

an emergent arrival to be detected.  Having a LTA window of 25 proved optimal 

make detections, while missing glitches.  Much smaller values allow numerous 

spurious detections, while much larger values inhibit detections for events occurring 

within small time windows. 

 

It is important to note these parameters and the role they play in the detection time 

window.  For a detection to be made, the STA/LTA ratio must rise above ‘thresh’ and 
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remain above ‘thresh_off’ for at least ‘nodet_twin’ seconds.  To detect events at the 

most stations possible, while trying to decrease the detection of glitches, I set these 

parameters to 3.0, 2.0, and 1.0, respectively.  I found that setting nodet_twin to a 

larger value often resulted earthquake multiples occurring in small time windows 

failing to be detected and S-wave arrivals at small-offset sites for local events were 

being missed as well.  By setting nodet_twin to 1.0, this problem was alleviated, 

while avoiding the detection of spurious, impulsive spikes.  The det_tmin parameter 

sets the minimum amount of time for detections to remain on.  I found no use for this 

parameter.  The det_tmax parameter, however, sets an upper limit for how long 

detections may remain on.  If this parameter is set too large, then the same problem 

described above for det_tmin may occur.  I set this value to 3 s which is roughly the 

amount of travel-time needed before an S-arrival can be distinguished from a P-

arrival for a local event. 

 

After populating the detection table, I applied time corrections to the detections from 

stations with LEAS Hathour 3 dataloggers.  Unlike the other dataloggers used during 

the experiment, these do not perform real-time time corrections during data 

acquisition.  Rather, they record the corrections and the absolute time at which the 

correction was determined in the datalogger log files.  I gathered the time corrections 

(the value following ‘Lag:’ in the records with ‘CLOC’ in the log files) and the 

corresponding time at which the correction was determined.  Then, to correct the 

detections, I linearly interpolated between the corrections and correction-times at the 

time of the detection and added the interpolated correction to the detection time.  The 

following formulas show how the corrections were calculated and applied. 

 
 tcorrect = tdetection + tcorrection  

where tcorrection is calculated as 

 tcorrection = (Lag2 – Lag1)/(time2 – time1) * (tdetection – time1) + Lag1  
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where Lag1 and Lag2 are the calculated clock errors at time1 and time2, respectively, 

and tdetection is the detection time which needs to be corrected.  

 

A.3.1.4 dbgrassoc 
In order to associate detections with distinct events, I processed the detections with a 

grid associator, dbgrassoc.  This Antelope application uses travel time grid files 

constructed by the program ttgrid to search for optimal hypocenters with which a set 

of detections can be associated, i.e. the location from which theoretical moveout for 

the most stations’ arrivals most closely matches the observed where detections are 

treated as candidate arrivals. 

 

Travel time grids for use with dbgrassoc serve the purpose of providing a geographic 

origin for candidate arrivals.  Unlike the other applications used for processing, I ran 

ttgrid only once to construct the travel time grids needed for processing.  The files are 

constructed in an equal-distance projection according to a latitude-longitude range 

with a three-dimensional grid node density as set in a parameter file.  Travel times 

with respect to a user-defined velocity structure are calculated by ttgrid from each 

grid node to each station in the database’s site table.  I used two velocity models: one 

for local and regional events in the Tibetan Plateau and another for all other global 

regions (using the IASP91 model). 

 

For the local and regional grids, I used a modification of the crustal model observed 

for central Tibet by Langin et al. (2003) appended onto the ISAP91 global velocity 

model (Kennett and Engdahl, ‘91).  This model, named tibet3 and tabulated in table 

3.3, was selected because it was derived by Langin et al. (2003) in a region close to 

the HiCLIMB phase II network in central Tibet.  The lower-crust velocity was 

modified to reduce the arrival-time misfits for 11 hand-picked, local events (figure 

A.3.6).  I did not modify the upper crust because, while increasing the velocity to 6.0 

on average fit these data better, a slightly lower velocity is warranted because of the 

crust having a slower shallow-depth velocity (Nabelek et al., 2009) which will allow 
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event hypocenters to deepen to more realistic depths.  Therefore, I did not modify the 

value determined by Langin et al. (2003).  The lower-crust velocity, however, was 

clearly not fitting the data well (figure 3.6).  To modify it, I began with the original 

lower-crust velocity of 7.0 km/s, and I determined the velocity that yielded the 

minimum standard deviation of arrival time residuals (SDR) for the most events.  

Figure A.3.7 shows the results of this analysis in terms of the number of events whose 

SDR minima were found using the particular lower-crust velocity with 5.85 km/s as 

the velocity of the upper crust.  In this figure, only the lower-crust velocities which 

minimized the SDR for at least one event are plotted.  

 

Table 5.4 – tibet3 velocity model 
Depth (km) Velocity (km/s) 
0 5.85   
30 6.40 
70 8.04   
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Figure A.3.6 – Map of high-quality events in the region local to the HiCLIMB phase 
II network used for modifying the local and regional velocity model.  Arrivals for 
these events were hand-picked for use in this analysis.  These locations represent 
regions of predominant seismicity in the local area. 
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Figure A.3.7 – Plot of the counts of the number of events whose SDR minima were 
achieved with each lower-crust velocity.  To determine the counts, each event was 
relocated with each lower-crust velocity plotted above and upper-crust and mantle 
velocities as given in table 3.3. 
 

I used station spacing within the HiCLIMB phase II network to determine the grid-

node density.  The majority of the sites were in the main array and the average 

spacing between adjacent sites in the main array was roughly 11 km.  Most stations 

were spaced between 8 and 9 km and to keep the grid node density as low as possible 

(and for additional reasons that I discuss below), I spaced the grid nodes horizontally 

by 8 km for the travel-time grid that contained the stations, the local grid.  Vertically, 

the layers were also separated by 8 km with the first layer at a depth of 4 km which 

induces a travel-time error of less than one second for P-phase arrivals due to grid 

finiteness.  This local grid covered the region 10º by 10º around the center of the 

network (figure A.3.8).  Travel-time residuals due to the finiteness of this grid are 

shown in the following figure. 
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Figure A.3.8 – Maximum travel-time differences versus offset calculated P-phase and 
S-phase arrivals through the tibet3 travel-time model for earthquakes occurring at 8 
km depth.  Travel times were determined for a given offset and the depth of the 
shallowest grid node (4 km).  Then the travel times were recalculated for the largest 
separation due to grid-finiteness (i.e. offset + (2*42)½ = offset + 0.051 degrees 
horizontally and 4 km vertically) and the difference between the two was calculated 
and plotted above for each offset.  This plot shows that the largest travel-time residual 
to be expected due to grid finiteness is around 1.0 s for P-phase arrivals and 1.8 s for 
S-phase arrivals. 
 

The regional grid was assigned nodal spacing of 16 km and covered 20º east-west and 

15º north-south (the southern boundary abutting the southern boundary of the local 

grid; figure 3.5) with depth layers of 15, 30, 60, and 100 km.  Travel times in both the 

local and regional grids were calculated from the tibet3 velocity model.  It is 

important to note that, because these grids are constructed using an equal-distance 

projection, that each sub-grid must have the same origin, as is defined by the latr, lonr 

parameters in the ttgrid parameter file.   

 

Events that do not fall within the local or regional grids may be associated on the 

teleseismic grid (below) for which travel times were calculated using the IASP91 



197 
 

velocity model (Kennett and Engdahl, ‘91).  This grid provided global node coverage 

and consisted of a 2-dimensional slowness mesh (‘slow’ for the mode parameter) with 

251x251 nodes from slownesses of -0.13 to 0.13 in the x and y directions.  

Slownesses were calculated for a depth of 30 km. 

 

The most time-consuming aspect of the preliminary-location processing took place 

with the grid processing.  Sets of detections are passed through the grid associator 

which searches for possible locations from which they could have originated.  The 

processing steps that the grid associator undergoes follow BRTT, (2007).   

 

Firstly, the detections are time-ordered and a set of detections to be processed is 

sequestered such that the time difference between the first and last detection is 

process_tcycle long.  This parameter is used to limit the length of the processing set 

to prevent saturating the computer memory with an enormous data set.  I set this 

parameter to 1800 s which proved to allow a large number of detections to be 

processed without a great decrease in processing speed.  A smaller value is not 

desirable because a subdivision in detections takes place which could subdivide the 

detections from an earthquake and multiple origins (records in the event, origin, and 

assoc tables) will potentially be created. 

 

Within this subset, detections are processed by dbgrassoc in groups of 

process_time_window detections.  This parameter constrains the maximum time 

difference to be expected from earthquake arrivals.  I set this parameter to 230s, 

which is approximately the S-phase moveout across the entire HiCLIMB phase II 

network for a shallow focal depths.  Setting this parameter to a much higher value 

does not noticeably improve the association of detections, however it does slow the 

processing down tremendously. 

 

Detections that cluster within a window defined by the cluster_twin (defined 

separately for each grid) parameter are counted for each grid node and the node that 
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has the greatest number of clustering arrivals is set as the origin and the average 

clustering time is set as the origin time.  To determine the value of cluster_twin (table 

3.4), I considered the possible sources of arrival-times errors including travel-time 

errors based on inaccurate picks, velocity model errors, and timing errors resultant 

from grid finiteness.  As in figure A.3.8, the maximum error due to travel-time grid 

finiteness within the local area is roughly 1 second for P-phase arrivals, respectively.  

Combined with these values, I allowed for up to 0.5 seconds of delay in the arrival 

picks (figure A.3.10 shows an example for a small-magnitude – M ~ 2.5 – shallow 

event at an offset of 2.5 degrees) and roughly 1 second error due to potential velocity-

model inaccuracies.  The combined error for associating picks is +/- 2.5 seconds 

which dictated setting cluster_twin to 5 for the local grid.  For the regional grid, I set 

cluster_twin to seven to account for additional travel-time and automatic-pick errors.  

For the teleseismic grid, I set cluster_twin to 5.0, which is smaller than the value for 

the regional grid because the travel-time differences (and therefore errors in the 

travel-time model) for a teleseismic event should be much less than for a regional or 

local event. Additionally, the waveform character varies much less for a teleseismic 

event than a local or regional as recorded across an array.  Therefore, the pick errors 

should be relatively consistent.   

 

  
Figure A.3.10 – Unfiltered waveform (major time divisions are 0.5 s) recorded at 
station H1160 a distance of 2.5 degrees and the automatic pick, labeled with a red ‘d’ 
flag.  The actual P-arrival, labeled with a blue ‘P’ flag, arrived just less than 0.35 s 
prior to the automatic pick. 
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After an origin is found with at least nsta_thresh (table 3.4) detections that clustered 

within cluster_twin seconds, an event is declared and any detections that cluster 

within 2 x cluster_twin are also associated with the event, but are considered to be 

non-defining arrivals.  This non-defining status signifies that the picks are likely 

associated with the event, but should not be used for event relocations because the 

residuals are too large. 

 

At this point, dbgrassoc attempts to fit S-arrivals with the origin.   Based on the 

experience of the grid-associator developers, S-arrivals are not to be used in the initial 

association step because many more mis-locations are generated from them rather 

than improved locations (BRTT, 2007).  As a result, it is recommended that the user 

set the try_S parameter to no but set the associate_S parameter is set to yes.  If is 

associate_S is yes, then the associator then returns to the candidate-arrivals list and 

attempts to fit S-arrivals to the candidate arrivals.  Further, if reprocess_S is set to 

yes, then all associated arrivals are re-passed through all of the travel-time grids with 

try_S set to yes. 

 

All associated arrivals (defining and non-defining) are temporarily removed from the 

list and, as mentioned above, the remaining candidate arrivals are processed until no 

sets of at least nsta_thresh (defined separately for each grid) detections can be 

associated with any nodes.   

 

The nsta_thresh parameter was set individually for each grid, with an increasing value 

for the increasing offsets to the grid nodes from the stations.  These values were set to 

increase with the scale of the grid because, with smaller values it is not difficult for 

the grid associator to associate almost any set of detections to a distant grid node if a 

small nsta_thresh is required.  For the local grid, I found through practice that far 

fewer illegitimate events were created with nsta_thresh set to seven.  A smaller 

number created many more bogus associations while a larger number caused small, 
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local events to remain unassociated by dbgrassoc.  The following table shows the 

nsta_thresh and cluster_twin values as set for each grid. 

 

Table 5.5– dbgrassoc Parameters and Values for Each Grid 

Grid name Parameter Value 
local nsta_thresh   7 
 cluster_twin 5 
regional nsta_thresh   10 

 cluster_twin 7 
tele nsta_thresh   12 

 cluster_twin 5 
 

Once no more events can be removed from a subset of detections, the next set of 

time-ordered candidate arrivals is appended to the original set and this large set is 

recursively processed in the same way.  This continues until all the candidate arrivals 

in the original time-ordered list are processed and then the next set of detections 

spanning process_time_window is gathered for processing.  This type of reprocessing 

of the detections increases the number of detections that are processed at a time and 

allows all arrivals from an event (even if there are more than process_tcycle arrivals) 

to be associated with an event. 
 

Reprocessing of candidate arrivals can yield identical events because detections for a 

single earthquake may be subdivided during the grid processing.  Therefore, there is 

an option to assess origin uniqueness when dbgrassoc attempts to add a new origin to 

the database.  This is employed if the user does not use the –noassoc switch on the 

command line.  When smart association is use, after the first origin and arrivals are 

added to the database, dbgrassoc performs origin-comparison checks with each 

newly-associated candidate origin and a subset of the already-populated database.  

The Antelope manual page that describes the steps taken by the smart-associator is 

orb2dbt, which thoroughly describes the smart-association process.  I will not discuss 

herein the associator’s steps taken, but will include the parameters that I used that 

pertain to this processing. 
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Parameters set in the dbgrassoc parameter file control the behavior of the smart 

association process.  The parameter assoc_screen_new , which I set to ‘time,’ selects 

the origin-table field that is used to subset origins in the output database for 

comparison with the candidate origin.  The parameter assoc_screen_old , which I set 

to (time-230.0)::(time+230.0), the same value as the process_time_window 

parameter, is used to subset the output database to gather the origins for comparison.   

This will gather all origins with origin-times within 230 s of the new-origin’s origin 

time. 

 

To test for arrival associations, travel-times are calculated using the assoc_method, 

which I set to tttaup, and the assoc_model, which I set to tibet3.  These are the same 

model and method used in creating the travel-time grids described above.  For arrivals 

from old and new origins to associate, they must differ by no more than 

assoc_P_thresh, which I set to 2.5 (one-half of cluster_twin), or assoc_S_thresh, 

which I set to 3.0, for P- and S-arrivals respectively.   

 

If the smart-associator determines that the new origin is associated with an old origin, 

then a preferred origin, the “prefor” is determined.  For all associated origins, the 

preferred origin is the one with the largest number of defining arrivals, called “ndef”.  

If two origins have identical ndef’s, then the origin with the lowest SDR is selected as 

the prefor.  The event table is updated, if necessary, to reflect the preferred origin:  

the prefor attribute is set to the orid of the preferred origin.  The origin and assoc 

tables are updated with new records for this origin.  The arrival table, however, is 

only updated if new arrivals were added for this origin.  Duplicate records in the 

arrival table are not allowed.  
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A.4 Database Cleanup 
 

A.4.1 Removing duplicate arrivals 
I removed redundant arrivals that were associated while creating the grid solutions.  

These arrivals can be created if dbdetect, for example, makes more than one detection 

for an earthquake for a given phase (e.g. Pn and Pg).  If the detections fall within 

cluster_twin, then dbgrassoc will associate both arrivals as the same phase (e.g. P) for 

the origin.   

 

I found no means to allay this effect in setting dbgrassoc parameters other than 

preventing detections from occurring within such a small time window.  However, 

doing this would prevent S-arrivals from being detected for near-by events.   This 

problem results in a single station having more than one ‘vote’ on where the 

conception of an event and on where the origin lies.  Also, when relocating events 

with this problem, Antelope is not able to decide which arrival to use as the P-arrival 

for the location (if both are time-defining) and selects which to use arbitrarily.   

 

To fix this problem, I wrote some routines that remove all but the earliest same-site, 

same-phase arrival associated with an origin.  The first script, find_dbl_arrs.m, finds 

origins (orids) that suffer from this problem.  The second, rm_dbl_arrs.m, uses the 

orids that were found by find_dbl_arrs.m and does the removing which includes the 

following:  removal of the record from assoc and arrival (if this arrival is shared with 

no other orids) and updating the ndef field in origin.  If removing this arrival results 

in decreasing the ndef attribute in origin below four, then this origin is removed.  

 

I ran this routine after completion of dbgrassoc to reduce the number of events that 

will be run through subsequent filters and to reduce the number of events and arrivals 

that will be eventually be merged.  An additional reason to run this routine at this 

point is that the following attempts to filter out spurious events from the database 



203 
 

based on spatial groupings of arrivals.  Leaving these arrivals in the database could 

result in preserving a spurious origin which might otherwise be deleted by this filter. 

 

A.4.2 prelim_loc_cleanup.m 
The filter prelim_loc_cleanup.m, was designed to be passed across the database 

following application of the grid-associator (and the removal of double arrivals).  

Because I describe the tests applied by the filters in the main body (Section 3.4.1.1), I 

will solely discuss parameter selection in this section. 

 

min_sites = 30: 

I used a value of 30 for the min_sites parameter.  This means that origins with more 

observations than 30 are not assessed by this filter. 

 

max_D = 0.75: 

I used a value of 0.75 for the max_D parameter which sets the distance in degrees 

from the first- or second-recording station (in degrees) in which a minimum number 

of sites (set by the min_H_sites and min_T_sites parameters) must have recorded an 

arrival for the event to be preserved (in the first, second, and fourth tests). 

 

min_H_sites = 4: 

I used a value of 4 for the min_H_sites parameter which is used in the first, second, 

and fourth tests as the minimum number of sites in the phase II main-array (except for 

station H0641) which must fall within max_D of the first- or second-recording 

station. 

 

min_T_sites = 2: 

I used a value of 2 for the min_T_sites parameter which is used in the first, second, 

and fourth tests as the minimum number of sites in the phase II lateral-array 

(including H0641 and LSA) which must fall within max_D of the first- or second-

recording station.  This parameter is set smaller than the min_H_sites parameter 
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because of the lower station density in the lateral array.  It is set low to prevent 

potentially valid, locatable earthquakes from being removed from the database when 

there were few stations operating.   

  

pf_orids = ‘y’: 

While the grid associator performs a useful function in its uniqueness-testing and 

smart association of new events with the database through the application of the 

smart-associator (Appendix section 3), this proved inadequate to greatly reduce the 

number of spurious events being created.  To reduce the number of events in the 

database, I ran this filter with an option to remove non-prefor orids (which have either 

lower ndef, or higher RMS residuals than the associated prefor orid).  

 

Setting this parameter to ‘y’ resulted in the removal of all orids that are not the prefor 

orid for an event.  This is desirable because when events in the database are relocated, 

only the prefor orid is relocated.  Therefore, these extra origins are now of little 

immediate use and their numerous arrivals only obfuscate and clutter plots and the 

database tables.  A caveat of removing these non-prefor orids is that some these orids 

may have associated arrivals that in reality should be associated with the prefor orid.  

However, it is seemingly not possible to correctly select which arrivals to preserve.  

For example, one would have to decide whether or not to make all arrivals defining 

(timedef = d).  Doing this in an automated manner would create more problems than 

improvement of locations. 

 

When a prefor orid is removed by this filter and there is another orid (not yet 

removed) associated with a given evid, then a new prefor is set in the event table. If 

more than one remaining orids are associated with this evid, then the one with the 

largest ndef is selected as the prefor orid. 
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A.4.3 Filtering History 
For filters that repair events by removing or altering arrivals rather than solely 

removing the event, I tracked the history of changes that events underwent using the 

commid field in the arrival, assoc, and origin tables.  This field is defined in the 

remark table in which the commid is uniquely assigned to corresponding comments 

which lay out the filtering histories.  All of the MATLAB filters (files with .m 

extension) discussed below that remove or alter arrivals employ this procedure. 

 

A.4.4 rm_recenter.m 
The first REF TEK weekly recentering period was on 2004160:01:00.  This filter (see 

main-body section 3.4.1.2) operates on arrivals from stations with REF TEK 

dataloggers fall within a time-window of 25s following the initiation of the re-

centering period.  For such arrivals, the phase name is changed to ‘rc,’ the timedef 

attribute is switched to ‘n,’ and the ndef and nass attributes are decreased to reflect 

the changes. 

 

A.4.5 Gap Processing 
Many of the routines that attempt to repair events operate by searching for gaps 

between stations with arrivals in the offset-ordered list of operating stations.  In order 

to have these routines perform an accurate assessment of the gaps, the operating-

station list had to be carefully made for each event.  To accomplish this, I calculated 

the P-phase arrival time at the minimum associated arrival offset, tmin, and S-phase 

arrival time at the maximum offset, tmax, for each event in the database.  I used the 

time window (tmin,tmax) to subset the wfdisc table to create the list of operating 

stations.  Travel times were calculated with respect to the tibet3 travel-time model. 

 

A.4.6 rm_solo_S.m 
I chose a gap of five for use with this filter for all iterations in which the ‘noP’ 

parameter was set to yes (which causes the gap algorithm to only remove S-arrivals if 
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there is no P-arrival at the same site).  The gap value of five allowed rm_solo_S.m to 

repair and improve many events while removing legitimate S-arrivals from few 

events as observed by inspection.  Decreasing the gap to four, however, would result 

in many more valid S-arrivals being removed.   

 

When the values of the ‘noP’ parameter was ‘no,’ which means P-arrivals are not 

considered in the S-arrival gap-analysis, the S-arrivals that were removed with a gap 

smaller than 15 were legitimate S-arrivals at far offsets.  While this occurred 

occasionally with the gap of 15 stations, it was less frequent and allowed removing S-

arrivals from 10,661 events.  The following figure shows this filter had little effect on 

higher-ndef (20+) events.  This is also true for the lower ndef events, so, while these 

S-arrivals were largely spurious, they were not crucial constraining event locations.  
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Figure A.4.1– Maps showing locations of ndef 20 and greater events filtered with 
rm_solo_S.m prior to (red circles) and after filtering and relocation (green circles).  
Note the minor improvement in the tightness of the main cluster to the west of the 
recording stations.   Over all, there is little change in the event locations. 
 

An additional detail on the operation of this filter is that it will not remove S-arrivals 

for events west of 86º E from the stations H0780, H0790, H0800, H0810, H1420, 

H1421, H1422, H1423, H1424, and H1425.  Because of their locations (azimuths) 

these sites are very important in constraining the location of events to the west of 86º 

E, particularly the events around the Payang Basin.  Frequently, legitimate S-arrivals 

are associated at some of these stations, but because of station outages, radiation-

pattern effects, and signal attenuation, there are gaps in the offset-ordered operating-

station list adjacent to these stations.  This causes valid arrivals from these very 

important stations to be removed.  I deemed it more important to retain these S-
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arrivals for the sake of constraining higher-ndef event locations than leaving the 

occasional invalid S-arrival at these stations.  Therefore, for events west of 86º E, 

there may remain spurious S-arrivals at those stations. 

 

A.4.7 near_delta_gap.m 
I used a value of one (1) for the arr1 parameter and a value of four (4) for the 

max_gap parameter which caused the gap-search algorithm to search for a gap of 

more than four stations between P-arrivals after the first associated P-arrival.  Using 

this parameter combination would have adversely affected many events because there 

are some non-spurious, well-located earthquakes.  Therefore, I used a skip-file with 

this filter which caused it to not process many events which, as determined either by 

manual inspection or by virtue of the ratio of the number of S-to-P arrivals, should 

not have been processed.  Events with a large S-to-P arrival ratio often are missing P-

arrivals at close offset which results in gaps in the P-arrivals.  These events are often 

well-located and, therefore, should not be filtered by this routine.    

 

While there were many events (almost 1400) that were skipped, there were many that 

benefited from the multiple iterations of this filter; if max_gap were larger than four, 

many of these would not have been repaired.  Additionally, using a max_gap of less 

than four dramatically increased the number of adversely affected events to a quantity 

well beyond the point of being able to manually inspect the affected events and skip 

those that should be skipped. 

 

Also, I noticed that the vast majority of events filtered in the first instance of this 

filter that were ndef 15 or greater were spurious.  Therefore, I spot-checked the ndef 

15 or greater events – particularly focusing on clusters of epicenters – and removed 

all that were not found to be spurious events or unrepairable earthquakes.  This 

resulted in removing 2,092 of the 20,493 filtered events.  Following the third 

iteration, I found that all 112 events of ndef greater than nine out of the total set of 

2,095 events should be removed.  And, after inspection of the 436 events filtered by 
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the fourth iteration, I only kept 14; the remainders were either unrepairable or 

completely spurious.  For the second iteration, I did not observe any such trends that 

would allow a large-scale removal of events. 

 

A.4.8 rm_filtered_deep.pl 
I selected the threshold-depth, the depth below which the filtered and relocated events 

are to be removed, to be 15 km (Chen and Molnar, 1983).   Langin et al. (2003), 

found the vast majority of seismicity in central Tibet (spanning the Lhasa and 

Qiangtang Terranes) to originate from depths shallower than 10 km.  Also, Monsalve 

et al. (2006) found most events in southern Tibet to nucleate at depths of 15 km and 

shallower.  Therefore, confidence is increased that events brought into the local-area 

after filtering have improved locations, rather than being spurious events introduced 

into the area of interest, if their depths are 15 km or shallower.   

 

Additionally, in general I have found that events that are located deeper than 15 km 

and have a lower ndef are often not well located, at best, or have spurious 

associations, at worst.  The events removed by rm_filtered_deep.pl are predominantly 

of ndef less than 20.  As an example, after the first four iterations of 

near_delta_gap.m, of the 1,118 events which rm_filtered_deep.pl determined should 

be removed, only 28 had ndef of 20 or greater (which, upon inspection, were all 

events that should be removed).  With few exceptions (which were ultimately not 

removed), these lower ndef events, which are located at depths greater than 15 km, 

could be categorized within three groups that should be removed:  regional or 

teleseismic event mis-located within the local region; spurious-arrival events; 

unfixable events with spurious arrivals. 

 

A.4.9 arr2S.m 
This routine attempts to merge two earthquakes, events 1, the associating event, and 

2, the associated event.  If sufficient arrivals from event 2 can associate with event 1, 
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those arrivals that associate are joined with event 1, while all others are removed from 

the database, including event 2.  To join with event 1, there must be enough arrivals 

from event 2 such that the ratio of the number of associating arrivals to ndef (of event 

2) must be greater than rS.  It is necessary to have a parameter like this to prevent 

occasional, legitimate arrivals from a high-ndef event from associating with another 

event.  If many arrivals associate (i.e. high rS), then the events should more likely be 

associated. 

 

Alternatively, this routine can be executed with a do_file that takes a file consisting of 

lines of pairs of orids that should be merged and which ignores the rS parameter (i.e. 

only residuals are considered when associating arrivals – see below).  In this way, a 

search is not performed, but the routine solely acts on the prescribed orid pairs. 

 

In either mode – search or do_file – association occurs if S-arrivals from event 2 fall 

within a defined residual tolerance with respect to the arrivals predicted from event 1.  

I configured the residual tolerance to be +/- 2.5 s (the analog to cluster_twin of 5 s 

used with dbgrassoc; section 3.1.4.9) at offsets 0º to 1º and increase linearly to +/-3.5s 

from 1º to 3º with the Sres1, Sd1, Sres2, and Sd2 parameters, respectively.  

Additionally, I prohibited associations from offsets farther than 3.5º with the dmax 

parameter.  I allowed the residuals to increase with offset in an attempt to find 

additional events that should be associated in this manner.  Eventually (Section 3.6), 

these S-arrivals are down-weighted to be of no consequence for event locations. 

 

To calculate the travel-times for the associating S-arrivals, I fixed event depths to 10 

km and used the same velocity model and travel-time calculator that was used by 

ttgrid.  This was done because these associating events, likely of poor-quality and 

commonly located around the Payang Basin – west of the linear main-array, 

frequently have ill-constrained depths which will affect the travel times.  Therefore, I 

fixed the event depths at a reasonable depth for seismicity of 10 km. 
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From inspection, I found that nearly all events with rS of 0.65 should be merged.  

However, while 165 events were merged with the first iteration of this routine, 57 

events were skipped (included in the skip_file) that the routine would have otherwise 

merged.  That roughly 25% of the events found were to be skipped indicates that, to 

be the most effective and to prevent the introduction of additional problems to the 

database, the results of running this routine needed to be carefully inspected. 

 

Many events that I inspected during the iterations of this routine were poorly 

associated (many spurious associations) and would not be aided by associating 

additional arrivals.  Also, it would artificially increase the apparent quality of a poor-

quality event by increasing ndef.  Therefore, many of these events that could have 

been affected by this routine were simply removed.  The following figure shows the 

locations of the 627 events that were removed for these reasons. 
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Figure A.4.2 – Maps showing locations of all events that were removed after 
inspecting the events that were associated with rS > 0.40 by arr2S.m.  These events 
did not benefit from this routine or by any of the automated processes used in this 
project.  Therefore, they were removed from the database.  While there is largely non-
structured scatter on the plot, there is a region, circled in blue, in which events seem 
to cluster.  This region is roughly equidistant from the linear, main-array as is the 
Payang Basin region which is marked by a blue square.  These are likely all events 
from the Payang Basin region whose locations cannot be constrained by the automatic 
arrivals.  From inspection, this was commonly common the case. 
 

A.4.10 far_delta_gap.m 
As with near_delta_gap.m, there was a subset of the events filtered with 

far_delta_gap.m that should be discarded based on inspection.  For the second 

iteration of this filter, I observed that all 189 events of ndef less than 15 events should 

be removed. 
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A.4.11 do_P2S.m 
This routine used S-arrival minus P-arrival times, tS-P, at particular stations to attempt 

to identify events for which S-arrivals were mis-associated as P-arrivals in the Payang 

Basin region (where this problem is not uncommon).  For a high-quality event from 

the Payang Basin, I compiled tS-P times for a set of stations.  I used these S-P times in 

the routine find_S2P.m which searches for pairs of same-station arrivals in the arrival 

table with time differences equal to the tS-P at the corresponding station.  I included an 

error factor in this search routine of +/-3.5 s to increase the identification of pairs of 

events. 

  

If two or more stations have S-P times of the observed tS-P +/- 3.5 s, and the same-

station arrivals are associated with different events, these orids are output to a file for 

inspection.  In this way, 191 event pairs were found.  Of those, 48 pairs were 

modified by do_P2S.m to convert the P-arrivals from the later event (and drop all its 

S-arrivals) to S-arrivals with the preceding event.  Following this association process, 

only two events were improved with the addition of the S-arrivals (Main Body, 

Section 3.4.4.1).  All other events in the study area were removed from the database. 

 

A caveat of this routine is that it cannot identify an event whose S-arrivals were 

associated as P-arrivals unless there is a preceding event (i.e. same-station arrivals 

associated with distinct events).  Therefore, it is not possible to identify an event with 

this S-to-P association problem without a pair of events in the database.  While it is 

ostensibly feasible to identify these S-to-P events from the Payang Basin region by 

the predicted moveout, this is problematic because, as in the following figure, there 

are events whose P-arrival moveout is similar to the S-arrival moveout for Payang 

Basin earthquakes.  Therefore, this approach was not attempted. 
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Figure A.4.3 – Waveforms, ordered by offset with time-divisions of 10 s, from an 
earthquake just west of the phase II main array.  Predicted S-arrivals from a well-
located Payang Basin earthquake are plotted in red (Sg and Sb phases) on top of the 
waveforms.  The similarity between the predicted S-arrivals and the actual P-arrivals 
(in the waveforms) would make it difficult to make use of predicted S-arrival 
moveout to find events with S-to-P arrival mis-associations. 

 

A.4.12 close_density_cutoff.m 
The following is a brief discussion on the inspection of events removed by the first 

instance of close_density_cutoff.m.  I inspected all events within the local area of 

ndef 20 and greater, though only if the hypocenter depths were shallower than 150km 

for ndef 20 to 24.  For ndef 15 to 19, I looked at all lateral-array events and any 

clusters of events. For ndef 10 to14, I looked at eight areas where events loosely 

clustered and I spot-checked elsewhere in the lateral array.  After this extensive 

search, I found 30 events that should be preserved in the database.  I did a cursory 

inspection of events of ndef less than 10 and I found only one that could be preserved, 

but otherwise, these are events that should be removed from database; they are mis-
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associated, poorly located events that are distributed homogeneously across the local 

area. 

 

For events with one arrival in the first ten stations, I inspected all events of ndef 

greater than nine and found only 3 that should be preserved of the 299 that failed 

these criteria.  The following map shows these removed events within the local 

region. 

 

 
Figure A.4.4 – Map showing events in the vicinity of the HiCLIMB phase II network 
which had only one arrival in the closest ten operation stations and were removed by 
close_density_cutoff.m.  Epicenters are colored as: ndef < 10 in red; 10 < ndef < 20 
in green.  Waveforms from the event plotted as the enlarged green epicenter are 
shown in the following figure. 
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Figure A.4.5 – Waveforms and arrivals from the enlarged epicenter plotted in the 
previous figure.  The arrivals associated with this ndef 19 event are those through 
which the predicted arrivals, white, pass.  Note that these associated arrivals are from 
two earthquakes with P-arrivals delineated by a dotted lines and S-arrivals by dashed 
lines.  Additionally, note that most P-arrivals are actually S-arrivals from the earlier 
earthquake. 
 

For events with two arrivals in the first ten stations, I inspected almost all events of 

ndef greater than nine and spot checked events of ndef less than or equal to nine and I 

found only 12 events that should be preserved of the 5,001 that failed these criteria.  

The following figure shows these removed events within the local region. 
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Figure A.4.6 – Map showing events in the vicinity of the HiCLIMB phase II network 
which had only two arrivals in the closest ten operation stations and were removed by 
close_density_cutoff.m.  Epicenters are colored as: ndef < 10 in red; 10 < ndef < 20 
in green; ndef > 20 in blue.  Enlarged blue epicenter labeled ‘31’ is discussed below. 
 

While there are numerous areas where events tend to cluster (see figure above), 

excepting the 12 events I found which be preserved, I found that all of these events 

were mis-associated.  The following figure shows an example event removed by this 

application of close_density_cutoff.m, enlarged in blue and labeled with ‘31’ in the 

map in the previous figure.  This event is one of the highest ndef events removed 

(ndef = 31) whose location falls within a notable cluster (other high-ndef events that 

do not fall within a cluster are mis-associated events that unambiguously should be 

removed).  This is also one of the only events within the local region whose location 

is likely accurate.  While the location is probably reasonable, it cannot be known with 

certainty (note contamination from a precursory event in the following figure); 

therefore, it is good that it be removed.  Because this is the highest-quality, high-ndef 
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event in the location region, and it should be removed, this corroborates that events 

that failed to have two arrivals in the closest ten stations should in fact be removed. 

 

 
Figure A.4.7 – Waveforms and arrivals from the enlarged blue epicenter plotted in the 
previous figure labeled ‘31’.  The arrivals associated with this ndef 31 event are those 
through which the predicted arrivals, white, pass.  A precursory event prevented 
many arrivals from being automatically detected for this event and renders it 
impossible for an analyst to accurately manually pick arrivals. 
 
For events with three arrivals in the first ten stations, ultimately the second instance 

of close_density_cutoff.m, I inspected them all of ndef greater than nine through orid 

10,000 and I also looked at all earthquakes of ndef greater than or equal to 25, and 

most through ndef greater than or equal to 20.  Also, I spot checked samples of events 

that loosely clustered from the lateral array, between the lateral and main arrays, 

along the Himalaya arc and into Nepal, and in areas with lots of epicenters for ndef 

greater than nine and less than 20 and found that 33 events should be preserved.  

Additionally, I did a spot check events of ndef less than 10 in some areas with 

clustering events (e.g. Pum Qu Xianza graben, Tangra-Yum Co rift, Unnamed Fault 

1,and Payang basin region) and found only 2 events that could be preserved.  In total, 



219 
 

I found 35 events that could be preserved of the 5,384 that failed these criteria.  The 

following map shows these removed events within the local region. 

 

 
Figure A.4.8 – Map showing events in the vicinity of the HiCLIMB phase II network 
which had only three arrivals in the closest ten operation stations and were removed 
by close_density_cutoff.m.  Epicenters are colored as: ndef < 10 in red; 10 < ndef < 
20 in green; ndef > 20 in blue.  Enlarged blue epicenter labeled ‘7’ is discussed 
below. 
 

Many events removed fall near the Payang Basin region and resemble those seen in 

figures 3.19, 3.20, 3.46, 3.62, 3.65, and 3.67 of the main-body:  they are events from 

near the Payang basin that have switched phases (P-arrivals as S-arrivals, and vice-

versa), and/or are split events, and or merged events.  Events that cluster in other 

regions, e.g. Unnamed Fault 1 along the main-array, and in the lateral-array, show 

analogous association problems.  Commonly, events consist largely of a subset of 

arrivals from an event near the Payang basin.  The following figure shows an example 

event. 
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Figure A.4.9 – Waveforms and arrivals from the enlarged red epicenter plotted in the 
previous figure labeled ‘7’.  The arrivals associated with this ndef seven event are 
those through which the predicted arrivals, white, pass and highlighted in pink.  
Arrivals from the actual earthquake, originating in the Payang basin region, are 
indicated by light-blue curves: P-arrivals dotted; S-arrivals dashed.  This event is 
located along the main array. 
 

A.4.14 ndm_discover.m 
To establish the StaRatio, Dmin, and M parameter values, I ran ndm_discover.m with 

M = 2; and Dmin = 1.0.  There were only 40 spurious events of the 507 found by this 

routine and they all had a StaRatio of 0.5.  Therefore, I used a StaRatio of 0.5 and 

varied M and Dmin to find events to be removed in the first two instances of this 

routine.  In the third instance, however, I used a StaRatio of 1.0 which effectively 

means that I looked at all events in the database of magnitude greater than or equal to 

3.0 and a Dmin of 7.0 or less. 
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A.4.13 do_S2P2.m 
To find events to be repaired by do_S2P2.m, I executed a routine, find_P2S.m that 

searched for events based on attempting to fit S-arrivals with a P-phase travel time.  

The search criteria were a P-arrival residual of 2.0 s within the first 10 stations.  The 

residual of 2.0 was the maximum residual that fit well without causing an abundance 

of legitimate S-arrivals to be flagged as potential P-arrivals.  I searched within the 

first 10 stations because the mis-association of phases does not seem to extend 

beyond this many stations.  In addition to the events that were fixed by this routine, I 

removed any events that I deemed were un-repairable or which were yet spurious 

events within the database.  The following plot shows these removed events. 
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Figure 5.1 – Plots of events removed by inspection of earthquakes during the 
do_S2P2.m filtering.  Most events are immediately nearby the main array, but others 
cluster around the Payang Basin region.  Plotted events were either un-repairable, or 
entirely spurious. 
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A.5 relocate 
All earthquake locations after the grid-association phase was completed were carried 

out with the program relocate.  This program uses an iterative least-squares method 

discussed in Section 2.1 to calculate relocations of the events.  This program takes a 

database and parameter file as the primary arguments and outputs a new database 

with updated locations, associations, and error estimates. 

 

For the first relocation of the database, I used the command-line argument –useold 

that causes relocate to use the locations in the database as the starting model in the 

location process.  After this, I performed relocations using two methods of 

establishing the starting model: 1) the –useold method and 2) the closest-station 

method.  I used both methods because sometimes using the database location as the 

starting location gives a better solution while at other times, using the closest station 

as the initial location gives a better solution.  The closest-station starting location may 

perform better when arrivals are removed through filtering.  If removing the arrival 

were to allow the solution to vary greatly from the database location, using the –

useold flag could prevent the solution from finding the proper RMS (root mean 

square arrival time residual) minimum, and the final solution would be a local 

minimum, rather than the global minimum.   For the relocations performed with both 

methods, the ‘better’ solution is the one which returned the lowest SDR residual.   

 

Because the starting model could be quite different from the actual event location, I 

did not use distance weighting or residual weighting for relocate at any point through 

the database filtering.  This was for two reasons.   First, while filtering the database, I 

had not yet assessed at what offsets the arrivals should be down-weighted for distance 

weighting.  Second, using residual weighting could have a detrimental effect on 

down-weighting legitimate arrivals when mis-associated arrivals have significant 

influence on event locations.  Third, as above, because the starting location could be 

quite different from the actual location, arrivals of great importance to constraining an 
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event location could be down-weighted and under-used in determining the 

hypocenter. 

 

To calculate the travel times, I used the taup travel-time calculator during the filtering 

and relocation phase of the processing.  Travel times calculated with the taup method 

are determined from a spherical-earth structure which more accurately locates events 

at all offsets than would a flat-earth structure.  There are caveats to this method, 

however, such as events tending to favor particular, likely inappropriate, depths.  For 

example, many high-ndef events locate at the surface (depth = 0 km), which is highly 

unlikely, especially for larger-magnitude events (e.g. the main shock of the 11 July, 

2004 Payang Basin earthquake).  Additionally, this method does not allow the user to 

employ station elevation corrections and rather assumes all stations are at the same 

elevation.  While these caveats are non-trivial, I considered them less important 

during the filtering than introducing a significant travel-time residual due to a flat-

earth model at larger offsets which is of little importance for our model which was 

derived using a flat-earth travel-time calculator. 

 

After the database filtering was completed, I made several changes to the 

implementation of relocate.  Of greatest import, I used a revised velocity model, and I 

used distance weighting.  An improved velocity model was derived using two high-

quality, manually-picked arrivals for events that occurred in the PQX graben.  Events 

were selected from this region because they are geometrically well-covered by the 

HiCLIMB network (which increases the epicenter accuracy) and have a station at 

small offset (which increases the depth resolution).  Additionally, ray paths sample a 

significant portion of the crust and mantle within the local region which makes these 

events appropriate to determine a velocity structure for the entire HiCLIMB phase II 

study area. 

 

Analysis involved fitting a travel-time curve through observed travel times and 

offsets.  It is clear that not all arrivals fall on a single line (figure A.5.1), which is due 
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to variations in the actual earth structure and to analyst error in selecting the picks.  

To determine the slope of each line segment in the travel-time curve, the earliest 

picks were selected for consistency and a line was manually fit through these picks.  

Then, to determine the crossover distances and to account for the variability within 

the travel-time picks, the best-fitting time-axis intercepts were calculated, keeping the 

slope fixed.  The inverse of the slope of each line segment is used to solve for 

velocity of each layer and the crossover distances are used with the layer velocities to 

solve for layer thicknesses using direct- and head-wave travel time equations as in 

equation 6.63 in Shearer, ‘99.  Crossover distances needed to be corrected for event 

depths prior to solving for the layer thicknesses.  This was handled by extending the 

ray path from the source to the surface for each head wave, as though the earthquake 

occurred at the surface.  The horizontal projections of each ray-path extension are the 

corrections that must be applied to each crossover distance. 

 

 
Figure A.5.1 – Travel time versus offset plot with picks and best-fit lines used to 
calculate a revised velocity model for the local region. 
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A.6 Depth Sensitivity 
I conducted depth-offset sensitivity trials with two events in the PQX graben where 

the velocity structure is the most accurate and for two events within 10 km of the 

southern main array (herein SMA).   For these events, focal depths should be 

resolvable based on information from the 0 – 10 km depth travel time differential 

(Section 4.2.3).  For each trial, I used different subsets of stations based on offset:  

1) No stations beyond the direct-wave – mantle-head-wave crossover 
distance (xc).  This tests whether or not depths can be resolved located 
using solely crustal-phase arrivals. 

2) No stations closer than xc.  This tests whether or not depths can be 
resolved using just the travel time information available in mantle arrivals 
(distances beyond 310 km in figure 4.14).  Two of the earthquakes lacked 
sufficient arrivals to be relocated in this trial (PQX-2 and SMA-2). 

3) No stations beyond 150 km.  This tests whether using fewer stations at 
offsets where there is no depth information (i.e. beyond 50 km) helps by 
potentially reducing the effects of increased pick lateness with offset 
(Section 4.2.1) and increasing the influence the closest stations have on 
the relocation.  This could show that predominantly nearby arrivals are 
more important that crustal arrivals up to xc.   

4) No stations closer than 150 km.  This trial is analogous to 3) in that it tests 
whether the influence of mantle arrivals can be increased with fewer 
stations at closer offsets than xc. 

5) Repeat trial 3) with an even closer distance of 100 km.  Only SMA events 
were relocated as this offset-cutoff prevented sufficient arrivals from 
being used in the relocation of PQX earthquakes. 

 

The results of these trials are compiled in Table 6.1 where PQX refers to the PQX-

graben earthquakes and SMA refers to the southern main-array earthquakes.  There 

were three trials when event depths moved from near-surface depths: 1) – using only 

stations with offsets less than xc, 3) using stations at offsets less than 150 km, and 5) 

using stations at offsets less than 100 km (only for a southern main-array earthquake).  
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The results show that there is no obvious, systematic means to resolve event depths 

based on arrival subsets.   

 

Table 6.6– Arrival-offset subsets depth-sensitivity results 
trial / 
subset EQ 

Depth 
(km) ndef RMS (s) 

1 PQX - 1 0.76 59 0.69 
< XC PQX - 2 10.35 53 0.70 
  SMA - 1 0.20 64 0.40 
  SMA - 2 0.42 29 0.43 
2 PQX - 1 0.68 34 0.68 
 > XC PQX - 2 NA NA NA 
  SMA - 1 0.26 7 0.68 
  SMA - 2 NA NA NA 
3 PQX - 1 9.28 15 0.57 
 < 150 km PQX - 2 0.00 9 0.58 
  SMA - 1 0.56 38 0.29 
  SMA - 2 0.12 36 0.23 
4 PQX - 1 0.61 83 0.63 
 > 150 km PQX - 2 0.88 26 0.84 
  SMA - 1 0.00 28 0.47 
  SMA - 2 1.46 20 0.73 
5 SMA - 1 6.18 23 0.18 
 < 100 km SMA - 2 0.63 19 0.13 

NA – insufficient arrivals to determine an event location. 

 

I then tested the sensitivity of the depths using the original arrival set by fixing the 

depth at 5 and 10 km.  Comparing RMS from these trials with RMS from the free-

depth inversion, table 6.2, helps to explain the results above.  All earthquakes are 

insensitive to depth from the surface to at least 5 km depth as there is no appreciable 

change in RMS.  It is clear that shallow depths achieve lower RMS than deeper 

depths. 
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Table 6.7– Fixed- versus free-depth inversion RMS comparison 

EQ 
original 
depth (km) 

 original-
depth RMS 

5-km fixed-
depth RMS 

10-km fixed-
depth RMS 

PQX - 1 0.85 0.65 0.65 0.71 
PQX - 2 0.29 0.76 0.77 0.88 
SMA - 1 0.68 0.44 0.43 0.47 
SMA - 2 3.75 0.38 0.39 0.49 

 

These results demonstrate that 1) event depths are not resolved between the surface 

and at least 5 km depth and 2) that RMS is minimized at near-surface depths.  While 

non-surface depths were achieved for one earthquake (different event in each trial) in 

three of the five trials, the mechanism employed to achieve this depth has inconsistent 

results in terms of achieving non-surface depths.  However, it can be surmised that 

these focal depths are shallow. 
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