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Abstract approved-

As the functionality of digital chips continues to increase dramatically, chip-

to-chip communication bandwidths must scale accordingly to avoid constraining

the overall system performance. Therefore, high speed transceiver design has be-

come an important research topic. In particular, the performance of the circuits

that are responsible for timing accuracy are important as bit periods continue

to shrink. Furthermore, in order for these circuits to have a true impact on the

performance of the system, they must use unique architectures to achieve timing

accuracy rather than simply trading power consumption for performance.

This thesis discusses issues related to the timing circuits on both the transmit

and receive side of the link. On the transmit side, a phase-locked loop (PLL) is

used to generate the clock that tells the driver when to start and stop driving the

current bit onto the channel. On the receive side, a clock and data recovery (CDR)

circuit is responsible for properly centering the sampling clock in the middle of

the bit period. Design techniques to achieve good timing performance in both the

PLL and CDR are proposed. Specifically, the PLL incorporates a supply regulated

tuning scheme to combat the high levels of supply noise present in large digital



chips and a resistor-based charge pump to reduce the charge pump flicker noise

contribution. The CDR uses oversampling to decouple the tradeoff between two

important performance metrics: jitter generation and jitter tolerance.

To validate the proposed ideas, both a PLL test chip and a CDR test chip

are presented. The PLL operates from 0.5GHz to 2.5GHz and achieves 2.36ps

rms jitter using a ring voltage-controlled oscillator. The power consumption scales

favorably with frequency, using much less power at lower frequencies where less

power is needed. The CDR operates up to 3.6Gbps with a BER of less than 10-12.

The measured jitter tolerance corner frequency was improved by a factor of 30

from 1MHz to 30MHz without increasing the recovered clock jitter.



©Copyright by Merrick Brownlee

November 10, 2006

All Rights Reserved



Low Noise Clocking for High Speed Serial Links

by

Merrick Brownlee

A THESIS

submitted to

Oregon State University

in partial fulfillment of
the requirements for the

degree of

Doctor of Philosophy

Presented November 10, 2006
Commencement June 2007



Doctor of Philosophy thesis of Merrick Brownlee presented on November 10, 2006.

APPROVED:

Co-Ma;' rofessor, representing Electrical and Computer Engineering

kik
Co-Major Professor, representing Electrical and Computer Engineering

Director of the School of Electrical Engineering and Computer Science

I understand that my thesis will become part of the permanent collection of Ore-

gon State University libraries. My signature below authorizes release of my thesis

to any read upon,request.1

/

Merrick Brownlee, Author



ACKNOWLEDGMENTS

I had no aspirations to pursue an advanced degree as an undergraduate. Four

the past five years, I have been dumbly going through doors as they open in front

of me, but I have very much enjoyed both the journey and the destination. My

first and foremost thanks go to God who opened those doors.

I have benefitted greatly from my association with my advisors, Dr. Un-Ku

Moon, Dr. Karti Mayaram, and Dr. Pavan Hanumolu. Drs. Moon and Mayaram's

reputation as "tough" advisors can be traced back to a desire to see their students

succeed, for which I am grateful. Dr. Moon was instrumental in my initial inter-

est in analog IC design as an undergraduate and my decision to undertake grad

school. I appreciate that early encouragement and the opportunities it has af-

forded me. Although the second half of my research has diverged somewhat from

Dr. Mayaram's area of interest, I have appreciated his continued interest in me.

On my first day of undergraduate research, Dr. Hanumolu, then a student,

was given the task of being my mentor. His guidance has been invaluable and has

really shaped my understanding of the topics contained in this thesis. He deserves

special recognition for his role in this work. I would also like to acknowledge Dr.

Gabor Temes, Dr. Huaping Liu, and Dr. Mike Pavol for their service on my

graduate committee.

This work would not have been possible without the support and friendship

of my fellow students. In no particular order, I would like to thank Jose Silva, Gil-

Cho Ahn, Min-Gyu Kim, Charlie Myers, Vova Kratyuk, Ting Wu, Jose Ceballos,

Martin Vandepas, Kerem Ok, Dong-Young Chang, Matt Brown, Jim Le, Chris

Hanken, and Dave Gubbins.

I learned a lot from two summer internships during the course of my work.



I'm grateful to Orhan Norman at National Semiconductor and David Johnson at

Intel for the opportunities to get some experience working in industry.

I'd also like to acknowledge funding from CDADIC, Semiconductor Research

Corp., and Intel Corp. The fabrication for the two chips described in this thesis

were donated by National Semiconductor Corp. and Samsung Electronics.

The School of EECS staff has been very supportive during my time here.

Among others I'm forgetting, I appreciate the help of Ferne Simendinger, Clara

Knutson, Josh Ferris, Todd Shechter, and Manfred Dittrich.

My wife and I have enjoyed our time in Corvallis largely because of our

friends here. Besides friends from the lab that I've already noted, I would like to

thank Dan and Natalie Morse, Forrest and Amy Arnold, Nate and Ramie Moody,

and Charlie and Meredith Myers.

Without question my greatest earthly source of love and support has been my

family. My two sisters, Macy and Megan, have been good friends and examples

to me and their families a constant joy. I'm not sure better parents than mine

exist. Their steadiness, unconditional love, and prayers have been a blessing to me

as long as I can remember. My closest family member and best friend is my wife

Hannah. She has loved and supported me with her huge heart through these grad

school years which I'll always remember foremost as our newlywed years.



TABLE OF CONTENTS

Page

1. INTRODUCTION 	 1

1.1 Motivation 	 1

1.2 Contributions 	 2

1.3 Organization 	 3

2. SERIAL LINK CLOCKING BASICS 	 4

2.1 Review 	 5

2.11.	 Intersymbol Interference 	 5

2.12.	 Bit Error Rate 	 7

2.13.	 Eye Diagrams 	 7

2.14.	 Jitter 	 7

2.2 Receive Jitter 	 10

2.3 Transmit Jitter 	 12

3. PHASE-LOCKED LOOP BASICS 	 14

3.1 Charge-Pump Phase-Locked Loop Operation 	 14

3.2 PLL Noise Analysis 	 16

3.3 VCO Phase Noise 	 18

4. CLOCK AND DATA RECOVERY BASICS 	 21

4.1 Clock and Data Recovery Loop Operation 	 21

4.2 Phase Detectors 	 23

4.21.	 Hogge Proportional Phase Detector 	 23

4.22.	 Alexander Bang-Bang Phase Detector 	 24

4.23.	 Phase Detector Parallelism 	 25



TABLE OF CONTENTS (Continued)

Page

4.3 Jitter Generation vs. Jitter Tolerance 	  27

4.31. Jitter Generation 	  28
4.32. Jitter Tolerance 	  29

4.4 Frequency Acquisition 	  34

5. A 0.5 TO 2.5GHZ PLL WITH FULLY DIFFERENTIAL SUPPLY REG-
ULATED TUNING 	  36

5.1 Integration Issues 	  36

5.2 PLL Noise Issues 	  37

5.3 Fully Differential Supply Regulated Tuning 	  39

5.4 Low Flicker Noise Charge Pump 	  44

5.5 PFD and Divider 	  47

5.6 Measurement Results 	  49

5.7 Supply Regulated Tuning Design Process 	  55

6. A 3.2GB/S 2X OVERSAMPLING CDR WITH IMPROVED JITTER
TOLERANCE 	  61

6.1 Proposed Architecture 	  61

6.2 Circuit Design 	  63

6.21. Quarter-Rate Oversampling Bang-Bang Phase Detector ... 63
Tunable Delay 	  64
Sense Amp Flip-Flop 	  65
Logic 	  66
6.22. Voltage Controlled Oscillator 	  67
6.23. Three-Level DAC 	  68

6.3 Measured Results 	  69



TABLE OF CONTENTS (Continued)

Page

	

7. CONCLUSIONS 	  73

	

7.1 Conclusions 	  73

	

7.2 Future work 	  74

BIBLIOGRAPHY 	  75



LIST OF FIGURES

Figure	 Page

2.1 Typical serial link 	 	 4

2.2 Typical PCB trace channel frequency response 	 	 5

2.3 Dispersion of the pulse response leading to ISI. 	 	 6

2.4 Eye diagram construction. 	 	 8

2.5 (a) Jittery clock waveform, (b) jitter histogram, and (c) measure-
ment setup 	  8

2.6 The effect of receive jitter on eye opening 	  11

2.7 Eye diagram before and after receive jitter 	  12

2.8 (a) The effect of transmit jitter on eye opening and (b) eye dia-
gram before and after transmit jitter. 	  13

3.1 Charge-pump PLL block diagram 	  15

3.2 Linearized PLL model 	  16

3.3 Ring VCO. 	  19

4.1 Generalized clock and data recovery block diagram 	  22

4.2 Hogge proportional phase detector 	  24

4.3 Alexander bang-bang phase detector 	  25

4.4 Phase detector parallelism 	  26

4.5 SONET JTOL mask. 	  27

4.6 Bang-bang clock and data recovery phase-domain model. 	  28

4.7 Limit cycle oscillations for small and large delays. 	  30

4.8 Bang-bang CDR tracking small amplitude, low frequency sinu-
soidal jitter. 	 	 31

4.9 High frequency jitter tolerance. 	  31

4.10 Medium frequency jitter tolerance. 	  32



LIST OF FIGURES (Continued)

Figure	 Page

4.11 Low frequency jitter tolerance. 	  33

4.12 CDR with frequency locked loop for initial frequency acquistion. 	  34

5.1 Typical highly integrated clock generation PLL application 	  37

5.2 (a) PLL block diagram and (b) charge pump and VCO noise
transfer functions. 	  38

5.3 Supply regulated tuning concept 	  39

5.4 Ground noise to differential supply noise gain as a function of
decoupling capacitance. 	  40

5.5 Fully differential supply regulated tuning. 	  41

5.6 Fully differential buffer. 	  42

5.7 Two input pair fully differential buffer opamp with large input
common-mode range. 	  43

5.8 Final VCO configuration. 	  43

5.9 Power savings of quadratic scaling compared to linear scaling. 	  45

5.10 Traditional charge pump. 	  45

5.11 Proposed charge pump. 	  46

5.12 Comparison of current noise spectra of traditional and proposed
charge pumps. 	  47

5.13 Narrow reset pulse phase-frequency detector. 	  48

5.14 TSPC divide-by-two stage 	  49

5.15 Die photograph. 	  50

5.16 Measured jitter histogram at 2.4GHz. 	  50

5.17 Measured jitter as a function of oscillation period (left axis) and
as a percentage of oscillation period (right axis) 	  51

5.18 Dynamic supply noise sensitivity measurement 	  51



LIST OF FIGURES (Continued)

Figure	 Page

5.19 Measured jitter histogram for (a) 1MHz, (b)10MHz, (c) 1GHz
supply tone. 	  52

5.20 Measured VCO power as a function of frequency showing quadratic
scaling 	  53

5.21 Theoretical and measured PLL phase noise. 	  54

5.22 Simplified supply regulated tuning for analysis. 	  55

5.23 Typical open and closed loop gain response. 	  58

5.24 .1, m, W3dB, and wa as a function of x. 	  59

6.1 Proposed bang-bang CDR. (a) Phase-domain model and (b) jitter
tracking. 	  62

6.2 Proposed oversampling CDR schematic. 	  63

6.3 Quarter-rate oversampling bang-bang phase detector implemen-
tation 	 	  64

6.4 Tunable delay stage. 	  65

6.5 Sense amp flip-flop. 	  66

6.6 Phase detector logic 	  67

6.7 VCO delay cell 	  68

6.8 Three-level DAC. 	  68

6.9 Die photograph. 	  69

6.10 Measured jitter tolerance at 3.2Gb/s (HG: high gain). 	  70

6.11 Recovered clock jitter at 3.2Gb/s 	 	  70

6.12 Recovered clock waveform at 3.2Gb/s 	  71

6.13 Recovered quarter-rate data eye at 3.2Gb/s 	  71



LIST OF TABLES

Table
	

Page

5.1 PLL test chip performance summary	  54

6.1 Performance Summary 	  72



To my family.



LOW NOISE CLOCKING FOR HIGH SPEED SERIAL

LINKS

CHAPTER 1. INTRODUCTION

1.1 Motivation

The numerous benefits of digital CMOS integrated circuitry has spurred fab-

rication technology to exponential improvements in digital processing capability

while simultaneously reducing the cost of the end product [1]. Although this trend

demonstrates success in solving the fundamental engineering problem - increasing

technological capability with respect to cost - it focuses microscopically on the ca-

pability of the digital circuitry while neglecting the capability of the entire system.

In fact, it can be shown that the off-chip bandwidth scales slower than the on-chip

bandwidth [2]. Therefore, in digital systems, the performance bottleneck comes

not in processing information on each chip, but in communicating that information

between chips.

A quick fix to this problem is to increase the number of pins and printed

circuit board (PCB) traces used for communication. This is not, however, a true

solution since each additional pin/trace has an associated cost. Therefore, much

research of late has been aimed at improving the bandwidth per pin of communica-

tion links through architectural and circuit-level innovation. Even with bandwidth
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improvements, however, the absolute number of pins dedicated to communication

will inevitably increase because of the difficulty in keeping up with rapid digital

processing advances and because advances in packaging technology reduce the cost

of each pin. Therefore, with a large number of links integrated on the die, it is

important to focus on minimizing both power and die area consumption.

Digital chip-to-chip communication can be broken down into two fundamen-

tal functions: time resolution and amplitude resolution. As bit rates increase and

bit periods decrease, the importance of time resolution is magnified. Therefore,

this thesis focuses on clocking, that is, circuits and architectures for achieving suf-

ficient time resolution in digital chip-to-chip communication at both the transmit

and receive sides.

1.2 Contributions

The research presented in this thesis was verified by two test chips: a phase

locked loop (PLL) that can be used for transmit clocking and a clock and data

recovery (CDR) circuit for receive clocking. Some of the novel ideas implemented

in these chips are:

• A low flicker noise charge pump circuit [3, 4].

• A fully differential supply regulated tuning scheme for ring voltage-controlled

oscillators (VCOs) [3, 4].

• A CDR architecture that decouples the traditional tradeoff between jitter

tolerance (JTOL) and jitter generation (JGEN) through 2x oversampling.
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1.3 Organization

This thesis is organized into seven chapters starting with this introduction.

Chapter 2 sets the stage for later discussions by reviewing serial link clocking

basics. Serial links are presented in general before the effects of jitter at both the

transmitter and receiver are discussed. This chapter reveals the importance of both

the PLL that defines transmit timing and the CDR that defines receive timing.

Therefore, Chapters 3 and 4 are spent reviewing PLLs and CDR, respectively.

The fifth chapter covers the PLL chip design. A discussion of the novel

techniques that overcome some of the problems in prior art is followed by the

specifics of circuit implementation. Measured results of the prototype are presented

which verify analysis and simulation.

Similarly, the sixth chapter discusses the CDR chip design. Again, the chap-

ter begins with a discussion leading to the techniques which overcome problems

with prior art. Circuit implementation, test setup, and measured results are in-

cluded.

Finally, a summary, conclusions, and potential future work are presented in

Chapter 7.



4

CHAPTER 2. SERIAL LINK CLOCKING BASICS

A high-level representation of a typical serial link is shown in Fig. 2.1. The

transmitter consists of a driver which launches non-return-to-zero (NRZ) pulses

representing the input data bits onto the channel. A clock generator, typically

a PLL as shown here, is responsible for defining the starting and ending time of

the pulses. On the receive side, the transmitted data is sampled and sliced in

order to make a decision on the polarity of the bit. Since the transmitted data is

random, there is no guarantee of a clock edge for each bit with which to define the

proper sampling instant. The role of the CDR is to derive the proper sampling

instant – the point where the amplitude and timing margins are greatest – from

the transitions that are present on the input data.

Transmitter Channel Receiver

Figure 2.1: Typical serial link.

The next section reviews several fundamental serial link concepts: intersym-

bol interference, bit error rate, jitter, and eye diagrams. Having established these

concepts, a discussion of transmit and receive jitter in the following sections will

yield insight into the design criteria for the PLL of Chapter 5 and the CDR of
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Chapter 6, respectively.

2.1 Review

2.11. Intersymbol Interference

Ideally, a digital signaling channel behaves like an ideal wire with infinite

bandwidth. Realistically, the channel is a lossy transmission line rather than an

ideal wire. The channel suffers from frequency dependent loss due to non-idealities

such as the skin effect and dielectric loss [5]. It can be shown that channels of

interest are well approximated by linear, time-invariant systems and can, therefore,

be characterized by either a frequency response or a pulse response. A typical PCB

trace channel frequency response is shown in Fig. 2.2.

2	 4	 6
	

8
	

10
Frequency [GHz]

Figure 2.2: Typical PCB trace channel frequency response.
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It is easier, however, to understand the effect of frequency dependent loss on

digital signal transmission by examining the time domain pulse response. Recall

from signals and systems theory that narrowing in the frequency domain corre-

sponds to widening in the time domain. Therefore, a sharp, bit-period-wide pulse

becomes a smoother, wider pulse after passing through the channel, as shown in

Fig. 2.3. Also shown in Fig. 2.3 are the sampling instants. The sampling instant for

the current pulse is aligned with the maximum point of the pulse. Notice, however,

that the pulse is non-zero for the following few sampling instants. These voltages

will, by superposition, erroneously add to the sampled voltage of the following

pulses and degrade noise margin. This effect is appropriately called intersymbol

interference (ISI) since it is caused by the current symbol interfering with another

symbol earlier or later in time.

0	 100	 200	 300	 400	 500
	 600	 700
	 800

time (ps)

Figure 2.3: Dispersion of the pulse response leading to ISI.



7

2.12. Bit Error Rate

Due to ISI and various other noise sources, it is impossible to guarantee

that all transmitted data will be successfully received. A designer must, therefore,

decide how much certainty is required for the given application and design for

enough margin to achieve that certainty. The bit error rate (BER) is a measure of

the frequency of erroneous bits and is expressed as

Number of bits in error
BER   = 	 	 (2.1)

Typical BERs range from about 10-9 to 10-15.

2.13. Eye Diagrams

Although the BER is the most important metric of link accuracy, it fails

to yield insight into possible causes of errors. The eye diagram is constructed by

separating a waveform into many bit-period-wide sections and overlaying them as

depicted in Fig. 2.4 [6].

The advantage of the eye diagram is that the "openness" of the eye gives a

quantitative measure of both the timing and amplitude margins of the waveform.

One can get an idea of the effectiveness of a circuit or the severity of a noise source

by examining before and after eye diagrams.

Total number of bits

2.14. Jitter

Jitter can be broadly defined as timing uncertainty. Although many different

representations of jitter are possible, only a few relevant representations will be
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Figure 2.4: Eye diagram construction.

reviewed here; namely, absolute jitter, phase noise, and period jitter.

Fig. 2.5(a) shows a clock waveform with zero crossings corrupted by noise.

The dashed lines in the figure indicate the zero crossings of a noiseless, perfectly

periodic waveform. Absolute jitter is the difference between the zero crossings of

the noisy waveform and the noiseless waveform, or

iABs(n) = 4)(n) — 27rn radians.	 (2.2) 

PJABS(t)

n 

(b)

Figure 2.5: (a) Jittery clock waveform, (b) jitter histogram, and (c) measurement
setup.
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The magnitude of the absolute jitter is expressed as a standard deviation

found by either constructing a histogram (Fig. 2.5(b)) or finding the rms value of

a sufficiently long sequence. In an experimental environment, this measurement

can be made by triggering an oscilloscope off a clean reference clock and viewing

a histogram of the zero crossings [7].

In the frequency domain, a perfectly periodic signal is a tone at frequency

1/T, where T is the period. Jitter manifests itself as a spreading of the energy

into a "skirt" shape. Phase noise is defined as the power spectral density (PSD) of

the voltage domain waveform normalized to the tone power and carries a unit of

dBc/Hz (dB below carrier per Hz). It can be shown that the PSD of the voltage

domain waveform is the same shape as the PSD of the phase if the amplitude noise

is insignificant [8] – a valid approximation in most cases since the nonlinearity of the

oscillators that produce the clock waveform tends to inhibit amplitude variations.

In fact,

S4)(f)	 2 10.“61}/1 ° rad2/Hz
	

(2.3)

where S(1. is the PSD of the excess phase, G is phase noise, and Af is frequency

offset from the carrier. Although phase noise is more commonly used in RF applica-

tions where oscillator spectral purity is directly applicable to system performance,

it is also apparent that is the spectral representation of absolute jitter. The

standard deviation of absolute jitter can be obtained by integrating S4, with re-

spect to f and taking the square root of the result. In many circumstances, we

are only concerned with the final standard deviation jitter number. In the design

phase, however, it is often useful to know the spectral characteristics of jitter.

Period jitter is simply the difference between the period of a noisy waveform
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and the ideal period. Using the notation of Fig. 2.5,

jPER = cDT(n) — 27r radians	 (2.4)

since T seconds corresponds to 27r radians. Note that period jitter is the first

differential of absolute jitter since, from Fig. 2.5, it is apparent that

4 T (n) = 1(n) — 43. (n — 1) radians.	 (2.5)

Therefore, slow absolute jitter components are less important than fast components

in situations where we are concerned only with period jitter.

As might be imagined, jitter has the negative effect of reducing timing mar-

gins. The next two sections will discuss in more depth the effect of jitter on the

eye at the receiver and transmitter, respectively.

2.2 Receive Jitter

Since bit errors are ultimately caused by incorrectly sampling the voltage,

we are interested in jitter only insofar as it degrades voltage margin. An ISI

free eye diagram' is shown in Fig. 2.6. The upper curve of the eye diagram is

simply the pulse response of the channel, p(t), while the lower curve is a negative

pulse response. The pulse response can be further decomposed into a rising step

response, s(t), followed by a falling step response.

We now add jitter to a nominal sampling point in the middle of the eye. If the

jitter is small compared to the bit period, as is usually the case for low BER links, it

'ISI-related margin reduction and jitter margin reduction can be considered independent as

a worst case approximation [9].
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is possible to accurately linearize the shape of the eye around the nominal sampling

point [9]. With the linear approximation, the peak voltage margin degradation is

simply twice the slope of the step response at the nominal sampling point times

the peak jitter, or

s(
AVrx,peak — 2

d
	in. t /2 • Jrx,peak = 2h(Tbit12) • irx,peak
dtt)

whereV.,A, ,x,peak is the peak voltage margin degradation due to receive jitter, Tint

is the bit period, i,rx,peak is the peak receive jitter as defined in Fig. 2.6, and h(t)

is the impulse response.

0
	

Tbitl2

Figure 2.6: The effect of receive jitter on eye opening.

As we move the nominal sampling point away from the middle of the eye,

the slope of the step response increases. Thus, the voltage margin is degraded

both by sampling at a non-optimal point and because the same amount of jitter

(2.6)
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translates to more voltage. This observation reveals the importance of the CDR

circuit which is responsible for aligning the sampling clock with the middle of the

eye and also dictates the magnitude of the jitter.

Fig. 2.7 shows the eye diagram before and after input jitter. As expected,

the receive jitter causes mainly a horizontal closing of the eye since the slope of

the step response is relatively larffe near the extremes and small in the middle.

Before

Figure 2.7: Eye diagram before and after receive jitter.

2.3 Transmit Jitter

Transmit jitter manifests itself by a completely different mechanism than

receive jitter. Rather than sampling an eye with a noisy clock, the transmitter

defines the edges of the eye with a noisy clock. As depicted in Fig. 2.8, transmit

jitter translates horizontally the entire rising and falling step responses that defines

either side of the eye. It is clear from Fig. 2.8 that this translation causes both

a horizontal and a vertical closing of the eye [9]. Because of this two-dimensional

margin reduction, the link is even more sensitive to transmit jitter than receive

jitter. It is very important, therefore, that the PLL that defines transmit jitter be

designed to produce acceptably low jitter.
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(a)
	

(b)

Figure 2.8: (a) The effect of transmit jitter on eye opening and (b) eye diagram
before and after transmit jitter.

Having gained an understanding of the importance of minimizing both trans-

mit and receive jitter, the following chapters introduce and propose solutions to

the problems with implementing circuits and architectures for producing low jitter

clocks.
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CHAPTER 3. PHASE-LOCKED LOOP BASICS

Phase-locked loops are the most commonly used circuit for generating a trans-

mit clock. This chapter discusses PLL fundamentals in the context of transmit

clocking. Basic operation is reviewed and noise analysis is performed, introducing

design issues. Finally, the noise performance of one of the most important PLL

building blocks, the voltage-controlled oscillator (VCO), is discussed.

3.1 Charge-Pump Phase-Locked Loop Operation

Charge-pump PLLs are a variation of PLL that lend themselves well to in-

tegration partly by allowing the use of a simple, digital phase-frequency detector

(PFD) that has a wide locking range. A typical charge-pump PLL is shown in

Fig. 3.1.

A PLL is a control loop that aligns the phase of its internal VCO clock to a

reference clock and the frequency of the VCO clock to some multiple of the reference

clock. The PFD is a three-state machine as depicted in Fig. 3.1. When the

reference clock edge consistently comes before the divided VCO output, the divided

VCO frequency is lower than the reference frequency and the PFD is consistently

in the UP state. The UP signal causes the charge pump to source current into

the loop filter, charging the capacitors and raising the VCO control voltage. As

implied by its name, the VCO frequency is determined by the control voltage. The

higher control voltage increases the VCO frequency which, in turn, increases the

frequency at the output of the divider. The opposite chain of events occurs when



VCO

fOSC KVCO

	 10.

VCTRL

PFD
.,
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JULRF-.-0.

fosc N fREF

CP LF

I Divide-by-N

Figure 3.1: Charge-pump PLL block diagram.

the divided VCO frequency is higher than the reference frequency. From this we

see that negative feedback of the loop forces the divided VCO frequency to be

equal to the reference frequency. Thus, the output frequency is locked to N times

the reference frequency, where N is the divide ratio.

After the loop has corrected the frequency error, it goes into phase locking

mode. When the frequency of the reference and divided VCO output are equal,

the PFD is no longer consistently in the UP or DOWN state, but rather generates

either an UP or DN pulse on every reference cycle, the width of which indicates the

magnitude of the phase error. The charge pump converts the pulse into a voltage

proportional to the width of the pulse by pumping charge into the loop filter for

the length of time specified by the pulse.

It is easily proven mathematically that phase is the integral of frequency.

Therefore, increasing or decreasing the VCO control voltage causes the VCO out-

put phase to ramp up or down, respectively. The divider simply scales the phase.
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After following the signal path, it is apparent that the loop will force the divided

VCO output phase to be equal to the reference phase, aligning the two clock wave-

forms. Although the static phase relationship between the reference clock and the

VCO output clock is unimportant in clock generation applications, the tracking

capabilities of the loop are important as they dictate the ability of the PLL to

attenuate noise sources.

The next section introduces a linearized model of the PLL in phase locking

mode and uses that model to analyze PLL jitter.

3.2 PLL Noise Analysis

Fig. 3.2 shows the linearized model of the PLL along with the two major

noise sources [10]: the charge pump (CP) noise and VCO noise. Transfer functions

from the charge pump and VCO to the PLL output can be calculated, revealing

the relevant noise band for each. Notice that the second capacitor in the loop

filter is not included in Fig. 3.2. For stability reasons, this capacitor must be much

smaller than the other, so it has less of an effect on the loop dynamics. Removing

it simplifies the following analysis.

Figure 3.2: Linearized PLL model.
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From the block diagram, the loop transfer function, L(s) is found to be

IpKvoo 1 + slw, 
L(s) =

2R-NC	 s2

where I. is the charge pump current, Kvco is the voltage-to-frequency gain of the

VCO, and wz = 1/(RC) is the loop filter zero. The closed loop input-to-output

transfer function can be written in control system notation as

2(wn s + wr,2
—(s) = N 	

s2 + 2(wns +

where con , the natural frequency, is found to be

IpKvco
wn = V 27rNC

and (, the damping factor, is found to be

R IpKvc0C
= 2	 27rN

The natural bandwidth specifies the bandwidth of the transfer function while the

damping factor indicates the amount of peaking.

While in some situations, the reference clock is quite noisy and this transfer

function is important, we assume here that a clean reference is available such as

that generated by a crystal. It is straightforward, however, to derive the transfer

function from the charge pump noise source to the output by noticing that it will

be identical to p (s) except that it is divided by the CP/PFD gain Ip1(27).

27N gwri s wn2 
(s) = 	

Pcp	 IP s2 + 2(wp s + wri2

The lowpass shape of this transfer function suggests that to filter charge pump

noise, we require a small bandwidth con . This transfer function also suggests that

the charge pump current should be maximized and the divide ratio minimized to

attenuate the charge pump noise below the bandwidth.

(3.1)

(3.5)



18

The transfer function from the VCO noise to the PLL output is found to be

00	
s2

Ovco 
( s ) =

S 2 + ZCC,-)nS + can

This transfer function is highpass with a unity gain passband. Therefore, the only

way to mitigate VCO noise is to increase the bandwidth. This reveals a design

tradeoff in choosing the PLL parameters. A low bandwidth reduces low frequency

charge pump noise contribution at the cost of increasing the high frequency VCO

noise contribution whereas a high bandwidth reduces the VCO noise contribution

while increasing the charge pump noise contribution.

3.3 VCO Phase Noise

As mentioned earlier, the VCO is perhaps the most critical PLL component.

It dominates the high frequency phase noise and often consumes the most power

and die area. Although there are two major classes of VCO, ring and LC, we will

limit our discussion to the ring VCO since LC VCOs consume much more die area

and are not, therefore, well-suited for highly integrated applications. The PLL

described in Chapter 5 uses a ring VCO for this reason. The rest of this section

discusses ring VCO phase noise and briefly reviews the two major noise sources.

A typical ring VCO is shown in Fig. 3.3. It consists of three inverters con-

nected in a "ring". The odd number of inversions means the circuit is bistable:

either all nodes will remain at zero volts, or oscillation will occur. For a properly

designed ring oscillator, noise will cause one of the inverters to switch, causing the

next inverter to switch, and so on. After six (2N, where N is the number of delay

stages) inverter delays, each node has completed a full period.

Now, consider an edge of the clock shifted from its nominal point by a random

(3.6)
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D

	 T-6tD

Figure 3.3: Ring VCO.

amount due to noise. Since the next edge is triggered by the current edge, it will

come nominally tD seconds after the previous corrupted transition. This edge will

be shifted from its absolute position by the random deviation of both the previous

edge and the random deviation caused by the current delay cell. Likewise, the

next edge will be shifted by the sum of the two previous and the current deviation.

Called jitter accumulation, this phenomenon is described mathematically by a

random walk process. It can be shown that if the noise sources are independent,

the variance of the clock edges accumulates linearly with time:

	

= ct	 (3.7)

where c is a constant that can be derived from the magnitude of the noise sources

and the shape of the oscillation waveform. In the frequency domain, the random

walk PSD is a "skirt" shape:

	

So(f) = f2
	 (3.8)

where fo is the oscillation frequency.

Among the noise sources that contribute to jitter are device noise (thermal
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and flicker) and power supply noise. Power supply noise is caused by switching

currents flowing into parasitic inductances such as those caused by the supply pin

bondwires. For digital I/O circuits, power supply noise is potentially quite large

because of the large amount of digital circuitry switching on the same supply.

When the delay cell is not switching, noise injections have little effect on

phase. At transitions, however, noise injections lead to erroneous phase shifts. Fast

switching delay cells, therefore, have a noise advantage since they are susceptible

to noise for less time [11]. Another observation is that a large voltage swing means

noise injections are a smaller fraction of the signal. Therefore, a full-swing delay

cell is preferable from a noise standpoint [11]. Full-swing, fast switching delay cells,

however, operate by charging a load capacitance through a low resistance switch

connected to either ground on the falling edge or VDD on the rising edge (e.g., an

inverter). The problem with these full-swing delay cells is, therefore, that they are

very sensitive to supply noise.
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CHAPTER 4. CLOCK AND DATA RECOVERY BASICS

This chapter reviews fundamentals and prior art in clock and data recovery.

Section 4.1 covers basic CDR operation and explains how phase detection is a

significantly different operation in CDR than for clock generation PLLs. Section 4.2

introduces the two categories of PDs — bang-bang and proportional — and explains

why a bang-bang PD was chosen for the CDR implementation described in Chapter

6. Next, Section 4.3 discusses two important measures of CDR performance, jitter

generation (JGEN) and jitter tolerance (JTOL), and demonstrates that there is

a fundamental tradeoff between the two. A new architecture for decoupling this

tradeoff is one of the major contributions of the CDR implementation of Chapter

6. Finally, frequency acquisition is considered in Section 4.4. Imperfect frequency

acquisition leads to several non-ideal effects which are also explained in Section 4.4.

4.1 Clock and Data Recovery Loop Operation

Fig. 4.1 shows a generalized block diagram of a CDR loop. It should be

noted that there are different methods of clock and data recovery such as blind

oversampling [12], but phase locking is the most common. It is also possible to use

phase interpolation of a reference clock to control the output phase in place of the

VCO.

It is apparent from the figure that the CDR loop is quite similar to a PLL. In

fact, a CDR can be considered a specialized PLL with different design constraints.

Since the reference clock in the CDR case is random data, there is no guarantee
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Figure 4.1: Generalized clock and data recovery block diagram.

that there will be a reference transition every cycle. Without consistent reference

transitions, the three state PFD commonly used in PLLs does not work. Therefore,

the phase detection and frequency detection must be separated. The frequency

detector and associated loop is omitted from Fig. 4.1 and discussion of frequency

acquisition is deferred to Section 4.4.

As with the PLL, the PD generates a signal proportional to the phase differ-

ence between the center of the input data eye and the VCO clock. The PD output

is converted to a current signal to be easily processed by the passive loop filter.

The loop filter generates the control voltage that drives the VCO. The VCO feeds

back to the PD, completing the negative feedback loop.

The main difference between the CDR and PLL is the implementation of the

PD. Because of the random data input, the PD must be able to detect when there

is no transition and make no correction to the control voltage since no valid phase

information is available. Also, whereas the PLL reference clock is relatively low

frequency, the CDR input data is high frequency. Therefore, the PD is a speed

critical block.
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4.2 Phase Detectors

Phase detectors in common use today can be broadly classified into two

groups: proportional and bang-bang. Proportional PDs produce an analog output

proportional to the phase error whereas a bang-bang PD returns only the sign of

the phase error.

4.21. Hogge Proportional Phase Detector

The Hogge PD [13] is a proportional PD implementation popular because of

its self timing property: the same flip-flop that samples the data also generates

the PD phase error output. If the data sampling is done with a separate flip-flop

there will naturally be a static phase offset caused by mismatch between the two

flip-flops and by differences in the routing delay between the VCO providing the

sampling clock and the two flip-flops.

The Hogge proportional PD is shown in Fig. 4.2. The first flip-flop (FF1)

along with the XOR gate generates a pulse whose width indicates the magnitude

and direction of the phase error. When the clock is perfectly aligned to the center

of the data, the pulse width is Tbit /2. When the clock is early (late), the pulse

width is narrower (wider) than Tbit /2. When there is no transition, the two XOR

inputs are the same and the PD correctly generates no pulse since there is no phase

information available.

The second flip-flop (FF2 ) and XOR gate generate a pulse that is consistently

TNt /2 seconds wide. This signal gives a reference against which the variable pulse

can be checked in order to determine the phase error. Noticing that integrating
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a pulse translates the width of the pulse into a voltage, the phase error can be

converted into a voltage by integrating both the variable and reference pulses and

taking the difference. Since they are both linear operations, the order of subtraction

and integration can be reversed, pointing to the use of a differential integrator as

shown in Fig 4.2.

Figure 4.2: Hogge proportional phase detector.

As Tbit shrinks, however, the pulses produced by the Hogge PD become quite

narrow and the bandwidth requirements on the integrator become stringent. It

is mainly this frequency limitation that led designers to consider the viability of

bang-bang phase detectors in CDR loops.

4.22. Alexander Bang-Bang Phase Detector

A popular bang-bang phase detector implementation is the Alexander PD

[14] shown in Fig. 4.3. This PD takes three consecutive samples of the data: the

first in the middle of a bit period, the second near the bit edge, and the third

in the middle of the next bit. The truth table in Fig. 4.3 [15] shows how the

eight combinations of the three samples can indicate early, late, and no transition
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conditions. Only two XOR gates are required to generate UP and DN signals from

the three samples.

Do E	 D1

DIN1_1	 :c
CK
CK

D, E D, UP DN

0 0 0 0 0 No Edge

0 0 1 0 1

0 1 0 X X Impossible

0 1 1 1 0

1 0 0 1 0
4.

1 0 1 X X Impossible

1 1 0 0 1

1 1 1 0 0 No Edge

D„,,

CK
	 CK

Figure 4.3: Alexander bang-bang phase detector.

The Alexander phase detector is able to operate as fast as the flip-flops used

for sampling can operate. Since these flip-flops are one of the speed limiting factors

of the CDR in general, the PD imposes no additional speed constraint on the CDR.

4.23. Phase Detector Parallelism

Along with flip-flop speed, another general CDR speed limiting factor is the

VCO frequency. Even if the PD samples on both the positive and negative edges

of the VCO clock, the VCO must operate at the data rate. If basic inverters are

used as the VCO delay cell and the minimum number of stages are used (3), the

inverter delay tD must be one-sixth of the bit period. For 8Gbps data, this means

the inverter delay must be an unreasonably small 21ps.
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A solution to this problem is to use a multi-phase VCO along with parallel

samplers in the phase detector [16, 17] as shown in Fig. 4.4. Now, rather than

generating a single full rate clock, the VCO instead generates 2N equally spaced

clock phases at N th frequency. For 8Gbps data and N = 4 (quarter-rate), the

inverter delay requirement is relaxed to 62.5ps. Notice that with ring oscillators,

multiple phases are naturally available by tapping the output of each delay cell.

Another important advantage of parallelism is that the speed requirements of the

PD sampling flip-flops are reduced by a factor of N since they are clocked by an

N times slower clock.

Figure 4.4: Phase detector parallelism.

Since the parallel PD generates N outputs they must be combined. One

suitable method is simply adding the outputs of each PD.

The CDR implementation described in Chapter 6 uses a bang-bang phase

detector because of the aforementioned advantages. Therefore, the rest of this

chapter will focus on bang-bang CDRs.
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4.3 Jitter Generation vs. Jitter Tolerance

Two of the most important specifications of CDR performance are jitter

generation (JGEN) and jitter tolerance (JTOL). Jitter generation is defined as the

amount of jitter present at the output of the CDR with no jitter at the input and

is, therefore, a measure of the CDRs own contribution to jitter. Jitter tolerance,

on the other hand, is the amount of input jitter that can be "tolerated" before

bit errors occur. For the JTOL test, the input jitter is a tone, the frequency of

which is swept over the range of interest. Many communications standards specify

a mask that the CDR JTOL must exceed such as the one for the SONET standard

shown in Fig. 4.5.

Figure 4.5: SONET JTOL mask.
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Before analyzing bang-bang CDR JGEN and JTOL, it is constructive to

introduce the phase-domain model of the loop which is shown in Fig. 4.6. Since the

bang-bang PD gives the sign of the phase error, it can be modeled as a subtractor

followed by a slicer. A delay follows the phase detector, modeling delays in the

circuit implementations of each block in the loop. The loop filter is assumed to be

the traditional proportional plus integral (PI) filter which is implemented in the

analog domain as a resistor in series with a capacitor. The VCO is modeled as a

linear voltage to frequency translation followed by an integrator which translates

frequency to phase.

LF	 VCOPD

Figure 4.6: Bang-bang clock and data recovery phase-domain model.

4.31. Jitter Generation

The nonlinear nature of the bang-bang CDR loop means that it will never

reach lock in the sense that a linear loop does. Whereas a linear loop eventually

forces the phase detector output to zero and remains locked to that steady-state

condition, the bang-bang phase detector output must always indicate simply early

or late regardless of the size of the phase error. Therefore, in the locked condition,

the PD will constantly be switching between early and late indications. In fact,

if the data is alternating rather than random, the phase detector will find that

the clock is late (early) and increase (decrease) the control voltage, causing the
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phase to ramp up (down) until the clock is early (late). Now when the phase

detector next samples the phase error it will find the opposite condition and cause

the opposite chain of events. Therefore, the steady-state condition is really a

controlled oscillation. In nonlinear control theory this is referred to as a limit

cycle.

Notice that because of loop delay, it takes a while for the VCO to change

directions after the phase detector has discovered that it has overshot the cor-

rect phase. For a longer delay, the phase will overshoot by a proportionately larger

amount. Therefore, a short delay corresponds to a small amplitude, high frequency

limit cycle whereas a long delay corresponds to a large amplitude, low frequency

limit cycle as depicted in Fig. 4.7. This oscillation is clearly a source of inaccu-

racy in the sampling instant caused by the CDR itself and is, in fact, the largest

contributor to JGEN in bang-bang CDRs. Besides loop delay, the amplitude of

the limit cycle is controlled by the slope of the phase ramp. A faster phase ramp

means that the phase overshoot will be larger before the loop is able to correct

itself. The slope of the phase ramp is proportional to the proportional frequency

step, Afp (see Fig. 4.6). Therefore, JGEN can be expressed as

JGEN a TDAfP
	 (4.1)

where Afp is the proportional frequency step, and TD is the loop delay [18].

4.32. Jitter Tolerance

To understand the jitter tolerance of a bang-bang CDR, consider the loop

tracking input sinusoidal jitter. When the input jitter is small amplitude and low

frequency, the loop is able to track the input jitter easily as shown in Fig. 4.8. In
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Figure 4.7: Limit cycle oscillations for small and large delays.

this case, since the loop maintains a small input-to-output phase error, there are

no bit errors.

Now consider that the frequency of the jitter is so high that the loop is unable

to track it whatsoever. In this situation, bit errors occur when the amplitude

of the sinusoidal jitter is greater than the sampling margin - 0.5 unit intervals2

(UT), ideally - regardless of the frequency of the jitter. This high frequency JTOL

situation is depicted in Fig. 4.9.

When the frequency is lower, such that the loop is able to track small ampli-

tude jitter, it is important to know the behavior of the loop when the amplitude

becomes large enough that bit errors occur. When the input changes quickly, the

phase detector gives the same sign repeatedly. Assuming that the jitter frequency

is large enough that the integrator output doesn't change significantly during this

2 Unit interval is simply an abbreviated way of saying bit period.
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Figure 4.8: Bang-bang CDR tracking small amplitude, low frequency sinusoidal
jitter.   
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Figure 4.9: High frequency jitter tolerance.

f2

time, the VCO frequency is constant and the output phase is a ramp. This nonlin-

ear behavior, depicted if Fig. 4.10, is phase domain slewing. The most difficult part

of the sinusoidal jitter to track is the zero crossings, where the slope is maximum.
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Since the slope at this point is linearly proportional to frequency, we expect that

the slope of the JTOL curve in this medium frequency region will be -20dB/dec.

We also expect that the corner frequency between the -20dB/dec region and the

flat region will be proportional to the slew rate which is found to be

SR = 2R-Afp.	 (4.2)

Therefore,

fl	 AfP- 	(4.3) 

VCO   

Cpout

1 /s 
Afp/s +WA

2TrAfpt
JTOL  

f        

Figure 4.10: Medium frequency jitter tolerance.

-40dB/dec

-20dB/dec

0.5UI ---:--

f2

Finally, consider the case where the input jitter is low enough in frequency

that the integrator is able to react. In this case, because of the action of the

integrator, the slewing is no longer constant slope, but instead is an exponential

shape as shown in Fig. 4.11. It is clear that the exponential slewing reduces the

phase error and, therefore, improves low frequency jitter tolerance. It is shown
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in [19] that the slope of the JTOL in this region is -40dB/dec and that the corner

frequency between the -40dB/dec and -20dB/dec region is

hA 
J2 a Afp

where AI./ is the integral path frequency step.

(4.4) 

VCO   

(Pout

1/s 
Afp/s+Afi/s 

JTOL
-40dB/dec

-20dB/dec

0.5UI

;2	 f1 

f  

Figure 4.11: Low frequency jitter tolerance.

Referring to the JTOL plots of Fig. 4.9-4.11, we see that in order to maximize

JTOL we want to maximize both frequency corners, fi and f2 . The only way to

maximize h is to increase the proportional frequency step Afp. Recall, however,

that increasing Afp increases jitter generation. These contradictory requirements

reveal a tradeoff between JTOL and JGEN that makes bang-bang CDR design

difficult.

In order to maximize f2 , the ratio Afi/Afp should be maximized. It can

be shown, however, that the phase change caused by the integral path must be
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somewhat less than the phase change caused by the proportional path if the loop

is to remain stable. In fact, a stability factor e is defined in [20] which shows that

A fP 
oc	 •

A h

where a larger e implies the loop is more stable. This shows that f2 is constrained

by stability.

4.4 Frequency Acquisition

As mentioned earlier, the CDR must have some form of initial frequency

acquisition. A common implementation for frequency acquisition uses a frequency

locked loop (FLL) in parallel with the phase locking portion of the CDR as shown

in Fig. 4.12. At power up, there will be a large frequency error which the FLL will

work to correct. After the frequency error has been corrected, the FLL is quiet

and the CDR enters normal operation where the PLL is active.

(4.5)

1:131--•

Figure 4.12: CDR with frequency locked loop for initial frequency acquistion.

The accuracy of the frequency acquisition is important because of the limited
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pull-in range of the CDR. Pull-in range is defined as the range of initial VCO

frequencies within which the CDR is able to achieve phase lock. Obviously, the

FLL must bring the VCO frequency within this range or the CDR will never achieve

phase lock.

Another frequency accuracy issue is run length tolerance. Run length toler-

ance is defined as the number of consecutive "ones" or "zeros" the loop is able to

tolerate without causing a bit error. If the VCO frequency is not exactly the same

as the incoming data frequency, there will be a phase error accumulation between

phase detector corrections. When there is a long run of consecutive identical bits,

there is no transition available for the phase detector to use in making a correction.

Although there are coding schemes such as 8b/10b [21] which ensure a given worst

case run length (5 bits for the 8b/10b coding scheme), these schemes reduce the

effective communication bandwidth because of the overhead incurred for coding.

The run-length tolerance of a first-order CDR (without integral path) is

determined solely by the accuracy of the FLL. This is because in the absence of

data transitions, the PLL input to the VCO is zero. On the other hand, it can

be shown that in a second-order CDR, the integrator stores frequency information

[22]. Therefore, the run length tolerance of the CDR is determined by the accuracy

of the integral path. This is one of the advantages of the second-order CDR.
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CHAPTER 5. A 0.5 TO 2.5GHZ PLL WITH FULLY

DIFFERENTIAL SUPPLY REGULATED TUNING

This chapter describes a PLL design well suited to highly integrated digital

environments [3, 4]. Section 5.1 discusses the PLL design issues specific to such

highly integrated environments and Section 5.2 reviews PLL noise issues. The

issues raised in these sections provide the motivation for the two unique ideas used

in this work which are described in Sections 5.3 and 5.4: fully differential supply

regulated tuning and a low flicker noise charge pump, respectively. The phase-

frequency detector (PFD) and divider designs are briefly covered in Section 5.5

and measurement results are shown in Section 5.6. Finally, a design methodology

for supply regulated PLLs is presented in Section 5.7.

5.1 Integration Issues

Fig. 5.1 shows a typical highly integrated environment which is the targeted

application for this PLL design. High levels of integration lead to large digital sys-

tems that must be partitioned into many smaller subsystems in order for the design

to be manageable and efficient. Each subsystem operates at a different frequency

as speed requirements will vary and, therefore, each requires its own transmit clock

PLL. Rather than design a separate PLL optimized for each frequency, a single

wide range design would be desirable.

Having many instances of the PLL integrated on the same die means that die

area consumption is critical. This die area constraint and the need for a wide tuning
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Figure 5.1: Typical highly integrated clock generation PLL application.

range mandates the use of a ring voltage-controlled oscillator (VCO). Integrating

many PLLs also magnifies the importance of power consumption. Since the PLL

will cover a wide range of frequencies, it is important that the design be power

efficient over the entire frequency range.

Another major consequence of the highly integrated environment is that the

digital circuitry will induce switching noise on the PLL supply. Scaling trends allow

higher levels of digital functionality, which increases these switching currents. At

the same time, the supply voltage is shrinking because of power considerations.

Therefore, supply noise is quickly becoming a larger fraction of the total supply

voltage and any reasonable deep submicron PLL design must have good supply

noise immunity.

5.2 PLL Noise Issues

The most critical performance specification for PLL clock generators is jitter.

Any uncertainty in the clock provided by the PLL subtracts from timing margins
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(a)
	

(b)

Figure 5.2: (a) PLL block diagram and (b) charge pump and VCO noise transfer
functions.

and ultimately limits the speed of the digital system. Recall from Chapter 3 that

there exists a tradeoff in selecting the PLL bandwidth. A large bandwidth filters

VCO noise at the cost of larger CP noise contribution and vice versa (see Fig. 5.2).

For the given application, it was determined that the VCO noise was a more

inherent noise source and a wide bandwidth was chosen to suppress it. Therefore,

the reduction of low frequency charge pump noise became essential. In deep sub-

micron processes, flicker noise is dominant at low frequencies. In fact, the flicker

noise corner was found to be comparable to the wide PLL bandwidth so that charge

pump flicker noise was largely unsuppressed while thermal noise was mostly sup-

pressed. The charge pump described in Section 5.4 circumvents this problem by

using a unique architecture that drastically reduces the charge pump flicker noise

corner.

Also, recall that high swing, fast switching ring VCOs have good intrinsic

noise rejection, but poor supply noise rejection. In order to benefit from the

advantages of this type of VCO, it is necessary to find a mechanism to isolate the

VCO from supply noise. The mechanism used in this PLL is described next.
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5.3 Fully Differential Supply Regulated Tuning

Single-ended supply regulated tuning is an existing technique [23, 24] that

makes use of the fact that the oscillation frequency of full-swing VCOs is propor-

tional to the supply voltage. Therefore, the supply voltage of the delay cells can

be used as the control voltage as shown in Fig. 5.3. This isolates the delay cells

from the positive supply. The buffer in Fig. 5.3 is needed to keep the VCO from

loading the loop filter and is essentially a supply regulator.

This regulation loop is able to isolate the positive supply of the delay cells

from noise on the positive external supply, but has no effect on the ground noise.

Therefore, a decoupling capacitor is added between the positive supply and ground

to keep the difference constant in the presence of ground noise. For a finite decou-

pling capacitor, however, the translation of ground noise to common-mode noise

is imperfect and some amount of ground noise will appear as differential supply

noise. Fig. 5.4 shows the simulated ground noise to differential supply noise gain

as a function of decoupling capacitance for 10MHz and 100MHz sinusoidal ground

noise. As expected, for small capacitance values, the capacitor couples the posi-

tive supply to ground very poorly and almost all of the ground noise appears as
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Figure 5.4: Ground noise to differential supply noise gain as a function of decou-
pling capacitance.

differential supply noise (Gain=1). As the capacitor size increases, the coupling

improves and approaches perfect coupling (Gain=0) for very large capacitance. It

is also expected that faster noise components will be better coupled, so the 100MHz

noise is the best case.

If we use the liberal estimate of ground noise as a single, high frequency

(100MHz), 50mV tone, a 120nF capacitor is required to reduce this noise to 10mV.

A MOS capacitor of this size would be approximately 100 times larger than the

entire active die area of the chip described here.

In this work, rather than regulating the positive supply and relying on a large

capacitor to couple the positive and negative supplies, both supplies are included

in the regulation loop. This can be achieved by using the difference between the

positive and negative delay cell supplies as a differential control voltage as shown

in Fig. 5.5. A much smaller decoupling capacitor is included to reduce noise not
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Figure 5.5: Fully differential supply regulated tuning.

attenuated by the imperfect regulation loop and for stability of the regulation

loop (see Section 5.7 for details). Fully differential tuning also accommodates

a fully differential charge pump and loop filter which isolates those blocks from

supply noise. Another benefit is that the need for a low-to-high-swing converter

is eliminated since the common-mode feedback of the fully differential buffer will

force the common-mode of the oscillator output to midrail. Although not available

for this work, a triple-well process should be used when possible so that the bulks

of the NMOS devices in the delay cells can also be isolated from the negative

supply.

The fully differential buffer needed for fully differential supply regulated tun-

ing isn't a simple extension of the single-ended case as that would lead to an opamp

with both outputs shorted to both inputs. Instead, the two input opamp in unity

gain configuration shown in Fig. 5.6 can be used. The problem with opamps in

unity gain configuration is that the input common-mode range limits the output

swing which, in this case, limits the VCO tuning range. Noticing, however, that

the input pair labeled "A" in Fig. 5.6 will be forced by the loop to be approx-

imately equal to the positive supply voltage of the delay cells, which is always

above midrail, it is possible to use an NMOS input pair to achieve a large input



Figure 5.6: Fully differential buffer.

common-mode range. Similarly, pair "B" can achieve a large input common-mode

range by using a PMOS input pair. The resulting opamp is shown in Fig. 5.7.

The amount of current consumed by the ring VCO is proportional to the

oscillation frequency and inversely proportional to the jitter. Therefore, a high

speed, low jitter VCO requires the opamp to provide a prohibitively large current.

A solution is to add transistors between the external supply (VDD and ground)

and the internal supply (Vsp and VSN ), so that current is drawn from the external

supply rather than the output of the opamp. Another benefit of adding these

transistors is that the output swing requirements of the opamp are relaxed. The

final VCO configuration incorporating this idea is shown in Fig. 5.8. A minimum

number (3) of basic inverter delay cells are used to minimize parasitics and noise

contributing transistors. The single-ended nature of the inverter delay cells is

tolerated because of supply regulation. As shown in Fig. 5.8, poly resistors are

used to sense the common-mode of the delay cell supplies and a simple feedback

loop forces this common-mode voltage to midrail.
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Figure 5.7: Two input pair fully differential buffer opamp with large input common-
mode range.

VDD

Figure 5.8: Final VCO configuration.
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There are several considerations in the design of the supply regulation loop

including stability, bandwidth, dropout, and peaking in the transfer function from

the external to internal supply. Section 5.7 gives detailed information on this

design process.

As mentioned earlier, low power operation that scales well with frequency is

an important consideration in wide range PLL design [25]. Power consumption in

full-swing ring VCOs can be expressed as

P oc IPEAKVDDfosc
	 (5.1)

where P is the power, IPEAK is the peak current drawn by the delay cell during

switching, VDD is the supply voltage, and f„, is the frequency of oscillation. For

traditional tuning methods where the VCO output swing is constant over the

tuning range, 'PEAK and VDD are also constant over the tuning range and power

scales linearly with the oscillation frequency. Supply regulated tuning, on the other

hand, scales the internal supply of the delay cells with frequency, which means that

IPEAK scales with frequency. Therefore, the power in the supply regulated tuning

case is proportional to P,8, and the scaling with frequency is quadratic. Fig. 5.9

illustrates how quadratic scaling gives significant power savings for the lower end

of the VCO tuning range.

5.4 Low Flicker Noise Charge Pump

As explained earlier, charge pump flicker noise is a problem in deep submicron

PLL designs. A potential solution to this problem is to find a way to use a flicker-

noise-free passive device to define the charge pump current rather than an active

device with large flicker noise. Before explaining how that can be done, it is
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Figure 5.9: Power savings of quadratic scaling compared to linear scaling.
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Figure 5.10: Traditional charge pump.

instructive to review the operation of a traditional charge pump. In a traditional

charge pump (Fig. 5.10), the UP and DN pulses from the PFD drive switches

connected in series with transistor current sources which convert the voltage pulses

to current pulses of equal width. The down current pulse is subtracted from the

up current pulse at the output node and the resulting signal drives the loop filter.

The proposed charge pump is shown in Fig. 5.11. Here, the voltage pulses
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Figure 5.11: Proposed charge pump.

are converted to current pulses by the resistors between the UP and DN inputs and

the opamp inputs [26]. Instead of directly subtracting the current pulses before

driving the loop filter, the difference information is contained in a differential signal

which drives a differential loop filter. As desired, the charge pump current is now

defined by a flicker noise free resistor rather than a transistor. The opamp needed

in the proposed charge pump does contribute flicker noise as modeled by the noise

source 17,, , ,p at the output of the opamp shown in Fig. 5.11. The control-voltage-

to-output transfer function of the PLL is bandpass, however, so the opamp flicker

noise contribution is significantly reduced.

The simulated charge pump current noise spectrum is plotted in Fig. 5.12.

For the sake of comparison, the current noise spectrum of a traditional charge

pump with equal pumping current is also shown. It is apparent that the flicker
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noise corner is reduced in the proposed design. These noise spectra were obtained

from periodic noise simulations which take into account the fact that the traditional

charge pump current noise is passed only during the fraction of the reference period

when the PFD reset pulse is high.

10
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5
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Figure 5.12: Comparison of current noise spectra of traditional and proposed
charge pumps.

5.5 PFD and Divider

The PFD is a simple digital state machine. When driving a traditional charge

pump, it is important that the reset pulses are wide enough to turn on the switches

in the charge pump in order to avoid a dead zone. A wider reset pulse, however,

exaggerates the ripple on the control voltage caused by mismatch between the UP

and DN current sources. The proposed charge pump reduces this ripple in two
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ways. First, the mismatch is less because the two resistors have better matching

than a PMOS current source has to an NMOS current source. Second, the reset

pulse width can be minimized since there are no switches that must be turned on.

The PFD described in [27] and shown in Fig. 5.13 was used in this work. This PFD

was designed for high speed operation where narrow reset pulses are required.

Figure 5.13: Narrow reset pulse phase-frequency detector.

The divider is a cascade of divide-by-two stages. The first stage must operate

at a relatively high frequency to cover the high end of the VCO tuning range. In

order to meet the speed requirements, the divide-by-two stage was implemented

using truly single phase clock (TSPC) flip-flops which are described in [28]. One

of those stages is shown in Fig. 5.14.
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Figure 5.14: TSPC divide-by-two stage.

5.6 Measurement Results

The PLL was fabricated in a 0.18pm CMOS technology and occupies 0.15mm2.

Fig. 5.15 shows a die photograph. The measured jitter histogram 3 showing 2.36ps

rms jitter at an oscillation frequency of 2.4GHz is depicted in Fig. 5.16. Shown in

Fig. 5.17 is the measured jitter over the frequency range. As expected, the jitter

increases linearly with the period, maintaining a constant fraction of the period.

In order to quantify the dynamic power supply noise sensitivity, the experiment

depicted in Fig. 5.18 was performed where a 50mV tone was added to the supply

and the jitter degradation was measured. The amplitude of the tone was measured

at the supply pin to accurately obtain the signal level entering the device under

test. As described in Section 5.7, the supply regulation loop will cause the supply

sensitivity to be a lowpass shape. Fig. 5.19 shows the measured jitter for 1MHz,

3The histogram shows absolute jitter with respect to the PLL reference clock [7].



Figure 5.15: Die photograph.

Figure 5.16: Measured jitter histogram at 2.4GHz.
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Figure 5.17: Measured jitter as a function of oscillation period (left axis) and as a
percentage of oscillation period (right axis).
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Figure 5.18: Dynamic supply noise sensitivity measurement.

10MHz, and 1GHz supply tones which demonstrates the ability of the loop to sup-

press high frequency supply noise. For the 1MHz case, the rms jitter is degraded

to 14.8ps. At 10MHz, the rms jitter has reduced slightly to 9.92ps while at 1GHz

the rms jitter is only 3.11ps which is very close to the jitter measured with a clean

supply. The performance of the PLL is summarized in Table 5.1.

The quadratic scaling expected by the analysis in Section 5.3, was verified by

measuring the VCO power as a function of frequency. The measurement, shown
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(c)

Figure 5.19: Measured jitter histogram for (a) 1MHz, (b)10MHz, (c) 1GHz supply
tone.
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Figure 5.20: Measured VCO power as a function of frequency showing quadratic
scaling.

in Fig. 5.20, does indeed show quadratic scaling.

The theoretical phase noise of the PLL is shown in Fig. 5.21. The model

takes into account both thermal and flicker noise and the extra pole contributed

by the regulator. The flicker noise corner was manually adjusted to match noise

simulations. As expected from the analysis in Chapter 3, the charge pump noise

dominates below the loop bandwidth and the VCO dominates above the loop band-

width. The loop filter resistor sees a bandpass transfer function and contributes

somewhat at the bandwidth frequency. Although it appears that there is peaking

in this plot, the phase noise increase at the bandwidth is really attributable to the

lower noise level of the charge pump compared to the VCO.

The measured phase noise of the divided PLL output is also included in

Fig. 5.21. The measured phase noise clearly corresponds well to the theoretical

result(the 24dB shift is caused by the divider - 1/16=-24dB). The theoretical jitter

calculated by integrating the theoretical phase noise spectrum is 2.27ps rms, which

matches well to the measured 2.36ps rms.
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Figure 5.21: Theoretical and measured PLL phase noise.

Table 5.1: PLL test chip performance summary.

Technology 0.18pm CMOS

Frequency Range 0.5 to 2.5GHz

Power Dissipation 25mW

Die Area 0.15mm2

RMS Jitter 2.36ps

RMS Jitter with 50mV Supply Tone

14.8 ps (1MHz)

9.92ps (10MHz)

3.11ps (1GHz)
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Figure 5.22: Simplified supply regulated tuning for analysis.

5.7 Supply Regulated Tuning Design Process

Designing a supply regulated tuning loop requires careful balancing of several

considerations. Referring to Fig. 5.22 which shows the single-ended case for the

sake of simplicity, we can list these considerations:

• Since the attenuation of supply noise is characterized by the transfer function

-1-5---,, (s) we want high DC attenuation, a low bandwidth for better high fre-vDD

quency attenuation (since the transfer function is lowpass), and no peaking.

• Since the transfer function Pc (s) is in the PLL signal path, it must have

sufficiently high bandwidth so that it doesn't compromise the PLL loop sta-

bility.

• The supply regulation loop must also be stable, so care should be taken

to ensure sufficient phase margin for the regulator loop transfer function

LGREG(s)•

• Since the tuning range of the VCO is constrained by the swing at Vs, the
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dropout of the regulator should be low.

• The above considerations must be met with minimal power and die area

overhead.

This section is intended to yield insight into the process of designing a supply

regulated tuning loop that successfully balances these considerations.

As derived in [29], the transfer function from the external supply VDD to the

internal supply Vs can be written as

VS

	

(S) =-	
SVW0Wa(S/Wa + 1)

VDD 82 + S (Wo ± Wa ) + (1 + A)WoWa (5.2)

where 7-01 is the output impedance of M1 , Sv = rvco/(rvco + roi), A = AoAa,

A0 = gmi(roill rvco) which is the DC gain of the PMOS device, Aa is the DC gain

of the amplifier, wo = [(rvco Ilroi)C] -1 is the pole at Vs, and Wa is the amplifier

pole.

Rewriting Eq. (5.2) using control system notation we get

Vs SVW0Wa(S/Wa + 1) 
	 (3)=

	

VDD	 S2 ± 20441 S + Ck1,12

From (5.2) and (5.3),

wTh = V(1 + A)WoWa 	(5.4)

and

(.00 + Wa ( =

	

	 (5.5)
2wn

Peaking occurs if the zero frequency is lower than the frequency where the

transfer function rolls off due to the two poles. Therefore, care must be taken to

ensure that Wa is greater than wn.

To that end, we define a parameter x > 1 so that

(5.3)

Wa = XWn.
	 (5.6)



LGREG(S) —
(S/W0 +1)(SIWa+ 1)

A
(5.10)
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From (5.4) and (5.6) we can write wa in terms of w0:

	

wa = x2 (1 +	 (5.7)

which shows that wa must be the dominant pole.

It can be shown that for x < 2, the two poles are complex. From (5.5) and

(5.7), we see that

	

x/2.	 (5.8)

In order to ensure that there is no peaking due to the complex poles, we'll restrict

> 1/ N/ which means x >

When x > 2 there are two real poles. As x increases, the poles split and the

higher pole is approximately Wa. Therefore, the higher pole and the zero cancel and

the transfer function is single-pole-like. The bandwidth of the transfer function is

set by the lower real pole which decreases with x.

Behavioral PLL simulations reveal that the bandwidth of is- (s) must be

about 5-10 times larger than the PLL bandwidth to ensure that the regulator does

not compromise the stability of the PLL. v(s) can be written in terms of the

regulator loop gain LGREG(s)

VG
(s)

Vc

LGREG (s) 

1 + LGREG(s)
(5.9)

where

Fig. 5.23 shows a plot of ILGREcl and 11. Since the feedback factor invc

this case is 1, the bandwidth of

LGREG(S)) SO

ys.v Wgw, is simply the unity-gain bandwidth of

WBW AWo.
	 (5.11)
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180°

L LGREG

Figure 5.23: Typical open and closed loop gain response.

From (5.7) and (5.11) we see that

Wa X
2
Wgw.
	 (5.12)

Also shown in Fig. 5.23 is the loop gain phase response ZLGREG (s) for phase

margin calculation. The phase margin can be written as

(Dm = 180° — arctan(wBw/w0 ) — arctan(c,./Bw/w.)• 	 (5.13)

Assuming a large gain A, the second term is approximately —90° and substituting

(5.12) into the third term simplifies (5.13) to

(Dm	 90° — arctan(1/x2 ).	 (5.14)

From (5.2), the DC gain of Vs is SVDD /(1 + A). Therefore, to increase
VDD

the DC supply noise attenuation, we want a large 7-01 and a large DC gain A.

Rearranging (5.11), we get

Wo WBW /A

	
(5.15)
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Figure 5.24: (Dm, W3dB, and wa as a function of x.

which shows that increasing A decreases w a which increases the size of the capacitor

C. Thus, there exists an optimum choice of A that balances DC supply noise

attenuation with capacitor area. Notice from (5.15) that the choice of a wide PLL

bandwidth, and thus a large wBw, eases this tradeoff somewhat.

Having chosen a value for A, the only remaining decision is the value of

parameter x, from which we can derive CD Wa, and the -3dB bandwidth of 1/7,t. (8),

W3dB, which determines how much high frequency noise is filtered by the regulation

loop. Shown in Fig. 5.24 is a plot of these three parameters as a function of x.

In order to choose x properly, we must consider the value of x that is optimum

for each parameter individually. The phase margin approaches its maximum value

of 90° as x increases. A large value of x is also desired to yield a small W3dB which

is desired to filter supply noise. On the other hand, for low dropout the PMOS

device M1 must have a small overdrive voltage which mandates a large aspect ratio.

We have also seen that this device should be long to maximize 7' 01 for DC supply

noise attenuation. Having a large M1 decreases wa because of the large M1 gate
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capacitance. Therefore, a small x is desired to enable a small Loa.

The dashed lines in Fig. 5.24 show a reasonable compromise of x = 2 which

leads to (1) /u = 76°, w3dB = -V-2c4.)Bw, and wa = Liwsw•
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CHAPTER 6. A 3.2GB/S 2X OVERSAMPLING CDR

WITH IMPROVED JITTER TOLERANCE

In Chapter 4, the tradeoff between jitter generation and jitter tolerance in

bang-bang phase detector based CDRs was explained. This chapter describes a

CDR architecture that decouples the JTOL/JGEN tradeoff through a novel 2x

oversampling architecture while consuming minimal die area and power.

Section 6.1 describes the architecture of the proposed CDR and explains

how it deals with the issues discussed above. Section 6.2 discusses circuit design

of the components and Section 6.3 presents measured results and summarizes the

performance.

6.1 Proposed Architecture

In this work, the JGEN/JTOL tradeoff is decoupled through the novel archi-

tecture shown in Fig. 6.1(a). Whereas a typical bang-bang phase detector (!!PD)

gives only early/late information by sampling at the edge of the data eye, the

proposed PD takes extra samples an equal distance before and after the edge

aligned clock. These samples give "very early/late" information which indicates

that the CDR loop is failing to track the input jitter. When the PD detects very

early/late, a secondary high gain VCO input is activated to increase the slew rate

accordingly. The resulting jitter tracking behavior is shown in Fig. 6.1(b). When

tracking large jitter, the effective slew rate is dictated by the high gain frequency

step (Afx.tcH = KHIGHKV) and the JTOL corner frequency is increased. In nor-



VCO

(a)

!!PD AfHIGH= KHIGH KV

62  

Figure 6.1: Proposed bang-bang CDR. (a) Phase-domain model and (b) jitter
tracking.

mal operation, however, the high gain path is never activated, and the dithering

jitter is dictated by the low gain frequency step (A fLOW K LOW KV) • It is im-

portant to note that this is not simply an effort to linearize the !!PD. In fact, it

is desired that the step size of the two paths be as different as possible (within

stability constraints) rather than uniform as linearity would require.

As mentioned in Chapter 4, the low frequency -40dB/dec region of the JTOL

plot corresponds to frequencies where the integral path is able to respond to the

input jitter. Since this corner is limited to low frequencies by stability and since the

proposed architecture increases f i significantly, the JTOL improvement afforded

by the integral path is negligible.

More important than the low frequency JTOL improvement is the pull-in

range improvement provided by the integral path. Therefore, if an alternate means

of setting the frequency within the limited pull-in range of the first-order CDR

is available in conjunction with the improved low frequency JTOL afforded by

the oversampling architecture, the integral path can be avoided. In cases where

frequency drift or the need to track a spread spectrum clock mandate an integral

path, one can easily be added to the proposed architecture in either analog or
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Figure 6.2: Proposed oversampling CDR schematic.

digital form. Eliminating the integral path saves the die area required for the

integrating capacitor and assures no peaking in the jitter transfer function. In this

work, manual tuning was used to bring the VCO within the pull-in range of the

CDR in lieu of a frequency acquisition loop.

Fig. 6.2 shows the complete CDR. The oversampling !!PD operates at quarter

rate in order to achieve higher speeds. Therefore, the PD generates 4 early/late

and 4 very early/late signals which are combined by a digital majority vote circuit

(MV) before driving the VCO. The multiphase VCO generates the eight phases (4

data, 4 edge) needed for the quarter rate PD operation. The extra edges needed

for oversampling are generated within the PD by tunable delay elements.

6.2 Circuit Design

6.21. Quarter-Rate Oversampling Bang-Bang Phase Detector

The quarter-rate oversampling !!PD is shown in Fig. 6.3. The eight equally

spaced phases from the VCO feed into matched tunable delay cells which generate
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Figure 6.3: Quarter-rate oversampling bang-bang phase detector implementation.

the 16 edges needed (4 edge, 4 data, 4 very early, 4 very late). The even numbered

phases go through three consecutive delays to generate very early, edge, and very

late samples. The odd numbered phases are data samples only and should be

matched to the edge sample. Therefore, these phases go through two delay stages.

The 16 samples are then synchronized so that the phase detector digital logic can

process them to produce the four early/late and four very early/late signals.

Tunable Delay

The delay range of the tunable delay elements must be large to accommodate

the input data rate range and the minimum delay must be very small to accommo-

date the maximum data rate. Most delay tuning methods restrict the minimum

delay since the tuning element loads the delay element. To overcome this, we used

the supply voltage of the delay cell as the tuning voltage. The supply voltage was

controlled differentially so that the clock swing is centered at midrail independent

of the tuning voltage.
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Figure 6.4: Tunable delay stage.

It is important that the cascaded delays are matched to create a symmetric

window around the edge sample. A potential cause of delay mismatch occurs when

the slope of the edge coming into the delay stage is less than that coming out. Since

the delay is inversely proportional to the input slope, if the buffers feeding the delay

line have a different output slope than the delay elements themselves, there will

be a mismatch. Therefore, the last part of the VCO output buffers were used as

the delay elements. Shown in Fig. 6.4, the pseudodifferential delays consist of two

inverters and feedforward buffers which are important for correcting duty cycle

errors in the VCO buffers.

Sense Amp Flip-Flop

Although the sampling flip-flops could be implemented by any combination

of amplifier and sampling latch, it is more efficient to combine the two functions

in one stage [2]. This can be done with a sense amp based flip-flop to achieve high

sensitivity and small aperture times. The sense amp is a dynamic, regenerative

circuit. When the clock is low, it precharges all of its nodes to VDD. When the clock



Figure 6.5: Sense amp flip-flop.

is high, the input difference causes charge to be integrated more quickly on node

Si than S2 (or vice versa) until one of those nodes drops a threshold voltage below

VDD and the positive feedback of the cross-coupled inverters causes the output to

latch in the appropriate direction.

Two of these sense amps are cascaded with opposite clock polarities to make

the flip-flop edge rather than level sensitive. An SR latch based on the one found

in [30] follows to eliminate the precharge portion of the waveform.

Logic

Before driving the VCO, the data, edge, very early, and very late samples

must be converted to an early/late/hold signal and a very early/very late/hold

signal to drive the low gain and high gain VCO inputs, respectively. Since the phase

detector is quarter rate, there are actually four copies of the logic for producing
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Figure 6.6: Phase detector logic.

these signals which are subsequently combined by the majority vote. A schematic

of one of these four identical logic blocks is shown in Fig. 6.6.

6.22. Voltage Controlled Oscillator

The voltage controlled oscillator is an important block because its frequency

range determines the operating range of the CDR, because its maximum frequency

limits the maximum speed of the CDR, and because its inherent noise accumulation

can be a significant contributor to timing margin degradation. Four differential

stages are required to generate the eight phases needed in the phase detector. The

Lee-Kim delay cell [31] is used for its high-swing, fast switching characteristics

which reduce jitter (see Section 3.3). One of these delay cells is shown in Fig. 6.7.



Figure 6.7: VCO delay cell.

68

w
N
rea0

>t)

UP	 DN 10

Hold 0	 0 I

Down 0	 1 0

Up 1	 0 21

X 1	 1 X

Figure 6.8: Three-level DAC.

Three tuning inputs are required for the low gain path, high gain path, and coarse

frequency tuning. The gain of each path is directly proportional to the size of the

tuning device.

6.23. Three-Level DAC

Each majority vote outputs a three-level signal which is represented by two

bits. These two bits must be converted to an appropriate analog current before

feeding the VCO. The three-level DAC design found in [32] was used for this

purpose and the schematic is replicated in Fig. 6.8.
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Figure 6.9: Die photograph.

6.3 Measured Results

The CDR circuit was fabricated in a 0.13,u,m CMOS process. Fig. 6.9 shows

a die photograph of the chip which occupies 0.081mm2.

The measured jitter tolerance with and without the high gain path enabled

(27 — 1 PRBS input sequence and BER< 10-10 at 3.2Gbps) is shown in Fig. 6.10.

As expected, the high gain path improves the JTOL significantly. The JTOL

corner frequency fi is increased 30x from 1MHz to 30MHz.

The recovered clock jitter, however, is unchanged when the high gain path is

enabled as shown in Fig. 6.11. The recovered clock waveform is shown in Fig. 6.12

and the recovered quarter-rate data eye is shown in Fig. 6.13. All of these mea-

surements were made with a length 2 7 — 1 PRBS input sequence at 3.2Gbps.
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Figure 6.10: Measured jitter tolerance at 3.2Gb/s (HG: high gain).

Figure 6.11: Recovered clock jitter at 3.2Gb/s.
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w/o High Gain

Figure 6.12: Recovered clock waveform at 3.2Gb/s.
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Figure 6.13: Recovered quarter-rate data eye at 3.2Gb/s.



The performance of the CDR is summarized in Table 6.1.

Table 6.1: Performance Summary

Technology 0.13p,m CMOS

Supply Voltage 1.4V

Power Consumption @ 3.2Gbps 19.5mW

Max Bit Rate (BER< 10 -12 ) 3.6Gbps

JTOL Corner (h) 1MHz w/o high gain

30MHz w/ high gain

Recovered Clock Jitter

@ 3.2Gbps (p-p/rms)

13.2/85.6ps w/o high gain

13.0/84.4ps w/ high gain

Active Die Area 0.081mm2

72
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CHAPTER 7. CONCLUSIONS

7.1 Conclusions

Techniques for low noise clocking on both the transmit and receive side of

a high speed serial link have been presented. These techniques achieve improved

noise performance without sacrificing power or die area consumption through ar-

chitectures and circuits that decouple traditional tradeoffs.

Specifically, in the context of a transmit clock PLL, the problem of supply

noise was addressed by using a fully differential supply regulated tuning scheme

and the charge pump flicker noise problem was addressed by using a resistor to

define the charge pump current. For the receive side CDR, the JGEN/JTOL

tradeoff was decoupled through the use of an oversampling phase detector. Two

test chips - a PLL and a CDR - were fabricated to demonstrate these techniques.

The PLL operates from 0.5GHz to 2.5GHz and achieves 2.36ps rms jitter even with

a noisy ring oscillator. The power consumption scales favorably with frequency,

using much less power at lower frequencies where less power is needed. The CDR

operates up to 3.6Gbps with a BER of less than 10 -12 . The measured JTOL

corner frequency was improved by 30x from 1MHz to 30MHz without increasing

the recovered clock jitter which was measured to be 13ps rms and 85ps peak-to-

peak.
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7.2 Future work

One of the major concepts in the PLL test chip - the reduction of flicker noise

by using a resistor based charge pump - wasn't properly validated through mea-

surements because the charge pump noise was swamped by the reference oscillator

noise. Although not available at the time, a low noise crystal oscillator reference

could be used to enable the measurement of the charge pump contribution to low

frequency phase noise.

With more time, the CDR test chip could have included more testing func-

tionality. For example, including an on-chip PRBS generator would have allowed

BER measurements to be done entirely on chip. The variable delays for generat-

ing the extra sampling clocks were controlled using the external supply. A more

practical realization should include an on-chip tuning method such as a digitally

programmable delay. An even more complete implementation would include an

on-chip adaptive algorithm for setting the delay to the optimal value.
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